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A B S T R A C T

In a world where online users form communities for various purposes and
around many different topics of interest, it has become of social and economic
importance for owners, providers and managers of online communities to as-
sess and possibly improve community success. However, the first problem arises
when trying to measure success. Success means different things for different peo-
ple, and moreover, the different purposes of communities determine the criteria
under which success must be defined. For example, for assessing the success of
a questions and answers (Q&A) community like Stack Overflow, one has to take
into account how effectively questions are being solved. On the other hand, so-
cial connections among the participants are far less important in a Q&A site than
for a social media site like Facebook. The first core contribution of this thesis
is to define concrete success criteria for a number of communities. In particular,
we focus on Q&A, Life & Health, and Knowledge Creation communities, which
are distinct types of communities, each with their own purposes and goals.

In order to achieve community success, it is vital to understand which user
behaviour is indicative of, or contributes to, success. In the literature, many
community features have been proposed as indicators for success, including
aspects of user activity, participation, loyalty, and interconnectedness among
the community members. However, these indicators have not been evaluated
against tangible success criteria. Our second core contribution is to put together
a collection of proposed community features, and to evaluate them against the
success criteria we defined for the three types of communities in our study. We
find that there are no universal success indicators, as the goals and purposes
of the communities vary widely, and that it is therefore important to identify
the appropriate user behaviour that maximizes success for different types of
communities.
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Lastly, the third core contribution of this thesis is to identify successful user
behaviour by studying the relation between user behaviour and community suc-
cess, utilising prediction and simulation approaches. The prediction allows us
to determine the best combinations of user behaviour for each community type,
and the simulation enables us to represent user behaviour in a computational
model in order to study community success in a controllable environment. This
way, we are in control of the various conditions that a community can be sub-
jected to, and observe how these change the community’s ability to fulfil its pur-
pose beyond what is captured in recorded data, and without interfering with
live communities. The practical application of our approach allows owners and
managers of online communities to gauge the success of their communities, and
identify the weak spots and potential remedies to increase success.
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1 I N T R O D U C T I O N

The concept of “community” as a collection of people with similar interests is
as old as mankind. Wherever people meet and interact with each other in some
organised way, based on a common interest, they form a community, in the
original sense of the word. Even before we humans developed language, we
lived together in organised groups (just as many animals live together in social
groups). In a medieval example, settlements and villages were typical communi-
ties, offering combined efforts of support on the inside and protection towards
the outside. In the modern world about half of all people have access to the Inter-
net1 (3.8 billion people as of October 2017). They form virtual communities, or
online communities, where they discuss topics of interest and provide support
to their members. Examples of online communities include social media sites
like Facebook and Twitter, mailing lists like Google Groups, online discussion
forums like Reddit, and Q&A sites like Stack Overflow. The virtual aspect of
gatherings was established when the Internet was introduced to the world and
quickly gained popularity as a place where people could find information and
support at almost no cost, except for a subscription to a telephone line in the
early days, and to broadband Internet today.

As Figure 1 shows, the literature that discusses the terms “virtual community”
and “online community” (that are synonyms of each other) took off in the late
1980’s and early 1990’s. To date there are hundreds of thousands of scientific
articles2 about online communities (778,000 as of October 2017), which shows
how important this topic is in the current academic and corporate research. Not
only do researchers use online communities as a resource of data to study human
behaviour, companies have also long discovered the value of online communities
for their business [BH00; KK04; Spa10]. Indeed, online communities are an
important means in today’s world for people and businesses to share knowledge

1 http://www.internetworldstats.com/stats.htm

2 https://scholar.google.com/scholar?q=%22online+communities%22

1
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Figure 1: The terms “virtual community” and “online community” came into pop-
ular use in the early 1990’s. Taken from Google Books Ngram Viewer
(https://books.google.com/ngrams).

and provide support, much faster and in a much larger scale compared to the
traditional way of spreading information from person to person or even through
conventional broadcasting by radio and television.

Because of their ubiquitous nature, there are many types of online communi-
ties to date that aim to fulfil many different purposes: Social media sites like
Facebook and Twitter are used by people to connect with one another and eas-
ily share information, with no curation of said information in many cases, and
broadcast to an audience that might or might not be interested in or even con-
sume the shared information. On the other side are mailing lists like Google
Groups, online discussion forums like Reddit, and question answering sites like
Stack Overflow, where people post their concerns with the explicit goal of re-
ceiving responses. These responses can vary from uninformed opinions to well
researched solutions to complex problems. There have been attempts to create
typologies of online communities in the hope of a better understanding of what
differentiates these communities.

Hagel and Armstrong proposed a categorisation into four types of communi-
ties, based on their purposes [HA97]. Their typology consists of transactional
communities (e.g. trading sites like eBay3), interest-based communities (dis-
cussion forums where people talk about a topic of interest, e.g. Boards.ie4),
fantasy communities (where people meet and play out different roles, e.g. in

3 http://www.ebay.com

4 http://www.boards.ie

http://www.ebay.com
http://www.boards.ie
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video games like World of Warcraft5) and relationship-oriented communities
(e.g. Facebook6). A similar purpose-based categorisation was proposed by
Stanoevska-Slabeva [SS02], who divided online communities into three cate-
gories based on the particular type of need they try to satisfy: In discussion or
conversational communities people aim to satisfy their need for communication,
that includes relationship and interest-based communities. In task- and goal-
oriented communities people aim to satisfy their need for cooperative achieve-
ment of goals, which includes transaction and online learning communities. The
need for fantasy and playing is satisfied in the various virtual worlds.

Others introduced additional dimensions by which communities could be cat-
egorised beyond their purpose. Preece discussed the significance of the partici-
pating people and the emerging policies [Pre01]. People have individual, social
and organisational needs, and they fill various roles within the community, such
as leaders, protagonists and moderators. The different policies not only repre-
sent forms of governance, but also capture the social norms and rituals that have
developed in the community. Porter included the place, interaction structure (de-
fined by the platform design and emerging interaction patterns) and the profit
model [Por04]. Some of these concepts, however, are hard to capture. In partic-
ular the place as a socio-cultural environment is a fuzzy concept when it comes
to online communities, which have little or no physical boundaries. Another
dimension that sets online communities apart is the ownership of the commu-
nity and what value the owner gets from it, as discussed by Hunter and Stock-
dale [HS09]. With the dimension of ownership, the authors group communities
into business sponsored (for the benefit of the organisation), socially constructed
(from peers for peers) and volunteer oriented (e.g. established by a charitable
organisation for the benefit of others). These examples show that there are many
aspects to online communities, from the ownership to the member needs, which
define a number of different types of online communities.

5 http://www.worldofwarcraft.com

6 http://www.facebook.com

http://www.worldofwarcraft.com
http://www.facebook.com
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1.1 online community success

Because of their potential usefulness in many social and economic areas, online
communities witnessed a boom, where millions of communities were created in
a short time. Suddenly there was a plethora of online communities for every-
thing in life, from platforms for hobbyists like grandma’s book club, amateur
car mechanics, musicians and sport enthusiasts, to scientific discussions and
even customer support. But not every community that was created saw a long-
lasting life of member activity. Especially in the corporate context, communities
were created at some cost to the company, in the hope of increased customer
satisfaction, cheap customer support and, ultimately, increased profit. However,
research shows that more than half of organisational information systems (of
which online communities are a subcategory, with an additional social compo-
nent) were perceived as unsuccessful by their users [WBE97], and more than half
of companies who experimented with social media communities failed to gener-
ate the desired outcomes because of unsuccessful online communities [RK11].

Therefore, it is necessary to understand what makes communities successful.
The first obstacle in this endeavour is that the existence of the different kinds of
online communities makes it hard to assess or even define success. We have seen
that there are different stakeholders involved in online communities, such as the
owners and the members, and they might perceive success differently because
each community creates a different kind of value. Second, the various purposes
that the existing online communities try to fulfil contribute to the difficulty in
defining and measuring success. For example, a community that is focussed on
relationships has different requirements for success than a community that is
focussed on user-to-user trade transactions. The social aspect that is vital for the
former is far less important for the latter.

This raises the question of the relevant impact factors, as success might be
achieved by different means in different communities. In other words: What
kind of user behaviour should each community strive for and what should be
avoided in order to maximise success? Getting as many people as possible par-
ticipating in the ongoing discussions might be beneficial for one community, but
having too many people involved might have negative effects on another. An
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analysis of successful user behaviour depends entirely on the appropriate def-
inition of success. The central question that we tackle in this thesis is about
defining the meaning of success for different online communities. We will dis-
cuss how community success can be tangibly defined and measured, and how
user behaviour that contributes to its success can be determined.

In order to gain a better understanding of community success, we investigate
different aspects of success in different types of online communities. In that
scope, we adopt a breadth-first approach to analysing and comparing various
characteristics of community success across community types. Therefore, we
focus on investigating static snapshots of communities in their current state of
success, i.e. how effectively communities have fulfilled their purpose overall
throughout their life time. In the future, a focus on the development of success
over time will be advantageous for further understanding the circumstances and
user behaviour that influence the success and effectiveness of communities.

1.2 research questions and methodology

The central topic of this thesis can be split into a number of individual research
questions. In the following, we will discuss these research questions, as well as
the methodology that we apply to answer them. We will describe the research
questions in the order that reflects the structure of this thesis, chapter by chapter,
as shown in Figure 2.

1.2.1 Chapter 2: Perspectives on Online Community Success

At the start of this thesis we investigate the notion of online community success.
In particular, we ask how the term “success” has been used in research and by
companies in connection with online communities:

rq 1 Is there a consensus as to how community success can be defined?
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What does online community success mean in various contexts and
how has it been used in the literature?

Literature Review
(Chapter 2)

How can we define tangible success criteria based on a community’s
purpose?

How correlated are the user behaviour features that were proposed
in the literature to tangible success criteria?

How can we determine which user behaviour contributes to success?

How can we design a model that captures and simulates user
behaviour in online communities?

How can we use the simulation to investigate survival and success
conditions of communities?

Purpose-based Definitions of
Success

(Chapter 3)

Evaluation of State-of-the-Art
Success Indicators

(Chapter 4)

Successful User Behaviour
(Chapter 5)

Computational Model of Online
Communities

(Chapter 6)

Simulated Community Survival
and Success Conditions

(Chapter 7)

Figure 2: Structural overview and core research questions that describe the layout of this
thesis. The introduction chapter at the beginning and the conclusions chapter
at the end are omitted from this overview.

We then ask whether success might mean something else for the different
parties that are involved in an online community. Intuitively, the various stake-
holders of an online community have different expectations of how they would
benefit from the community:

rq 2 What are the different stakeholder perspectives on community success?

Similarly, the existence of various distinct types of communities with different
purposes suggests that success might mean different things for different commu-
nities:

rq 3 What does success mean for different types of communities?

We tackle these research questions by reviewing existing literature in the field
of information systems and online communities. Our findings are reported in
Chapter 2.
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1.2.2 Chapter 3: Success in Online Communities: Use Cases and Definitions

In the next chapter, we employ our understanding of community success and
apply it to define tangible success criteria for different types of online communi-
ties. We collect data from questions and answers (Q&A) communities, from Life
& Health communities and from Knowledge Creation communities. While this
is not an exhaustive list of community types, it covers three very different exam-
ples, each with their own distinct goals. In Q&A communities, the users look for
concise and to-the-point answers to their questions, in Life & Health communi-
ties, users look for social connections and empathetic support from their peers,
and in Knowledge Creation communities, the users aim to create a knowledge
base with user created content that is comprehensible and of high quality. With
these communities and their specific goals and purposes, we ask:

rq 4 Which are the criteria that Q&A communities, Life & Health communities
and Knowledge Creation communities need to meet in order to success-
fully achieve their primary goals?

Since these three types of communities are quite distinct in their goals, we
assume that there are also fundamental differences in the criteria they need to
meet in order to successfully fulfil their purpose:

rq 5 What are the fundamental differences of success criteria between the three
examined domains?

We first introduced the various definitions of success for each community
type in Aumayr and Hayes, “The Path to Success: A Study of User Behaviour
and Success Criteria in Online Communities”, 2017 [AH17b].

1.2.3 Chapter 4: Evaluation of State-of-the-Art Success Indicators

Equipped with our tangible definitions of success for different types of commu-
nities, we focus on the user behaviour that the literature proposed as indication
for success. For example, a large community size is frequently suggested as a
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sign of success. In Chapter 4, we review the existing literature on community
success and apply a Pearson correlation analysis to examine how much the indi-
vidual so-called success indicators from the literature (such as community size
and user activity) are related to the tangible success criteria we defined earlier:

rq 6 Are the various factors of user behaviour that were proposed in the litera-
ture good indicators of success in different types of communities?

Parts of this evaluation have been published as Aumayr and Hayes, “Separat-
ing the Wheat from the Chaff: Evaluating Success Determinants for Online Q&A
Communities”, 2017 [AH17a].

1.2.4 Chapter 5: Determining Successful User Behaviour with Machine Learn-
ing

We further examine the relation between user behaviour and success in the dif-
ferent communities by applying a machine learning approach that will help us
to determine the successful user behaviour in each type of community. The vari-
ous user behaviour features that we collected from the literature in the preceding
chapter is the basis for our analysis. We extend this feature set with additional
aspects of user behaviour in online communities, and use the resulting feature
set, as well as the previously defined success criteria, to train a random forest
prediction algorithm. The prediction algorithm can be applied to achieve one of
two things: First, given the measurable user behaviour, one can predict how well
a new or unseen community is likely to fulfil its purpose (perhaps in the future,
given the current trend in user behaviour):

rq 7 Can we predict community success with good accuracy, given the infor-
mation about user behaviour that is captured by the collected features?

If this is the case and we can use the prediction algorithm to learn the success
criteria based on the user behaviour with good accuracy, then this will enable
us to use the prediction approach to determine which are the user behaviour
factors that are related to success:
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rq 8 Which user behaviour contributes to community success, i.e. which com-
bination of user behaviour features reflects the individual success criteria?

Finally in this chapter, we investigate what are the similarities and differences
in user behaviour across the different success criteria and community types:

rq 9 Does the same user behaviour correspond to the same outcome of success
across the different communities?

This machine learning approach to identify the successful user behaviour in
each of the three community types was also published in Aumayr and Hayes,
“The Path to Success: A Study of User Behaviour and Success Criteria in Online
Communities”, 2017 [AH17b].

1.2.5 Chapter 6: Agent-based Simulation of User Need and Engagement in
Online Communities

The machine learning approach can only learn and predict what can be observed
from the recorded data. In Chapter 6, we investigate how we can go beyond the
insights that can be obtained from the data, and venture into the domain of
modelling and simulation. We are investigate whether it is possible to build a
model that captures the user behaviour in different online communities:

rq 10 Can we encode the basic elements of user behaviour in different online
communities in one computational model?

A crucial step in developing a model that covers different kinds of online
communities is to identify the core elements that every one of our studied com-
munities has in common. This will enable us to make a generalisable model that
is applicable to more than just one particular community. Therefore, we ask:

rq 11 What are the core elements of user behaviour that the different commu-
nity types have in common?
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With the developed model, the important question is whether it is of any
practical use. Hence, we discuss the possible use case of investigating success
conditions with the help of the simulation model:

rq 12 Can we utilise the developed model to identify the success conditions for
online communities through simulation?

The community model described in Chapter 6 is a generalisation of the model
published in Aumayr and Hayes, “Modelling User Behaviour in Online Q&A
Communities for Customer Support”, 2014 [AH14].

1.2.6 Chapter 7: Using Simulation to Identify Community Survivability and
Success Conditions

In our final core chapter, we show how the model that we developed in the pre-
ceding chapter can be applied to answer a number of questions that are relevant
for community managers. First, we discuss, how one can analyse causal rela-
tionships between user behaviour and community success, based on the model
design that was drawn from observations in the real data:

rq 13 Can we use the online community model to establish a cause-and-effect
relation between user behaviour and community success?

After that, we demonstrate in some practical examples how the model can be
used to simulate the conditions in which a community can grow into an active
and successful environment for users to participate in:

rq 14 What are the conditions for a community to develop into an active, self-
sustaining and successful community?

One aspect of community success and survival is how well a community can
withstand certain external events, such as denial of service attacks and the ex-
istence of malicious users who want to take advantage of the community or
disturb it in some way. The final research question we tackle in this thesis is
therefore:
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rq 15 How robust is the community against malicious events such as bogus
users and a loss of connectivity (e.g. denial of service)?

Afterwards, we conclude the thesis and all of its chapters in Chapter 8, where
we also discuss the limitations of this work and the application of the research
as outlined in this thesis.
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1.3 contributions

We summarise the main contributions of this thesis as follows:

1. With an extensive review of existing literature in the fields of online com-
munities and information systems, we provide a better understanding of
the different perspectives on community success, such as the meaning of
success for different stakeholders and community purposes.

2. We present an approach for community managers to define success met-
rics and identify the user behaviour that contributes to the success of the
community.

• By analysing the context and background of the community, we can
determine the goals that the community has and the purpose it was
designed to fulfil. From that, we can derive tangible and measurable
success criteria that the community manager then can monitor in or-
der to assess and compare success across similar communities.

• Using a machine learning algorithm, we show how to determine the
user behaviour that is related to community success. For that, we
define and extract user behaviour features that are partially sourced
from existing literature. We use the user behaviour features and the
tangible success criteria to train a prediction algorithm, which ranks
the features by importance with regard to the success criteria.

3. The definition of tangible success criteria for various types of online com-
munities allows us to investigate the user behaviour that was proposed
by the literature as indicative of success. We contrast these proposed user
behaviour features with their actual correlation to the tangible success met-
rics of different types of communities and show that many of them are
not sufficiently correlated. In particular popular success indicators such
as community size and user activity are not correlated to success in most
cases.
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4. Based on observations from user behaviour in online communities, we de-
velop a computational community model that helps us to further study the
conditions that communities need to meet in order to survive and succeed.
With this model, community managers can investigate success and sur-
vival conditions beyond what would be possible with machine learning on
observed data. We demonstrate this with a number of practical examples.
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2 P E R S P E C T I V E S O N O N L I N E
C O M M U N I T Y S U C C E S S

Organisations, healthcare groups, hobbyists and others have long recognised
the importance of online communities for knowledge sharing and support. Busi-
nesses discovered that they can increase revenue by maintaining an online pres-
ence which enables them to respond fast and on a global scale to their customers.
In the non-commercial case, people found that online communities provide help
and support on any topic of personal interest, from gardening to healthcare.
Keeping these online communities functioning and thriving ensures that people
and businesses keep profiting from them. Communities that do not work well
can frustrate their members,7 for example by ignoring their questions and re-
quests for support, which in turn can affect the continuity of said communities.
This introduces the core question of this field of research: How can we measure
whether or not a community is functioning the way it should? More precisely,
what are the criteria on which we should base our assessment? Since the first
time this question has been asked, different perspectives and meanings of the
functionality of online communities have emerged.

In this review of the existing literature, we study sources that help us bet-
ter understand community success for the data-driven, quantitative analysis of
success that we discuss in this thesis. We ask the following research questions:

rq 1: Is there a consensus as to how community success can be defined?

rq 2: What are the different stakeholder perspectives on community success?

rq 3: What does success mean for different types of communities?

7 The terms “member” and “user” are used synonymously throughout this work. Both describe
the participants in online communities.
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In the early 1990’s, before the rise of Web 2.0 and social networks, DeLone
and McLean devised a conceptual model to formalise factors that affect the suc-
cess of information systems8 [DM92]. It defines core elements that are required
for an information system to thrive, such as user satisfaction, and impact on
the individual as well as on the organisation that hosts the information system.
Subsequently, many articles have been published that investigate one or more of
these components of success, including longevity (e.g. survivability [RMJ10],
member turnover [WL11], and member loyalty [KK04]), commercial impact
(e.g. cost effectiveness [BH00], user acceptance [Spa10], and commercial profit
[KK04]), member satisfaction (e.g. member need satisfaction [San05], sense of
community [LFW+07], and aid for professional development [Hew09]), commu-
nity performance towards a specific goal (e.g. productivity [QSC14], output
quality [RK11], and impact on the scientific world [BCB+15]) and other key per-
formance indicators (e.g. member participation and engagement [LPY11], and
responsiveness [WRT+14]).

These different aspects show that the functionality of online communities is
a multi-dimensional problem that is tackled from different perspectives, using
different terminology: Whereas early works only used the term “success”, re-
ferring to, among other things, acceptance by and satisfaction of the users (e.g.
[DM92; San05; IL09]), the term “health” has become popular in the past decade
(e.g. [WL11; RA12; WRT+14]). Online community “health” is a more fuzzy term
that has been used to describe the well-being and engagement of a community
in a more general sense, with the help of a number of health indicators such as
member participation and interactivity (e.g. [Lit11; Lai06]). In this chapter, we
discuss the perspectives of different stakeholders on community functionality,
but also different views on what communities and their purposes are. Finally,
we enter the world of computational models and review how online communi-
ties can be modelled and simulated in order to better understand the elements
required for a functioning online community.

8 The purpose of information systems is to collect, store and share data. Online communities also
fulfil these functions to some degree, with the additional focus on the social connections between
its users.
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2.1 stakeholders

In this section, we focus on the definition of community success as it pertains
to different stakeholders. Preece briefly discusses the importance of perspective
(“success for who?”), and mentions business managers that represent a com-
pany, community managers and community members [Pre01]. A more fine-
grained distinction of the perspectives of various stakeholders is presented by
Lazar and Preece, who differentiate between community founders, community
leaders, moderators, community members and business managers, and describe
their different expectations from the community [LP02]. However, Lazar and
Preece admit that there is an overlap between some of these groups. Therefore,
we use the categorisation of stakeholders as proposed by Preece [Pre01]. After
studying the online communities that were discussed in the literature, we find
that Preece’s distinction into company, community manager and community
members provides a simpler and practical way to categorise community stake-
holders.

First, there are the companies and organisations that set up an online com-
munity, often with the goal to increase the visibility of their products, or to offer
cost-effective customer support [BH00; DM03]. Cost-effective because customers
are willing to offer support and information to other customers, which in turn
can reduce the required number of professional customer service staff. From the
perspective of companies, a successful commercial community would provide
a platform where the goal of reducing costs and increasing visibility would be
fulfilled. On the other hand, for communities that are owned and maintained
by a non-commercial group or individual, visibility and cost-effectiveness might
not have any priority. Think of a healthcare or open source software community.
The owner or manager of such a community will value user engagement and in-
teractivity, and might consider a lively, friendly crowd a success [IL09; BCB+15].
The last group of stakeholders are the community members themselves. What is
important for them? That certainly depends on their motivation to frequent the
community: Do they seek support? Social connections? Perhaps they consider a
community successful if they benefit professionally from participating [Hew09].
In the following, we discuss these three groups of stakeholders and their view
on a successful community.
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2.1.1 Companies and Organisations

DeLone and McLean reviewed the pre-1990 literature on information systems,
and produced a conceptual model that encompasses key factors that are re-
quired for an information system to be successful. Among other aspects, they
found that a key factor is the organisational impact: the benefits a company or
organisation gets by using the information system [DM92]. Although the au-
thors did not mention the terms “online community” or “virtual community”,
terms that only started to gain popularity9 around the time their work was pub-
lished in the early 1990’s, their work on information system success also applies
to online communities. Many types of online communities, including Q&A and
Knowledge Creation communities (see Chapter 3), fulfil similar purposes as in-
formation systems, e.g. collecting, storing and sharing information, but with the
additional focus on the social connections between users.

Hunter and Stockdale used the term “business sponsored online communities”
to describe communities that are explicitly created by and for the benefit of
a company, using the community members as a resource, e.g. for branding
and customer feedback [HS09]. In these communities, companies use customer
relationship management as a tool for increasing customer retention and loyalty,
e.g. by analysing data about customer needs and expectations [CP03]. Catering
to these needs and expectations is an important step towards the success of the
community.

Profit through increased Sales and Cost Reductions

DeLone and McLean found that a “myriad of variables” have been suggested
in the literature, some of which have been used in actual experiments, others
not [DM92]. Regarding organisational impact, these variables include profit (e.g.
sales, revenue, market share, return on investment, stock price), cost reductions
(e.g. by reducing staff), cost/benefit ratio (net income increase compared to
operating costs), productivity gains, product quality, and service effectiveness.
Although these numerous factors of impact on organisational performance had

9 https://books.google.com/ngrams, see Section 1.
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been proposed in the literature prior to DeLone and McLean’s article, they con-
cluded that there is still work needed to investigate their true relation to infor-
mation system success.

A decade later, DeLone and McLean revised their model from 1992, based on
findings of the literature that had been published in the meantime, and with
a new focus on e-commerce systems [DM03]. In their updated model, the au-
thors did no longer distinguish between personal and organisational impact, but
rather combined them, and other levels of impact, into a more general success
factor they called “net benefits”. However, the need to measure an information
system’s impact on the company or organisation has not diminished, and the au-
thors state that “the challenge for the researcher is to define clearly and carefully
the stakeholders and context in which net benefits are to be measured”. Indeed,
DeLone and McLean still listed cost savings, expanded markets, incremental
additional sales, and time savings as examples of net benefits.

Member Loyalty

The first article in this chapter that directly uses the term “community” is by
Bughin and Hagel [BH00]. They investigated virtual communities from a busi-
ness model point of view, and discussed the cost/benefit factor of revenue gen-
erating members. The communities they investigated are built around products,
socio-demographic topics or B2B (business to business) topics, such as inter-
net shops, electronic auctions or billboards. According to the authors, successful
communities have the capability to convert online traffic into revenue-generating
members, where the generated revenue outweigh the incurring costs. This arti-
cle is an example where community success is heavily biased on revenue gener-
ation for the company, with no direct regard to the satisfaction and engagement
of the actual users, other than the acknowledgement that user satisfaction and
low turnover contributes to revenue generation and cost-effectiveness.

Koh and Kim investigated the relation between knowledge sharing activities
and member loyalty, and the authors see the latter as synonymous for a healthy
and successful online community, both from the perspective of the organisation
that hosts the community as well as for the community members [KK04]. The au-
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thors assumed that, ultimately, member loyalty towards the community reflects
on the profits for the organisation, and they measured the community’s level of
knowledge sharing by the frequency that content is posted and viewed. Through
interviews with members of the Korean community platform Freechal.com, they
found that knowledge sharing through member participation is correlated to
loyalty towards the provider that hosts the community. Regarding terminology,
this marks one of the first articles that mentioned a community’s “health”, along
with success.

Brand Loyalty and Brand Awareness

Preece and Lazar recognised and emphasised that community success depends
on the perspectives of the stakeholders, and exemplified that an increase in sales
due to the online community could be important for the business managers of
a company [Pre01; LP02]. The authors hypothesised that community size is an
important factor for the business manager of a company, since returning com-
munity members would become regular customers, which in turn contributes
to an increase in sales. They also suggested other factors that can lead to an
increase in revenue, such as page hits on their website, revenue generated by on-
line advertising, brand loyalty, brand awareness and a good image of the website
and the product. The authors made the important point that there is a disparity
between quantitative measures, or thresholds, and actual success of the online
community. The mere fact that a community creates 500 posts a week or that
3,000 people are subscribed to the community says nothing about whether or not
the community is successful in the eyes of the various stakeholders. Instead, the
authors suggested that the opinions and perspectives of the stakeholders should
be considered for the assessment of success.

Acceptance of Company by the Members

Spaulding also asked the question how virtual communities can create value
for business, and he investigated why some business ventures fail in the vir-
tual space whereas others succeed [Spa10]. He defined the acceptance of the
company and its activity by online users as a factor for success, and also found
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that trust is a key requirement for a successful business venture in the virtual
world. The company can build trust among the online users by respecting the
values and norms of their community, and the author discussed a number of
approaches to correctly introduce a business activity into various types of on-
line communities. For example, a company that wishes to increase their sales in
a fantasy-oriented community should provide new and entertaining attractions
and preserve the atmosphere of the virtual environment. On the other hand, if
the goal is to provide support to an interest-oriented community, the company
should monitor the opinions and interests of the community members and focus
on resolving their problems and issues. Companies that do not approach online
communities in the way the author recommended may alienate their online cus-
tomers, thus risking a failed business venture.

High-Quality Output

Ransbotham and Kane focussed on Wikipedia10 as a platform for knowledge
creation and curation through the collaboration of online users [RK11]. They
investigated the relation between member turnover and the effectiveness of col-
laborative knowledge creation, and they defined a successful knowledge cre-
ation and curation community as one that effectively creates high quality con-
tent, where the number of featured articles serves as a measure for high quality
content. Featured articles are a specific class of contributions in Wikipedia, that
are hand-picked by editors in a peer-reviewed process. The authors found that
there is a U-shaped relation between member turnover and the creation of high
quality content, where both too little and too much turnover is detrimental to
the quality. That means that a certain (low) amount of turnover is beneficial
for the community, for example because people who are most dissatisfied with
the environment leave behind better working conditions and performance for
the people who stay, making room for newcomers with fresh ideas and better
morale. However, if the number of leaving contributors is too high, especially
that of highly active and experienced contributors, then the user engagement
and content creation will decline.
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Success factor Reference

Increased revenue and profit DeLone and McLean [DM92; DM03]
Bughin and Hagel [BH00]

Preece [Pre01]
Lazar and Preece [LP02]

Cost reduction/effectiveness (mone-
tary and time)

DeLone and McLean [DM92; DM03]
Bughin and Hagel [BH00]

Productivity gains DeLone and McLean [DM92]
Increase in service effectiveness DeLone and McLean [DM92]
Market expansion DeLone and McLean [DM03]

Member loyalty
Large community size Lazar and Preece [LP02]
Brand loyalty and awareness Lazar and Preece [LP02]

Koh and Kim [KK04]
Conversion of online traffic into
revenue-generating members

Bughin and Hagel [BH00]

Acceptance by the members Spaulding [Spa10]

High quality output DeLone and McLean [DM92]
Ransbotham and Kane [RK11]

Table 1: Companies’ perspectives on community success. The notion that compa-
nies and organisations have of online community success ultimately revolves
around the maximisation of profit.

Companies’ and Organisations’ Perspective in a Nutshell

In summary, companies and organisations set up online communities usually
with the goal to increase their profits. That means that their notion of a suc-
cessful community is one that achieves one or more of the objectives in Table 1,
such as an increased visibility of their products [Pre01], cost-effective customer
support [DM92; DM03] and a conversion of traffic into revenue-generating cus-
tomers [BH00]. In a study by Whyte et al, interviewees stated that necessary
requirements to achieve these goals include a clear strategic direction, alignment
with business objectives, and attributes like reliability, involvement, friendliness,
and accessibility [WBE97]. Yet, as of 2011, more than half of the companies
that experimented with social media communities failed to generate the desired
outcome because they could not build and maintain effective collaborative pro-

10 http://wikipedia.org

http://wikipedia.org


2.1 stakeholders 23

cesses among the participants [RK11]. For that reason, Spaulding suggested
proper ways how companies should approach the online communities, depend-
ing on the type of community and the business goal the company aims to achieve
[Spa10]. However, a successful community depends also on sufficient content,
user engagement, and whether it is useful for its members. Hence, in the next
section, we investigate community success from the perspectives of its members.

2.1.2 Community Members

On the other end of the spectrum of stakeholders who can and want to benefit
from the community are the members themselves: the people who participate in
the discussions, answer questions, share information.

User Need Satisfaction

Besides the organisational impact and benefit to the company, DeLone and
McLean defined user satisfaction, impact and benefit to the individual, and the
degree to which people use and adopt the information system as success factors
[DM92; DM03]. They suggested measuring user satisfaction as the difference be-
tween the information or value that is being sought and received, based on the
concept of information satisfactoriness (drawn from Goodhue, [Goo88]), where
the impact and benefit measure the usefulness and value that the users receive
from engaging with the information system.

Hsiu-Fen Lin and Lee evaluated the updated information systems (IS) suc-
cess model [DM03] in the context of online communities, therefore creating an
explicit link between the two concepts of information system and online commu-
nity [LL06]. The authors interviewed members and moderators from what they
deemed successful online communities based on the Alexa.com ranking at the
time of writing their article. Alexa.com is a service that collects and analysis web
traffic, which means that the authors implicitly defined a successful community
as one whose website is frequented a lot, hence creating a lot of visibility, and
potentially impact. Based on the answers to their questionnaire, the authors con-
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firmed the validity of DeLone and McLean’s IS success model, which implies
that system quality (reliability, convenience to use, ease of access and flexibility),
information quality (accurate, timely, useful, complete and customised informa-
tion), and service quality (well-organised visual appeal, trustworthiness, prompt
service and sincere interest of solving members’ problems) are predictors for
user satisfaction, intention to use and loyalty to the community. Lin et al. con-
cluded that the success of an online community depends on the quality of the
community website and on the involvement of the users.

In an often cited article from 2001, Preece proposed that an online community
needs to fulfil user needs on two levels in order to be successful [Pre01]: socia-
bility and usability. The aspect of sociability is about how people connect in a
community, and the author mentioned “social satisfaction” as a self-assessment
measure of how happy people are with the social environment in their commu-
nity. A large contribution to that is the way the community management handles
uncivil and abusive behaviour, and how effective the moderators are that deal
with incidents of offensive language and harassment. Part of that is also how
well users develop trust in what others say and do, and how they handle one’s
personal information. The second level of user needs is usability, and it is con-
cerned with the technological part of the online community. Preece suggested
that the system should be well designed to make navigation to, access, and use of
information and social interactions easy. Concrete examples from the article are
that participants in an e-learning community would judge a successful commu-
nity by the amount of new information they learn, and people with a condition
would consider a healthcare and support community successful if they receive
the amount of information and support they require. Also as concluded in other
articles, the exact definition of success depends not only on the interest of the
stakeholder but on the purpose of the community as well.

One year later, Lazar and Preece expanded on the idea of sociability and usabil-
ity in online communities and their effect on community success [LP02]. They
wrote that, generally, success for the community members is when they get the
value out of it for which they participated in the first place. That can include
any number of goals, such as obtaining useful information, making personal re-
lationships, feeling a sense of belonging, and receiving support for the members’
issues of any nature. While these goals can be achieved to a higher or lower
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degree, and hence are comparable from one community to another, the authors
also state that the mere act of communicating online can improve someone’s
life. For example, a person with a disability might welcome the opportunity to
exchange ideas with other community members because the communication in
many online communities works without audible or visible cues as to the per-
son’s appearance or abilities, and the person can focus on discussing the topic
of interest without judgement of their disabilities. The authors concluded that a
survey of the community members might help to determine how successful they
think the community is for their aims and purposes. In order to do that, they
suggested asking questions such as “What do you feel that you gain by being
involved in the community?”

Sangwan studied community success from the perspective of user needs and
gratifications, where she defined user need satisfaction as a proxy for community
success [San05]. That means that community members perceive a community as
successful if they receive the value they hoped to gain from participating in it,
analogue to DeLone and McLean’s [DM92], as well as Lazar and Preece’s [LP02],
understanding of user satisfaction and its impact on community success. The
author identified three categories of user needs: functional needs (the need for
information), emotive needs (social interaction, personal uses such as meeting
peers, and self expression), and contextual needs (entertainment such as chatting,
and needs in relation to the community host such as messages from the CEO).
Unsurprisingly, the interviewees stated that satisfying their functional needs, i.e.
getting the information they came for in the firs place, contributes the most to a
perception of a successful online community. The reported negative correlation
between social interaction and user satisfaction indicates that the community
members do not feel a need for socialisation in addition to knowledge sharing.
Sangwan concluded that fulfilling the primary needs of users leads to a suc-
cessful community, where the focus of the particular type of community she
examined lies on content creation and knowledge sharing rather than on social
interactions. The community in her study is a financial forum where people get
expert advice for a subscription fee membership. This community was selected
because it seemed to present a successful model, where the author interpreted a
growing number of subscribers as success.
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So far, we discussed user satisfaction as a generic measure of how happy
members are with their community and the benefits that come from participa-
tion, where satisfaction was usually self-assessed by the community members
through research surveys. Some articles focussed on more specific forms of user
satisfaction: For example, Yu et al. investigated the effect of different engage-
ment strategies on the task performance of a crowd-sourcing platform, where
each of the strategies aimed to increase a specific form of user satisfaction in or-
der to increase the overall performance of the platform [YAK+14]. The strategies
that the authors investigated incorporate intrinsic as well as extrinsic rewards.

Thomas [Tho09] defined intrinsic reward as a psychological reward that a per-
son gets from performing an activity, e.g. because the outcome of the activity
is meaningful or beneficial for the person, or because they feel satisfaction from
performing it well. An extrinsic reward is a tangible reward given to the person
by someone else, such as payment and tangible gifts, or recognition in the form
of personalised acknowledgement, achievement badges and praise, and can be
a strong motivator to a certain degree [TDO+05; HRR+08; IL09; BCB+15]. How-
ever, extrinsic rewards (including monetary and tangible gifts) are not suitable
motivators for all types of communities, and can indeed hinder the community
success in some cases [FVE07].

In other cases it has been found that they can be supported by intrinsic re-
wards, such as participation in a charitable cause [RKK+11], or social interactions
and learning as investigated by Yu et al. [YAK+14]. The social interaction strat-
egy targets a feeling of community, of involvement and belonging. Therefore, it
tries to foster social connections between the users by asking them to introduce
themselves and allowing them to talk to each other. The learning strategy tries to
encourage users to participate by giving them an opportunity to learn new skills
through the provision of feedback on the fulfilment of their tasks. After apply-
ing these two engagement strategies together with the conventional monetary
strategy, Yu et al. found that the social component can increase the engagement
of the crowd-sourcing workers, whereas the learning component helps to in-
crease the quality of the performed tasks. The authors further found that some
combinations of the three strategies had negative effects, and concluded that en-
gagement strategies have to be designed carefully to avail of their benefits for
task performance in a crowd-sourcing environment. That means that designers
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and managers of online communities have to consider that there can be conflict-
ing factors of user satisfaction, and that they should design their community
with a clear purpose in mind from which users can benefit.

As one of the use cases with specific and well-defined purposes, question an-
swering (Q&A) communities have been investigated. Their core mechanics are
clear to every participant: Members can either pose a question or try to answer
questions posed by someone else by replying to them. The question answer-
ing performance of a given community can then directly be quantified by the
number of solved questions. In this setting, researchers can investigate user
satisfaction and community success in relation to the community’s purpose of
solving questions. Liu et al. defined that an asker is satisfied if they closed
the question they posed, selected a best answer and gave it a positive rating
[LBA08]. The authors predicted the asker satisfaction for any given question
thread with the help of content, structure, and community features, and they re-
ported a high prediction accuracy. Especially features about the asker’s history
were important predictors for asker satisfaction, which suggests that the pres-
ence and contributions of knowledgeable experts is not the only requirement
for a successful Q&A community, but also that users are familiar with phrasing
questions in a way that is more likely to attract solving answers. This shows that
users cannot (or should not) simply visit a community, fire away their problem
and expect it to be magically solved. Instead, it seems beneficial that users famil-
iarise themselves with the community and its norms and methods, and to spend
some effort in preparing questions that make it easier for others to help them.
In other words, this indicates that user satisfaction is at least in parts depending
on their own investment into the community.

Hiscock et al. added a time constraint to the requirement of a successfully
solved question [HAF15; His15], thus highlighting the importance of fast re-
sponses in a fast-paced world. Like Liu et al., they achieved a good accuracy
in predicting whether a question is solved in time and to the asker’s satisfac-
tion, and they also reported that asker features are important predictors. In a
similar fashion, Diviney measured timeliness of solving answers as an aspect
of a healthy Q&A community [Div15]. He followed a simulation approach to
investigate the effects of topic knowledge, expertise and incentives on knowl-
edge sharing and question answering in the Q&A domain, and found that a



2.1 stakeholders 28

community where the knowledge is spread among users can be more beneficial
for finding fast solutions than the existence of a few highly expert users. He
also found that incentive systems have to be implemented with care as they can
increase quantity, but decrease quality of contributions, in line with previous
research in the area of reward systems. Concluding, he stated that the incentives
are able to increase response rate and participation when deployed with care,
both indicators of healthy communities.

Although the mechanisms that Liu et al. [LBA08] used to define a satisfactorily
solved question, i.e. closing a question, selecting and rating a best answer, might
be not available in every Q&A platform, most have similar mechanisms in place
to mark when an answer solves a question to the satisfaction of the asker and/or
the community. And with the additional constraint of a fast response time that
was used in the research by Hiscock et al. and Diviney, we can say that question
askers are more satisfied the sooner they receive a (working) solution to their
problem. From this, we conclude that Q&A communities can be considered
successful towards their goal of answering and solving questions if questions
are solved to the users’ satisfaction, i.e. a high proportion of questions that
arrive as fast as possible.

Participation and Quality of Output

In his study of open online collaboration communities for open source software
development, Diker used dynamic feedback modelling and simulation to inves-
tigate the effects of different participation and developer policies on community
growth [Dik04]. He did not clearly state how he identified successful commu-
nities, but he mentioned determinants of success, from which community size,
participation, collaboration, and quality and extent of the developed software
are arguably the most important ones for the members who wish to advance
the development of their own and others’ software. The author did interview
community members, but with a focus on improving the model that he devel-
oped in the paper, rather than to ratify how the users perceive success for their
community.
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Toral et al. also studied the success of online software development com-
munities, where they defined project success as having many active contribu-
tors, which, in the case of software development, amounts to many community
members as well as active developers, both producing many discussion threads
[TMB+09]. Their focus on aspects of the community member network, such as
structure, centrality and cohesion, highlighted that it is not enough to rely on the
assessment of the community members as had been done in many other studies:
The interviewed users would arguably have little understanding of how effec-
tively their whole community is connected from the perspective of their own
ego networks. The inclusion of social network analysis meant using additional,
global information over the widely used survey-based (hence subjective) assess-
ment of community success, potentially providing a more complete picture of
factors that affect success. They found that the structure and cohesion of the user
network, as well as the activity of important nodes in the network, are beneficial
for the success of the communities they studied.

In a different kind of community, Nam et al. investigated the motivations for
users to contribute in a question answering (Q&A) environment [NAA09]. They
found in a survey that highly contributing members are motivated by altruism,
learning and competency, and they defined a successful Q&A community as one
that answers and solves many questions, exhibits continuing participation and
that builds a corpus of knowledge by accumulating questions and their answers.
The authors also stated that the platform should prevent users from posing off-
topic, too complex or unanswerable questions in order to achieve a well-working
Q&A community. However, the interviewees said that they did not feel a sense
of community beyond pursuing the goal of answering questions. This sense
of community has been found to be significant for community success in other
kinds of communities [Lin08], but the fact that it is lacking in the community that
Nam et al. studied suggests that the social connectedness between members is
not necessary for all communities. This is an important finding, as it means that
factors that are important for the success of some communities might not be
important for others.
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Professional Development

Online communities can also have an influence on the professional life of their
members. Through interviews of members of three professional online commu-
nities (critical care nurses, web developers and literacy educators), Hew investi-
gated how participation in the community affects the professional development
of its members, where the author defined community success as the ability to
support the professional development [Hew09]. The interviewees responded
that they perceive willingness to share, high-quality content and diversity of
views as important for them to benefit from participating, as well as a respectful
environment, relevant content, rapid responses, and the technologically medi-
ated accessibility that is inherent to online communities. Hew concluded that
participation in the online discussions provided the community members with
an environment to not only improve their professional knowledge, but also make
more informed professional decisions and obtain a clearer sense of professional
identity.

Social, Trustworthy, Loyal and Diverse Environment

Also based on Preece’s framework of sociability and usability for community
success [Pre01] (and loosely resembling DeLone and McLean’s IS success model
[DM03]), Lu et al. investigated the impact of various community factors, such
as information access, incentive policies and leader involvement, on the users
[LPY11]. In a survey, they asked more than 300 members from leisure-oriented
communities how these factors affect their perception of usefulness, enjoyment
and sense of belonging, and how these are related to the users’ intention of
continuous participation. They found that hedonic and social factors are most
impactful, which is not surprising, given the nature of leisure-oriented commu-
nities. In particular, the factors of information access, interaction support, rea-
sonably implemented incentives, and offline/online events influence the users’
intention to remain active in the community, while the involvement of leaders
has no effect.

Hsiu-Fen Lin published an extension to her 2006 model of community mem-
ber satisfaction and loyalty (based on DeLone and McLean’s model [DM92]),
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where she investigated the impact of trust and social usefulness on the commu-
nity’s sense of belonging [Lin08]. In her survey study, she confirmed her earlier
findings that reliability, convenience and user-friendliness are important for the
interviewees, and that they expect accurate, complete, constantly updated and
customized information from participating in the online community. Regard-
ing the added dimensions, trust exhibited a strong influence on the community
members’ sense of belonging, whereas social usefulness surprisingly showed no
significant impact. The author explained the weak relation between social use-
fulness and sense of belonging with a bias in the survey participants. Since the
interviewees were predominantly undergrad students, the author hypothesised
that they might participate in community activities mainly for entertainment
and fun, and that for them the sense of belonging is a consequence of interaction
rather than a motivation based on the social usefulness of relationship building.
In conclusion, trust is important for a successful online community because of
the lack of face-to-face contact, and that social ties are likely the result of rather
than the motivation for participation.

In their study of member loyalty towards the platform provider, Koh and
Kim found that knowledge sharing activities, specifically posting and viewing
of content, can be an indication of the health of the community, by measuring
the correlation between knowledge sharing, participation, oral promotion of the
community, and loyalty towards the provider that hosts the community [KK04].
The authors stated that member loyalty is not only beneficial and perceived
as success for the community provider, but also for the community members
themselves, as often loyalty seemed to be the cause for participation, and not a
result thereof.

Grounded on social network analysis of online communities, Patil et al. in-
vestigated the stability of groups, i.e. the turnover of members, as a measure
of survivability and longevity of the community, arguably an indicator of suc-
cess [PLG13]. Based on structural, temporal, and member features, the authors
demonstrated that it is possible to predict group stability with an accuracy of
up to 90%, and they found that diversity, social activities, and the existence
of prolific members are important factors for the survivability of a community.
The authors used two types of communities in their experiments: 1) so-called
“guilds” in an online gaming platform, i.e. groups of people playing together
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with an explicit sense and display of membership, and 2) authorship connec-
tions from DBLP’s co-authorship network [Ley05]. The two very different types
of communities and the high prediction accuracy underline the importance of
the authors’ findings.

Platform and Policies

Whyte et al. investigated the user satisfaction in their article “Understanding
user perceptions of information systems success” [WBE97]. They interviewed
the users of information systems, who felt that friendliness, accessibility and reli-
ability are among the most important factors of a successful information system.
However, the authors did not define success but rather relied on the personal
judgement of each interviewee, with the result that information system success
remained a fuzzy concept, somehow related to user satisfaction.

Leimeister et al. [LSK03; LSK04] surveyed community members and man-
agers from 160 online communities in a wide spectrum of areas (e.g. gaming,
customer service and lifestyle). They presented the participants with a set of
success factors that the authors selected from existing literature, such as rapid
community growth and fast reaction time of the website, and asked them to rate
these factors by importance towards a successful community. Similar to the sur-
vey by Whyte et al., the exact notion of success was left for the interviewees to
define for themselves, based on their overall perception of the community they
are involved in. Out of the 26 requirements for a successful community that are
relevant to the members (6 were community manager specific), the top 10 rated
ones, with a noticeable gap to the next ones, are: 1) sensitive data handling, 2)
website stability, 3) website reaction time, 4) assistance for new members by ex-
perienced members, 5) codes of behaviour to contain conflict potential, 6) up-to-
date content, 7) high-quality content, 8) encouragement of member interaction,
9) member involvement in the evolution of the community, and 10) trust among
the members.

Leimeister et al. also studied the differences in perception of important suc-
cess factors between male and female interviewees, as well as between commu-
nity managers and members. They found that female respondents valued offline
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communication and interaction more, whereas their male counterparts showed
a stronger emphasis on contributions and task performance within the online
community. In contrast with the community managers, especially commercially
motivated ones, members perceived a fast growing community less of a suc-
cess factor. The authors found that, in general, typical success factors from the
literature are rather lowly ranked by the interviewees, including a focus on sub-
groups, special treatments and privileges. They concluded that performance,
security (particularly with regards to sensitive personal data), up-to-date and
high quality content was important for all interviewees across the board.

In a similar line of research as Hsiu-Fen Lin [Lin08], but by different authors,
Hui Lin et al. [LFW+07] enriched DeLone and McLean’s IS success model
[DM92; DM03] with factors of sociability and usability taken from Preece’s
framework for determining community success [Pre01], specifically pro-sharing
norms to facilitate cooperation and collaboration, as well as community gover-
nance, i.e. guidelines and policies for user interaction and cooperation. Hui Lin
et al. evaluated their extended community success model with a survey of 199

members of an information technology community, and found that cooperation
and collaboration in the community is not significantly affected by the quality
of the website, which suggests that the usability of the community platform is
of minor importance for some communities. However, the community’s gov-
ernance policies do affect the cooperation and collaboration norms, which in
turn have a significant impact on user satisfaction. This exemplifies that it is
important that a community platform provides good conditions for members to
actively participate and develop a sense of satisfaction.

On the point of social interactions, some articles investigated how to predict
and avoid antisocial behaviour in online communities, a phenomenon that is
damaging to community success. Schwagereit et al. approached this problem
by simulating the effect that posts that are abusive or not compliant with existing
laws and regulations have on an online community, as well as the effectiveness of
various removal policies [SSS10]. They stated that understanding the dynamics
between users, user reputation and reputation systems is crucial for the com-
munity’s quality, user acceptance and success. In their model, that is tuned on
the former European Q&A community Lycos IQ, the authors simulated system
quality based on how quickly and effectively non-compliant content is removed
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by the moderators. This illustrates well how important it is to have and enforce
the right community policies. Not only can these policies facilitate a more effec-
tive knowledge sharing and support, but they fulfil also the role of policing the
community members, and to make sure that that users can benefit from their
participation in the community without being inhibited by antisocial behaviour.

Similar to the work by Schwagereit et al., antisocial behaviour is also the focus
in the next article, as an inhibitor to community success. Cheng et al. argued
that minimising undesired behaviour in a community can ultimately lead to a
healthier community [CDL15]. They investigated how well it can be predicted
which users will be banned from the community for their antisocial behaviour,
by analysing their activity profile, style of writing over time, and the reaction
and acceptance by the community. The authors showed that they can predict
whether a user will be banned with a good accuracy, taking into account the
user’s first ten posts of activity. This approach of classifying antisocial users by
analysing their posts and the community reaction presents an addition to the
pure flagging (i.e. reporting of non-compliant posts) that is being relied on by
Schwagereit et al.

Also, the fact that it is possible to classify these users with a good accuracy
means that they exhibit behaviour that is significantly different to the other com-
munity members. That suggests a different motivation for participation alto-
gether. Is antisocial behaviour, such as trolling, merely a pastime activity for
some users that happens to have negative effects on the user experience of other
members, or do trolls explicitly aim at disrupting the community with malicious
intent? Although this distinction is beyond the scope of this thesis, it could shed
light on the existence of antisocial behaviour in online communities, and how to
avoid it better. For example, if the trolling occurs because of a lack of positive
social interactions and activities in the community, then this behaviour can be an
indication that the community should invest in the social connections between
its members. In the case of malicious intent, e.g. because of competition from
another platform, antisocial behaviour would not necessarily mean that the com-
munity is not working well, and these users should be removed immediately.
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Involvement of the Community Host

Whereas most of the articles discussed in this chapter focus on the members’
goals and needs from the community itself, Johri et al. studied the effects of
external events on the member participation [JNM11]. The basis for this study
were two events in the world of software development: In 2006, the popular Java
platform was open-sourced by Sun Microsystems, and in 2009, Sun (and Java
with it) were acquired by the Oracle Corporation. Both events had a significant
impact on the Java developer communities, which the authors demonstrated on
the newcomer forum for Java developers. They showed that the open-sourcing
resulted in an increase of participation, whereas the acquisition by Oracle was
followed by a decrease of participation, measured as the number of new regis-
trations, discussion threads and posts per month.

Based on the content analysis of forum posts, Johri et al. concluded that the
reason for the increase in the case of open-sourcing was a positive and support-
ive perception by the community members, which entailed that users positively
and pragmatically adapted their levels of participation, given the new situation
of a more accessible programming platform. They further concluded that users
perceived the acquisition by Oracle as negative, likely based on an ideological
opinion of Oracle, rather than on the potential benefits and practical implica-
tions that might incur from the transition: The users identified more with the
values of the old company (Sun) than with the new one. This research showed
that the motivation for community members to participate is not only based on
what the community itself can provide, but can also be influenced by external
factors such as commercial events that are not directly linked to the community.
In other words, online communities are not closed systems, and their success
also depends on how environmental influences are perceived by the members.
The reported ideological effect, i.e. the negative opinion of a company or its
actions by community members, reinforces the finding that companies have to
be careful how their actions are perceived in the community in order to ensure
community success, e.g. concluded by Spaulding [Spa10] in Section 2.1.1.
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Community Members’ Perspective in a Nutshell

In summary, a successful online community is one where users feel comfortable
and, most importantly, where they get what they came for. Indeed, the gratifica-
tion of user needs was found to be the major factor for success, e.g. by Sangwan
[San05]. That makes a lot of sense, since the community members are the heart
of the community, and the reason why the community exists in the first place.
As Table 2 shows, the specific needs of members cover personal and professional
needs, such as entertainment, the search for information and support, learning,
and professional development. A successful community is tailored around ful-
filling these needs, and provides a respectful, friendly and social environment,
e.g. by supporting social activities and events (in general interaction between
the members), and that removes anti-social posts and users effectively. Preece
stated that the technological platform on which the community operates has to
be usable [Pre01], that includes readily accessible information, clear and appeal-
ing visuals, reliability and security of personal information. When all comes
together, both the host of the community (e.g. the owning company) as well
as its members are involved and engaged in community activities, creating up-
to-date and relevant content of good quality that provides participants with the
information and support they sought.
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Success factor Reference

User need satisfaction DeLone and McLean [DM92; DM03]
Preece [Pre01]

Lazar and Preece [LP02]
Learning Preece [Pre01]

Nam et al. [NAA09]
Yu et al. [YAK+14]

Obtaining useful information Lazar and Preece [LP02]
Sangwan [San05]
Lu et al. [LPY11]

Receiving support (e.g. answers to
questions)

Preece [Pre01]
Lazar and Preece [LP02]

Nam et al. [NAA09]
Liu et al. [LBA08]

Hiscock et al. [HAF15; His15]
Diviney [Div15]

Personal relationships Lazar and Preece [LP02]
Sangwan [San05]

Yu et al. [YAK+14]
Self expression Sangwan [San05]
Entertainment and enjoyment Sangwan [San05]

Lu et al. [LPY11]
Professional development Hew [Hew09]
Recognition and acknowledgement Iriberri and Leroy [IL09]

Budd et al. [BCB+15]

High-quality content Leimeister et al. [LSK03; LSK04]
Hew [Hew09]

Accurate, useful, complete and cus-
tomised information

Lin and Lee [LL06]
Lin [Lin08]

Relevant content Hew [Hew09]
Building a knowledge base Nam et al. [NAA09]
Reliable content (e.g. in software devel-
opment)

Toral et al. [TMB+09]
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Up-to-date content Leimeister et al. [LSK03; LSK04]
Diker [Dik04]

Lin and Lee [LL06]
Lin [Lin08]

Responsiveness Hew [Hew09]
Hiscock et al. [HAF15; His15]

Diviney [Div15]

Member participation/involvement Diker [Dik04]
Koh and Kim [KK04]
Nam et al. [NAA09]

Toral et al. [TMB+09]
Sincere interest in contributing Lin and Lee [LL06]

Hew [Hew09]
Collaboration Diker [Dik04]

Friendly/social environment (e.g. no
harassment or abuse)

Whyte et al. [WBE97]
Preece [Pre01]

Lin [Lin08]
Sense of belonging/community Lazar and Preece [LP02]

Lin [Lin08]
Lu et al. [LPY11]

Social activities and offline/online
events

Lu et al. [LPY11]
Patil et al. [PLG13]

Assistance by experienced members Leimeister et al. [LSK03; LSK04]
Interaction support Lu et al. [LPY11]
Respectful environment Hew [Hew09]

Trust Preece [Pre01]
Leimeister et al. [LSK03; LSK04]

Lin and Lee [LL06]
Security with sensitive data Leimeister et al. [LSK03; LSK04]
Loyalty to the community Koh and Kim [KK04]

Community composition
Size Diker [Dik04]
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Diversity Patil et al. [PLG13]
Hew [Hew09]

Existence of prolific members Patil et al. [PLG13]

Platform and policies
Accessibility Whyte et al. [WBE97]

Preece [Pre01]
Lin and Lee [LL06]

Lin [Lin08]
Hew [Hew09]

Fast access Leimeister et al. [LSK03; LSK04]
Clear and appealing visuals Lin and Lee [LL06]
Reliability Whyte et al. [WBE97]

Leimeister et al. [LSK03; LSK04]
Lin and Lee [LL06]

Lin [Lin08]
Fast removal of anti-social posts Leimeister et al. [LSK03; LSK04]

Schwagereit et al. [SSS10]
Cheng et al. [CDL15]

Member involvement in community
evolution

Leimeister et al. [LSK03; LSK04]

Encouragement of member interaction
and participation

Leimeister et al. [LSK03; LSK04]
Lin et al. [LFW+07]

Incentive policies (e.g. monetary) Lu et al. [LPY11]
Yu et al. [YAK+14]

Involvement of the community host Sangwan [San05]
Johri et al. [JNM11]

Ideological agreement with host Johri et al. [JNM11]

Table 2: Members’ perspectives on community success. The most important success
factor from the perspective of community members is that their needs (e.g. for
information or support) are fulfilled, ideally in an environment that is accessi-
ble, engaged, trustworthy, and social.
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2.1.3 Community Managers

The third group of stakeholders we discuss in this chapter are the community
managers, who are positioned between the host organisation and the community
members.

Benefit for the Host Organisation

Their role is that of a care taker, often employed by the company or organisa-
tion that hosts the online community platform, and tasked with looking after
the community and its members to ensure that it is thriving, thus maximising
the extend to which it fulfils its purpose. This purpose can be manifold: As
we discussed in Section 2.1.1, the community might exist in order to increase a
company’s revenue. In a 2015 survey of social media and community managers
by Wagner et al., interviewees stated that the generated revenue is part of assess-
ing the impact of community management efforts [WSE+15]. If the community
has not been set up by a company, its purpose might be of a non-financial na-
ture. Budd et al. described how to build an online community that has strong
impact in the scientific world [BCB+15]. In this case, the community manager
might be tasked by the founders of such a community to help achieve their goal
of scientific impact. Whatever the purpose of the community, achieving it en-
tails controlling of community interactions, and intervening where necessary, to
make sure that the community members become and remain active, by creating
an environment that makes them feel welcome and where their own needs and
goals are accomplished.

User Satisfaction

In other words, only when the user needs are gratified, the community may
grow and fulfil its purpose optimally. In the previous section, we discussed
user satisfaction as a core element of community success [DM92; DM03; LL06;
PM09]. Specific examples of user needs are access to information and support,
like in the case of Q&A communities and software development communities. A
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community manager may wish to improve the knowledge creation and sharing
in such communities, e.g. by increasing the number of solved questions [Div15],
or by decreasing the response time of posted solutions [HAF15; His15]. Similar
goals are pursued by managers of software development communities, where
users are also interested in receiving contributions of high quality [Dik04], often
a.s.a.p.11 in order to meet project milestones [CDT+15].

Little Anti-social Behaviour

User satisfaction does not stop at gratifying their needs. The community man-
ager12 also needs to define and enforce the community’s code of conduct around
social behaviour. If members do not act according to the community’s social be-
haviour policies, e.g. by posting harassing or abusive content, the manager has
to ensure that offending content is swiftly removed and the offenders warned
or punished [LP02; WRT+14]. Schwagereit et al. investigated the effect of dif-
ferent removal policies on the community [SSS10], and Cheng et al. predicted
which users show anti-social behaviour and have to be removed from the com-
munity [CDL15]. This sort of policing is vital for a successful online community.
One where harassment and abusive content is allowed to persist will inevitably
alienate the users and decay.

Trust and Sense of Belonging

Ultimately, the community manager wants to achieve that the members develop
trust and a sense of belonging. Preece distinguishes two issues of trust: trust in
sufficient data security and policies of using personal information (aimed at the
provider), and trust in what other people say and do (aimed at the community

11 As soon as possible; a common theme in this fast-paced world. Through the wide-spread use
of broadband-enabled technology and same-day delivery, people have gotten used to expecting
everything on demand, without tolerance of delay. Keeping content fresh and up-to-date is a
major concern for community managers and other content providers in social media.

12 Note that in some articles the task of dealing with offending content and users is assigned to
“moderators”, i.e. community members with an elevated status. Usually their work is voluntary,
and compared to full managers (or “administrators”), they have restricted censoring and removal
powers in the part of the community they are active in. In this thesis, we include the role of
moderator in the perspective of community manager, as moderation is part of the manager’s
responsibilities.
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members) [Pre01]. Iriberri and Leroy emphasised that trust is especially impor-
tant in the early stages of a community, when the users have to be encouraged to
interact although they do not yet know each other and the overall atmosphere in
the community well [IL09]. The community manager has to make sure that the
community platform provides its members with cues that indicate other mem-
bers’ level of trustworthiness [LSK03; LSK04; WRT+14], e.g. a visible reputation
built up by posting a lot.

A community in which users trust, which is welcoming and social, and where
the user needs are satisfied, is a community where users develop a sense of
belonging, which ultimately leads to loyal participants [LL06]. In fact, whereas
some communities must provide useful information or support, others might
be considered successful based on a general sense of belonging alone. Lazar
and Preece exemplify this with people with disabilities, who can communicate
independently from their physical disabilities because they are simply not visible
or relevant for communication in online communities [LP02].

With a focus on healthcare communities, Young, a community manager her-
self, stated that establishing a sense of a community identity is important to
assert its purpose and value to everybody involved in the community [You13].
She distinguished four elements of which a sense of community is comprised:
identification through membership, common fulfilment of needs, influence, and
emotional attachment. While aspects like identification through membership
and emotional attachment might not seem to be relevant for every kind of com-
munity, it certainly is for healthcare communities as discussed by Young, where
participants share personal information and experiences.

However, community managers from automotive communities stated that
their members also benefit from a feeling of comfort in the community [WRT+14].
They drew the analogy to a bar, where people would not go if they do not
feel comfortable there. In the 2015 survey of community managers, intervie-
wees listed sentiment analysis as a means to assess the success of communi-
ties [WSE+15], which further indicates the importance of fostering a community
identity and a sense of belonging to it.
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Attraction of Users

The attractiveness of the community is not always straightforward to measure
based on member satisfaction, sense of belonging and loyalty. Community man-
agers may instead use numbers of growth, size or member turnover to assess the
attractiveness or effectiveness of their community. Lithium Technologies, a com-
pany that is active in community management, stated that a continuous growth
is a factor of online community health, typically measured as the registration
count over time [Lit11]. Likewise in the survey of Leimeister et al., the commu-
nity managers assigned a medium importance to controlling for growth after
factors like trust, member satisfaction, and up-to-date and high-quality content
provision [LSK03; LSK04].

Some articles investigate how to increase growth of the community. Diker
studied growth policies on a theoretical framework of open online collaboration
communities, and found that the most effective strategy for growth is to encour-
age experienced contributors to coach less experienced ones [Dik04]. Butler and
Wang measured user attraction and retention as the number of new users and
the number of returning users [BW12]. In their study, they investigated how
growth is influenced by “content boundary reshaping”, i.e. the establishment
of which topics belong into the community and which do not. Their conclu-
sions are rather sobering in that there is no golden rule to follow for community
managers: Manipulating the content that is being discussed in the community
has positive and negative effects on growth, and it depends on the manager to
balance the pros and cons based on the context.

Growth is not only an indicator for success but also a necessary phase of com-
munity life, according to Iriberri and Leroy’s community life cycle model [IL09].
They argued that the integration of new members is essential for growth, as
well as building trust, offering personalised content and interface, organising
community-building activities such as offline events, and transparently display-
ing the identity of the community host or its affiliation to a reputable organisa-
tion. Similar to Iriberri and Leroy (and based on their work), Young recognised
the importance of growth for the success of an online community [You13]. She
stated that a slow but steady growth is more effective than a fast uncontrolled
one, as the community manager can work on integrating a few members at a
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time well, which will create committed participants. To keep track of the growth
of the community, Young listed the number of first-time visitors (unregistered),
new registered members, new actively contributing members, and returning ac-
tive members.

Others, such as Preece, and Rowe and Alani, discussed the size of a commu-
nity, i.e. the number of participants, as a straightforward indicator of success
[Pre01; RA12]. In interviews, community managers indeed stated that for them
community size is an indication of success [WSE+15]. The rather generic mea-
sure of “size” can also be misleading as it may count users who are not desired
in the community. Therefore, some authors argue, community size should be
measured more fine-grained to understand exactly which types of users are pre-
dominantly present in the community, such as users who have contributed at
least once [XCM+13], core members and active contributors [Pre01; TMB+09],
lurkers,13 question askers, expert users, and people with different demographic
backgrounds (e.g. age and profession) [Pre01].

Retention of Users

Where attraction of members account for the growth of the community, member
turnover describes the emigration of participants from the community. It is used
in the literature as a factor that usually inhibits success. Karnstedt and Hayes re-
ferred to the phenomenon of users leaving the community as “churn” [KHC+10].
Rowe and Alani used churn along community size, activity and connectivity of
the user interaction graph to describe the “health” of the community [RA12].
This makes sense: Communities can usually not maintain their effectiveness
and success if their core members, i.e. active contributors and knowledgeable
experts, disappear at a great rate. One reason for the emigration members can
be an unwelcoming atmosphere in the community, as we discussed earlier in
this section (and as stated by interviewed community managers [WSE+15]).

However, there are also other reasons for membership turnover. Zhu et al.
investigated how membership overlap between communities affects turnover
[ZKK14]. They measured turnover indirectly by defining a community dormant

13 Lurkers are users who do not contribute but only consume content, free loaders.
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when all members remained inactive for a period of time, and they found that
membership overlap counters the member inactivity. Patil et al. studied turnover
in gaming and co-authorship communities, and found that diversity and prolific
members are beneficial for the stability and hence survivability of a community
[PLG13].

Earlier we discussed that turnover usually inhibits community success. This
is of course true for most communities, but there are exceptions. Lazar and
Preece mentioned that some communities have a natural regular turnover, for
example because they are based on school or college classes, which exist for ex-
actly one year and then disperse completely [LP02]. In those cases, the turnover
is pre-programmed and not an indication of failure; the community managers
would have to rely on other means of measuring success. But even in “normal”
communities, membership turnover is not always bad.

In their study of membership turnover and knowledge creating collaboration
in online communities, Ransbotham and Kane, and Qi et al., showed that there
is a curvilinear relationship between the two variables [RK11; QSC14]. They con-
firm the intuitive assumption that too much member emigration is bad, but less
intuitively, they prove that a little member turnover is beneficial for the commu-
nity. Ransbotham and Kane compared an online community with the employee
environment in an organisation: The first people who leave the organisation are
usually the ones who are disgruntled because they do not feel welcome or ap-
preciated. Although they are extracting their expertise and knowledge from the
organisation, they leave behind a better climate for the rest of the employees.
This is analogue to online communities, which generally benefit from the leav-
ing of few unhappy or antisocial members (unless they take many of the key
members with them).

Critical Mass of Participation

Online communities can only thrive if enough content is created as to keep the
members involved and engaged. Even if the community has many members, if
they do not contribute and interact, the community will soon die off. In their
article about the life-cycle of online communities, Iriberri and Leroy noted that
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communities need to reach critical mass (i.e. a minimum self-sustainable amount)
of contributors and content in order to transition from the growth phase into
maturity [IL09]. Raban et al. specifically focussed on the relation between critical
mass and community success, and found that heterogeneity of the participating
users and posting activity were better predictors of community success than
the number of users alone [RMJ10]. But it is likely not enough to just create
content for the sake of producing creative activity. The contributed content also
has to be useful for the community members in order to attract and encourage
participation [Lit11].

User Activity and Response Time

76% of interviewed community managers stated that it is hard or impossible
to prove success, likely because a clear concept of community success is lacking
[WSE+15]. Because of this, there is a great number of articles that propose or
utilise user activity as an indicator of community success, or survival [ZKK14],
it is a simple and straightforward measure. Some researchers use a vague def-
inition of user contributions, that encompasses anything from original posts to
replies, links to resources, and more [MVG07; KRK+12; ZKK14]. Others rely on
a specific type of user actions, most notably the number of posts that are gen-
erated by the community members in a specific time period [ARA11; RFA+13],
and the average number of posts per user [RFA+13; You13].

In their works, Angeletou et al. and Rowe et al. investigated the relation
between user role composition and community activity. They found certain pat-
terns, e.g. that popular participants and a stable role distribution lead to an
increased activity, while ignored users and fluctuations in roles contribute to a
decrease in activity [ARA11]; and having expert users asking questions and ini-
tiating discussions is positively related to community activity [RFA+13]. Based
on their findings, they were able to predict decreases and increases in activity,
however, Rowe et al. stated that having certain role compositions is not automat-
ically representative of community success, as there are also inconsistencies. In
one example, the existence of many novice users was beneficial for activity in
some communities, but detrimental in others [RFA+13].
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A natural result of an active community is a quick response time, which has
also been recognised as an important factor for a successful community [WL11;
You13]. A quick response time is not only a sign of available expertise in the com-
munity (experts already possess the knowledge to answer promptly, whereas
less knowledgeable users require time to research the problem [LVH03]), it also
encourages people to get and remain engaged because a quick reply is positively
memorable, whereas long response times may deter users, especially newcomers
[You13].

User Interaction

The example with benefits and drawbacks of having many novice users showed
that user activity alone can be misleading in the assessment of community suc-
cess. Lazar and Preece highlighted this by noting that “there is not a single
quantitative measurement that can determine success” [LP02]. In her proposed
determinants of success, Preece added interactivity and reciprocity to user activ-
ity, in order to capture how well users cooperate and help each other out [Pre01],
doubtless a requirement for a well-functioning community. She hypothesised
that interactivity can be measured as thread breadth and depth, although the
optimal breadth and depth depend on the type of community: according to her,
broad but shallow threads would be typical for empathic topics, e.g. patient
support, whereas deep and narrow threads correspond to discussions of factual
information.

However, thread breadth and depth cannot be measured in all communities.
While a reply in general discussion forums can be directed at every older post in
the same thread, in some Q&A communities every answer is a direct response
to a posed question. In this case every thread would have a depth of 1 and a
breadth equal to the number of answers. Instead, many articles use the more
generic measure of thread length as an indicator for user interactivity, which
is the number of posts in a thread, independent from the direction of response
[Lit11; WL11; BW12]. Others simply divided the number of responses by the
number of posts [You13], which can be interpreted in two ways: as thread length
-1, i.e. representing the effectiveness of original/initiating posts to attract replies,
or as the average number of responses each and every post receives, no matter its
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position in the thread. The capability of original posts to attract responses was
also used in a slightly different perspective, namely as the number of threads
that were completely ignored [WRT+14], its opposing measure, the number of
threads that were not ignored, so-called seeds [WL11], or as the ratio of seeds to
non-seeds [RA12]. Evidently, the community managers want as few threads as
possible to be ignored, as that decreases the satisfaction of the users who create
them.

The reply dynamics in threads can further be detailed by measuring the num-
ber of different users that contribute in an average discussion thread. It has
been recognised that the number of unique users in a thread can be more im-
portant than the number of posts, and that threads with many different users
allow for richer interactions to take place [Lit11; WL11]. That was also con-
firmed by community managers in an automotive community [WRT+14]. And
more than just aiming at having many different people contribute, community
managers may wish to include specific groups or demographics of users, for
example professional experts with particular qualifications for a given discus-
sion [LP02], topical experts [Pre01] such as expert developers in software de-
velopment communities [TMB+09], or people with a certain religious, ethnic or
political background in order to limit off-topic or abusive content [LP02]. The
community manager may also try to attract very active and prolific members
[Pre01; PLG13], members with diversity, e.g. in profession [Pre01; PLG13], ques-
tion askers to initiate content creation [Pre01], people from a certain age [Pre01],
or community owners/leaders who are able to contribute content that regular
members cannot [XCM+13].

Reciprocity

On top of a vivid interactivity between the users, community managers may
also want to ensure that the members spend an equal amount of effort in con-
tributing. Many online communities suffer from a phenomenon where a sub-
stantial amount of people consume information but do not contribute to sharing
information. These people are called free-loaders or lurkers, and they can con-
stitute up to 99% of the users in certain types of communities [NP00]. Preece
therefore noted that the disparity between giving to and taking from the com-
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munity should be measured [Pre01]. As examples for reciprocity, she mentioned
a comparison between the number of questions a user asks and the number of
responses they post, or a survey in which users can state their perceived ratio of
getting value compared to what they contribute.

Content Quality

Last but not least, it is in the community manager’s interest to ensure that the
created content is of high quality in order to retain the attractiveness of the
community. Good content quality can be the difference between useful and
unuseful information, as an example from an automotive community shows: A
detailed response can help a person to repair their own car, whereas less detailed
posts, though factually correct, might not provide that level of help [WRT+14].
The quality of available content also ranked highly in a survey of community
members and managers by Leimeister et al. [LSK03; LSK04], and Preece noted
that an author’s writing style, wit, or the length of the message can influence the
opinions of participants [Pre01].

In their study of community life-cycles, Iriberri and Leroy stated that the lack
of high-quality content will lead to the demise of a community [IL09]. As require-
ments for good content quality, they list content creation by the host, stewards to
competently organise, upgrade and distribute knowledge, and interesting con-
tent. On the side of indicators for useful and high-quality content, Wagner et al.
reported traffic and page-view counts, and references to, subscriptions to and
acknowledgements of previous posts (which are therefore likely to exhibit good
quality) [WRT+14]. In certain communities, content or product quality is one of
the main goals, for example in open source software development [Dik04], and
in crowd-sourcing platforms, where contributions are worthless if they do not
adhere to a certain standard. Yu et al. investigated different engagement strate-
gies for a crowd-sourcing community and found that an environment where
participants can learn from the provided tasks is beneficial for high-quality con-
tributions, whereas financial rewards and social incentives had no effect on the
output quality [YAK+14].
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One way to ensure good quality content, so Preece, is to provide users with
the opportunity to rate others based on their contributions, and through this
accumulate a reputation [Pre01]. However, she stressed that we do not know
whether people can be trusted to rate each other fairly, so there might be a risk
that contributors are discouraged to participate when they feel that their contri-
butions are not valued by others. This exemplifies that community managers
have to be careful how they measure and interpret success factors. That does
not only apply to content quality, but to all the success factors we discussed in
this chapter.

Community Managers’ Perspective in a Nutshell

In summary, community managers are balancing the needs of the host or owner
of the community with the needs of the members. That generally means that a
successful community seems to be one where the needs of all participants are
fulfilled. It is the task of the community managers to ensure that it is clear to
the members for what the community was designed, e.g. for customer support,
gaming or social interactions, and that the members use it like intended. Only
in this way, the users can achieve the impact or generate the revenue that the
owner of the community expects.

On the other hand, the manager needs to ensure that the members are satis-
fied, e.g. that their questions are solved and their software projects receive the
attention they require. User satisfaction also entails that the community is free
of anti-social behaviour, that the members feel trust and a sense of belonging
to the community. This leads to the member loyalty that the owner desires. To
achieve this, community managers have to pay close attention to the attraction
and retention of members, to have a steady and controlled growth, and a rela-
tively small turnover of members. Further, as Table 3 shows, they have to ensure
that a critical mass of participation and created content is achieved, and that
users are active, interactive and receive fast responses of high quality and good
variety.
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Success factor Reference

Benefit for the host organisation Budd et al. [BCB+15]
Wagner et al. [WRT+14]

User satisfaction DeLone and McLean [DM92; DM03]
Lazar and Preece [LP02]

Lin et al. [LL06]
Petter and McLean [PM09]

Diviney [Div15]
Hiscock et al. [HAF15; His15]

Diker [Dik04]
Choetkiertikul et al. [CDT+15]

No anti-social behaviour Lazar and Preece [LP02]
Wagner et al. [WRT+14]

Schwagereit et al. [SSS10]
Cheng et al. [CDL15]

Member trust Preece [Pre01]
Leimeister et al. [LSK03; LSK04]

Iriberri and Leroy [IL09]
Wagner et al. [WRT+14]

Sense of belonging/community Lazar and Preece [LP02]
Young [You13]

Wagner et al. [WRT+14; WSE+15]
Member loyalty Lin et al. [LL06]

Attraction and retention of members
Growth Leimeister et al. [LSK03; LSK04]

Diker [Dik04]
Butler and Wang [BW12]
Iriberri and Leroy [IL09]

Lithium Technologies [Lit11]
Young [You13]
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Size Preece [Pre01]
Toral et al. [TMB+09]

Rowe and Alani [RA12]
Xu et al. [XCM+13]

Wagner et al. [WSE+15]
Turnover Rowe and Alani [RA12]

Zhu et al. [ZKK14]
Patil et al. [PLG13]

Lazar and Preece [LP02]
Ransbotham and Kane [RK11]

Qin et al. [QSC14]

Participation and interaction
Critical mass of participation Iriberri and Leroy [IL09]

Raban et al. [RMJ10]
User activity Wagner et al. [WSE+15]

Mao et al. [MVG07]
Kraut et al. [KRK+12]

Zhu et al. [ZKK14]
Angeletou et al. [ARA11]

Rowe et al. [RFA+13]
User interaction Lazar and Preece [LP02]

Preece [Pre01]
Lithium Technologies [Lit11]

Wang and Lantzy [WL11]
Butler and Wang [BW12]

Rowe and Alani [RA12]
Young [You13]

Wagner et al. [WRT+14]
Response time Wang and Lantzy [WL11]

Young [You13]
Unique users per thread Lithium Technologies [Lit11]

Wang and Lantzy [WL11]
Wagner et al. [WRT+14]
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Contributions from different user
groups/demographics

Toral et al. [TMB+09]
Patil et al. [PLG13]
Xu et al. [XCM+13]

Preece [Pre01]
Lazar and Preece [LP02]

Reciprocity Preece [Pre01]

Content quality Leimeister et al. [LSK03; LSK04]
Wagner et al. [WRT+14]

Preece [Pre01]
Iriberri and Leroy [IL09]

Diker [Dik04]
Yu et al. [YAK+14]

Table 3: Community managers’ perspectives on success. Community managers aim to
fulfil the needs of the community owner by providing members with a social
and trustworthy environment where their needs are fulfilled and they receive
fast and high quality responses.

2.2 purposes of online communities

In the previous sections, we have discussed that success means different things
for different parties. But we have also seen that different factors are important
for success in different communities. A leisure-based community was deemed
successful when people could form social relationships and find entertainment
(e.g. [LPY11]). On the other hand, a question answering community did not
value a sense of community much, the functional goal of answering and solving
posed questions was the focus of the community [NAA09]. Indeed, the defini-
tion of success states that the aim or purpose of the venture plays an integral
part:
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success (n.)
The accomplishment of an aim or purpose.

– Oxford Dictionary of English, Third Edition

The purpose of a community has been used by multiple articles as a dimen-
sion of the proposed typologies [AH96; Pre01; SS02; Por04]. For example, in
their 1996 article, Armstrong and Hagel defined four classes of purpose for on-
line communities, namely transaction, interest, fantasy and relationship [AH96].
Transaction-based communities focus on the exchange of goods and services
(e.g. eBay), fantasy or gaming communities provide a platform where people
can assume a virtual persona and interact with others in a fictional setting (e.g.
“guilds” in an online game), and in relationship communities people seek per-
sonal and emotional connection (e.g. healthcare communities). Although these
categories, and others that are based on them, were proposed when online com-
munities were still a relatively new phenomenon, the idea of identifying and
differentiating the purposes of communities is very relevant to assessing their
success.

In the remainder of this section, we will discuss the various purposes that
communities aim to fulfil. In our review of the literature, we encountered on-
line communities that have one or more of the fundamental purposes we list in
Table 4. An example of communities with a combination of purposes are Q&A
platforms such as Stack Exchange.14 Their primary goal is to share information
on specific topics, and the fact that Stack Exchange users can add exceptional
questions to the “community wiki” adds an element of knowledge collection
and curation. Furthermore, the reward system introduces a secondary element
of transaction, where up-votes and so-called bounties are exchanged for infor-
mation.

14 https://stackexchange.com/

https://stackexchange.com/
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Purpose Example community

Revenue generation through customer engagement http://yelp.com

Transaction http://ebay.com

Interest and information sharing http://reddit.com

Social relationships http://facebook.com

Knowledge creation and curation http://wikipedia.org

Table 4: Online communities are created with a specific purpose in mind. Most existing
online communities seek to fulfil one or more of these five purposes.

2.2.1 Revenue Generation through Customer Engagement

In a study of the costs/benefit factor for online communities from the perspec-
tive of businesses, Bughin and Hagel investigated how well online communities
convert members into revenue generating customers, and thus their value for
the host companies [BH00]. They analysed data around business-to-consumer
communities, which are portals on which people can communicate with each
other and with representatives of the company, e.g. to discuss and seek support
about the company’s products. Although the authors did not specify the goal for
users to partake, it is apparent that the company’s aim is to increase revenue by
transforming users into customers (also discussed by Lazar and Preece [LP02])
and providing them with services or a platform to engage with the company. A
commercially successful community is one that helps the company to increase
revenue, e.g. by saving costs and boosting brand awareness and brand loyalty.

Spaulding investigated communities from the four categories proposed by
Armstrong and Hagel (transaction, interest, fantasy and relationships), and de-
scribed the social construct and trust issues of these communities, as well as how
to approach them for commercial purposes [Spa10]. For example, transactional
communities are not suited for product development and support, whereas in re-
lationship communities, product advertising shows effects and can be achieved
by word-of-mouth propagation of popular products by a user base that feels a
significant connection to the approaching company. The main takeaway mes-
sage is that in order to build online communities that successfully contribute to
increased revenue, companies have to approach them carefully, win the trust of
the community members, and respect the social norms that guide the values and
behaviours of the users.

http://yelp.com
http://ebay.com
http://reddit.com
http://facebook.com
http://wikipedia.org
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2.2.2 Transaction

The purpose of transaction is one of the categories we adopt directly from Arm-
strong and Hagel [AH96], as it is still up-to-date with platforms such as eBay
and Amazon.15 Transaction-oriented communities are focussed on exchange,
of goods or services. These transactions may take the form of user-to-user or
company-to-user relations. Companies can be the provider of products or they
may act as the consumer of services, like in the case of crowd-sourcing platforms.
Amazon provides examples for both services: On their crowd-sourcing website
Mechanical Turk (www.mturk.com), people process tasks, usually in return for
monetary rewards, and on their market place website (www.amazon.com), com-
panies offer products that can be purchased by people.

A successful transaction platform has to be reliable, that includes handling
credit card details and efficiently coordinating product supply. It also requires
mechanisms to validate buyers and sellers because users need to be able to trust
and be able to rely on the website itself [DM03] and on the transaction partners
on the website [Spa10]. In the success model of DeLone and McLean, system
quality, information quality and service quality describe, among other things,
these requirements of reliability and guaranteed quality for user-to-user and
user-to-company interactions in e-commerce communities [DM03]. The same
requirement of reliability and quality of service is reflected in a study by Yu et
al., who experimented with incentive policies in a crowd-sourcing community
in order to achieve the best user engagement and output quality [YAK+14].

2.2.3 Interest and Information Sharing

The most generic purpose is interest and information sharing. It encompasses
the online communities where people meet, discuss and share information about
any topic, such as family, lifestyle, work, spirituality and politics [IL09]. These
discussions can range from casual to deeply topic-focussed, and involve new-
comers as well as experts with considerable domain knowledge that they are

15 http://amazon.com

http://amazon.com
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interested to share and discuss with others. One effect of this exchange of in-
formation is of educational nature. People who participate in such discussions
wish to learn more about the topic, for example to deepen their knowledge of
their professional domain, which has a real impact on people’s professional life
[Hew09]. Therefore it is important that the discussed topics are of good qual-
ity (e.g. accurate and verifiable information) and relevant for the participants
[Hew09; WRT+14].

Not only interesting and relevant topics are important for a successful com-
munity of interest and sharing, but also the right composition of community
members. A certain heterogeneity and diversity in the demographics of partici-
pants ensures lively and multifaceted discussions [Hew09; RMJ10]. In this way,
people learn about the topic from different points of views, which strengthens
their understanding of different aspects of the topic at hand, and helps to avoid
a biased view on the subject. The basis for having a variety of interesting top-
ics and good participation is that the community members show a willingness
for sharing and discussion, that alone can change the perception of success by
people who visit the community [Hew09]. An engaged and reliable crowd has
also the side effect of creating an environment where people feel welcome and
included. Sharing and discussing information with your peers in this environ-
ment builds a sense of community [LFW+07], which is essential for the loyalty
and retention of community members (a fundamental factor for community suc-
cess).

In question answering sites such as the SAP Community Network (scn.sap.com),
success translates to satisfying the question askers by solving their problems
with the information that answerers provide [HAF15; His15; Div15]. Similarly,
in software development communities, contributed code has to meet a certain
standard of quality as to satisfy the developer who sought help with their project
[Dik04]. Typically, users also want to receive information as soon as possible, so
fast responses are of the essence, e.g. in Q&A communities [NAA09; HAF15;
His15; Div15], software development communities [CDT+15], or financial ad-
vice communities [San05]. The basis for that is a helpful and knowledgeable
crowd, who are willing to interact with help seeking users, and provide them
with the information they need. A successful support community responds to
as many requests for help as possible, leaving no question ignored [RA12].
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2.2.4 Social Relationships

In certain communities, the act of discussing and interacting as such is much
more important than the particular topic at hand. Social relationship commu-
nities often revolve around serious mental and physical healthcare issues, such
as suicide, cancer, and long-term disabilities. In such cases, people primarily
seek and provide emotional support, much more so than sharing information
about the issue. Although information exchange is part of the equation too, for
example getting an overview of how other people deal with similar healthcare is-
sue, the first-hand sources for factual information are the attending medical doc-
tors and physicians. Successful social relationship communities provide a plat-
form where people can interact with others and form emotional bonds [You13],
ideally where the platform implements mechanisms for supporting interactions
[LPY11].

Social relationships do not need to be based on emotional traumata, on the
other side of the emotional spectrum are communities where people interact for
the sake of fun and entertainment. Lu et al. found that such leisure communi-
ties benefit from organised events, either online or offline [LPY11]. Healthcare
support communities would arguably benefit from that as well, as meeting and
connecting in a dedicated social setting strengthens the emotional bond between
people. However, not everybody can avail of the benefits of offline meetings, as
they do not provide the anonymity of a virtual environment. Some people feel
comfort in knowing that their virtual interactions are private and protected from
their everyday life, especially if their condition is embarrassing to them or could
inhibit their personal or professional life if made known.

Altogether, social relationship communities build a sense of community and
belonging, where people feel at home and find empathy [LPY11; You13]. This
might be particularly important if their physical environment lacks that empa-
thy for their situation, perhaps because people do not know what it is like, or
because the person does not wish to make their condition publicly known to
others. This sense of belonging is different to the sense of community that mem-
bers of interest communities experience, where the commonality is caused by
the topic rather than emotional support through social interactions.
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2.2.5 Knowledge Creation and Curation

The aim of knowledge creation and curation communities is to create long last-
ing value by gathering knowledge and making it accessible for others. This
shows a strong aspect of altruism, since the participants do not personally and
directly profit from contributing. The most popular example in this category is
Wikipedia, where people all around the world work together to build and main-
tain the world’s largest encyclopaedia. Other examples are company-internal
knowledge bases that fulfil a similar purpose as Wikipedia but on a smaller
scale and limited to topics and activities that are relevant to the company, e.g.
wiki pages on JIRA/Confluence portals. Where Wikipedia is a general knowl-
edge base, and Confluence wikis are typically organisation-internal, the users
in scientific communities aim for long lasting value by discussing and reporting
scientific findings. Budd et al. defined a successful community as one that cre-
ates impact in the field of the participants, e.g. in a bio-informatics community
[BCB+15], and Patil et al. investigated the survival of co-authorship networks,
and found that prolific members help keeping a community thriving [PLG13].

In all these examples collaboration is the key. While in other types of commu-
nities the information of one sufficiently knowledgeable expert is usually enough
to deal with a given problem, e.g. solving a question in a Q&A community,
in knowledge creation and curating communities this would not suffice. The
combined knowledge of several contributors is required to create a high-quality
article in Wikipedia, hence collaboration, alongside accurate and high-quality
contributions, are the key to success in such communities [RK11; QSC14].

2.2.6 Community Purposes in a Nutshell

Any online community has to meet certain criteria in order to enable success. For
example, virtually every study finds that participation is the key to a successful
community, and a critical mass (minimum self-sustaining amount) of partici-
pants and contributions is vital to ensure community survival [IL09; RMJ10],
provided that the contributions are of value to the participants [Lit11]. Other
fundamentally important aspects of community success are: loyalty [KK04; LL06;
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RA12], user satisfaction [DM03; San05; LL06; LFW+07; Lin08] and a respectful
environment without antisocial behaviour [Hew09; SSS10; WRT+14; CDL15].

Inspired by Armstrong and Hagel’s categories of community purposes [AH96],
but also covering the goals of modern online communities, we discussed success
factors for 1) revenue generation through customer engagement, 2) transaction,
3) interest and information sharing, 4) social relationships, and 5) knowledge cre-
ation and curation. They show distinctly different success factors, such as con-
verting members into customers (revenue generation) and creating long-lasting
value (knowledge creation and curation), as we present in Table 5. It is clear
that different types of communities have different requirements for success. For
example, whereas some communities rely heavily on social aspects, such as in-
terest and relationship communities, others are rather independent from that,
such as transaction and knowledge creation communities. The purpose of a
community has to be considered when assessing its success.

Success factor Reference

Revenue generation through customer en-
gagement
Increased sales Lazar and Preece [LP02]
Cost effectiveness Bughin and Hagel [BH00]
Brand awareness and brand loyalty Bughin and Hagel [BH00]
Conversion of members into customers Bughin and Hagel [BH00]

Lazar and Preece [LP02]
User trust in company (actions) Spaulding [Spa10]

Transaction
Reliability DeLone and McLean [DM03]

Yu et al. [YAK+14]
Quality of service DeLone and McLean [DM03]

Yu et al. [YAK+14]
Trust DeLone and McLean [DM03]

Spaulding [Spa10]
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Interest and information sharing
Value from obtained information, e.g. educa-
tion, professional development

Hew [Hew09]

Quality and relevance of discussed topics Hew [Hew09]
Wagner et al. [WRT+14]

Diversity of contributions Hew [Hew09]
Raban et al. [RMJ10]

Willingness to contribute Hew [Hew09]
Sense of community (based on topic) Lin et al. [LFW+07]
Satisfying users with the provided informa-
tion

Hiscock et al. [HAF15; His15]
Diviney [Div15]

Quality of output Diker [Dik04]
Fast responses Sangwan [San05]

Nam et al. [NAA09]
Hiscock et al. [HAF15; His15]

Diviney [Div15]
Choetkiertikul et al. [CDT+15]

Interactivity and no ignored requests Rowe and Alani [RA12]

Social interactions
Interactivity Young [You13]
Interaction support Lu et al. [LPY11]
Event organisation Lu et al. [LPY11]
Sense of belonging (based on emotional con-
nections)

Lu et al. [LPY11]
Young [You13]

Knowledge creation and curation
Collaboration Ransbotham and Kane [RK11]

Qin et al. [QSC14]
Accurate and high-quality output Ransbotham and Kane [RK11]
Long-lasting value and impact Budd et al. [BCB+15]

Independent from purpose
Participation to achieve critical mass Iriberri and Leroy [IL09]

Raban et al. [RMJ10]
Useful contributions Lithium Technologies [Lit11]
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Loyalty and user retention Koh and Kim [KK04]
Lin and Lee [LL06]

Rowe and Alani [RA12]
User need satisfaction DeLone and McLean [DM03]

Sangwan [San05]
Lin and Lee [LL06]
Lin et al. [LFW+07]

Lin [Lin08]
Respectful and social environment Hew [Hew09]

Schwagereit et al. [SSS10]
Wagner et al. [WRT+14]

Cheng et al. [CDL15]

Table 5: Success factors for different community purposes. Whereas some success
factors are independent from the purpose of the community (e.g. participation),
others are required for specific purposes, such as reliability for transactions,
sense of belonging for social relationship building, and long-lasting value for
knowledge creation and curation.

2.3 computational models of online communi-
ties

In the previous sections we analysed what community success means for dif-
ferent stakeholders and different purposes. From all the factors that the social
network literature considers beneficial for a thriving online community, we dis-
tilled the necessary basics for every community: attracting members to reach
a critical mass of participation, and creating an environment that helps keep-
ing the members engaged. In the centre of it all is the satisfaction of the users’
needs. People are attracted to and participate in online communities because it
gives them something that they require. A need for information, for example, or
a need for social interactions or commercial transactions (i.e. buying something
that they think they need).
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Some articles laid the foundation for understanding online community success
by defining the elements of successful online communities, like the DeLone and
McLean information system success model [DM92; DM03] or the online com-
munity success framework by Preece and Lazar [Pre01; LP02]. Others devised
surveys to directly ask community members and managers how they perceive
community success [WBE97; LSK03; LSK04], sometimes aimed at evaluating De-
Lone and McLean’s as well as Preece and Lazar’s models [LFW+07].

While these surveys provide feedback about online community success from
the perspectives of the people who are directly involved in them, at the same
time these surveys hold drawbacks with respect to experimentation and repro-
ducibility. The obtained feedback is highly subjective, which means that the
results depend on the mood of the participants at the time of the interview. If on
that day there was a power outage that disrupted the service of the community
platform, or if a particularly tenacious troll was active that day, the interviewees
might be biased by these unfortunate events and report a negative view although
the community is perfectly fine on a normal day. Also, it is not feasible to di-
rectly compare two communities in this way, unless they contain the exact same
user base. Usually that is not the case, and different communities contain differ-
ent people, who might value some aspects over others, which makes it difficult
to compare the success of different online communities.

On the side of experimentation, the community host may wish to try different
implementations and policies in the hope of increasing user satisfaction. How-
ever, this is seldom feasible for live online communities. New elements might
have an unintended negative effect (e.g. a shift of user behaviour from public
good to self interest [FVE07]), which the host wants to avoid at all costs, but
also the act of experimenting itself can disrupt community activity. In an ex-
periment that introduced a reward system to an online community, Farzan et
al. noticed that the users started discussing the changes themselves [FDM+08a;
FDM+08b]. Metaphorically speaking, during the recording of the experiment,
the users looked straight into the camera instead of acting “normal”, so the
change the authors introduced had an effect far beyond what they intended. To
create an ideal environment for experiments, including data generation and hy-
pothesis testing without interference in live communities, and without subjective
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bias of human test subjects, researchers have introduced computational models
into the field of social network and online community analysis.

Conceptual and mathematical models (though not necessarily computational)
have seen widespread application in many fields of research throughout the his-
tory of modern science, as a means of explaining and predicting various phenom-
ena, such as racial segregation [Sch69; Sch71] and human collective behaviours
like rioting in sociology [Gra78], economic growth in economics [Sol56], or the
molecular composition of atoms in physics [Boh13]. In the field of social net-
work and online community analysis, Butler proposed a conceptual model of
resource-based community sustainability, with member attraction and retention
as indicators for sustainability [But01], and Arrasvuori and Olsson presented a
holistic model covering many factors that influence participation in online com-
munities, such as users, policies, privacy, trust and member identity [AO09]. In
their model, they initially classified participation into the two aspects of people
and content, but through interviews with members and managers of various
types of online communities, they concluded that a clear distinction between
the two is not always feasible as participating people and the created content
influence one another.

With the development of powerful computers, researchers have been using
computational models to simulate complex systems. These complex systems are
often the result of the interactions of much simpler entities, and similarities can
be drawn to online communities, which are the result of the social interactions of
their individual members. Simulating the dynamics of such systems allows us to
analyse evolving phenomena by studying how the emerging patterns change as
a result of a change in system parameters. A study like this would not be feasible
on recorded user generated data where we are not in control of the parameters
that change the users’ behaviour. While experimental set-ups with real people
exist and are valuable as a source for real human behaviour, they do not match
the scale and reproducibility that are possible with computerised simulations.

Two types of computational models are often used in the literature to model
and understand the social behaviour in online and offline communities. They
present two different schools of modelling: System dynamics models are top down
approaches, where the behaviour of a system is modelled from a macro perspec-
tive, with a strong focus on the whole system rather than the components that
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make up the system. Therefore, all components and component interactions are
defined statically at the start of the simulation and do not change over time, thus
pre-defining the system structure. The model then aims to simulate the extent
of the interactions, which can be used for the identification and prediction of
thresholds and optima. Agent-based models, on the other hand, are bottom up
approaches, where the model designer defines the elementary entities of the sys-
tem and the possible interactions they may perform. Here, the complex system
evolves dynamically, where the system structure is not known a priori. This
enables the prediction of emerging patterns and changes in system structure.

2.3.1 System Dynamics Models

System dynamics models help to understand the structure of a system, and
therefore the behaviour it can produce [MVG07]. These models can be complex,
where the interactions between the elements of the real world are implemented
as a combination of stocks (accumulations), flows (throughputs) and feedback
loops. Diker simulated the effects of different participation and developer poli-
cies on the growth of the community and on the functionality and quality of the
developed products in open source software development community [Dik04].
In order to model the processes of knowledge creation, information sharing and
collaboration between the participants, Diker used a total of 270 variables. In
his article, he described a subset of the whole model, which consists of the de-
veloper population, production, product functionality and the motivation to join
or leave the community, along with community policies regarding the barriers
of entry and contribution, and the emphasis on debugging and coaching activi-
ties. The author concluded that the various policies can impede each other, and
that therefore, they need to be carefully implemented. Certain combinations of
policies were beneficial for either product quality improvement or the growth of
users and contributors. The most effective policy recommended by the author
is to encourage learning by increasing coaching activities between experienced
and inexperienced contributors. It did not impede policies aimed at increasing
growth or product quality and functionality.
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Agent-based modelling System dynamics modelling

Focus Rules of interaction
among agents

System structure

Building block Individual agent Stocks, flows and feedback
loops

Level of modelling Micro/individual Macro/aggregate
System structure Not fixed Fixed
Time Discrete or continuous Continuous

Table 6: Comparison of agent-based vs. system dynamics modelling approaches (from
Mao et al. [MVG07]).

Another example of community analysis with the help of system dynamics
is presented in the work by Mao et al. [MVG07]. With a focus on incentives
and contribution, they modelled the effects of different membership promoting
thresholds on membership distribution and contribution in Comtella,16 their ex-
perimental peer-to-peer file sharing platform. They found that the optimal result
included limiting the number of free-riders and preventing users to rise to the
highest membership class too fast. In their article, the authors also compared the
system dynamics modelling approach with the agent-based modelling approach
(Table 6). They highlighted that system dynamics model the whole structure of a
system in order to understand its behaviour, whereas agent-based models focus
on the individual elements and their interaction, from which the global structure
evolves as a consequence. As we will discuss next, many researchers valued the
benefits that agent-based modelling give, i.e. analysing the social behaviour and
interactions between people in a bottom-up fashion, centred around the peo-
ple and their interactions, rather than imposing a predefined structure on the
user-to-user interactions that leave no room for emerging patterns.

2.3.2 Agent-based Models

In this section, we discuss various approaches that utilise agent-based modelling
to study the social behaviour of people in the context of online communities and
related social situations. Agent-based models are well suited to simulate the

16 http://madmuc.usask.ca/Projects/Exp04Jan/comtella.html

http://madmuc.usask.ca/Projects/Exp04Jan/comtella.html
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dynamic social networks of online communities, as identifying the cause and
conditions for the emerging network patterns is the key to understanding the
evolution of social networks. In contrast to the dynamic systems approach, the
essence of agent-based modelling (ABM) is captured in Axelrod’s “keep it simple
stupid” (KISS) principle: The phenomena that emerge from simulations should
be the result of multi-agent interactions and not because of complex individual
behaviours [Axe97].

An agent is an autonomous virtual entity whose individual behaviour is de-
fined by a set of attributes, such as the agent’s level of activity and role in the
system. It interacts with other agents according to a set of (simple) rules, imitat-
ing the behaviour of real people. With this, we can simulate (a simplified version
of) the ideal scenario of an experimental set-up, where we gather a number of
individuals in a (virtual) room and ask them to perform a task while recording
their behaviour and interactions. By using virtual agents instead of real people,
we can run this experiment countless times, changing the control variables in ev-
ery which way, without tiring out or biasing the test subjects. The fundamental
design of the experiment remains the same: We know the individual subjects
and their needs and characteristics, and based on that, we let them interact to
study their connections and the emerging complex social network. In the context
of this thesis, we are interested to learn the effects of different agent populations
and their needs and interactions on the success of online communities. In par-
ticular, we aim to compare the success of communities based on the needs and
effort of their members, as discussed in Section 1.1.

Generic Models of Social Interactions

Adhering to the principles of agent-based modelling, Blanco-Moreno et al. cre-
ated a generic simulation framework for different types of online social networks
called Krowdix [BFP11]. The basic elements in their model consist of members
of social networks, the member relationships and groups, as well as various ac-
tions they can perform. As a case study they calibrated their model on Facebook
data, where the model captured users, pages, events, news feeds, groups, appli-
cations, status messages, photos, photo albums, profile pictures, videos, notes
and location check-ins.
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In a similar effort to build a fundamental, generic model of human (social)
behaviour, Bernstein and O’Brien produced a domain agnostic model of the ac-
tivity patterns of people [BO13]. The core part of their model is to define when
agents become active, what role they choose to fulfil, and which of the avail-
able actions they choose to perform. The authors evaluated their model not on
recorded data but on a dataset that was artificially created by another simula-
tion, i.e. human mobility data generated by the National Geospatial-Intelligence
Agency (NGA).

Sociability in Online Communities

In a study social networks of players in a popular massively multiplayer online
role-playing game (MMORPG), Ang and Zaphiris modelled the social interac-
tions in in-game groups (so-called “guilds”) [AZ09]. Their goal was to analyse
how various parameters of the community (e.g. the level of activity and the
number of neighbours of each agent) influence the characteristics of the emerg-
ing social networks. The agents represented players of the game who interact by
using the game’s chat functionality, where each player has a maximum “budget”
of immediate friends, and thresholds for different kinds of activity and interac-
tivity. The social network within the guild is built by using three types of basic
interaction: help seeking, help provision, and friendly chat; elements that are
similar to user interactions in our case study of Q&A communities (see Chapter
3).

Ang and Zaphiris showed that a focus on strong ties with friends resulted in a
lower overall density in the user interaction graph, since other people and new-
comers received less attention than the people in the users’ immediate friendship
neighbourhood. On the other hand, reciprocity increased because of the strong
ties between friends, which points to a trade-off between reciprocity in strongly
connected components and isolated nodes in the rest of the network. The imbal-
ance in degree centrality is stronger the more active users are, since the elite user
groups dominate the network even more at higher activity levels. This is an im-
portant finding, as it highlights that “more” is not necessarily “better” when it
comes to online communities. Intuitively, the literature (e.g. Preece [Pre01]) has
argued that a more active community is better, but in this example the authors
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found that a more active community can also lead to disproportionally more
ignored users, which community managers typically want to avoid.

Community Evolution

In a different domain of community, Sun et al. modelled the dynamics of social
co-authorship networks in science [SKM+13]. Their aim was to model the birth,
evolution, and decline of scientific disciplines with a focus on the endogenous
process of social collaboration between scientists, rather than based on the events
of scientific discoveries. Their model represents scientists, papers that they co-
authored, and disciplines that the scientists belong to, and where they publish
their papers. It models the emergence of new scientific disciplines, and how
they merge and diffuse over time. Sun et al. found that their approach of
socially based scientific collaboration reproduces various aspects of their data
well, supporting their hypothesis of a strong social component in scientific co-
authorship. The authors present a good example how the evolution of social
networks from birth to decline can be simulated and analysed using agent-based
modelling.

User Motivation

Ren and Kraut went a step further and investigated the impact of topic, posting
activity and moderation on member commitment and contribution, i.e. what the
authors define as factors for community success [RK14]. Their study targeted
the question of user motivation: To what extent do users believe their efforts
will lead to the desired outcome? The authors modelled various elements from
Usenet17 groups, including members, member groups, their actions, benefits
and motivations. Their actions consist of reading, posting, joining and leaving
the community, and their benefits are information exchange, social attachment,
enjoyment and reputation. Ren and Kraut defined the weighted sum of the
benefits as the user motivation.

17 http://usenet.org

http://usenet.org
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The authors reported that, for example, topical breadth resulted in a reduced
social relations benefit in topically broad communities, whereas posting activity
caused more member commitment and social relations. The impact of mod-
eration was found to be mainly positive for personalised moderation, which
resulted in more posts than other types of moderation, and in greater informa-
tional as well as relational benefits. On the other hand, community-level mod-
eration can cause a reduced relational benefit. Ultimately, member commitment
(measured as login frequency) was positively affected by all factors, i.e. topical
breadth, posting activity and moderation. Concluding, the authors remarked
that online communities are “socio-technical systems that need to be carefully
designed to fit their strategic goals”, highlighting the tenor of this thesis that
community success is highly dependent on the purpose that the community is
trying to fulfil. They further noted that a simulation approach like that can
contribute to better informed decisions in the design of online communities.

User Knowledge and Expertise

Xu et al. created a model where agents create, review and update content in
a collaborative knowledge processing environment such as Wikipedia [XYZ08].
They aimed to investigate how the collaborative content creation processes ex-
plain content growth, number and frequency of updates, edit wars, and vandal-
ism in the articles of the knowledge base. In their model, the agent population
was described with a size and a distribution of knowledge among them, which
influences their collective behaviour of content creation. An important element
of the study was the influence of vandalism, since the undermining of user
trust is a real threat in many types of communities. The authors confirmed the
intuitive assumption that introducing more agents to the community (or alterna-
tively a higher percentage of knowledgeable agents) leads to a faster knowledge
convergence, better content quality, and faster recovery from various forms of
vandalism. At the same time, vandalism causes more frequent content updates,
and does not inhibit improvement of the content.

Agent knowledge and expertise is in the centre of the work by Zhang et al.,
who modelled user interactions in a Java developers Q&A community, where
an agent’s abilities to answer questions (i.e. their expertise) was defined by a
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power law distribution among the agent population [ZAA07]. In that domain,
the authors explored how various social network structures, that were created
by agents, affected the performance of expertise finding algorithms, such as the
popular HITS [Kle99] and PageRank [PBM+99] algorithms. They reported the
structural conditions that are required for the various expertise algorithms to
perform well.

For example, when the expertise of the asker and answerer is correlated, i.e.
where answerers have an expertise relatively slightly higher than askers, the
PageRank-based algorithms will score expertise better than HITS. This is caused
by the way the different graph based metrics handle relative expertise: In a graph
where many people of medium expertise answer questions of newcomers, HITS
will identify them as experts although their true expertise is only slightly higher
than the newcomers’, whereas PageRank-based algorithms will propagate the
expertise from newcomers to agents with medium knowledge to the experts. In
networks where the asker and answerer expertise is not correlated, i.e. where
the askers prefer maximum expertise responses, simpler in-degree measures and
a metric the authors call Z-Score (which puts a user’s answers in relation to
their questions) outperform the graph-based metrics. Zhang et al. concluded
that structural differences in the user interaction network are important and can
cause the more complex graph-based metrics to fail under certain conditions.

Also in the context of user knowledge and expertise, Diviney investigated the
effects of incentives, expertise and topic knowledge in a Q&A community, with
the goal to maximise knowledge sharing, measured as the amount and timeli-
ness of answered questions [Div15]. Through experiments, the author confirmed
the assumption that more solutions are found when there are more expert users
present, and that a wider spread of topic knowledge among the agents also
causes more and faster solutions. Similarly, the introduction of incentives fur-
ther increased the question solving ability of the simulated community, when
used carefully. These conclusions are not surprising, but the article underlines
that through simulation, the author (and others in this field) can analyse and
predict how the community responds to different input parameters. In this case,
the author investigated how much the question answering ability of a commu-
nity changed in various set-ups, without disturbing the day-to-day functionality
of a live online community.
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Norms and Anti-social Behaviour in Online Communities

While purpose fulfilment and user need gratification are in the centre of online
community research, the social environment in the community is also impor-
tant. Mungovan et al. studied the factors by which a social network converges
towards adopting a single social norm [MHD11]. In their work, the authors use
the conceptual idea of social norm as a common behaviour that agents can adopt
when interacting with others and observing their behaviour. In the real world, a
social norm represents common behaviour between people that does not require
a direct, purposeful or significant interaction between the people, such as nod-
ding as a form of greeting or acknowledgement of someone else’s presence. They
found that a community converges faster towards a single norm when there are
random interactions with unseen agents, and when agents are not fully rational
in their behaviour. While not in the scope of this thesis, this observation may
help to better understand how users change their posting behaviour with respect
to others, and how particular behavioural patterns evolve.

One such behavioural pattern that can be found in many online communi-
ties, but which does not serve the intended purpose of the community, is anti-
social behaviour. That includes trolling and abusive language. With the help
of agent-based modelling, Schwagereit et al. investigated the effect that abu-
sive and non-compliant posts, as well as various policies for their removal, have
on the system quality of a Q&A online community [SSS10]. The goal of their
simulated community was to uphold the quality of the contributed content and
to minimise the life-span of non-compliant posts, both important factors for the
success of an online community. Their model contained different types of agents,
namely normal users, moderators and administrators, who have varying levels
of privilege and post removal powers. Besides reading, creating and up-voting
community posts, the agents must also adhere to the community’s rules that dic-
tate the user promotion thresholds (to moderator and administrator), and most
importantly, which posts are not in compliance with existing rules and regula-
tions and must be reported for removal. In conclusion, moderation is key for a
successful community, as this work and others have demonstrated. Mechanisms
to flag inappropriate posts, as well as a body of sufficiently active moderators
are needed to limit the effects of anti-social behaviour on the functionality of the
community.
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2.3.3 Computational Models of Online Communities in a Nutshell

Summarising, we discussed approaches to model and simulate online commu-
nities for the purpose of creating an experimental environment where we have
control over all variables and can evaluate various metrics and predictions in
many different test set-ups. Experiments like that can only practically be run
in a simulated environment; it would not be feasible to obtain the presented
findings from live communities as they are prone to human bias if aware of the
experiment, as well as prone to disturbances incurred by the experiment.

We contrasted system dynamics models with agent-based models, from which
the latter are popular in the field of social network analysis because they are
suitable to study emerging behaviour in a social context such as online commu-
nities. Agent-based modelling enables us to analyse environments where the
macro system is open to change based on the behaviour on the micro level (i.e.
the interactions between the individual agents), and where the macro systems
are too complex to be modelled in a top-down fashion as it is done in system
dynamics.

In the context of online communities, agents represent the individual users
and their characteristics, such as their motivation to participate, their knowl-
edge and expertise, and their tendency to misbehave. The interactions between
the agents, which ultimately create the social networks around them, include cre-
ating, editing and consuming content, as well as building relationships through
friendship or helping people in need. In the previous sections, we determined
the universal success factors for online communities, which revolve around at-
tracting members, and keeping them engaged in an environment that is social
and satisfies their needs. We find these elements also in models that were pre-
sented in the literature, for example in the extensive work about user motivation
and commitment by Ren and Kraut [RK14]. In communities whose aim is to
create or exchange knowledge, user knowledgeability and expertise plays a ma-
jor role, which has also been studied in agent-based simulations (e.g. [ZAA07;
XYZ08]). The example of norm convergence [MHD11] shows that it is also pos-
sible to model phenomena that are not directly observable or measurable in
recorded data, but nevertheless provide a better understanding of the underly-
ing dynamics of social interactions.
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In Table 7, we collect a list of community elements that have been successfully
modelled in established literature of social interaction in communities. By no
means does this Table represent an exhaustive list of modelled elements, nor are
all of these elements necessary for our analysis of success factors in certain types
of online communities. However, we are particularly interested in modelling
content creation and the responses to created content, e.g. to create the question-
answer relationships that are specific to Q&A communities. The activity and
expertise distribution is also of interest to us because it captures the effectiveness
of user interactions. Finally, the joining and leaving of community members,
as well as their tendency to display inappropriate or anti-social behaviour are
factors that can leverage or impede community success.

Modelled elements Reference

Types of agents/objects
Social media users Blanco-Moreno et al. [BFP11]

Ren and Kraut [RK14]
Scientists Sun et al. [SKM+13]
Online gamers Ang and Zaphiris [AZ09]
Groups (e.g. blogs, forums and scientific dis-
ciplines)

Blanco-Moreno et al. [BFP11]
Ren and Kraut [RK14]

Sun et al. [SKM+13]
Content (e.g. news feeds, status messages,
photos, videos, scientific papers, question
posts or Wikipedia articles)

Blanco-Moreno et al. [BFP11]
Sun et al. [SKM+13]

Xu et al. [XYZ08]
Zhang et al. [ZAA07]

Responses to content objects (e.g. likes and
comments on Facebook messages, answers to
questions)

Blanco-Moreno et al. [BFP11]
Zhang et al. [ZAA07]

Diviney [Div15]

Agent attributes
Activity Bernstein and O’Brien [BO13]
Role (e.g. normal, mod, admin) Bernstein and O’Brien [BO13]

Schwagereit et al. [SSS10]
Social capacity (number of friends) Ang and Zaphiris [AZ09]
Incentives and motivation to participate (i.e.
desire to fulfil certain need)

Ren and Kraut [RK14]
Diviney [Div15]
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Knowledge and expertise Xu et al. [XYZ08]
Zhang et al. [ZAA07]

Diviney [Div15]
Willingness to adopt social norms Mungovan et al. [MHD11]
Tendency to behave inappropriately Schwagereit et al. [SSS10]

Agent actions and interactions
Joining the community Ren and Kraut [RK14]
Leaving the community Ren and Kraut [RK14]
Seeking help Ang and Zaphiris [AZ09]
Providing help Ang and Zaphiris [AZ09]
Chit-chatting Ang and Zaphiris [AZ09]
Creating content Ren and Kraut [RK14]

Sun et al. [SKM+13]
Xu et al. [XYZ08]

Zhang et al. [ZAA07]
Schwagereit et al. [SSS10]

Consuming content Ren and Kraut [RK14]
Xu et al. [XYZ08]

Schwagereit et al. [SSS10]
Updating content Xu et al. [XYZ08]
Up-voting content Schwagereit et al. [SSS10]
Reporting non-compliant content Schwagereit et al. [SSS10]
Friendship requests Blanco-Moreno et al. [BFP11]
Anti-social behaviour (e.g. vandalism and
abusive language)

Xu et al. [XYZ08]
Schwagereit et al. [SSS10]

External influences
External events Blanco-Moreno et al. [BFP11]
Moderation Ren and Kraut [RK14]

Schwagereit et al. [SSS10]
Reward policies Diviney [Div15]
Rules and regulations for users and content Schwagereit et al. [SSS10]

Table 7: Agent-based modelling of social interactions in communities. Examples of
modelled elements of object and agent types, agent attributes, interactions and
external influences that have proved to capture aspects of social interaction in
a simulation environment of communities.
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2.4 summary

In this chapter, we reviewed existing literature in the fields of information sys-
tems and online communities. Our goal was to identify the different notions
and perspectives on community success that have been used in related work.
We asked whether there is a consensus as to how community success can be
defined (Research Question 1), and we quickly discovered that community suc-
cess cannot be measured as one variable in all types of communities. Indeed,
the expectations of what makes a successful community varies between differ-
ent groups of people who are involved in the community. We asked: What are
the different stakeholder perspectives on community success? (Research Ques-
tion 2). Based on the stakeholders that have been identified in existing work
[Pre01], we investigated success from the perspectives of the owners, managers
and members of online communities.

The owner of an online community platform is often a company and has
commercial interest in hosting the community. A community that increases the
profit is a successful community in this context, e.g. by providing a cost and
time-effective platform for customer support or by converting members into cus-
tomers. On the other end of the stakeholder spectrum are the community mem-
bers themselves, whose interest in the community is based on the fulfilment of
their personal needs. From the perspective of the users, a successful community
provides them with what they came for. That can include social connections
or the provision of support or information, packed into content that is of high
quality and relevant to the users’ needs. A third group of stakeholders has been
identified as the community managers, whose role is to balance the needs of the
users with the needs of the owners, and to ensure that the community functions
well. Their expectation from a successful community is one that achieves critical
mass in terms of participation, that attracts and retains users, and that has a
minimum of anti-social behaviour.

In our review of the literature, we also discussed a number of different com-
munities and which metrics were used to measure their success. We asked:
What does success mean for different types of communities (Research Question
3)? We found that all of the communities we encountered in the literature can
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be categorised based on the purpose they aim to fulfil: 1) revenue generation
through customer engagement, 2) transaction, 3) interest and information shar-
ing, 4) social relationship building, and 5) knowledge creation. Depending on
which purpose(s) a community aims to fulfil, different factors are important for
success. For example, transaction-focussed communities cannot be successful
if they lack trust and reliability, social communities need a sense of belonging,
and for knowledge creation and curation communities a long-lasting value is
important. On the other hand, some of these factors might not be important at
all for other communities: e.g. transaction and knowledge communities do not
rely on social aspects, while long-lasting value is often not relevant for social
communities. For an adequate assessment of community success, it is important
to carefully determine the community’s purpose and hence the success criteria
that arise from it.

At the end of this chapter, we discussed modelling and simulation as tools
for creating a controlled environment to analyse online communities and their
success. In this field, agent-based modelling is a popular choice (e.g compared
to system dynamics models) because they represent the individual participants
in a social system like online communities, as well as the complex patterns and
networks that emerge when the individuals interact.

Overall, our contribution to the state of the art in online community analy-
sis consists of gathering and discussing the relevant literature in a combined
context. In order to gain a better understanding of the different perspectives
on community success, including stakeholders, purposes and using computa-
tional models to investigate online user behaviour, we listed and summarised
the related work, and highlighted the parts that are relevant to our study of
community success. We extracted the individual elements and metrics of online
communities that the literature found to be indicative of (or necessary for) suc-
cess, and categorised them in table form along with references to the respective
articles. The conclusion of our efforts to collect and discuss the related work was
that the concept of community success has been used in many different contexts
and is therefore rather fuzzy. Further analysis and comparison between different
community types is required and will advance our understanding of 1) different
notions of community success, 2) what are the criteria for different definitions
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of success and 3) which aspects of user behaviour contribute to them. In the
remainder of this thesis we aim to answer these questions.



3 S U C C E S S I N O N L I N E
C O M M U N I T I E S : U S E C A S E S A N D
D E F I N I T I O N S

The focus of this research is a study of community success. A key aspect of
this is to understand how success can be defined for different types of commu-
nities. We have seen in Chapter 2 that there are many different perspectives on
community success. A reoccurring element of success in the literature is user sat-
isfaction, as communities are formed around and for users and their needs. For
companies, satisfied users can translate into new customers [BH00], for commu-
nity managers, satisfied users form a active community with a civil atmosphere
where everyone is happy [You13; WRT+14]. The users themselves are participat-
ing in the community with a certain expectation that they wish to see satisfied,
may that be a need for information, social connections, or support for product,
professional or personal problems [San05; Hew09]. Based on the dictionary def-
inition of success (i.e. the accomplishment of an aim or purpose, see Chapter 2),
we can measure and interpret a community’s performance towards its specific
purpose. In many communities that translates to satisfying a specific set of user
needs. The approach we propose in this thesis is to identify the purpose of a
community and the user needs that the community is trying to satisfy, and then
define plausible success metrics based thereon.

For some types of communities it is not straightforward to measure user satis-
faction. Sometimes, the outcome for the users cannot be directly quantified, for
example the usefulness, enjoyment and pleasure the users perceive from partic-
ipating [San05; LPY11]. In other cases the outcome might be quantifiable but is
not recorded in the website logs, such as whether or not a community member
was able to improve their financial situation or professional status with the help
they received from the community [San05; Hew09]. Some of this can be cov-
ered through interviewing the community members with a catalogue of success
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factors [LSK03; LSK04], but running a continuous assessment through personal
interviews is expensive and can potentially annoy the members to the effect that
they will stop responding or participating in the community.

In this chapter, we discuss three types of communities where we can directly
or indirectly measure different aspects or criteria of success based on the com-
munities’ goals and purposes, using information that can be extracted from the
recorded data. The communities we chose for our experiments allow us not
only to investigate what success means for them, but also which user behaviour
contributes to their success (Chapter 5). The first type of communities are on-
line questions and answers (Q&A) communities, whose successfulness towards
answering questions can be represented as a function of the amount of solved
questions. In the second type of communities, users seek support for personal
issues about emotional topics such as lifestyle and healthcare (Life & Health). A
supportive community is well-connected, does not ignore their users, and pro-
vides them with a positive atmosphere where users can discuss and seek help
for their issues. Finally, the third type of community we are investigating are en-
cyclopaedic Knowledge Creation communities, which specialise in high-quality
and comprehensible user-generated content.

Using these three types of communities, we address the following research
questions about purpose-based success criteria in the various domains:

rq 4: Which are the criteria that Q&A communities, Life & Health communi-
ties and Knowledge Creation communities need to meet in order to suc-
cessfully achieve their primary goals?

rq 5: What are the fundamental differences of success criteria between the three
examined domains?

In the following sections, we define a number of success criteria for each of
the three types of online communities in our study. In practical application,
several of these criteria may be combined into an aggregate metric to summarise
different aspects of success into one number. However, this would present a
new challenge of combining success criteria and balancing them against each
other. In this thesis, we discuss the various success criteria separately, since the
combination and balancing of these metrics is not within the scope of this work.
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3.1 q&a communities

Online Q&A communities are not only a popular type of support communities,
but also provide a tangible way to derive success metrics from their main goal:
solving questions. Stack Exchange18 (SE) is a popular multi-purpose Q&A plat-
form for hobbyists and professionals, where members discuss a wide variety of
topics from cooking and bicycle repair to software-related questions in the pop-
ular Stack Overflow site. From the Stack Exchange platform, we downloaded
the publicly available data dump from June 2016, which contains 8 years of data
in 152 forums that vary from a few hundred to almost three million users who
produced up to 30 million posts (see Table 8 for details).

Because of the ample availability of many different Q&A platforms, we are
able to source user interaction data from a second Q&A site for our analyses.
This allows us to investigate whether successful user behaviour is transferable
between communities of the same type but from different hosting platforms.
The SAP Community Network19 (SCN) is a corporate Q&A forum for customers
of SAP, where members mainly discuss technical questions revolving around
SAP’s software products. The SCN data contains community activity from 2003

to 2011 in 95 forums from just 5 to 11,022 members, who produced up to 181,128

posts (see Table 8). The data was made available to us as part of the EU project
ROBUST.20

Both the Stack Exchange and the SAP Community Network platforms are or-
ganised in a discussion-forum like structure, where each forum is defined by a
topic, and people contribute to it by posting questions and answers around the
given topic. The given topic is usually also the title of the forum. Analogue to
existing literature, we refer to the forums in our Q&A data sets as online com-
munities [TMB+09; ZZS09; ARA11; WL11; RA12; RFA+13; WRT+14; HAF15]. By
this definition, communities are overlapping groups of users that are topically
pre-defined by the host or manager of the Q&A platform. But whereas users can
belong to several communities, their individual posts belong to exactly one com-
munity each. The typical interaction structure in Q&A communities is described

18 http://stackexchange.com/

19 http://scn.sap.com/

20 http://robust-project.eu/

http://stackexchange.com/
http://scn.sap.com/
http://robust-project.eu/
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Figure 3: Typical interaction structure in Q&A communities. Each thread consists of an
original post (a question), which receives responses in the form of answers.
Many Q&A communities also allow the question asker to explicitly mark the
best answer as “accepted” (green).

in Figure 3, where a forum is divided into individual threads, and each thread
consists of an original post (i.e. the question) and any number of responses in
the form of answers. If the question received answers and one of them pro-
vides a solution to the question, the asker might then explicitly21 “accept” this
solution, thus marking the best answer. This functionality can be found in most
common online Q&A communities.

User satisfaction has been recognised as an important element to the success of
online communities [DM92; DM03; San05; LFW+07; Lin08; ZZS09]. While Q&A
communities – like any other kind of online communities – are also subject to
non-functional aspects, such as member integration, trust and interface usability
[IL09], their main goal and their performance towards that goal can be measured
as a function of successfully solved questions. Liu et al. [LBA08] and Hiscock et
al. [HAF15] defined that information seekers are satisfied if their questions are
sufficiently solved, which they indicate by explicitly selecting a best answer. His-
cock et al. added a time constraint to ensure that solutions arrive in a time that
is relevant for the question asker. We use the notion of asker satisfaction based
on timely solved questions, and translate it to the level of the whole community
by formalising solved and tsolved as follows:

solved: When a question asker explicitly accepts a solving answer, the ques-
tion is marked as “solved”. The metric solved then measures the global pro-
portion of solved questions for a given community (Equation 2). In our data,

21 People do not always explicitly mark the solving answer, which affects the reliability of mea-
suring success in Q&A communities. However, existing work aims at automatically identifying
when a question has been sufficiently solved, e.g. [BHA12].
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Community statistics Stack Exchange SAP Community Network

152 communities 95 communities

Age
Youngest 1.5 months 2.6 months
Median 4.6 years 4.0 years
Mean 4.4 years 3.9 years
Oldest 7.9 years 7.3 years

Size (Number of users)
Smallest 101 5

Median 3,501 742

Mean 30,722.7 1,975.7
Biggest 2,808,774 11,022

Activity (Number of posts)
Least active 347 7

Median 16,053.5 4,487

Mean 258,315.8 19,976.8
Most active 30,444,143 181,128

Table 8: Q&A community statistics

the range of questions that are explicitly marked as solved by the asker is 17%
– 78% for SE (44% average), and 0% – 56% for SCN (20% average). Burel et
al. reported that about 50% of questions were marked as solved on a subset22

of our data [BHA12]. We can confirm a similar average for the Stack Exchange
sites, however, the average of our SCN forums is considerably lower when tak-
ing the greater number of communities into account. With Q as the set of posed
questions in a community, we define S as the set of solved questions as follows:

S = {q : q ∈ Q,q has an accepted answer} (1)

solved =
|S|

|Q|
(2)

tsolved: Response time has been recognised as a relevant aspect of Q&A com-
munity success [HAF15]. We measure the average time between questions and
their accepted best answer in hours as per Equation 3. In our data, the average

22 Burel et al.’s data covers two out of our 152 SE sites and 33 out of our 95 SCN forums.
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solving delay ranges from 15 hours to 45 days (SE) and from 11 minutes to 5

months (SCN). Questions that had no explicitly selected best answer at the time
of data recording do not contribute to tsolved, as their solving time is not defined
(and could be potentially infinite).

tsolved =

∑
{h : time between s ∈ S and its accepted answer}

|S|
(3)

The solved and tsolved metrics are not the only options to measure success in
Q&A communities, although they are good baselines as they are measurable in
most Q&A platforms. Alternative success criteria can include user votes, knowl-
edge increase of question askers or a reduction in spending on public or private
services. Stack Exchange is an example of a community site that supports users
voting on each others’ content, and a high average voting score (normalised
by the community size) could indicate that the community is performing well
in terms of solving questions. However, this information is not available every-
where. Other goals of Q&A communities can be to increase the knowledge of the
participants or to help people save money by reducing the need of paid services,
such as paid help lines or computer technicians. These are examples where the
outcome is usually not directly measurable by the community provider. Yet, in
cases where this information is available, a community provider should consider
using it to gauge the success of their community.

3.2 life & health communities

Healthcare and emotional support communities are similar to Q&A communi-
ties in the sense that people engage in activities to seek help and support with a
problem. They are also similar in that they both rely on a discussion-forum like
structure, which allows us to regard sub-forums as communities, as discussed in
Section 3.1. However, the nature of the problem, the help that is sought, and the
way people interact are very different. Instead of a quick reply with factual and
accurate information, people in Life & Health communities look for empathy,
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Figure 4: Typical interaction structure in Life & Health communities. Each thread con-
sists of an original post, which receives responses/replies.

positive emotions and to build emotional connections to other participants, who
themselves often are or have been in a similar situation in life.

From the popular Irish discussion forum Boards.ie,23 we collected the commu-
nities where people talk about their personal issues, such as disability, sexuality,
dental issues, parenting, and marriage. Because many communities of this kind
are not accessible to the public, we rely on a relatively small number of 16 Life
& Health communities for our analysis. They vary in size and activity from
71 users who created 251 posts in 2.5 months to over 9,000 users who created
over 200,000 posts in six years (see Table 9). The typical interaction structure in
these discussion forums is described in Figure 4. Community interactions take
place in threads, where each thread begins with an original post and receives
any number of replies.

The purpose of Life & Health communities is to provide users with a place
to meet others, and form personal relationships (and an overall sense of com-
munity) based on mutual experiences of a personal issues [You13]. As it is not
feasible to directly measure the sense of community, we use a number of proxy
metrics to capture whether the user interactions lead to a positive atmosphere
and a well-connected community:

repliedTo: Inspired by Rowe and Alani, who used the relation between
threads that received replies and threads that did not in their analysis of commu-
nity health [RA12], we measure the proportion of threads where help seeking
users received responses. In a successful Life & Health community, users are

23 http://www.boards.ie/

http://www.boards.ie/
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Community statistics Boards.ie Life & Health

16 communities

Age
Youngest 2.5 months
Median 3.0 years
Mean 3.2 years
Oldest 5.8 years

Size (Number of users)
Smallest 71

Median 847

Mean 1,594.4
Biggest 9,353

Activity (Number of posts)
Least active 251

Median 5,492

Mean 21,275.1
Most active 205,460

Table 9: Life & Health community statistics

not being left alone but always receive replies to their enquiries for support and
empathy. With T as the set of discussion threads, we define:

repliedTo =
|{t : t ∈ T , t received responses from other users}|

|T |
(4)

connectedness: Another way to look at the interaction involvement of the
users is to measure the network density of the user interaction graph [QSC14],
i.e. how well are the users connected and support each other. The network
density is the number of actual connections divided by the number of possible
connections in user graph G = V × E, where V represents the users and E the
reply edges between the users:

connectedness =
|E|

|V |(|V |−1)
2

(5)

replySentiment: The act of interaction between users might not be enough
to gauge empathy and support in a community. Some community managers
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use sentiment analysis to assess the success of their communities [DJB+15]. In
order to get an indication of how well a community is able to establish a positive
atmosphere and empathetic support through reply interactions, we measure the
positive sentiment in replies with the state-of-the-art sentiment analysis tool Sen-
tiStrength [TBP+10]. SentiStrength assigns a pair of numbers ([1, 5] and [−1,−5])
to a text, depending on the strongest positive and negative words. With the
replies R and the positive sentiment scores of each reply, we define:

replySentiment =

∑
{positive sentiment score of r : r ∈ R}

|R|
(6)

With the three metrics repliedTo, connectedness and replySentiment, we
aim to measure social and empathetic connections between people, but there
are alternative metrics as well that a community manager might utilise to assess
how well their community encourages the social support aspect of Life & Health
communities. Similar to the Q&A communities, there might also be other infor-
mation available that the community manager could use to gauge success, for
example whether the participants’ mood improved or whether negative feelings
were reduced. It might be a viable option for community providers to imple-
ment methods for users to report the status of their feelings, but we focus on
success criteria that are directly measurable in most community platforms.

Our success criteria for Life & Health communities are somewhat fuzzy met-
rics, especially connectedness and replySentiment. While we propose a (straight-
forward) implementation of these metrics, i.e. network density for connectedness
and SentiStrength for replySentiment, they can be measured by other means
as well. For example, to measure how well people are connected, one might con-
sider the clustering coefficient (how well are my neighbours connected?) or the
degree distribution (how many connections does the average user have?) of the
user network as alternative metrics. Similarly, other tools can be used for mea-
suring the sentiment of user discussions, such as SentiWordNet.24 Ultimately, it
comes down to what data is available to the community manager and how ap-
propriate a success metric based on that data will be to assess the community’s
fulfilment of purpose.

24 http://sentiwordnet.isti.cnr.it/

http://sentiwordnet.isti.cnr.it/
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3.3 knowledge creation communities

Knowledge creation platforms such as the Wikipedia25 online encyclopaedia are
concerned with collecting and curating knowledge. As opposed to support
based communities, where fast and concise responses, or emotional support
are important, Knowledge Creation communities aim for high quality [RK11]
and long-lasting value and impact [BCB+15] of the created content. Because
the whole Wikipedia is an immensely huge amount of data to download and
process, we limit the data in our study to a subset, namely the Simple English
Wikipedia,26 where users describe topics in simple words that are aimed at non-
native speakers, young people, and people with limited reading and compre-
hension abilities. This clear goal will allow us to derive tangible success criteria.
Our data contains all article revisions of the Simple English Wikipedia (founded
in 2003) up to December 2007, with over 480,000 revisions of more than 32,000

articles.

As opposed to the other two community platforms, Wikipedia does not have
a clearly defined discussion forum structure. Users collaborate on articles, and
several articles may be related because they exhibit some similarity, e.g. based
on topic and involved individuals. Instead, we utilise the community detection
algorithm OSLOM [LRR+11] to cluster articles and the users who contributed to
them. OSLOM is a graph-based algorithm, and we construct the graph by creat-
ing links between the articles, weighted by the amount of collaborators each pair
of article has in common. With the aim to reduce noise and complexity of the ar-
ticle graph, we only consider content collaborations on main articles (Wikipedia
namespace27

0), and we exclude user profiles that are obviously automated bots,
such as user names that end in “-script”. The smallest of the resulting 326 com-
munities have only a handful of users, whereas the biggest one consists of 20,939

users who wrote 4,809 articles with 282,676 edits (see Table 10).

In order to better compare the Knowledge Creation communities with the
Q&A and Life & Health communities, we will use the same concepts and ter-
minology regarding the user interactions. When a user starts a new knowledge

25 https://www.wikipedia.org/

26 https://simple.wikipedia.org/

27 https://en.wikipedia.org/wiki/Wikipedia:Namespace

https://www.wikipedia.org/
https://simple.wikipedia.org/
https://en.wikipedia.org/wiki/Wikipedia:Namespace
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Figure 5: Typical interaction structure in Knowledge Creation communities. Each
thread consists of an original post (the article), which receives responses in
the form of edits.

article, they create a “thread” where the article is the original post. Any edit to
that article is a response to the original article. We depict this relationship in
Figure 5.

While it is difficult to measure the quality and value of created content in
general, the purpose of the Simple English Wikipedia, i.e. being easy to read
and understand, allows us to define success based on the information content
and readability of the articles [Vol10; RRS+11].

informativity:28 The information content of a text can be expressed as the
number of content words (nouns, verbs, adjectives, adverbs, numbers and for-
eign words) in relation to function words (e.g. articles, pronouns, conjunctions,
interjections and auxiliary verbs) [Vol10; RRS+11]. From every posted text, we
extract the number of content words with the help of a Part-of-Speech tagger
of the Python NLTK package [BKL09]. With p ∈ P representing all commu-
nity posts, i.e. original articles and subsequent edits, we compute a normalised
informativity score as follows:

informativity =

∑{
numContentWords

numWords : p ∈ P
}

|P|
(7)

complexity: The complexity of a text describes how difficult it is to read
and understand. Ransbotham and Kane used a complexity measure in a similar
context, although as a control variable for member turnover instead of a direct

28 The word “informativeness” is more commonly used in the English language, however, we
adhere to the term “informativity” as it was used in this context by the cited authors.
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Community statistics Simple English Wikipedia

326 communities

Age
Youngest 2.4 minutes
Median 2.4 years
Mean 2.4 years
Oldest 6.6 years

Size (Number of users)
Smallest 2

Median 48.5
Mean 390.8
Biggest 20,939

Activity (Number revisions)
Least active 4

Median 181

Mean 3119.8
Most active 287,485

Table 10: Knowledge Creation community statistics

success metric [RK11]. There are several formulae to compute a text’s complex-
ity based on the length of the sentences and the number of complex words [KG-
BSA12]. We use the original formula LIX (Swedish for ”Läsbarhetsindex”, read-
ability index) that was introduced by pedagogics researcher Carl-Hugo Björnsson
in 1968 [Bjö68]. Because long sentences can skew the distribution of LIX, we use
a logarithmic transformation (logLIX, Equation 8) to reduce the impact of drastic
outliers:

logLIX = log

(
numWords

numSentences
+ 100 ∗ numLongWords

numWords

)
, (8)

where long words are defined as words with more than 6 letters. As an ex-
ample, the sentence “The quick brown fox jumps over the lazy dog” receives a
logLIX score of log(9), whereas the famous Shakespeare quote “Be not afraid of
greatness: some are born great, some achieve greatness, and some have great-
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ness thrust upon them” receives a score of log(40.05). For all posts p ∈ P of a
community, complexity is then calculated as follows:

complexity =

∑
{logLIX of p : p ∈ P}

|P|
(9)

As with the Q&A and Life & Health communities, the success criteria we pro-
pose here are not exhaustive. They are meant to be plausible examples for the
proposed approach, and the appropriate metrics for success have to be evalu-
ated on a case-by-case basis, given the exact purpose of the community and the
available data about the fulfilment of that purpose. In the case of Knowledge
Creation communities, alternative success criteria could be the raw amount of
created knowledge articles, the reliability of the provided information or the av-
erage number of edits an article receives (although one has to be careful with
edit wars: a back-and-forth between authors of opposing opinions).

We chose content quality as the example for success in Knowledge Creation
communities because this it is an important aspect of Wikipedia (which aims
to provide world-class quality articles) and it has the benefit of being straight-
forward to measure from the user generated text. In comparison with the raw
number of articles or edits, content quality seems harder to fake, as it cannot be
generated with a click on a button (unlike creating a new article or edit). On the
other hand, information reliability is certainly an important aspect of knowledge
creation, however, there is currently no established method to automatically mea-
sure it on the user generated text. Wikipedia largely relies on its crowd-sourcing
nature to ensure reliability and correctness of the provided information.

The two metrics informativity and complexity present measurable aspects
of content quality, and community managers have a number of options to imple-
ment these or similar metrics. As alternatives for informativity, the information
content of a text could also be measured based on the number of named entities
in the text (e.g. public persons or companies) or using the number of correct
facts that can be verified through external means (e.g. fact databases). There are
also various options for measuring the readability or complexity of a text, in-
cluding the Gunning-Fog and Coleman-Liau indices. For a comparison between
different readability metrics, we refer to [KGBSA12]. For both informativity



3.4 summary 92

and complexity, we selected the most straightforward metrics as they are most
reliable across different data sources and serve well as examples for the approach
we propose in this work. We stress that it is vital for community managers to
identify the most appropriate success criteria for their communities based on the
purpose and the available data.

The main purpose of the success criteria we define here is to discuss an ap-
proach to determine what type of user behaviour contributes to the different no-
tions of success. Therefore, equipped with various definitions of success criteria
for each community type, we proceed to the next chapters where we investigate
which user behaviour is related to success in the different communities.

3.4 summary

In this chapter, we introduced our use case communities: three types of online
communities along with their primary goals and purposes. We used these goals
and purposes to derive a number of success criteria for each community type.
More formally, we addressed Research Question 4: Which are the criteria that
Q&A communities, Life & Health communities and Knowledge Creation com-
munities need to meet in order to successfully achieve their primary goals?

The answer lies in our analysis of the communities, which is supported by the
literature: Q&A communities aim to answer as many questions as possible and
as quickly as possible, so that the solutions are still relevant for the users in need.
Life & Health communities want to provide a platform where nobody is ignored
and where users support each other emotionally and socially, creating a positive
atmosphere where they can feel welcome to discuss their issues. In Knowledge
Creation communities, especially in the ones that target non-native speakers,
young people, and individuals with limited reading and comprehension abilities,
contributors aim to provide high quality articles that are not too complex, and
thus easy to read and understand, but still provide informative content.

However, the success criteria we discussed in this chapter must be understood
as proxies or assumptions of what the individual types of communities must
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provide to be successful, for the purpose of investigating the differences in user
behaviour for different outcomes in community success. That is particularly true
for Life & Health and Knowledge Creation communities because success cannot
always be as clearly defined as the proportion of solved questions in Q&A com-
munities. That means that the success criteria for the Life & Health communi-
ties, i.e. repliedTo, connectedness and replySentiment, as well as the content
quality measures for Knowledge Creation communities, i.e. informativity and
complexity, need to be further studied and evaluated from a social science point
of view.

With that being said, we investigated Research Question 5: What are the funda-
mental differences of success criteria between the three examined domains? We
did notice some fundamental differences between the three community types,
that originate in their specific purposes. While the Q&A and Knowledge Cre-
ation communities rely mainly on the value of the created content, such as qual-
ity, quantity, and provided information, the Life & Health communities have a
strong focus on the user interactions themselves: The amount of ignored users is
ideally kept at a minimum, and the participants are involved in mutual support-
ive interactions. As we have demonstrated, the success criteria reflect different
goals and environments, such as socially-focussed, content-oriented or aiming
at effectively solving problems. In this context, success is a domain-dependent
metric, and must be tailor-made for each specific type of community.

In summary, we set the context for our analysis of community success by
selecting three different types of communities and describing their individual
notions of success. In Chapter 2, we discussed the various perspectives of com-
munity stakeholders and purposes that are described in the related work. The
different notions of success include, among others, survivability [RMJ10], com-
mercial profit [KK04], member need satisfaction [San05], sense of community
[LFW+07] and output quality [RK11]. Here, we use some of these notions of suc-
cess, and in some cases transfer them to different communities, in order to de-
fine success criteria that are important for Q&A communities (i.e. timely solved
questions for member need satisfaction), Life & Health communities (i.e. con-
nectedness and empathy between members for a sense of community) as well
as Knowledge Creation communities (i.e. informativeness and complexity of
content for output quality).
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Some of our success criteria were used in very similar contexts before, such as
the proportion and timeliness of solved questions in Q&A communities. Oth-
ers were defined as community metrics in the literature but used for differ-
ent types of communities, such as repliedTo and connectedness, which have
been used for Q&A communities [RA12] and Knowledge Creation communities
[QSC14], respectively. The success metric replySentiment has been reported to
be used on unspecified types of communities [DJB+15]. Finally, informativity
and complexity have been proposed in the ROBUST project as potential met-
rics for measuring the value of communities with respect to the created content
[RRS+11], and complexity alone served as a control variable in a Wikipedia
turnover context [QSC14]. Rather than proposing completely new success met-
rics, our contribution to the state of the art is to gather different notions of
success that already have a foundation in related work in order to create an ex-
perimental framework that enables us to compare and contrast success in the
different types of communities and the user behaviour that contributes to it.

This marks the first step in the process of assessing community success: defin-
ing appropriate success metrics, which themselves can be based on existing and
established notions of success for certain types of communities. However, note
that these definitions are not meant as a gold standard for success. They serve
as a guideline how to capture important measurable aspects of success for spe-
cific communities, which then allows us to determine the user behaviour that
contributes to these aspects of success. Following this guideline, researchers and
community managers who are involved in defining success must carefully con-
sider a community’s purpose and context and which key performance indicators
(KPIs) are relevant for the stakeholders.
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After defining what “success” means for various types of online communities
based on their specific goals and purposes, we have to ask ourselves: How can
a community achieve success? Intuitively, that depends on the users’ behaviour
in the community. The assumption is that for every community goal, there is
a certain user behaviour30 that contributes towards achieving that goal. For ex-
ample, if the goal is to solve as many questions as possible, then user behaviour
that is related to an increase of answers is likely to benefit the community. In
the literature, a number of supposed indicators of success have been proposed,
including user behaviour such as member turnover and user activity. In this
chapter, we examine whether these proposed indicators of success have merit to
them when put in the context of tangible success criteria as we defined in the
previous chapter:

rq 6: Are the various factors of user behaviour that were proposed in the liter-
ature good indicators of success in different types of communities?

In the following sections, we collect these proposed success indicators from
existing articles, and evaluate them individually against the tangible success cri-
teria we defined for Q&A, Life & Health and Knowledge Creation communities.

29 Part of this chapter has been published as [AH17a].
30 User behaviour in this context refers to one or several measurable aspects of user actions and

interactions.
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4.1 user behaviour factors suggested to indi-
cate success

Community success is a multi-dimensional problem [DM92] and difficult to mea-
sure for many types of online communities. In a prominent article, Preece used
the term “success determinants” to describe certain user behaviour that may in-
dicate whether a community is successful, such as community size and content
length [Pre01]. In this section, we collect these user behaviour factors that were
proposed in the literature, in order to evaluate them against the concrete defini-
tions of success of various types of communities (see Chapter 3). Some of the
suggested user behaviour that could indicate success is not straightforward to
measure, for example the frequency of visits by unregistered users (i.e. lurkers)
[Pre01], trust among the members [LSK04], and integration of new members
[IL09]. Therefore, we focus our experiments on user behaviour that is based on
information available in the data.

We adopt the definitions of success factors as they were given in the respec-
tive articles. Where concrete definitions are lacking, we adhere to the proposed
concepts as closely as possible according to the available information in our data.
Although the concept of threads originates in discussion boards, we can apply it
to describe the post and response structure in other types of online communities
as well in order to use a unified terminology throughout this thesis: A thread
is comprised of an original post, e.g. a question or first version of a Wikipedia
article, and zero or more subsequent responses to the original post. A response
can be an answer/reply in discussion-forum type communities, or a revision of
the original article in Wikipedia.

Most of the user behaviour factors we discuss in this and in the next chapter
can be readily extracted from many types of online community platforms, in-
cluding the ones we introduced in Chapter 3. The notable exception from this
is information on how posts are associated with communities, as not all online
platforms have explicit community structures like discussion forums. For exam-
ple, in Section 3.3, we described how we built communities based on the article
graph of the Simple English Wikipedia. The data fields listed in Table 11 on page
97 are required to extract the user behaviour factors we discuss in this chapter.
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Data field Examples

Post ID 123

Post title “Help with Java”
Post content A text field with a description of

the problem
Post time stamp 2016-05-02 21:45:10

User ID 456, “terminator87”
User to user interaction, either directly
(user ID → user ID) or through post-
response structures (post ID→ post ID)

Collaborative editing of Wikipedia
articles, answers to questions

Special status of post Accepted solution in Q&A context
Explicit community ID or implicit user
grouping

789, user group extracted from in-
teraction graph

Table 11: Data fields that are available in most community platforms, from which user
behaviour factors can be extracted.

We categorise the user behaviour features into four groups: 1) User attraction
and retention, 2) User activity, 3) User interaction, and 4) Content creation. In
order to formally define the user behaviour features f(c) for each community
c ∈ C, we use the following notations:

Uc : Set of users in community c

OPc : Set of original posts in community c

Rc : Set of responses in community c

Pc : Set of all posts in community c, where Pc = OPc ∪ Rc

Original posts are posts that initiate user interactions, such as questions in
Q&A communities and original articles in Knowledge Creation communities.
On the other hand, responses complete user interactions by responding to exist-
ing original posts. Responses can take the form of answers and replies in Q&A
and discussion forums, or of content revisions in Knowledge Creation commu-
nities.
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4.1.1 User attraction and retention

The continuing growth of a community after its initiation has been recognised as
an important factor for a successful community [IL09; Lit11]. Although mature
communities grow slower than newly formed ones, a community is unlikely to
remain functioning when the influx of new members in a given period of time is
too low [JNM11; BW12; You13; WRT+14], while at the same time users are leav-
ing the community [RK11; RA12; BW12; You13; PLG13]. The churn of highly
active participants (e.g. users with a high betweenness centrality) is especially
dramatic and harmful to the community [QSC14]. The resulting size of the com-
munity was often suggested to be an important factor as well [Pre01; TMB+09;
Lit11; RA12; XCM+13; You13; WRT+14], where a reasonably big community en-
sures that the critical mass of participants is achieved [RMJ10]. And finally, the
age of a community could indicate success [XCM+13], as unsuccessful commu-
nities are expected to diminish and die sooner than later.

Summarising the various user attraction and retention factors, we extract
the following features from the data. We will highlight the user behaviour

features, in order to visually distinguish them from the success criteria through-
out this thesis:

• Community age: The time between the first and last recorded community
post. With tp as the timestamp of a post p ∈ Pc in community c (in the
resolution of seconds):

fage(c) = max
p∈Pc

(tp) − min
p∈Pc

(tp)

• Community size: Total number of users. With Uc as the set of users who
wrote at least one post in community c:

fsize(c) = |Uc|
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• Community growth: Average newly joined users, e.g. per day. With fage(c)
in the resolution of days:

fgrowth(c) =
|Uc|

fage(c)

• User churn: The average monthly proportion of users who have posted for
the last time in the data, compared to users who will continue posting in
later months. With M as the set of months (e.g. 30 day intervals) between
minp∈Pc(tp) and maxp∈Pc(tp):

fchurn(c) =
1

|M|
∗
∑
mi∈M

∣∣{u : u ∈ Uc ∧ u posted in mi but not in mj > mi

}∣∣∣∣{u : u ∈ Uc ∧ u posted in mi and in mj > mi

}∣∣
• VIP churn: Instead of measuring the churn across all users (averaged over

all months), VIP churn measures the average monthly churn of the top-
10% most active contributors based on the number of their responses. With
Uc,10% as the top-10% of users in community c (measured by the number
of responses):

fVIPchurn(c) =
1

|M|
∗
∑

mi∈M

∣∣{u : u ∈ Uc,10% ∧ u posted in mi but not in mj > mi

}∣∣∣∣{u : u ∈ Uc,10% ∧ u posted in mi and in mj > mi

}∣∣

4.1.2 User activity

A high user engagement indicates a successful community, which can be mea-
sured in the total number of posts [Pre01; ARA11; Lit11; WL11; RFA+13; XCM+13;
WRT+14] and posts per day (or other time units) [Pre01; JNM11; You13], as well
as the number of posts per user [Pre01; You13; WRT+14]. Others recognised that
a good amount of new threads (or questions in the Q&A context, new articles
in the knowledge creation context) is also required for a successful community,
as they enable user engagement in the first place [TMB+09; WRT+14], as well as
threads or questions per day [JNM11]. The number of contributors is important
[TMB+09] as well, measured as the number of people who respond with a reply,
answer or content revision. We extract the following user activity features:
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• Number of posts: The number of all posts that the users of community c
created

fposts(c) = |Pc|

• Number of original posts: The number of questions, threads or original
articles in community c, depending on the data set

fops(c) = |OPc|

• Posts per day: The number of total posts divided by the number of days
the community has been active, with fage(c) in the resolution of days:

fpostsPerDay(c) =
|Pc|

fage(c)

• Original posts per day: The number of original posts (|OPc|) divided by
the community age, with fage(c) in the resolution of days:

fopsPerDay(c) =
|OPc|

fage(c)

• Posts per user: The number of participation activity per user, consider-
ing the number of posts |Pc| and users |Uc| in community c:

fpostsPerUser(c) =
|Pc|

|Uc|

• Number of responders: The number of authors of answers, replies or edits
(data set dependent). With users Uc and responses Rc in community c:

fresponders = |{u : u ∈ Uc ∧ u authored any r ∈ Rc}|
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4.1.3 User interaction

The number of posts per thread [Pre01; Lit11; WL11; BW12; You13; WRT+14],
or thread length, and the number of unique users per thread [Lit11; WL11;
WRT+14] are measures for interactivity between users, where a high interaction
between participants is considered beneficial for the community. In that respect,
reciprocity is the relation between giving to and taking from the community,
and can be measured as the number of seed posts (original posts that received
at least one response from a different person) [WL11], non-seed posts (ignored
original posts) [WRT+14], as well as the ratio between the two [RA12], and the
users’ response time [Lit11; WL11; You13] and response effort (proportion of
responses to original posts) [Pre01]. Also the connectedness between commu-
nity members, e.g. the network density [QSC14] or the clustering coefficient of
the user graph [RA12] can indicate a well-functioning community based on the
assumption that members benefit from a high information flow between them.

We extract the following user interaction features from the data:

• Number of seed posts: The number of original posts that received at least
one response from another person ui 6= uj in community c. With Uop as
the set of pairs of distinct users who created and responded to original
posts op ∈ OPc:

Uop =
{
(ui,uj) : (ui 6= uj) ∈ Uc ∧ ui creates op ∈ OPc to which uj responds

}
fseedPosts(c) = |{op : op ∈ OPc ∧Uop 6= ∅}|

• Number of non-seed posts: The number of original posts that received no
responses whatsoever in community c

fnonSeedPosts(c) = |{op : op ∈ OPc ∧ op received no response}|
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• Seed/non-seed ratio: Original posts in community c with at least one
response from another user divided by the number of ignored original
posts

fseedNonSeedRatio(c) =
fseedPosts(c)

fnonSeedPosts(c)

• Thread length: Average number of posts in a discussion or thread, includ-
ing original post and responses. With |Pc| as the number of all posts and
|OPc| as the number of original posts in community c:

fthreadLength(c) =
|Pc|

|OPc|

• Unique users per thread: Average number of distinct users that partici-
pate in a thread. User who post more than one post in a thread are only
counted once. With Uc as the set of users and OPc as the set of original
posts in community c:

fusersPerThread(c) =
|Uc|

|OPc|

• Response effort: Per-user average of contributed responses divided by all
their posts. With Uc as the set of users, Rc the set of responses and Pc the
set of all posts in community c, including original posts and responses:

fresponseEffort(c) =

∑
u∈Uc

|{r: r∈Rc∧r is authored by u}|
|{p: p∈Pc∧p is authored by u}|

|Uc|

• Response time: Average time between the original posts and the arrival
of responses in the resolution of hours. With top as the time stamp of an
original post op ∈ OPc and tr as the time stamp of a reply r ∈ Rc:

fresponseTime(c) =

∑
r∈Rc {tr − top : op ∈ OPc ∧ r is a response to op}

|Rc|

• Clustering coefficient: The clustering coefficient, e.g. used to examine
the small-world properties of networks [WS98], measures how well a user’s
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peers or co-authors are connected among each other. In the user graph
Gc = (Vc,Ec) for community c, let the users (Uc) represent the vertices in Vc
and the response interactions between two users represent the undirected
and unweighted edges in Ec. Further, let Ni be the set of neighbourhood
nodes of vi ∈ Vc. The local and global average clustering coefficient are
then defined as follows:

CClocali(E) =
2 ∗
∣∣{ejk : vj, vk ∈ Ni ∧ ejk ∈ E}∣∣

|Ni| (|Ni|− 1)
, for any edge set E

fclusteringCoefficient(c) =

∑|Vc|
i=1CClocali(Ec)

|Vc|

4.1.4 Content creation

The quality of the submitted content shows how much effort the users put in par-
ticipating, indicating that motivated users are a sign of a successful community.
Preece considered the message length a measure of content quality [Pre01]. Also,
references to internal and external sources can indicate how much effort users
are putting into providing additional information to their posts, such as refer-
ences to other/earlier internal posts [WRT+14]. That defines the two content
creation features we extract from the data:

• Content length: Average number of words per post. With Wp as the set of
words in post p ∈ Pc in community c, separated by whitespace characters:

fcontentLength(c) =

∑
p∈Pc |Wp|

|Pc|

• URLs in posts: Average number of references to internal or external sources
per post. With URLp as the set of URLs in post p ∈ Pc in community c, in-
cluding internal links such as wikilinks:31

furlsInPosts(c) =

∑
p∈Pc |URLp|

|Pc|

31 Links encoded in double brackets [[...]], see https://en.wikipedia.org/wiki/Help:Link.

https://en.wikipedia.org/wiki/Help:Link
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4.2 correlation analysis of suggested success
indicators

Now that we collected and described describing the user behaviour that the liter-
ature, often generically, associates with online community success, we will eval-
uate to what degree the proposed factors actually relate to the tangible success
criteria we defined in Chapter 3. This is aimed at answering Research Questions
6 and 9. In Table 12, we list the Pearson correlation between each individual
user behaviour factor from the literature and our tangible success criteria for the
three types of communities Q&A, Life & Health, as well as Knowledge Creation.
For an easy grasp of the information in the table, we coloured the cells according
to the correlation coefficient. Dark green means a strong positive correlation and
dark red a strong negative correlation. Note that green and red do not automat-
ically refer to good and bad user behaviour in all cases. The variables tsolved
and complexity are inverse variables, i.e. in these two cases, a high “positive”
correlation coefficient is bad for the community.

At first glance, we notice that there is no single row or column that has con-
sistently strong colours (i.e. high correlation coefficients) in all of its cells. On
closer inspection of the table, we see that:

1. None of the user behaviour from the literature is highly correlated with all
success criterion (no strong coloured rows),

2. Only some of the proposed user behaviour factors are relevant for each
success criteria (no strong coloured columns), and

3. Different user behaviour factors are important for different success criteria.

These findings emphasise that it is important to carefully select the most rel-
evant user behaviour factors in order to assess a community’s success, as not
every proposed user activity measure is a real indicator of success. In the fol-
lowing sections, we will discuss the individual user behaviour factors according
to Table 12. But before we dive into the individual user behaviour factors, we
note that the colours and the correlation coefficient they represent are, generally
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speaking, stronger in data sets with few samples compared to data sets with
many samples (e.g. Boards.ie vs. Wikipedia). The sample size has a strong
affect on the correlation between variables, so we include the p-value of each
correlation as indicated in Table 12. This way, regardless of the correlation coef-
ficient, values with one, two or three asterisks represent significant correlations
on various levels of significance (***: p < 0.001, **: p < 0.01, *: p < 0.05).

4.2.1 User Attraction & Retention

In general, the age, size and growth of the community show little correlation
to the success criteria of the various community types. Only in the Life &
Health communities of Boards.ie, they correlate with values near or over 0.5 to
repliedTo and connectedness. In particular, the age of the communities has a
negative relation with the connectedness among their users, whereas fast grow-
ing communities have the least ignored threads. In the Knowledge Creation
communities of the Simple English Wikipedia, the strongest correlation (−0.33)
is exhibited by the community growth and complexity, which means that the
fastest growing communities have the least complex content.

When comparing the two Q&A platforms Stack Exchange (SE) and SAP Com-
munity Network (SCN), we notice a discrepancy between the two tsolved vari-
ables. The Community age is positively correlated with tsolved in SE but has
negative correlation in SCN. At the same time, there is a slight negative correla-
tion between churn and tsolved in SE but a distinct positive correlation in SCN.
We observe this stark discrepancy mainly among the user attraction & retention
factors, which suggests that the dynamics of users joining and leaving are the
main difference between the two Q&A sites with respect to tsolved.

User churn and VIP churn exhibit a strong relation with the success criteria
in the Q&A communities, but also with the connectedness in Life & Health
communities. The success criteria in the Wikipedia communities are somewhat
less, albeit still significantly, correlated to churn. Oddly enough, the impact of
churn on Wikipedia is entirely beneficial because it is correlated with a high
informativity and a low complexity. It is also beneficial for connectedness in
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Life & Health communities, but apart from that churn is bad for the remaining
online community success criteria.

4.2.2 User Activity

In the user activity category, Posts per user is the single most correlated factor
for the Q&A communities, with noticeably strong correlations to the two solved
variables. All other user activity factors show little to no correlation with Q&A
community success. The reason for this is that the overall user activity is mainly
determined by the size of the community, i.e. when there are many users, then
there are many (original) posts and (original) posts per day, as well as many
people who respond to others’ queries. And it is apparent that size does not
matter for community success. It all depends on the user engagement, which is
not dependent on community size.

Posts per user is also among the highly correlated factors for the repliedTo
variable from the Life & Health communities, along with Posts per day and
Original posts per day. Although the correlation between user activity factors
and connectedness as well as replySentiment may not be significant (note the
particularly low correlation coefficients for replySentiment), we can still see
a trend of negative correlation for connectedness and positive correlation for
replySentiment. It is not apparent why an increased user activity is correspond-
ing to a decreased connectedness, but on a closer look into the Boards.ie data,
we notice a positive correlation between the user activity factors and Community

size.32 In other words, people in a big community tend to be more active, as
more opportunities for interaction arise when more people are participating. At
the same time the interaction network between people is stretching out the more
people are involved, with the effect that the connectedness, in this case the net-
work density, decreases. This is explained by the fact that the number of edges
in a network would need to grow with the power of 2 for every node that is
being added in order to maintain the same connectivity.

32 More information in Section “Similarity between User Behaviour Features” (5.2) in Chapter 5.
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For the Knowledge Creation communities, user activity factors have little im-
pact, as we would expect. The only user behaviour that has significant correla-
tion with informativity and complexity is the number of posts and original
posts per day and per user. In particular the posts and original posts per day
are fairly well correlated with complexity, which suggests that a high amount
of contributions improves the content quality in respect to the complexity of the
text. That let us conclude that, from the user activity factors, Original posts

per day, Posts per day and Posts per user are the most deciding factors for
community success, and a high number is in most cases beneficial for the com-
munity.

4.2.3 User Interaction

Like the number of posts and original posts from the user activity category, the
number of seed posts and non-seed posts have very little correlation to the suc-
cess criteria. The reason for that is the same as before: The Number of seed

posts and Number of non-seed posts are largely depending on the size of the
community, which itself has very little impact on the community success criteria.
The remainder of the user behaviour factors in this category are fairly well cor-
related to a number of success criteria, showing that user interaction is a crucial
component to many aspects of online community success.

The Seed/non-seed ratio, Thread length and Unique users per thread show
similar correlation coefficients across all success criteria. That makes sense, as
they are closely related to one another, especially Thread length and Unique

users per thread (many users in a thread create many posts). Regarding the
success criteria, these three user interaction factors are most related to solved
from the Q&A communities and repliedTo from the Life & Health communities.
And in all these cases, more user interaction is beneficial for success. Their im-
pact on the other success criteria, however, is practically non-existing. We would
expect that from the content-focussed metrics, e.g. of the Knowledge Creation
communities, but it is surprising that there is no correlation to the connectedness
between users in Life & Health communities. The explanation for that lies in the
way we measure connectedness: The network density, as defined by the num-
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ber of existing edges divided by the number of all potential edges, increases
when the same users interact more with each other, but decreases as soon as
more users join the network because that drastically increases the number of
potential edges.

The user interaction factors Response effort and Clustering coefficient

are particularly interesting because of their significant correlation to the Knowl-
edge Creation criteria informativity and complexity. In both cases, they have
a negative relation with the community success, as they correlate with a decrease
of information content and an increase in complexity of the Wikipedia articles in
our study. Looking at these and other user interaction factors individually might
suggest that they are detrimental for success in Knowledge Creation communi-
ties although they seem to be beneficial for the question solving performance in
Q&A communities and for the number of repliedTo threads in Life & Health
communities. In Chapter 5 we will analyse how the user behaviour factors play
together in predicting the various community success criteria to gain a better
understanding of their impact.

Note that the high correlation of −0.78 between Seed/non-seed ratio and
connectedness is caused by the mutual similarity between the two variables.
When we know one, we know the other. We have a similar situation with the
correlation between Response time and tsolved, as demonstrated by a correla-
tion coefficient of 0.70 in the case of Stack Exchange. The correlation is still there
in the SAP Community Network, albeit much lower. As indicated in Section
3.1, SCN communities tend to have a longer delay between questions and an-
swers compared to SE communities, where answers can arrive weeks or months
later, long after the question has already been solved. Also the high correla-
tion between Response time and solved in the SCN communities shows that
solving questions quickly is very important in these communities. Because of
the inherent similarity between Response time and tsolved, as well as between
Seed/non-seed ratio and connectedness, we will exclude these user behaviour
factors from the prediction of tsolved and connectedness in Chapter 5.
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4.2.4 Content Creation

The only two content factors that have been suggested in the literature as in-
dicative for community success are Content length and URLs in posts (posts
are articles in Wikipedia). Having long post contents and many references to
other resources tends to be bad (or at least not correlated) for most of the suc-
cess criteria we investigated. The only exception to that are connectedness and
replySentiment in the Life & Health communities, which seem to profit slightly
from long and interlinked posts.

In the Q&A communities and in the Life & Health communities the mostly
negative impact of long content and many URLs on solved, tsolved and repliedTo
is probably caused by the users who shift their effort on writing detailed posts,
away from replying to more questions/threads. In the Knowledge Creation com-
munities, we find no correlation between the content factors and informativity,
which shows an informative writing style does not depend on the length of the
article. The relatively well pronounced correlation between Content length and
complexity is expected, as it is affected by long sentences, which in turn cause
articles to be longer. However, the even stronger relation to URLs in posts was
not expected, but it can be explained by the relation between content length and
number of URLs. Although we excluded the URLs from computing the com-
plexity of articles, long posts also tend to have more URLs embedded in order
to provide the appropriate references for the explained concepts.

4.3 summary

In this chapter, we addressed Research Question 6: Are the various factors of
user behaviour that were proposed in the literature good indicators of success
in different types of communities? We extracted user behaviour features that
were proposed in the literature as indicators of community success, and eval-
uated their correlation to the tangible success criteria for Q&A, Life & Health
and Knowledge Creation communities from Chaper 3. In summary, we find that
there is no single user behaviour factor that is highly correlated (p < 0.05 and
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with a correlation coefficient > ±0.5) to all success criteria, nor is any success
criterion highly correlated with all user behaviour factors. That clearly demon-
strates that none of the user behaviour factors that were suggested in the liter-
ature are universal indicators for success. However, we do notice that certain
aspects of user behaviour significantly correlate (p < 0.001) to certain types of
success.

For example, User churn and VIP churn, Posts per user, as well as the num-
ber of posts and users per thread, are well correlated with some aspects of suc-
cess in Q&A and Life & Health communities (in some cases well above ±0.6);
whereas the number of posts and original posts per day, Response effort and
Clustering coefficient correspond reasonably well (p < 0.001) to the success
criteria in Knowledge Creation communities. There, the correlation coefficients
do not exceed 0.39, but that is partly explained by the large number of data
points (i.e. communities) compared to the Q&A and Life & Health data in
our study. Hence, the answer to Research Question 6 is that only some of the
proposed user behaviour factors from the literature are good indicators of suc-
cess. Moreover, the strength of the individual factors as success indicators varies
across different community types, and some factors have no correlation to our
success criteria at all. It is crucial for any given community platform to investi-
gate which user behaviour affects its success.

This chapter directly addresses the state of the art by evaluating the various
user behaviour metrics that were proposed in the literature as “indicators” or
“determinants” for community success. For example, Preece [Pre01] suggested
that user engagement, as measured by the number of messages per user, and
other user centric metrics would be good indicators for the success of online
communities. In the same way, others proposed similar metrics, covering as-
pects of user attraction and retention (e.g. churn [RA12]), user activity (e.g.
posts per day [JNM11]), user interaction (e.g. thread length [WL11]) and content
creation (e.g. URLs in posts [WRT+14]), as we listed in Table 12 on page 105. We
showed which of these factors are really indicative (i.e. correlated) to the success
definitions of the communities in our study, and which are not. This evaluation
contributes to a better understanding of the relation between individual mea-
surable aspects of user behaviour and community success in the presented case
studies.



5 D E T E R M I N I N G S U C C E S S F U L U S E R
B E H AV I O U R W I T H M A C H I N E
L E A R N I N G 3 3

In the previous chapter, we evaluated individual user behaviour features that
the literature proposed as indicators of community success. From that we learnt
that, while many factors are poorly correlated with the success criteria we de-
fined in Chapter 3, some do show a clear relation to the different success criteria.
However, only a few of the proposed indicators exceed a correlation coefficient
of ±0.534, especially on data sets with a large sample size. To further investigate
the relation between the user behaviour and the success criteria, we introduce
a prediction approach. As depicted in Figure 6, the prediction enables us to
establish the relation between the user behaviour and the success criteria, and to
identify the combinations of user behaviour features that reflect the success crite-
ria best, with the prediction accuracy indicating the certainty of the established
relations.

Figure 6: Our prediction approach in a nutshell: It takes user features and success crite-
ria as input and returns the successful user behaviour regarding the defined
success criteria. The accuracy output indicates the confidence of the learned
best user behaviour.

33 Part of this chapter has been published as [AH17b].
34 See Table 12 on page 105 (Chapter 4).
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In this chapter, we describe the prediction approach in detail, covering the
following steps: First, we collect the user behaviour features, starting with the
proposed user behaviour factors from the literature (Chapter 4). Then, we extend
the feature set with our own additions, covering some aspects that have not
been discussed in the literature. After that, we examine the mutual information
of similar features, before applying a feature selection algorithm to discard the
ones that are not relevant for each success criterion from Chapter 3. Finally,
we train the prediction algorithm for each success criterion, and interpret the
successful user behaviour based on the output of the predictor, which is a list of
features that are ranked by their importance for the individual success criteria.

The result is a better understanding of successful user behaviour in the various
types of communities, which translates to the best combination of user behaviour
features for each community success criterion. That introduces the research
questions we tackle in this chapter:

rq 7: Can we predict community success with good accuracy, given the infor-
mation about user behaviour that is captured by the collected features?

rq 8: Which user behaviour contributes to community success, i.e. which com-
bination of user behaviour features reflects the individual success criteria?

rq 9: Does the same user behaviour correspond to the same outcome of success
across the different communities?

The significance of RQ 7 is the prediction accuracy. If the accuracy is high, then
we can establish the connection between user behaviour and success criteria with
a high certainty. However, if the accuracy is low, this connection would be far
less meaningful because of the large uncertainty about the relation between the
independent and dependent variables, i.e. between the user behaviour features
and the learnt success criteria.
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5.1 additional user behaviour features

The user behaviour factors we collected in Chapter 4 are the basis for the features
we use in our prediction approach. However, that set of features is missing some
important aspects. For example, some of these features are highly dependent on
the size of the community, such as the raw number of posts and seed posts. A
bigger community would naturally have more posts and seed posts, but this
problem can be avoided by normalising the features. Hence, we extend the list
of features to cover more aspects of user behaviour that might be relevant to
community success, in order to give the prediction algorithm a greater choice of
features to choose from.

Most notably, we include the responses per user, the information spread in the
community, as well as the standard deviation and normalisation of some user
behaviour, which are to date not considered in the literature. The standard devi-
ation of user behaviour can indicate particular risks in community functionality.
For example, a high standard deviation of posts per user indicates an imbal-
anced distribution of community activity, which is arguably less sustainable for
a community than if the load is more equally distributed among all users. In
the former case, a drop-out of a highly active participant can be devastating for
a community. In general, a high standard deviation indicates an imbalanced
distribution of workload, which bears the risk of instability.

The normalisation of some factors allows us to look at user behaviour in a
relative way, e.g. the proportion of original posts, or the response length ratio,
rather than their absolute numbers that are depending on the size of the commu-
nity and other factors. Further, we split content related factors into title, original
post and response to investigate the effect of content features more fine-grained.

As discussed in Section 4.1 in the previous chapter, we extract the features
from data fields that are readily available in most community platforms, includ-
ing the ID, title, content and time stamp of posts, as well as the user ID and the
user-user interactions. In the following, we describe our feature additions in the
three categories User activity, User interaction, and Content creation, and we list
the standard deviation features in Section 5.1.4.
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We remind ourselves of the notation of common elements in communities that
we introduced in Chapter 4 (page 97), where Uc is the set of users and Pc the
set of all posts in community c ∈ C. The posts are further divided into original
posts OPc and responses Rc (Pc = OPc ∪ Rc). Below, we formalise each user
behaviour feature f(c) on community c.

5.1.1 User activity

• Original post proportion: The number of original posts in relation to all
posts is a normalisation of the Number of original posts from Section 4.1.
A high number might indicate a lack of responses. With OPc and Pc as the
sets of original posts and all posts (including original posts and responses)
in community c, respectively:

fopProportion(c) =
|OPc|

|Pc|

• Responder proportion: The number of responding users in relation to all
users. A high proportion of responders indicates a good user engagement.
With Uc as the set of users and Rc as the set of responses in community c:

fresponderProportion(c) =
|{u : u ∈ Uc ∧ u authored any r ∈ Rc}|

|Uc|

• Responses per user: Average number of responses per user; a community
can only thrive when its participants interact sufficiently. With Uc as the
set of users and Rc as the set of responses in community c:

fresponsesPerUser(c) =

∑
u∈Uc

|{r : r ∈ Rc ∧ r was authored by u}|
|Uc|
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5.1.2 User interaction

• Seed post proportion: Proportion of original posts that receive responses
from other people, i.e. the number of non-ignored threads in relation
to all threads. It reflects the user response engagement, but in contrast
to Original post proportion, it ignores the actual number of responses.
With fseedPosts(c) as the number of seed posts (see page 101 in Chapter 4)
and OPc as the set of original posts in community c:

fseedPostProportion(c) =
fseedPosts(c)

|OPc|

• Information spread: Measures the average degree in the user graph, e.g.
as used by Radicchi et al. in the context of community detection [RCC+04].
The user graph is built by creating links between users who participate in
the same thread or contribute to the same Wikipedia article. A high aver-
age degree indicates that many users are involved in knowledge sharing.
For community c, the user graph Gc = (Vc,Ec) consists of vertices (Vc)
that represent the users from Uc and of undirected and unweighted edges
(Ec) that represent the user response interactions. The information spread
(average degree) of the user graph is then defined as:

finformationSpread(c) =
2 ∗ |Ec|
|Vc|

5.1.3 Content creation

In the literature, content features are widely ignored as success factors, except
for the general content length and included links to other resources. Here, we
add various more fine-grained aspects of content creation:

• Original post length: The content length in Section 4.1 does not account
for differences between original posts and responses. For example, in Q&A
communities, shorter questions could indicate that they are easy to solve,



5.1 additional user behaviour features 117

which could motivate more users to participate. With Wop as the set of
words in an original post op ∈ OPc (separated by whitespace characters)
in community c:

fopLength(c) =

∑
op∈OPc |Wop|

|OPc|

• Original post length ratio: Original post length in relation to the com-
munity’s overall average content length. A value smaller than 1.0 means
that original posts are shorter than responses. With fcontentLength(c) as the
average content length of community c (see Content length on page 103)
and fopLength(c) as the community’s average original post length as above:

fopLengthRatio(c) =
fopLength(c)

fcontentLength(c)

• Response length: Short responses on the other hand might not contain
enough information and might be less valuable than longer ones. With Wr

as the set of words in response r ∈ Rc (separated by whitespace characters)
in community c:

fresponseLength(c) =

∑
r∈Rc |Wr|

|Rc|

• Response length ratio: Response length in relation to the community’s
overall average content length, similar to Original post length ratio

but from the perspective of responses. With fcontentLength(c) as the aver-
age content length of community c (see Content length on page 103) and
fresponseLength(c) as the community’s average response length as above:

fresponseLengthRatio(c) =
fresponseLength(c)

fcontentLength(c)

• Title length: A clear and precise title that includes the necessary key
terms to grasp the context of the discussion or article could get other users’
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interest and foster interaction. Only original posts have titles, ergo Wt,op is
the set of words in the title of op ∈ OPc in community c:

ftitleLength(c) =

∑
op∈OPc |Wt,op|

|OPc|

• URLs in original posts: Similar to URLs in posts in Section 4.1, original
posts that contain links to internal or external sources show that the poster
researched the issue, which could potentially increase the chance of receiv-
ing good responses. With URLop as the set of URLs in an original post
op ∈ OPc in community c, including internal links such as wikilinks:35

furlsInOPs(c) =

∑
op∈OPc |URLop|

|OPc|

• Ratio of URLs in original posts: References in original posts normalised
by the number of URLs in all posts. Analogue to Original post length

ratio, a value smaller than 1.0 means that there are fewer URLs in orig-
inal posts than in responses. Using furlsInOPs(c) as defined above and
furlsInPosts(c) as defined on page 103, the ratio of URLs in original posts in
community c reads as follows:

fopURLratio(c) =
furlsInOPs(c)

furlsInPosts(c)

• URLs in responses: The average number of references per response indi-
cates that they provide additional and valuable information. With URLr as
the set of URLs in response r ∈ Rc in community c, including internal links
such as wikilinks:

furlsInResponses(c) =

∑
r∈Rc |URLr|

|Rc|

• Ratio of URLs in responses: References in responses normalised by the
average in all posts in community c, similar to Ratio of URLs in original

35 Links encoded in double brackets [[...]], see https://en.wikipedia.org/wiki/Help:Link.

https://en.wikipedia.org/wiki/Help:Link
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posts but from the perspective of responses. Using furlsInResponses(c) and
furlsInPosts(c) as defined above and on page 103, respectively:

fresponseURLratio(c) =
furlsInResponses(c)

furlsInPosts(c)

• Content length change (only Wikipedia): Difference in content length be-
tween revisions and the original article. Articles that receive additional
content might show that the community is actively participating in content
creation. With op ∈ OPc as the set of original articles and r ∈ Rc as the
set of edits or revisions in response to original articles in community c, we
define Wop and Wr as the set of words of original articles and responding
revisions, respectively:

fcontentLengthChange(c) =

∑
r∈Rc {|Wr|− |Wop| : r revises op ∈ OPc}

|Rc|

• Edit distance (only Wikipedia): The Levenshtein edit distance [Lev66]
between revisions and the original article indicates that contributors put
effort in improving existing articles. With levop,r as the Levenshtein edit
distance between an original article op ∈ OPc and its corresponding revi-
sion r ∈ Rc in community c:

feditDistance(c) =

∑
r∈Rc {levop,r : r revises op ∈ OPc}

|Rc|

5.1.4 Standard Deviation Features

A high standard deviation in the measured variables often indicates an imbal-
anced distribution of workload among the community members, which should
be avoided. For example, that situation can arise when a few members of the
community carry all the contributions while the rest might be free-loading. The
highly active contributors will likely become dissatisfied with that imbalance
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and stop contributing, leaving the community to perish. A community manager
might wish to avoid that.

Below is a complete list of standard deviation features we add to the pool of
available features for the prediction algorithm to choose from. They all measure
the standard deviation of existing features described earlier. For example, in
a tiny community five users might write 2, 1, 3, 2 and 4 posts each. Their
average number of posts is 2.4 and the standard deviation of posts per user is
approximately 1.02. With xi ∈ X as the individual observations (e.g. how many
posts each user xi wrote) and x̄ as their average, we define the standard deviation
σ as follows:

σ =

√∑|X|
i=1(xi − x̄)

2

|X|

The individual standard deviation features cover the following aspects:

• User churn variation

• VIP churn variation

• Posts per user variation

• Responses per user variation

• Thread length variation

• Unique users per thread variation

• Response effort variation

• Response time variation

• In-degree variation

• Out-degree variation

• Content length variation

• Original post length variation

• Response length variation

• Title length variation

• Content length change variation (only Wikipedia)
• Edit distance variation (only Wikipedia)
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5.2 similarity between user behaviour features

We expect some of the described features to be very similar to each other because
they capture similar user behaviour, albeit from slightly different perspectives.
For example, in some of our data sets, the features Number of posts and Number

of users are extremely highly correlated (0.99) with Posts per day and Users

per day, respectively. The reason for that particular correlation is the number
of posts and users per day directly affects the total number of posts and users.
In order to assess the similarity between the features, we cluster the user be-
haviour features on all four data sets Stack Exchange, SAP Community Network,
Boards.ie and the Simple English Wikipedia based on their pair-wise correlation
distance (complete clustering on the Euclidean distance of Pearson correlations).
That provides us with a way to visually inspect the similarity between the fea-
tures, as shown in Figure 40. Here, we only depict the similarity clusters for
the Boards.ie data as an example, but similar clusters can be found in the other
community types as well, whose feature similarity dendrograms are shown in
Appendix A.

We also exclude the standard deviation features in this analysis as they are
often highly correlated with their mean counterpart and/or with other standard
deviations of similar features. For example, in the Stack Exchange communities,
the standard deviation of Response time has a correlation of 0.94 with Response

time, and the standard deviations of both Thread length and Unique users

per thread have an inter-correlation of 0.99 (the same as the two features them-
selves). The full feature similarity dendrograms for all four data sets including
the standard deviation features can be found in Appendix A.

On a closer look, we notice that many feature similarities are shared across all
our community types. A common theme is a big similarity cluster of features
that are related to posting activity, mainly centred around the number of posts,
original posts and seed posts, but also including the number of responders and
the resulting size of the community (blue box in Figure 7). Also closely related
are the growth of the community and the number of posts per day (purple box),
as fast growing communities produce posts frequently. User and VIP churn,
which are naturally closely related to each other (cyan box), are not strongly
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Figure 7: Feature similarity in the Boards.ie communities, measured as the Pearson cor-
relation and grouped by hierarchical agglomerative clustering. The colours
indicate clusters of similar features.
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correlated to the growth and size of the community. That means that the intuitive
assumption that bigger communities automatically have a higher ratio of leaving
users does not hold.

In the category of user interaction features, there is a natural strong correlation
between Unique users per thread and Thread length (yellow box). The more
users participate in a thread, the more posts are in the thread. The exception
from that are discussion threads where a handful of people bounce ideas back
and forth and create many more posts than there are participating users, how-
ever, these situations are not prevalent. We observe a similar correlation between
the Responder proportion and the Response effort (green box), which demon-
strates again that a high number of participants translates to a high number of
contributions per user, from the perspective of responses to original posts.

The following pairs of features show how much the responses contribute to the
overall post characteristics. The number of posts per user (orange box) and the
overall content length of posts (red box) are strongly correlated to the number
of responses per user and the content length of the responses, respectively. This
is the case because the responses make up the majority of posts. To put this
in numbers, in our data, the community average of responses per original post
ranges from 1.5 (Stack Exchange) to 8.7 (Boards.ie). The most extreme case is
Wikipedia, where some communities have an average of more than 50 responses
per original post. In three out of the four community platforms, Information
spread also correlates to the number of posts and responses per user (orange
box). It is defined as the average in-degree of a user node in the interaction graph
(see Section 5.1), and it is expected to increase when the number of responses
goes up.

The role of responses is also apparent in other content features, where the
number of URLs in responses correlates highly with the number of URLs in all
posts (magenta box). The two features that are unique to our Wikipedia data,
namely Content length change and Edit distance, also show correlation to
each other (see Appendix A). That is expected as well, since the Levenshtein
edit distance includes the change of content length. Moreover, this indicates
that the revisions in the Simple English Wikipedia are usually connected with
an addition of extra content, rather than rephrasing or fixing of typographical
errors.
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The feature that is the least similar to the others is Title length, which can
be found near to the root of the similarity trees. That means that the information
given in the title, i.e. its length, is not affected by and does not affect any other
user behaviour. A second feature that is dissimilar to most others is Response

time. While it has some correlation to the age of the community because old
communities can receive responses to original posts that have been created long
ago, all other factors are relatively unaffected by the response time. Intuitively,
we would assume that posts with long content might cause a long response time,
but the time of writing a post is negligible compared to the time delay between
original post and response, which can commonly take hours or even days.

In summary, there are 8 (9 in Wikipedia) clusters of user behaviour features
that are very similar across all types of communities that we investigate. This
helps us understand which user behaviour is closely related and possibly inter-
dependent. A high inter-dependency between features would not be useful for
the prediction task, as similar features hold the same information. For that
reason, part of the feature selection step (Section 5.3.1) is to remove features that
are highly correlated.

5.3 the prediction approach

As depicted in Figure 6, the core of the prediction approach is a prediction al-
gorithm that is trained on the given user behaviour features and success criteria,
and outputs the user behaviour (i.e. combination of features) that best reflects
success in the individual types of communities. In the remainder of this chap-
ter, we look at regression and classification to predict community success. The
goal of regression is to learn the relation between the features and a continuous
variable, and is the first choice for the likewise continuous success criteria we
defined in Chapter 3. However, since regression methods try to learn the ex-
act values of the predicted variable, they also can produce high error rates that
might be misleading. Especially when the data points are close together a slight
miss can result in a large error.
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Regression Classification
Dataset Samples Positives Negatives

SE 152 61 61

SCN 95 (93*) 38 (37*) 38 (37*)
Boards.ie 16 6 7

Wikipedia 326 130 131

* Two of the small communities have not solved any questions. While they count
towards solved, they are omitted for tsolved as per definition 3 on page 84.

Table 13: Number of communities used for the regression task (full sample size) and
for the classification task (40-20-40 split).

Classification avoids that problem because all the data points fall into one or
another category or group, no matter if a given data point is a perfect represen-
tative of that category or just barely belonging. A side effect of this is that the
classifier can learn the data with a higher certainty compared to regression. In
a situation where a community manager is monitoring a community and wants
to be notified when it changes from successful to unsuccessful, classification
can provide a better certainty than regression, with the sacrifice of information
on how much less successful the community became. We construct a binary
classification by grouping the data points into “successful” (positive class) and
“unsuccessful” (negative class) based on the median data point, thus creating a
balanced training data set. Furthermore, we exclude 20% of the data around the
median in order to create a good distinction between the positive and negative
classes. This creates a 40-20-40 split of the data into positive-ignored-negative.
It reduces situations where a community is on the verge between successful and
unsuccessful, and hence increases the certainty of the classification algorithm
about which user behaviour contributes to community success. In a real world
scenario, instead of the median, a community manager may define a certain
arbitrary value as the threshold between successful and unsuccessful.

For our prediction approach, we use the random forest predictor (RF) [Bre01],
which is a flexible prediction algorithm that can learn both linear and non-linear
relationships, and can perform both regression and classification. In our ex-
periments, it outperformed other prediction algorithms, such as support vector
machines (SVM) [CV95] as well as linear and logistic regression [McC84]. The
linear and logistic regression approaches serve as a baseline to compare to when
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analysing the prediction strength of the random forest and SVM algorithms,
which are newer and potentially more powerful predictors.

In the following sections, we describe the prediction pipeline step by step,
starting with the feature selection (Section 5.3.1), then the construction of a ran-
dom baseline for comparison (Section 5.3.2), and then we discuss the prediction
results in Section 5.3.4, focussing on the random forest accuracy. After that, we
contrast the random forest predictor with the support vector machine and linear
and logistic regression approaches in Section 5.4. We report the sample sizes
for all datasets and prediction tasks in Table 13. The regression tasks utilise the
entire set of available community samples, whereas the classification task omits
20% of the samples in order to create a better separation between positive and
negative samples. For all prediction experiments, we use the number 123 as
random seed.

5.3.1 Feature Selection

We start the prediction task by pre-filtering the 53 user behaviour features in
order to decrease the search space for the predictor, as removing unnecessary
features can greatly improve accuracy and reduce run time. We use the Boruta
algorithm [KR10] for the feature selection. It is a package for the statistical
computing software R [R08], and it selects and ranks features by comparing them
to randomised versions of themselves, without over-pruning the feature space.
The ranking and the retaining of minimal relevant features helps to understand
their importance. In our experiments, Boruta led to consistently better prediction
results compared to other methods, such as recursive feature elimination and
correlation-based feature selection.

We run a separate feature selection step for all data sets, all success criteria,
and for each regression and classification. On average, the Boruta algorithm
reduced the number of relevant features down to one-third of the available pool
of features. In the extreme cases, the algorithm discarded a maximum of 47

features (in the case of replySentiment) and a minimum of 12 features (in the
case of informativity). Some of the features that were rejected by the algorithm
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exhibit a correlation of more than 0.99, e.g. Number of posts and Number of

users are too similar to Posts per day and Users per day, respectively. We
discussed the similarity between certain features in detail in Section 5.2.

5.3.2 Baseline Construction

Before we start training the prediction algorithm, we define the baselines against
which to compare the performance of our models. As the work presented in this
thesis has not been carried out before in that scope, we cannot compare against
existing approaches. Instead, we will compare our approach with two minimum-
assumption cases. The first one is the worst outcome, i.e. the case in which the
features do not hold any information about the success criteria and a prediction
would perform worse or equal to random. We call this the random baseline.

For the regression task, we construct the random baseline by “predicting” the
mean value for each success criterion (given in Table 14 on page 131). In the
case of the binary classification, we use a coin toss to “predict” success of com-
munities. Alternatively, we could also “predict” one class for all samples, e.g.
by declaring that all communities are successful. The result in terms of accu-
racy is the same as the 50/50 coin toss for balanced classes (the same number of
positives and negatives).

The second baseline case is one where the community performance is judged
based on its size and user activity. As we discussed in Chapter 4, community
size and activity are commonly proposed in the literature as important factors
for success. The assumption is that a community is successful if it attracts many
users and the users interact frequently. Therefore, we construct and train a
simple random forest model with only three features: Community size, Posts
per user and Posts per day. We call this the simple baseline.

In Table 14, we see that the random baseline has regression errors close to the
standard deviation, and results in 0.5 for the binary classification when averaged
over both classes. The simple baseline generally results in better accuracies than
the random baseline. Although it reaches our best prediction in one case, we
will see that there is generally a considerable margin to our model predictions.
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5.3.3 Accuracy Metrics

Then, we train the random forest predictor on the Boruta-filtered features to
predict the individual success criteria from solved to complexity as listed in
Table 14. In order to avoid over-fitting, we perform three repetitions of a 10-fold
cross-validation for the Q&A and Knowledge Creation communities, and 4 folds
for the Health & Life communities because of their small number. Each random
forest in our setup contains 100 trees. To assess the prediction accuracy for the
various success criteria, we report a number of accuracy metrics as shown in
Table 14. Each one interprets the prediction strength slightly differently, as we
describe in the following. For the regression, we report the root mean square er-
ror (RMSE, Equation 10), the normalised RMSE (divided by the mean, Equation
11), and the explained variance (R2, Equation 12).

The RMSE shows the prediction error in the same unit as the predicted vari-
able and can therefore be easily interpreted as an absolute value. For comparison
between different predicted variables, the normalised RMSE is helpful because it
shows how much the predictions were off from the mean of all data points. The
drawback of normalising the RMSE by the mean value is that the smaller the
mean value of the data is compared to the distribution of data points (and hence
its standard deviation), the greater will be the normalised RMSE value. Another
common way of normalising the RMSE is to use the minimum and maximum
range of the data points, but it has its own drawback, as it is a lot more prone to
outliers than the normalisation by the mean. When keeping its inherent bias in
mind, the normalised RMSE will, in most cases, give a sense of percentage error
that the absolute RMSE cannot show. The R2 score is the square of the (Pearson)
correlation coefficient between the real and predicted values.

With n as the total number of observed samples, yi as the ith individual sam-
ple, and fi as the ith predicted value:

RMSE =

√∑n
i=1(fi − yi)

2

n
(10)
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Further, with ȳ as the mean of the observed samples and f̄ as the mean of the
predicted values:

normalised RMSE =
RMSE

ȳ
(11)

R2 = (correlation coefficient)2 =

( ∑n
i=1(fi − f̄)(yi − ȳ)√∑n

i=1(fi − f̄)
2
∑n
i=1(yi − ȳ)

2

)2
(12)

For the binary classification, we report the F1 score and the area under the
ROC curve (AUC). The F1 score (Equation 13) is the harmonic mean between
precision (e.g. how many of the communities that were predicted successful are
really successful) and recall (e.g. how many of all existing successful communi-
ties were correctly labelled successful), macro-averaged over the two classes. As
the weighted average of precision and recall, F1 is an intuitive metric between 0
and 1, and it penalises when either precision or recall are much lower than the
respective other one.

AUC (Equation 14) is the area under the curve, which refers to the Receiver
Operating Characteristic (ROC) curve based on the “true positive” and “false
positive” elements. It is more complex than the F1 score, but at the same time
it is useful when one is dealing with imbalanced classes (which is not the case
here), and it provides is a more comprehensive view on classification accuracy
because it includes all threshold settings of the given classifier, from conserva-
tive (e.g. do not label “successful” if not absolutely certain) to aggressive (e.g.
label “successful” at the smallest probability). The final AUC score is the op-
timal tradeoff between conservative and aggressive for the given classifier, and
represents the best prediction accuracy on the given data.

With tp as the number of true positives (“successful” predicted as “success-
ful”), fp as the number of false positives (“unsuccessful” predicted as “success-
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ful”), and fn as the number of false negatives (“successful” predicted as “unsuc-
cessful”):

F1 = 2 ∗ precision ∗ recall
precision+ recall

=
2tp

2tp+ fp+ fn
(13)

As an accuracy metric, AUC is less intuitive than the F1 score. But in a nut-
shell, it gives the probability that the classifier will rank an element of the pos-
itive class (Xpositive, e.g. “successful”) higher than an element of the negative
class (Xnegative, e.g. “unsuccessful”).36

AUC = P(rank(Xpositive) > rank(Xnegative)) (14)

5.3.4 Results

In this section, we report the regression and classification accuracies using the
random forest predictor.

Regression Results

Table 14 shows that the predicted RMSE values are below the standard devia-
tion, often with a considerable margin. That is also well exemplified by the nor-
malised RMSE values, which are between 0.06 and 0.3 for the majority of success
criteria. The outliers are connectedness in Boards.ie and the tsolved variables in
both SE and SCN, which have normalised RMSE values of 0.6, 0.48 and 1.26,
respectively. However, the good R2 and classification results for connectedness
and SE’s tsolved show that their prediction is feasible (see drawback of nor-
malised RMSE in Section 5.3.3 above). The one variable that our prediction
approach is unable to capture with an acceptable accuracy is the tsolved variable
from the SCN communities. Even when we remove the most extreme outliers
in the data (e.g. years of delay), the accuracy does not reach that of the other

36 For a detailed description of the AUC metric, we refer the reader to the literature, e.g. [Faw06].
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metrics. That means that this variable is the most disconnected from the user
behaviour features we collect from the data.

We can report that our prediction models are capable of delivering results
that are in all cases better than the random and simple baselines for regression.
For many success criteria, our predictor improves by more than 30% over the
random baseline and by more than 16% over the simple baseline. The smallest
improvement achieved by the random baseline is in the case of replySentiment
with 6.9%. Further, the success criteria of the Knowledge Creation communities,
informativity and complexity, achieve less than 30% improvement over the
random baseline, with 20.5% and 14.0%, respectively. What the three success cri-
teria replySentiment, informativity and complexity have in common is that
they are all content-based metrics, which lets us conclude that content-based suc-
cess metrics are noisier than most of the other metrics. That means that, similar
to the solving delay tsolved, content-based success criteria are less well reflected
in the user behaviour features we collected. More refined content-based features
may be required in the future in order to better access community success in
that regard. However, that is not within the scope of this thesis.

The smallest improvement achieved by the simple baseline is for connectedness
(12.8%). The success metric connectedness is largely predicted by Community

size, which is one of the three features in the simple baseline model. The size
of the community is a good predictor for the user network density because big
communities tend to be much more loosely connected than smaller ones. As the
community grows it becomes increasingly harder for every individual user to
keep connected with every other user.

Classification Results

The lower predictability of the metrics replySentiment, informativity and
complexity, as well as SCN’s tsolved, is also reflected by the somewhat lower
classification results in these four cases. The success criterion replySentiment
in the Boards.ie communities, and tsolved in the SCN communities have the low-
est classification accuracies with F1 scores of 0.67 and 0.70. That means we have
the least certainty about which user behaviour contributes to replySentiment
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and SCN’s tsolved. The two content-based metrics from the Knowledge Creation
communities in Wikipedia achieve F1 scores of 0.72, which is slightly higher
than replySentiment and SCN’s tsolved. The rest of the success criteria achieve
F1 scores between 0.75 and 0.95, which stands for a high certainty regarding
which user behaviour contributes to these success criteria. A surprising result is
that tsolved in SE achieves higher accuracy than the solved metric on the same
data, whereas it is the other way around on the SCN data. That indicates that the
question solving delay in the Stack Exchange communities is more predictable
than in the SAP Community Network.

While not all of the success criteria can be predicted with the highest accuracy
by the classifier, the prediction results are still acceptable, and improve notice-
ably over the random baseline in all cases, which means that there is at least some
signal in the features for all success criteria. In Table 14, we note the random
baseline for both F1 and AUC as 0.5 because “random” for a two-classes prob-
lem translates to a 50/50 coin toss. All of our predictions improve the AUC by at
least 0.23 over the 0.5 random baseline. The strong metrics see improvements of
over 0.4, including SCN’s solved, SE’s tsolved and all metrics in the Life & Health
communities of Boards.ie.

Taking the simple baseline into consideration, the improvements are less well
pronounced, as the simple baseline performs better than the random one. In
some cases, the simple baseline comes close to our prediction models in terms
of accuracy, although there is almost always a noticeable gap. The most drastic
exception to that is the connectedness in the Life & Health communities, which
is on par with our best prediction model. We discussed that the reason for that is
that Community size (one of the features in the simple model) is a very important
predictor for connectedness. Not including that exception, our models perform
better than the random and simple baselines.

In summary, the low error and high accuracy values for many of the pre-
dicted success criteria show that, in many cases, it is feasible to identify the user
behaviour that is linked to community success with a high certainty. As we dis-
cussed in this section, the exception to that is most notably the question solving
delay in the SAP Community Network, and, to some degree, the content-based
success metrics, particularly replySentiment in the Life & Health communities.
Ultimately, the differences in prediction accuracy mean that we have to be care-
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ful when interpreting the successful user behaviour in the next section, as we
do not have the same level of certainty for all success criteria. As a final note,
some of the extremely high accuracy values of up to 1.0 for the Life & Health
communities are explained by the small sample size in the data. We do not ex-
pect the same values for larger collections of similar communities. However, the
high accuracy is still a good indicator of the general feasibility of the prediction
approach on Life & Health communities.

5.4 comparison of prediction algorithms

In order to compare the random forest predictor to other prediction algorithms,
we contrast it with the powerful support vector machine [CV95] (or support vec-
tor regression in the case of regression) and the linear and logistic regression
[McC84] which are traditional baseline algorithms. For the support vector ma-
chine, we select the linear kernel because it allows for a direct interpretation of
feature importance (see Section 5.5 below). Other kernels, such as the polyno-
mial or radial basis function kernels, transform the data into another space that
is not related to the input space, which makes it infeasible to interpret the im-
portance of the individual features. In our experiments, we set the c parameter
of the linear SVM to 1.

Trained on the same set of Baruta-filtered features as the random forest, the
SVM shows comparable results, whereas the linear/logistic regression outputs
noticeably lower accuracy in many cases. We report the prediction results for the
regression (RMSE and R2) and for the classification (F1 score and AUC) in Table
15, where the best results are highlighted in bold font. The results are reflecting
our findings that the success criteria can be predicted well in many cases, with
classification accuracies of 0.67 – 0.95 (F1 score) and 0.73 – 1.0 (AUC).

On average, the random forest performs slightly better than the SVM, al-
though in some cases the SVM has the edge over the random forest. There
does not seem to be any particular pattern in which the SVM performs better
than the random forest (such as Q&A vs. Knowledge Creation or smaller sam-
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ple size vs. larger sample size). The linear and logistic regression algorithms
perform worst in many cases, as we expect from them as the simplest prediction
baseline. However, they are often not far behind the more powerful predictors
(RF and SVM) and even achieve the best accuracy in some isolated cases.

In the following section, we discuss the successful user behaviour with the
help of the feature ranking provided by the prediction algorithms. While we
focus on the random forest algorithm to discuss the important features, we note
that there is a large overlap of important features between all of the prediction
algorithms, although the exact order or relative importance of the features does
vary. See Appendices B and C for the feature importance values for the SVM
and linear/logistic regression, respectively.

5.5 successful user behaviour

As we have shown in Chapter 4, not every user behaviour is important for the
individual success criteria, and taking them all into account to assess success
may be well misleading. In order to answer Research Question 8 (which user
behaviour contributes to success), we make use of the trained prediction algo-
rithm. For each success criterion, it outputs a list of selected and ranked user
behaviour features (that we described in Sections 4.1 and 5.1). The combina-
tion of these best features represents the successful user behaviour (and which
behaviour contributes most) for each success criterion.

In the sections below, we report up to 20 of the most impactful features for
every predicted success criterion and every community type, using the random
forest prediction algorithm. The SVM and linear/logistic regression prediction
algorithms result in similar feature importance. See Appendices B and C. Note
that in some cases either the feature selection step or the predictor itself dis-
carded so many features that less than 20 remain. We include the best features
from the regression as well as the best features from the classification, and we
will see that there is a considerable overlap between these two sets of features,
as we would expect. This way, we get a good notion of the features that are
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generally contributing to the individual success criteria. Therefore, we merge
the features from the regression and classification tasks in our description of
successful user behaviour.

We will discuss the important user behaviour features for each community
type in turn. The importance values that we report in the tables below are
normalised to values between 0 and 100. A value of 100 represents the highest,
and a value of 0 the lowest importance for each success criterion. Note that 0 is
normalised to the lowest value and does not literally represent zero importance.

5.5.1 Q&A Communities

There are two Questions & Answers platforms available for our analysis, namely
Stack Exchange and the SAP Community Network. We will first discuss their
successful user behaviour individually, and then make use of the extra informa-
tion to compare the impact of user behaviour on the two platforms of the same
type. It ties back to Research Question 9 in Chapter 4 (same relation between
user behaviour and success criteria in all communities), and we will learn more
about the generalisability of the relation between user behaviour and success
criteria on similar community types.

Stack Exchange

As we can see in Table 16, the most impactful user behaviour for the question-
solving performance in the Stack Exchange (SE) Q&A communities (solved) is
that which results in questions receiving many responses (i.e. answers). In par-
ticular, that includes creating seed posts (Seed/non-seed ratio and Seed post

proportion), having many responses per user, many users per thread, and a
high Information spread. The Posts per user feature appears among the im-
pactful features as well, but because it is highly correlated with the Responses

per user (see Section 5.2), it will give little information over the latter one. For
the remainder of this chapter, when one impactful feature is included or repre-
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Normalised feature importance for solved in Stack Exchange
Regression Classification

100 Seed/non-seed ratio Seed post proportion 100

85.9 Seed post proportion Seed/non-seed ratio 82.3
66.8 Original post length variation Responses per user 66.6
60.1 Responses per user Out-degree variation 63.1
47.5 Unique users per thread Posts per user 56.4
47.1 Title length variation Posts per user variation 53.9
46.1 Number of original posts User churn 42.7
44.3 Ratio of URLs in responses Information spread 41.0
44.2 Information spread Responses per user variation 35.6
41.8 Responses per user variation Thread length 35.2
41.3 Posts per user variation Original post proportion 34.0
39.9 Posts per user In-degree variation 28.2
39.8 Number of non-seed posts Unique users per thread 0

39.5 Title length
37.7 VIP churn variation
36.8 Original post length
36.7 Original post length variation
35.6 User churn
28.5 VIP churn
27.9 Content length

Table 16: Top 20 most important features and their normalised importance scores for
the success criterion solved in the Stack Exchange communities. The scores
from both the regression task (left) and classification task (right) are shown.

sentative of another one, we will often focus on the one that better explains the
impact on the respective success criterion.

While user activity and interaction features are important for solving ques-
tions, content features also show some effect. Examples are the length of ques-
tions and titles, as well as the presence of URLs in replies (or rather their ab-
sence, as URLs in replies have a detrimental effect on the question solving per-
formance). A possible explanation for the negative effect of URLs could be that
users prefer concise and complete replies, without the need to read through
additional resources. Furthermore, the churn of users and VIP users shows a
negative impact on the success of the SE communities. It confirms that churn
is a valid inhibitor of success in some types of communities, as proposed in the
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Normalised feature importance for tsolved in Stack Exchange
Regression Classification

100 Community age Community age 100

83.7 Seed post proportion Seed post proportion 88.9
59.9 Seed/non-seed ratio Seed/non-seed ratio 81.9
53.7 VIP churn variation VIP churn variation 75.3
50.7 Number of non-seed posts Information spread 38.4
50.4 Response effort variation Original post proportion 29.3
43.1 Community size Responses per user 28.7
41.5 Posts per user Response effort variation 24.5
39.6 Responses per user Clustering coefficient 21.8
38.8 Ratio of URLs in responses Number of non-seed posts 21.5
37.7 URLs in posts Ratio of URLs in responses 20.1
36.7 Clustering coefficient Posts per user 18.4
36.0 Number of responders Number of posts 17.3
34.5 Out-degree variation URLs in posts 15.1
34.1 Posts per day URLs in responses 14.2
32.9 URLs in responses Thread length variation 13.8
32.3 Content length variation Thread length 12.3
31.9 Response length Number of responders 11.5
30.8 Unique users per thread Community size 9.7
29.7 Response effort Posts per day 6.6

Table 17: Top 20 most important features and their normalised importance scores for
the success criterion tsolved in the Stack Exchange communities. The scores
from both the regression task (left) and classification task (right) are shown.

literature. The reason for this is that churn, and particularly VIP churn, leads to
a decrease of knowledgeable experts who can solve questions.37

The question solving time tsolved in the Stack Exchange communities (see
Table 17) is similarly affected by user interaction features, such as Seed post

proportion, Responses per user, Clustering coefficient, as well as Response
effort and its standard deviation. In addition, a high standard deviation of VIP
churn correlates to a short question solving time. This is counter-intuitive, as
it often indicates an elevated level of churn, which has a negative impact on
solving questions. Content features, such as Content length, have a slightly
negative impact on tsolved, as shorter answers can be submitted more quickly.
A strong negative feature is Community age, as old communities can receive an-

37 In Chapters 6 and 7, we discuss how to design experiments to determine the relation between
user behaviour and success criteria that might not be apparent from the data.
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swers to open questions much later because of their age. Note that we excluded
Response time as a feature for tsolved for the obvious strong correlation.

SAP Community Network

Similar to the Stack Exchange communities, the solved questions in the SAP
Community Network communities (Table 18) are best predicted through user in-
teraction features, particularly well by the Seed/non-seed ratio and Seed post

proportion, as they represent the ratio/proportion of questions that receive an-
swers. In combination with similar features, including Thread length, Unique
users per thread, Information spread and Responses per user, they all cap-
ture how well users reply to posed questions and hence how many answers a
question receives. Again, the more answers a question receives the higher is
the probability that one of them will successfully solve the question. In con-
trast to the Stack Exchange communities, however, user interaction features like

Normalised feature importance for solved in the SAP Community Network
Regression Classification

100 Seed/non-seed ratio Seed post proportion 100

85.3 Seed post proportion Seed/non-seed ratio 80.4
57.1 VIP churn Response effort variation 36.4
30.6 Original post proportion Response time 32.5
28.0 Response time Response time variation 27.2
24.1 Thread length Unique users per thread 27.0
19.8 Responder proportion Responses per user variation 26.1
19.7 User churn Thread length 25.9
18.3 Information spread Responses per user 23.2
15.5 Posts per user Original post proportion 20.8
14.3 Content length Responder proportion 19.5
13.0 Responses per user Title length 18.9
11.7 Unique users per thread Posts per user 17.4
11.1 Posts per user variation Posts per user variation 17.2
7.7 Response effort variation Information spread 11.0
0.7 Out-degree variation Out-degree variation 10.7
0 Responses per user variation User churn 5.2

Clustering coefficient 0

Table 18: Top 18 most important features and their normalised importance scores for
the success criterion solved in the SAP Community Network communities.
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users and posts per thread, as well as Responses per user, were rated consider-
ably lower by the prediction algorithm. In general, many of the user behaviour
features were rated much less important for predicting solved in the SAP Com-
munity Network, compared with the prediction of solved in Stack Exchange.

Two of the user attraction & retention features also appear high in the list of
predictors: User churn and VIP churn. Exactly like in the Stack Exchange com-
munities, the SCN communities suffer from leaving contributors, particularly
when knowledgeable experts and highly active users move away from the com-
munity (VIP churn). In contrast to the SE communities, content features play
almost no role for the SCN communities at all. Only Content length appears in
the list of important features, with a rather low importance score.

At a first glance, we see that the list of important features for SCN’s tsolved in
Table 19 is much smaller than in the case of Stack Exchange. Moreover, there is
very little overlap of features between the regression and the classification tasks.
The relatively poor prediction results for SCN’s tsolved (see Table 14) and the in-
ability of the prediction algorithm to agree on important features for regression
and classification show that it is not feasible to determine the successful user
behaviour with an acceptable degree of certainty. In essence, this means that
our features do a bad job at capturing the relation between user behaviour and
the resulting solving time of questions in the SAP Community Network. How-
ever, the same features work rather well for Stack Exchange, which indicates a
high level of randomness in the question-solving time of the SAP Community
Network.

Normalised feature importance for tsolved in the SAP Community Network
Regression Classification

100 Original posts per day Out-degree variation 100

62.3 Response effort variation Seed post proportion 58.6
36.0 Responses per user Seed/non-seed ratio 29.2
30.3 Original post length ratio Responses per user 17.6
19.8 Posts per user variation Thread length 0

0 Response length ratio

Table 19: Top 6 most important features and their normalised importance scores for the
success criterion tsolved in the SAP Community Network communities.



5.5 successful user behaviour 142

Having said that, the prediction algorithm identified that features about re-
sponses are important, such as Response effort variation, Responses per user

and Response length ratio. It makes sense that the frequency and length of
interactions affect the question-solving delay. However, the lack of agreement
between regression and classification points to a confusion of the prediction al-
gorithm regarding the importance of the learnt features for tsolved in SCN. There
seems to be too much noise and randomness in the question-solving delay in the
form of similar but oddly contradicting user behaviour.

Comparing Successful User Behaviour between Q&A Platforms

As mentioned in the beginning of this section, we can use the two Q&A plat-
forms to compare successful user behaviour between communities of a similar
type, which is aimed at answering Research Question 9. A direct comparison be-
tween the Stack Exchange (SE) and SAP Community Network (SCN) communi-
ties shows a lot of similarities for the more successfully predicted solved metric.
In both platforms, the Seed/non-seed ration and Seed post proportion fea-
tures have a very strong impact on the question-solving performance (solved).
Other user interaction features are also rated as important by the prediction al-
gorithm, including Information spread, Thread length and Unique users per

thread, although their impact is considerably smaller in the SCN communities.

In general, the two platforms have in common that features that are linked to
the number of answers per question, such as the number of posts and responses
per user, are important for the prediction of solved questions. As previously
stated, a high number of answers per question increases the probability for one
of them to solve the question. The difference between the two Q&A sites, with
regard to the user activity and interaction features, is that they are somewhat
more reliable predictors in SE, according to their importance scores as shown in
Tables 16 and 18.

Looking at the user attraction & retention features, both platforms are equally
highly (negatively) affected by the amount of churn of users and VIP users. That
underlines the importance for every community to keep users interested and en-
gaged. In contrast to that, the usefulness of content features as predictors for
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Q&A performance is very different between the two platforms. For the SE com-
munities, some of these features were assigned high importance score by the pre-
diction algorithm. In particular, features related to the length of the original post
(i.e. the question), the length of the title, and the Ratio of URLs in responses

are ranked highly, which creates a much stronger connection between the effort
users put into creating good content and the probability of solving questions,
compared with the SCN communities.

A comparison of the tsolved variables between the two Q&A sites (see Tables 17

and 19) is not quite as meaningful because of the high uncertainty in predicting
tsolved in the SCN communities. However, we note that the prediction algorithm
detected a relation between the question-solving delay tsolved and Responses

per user, Out-degree variation and Response effort variation in both plat-
forms SE and SCN. Moreover, these features have the same trend (positive or
negative impact) across the two platforms. Finally, the Community age, which is
a vital feature for tsolved in Stack Exchange, has no impact in the SAP Commu-
nity Network data. Again, it is apparent that there is a considerable amount of
randomness, and even contradiction, in the relation between user behaviour and
the question-solving delay in SCN.

In conclusion, these findings give more detail for answering Research Ques-
tion 9 (same relation between user behaviour and success criteria in all com-
munities). There is some compelling evidence that the same user behaviour
causes similar outcomes in Q&A communities, as we have seen a clear overlap
of impactful features for the prediction of solved, and even for tsolved to some
degree, considering the uncertainty with which tsolved can be predicted in the
SAP Community Network. However, the overlap of impactful features is not
complete. We would expect as much from any comparison between different
data with different users and different community norms. One of the major con-
tradictions, we point out, is the role of content for predicting solved questions.
Where factors like question length and title length are rated important for Stack
Exchange, content features have virtually no impact on solved questions in the
SAP Community Network.
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5.5.2 Life & Health Communities

In Life & Health communities, the frequency with which original posts receive
replies (repliedTo, Table 20) is mainly predicted by thread-centred features, such
as Unique users per thread, Thread length, Information spread and their
standard deviations, as well as Original post proportion. These features are
apparent strong predictors, as repliedTo original posts naturally have replies,
which affects the interaction features. Content features play no role in the pre-
diction of threads that receive replies. Note that we excluded the features Seed

post proportion and Seed/non-seed ratio from the prediction of repliedTo as
they are virtually identical to it.

The connectedness between users (Table 21) is negatively affected by Number

of responders, Number of original posts and Number of seed posts, show-
ing that users are not well connected in communities that lack replies. That may
sound trivial given that replies make connections, but the important message is
that user activity means nothing if the main part of the activity is to start new
threads without attracting too many replies. That is especially true for commu-
nities whose success depends on users supporting each other, like it is the case
for Life & Health communities.

Another important factor for connectedness is Community size. Larger user
networks are not able to keep a tight connection between all their members, as

Normalised feature importance for repliedTo in Boards.ie
Regression Classification

100 Unique users per thread var. Unique users per thread var. 100

50.9 Unique users per thread Information spread 80.6
25.9 Original post proportion Unique users per thread 61.3
23.8 Posts per day Number of posts 54.4
19.2 Thread length Out-degree variation 52.8
18.0 Information spread Thread length variation 35.3
12.9 In-degree variation Posts per user variation 10.7
0 Thread length variation In-degree variation 0

Table 20: Top 8 most important features and their normalised importance scores for the
success criterion repliedTo.
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Normalised feature importance for connectedness in Boards.ie
Regression Classification

100 Number of responders Number of original posts 100

91.8 Community size Number of seed posts 81.7
90.2 Number of seed posts Number of non-seed posts 55.8
89.9 Number of non-seed posts Community size 43.7
85.4 Number of original posts User churn variation 40.0
50.6 VIP churn variation Original post length ratio 25.4
22.5 Responses per user variation Number of responders 13.0
2.5 Out-degree variation Ratio of URLs in responses 0

0 Number of posts

Table 21: Top 9 most important features and their normalised importance scores for the
success criterion connectedness.

the theoretically possible number of pair-wise connections between users grows
quadratically with every new member (see Equation 5 in Chapter 3).

The third success criterion for Life & Health communities is replySentiment,
shown in Table 22. It is best predicted by the length of submitted posts (in par-
ticular responses), which have a positive affect on the reply sentiment. However,
while longer posts increase the probability for words that carry positive senti-
ment, they also tend to increase the probability for words with negative senti-
ment. In this thesis, we focus on positive words to capture a good community
atmosphere, but a better distinction between positive and negative sentiment
may be required to achieve better prediction results. Moreover, the fact that the
predictor only identified two features as important despite mediocre prediction
accuracy, leads us to conclude that the expressed sentiment in texts is not well
captured by the user behaviour features we employ in this thesis. In future
work, a deeper analysis should be carried out to identify the user behaviour that
is related to positive and negative sentiment.

Normalised feature importance for replySentiment in Boards.ie
Regression Classification

100 Response length Content length 100

0 Content length Response length 0

Table 22: Top 2 most important features and their normalised importance scores for the
success criterion replySentiment. 0 means lowest normalised value, but
not literally zero.



5.5 successful user behaviour 146

5.5.3 Knowledge Creation Communities

The two success criteria for Knowledge Creation communities, namely informa-
tivity and complexity (Tables 23 and 24), are essentially content quality metrics.
Hence it is not surprising that they largely dependent on content features, such
as the length of original articles, edits and titles, as well as the number of URLs
in original posts and responses. Interestingly, the length of original articles and
edits has a detrimental effect on informativity, whereas the presence of URLs
has a positive effect. This is likely the case because URLs contain more con-
tent words (e.g. nouns, verbs and adjectives) than function words (e.g. articles,
pronouns and conjunctions). Complexity is equally affected by the amount of
content and URLs, i.e. the longer the articles and revisions, the more complex
they are. That also applies to the Title length, where longer titles seem to
hint at complex content as well. Our feature additions of Edit distance and

Normalised feature importance for informativity in Wikipedia
Regression Classification

100 Original post length URLs in original posts 100

97.5 URLs in responses URLs in responses 94.1
85.0 Title length Title length 85.3
83.2 Response length ratio URLs in posts 76.9
78.7 URLs in original posts Posts per user variation 61.3
76.0 Thread length variation Response length 57.0
70.3 Response length Response length ratio 45.5
67.3 Content length Posts per day 42.1
66.5 Posts per day Out-degree variation 36.2
65.7 Community age Original post length variation 33.5
63.8 Unique users per thread Original post length 32.4
58.4 Original post length ratio Community age 29.9
56.0 URLs in posts Seed post proportion 23.5
53.9 Content length variation In-degree variation 15.1
52.4 Number of original posts Original post proportion 13.6
51.1 Community growth User churn 9.1
50.0 Original post proportion Content length 5.0
46.0 Original post length variation Response time variation 0

44.7 Response time variation
42.5 Posts per user variation

Table 23: Top 20 most important features and their normalised importance scores for
the success criterion informativity.
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Content length change barely contribute to the prediction results, with small
importance values where they are included at all.

Beyond the content features, the prediction algorithm has found that some
user activity and interaction features are useful additions for predicting success
of Knowledge Creation communities. In particular Posts per day (i.e. original
articles + edits) and Original posts per day (i.e. original articles only), as well
as the variations of the posts and responses (i.e. edits) per user, were helpful
user activity features for predicting both informativity and complexity. The
user interaction features that the two success criteria share are the variations of
the in- and out-degrees, as well as the Unique users per thread.

However, we also see a difference in user interaction features between informa-
tivity and complexity. Whereas, for example, the Response time variation

occurs among the additional predictors for informativity, complexity profits

Normalised feature importance for complexity in Wikipedia
Regression Classification

100 URLs in posts URLs in original posts 100

98.4 URLs in original posts URLs in responses 60.6
82.8 Original post length ratio URLs in posts 53.4
68.8 Responses per user variation Original posts per day 44.5
68.1 Response length ratio Posts per day 41.8
67.1 In-degree variation Number of non-seed posts 26.4
65.2 URLs in responses Original post length 21.0
60.0 Ratio of URLs in responses Title length 20.5
60.0 Community age Content length 16.6
52.0 Number of non-seed posts Unique users per thread 7.3
49.4 Posts per day Edit distance variation 0.5
45.4 Out-degree variation Seed post proportion 0

44.4 Unique users per thread variation
43.0 Unique users per thread
41.5 VIP churn
40.9 Community size
39.5 Seed post proportion
37.0 Number of seed posts
34.1 Posts per user variation
31.9 Original post length

Table 24: Top 20 most important features and their normalised importance scores for
the success criterion complexity.
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more from the predictive power of seed post features, namely Number of seed

posts, Number of non-seed posts and Seed post proportion. Note that many
of the named user activity and interaction features are good additions to the
very strong content features but not strong predictors by themselves. As we see
in Table 12 in Chapter 4, they often have little or no correlation to the Knowledge
Creation success criteria on the whole data, but they may help the prediction al-
gorithm to further separate portions of the data that have already been divided
into “successful” and “unsuccessful” by the content features.

From the user attraction & retention category, Community age and Community

growth are helpful additions, although they do not affect community success
in the same way. The growth of the community seems to have a slight bene-
ficial effect on informativity, whereas the age is the opposite. A fast grow-
ing community shows that more and more users are joining in order to either
create high-quality content or improve existing articles. The age of the com-
munity, on the other hand, is correlated to content length: Older communities
tend to have longer articles, which is bad for complexity and in some cases
for informativity as well, as we already established. Furthermore, VIP churn

is slightly correlated to complexity, which could indicate that the creation of
convoluted and overly complex content was either the cause for or the result of
active users leaving the community.

5.6 summary

In this chapter, we employed a machine learning approach to determine the suc-
cessful user behaviour for the three community types Q&A, Life & Health and
Knowledge Creation. The first question we asked in relation to this approach
is: Can we predict community success with good accuracy, given the informa-
tion about user behaviour that is captured by the collected features (Research
Question 7)? We achieved good results across all three community types, with
accuracies of 0.67 – 0.95 (F1 score) and 0.73 – 1.0 (AUC). The lowest AUC score
was achieved by the question solving delay tsolved in the SAP Community Net-
work, which suggests a considerable amount of noise for that metric in that
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data. With the generally good accuracy results, the prediction approach shows a
strong relation between certain aspects of user behaviour and the various success
criteria. This positively answers Research Question 7 and allows us to determine
the successful user behaviour with high certainty in many cases.

The second question we asked was: Which user behaviour contributes to com-
munity success, i.e. which combination of user behaviour features reflects the
individual success criteria (Research Question 8)? We found that there are some
obvious traits of user behaviour that have an impact on the individual success
criteria, such as the effect of the answer rate for Q&A communities, content
features for Knowledge Creation communities, and user interaction features for
Life & Health communities. These likely are observations that a community
manager will intuitively look out for, but there are also less obvious aspects of
user behaviour that a community manager should not disregard.

In the case of Stack Exchange communities, for example, well-written ques-
tions (i.e. original posts) and question titles influence the question-solving per-
formance, and too many references in answers should be avoided. Similarly, the
Life & Health communities in Boards.ie do not thrive with too many URLs in
replies, but also long responses have a negative effect on the prediction of the fre-
quency of repliedTo user posts. On the other hand, the replySentiment is only
affected by content length, and benefits from longer responses. For Knowledge
Creation communities, we found that concise and frequently updated articles
are beneficial for the content quality. Additionally, we noticed that user action
and interaction features, such as the number of unique contributors per article,
improve the prediction of informativity and complexity of the created content
over pure content features. For example, while frequent edits are beneficial for
the content quality in Knowledge Creation communities, the number of editors
is important. We found that having too many editors is related to a decrease in
content quality. That summarises our findings regarding Research Question 8.

Finally, we asked: Does the same user behaviour correspond to the same out-
come of success across the different communities (Research Question 9)? Our
intention was to investigate the distinctly successful user behaviour in the dif-
ferent community types, but also to study the generalisability between commu-
nities of the same type. Intuitively, we expected certain differences, for exam-
ple that some user behaviour is more related to user-interaction based success
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criteria (e.g. connectedness), while other behaviour is more related to content-
based success criteria (e.g. informativity). The results show that this is indeed
the case. We already established that, for example, user interaction features
are among the strong predictors for Q&A performance (solved) and the social
connectedness in Life & Health communities, whereas some content features
are important for the content quality in Knowledge Creation communities.

In order to investigate whether the same user behaviour features are related to
success in communities of the same type, we compared the two Q&A platforms
Stack Exchange and SAP Community Network. What we found is that there is a
clear overlap of impactful features with only minor differences. Particularly the
two solved variables exhibit similar relations to certain user behaviour features,
which indicates that the fundamental dynamics that lead to solved questions are
the same in the two Q&A sites. The most important difference is that content fea-
tures are far less related to question-solving performance in the SAP Community
Network compared to the Stack Exchange communities.

The two tsolved variables are not quite as similar between Stack Exchange and
the SAP Community Network. However, that might be caused by the noise in
SCN’s tsolved. Therefore, the comparison between the two tsolved variables is
inconclusive. In summary, to answer Research Question 9, we observed that
different user behaviour factors are important for the various success criteria
across the different types of communities, but within the same type of commu-
nity (i.e. the two Q&A platforms) we found a considerable overlap of successful
user behaviour features.

This chapter and the presented findings complement and advance the exist-
ing academic research through the scope of the analysis carried out: First, by
defining and measuring additional user behaviour metrics, we present a more
exhaustive study of the different aspects of user behaviour and their relation to
community success. This is further highlighted by our efforts to compare the
relation of all these metrics on three different community types, which enables
us to analyse and evaluate community success and the related user behaviour on
a bigger scale than has been done before. Some of the existing articles either
proposed success-related user behaviour features without any evaluation [Pre01;
WL11; You13], used simple analysis to investigate a small number of features
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[JNM11] or examined members’ and managers’ perception of success in surveys
[WBE97; LSK03; LSK04].

Others introduced the use of machine learning (ML) to predict certain aspects
of communities that may contribute to success. That includes changes in user
activity from the composition of user roles [ARA11; RA12; RFA+13], group sta-
bility from group characteristics including size, activity and structure of video
game guilds and DBLP co-authorship networks [PLG13], and productivity in
Wikipedia articles from user turnover (i.e. churn) [QSC14]. Our approach fo-
cuses on community success criteria that are specific to the type of community
(e.g. solved questions in Q&A communities and content quality in Wikipedia
communities) and we use machine learning as a means to identify the aspects
(i.e. features) of user behaviour that are related to the various community suc-
cess criteria. We do this on a bigger scale than before, by covering a wide range
of user behaviour features and by comparing three types of communities with
the same methodology.

The ML approach also allows us to detect features that are only important in
the presence of other features, but not by themselves. For example, the correla-
tion analysis in Chapter 4 showed that the Number of non-seed posts has no
correlation with the tsolved success criterion in Stack Exchange, but the learning
algorithm ranked it in the top 5 (regression) and top 10 (classification) of the
most important features because it gained importance in the presence of other
features. Using ML, we also discovered relations that were perhaps not expected,
such as the negative impact of too many URLs in answers and too many contrib-
utors in Wikipedia articles. In summary, we showed that the machine learning
approach is not only suitable for the scale of our analysis, but can also reveal new
and previously unknown links between user behaviour and community success,
and therefore benefits the task of community success analysis.
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In the previous chapters, we defined success criteria of various types of online
communities, and evaluated the user behaviour that contributes to success via
correlation analysis and machine learning. In doing that, we followed a black
box approach, where we measured each community’s characteristics such as
growth and user activity, and compared them to the different levels of the suc-
cess criteria. In other words, we determined the co-occurrence between certain
user behaviour traits and the success criteria, without explicitly knowing how
they are connected internally, and therefore without being able to establish the
cause-and-effect relation between input and output. For example, we observed
a positive relation between having many answers per question and the perfor-
mance in Q&A communities, whereas user churn has a negative relation, and
community size has no relation whatsoever. We often assumed a direction of ef-
fect, i.e. many answers increase the probability of solving a question, and users
who abandon the community remove their power of solving questions from it.
How ever plausible these assumptions may be, the black box approaches of
correlation analysis and machine learning do not provide proof of that causal re-
lation or any community-internal dynamics in general. However, understanding
how these internal user interaction dynamics cause the resulting outcome for the
community as a whole is crucial for studying success of online communities.

In this chapter, we propose an agent-based model of online communities to
further investigate these dynamics of user behaviour and the effect on the sur-
vivability and success of the community. Computational and non-computational
models have seen usage in the online community literature to explain certain
phenomena, such as community sustainability [But01], sociability [AZ09], and

38 This chapter is based on our work on the Q&A community model published as [AH14].

152



community simulation 153

user motivation [RK14] (see Chapter 2 for more details). These models offer a
cost-effective and unobtrusive way to gain insights into the emerging patterns
and dynamics of user interactions. That is especially important when such in-
sights cannot be obtained purely by analysing the recorded data, and when in-
terventions on live communities would disrupt their functionality or cause bias
by users who are aware of the experiment.

The purpose of simulating user interactions in online communities based on
the proposed model is manifold: First, it will allow us to show some of the
causal relations that we suspected in earlier chapters, such as the impact of ac-
tive responders on various community success criteria, and on the other hand,
the irrelevance of community size and general user activity. Second, we will be
able to investigate the conditions under which online communities will thrive or
perish. For example, how many active users are needed to ensure community
survival? Finally, with the simulation, we can estimate to what degree external
events will likely affect the community survival. An important issue for com-
munity managers is how robust their community is in the presence of malicious
users and external attacks, and with the simulation, we can address this issue in
a controlled environment without causing harm to a live community.

In this chapter, we describe and validate the proposed model, thereby address-
ing the following research questions:

rq 10: Can we encode the basic elements of user behaviour in different online
communities in one computational model?

rq 11: What are the core elements of user behaviour that the different commu-
nity types have in common?

rq 12: Can we utilise the developed model to identify the success conditions
for online communities through simulation?

In Chapter 7, we will discuss the application of the proposed model in the
context of simulating conditions for community survival and success.
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6.1 methodology of the modelling approach

Modelling, and in particular agent-based modelling, is the task of representing
a narrowly defined aspect of real life in an abstract system that exhibits similar
dynamics and produces similar outcomes like the observed reality. A model,
as discussed in this context, is always “wrong” in the sense that it always is a
simplification of the complex system that is reality, with a certain tolerated error
margin. However, if the model accurately reproduces a small enough and well-
defined part of reality, it is a powerful tool to explain system-internal dynamics
that are not observable from the outside, and to predict the effect of certain
interventions to the system. The part of reality we model in this thesis are
the user interaction dynamics in online communities, revolving around the two
fundamental parts of the social interaction: initiating communication (i.e. by
creating a thread) and responding (i.e. replying to a thread).

Figure 8: The modelling process consists of the three steps of observation, calibration
and validation. This process is repeated until the model reaches an acceptable
maximum deviation from reality.

As depicted in Figure 8, the modelling approach can be summarised in three
steps, namely observation, calibration and validation. First, we examine the data
with respect to the user behaviour in online communities. We observe how users
join the community, what their activity profiles are regarding creating threads
and replies, and when they become inactive. Throughout the description of
the model in this chapter, we will often refer to the long-tailed shape of user
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behaviour, such as the activity distribution in Figure 10 on page 162. This is
a prime example of the insights we obtain by observing the user behaviour in
the data. Similar long-tailed distributions have been observed in many natural
occurrences, including human activity [Nie06; CSN09]. While Clauset et al. at-
tributed the observed phenomena to power-law functions (f(x) = xk, for any
constant k) [CSN09], Virkar and Clauset later showed that many of the inves-
tigated data are better explained by exponential functions (f(x) = kx, for any
constant k) [VC14]. Based on these findings, we design the user interactions in
our model using exponential functions, as we will describe later on. This serves
as a proof of concept, but the model can be adapted to power-law or other shapes
of distributions if they are more adequate for the specific use case at hand.

With our observations in mind, we design and shape the agents that represent
real life users and create rules that enable them to act and interact like the ob-
served users. This is the calibration stage, where we adapt our model of user
behaviour so that the simulated output matches our observations in the data.
The model calibration has an element of trial and error, where we combine vari-
ous interaction rules, thresholds and distribution functions in order to approach
the observed behaviour patterns. In the third step in every iteration of the model
development, we validate the model in terms of the error between the simulated
agent activity and the observed user activity. The purpose of the validation is
reducing the produced error by re-evaluating and re-calibrating the model be-
haviour until it satisfies the modeller’s expectation of accuracy and validity.

In the remainder of this chapter, we will describe the elements of the final
model iteration and the observations on which they are based (Section 6.2).
Many aspects of the modelled user behaviour are the result of a combination
of several model elements. Hence, we will first focus on the individual model
elements and afterwards discuss the validation of various composite aspects of
user behaviour at the end of the chapter (Section 6.3).
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6.2 model description

In the previous chapters, we compared success criteria and user behaviour in
three different types of online communities, namely Q&A, Life & Health and
Knowledge Creation communities. The reason we could compare them to one
another is that the basic functions of user actions and interactions is the same
in these and other types of online communities. We can observe the following
behaviour across the various types of communities we study in this thesis: The
community attracts users based on its popularity, which results in users joining
at a certain rate. Then, at any point, a user may create a new thread by com-
posing an original post, based on the user’s need. Their need may consist of a
need for information as in the case of Q&A communities, a need for emotional
support and social interactions like in Life & Health communities, or a need to
have one’s topic of interest represented in the knowledge encyclopaedia such
as Wikipedia. Other users may choose to contribute to a community thread by
responding to an existing original post based on their level of engagement in
the community. The level of engagement varies between the users, which causes
some users to contribute little and leave the community soon, whereas other
users are very active and may stay to the end of the community.

In Research Question 11, we ask what are the core elements of user behaviour
that can be found in online communities, independent from the specific type
of community. We argued that the basic dynamics in online communities can
be summarised as user attraction, user need, user engagement and user churn.
Hence, we build our model around the same building blocks, and we will show
that these elements reproduce user behaviour from different community plat-
forms. In summary, our model consists of the following four basic concepts:

1. Users join the community (i.e. the simulation world) based on its current
popularity (e.g. a trending topic), assuming that all joining users have
some degree of interest in the discussed topic.

2. Users create new threads based on their need (e.g. information or social
interactions) inside the community.
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Community

Original post

Response 1

Response 2

Response n

…

Thread k

Disengagement-parameter

Need-parameter

Join-rate

Thread-visibility

Model input parameters

Agent interaction rules

Create new thread

Respond to thread

Engagement

Disengagement-factor

Need

Agent attributesAgent i

Agents j ≠ i

Figure 9: Overview of the relationships between the agents and the created objects, i.e.
threads and posts, in the community model. The agent activity is defined by
the interaction rules as well as the agent attributes, and regulated by the input
parameters.

3. Users respond to other users’ original posts in existing threads based on
their engagement level (e.g. writing an answer or contributing to a knowl-
edge article by helping to improve it).

4. Users become inactive and therefore leave the community when their en-
gagement in the community is depleted.

In this thesis, we focus on the common denominator between the different
types of communities. In reality, the various community types, and even dif-
ferent implementations of the same type, are subject to factors outside of the
scope of this work, such as the impact of the user interface and the reward and
reputation systems. The community model we describe in this chapter does
not consider these external factors. However, many of the effects are captured
implicitly by the model, for example by regulating the number of threads that
a user can see (influenced by the user interface) and by representing different
activity levels of users (influenced by rewards).

In the following sections, we describe the various parts of the model in detail,
including the model input parameters, the agent attributes and the interaction
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rules. Figure 9 shows the relationship between the actors and the created objects,
which is controlled by the model input parameters and the interaction rules. The
model is an extension of our work on user interactions in Q&A communities
[AH14], which utilises elements of Butler’s conceptual resource-based model of
sustainability in online communities [But01], and offers the generalisability to
cover different types of online communities. The central aspect of the proposed
model is user engagement, which affects not only the observable user behaviour
such as posting activity, but also the join rate of new users and the rate at which
they become inactive and leave the community.

The terminology we use in the remainder of this chapter originates from dis-
cussion forums, where a community is composed of users (represented by agents)
who create threads that, in turn, consist of the original post and zero or more re-
sponses that are submitted by other agents. Figure 9 on page 157 depicts these
community elements. We can also interpret the Wikipedia community inter-
actions in this way, as we discussed in earlier chapters: An original Wikipedia
article attracts responses in the form of content edits, and the original article and
edits together form a thread. This way, our model is generalisable and applicable
to many different types of online communities.

In the following description of the model’s attributes and parameters, we will
sometimes use the term “time” or “time step”. In the universe of our model,
time is not a constant and continuous concept but rather the discrete event of
one turn or iteration of the model, in which a number of agents are activated
and carry out one action each, before they return to their inactive state until the
next iteration of the simulation. The activation of agents (based on an activity
threshold) and their respective actions mark one step of time in our model.

6.2.1 Model Input Parameters

We control the entire agent behaviour with the four model input parameters
disengagement-parameter, need-parameter, join-rate and thread-visibility.
These represent macro parameters that are later either manually tuned by the
modeller or automatically learned through machine learning to produce the spe-



6.2 model description 159

Model input parameter affects Description
disengagement-parameter disengagement-factor

need-parameter need

join-rate community growth
thread-visibility select active thread

Parameters for
tuning agent
behaviour

Agent attribute initialised with
engagement 1

disengagement-factor 1− e
−
(

06rand(x)<1
disengagement-parameter

)
need e

−
(
06rand(x)<1
need-parameter

)
Attributes that
define the be-
haviour of in-
dividual agents

Agent activity and interaction relies on
community growth join-rate

agent activation engagement

create new thread need

create response to active thread thread-visibility

Rules by which
the agents act
and interact

Table 25: The simulated community behaviour is controlled by the model input pa-
rameters, which affect the agent attributes and activity and interaction rules.
The input parameters are set by the modeller, and the values for engagement,
disengagement-factor and need are distributed among the agent population
according to the specified formulae, where rand(x) describes a random float.

cific characteristics of different communities. Table 25 gives an overview over
the model input parameters and how they affect the model behaviour through
the agent attributes (Section 6.2.2) and the activity and interaction rules (Section
6.2.3).

Disengagement-parameter

In our model, the input parameter disengagement-parameter controls the prob-
ability with which agents become inactive (i.e. disengage from the community)
after they create a post. In other words, the parameter regulates how many
agents are likely to disengage soon after their first post, and how many agents
are likely to stick around and contribute more to the community.



6.2 model description 160

Need-parameter

The need-parameter controls how many agents exhibit need, e.g. for replies or
social interaction, and hence create new threads when they activate. An agent
with a high need value will likely choose to create a new thread, whereas an
agent with little need will more likely choose to respond to an existing thread.

Join-rate

Whereas the first two parameters control the agent behaviour directly, the join-

rate parameter only affects the growth of the community. Some communities
have a tremendous attraction to new users, for example because of a trending
topic or a topic that many people are interested in. On the other hand there
are niche communities where users discuss highly specialised topics or perhaps
very intimate details. In our model, the join-rate represents the different levels
of community popularity or attractiveness.

Thread-visibility

The final model input parameter, thread-visibility, represents the visibility
and accessibility of created threads. There are several factors that affect how long
content is visible to, and therefore easily accessible by, community members. The
most prominent factor is the user interface, which usually restricts the number
of threads that are shown on the front page. In a chronologically ordered series
of threads, the thread-visibility parameter controls how many of the most
recent39 threads are visible to the agents.

39 In previous work, we concluded that recency is the most important aspect to modelling content
visibility and accessibility [AH14].
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6.2.2 Agent Attributes

The model input-parameters we described in the previous section are macro
parameters that are tuned on each community. As shown in Figure 9 on page
157, the agents themselves are characterised by the model-internal attributes of
engagement, disengagement-factor and need. These attributes are not tuned
directly but are drawn from the respective distributions that are created by the
macro model input parameters.

The long-tailed trends that we observe in the collective behaviour of people
(some of which we discuss here in this thesis) show that community members
are not all the same. For example, some produce a lot of content, whereas the
majority of the members become inactive after just a few posts. In order for
agents to exhibit differences in their activity patterns similar to what we observe
in the real world, we equip them with a number of attributes that define the
behaviour of the individual agent and distinguish it from other agents. We
represent each agent with three attributes that capture their engagement levels
and their drive towards either creating new threads or responding to existing
threads during their turn.

Engagement

The attribute engagement works as an activity reservoir. The idea behind this
is that the more engagement is available to an agent the higher is its probability
to activate during a given time step, and hence the more active will the agent
be over the course of the community’s life time. In our model, the engagement
reservoir of each new agent is filled to 100%, and posting actions consume this
resource (see Figure 12 on page 165).

The main reason why each agent starts with a full engagement reservoir is
to enable the agents to become active at least once after joining the community.
This requirement originates in the fact that community platforms are usually
oblivious to, and do not record, lurker activity. These are users who consume
content without ever creating an account and contributing to the community.
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Figure 10: The distribution of posts per user shows a clear long-tailed shape. This ex-
ample is taken from the SCN forum 328 (anonymised) and represents users
who created between 1 and 50 posts.

For our model that means that lurkers are not explicitly represented either, and
every user known to the system has at least posted once.

Disengagement-factor

It has been observed that human behaviour collectively follows a long-tailed,
often exponential, trend [CSN09; VC14], which we confirmed for user activity
and expertise in Q&A forums [AH14]. Figure 10 clearly shows the long-tailed
distribution of the number of posts that each SAP user wrote in community
328 (anonymised) before they became inactive and either left the community
completely or became lurkers. The particular relation between active users and
lurkers has also been investigated in a 2006 study, where Nielsen described a
90-9-1 distribution of user activity in online communities: 90% of users do not
contribute to the community (i.e. lurkers), 9% contribute in a small amount, and
1% contribute actively and produce most of the content [Nie06].

The disengagement-factor determines how fast the individual agent con-
sumes its engagement reservoir. As per the observed long-tailed trend, we use a
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natural exponential function (f(x) = ex, with the Euler constant e) to distribute
the disengagement-factor among the agents as described in Equation 15:

disengagement-factor ∼ 1− e
−
(

x
disengagement-parameter

)
, (15)

where 0 6 x < 1 is a uniform random number, and disengagement-parameter

is the model input parameter that controls the slope of the distribution, tuned
on each community (introduced in Section 6.2.1). The negative exponent in
Equation 15 generates a distribution with an exponential shape but within the
limits of [0, 1). The value is then subtracted from 1 (the maximum engage-
ment) in order to invert the slope of the distribution so that the majority of
the agents will disengage quickly after just a few posts (i.e. they have a high
disengagement-factor), whereas a small portion of the agents will disengage
with a much lower rate and remain active for longer periods of time (stemming
from a low disengagement-factor).

Need

The role of the need attribute is to control when an agent creates a new thread
rather than responding to an existing thread. Its name comes from the idea
that users turn to the community because they have a need for something the
community can provide. In the case of Q&A communities, the users may have
a need for information and will turn to the community to ask for help with a
certain topic. Not dissimilar to this, in Life & Health communities, the users
may have a need for social connections and emotional support, which they hope
to fulfil by attracting replies from other people. On the other hand, the need
of members of Knowledge Creation communities is expressed by their demand
to create valuable content about their topic of interest, where the community
provides users who can help to improve the quality of the written knowledge
article.

These different interpretations of need translate to the creation of new original
posts or articles for which the creators hope to attract responses in the form of
answers, replies or content edits. In our model, and in the terminology of this
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Figure 11: Similar to the distribution of posts per user, the distribution of new threads
created per user also shows an long-tailed trend. This example shows users
who created between 1 and 20 threads in the SCN community 328.

thesis, original posts and articles are representative for newly created threads
that are open to responses from other agents. Based on our observation of the
long-tail shaped distribution of need in the form of threads created per user (see
Figure 11, and analogue to the distribution of the disengagement-factor among
the agents (Figure 10 and Equation 15), the agents’ need will be distributed
based on the natural exponential function (f(x) = ex, with the Euler constant e)
according to Equation 16:

need ∼ e
−
(

x
need-parameter

)
, (16)

where 0 6 x < 1 is a uniformly distributed random number, and the need-expon-
ent is one of the macro model input parameters that we introduced in Section
6.2.1. The distribution of need among the agents will also be within the limits of
[0, 1), where the majority of agents will have a small need and tend to respond to
existing threads compared with a small number of agents with great need and
the tendency to exclusively create new threads.
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6.2.3 Agent Activity and Interaction Rules

The last piece missing in the puzzle is the description of how the agents activate
and interact based on the attributes that are given to them. Figure 12 presents
an overview of that process. In a nutshell, this is what happens in one iteration
of the simulated model: First, new agents join the community. Then, a number
of agents are activated based on their activity profile. When activated, agents
decide whether they create a new thread or respond to an existing thread. If they
choose to respond, then they select a suitable thread and create a response to it.
Actions, i.e. creating a new thread or posting a response, consume the agents’
engagement based on their disengagement-factor. After an agent performs an
action, or if the agent for some reason fails to perform an action (e.g. because
there are no recent threads available to respond to), it returns to its inactive state
where it remains until it gets the chance to reactivate in the next model iteration.
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Figure 12: At each time step, agents with a high engagement value activate, and either
enable interaction by creating a new thread or establish an interaction by re-
sponding to a thread of another agent. Each action consumes a portion from
the agent’s engagement pool.
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Community Growth

The beginning of every online community is marked with the post of the first
user who joined the community, although their role may be better described as
the creator of the community. Analogue, the model simulation begins with the
first agent who joins the community. Then, in every subsequent iteration of the
simulation, the number of joining agents is determined based on the join-rate

parameter.

However, no matter how small or big communities are, eventually their user
attraction will decline, for example as shown by the user join rate per month of
SCN community 328 in Figure 13. The initial boost in popularity that may have
been caused by a hot new topic eventually diminishes. We argue that one of the
main reasons for a community to become less attractive to new members is that
the engagement of currently active users is low, perhaps because the discussed
topic lost traction. In other words, a community that has not seen much user
activity in the recent time does not attract many new members. Some online
communities might be around only for the duration of a certain event and perish
soon thereafter, whereas others remain active for many years before the topic
loses interest or the community platform is replaced with newer technology.

Figure 13: The number of new users per month over the life time of SCN community
328. The fluctuation per month and the decline of newly joined users is
clearly visible.
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In our proposed model, we implement the affect of a diminishing activity on
the community growth by “penalising” the join-rate parameter by multiplying
it with the average agent engagement. Only if the agents are highly engaged the
community will attract new members with maximal capability.

In detail, during every iteration of the model simulation, a random number of
new agents join the community, where the exact number is drawn from a normal
distribution with mean µ and standard deviation σ = 0.3 ∗µ. The purpose of the
normal-distributed number of joining agents is to represent the fluctuation of
new users that join in a given period of time, i.e. the deviation from the average
as exemplified by the kinks in Figure 13. For the sake of model simplicity, we de-
fine that σ scales with µ by the factor of 0.3, so that µ approaches a minimum of
0 and a maximum of 2µ new agents per time step. The value of µ is determined
by the join-rate and the average agent engagement as follows:

µ = engagementavg ∗ join-rate, (17)

where 0 6 engagementavg 6 1 is the average engagement of all agents who
recently40 activated and created a post, and join-rate is the parameter that is
tuned on the specific community. In this way, we achieve a self-regulating join
rate that reflects the current level of member engagement: Communities that are
inactive attract fewer users than highly active communities. As the engagement

reservoir of each new agent is initialised with 100% (see Table 25 and Section
6.2.2), the model creates the initial surge of new users joining the community
that we observe in many communities.

In the real world, a highly active community creates traffic through user inter-
actions, which increases the visibility of the community to the outside. That, in
turn, attracts new users. Algorithm 1 summarises the mechanism with which
the number of new agents is determined in every time step of the simulation.

40 In our experiments, we chose 20 simulation iterations as a simplified estimation of recency that
worked reasonably well for all simulated communities. This time window can be adapted in the
model implementation.
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Algorithm 1: Agents join the community

Input: agent set, join-rate, window size w

Output: number of agents who join the community per time step
1 begin
2 engagementavg ← average engagement of agents who created a post in the

w last time steps
3 µ← engagementavg * join-rate
4 n← number of new agents to join the community drawn from a random

distribution with parameters µ and σ = 0.3µ: randomNormal(µ, σ)
5 return n

6 end

Agent Activation

The second part in every time step of the simulation after the joining of new
agents is the activation of agents. As we depict in Figure 12, the activation of
an agent is determined by an activity threshold, which is a random number
between 0 and 1, and will be determined at the start of every simulation step.
The agent’s engagement has to exceed that activity threshold for it to activate.
Only active agents are able to create new threads or responses. Algorithm 2

summarises the process by which the agents will be chosen that will be active
during each turn.

Algorithm 2: Agent activation

Input: agent set
Output: list of activated agents

1 begin
2 activityThreshold← random(1.0)
3 activeAgents← agents with engagement > activityThreshold
4 return activeAgents

5 end
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Create New Thread

We discussed earlier that a need arises when a user is in demand of something
that the community may be able to provide, such as information and support.
By creating a thread, a user invites other users to participate in their thread
by responding. In that sense, a thread is the core platform for user-to-user (or
agent-to-agent) communication within an online community.

At the start of every turn, the simulation will therefore negotiate a need thresh-
old, by which agents will decide to create a new thread rather than a response to
an existing thread. Every agent whose need attribute is equal to or higher than
the need threshold will choose to create a new thread as their action in that turn.
However, creating a thread comes at a cost. The agent pays a portion of their
engagement reservoir for the ability to attract responses. In our experiments
during the model building stage, we found that we can reproduce the observed
data regarding thread creation best by making the reduction of engagement non-
deterministic. Hence, the agent will “pay” engagement with the probability of
their disengagement-factor attribute. The cost they are paying is equal to the
value of their need attribute.

Figure 14: The proportion of responses per user (x-axis) compared with the total num-
ber of posts per user (up to 500 posts, y-axis) of the SCN community 328

exemplifies that the most active users create very few new threads compared
with the number of responses they post.
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In this way, we achieve a distribution of new threads vs. responses per agent
similar to what we observe in the data in Figure 14. There, we see that users
who create mostly new threads without responding much to others – they are
close to 0 on the x-axis – are not very active users – i.e. they are close to 0 at the
y-axis as well. In our model, the agents will behave in the same way, due to the
fact that they pay a relatively high cost for creating a new thread compared to
responding (see in Section “Create Response to Existing Thread” below). Note
that the need threshold is only relevant for agents who have been activated by
the activity threshold in the same turn.

Create Response to Existing Thread

If the need attribute of the activated agents does not exceed the random need
threshold of the current simulation time step, they will attempt to select an
available thread and respond to it, or skip their turn if there is no suitable thread
available. In previous experiments on Q&A communities, we observed that
recency is the prime factor for replying to questions [AH14]. The reason for
that lies for a big part in the user interface of current community platforms,
which usually offers content in reverse chronological order to the users. The
user’s preference for fresh and up-to-date content [LSK04] likely contributed to
that state-of-the-art implementation of community user interfaces. The effect of
this can be seen in Figure 15, where the distribution of response times has a
long-tailed shape.

Therefore, responding agents will pick a recently created thread with a greater
likelihood than an older thread. We found that the steep slope of the natural
exponential function, that we used in other parts of the model, caused agents
to ignore older threads too often compared to our observations in the real data.
Instead, we use the natural logarithm (f(x) = ln(x)) to describe the likelihood of
picking an older thread. Equation 18 defines the time window from which an
agent selects a thread:

maxThreadAge = − ln(x) ∗ thread-visibility, (18)
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where thread-visibility is a macro model input parameter, and 0 6 x < 1 is a
uniformly distributed random number to imitate the varying patience of differ-
ent users to scroll down on the community website or click through the pages
that present the threads. The negative natural logarithm creates a positive long-
tailed shape between 0 and 1, which is then modified by the thread-visibility

parameter that is tuned on each community.

The second criterion for a suitable thread is that agents are prohibited from
selecting one that they created themselves. We decided for this design to simplify
the concept of user needs and gratification, thus preventing agents to fulfil their
own need. In a real world scenario, users might respond in their own threads to
give additional information or provide feedback on others’ responses, however,
their need can only be fulfilled by other users of the community through the
information and support they offer.

In the normal process of the simulation, agents are very likely to find a
suitable thread. They will then proceed to create a response to that thread,
which translates to an answer in Q&A communities, supportive replies in Life
& Health communities, and content edits in Knowledge Creation communities.
In doing so, they also pay a cost in engagement, similar to the cost for creat-
ing a new thread that we described earlier. With the probability of the agents’

Figure 15: The distribution of response times (in hours, capped at 48) of SCN commu-
nity 328 again shows the long-tailed trend in user behaviour, where most
people respond to very recent threads and few respond to older threads. The
bump between 14 and 24 hours is likely caused by night and working hours
when people are typically not active in the online community.
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disengagement-factor, their engagement will be reduced by the value of the
disengagement-factor. An agent with a high disengagement-factor is likely
to pay the cost, and will pay a considerable amount. That describes the majority
of agents, as most agents (and users) will discontinue their community activ-
ity only after a few posts. When an agent’s engagement reservoir approaches 0,
the agent becomes effectively inactive as they will no longer exceed the activity
threshold.

In the case where no suitable thread is found, the agent will skip their turn
but will still pay the engagement cost. This is based on the assumption that users
start to lose interest in the community when they wish to participate but do not
find a suitable thread to contribute to. The model imitates this disappointment,
and reduces the agents’ enthusiasm and motivation to return. In the simulation,
this typically happens in one of two situations: Either the community might
have been founded by a very active agent, who is desperately waiting for other
agents to join and create their own threads, or for some reason the need of active
agents is reduced and fewer threads are being created.

Algorithm 3 gives an overview of how the previously described components
work together for the simulated model. This is the algorithmic representation of
the model overview that was introduced in Figure 12. In Appendix D, we show
an example implementation of the complete model using the easily accessible
multi-agent framework NetLogo [Wil99].
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Algorithm 3: Model overview

Input: model input parameters disengagement-parameter, need-parameter,
join-rate and thread-visibility, and observed community
characteristics: number of users, threads and responses

Output: agent interactions according to the model input parameters and
similarity to desired community characteristics

1 begin
2 repeat
3 new agents join the community according to Algorithm 1

4 set random activity and need thresholds
5 select active agents according to Algorithm 2

6 foreach active agent do
7 if need > need threshold then
8 create new thread
9 pay cost of need with probability disengagement-factor

10 else
11 attempt to select recent thread from another agent
12 if thread selected then
13 respond to selected thread
14 end
15 pay cost of disengagement-factor with probability

disengagement-factor

16 end

17 end

18 until desired community characteristics reached (e.g. size);
19 return agent interactions and simlarity to desired community characteristics

20 end

6.3 model validation

In the model description section, we often used the SCN community 328 (anony-
mised) to exemplify certain user behaviour trends in the data that we wish to
reproduce with our model. The criterion for selecting community 328 as the
example is that it exhibits the most common characteristics of user behaviour
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that we observed across all communities. However, in order to judge the ac-
curacy of the model, we validate it against a number of different communities
taken from the platforms we discussed in Chapter 3: Q&A communities from
Stack Exchange and the SAP Community Network, Life & Health communities
from Boards.ie, and Knowledge Creation communities from the Simple English
Wikipedia. We will thereby show that our model is generalisable and can gen-
erate online community activity that can be found in the different community
platforms. In particular, we evaluate the following aspects of user behaviour that
is simulated by the model: joining the community, posting (including creating
new threads and selecting available threads to respond to), as well as leaving the
community by becoming inactive.

In the following comparisons between the model outputs and the observed
data, we will show the similarity and differences visually in the form of plots. In
addition to that, we will also quantify the similarity with the root mean square
error (RMSE) and the explained variance (R2) that we introduced in Chapter
5. Here, we use these metrics to measure the difference in absolute amplitude
(RMSE) and relative shape (R2) between the plotted results. R2 maps the differ-
ence between observed and simulated data points into a 2-dimensional plane.
The more these differences are aligned as a straight diagonal line, the more sim-
ilar is the shape of the two data sets, irrespective of the absolute difference in
amplitude. The RMSE score, on the other hand, shows how close two distribu-
tions or time series are not considering their shapes (although vastly different
shapes will also result in a high RMSE). RMSE always has to be considered with
the scale of the data in mind, as it depends on the variance of the data points.
We will report these two metrics along with the comparison plots, where the R2

is especially of interest because of its goodness-of-fit characteristics.

With yi and fi as the observed and simulated data points, respectively (bin
values in histograms or y-values in time series), and with ȳ and f̄ as the average
of the observed and simulated data points, respectively:

RMSE =

√∑n
i=1(fi − yi)

2

n
(19)
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R2 = (correlation coefficient)2 =

( ∑n
i=1(fi − f̄)(yi − ȳ)√∑n

i=1(fi − f̄)
2
∑n
i=1(yi − ȳ)

2

)2
(20)

6.3.1 Creating New Threads

The agents that represent users are guided in their actions by two factors, i.e.
their need (attempting to attract responses by creating a new thread) and the
rate at which they lose interest in engaging in community activities (see Section
6.3.2). In order to quantify the model’s ability to capture user need, we measure
the number of threads created per user, as well as the proportion of creating new
threads vs. responses per user.

We discussed in Section 6.2 that the distribution of threads created per user
has a long-tailed shape. In the data of the four community platforms, we observe
two prominent shapes of this distributions: one where many users do not create
threads themselves but focus on responding, and one where many users create
between 1 and 5 threads.

The Boards.ie and Simple English Wikipedia communities exhibit a behaviour
where a big part of the users create no threads themselves, and almost all users
have less than five threads to their name. This distribution is shown in Figure 16a
(blue), where we plot the number of threads per user of the Boards.ie community
1011. In the same figure, we also show that our model is able to create the same
shape of distribution (in red), with the need-parameter set to 0.07, reaching an
almost perfect R2 close to 1.0. Note that we cut off the distribution of created
threads per user at 20 for a better visualisation of the long-tailed shape in the
low range. About 99% of the users and agents fall into that range.

On the other hand, many communities in the Stack Exchange and SAP Com-
munity Network platforms exhibit a distribution of created threads per user that
peaks at 1 and is more spread out, showing that here, more users create threads
compared to the Boards.ie and Simple English Wikipedia communities. Figure
16b exemplifies this on the SCN community 44 (blue). Here, our model is also
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(a) Simulation parameter: need-parameter 0.07

(b) Simulation parameter: need-parameter 0.6

Figure 16: The distribution of threads created per user shows two prominent shapes. In
some communities users focus more on responding (16a), whereas in other
communities more users create threads (16b).

able to reproduce a similar behaviour with the need-parameter set to 0.6 (red),
resulting in an R2 of 0.91.

Besides the distribution of threads created per user, we also measure the bal-
ance between creating new threads and responding to existing threads in or-
der to evaluate the model’s capabilities to reproduce the trade-off between the
two for every agent. In Figure 17, we show that there are three basic shapes
of response proportion distribution across the different community platforms,
namely mostly responses (17a), mostly threads created with some responses
(17b), and an equal mix between the two (17c).
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(a) Simulation parameter: need-parameter 0.2

(b) Simulation parameter: need-parameter 1.0

(c) Simulation parameters: need-parameter 0.5,
disengagement-parameter 0.5

Figure 17: The distribution of the response proportion per user shows three basic
shapes: a strong peak at 1.0 (17a), two peaks at 0.0 and 1.0 respectively (17b)
and a more even distribution where the peaks at 0.0, 0.5 and 1.0 are far less
distinct (17c).
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The first instance (a massive focus on responses) represents many commu-
nities in the Boards.ie and Simple English Wikipedia data sets. In Figure 17a,
we show the Simple English Wikipedia community 175 as an example thereof
(blue). That behaviour results in long threads (or in the case of Wikipedia in
much-revised articles), as many more responses than new threads are created.
Our model can reproduce this behaviour with an R2 close to 1.0 , with the
need-parameter set to 0.2 (red).

The Stack Exchange communities (e.g. community 48 in Figure 17b, blue) fall
into the second category, with a strong focus on creating threads, i.e. posing
questions to which the users hope to get answers. Note that the distinct peak
at 0.0 does not necessarily mean that most questions go unanswered. Highly
active users are more likely to represent the smaller peak at 1.0, so the combined
number of answers of the active users may compensate for the high number of
users who write only questions. However, it does indicate an imbalance between
questions and answers, and an analysis of the example community 48 reveals
that there are only 3443 answers for 2540 questions. Unless 74% of the answers
are accepted solutions, it is likely that many of the posed questions are not
solved to the askers’ satisfaction. Our model can create the same scenario, with
the need-parameter set to an alarmingly high 1.0 (red).

The middle ground of creating new threads and responding to existing ones
is prominent in the SCN communities. Figure 17c shows how users almost
equally post questions and answers in the SCN community 56 (blue). This is
indicative for a healthy balance between asking and answering, and the com-
paratively high number of solved questions in that community (47%) puts it
into the top 3 of the best performing SCN communities, which shows that
this balance may be important for the community’s success. In our model,
we achieve this distribution of threads and responses per agent with an R2 of
0.84 by setting the need-parameter to 0.5 (red). At the same time we set the
disengagement-parameter to 0.5 in order to increase the agents’ activity before
becoming inactive, thus contributing to the plot area between 0.1 and 0.9 in Fig-
ure 17c.
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6.3.2 Posting Activity

We established that the overall posting activity, including creating threads and
responding, exhibits a long-tailed shape. Figure 18 shows this behaviour for
the Boards.ie community 670 (blue), and we have seen almost the exact same
distribution earlier for the SCN community 328 (Figure 10). In general, all four
community platforms share a similar distribution of posts per user, where the
majority of the users in the Boards.ie and SCN communities tend to post up to
30-50 posts, whereas the majority of users in Stack Exchange and Simple English
Wikipedia communities post less, with up to 20-25 posts.

Similarly to the number of threads per user, our model is able to reproduce
the long-tailed user behaviour for all posts per user (Figure 18, red) with an R2

of 0.99. The model parameter disengagement-parameter is mainly responsible
for that behaviour. A higher value will draw out the curve of posts per agent,
and a smaller value will cause agents to become inactive shortly after posting
one or two times. The disengagement-parameter is set to 0.08 to achieve the
desired curve in Figure 18.

In addition to the distribution of posts per user over the whole community
life time, we also look at how the average number of posts per user develops
from the start of a community to its end (or rather to the end of the recorded
data in most cases). We observe that the most common development of the

Figure 18: The distribution of total posts created per user shows the typical long-tailed
shape where most people write between 1 and 6 posts, as exemplified with
Boards.ie community 670 (blue); disengagement-parameter 0.08 (red).
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(a) Simulation parameter: disengagement-parameter 0.45

(b) Various trends of user activity over time, normalised from start to
finish of each community

Figure 19: The development of the average number of posts per user exhibits a slowing
growth in many communities (19a). Other trends, e.g. negative growth (yel-
low, 19b) or no growth (green) are not currently implemented in the model.

number of posts per user in the data is a growth that starts fast, then slows
down towards an equilibrium. This is shown in Figure 19a with the example of
the Boards.ie community 255 (blue). With the disengagement-parameter set to
0.45, our model produces a very similar growth of agent posting activity over
time (red) with an R2 of 0.95. Increasing and decreasing this parameter affects
the number of posts per agent, thus we can also produce different levels of the
posting activity. In the data, most communities have an average number of posts
per user between about 2 and 15.

Other types of user posting activity that we observe in the data show differ-
ent trends as well. The most prominent exceptions are many Stack Exchange
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communities, where it is common that the user posting activity decreases after
an initial boost at the start of the community. A potential reason for that could
be the incubation phase where new Stack Exchange communities are started,
usually by enthusiastic members who want to help the new community getting
traction. Once the desired amount of participation has been reached, the active
contributors might then turn their attention to other communities of which they
are members. This behaviour is demonstrated by the Stack Exchange commu-
nity 22 (yellow) in Figure 19b. Note that, for the purpose of a direct comparison,
the time axis in this plot does not represent months but a normalised time from
the start to the end of each of the four displayed communities. In reality, the life
spans of these four communities ranges from 25 to 54 months.

A few other communities show user activity trends where there is either no
growth (Stack Exchange community 36, green) or a slow growth that increases
over time (Boards.ie community 909, blue). Our model produces the most com-
mon trend shown in Figure 19a, whereas other agent behaviour regarding post-
ing activity over time are currently not implemented. It is possible to alter the
model so that agents can also assume different posting behaviours. We reserve
that for future work.

6.3.3 Selecting Available Threads

When agents choose to respond, they first need to pick an available thread that
they can respond to. That will most often be a recent thread. However, some-
times there is no recent thread available, and in this case the agents will lose
engagement without performing an action. Therefore, the availability of up-
to-date threads has an impact on the rate at which agents lose interest in the
community and will stop participating.

The likelihood of finding a suitable thread (that was created by another agent)
is controlled by the thread-visibility parameter of the model, which limits the
agents’ view on the recent threads. With a high visibility parameter, agents are
able to select older threads if need be, whereas a lower value will restrict them
to the most recently posted threads. At the same time, the availability of recent
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(a) Simulation parameters: thread-visibility 50, need-param. 0.2

(b) Simulation parameters: thread-visibility 50, need-para. 0.03

Figure 20: Many communities show a distribution of posts per thread (i.e. thread
length) with a peak at around 1 – 2 (20a). We also observe a more stretched
out distribution where the majority of threads has five or more posts. With
the thread-visibility and need-parameter set accordingly, our model re-
produces similar behaviour.

threads also depends on the need-parameter, which determines how frequently
agents create new threads that will be available to other agents. A low value
creates a sparsity of available threads, which causes agents to decrease their
participation in the community faster.

Figure 20a shows a typical distribution of thread lengths (i.e. the original
post and the corresponding responses) of the Boards.ie community 627 (blue).
The Boards.ie and Stack Exchange communities exhibit this type of distribution
where most threads have up to 10 posts with a peak around 1 – 2. In some
communities, predominantly in the Wikipedia data, we find that many articles
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have up to about 30 posts, or revisions, with a peak somewhere between 5 and
10 (Figure 20b, blue).

In our model, the agents pick a recent thread according to an exponential
probability distribution (see Equation 18 in Section 6.2.3). The availability of
threads, as influenced by the need level of the agents, and the visibility of older
threads as determined by the thread-visibility parameter, cause simulated
threads to have similar length distributions as in the observed data. With a
higher need level, the model produces shorter threads as the global agent at-
tention is divided among more threads (Figure 20a, red), whereas a low level
of need allows contributing agents to create more responses per thread (Figure
20b, red). This resulted in R2 scores of 0.97 and 0.58, respectively for Figures 20a
and 20b. The latter is not a perfect fit, but the similarity between the two distri-
butions is still clearly visible, and statistically significant with p < 0.01. While
the thread-visibility parameter was the same for both examples in Figure 20

because it coincidentally represented the data best, tuning it allows to simulate
different implementations of user interfaces with regards to presenting content
to the users.

6.3.4 Community Growth and Churn

A key aspect of the model is to produce the development of online communities
over time. Hence, we investigate the model’s ability to simulate the turnover of
members, where the growth rate measures the number of new users or agents in
a certain period of time (e.g. per month), and the churn rate measures the num-
ber of users or agents per month that become inactive and stop posting. The
term churn describes the quitting of members from various kinds of services,
such as mobile phone and Internet providers [BVB+15; GzJ15], peer-to-peer net-
works [SR06], newspaper subscriptions [DEN+15], and online discussion boards
[KHC+10].

Examining the data, we find that many online communities exhibit periods
of both increasing and decreasing turnover throughout their life time, whereas
some communities display mainly one or the other. Noteworthy are the Wikipedia
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(a) Simulation parameters: join-rate 20, disengagement-para. 0.2

(b) Simulation para.: join-rate 50, disengagement-para. 0.05

Figure 21: Member turnover in online communities, i.e. users joining and leaving, con-
sists in its basic form of an increase (21a) or decrease (21b) in growth and
user churn. In the data, we also often observe periods of increasing turnover
followed by a decrease or the other way around. Our model can produce
similar trends of turnover, albeit without an exact match between simulation
and observed data.

communities, where a continuous and accelerating increase of turnover is the
prominent trend. We can interpret the increase and decrease of turnover over
time as the momentum of the community: Many communities gain and lose
momentum over the course of their existence, whereas some only lose or only
gain momentum; until the end of the recorded data, that is. Eventually all online
communities will lose momentum and perish as topics of interest change and
technology moves on.
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In figure 21, we show examples of increasing (21a, solid line) and decreasing
(21b, dashed line) turnover. Note that the growth and churn rates in the observed
data (blue) are always close together, and the simulation captures that behaviour
as well (red). In the model, the join-rate parameter and the loss of engagement
(controlled by the disengagement-parameter) are responsible for the number of
users that join as well as become inactive in every step of the simulation.

Although a visual assessment of the plots and the RMSE values indicate that
the simulation is not far off the observed data, the R2 scores show that there is
little similarity of shape between simulation and observed data. The only statis-
tical significant R2 score (0.48, p < 0.05) is the one for the growth of Boards.ie
community 827 in Figure 21b. One reason for the low similarity is the relatively
high variance between the time steps, which is expressed by the many and pro-
nounced kinks in the curves. While the model simulates this high variance, it
makes it difficult to compare the time series. Smoothing out the curves, e.g. by
using a moving average, improves the results somewhat, but it also makes it
more apparent that the model has a tendency to converge towards an equilib-
rium. In contrast to that, real life communities are usually not stable in the long
term as they are subject to external influences, such as the sudden hype or obso-
leteness of certain topics, which affects the member turnover. In the next section,
we discuss the model behaviour in such situations.

6.3.5 Impact of External Events

Up to this point, we focussed on evaluating the community model based on
normal community behaviour, i.e. communities that show a relative smooth
growth or decline over time. Particularly in the data of the SAP Community
Network, we also find abnormal community development in the sense that some
communities exhibit an explosive increase in community size and activity. A
stark increase or decrease in interest is likely caused by an external event, i.e.
an event that does not originate in the user behaviour of the community. For
example, the community could be discussing a prototype of a new product and
the spike in interest might signal the release of that product to the public.
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Figure 22: The long period of low activity followed by a period of burst activity indi-
cates that some communities are subject to external influences that drastically
change community size and activity, as shown by the starkly changing num-
ber of posts per month in SCN community 44. Our model can simulate
this effect by changing the input parameters during runtime, in this case by
changing the join-rate parameter from 20 to 1000.

Figure 22 depicts the jump in community activity as the number of posts per
month of the SCN community 44 (blue). By changing the model input parame-
ters, we can well simulate external events. For example, just by increasing the
join-rate parameter from 20 to 1000 while leaving all other parameters as they
are, the model produces a similar explosive increase after a period of low ac-
tivity (red), with an R2 of 0.95. The fact that our model can simulate not only
normal user behaviour, but also extreme changes, enables our investigations of
the conditions for community survivability and success in the next chapter.

6.3.6 Parameter Fitting

After we validated the individual parts of the model, we now look at its ca-
pability as a whole to produce the key activity figures we observe in the four
community platforms we introduced in Chapter 3. Therefore, we randomly se-
lect a number of communities from each platform, and measure the number of
users, as well as the number of threads and responses they created. These key
factors are the basis for many other community metrics, such as posts per user
and community growth.
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We tune the model on each of the selected communities by fitting the input
parameters join-rate, need-parameter, disengagement-parameter and thread-

visibility. When the simulated community has reached the desired size, we
measure the error in the key aspects (users, threads and responses) between
the simulated community and the real world community. The model error is
computed according to Equation 21, where U is the number of users or agents,
T the number of threads created and R the number of responses; the indices
obs and sim refer to the observed and simulated data. Because of the random
element in the agent attributes, we execute every model parameter setting 10

times and record the average model error for that setting.

model-error =
1

3

(
|Uobs −Usim|

Uobs
+

|Tobs − Tsim|

Tobs
+

|Robs − Rsim|

Robs

)
(21)

This describes one iteration of the parameter fitting. In practice, we repeat this
step three to four times for each community until we narrowed down the best
combination of input parameters and achieved an acceptable model error that
shows the data fitting capability of the model. If necessary, the error can be fur-
ther reduced by increasing the number and granularity of the fitting iterations.

In Table 26, we report the key community activity features, the model param-
eter settings and the resulting model error for the selected communities. At a
first glance we see that our model fits the observed communities with low errors
between 0.0342 and 0.1092. The fact that our model is able to produce these low
errors across all the community types we investigate speaks for its generalisabil-
ity and wide range of applicability.

Upon closer inspection of the model parameters in Table 26 we see certain
trends in among the communities. For example, the Stack Exchange communi-
ties stand out as they tend to have a high user attraction factor (high join-rate),
but at the same time also a low retainment of users as shown by the low disen-

gagement-parameter. However, that is not a general trait of Q&A communities,
as the selected SCN communities show the opposite with a lower join-rate but
a higher retention of users. The Boards.ie and Wikipedia communities distin-
guish themselves from the Q&A communities by having a lower need-parameter,
which means that more people contribute by responding to existing threads or
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Boards.ie
127 9353 10137 195325 20 0.1 0.4 20 0.0993

251 2026 1208 14862 40 0.1 0.3 40 0.0562

255 1386 1294 13961 30 0.1 0.5 30 0.0463

1011 891 250 12927 20 0.03 0.6 100 0.1092

SCN
44 2649 4902 22866 40 0.2 0.5 20 0.0516

267 3111 6445 22776 65 0.25 0.55 10 0.0479

323 6399 15886 44354 45 0.35 0.35 30 0.0389

404 328 560 1868 30 0.3 0.5 80 0.0565

Stack Exchange
22 2753 3624 9220 90 0.35 0.15 70 0.0351

48 1774 2540 3443 80 0.6 0.1 50 0.0586

62 16327 17931 30942 70 0.47 0.06 35 0.0773

129 2242 3349 7554 60 0.35 0.15 45 0.0475

Wikipedia
175 369 144 1573 50 0.1 0.6 30 0.0556

223 750 376 4651 45 0.1 0.33 110 0.0424

307 2041 675 10124 80 0.08 0.15 90 0.0342

324 4256 1028 25666 80 0.04 0.3 10 0.0495

Table 26: The results of the parameter fitting shows that our model simulates the ob-
served community features closely for all four community platforms.

editing existing articles in the case of Wikipedia. This can also be seen in the raw
numbers of threads and responses in the observed data column of the table.

In summary, the model fits the observed characteristics of the selected com-
munities well, and the results indicate that certain traits are particular to each
community type or platform. The differences are caused by the various particu-
larities of the community platforms, such as the user interface, the participation
incentive and the general community environments. In future work, a compara-
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tive examination of a large number of communities from different platforms will
provide more support for identifying the different community traits.

6.4 summary

In the beginning of this chapter, we proposed simulation as a way to further
study the dynamics of user behaviour and the effects on the survivability and
success of the online community, beyond what machine learning on recorded
data can provide. We asked: Can we encode the basic elements of user be-
haviour in different online communities in one computational model (Research
Question 10)? To answer this question, we introduced an agent-based model
to simulate user interaction behaviour in online communities. This model repre-
sents online users as agents with different activity profiles who participate in the
community in order to either seek satisfaction for their needs (e.g. of informa-
tion or support) or provide satisfaction for others’ needs. The validation of the
model’s ability to accurately reproduce user activity of real communities shows
that it is feasible to capture online user behaviour of different community types
in one computational model. With that, we can confirm Research Question 10.

To further define the model, we asked: What are the core elements of user be-
haviour that the different community types have in common (Research Question
11)? We designed a model that consists of the following three parts: First, the
agent attributes need, engagement and disengagement-factor define the activity
profile of the individual agents. Second, the agent interaction rules for creating
new threads or responding to existing ones control how the individual agents in-
teract within the community. Third, the model input parameters are macro param-
eters that allow us to tune the agent attributes and interaction rules to simulate
the characteristics of specific communities. We showed that the model accurately
reproduces various aspects of activity in the different community types, which
supports the validity of the proposed model towards simulating the following
core elements of user behaviour in online communities:

1. Users join the community based on its current activity level
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2. Users create new conversations based on their need (questions, threads or
original articles)

3. Users respond to conversations based on their engagement in the commu-
nity (answers, replies or edits)

4. Users ultimately become inactive and leave the community when their en-
gagement in the community is depleted

These core elements provide the answer to Research Question 11, and the
ability of the proposed model to simulate them for all the community platforms
we investigate demonstrates that our model is generalisable and applicable for
online communities that exhibit similar core user behaviour.

While there are many similarities, we also noted that there are aspects that
distinguish the various community types and platforms from each other, such
as the user interface and reward and reputation systems. We do not incorporate
these external factors into our model explicitly, but we can simulate their effect
implicitly: e.g. the visibility of threads simulates the effect of the user interface,
and different activity levels of the agents simulate the effect of the incentive sys-
tem. Furthermore, the way users create and consume content differs between
the community types. For the sake of developing an intuitive and generalis-
able model, we focussed on user interactions, and left the topic modelling and
production and consumption of user generated content for future use cases.

Finally, in Research Question 12, we asked: Can we utilise the developed
model to identify the success conditions for online communities through simu-
lation? That not only introduces the next chapter, where we will explore ways
to simulate the conditions of survival and success of online communities but,
more importantly, it raises the question of the feasibility of prediction through
simulation. Can our model predict how a community will develop under certain
conditions? We argue yes. In this chapter, we validated our model against real
online communities, some of which did not get much traction and lived a short
life, whereas others continued to be active for years, often until the end of the
recorded data. Therefore, we showed that the model has the ability to simulate
various levels of success or failure (i.e. survivability) by tuning the model input
parameters. This controls the simulated community and changes the user inter-
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actions within. Through experiments we can now identify the exact parameters
and conditions in which the community reaches a certain level of activity or effi-
cacy, as we will elaborate in the next chapter. Hence, it is feasible to identify the
success or survival conditions for communities with the developed model.

The community model we presented here has two primary purposes: First,
it helps distilling the user behaviour that makes up the basic social interactions
that are common across various different online communities. Second, it pro-
vides a platform for comparing functionality and success of communities in a
controlled environment, thus enabling experimentation and hypothesis testing
on procedurally generated data without the risk of negatively affecting the users
in a live community.

In the literature, we find a number of computational models that cover various
aspects of user-to-user interactions in online communities. Some models are de-
signed from a system dynamics perspective, looking at the interactions between
global community components in a top-down fashion: E.g. for studying partici-
pation and policies in an open source software development community [Dik04]
or investigating the effects of different levels of membership [MVG07]. Other
modelling approaches employ the agent-based philosophy to examine how the
interactions of individual users form and affect the evolving social network in
online communities. In the school of agent-based models, many are aimed at in-
vestigating specific questions on specific social network data, such as how social
interactions (e.g. friend relationships) affect the growth and evolution of the net-
work [AZ09], or how user-to-user interactions affect the development of social
norms [MHD11] and anti-social behaviour [SSS10]. Most related to our use case
study are approaches that try to model the effect of user interactions on a tan-
gible outcome towards the community’s purpose, such as expertly solving ques-
tions [ZAA07; Div15], increasing member commitment and contribution [RK14],
or maintaining the quality of user generated content by avoiding edit wars and
vandalism in Wikipedia articles [XYZ08]. These models are often tailor-made for
and validated on one particular data set (or not at all), which means that their
ability to model different types of online communities remains in question.

Other models try to be more generic from the start, by covering many types of
different user interactions, such as messaging and sharing photos and location
check-ins [BFP11], or even by aiming to provide a domain-agnostic approach to
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modelling user activity [BO13]. However, the applicability of these models on
different types of social groups (e.g. different online communities) has also not
been demonstrated. We build upon existing literature by developing an agent-
based model of user interactions that can be found in different online communi-
ties. Of course, our model is not a reinvented wheel and therefore shares certain
elements with existing models, however, we put a strong focus on its validity
across different types of online communities. We presented an extensive vali-
dation of the model on observed user behaviour from four different data sets,
ranging from Q&A sites over general discussion boards to collaborative wiki ar-
ticles. Therefore, our approach extends the literature towards understanding the
fundamental user behaviour that is common to a variety of online communities.



7 U S I N G S I M U L AT I O N TO I D E N T I F Y
C O M M U N I T Y S U R V I VA B I L I T Y A N D
S U C C E S S C O N D I T I O N S

In Chapter 6 we introduced and evaluated an agent-based model to simulate
user behaviour in online communities. We now utilise this model as a means to
experiment on online communities in a way that would not be feasible with a live
community or on recorded data, in order to identify success and survival condi-
tions for online communities. In particular, we will use the proposed model to
investigate the following research questions:

rq 13: Can we use the online community model to establish a cause-and-effect
relation between user behaviour and community success?

rq 14: What are the conditions for a community to develop into an active, self-
sustaining and successful community?

rq 15: How robust is the community against malicious events such as bogus
users and a loss of connectivity (e.g. denial of service)?

7.1 model extension: need satisfaction

In order to investigate the success conditions of a community, we extend the
proposed community activity model with the ability to simulate the need satis-
faction of users. As we described in the previous chapter, agents in the model
create new threads according to their need. This is based on the observation
that users in real communities also act out of a certain need when creating new
threads: e.g. the need for information, support or discussion.

193
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(a) SCN community 50 (b) need-satisfaction-probability 0.1

(c) Stack Exchange community 27 (d) need-satisfaction-probability 0.5

Figure 23: The need satisfaction, measured as successfully solved questions in the Q&A
communities (23a and 23c), can be simulated by a constant probability of
each user to satisfy the need (e.g. by solving the posed question), as shown
by the model configurations 23b and 23d.

Unfortunately, the satisfaction of the users’ needs is not explicitly recorded
in existing data, and it is therefore hard to evaluate the need satisfaction ele-
ment of the model. However, the Q&A communities of the Stack Exchange and
SAP Community Network platforms provide information about whether or not
a question has an accepted answer. Since a question post represents a need
of information, it can therefore be assumed that an accepted answer satisfies
the information need of the question asker [LBA08]. As answering and solving
questions is the purpose of this type of communities, we can use the Q&A com-
munities to design and validate the concept of need satisfaction in the model.
Conceptually, need satisfaction works similarly in other kinds of communities:
Each new thread or article represents a need that the responses try to satisfy
more or less successfully.

An examination of the communities in the two Q&A platforms reveals a clear
pattern: In each community the users solve a certain percentage of the questions
they try to answer, and the more posts a user writes the clearer is that pattern.
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Users who reply to only a few questions may solve none, some or all of them, but
users who reply to many questions converge towards a certain percentage value
of questions that they solve. The SCN communities exhibit lower percentages,
often around the 10% marker, as shown in Figure 23a. Compared to that, the
users in the Stack Exchange communities solve more of the questions they reply
to, usually between 40% and 60% (Figure 23c).

A simple extension to the model is to define a parameter need-satisfaction-
probability that determines the chance of each response to satisfy the need out
of which the thread was created. In Figures 23b and 23d we demonstrate the
model’s ability to reproduce the same distribution of satisfied needs (e.g. solved
questions) that we find in the data, with the need-satisfaction-probability

parameter set to 0.1 and 0.5, respectively. Analogue to the observed data, we see
that agents in the simulated communities initially exhibit a large deviation of
need satisfaction, but with a growing number of posts that the agents contribute
to the community, the percentage of satisfied needs converges towards a specific
value, such as 0.1 or 0.5. As the need satisfaction factor describes a probability,
it can assume values between 0.0 and 1.0.

In the remainder of this chapter, we will use the need-satisfaction-prob-

ability parameter to control the agents’ ability to satisfy need, and we can
measure the percentage of successfully satisfied needs as the success metric of
the community. That directly translates to the percentage of solved questions in
Q&A communities, but it can also be interpreted as the satisfaction of other user
needs in different community types. For example, in Life & Health communities,
the users who respond to threads have a certain probability to find the right
words to encourage or empathise with the thread creator, and thus satisfy his
or her need for emotional support. In the context of our model, we define that
every response has a certain probability to satisfy the need that is expressed in
the original post of the thread. Note that the number of satisfied needs is not
directly controlled by the need-satisfaction-probability. Other factors affect
it as well, such as the number of agents that contribute to a thread. In the
following sections in this chapter, we will discuss what factors do and do not
affect the community’s need satisfaction efficacy.
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7.2 using simulation for root cause analysis

Root cause analysis is an investigative process that aims to identify not only
what happened, but also how and why it happened [RH04]. Moreover, the
underlying cause shall be an event or state that can be controlled or influenced
by the system manager. For example, in the context of online communities, a
possible root cause for a drop in the number of responses (or other relevant
success criteria) could be a lack of visibility of original posts due to a failure in
the user interface. In conventional root cause analysis, the investigator collects
data and employs data analysis techniques to determine the chain of events that
hopefully points to the failure in the user interface as the origin of the problem.

However, data that shows causal relations between events might not always
be available. In Chapter 5, we used a black box approach to investigate the rela-
tionship between certain user behaviour aspects and the different success criteria.
Due to the nature of the recorded data, that black box approach is agnostic of the
real underlying relationship between the user behaviour aspects and the success
criteria. The question we want to answer is whether we can use the proposed
community model to show cause-and-effect relationships regarding community
success. As opposed to the recorded data, with our model we can control the in-
put parameters and measure the difference in outcome. That allows us to study
the effects that various changes in user behaviour have on the community.

In recent years, simulation has been proposed for root cause analysis, e.g.
in healthcare [SSG+12; SSR+14]. We argue that this approach can be applied
for online communities as well. Below, we present two what-if scenarios to
demonstrate how simulating user behaviour can be a useful tool in the arsenal
of root cause analysis in the social network domain.

One of the popular success metrics that were proposed in the literature is com-
munity size. Through correlation analysis and machine learning (Chapters 4 and
5), we showed that the size of the community has no relation to the different lev-
els of success, such as the question solving performance in Q&A communities.
Figure 24a exemplifies that doubling the community growth and size (while leav-
ing all other parameters untouched) does not affect the average need satisfaction
of the community once it has reached an equilibrium. The reason for that is that
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satisfaction

(a) Doubling the community growth and size

(b) Decreasing the response proportion by increasing the user need

Figure 24: The popular metrics of community growth and size show no impact on the
community’s success to satisfy the user needs (24a), whereas a decrease of
responses in the community leads directly to a decrease of the community’s
ability to satisfy the user needs (24b).

need satisfaction in online communities is a producer-consumer system, where
people produce information, support or other kinds of contributions, which is
consumed by the persons in need, who required the help that others provided.
Simply increasing or decreasing the size of that system does not affect the ratio
between producers and consumers, and thus the efficacy of the need satisfaction
system is not affected. In this case, the change of the growth and size of the
community is not a root cause for the change in user need satisfaction, although
it might have other effects (i.e. side effects), such as a less dense user interaction
graph, or a change in social atmosphere.
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On the other hand, in earlier chapters we noticed a strong relation between
the number of answers that the questions in Q&A communities receive and the
communities’ question solving efficacy. With the help of simulation, we can
show the causal dependency of that relation. In Figure 24b, we show a change
in the proportion of responses from above 0.9 to about 0.7. It is clearly visible
how the need satisfaction is negatively effected by that change, as it drops from
about 0.45 to 0.2. For the explanation, we again refer to the producer-consumer
system of need satisfaction in online communities: A drop in the proportion of
responses causes a decrease on the producer side, which means that the demand
of more consumers remains unsatisfied.

In the simulation, we model the drop in responses by increasing the need

attribute of agents, while leaving all other model parameters untouched. This
way, without changing the number of agents and hence the community size,
we let the agents create more threads and fewer responses. Figure 24b shows
that a drop in responses per thread (red) directly results in a drop of satisfied
needs (yellow), as every missing response decreases the probability of satisfying
the need of the thread creator. Within the simplified scope of this example, the
drop in responses is a potential root cause41 for a change in community success,
which then can be tackled with various means.

In conclusion, we can use the simulation model to investigate cause-and-effect
relations between user behaviour and community success. That allows us to
perform a virtual root cause analysis by simulating online communities in vari-
ous scenarios and thereby determining the conditions under which community
success is likely to suffer. The simulation can also be used to investigate the
efficacy of possible remedies for these conditions. Then, the live community can
be analysed for the presence of these conditions and the determined remedy can
be applied. Community managers can use this approach to identify potential
problems for the success of the community, even before they manifest.

As we demonstrated here, the root cause analysis aims at identifying the most
likely origin of a specific problem, e.g. why is the need satisfaction in the com-
munity dropping? In other cases, the focus is on the exploration of alternative
scenarios rather than narrowing down potential causes of a particular issue. We

41 In a real world setting, a decrease in responses is likely a result of something else and not the
actual underlying root cause.
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will discuss some of these use cases for simulation in te next sections, such as
measuring the effect of a planned change in administrative policy, identifying
starting conditions for a successful community development, and testing the
robustness of a community against attacks or systematic failures.

7.3 survival and success conditions of online
communities

Our proposed community model opens up a variety of investigative scenarios
that can be of real practical use for community managers. In the following sec-
tions, we discuss a number of possible experiments to determine the conditions
that a community needs to meet in order to (1) gain critical mass, (2) to increase
need satisfaction through additional incentives and domain experts, or (3) to
withstand external impacts such as bogus users and denial of service attacks
that prevent members from participating.

7.3.1 Success Condition: Critical Mass of Members and Participation

The term critical mass originates in nuclear physics, where it describes “the mini-
mum amount of fissile material needed to maintain a nuclear chain reaction”,42

but it has also been used in sociology in the study of collective social behaviour
in groups. For example, Schelling investigated the threshold for racial segre-
gation in a neighbourhood [Sch69; Sch71] and Granovetter studied how many
people have to perform an action in order to motivate the rest of the group to
join, e.g. in rioting [Gra78]. In the context of online communities, Raban et al.
analysed IRC chat channels in order to determine when they reached critical
mass, and they found that the number of messages sent in the first few days is a
good predictor for community longevity [RMJ10].

42 Oxford Dictionary of English, Third Edition
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Figure 25: The trade-off between the parameters join-rate (community growth) and
disengagement-parameter (agent activity) shows that one can compensate
for the other to some degree in order to facilitate the survival of the commu-
nity. In the early stage, a community needs either very active members or a
huge growth to reach critical mass.

In contrast to the data-driven approach exemplified by Raban et al., we em-
ploy simulation to investigate the critical mass or threshold of membership and
activity for a community to sustain itself. The growth of the community (i.e.
the attraction of new members) and the activity level of its members are two
of the major factors that affect the generation of user posts. With our commu-
nity activity model, we simulate a range of different scenarios with respect to
community growth rate and member activity. The parameters join-rate and
disengagement-parameter control these two aspects.

Then, we run the simulation a number of times where we experiment with
different values for the two input parameters, with values from 10 to 30 for the
join-rate, and 0.01 to 0.2 for the disengagement-parameter. A join-rate of
30 means that, on average, up to 30 new members can join during one time
step. The disengagement-parameter is somewhat harder to interpret, but the
simulation runs show that a value of 0.01 results in over 90% of the community
having a low engagement (less than 0.1), whereas a value of 0.2 corresponds to
about 2

3 of agents with low engagement. We found that values beyond these
ranges had in general either no or a very high chance of survival.

Each simulation setup is run 50 times to ensure that we obtain a robust average
of the chance of community survival. We report the results in Figure 25, where
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we plot the two input parameters against the percentage of simulated communi-
ties that survived given the specified input parameters. It is apparent that there
is a trade-off between the two input parameters, as either a higher join-rate

or a higher disengagement-parameter can support the lack of the other one to
some degree. The best chance of survival is achieved by having a high growth
rate as well as a high level of member activity. In our experiments, we found
that a join-rate of 30 and a disengagement-parameter of 0.2 are the minimum
combination that leads to a community survival of 100%. That means that a
community should strive for a minimum growth of 30 users per time step and
a maximum of about 23 of users with low activity (disengagement-parameter of
0.2). Note that the absolute length of one time step is not defined as the model
in its current implementation has no concept of real time. More experiments
have to be carried out in the future in order to determine an adequate mapping
between the abstract time steps in the model and real time.

In order to present these findings from a different perspective, we also plot
the actual number of agents (community growth) and the number of posts per
agent (community activity) in comparison with the survival or death of each sim-
ulated community. The ranges of values for the two parameters join-rate and
disengagement-parameter remain the same. A community was deemed dead
if the agent interactions ceased before a certain number of simulation iterations
had passed (1,000 iterations in our experiments). The longest lived community
that did not survive died at 877 time steps, and the average number of iterations
the non-surviving communities lived was 92.3. The surviving communities all
made it to time step 1,000, at which point the simulation was halted.

Figure 26a shows that communities that attracted less than 500 – 1,000 mem-
bers were prone to lose traction and die off. A community size of over 1,000

users almost always guaranteed the survival of the community. The reason why
communities that grow too slowly do not survive is that there are insufficient
interactions between the agents. When too much time passes between interac-
tions, the agents lose engagement, and when the engagement approaches 0, then
the community activity diminishes. A community with no activity is no longer
able to attract new agents as per Equation 17 in Chapter 6.

The relation between the community activity, measured in the number of posts
per member, and its survival is less pronounced (Figure 26b). While all of the
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(a) Relation between community size and survival

(b) Relation between acommunity activity and survival

Figure 26: The critical mass of required community members (community size) and
posts per agent (community activity) shows that 500 – 1,000 agents is a mini-
mal size for survival, while a required minimal number of posts per agent is
less clear. However, all the simulated communities with 6 or more posts per
agent survived.

communities with more than 6 posts per agent did survive, and communities
with less than 2 posts per agent did generally not, there is a huge overlap be-
tween surviving and not surviving for all communities that average between 2

and 6 posts per agent. The community size makes for a more reliable indicator
for survivability. In this regard, our finding seems to confirm existing literature,
which often states community size as an indicator for “success” (e.g. [Pre01;
TMB+09; RA12; You13]). However, while we showed that size is an indicator for
survival – which is undoubtedly a pre-requisite for success – the community’s
success depends much more on the fulfilment of its goals and purposes rather
than purely attracting activity (see Chapters 4 and 5, as well as Section 7.2 in
this chapter).

In the real data, we indeed observe that many communities with less than 500

users do not survive until the end of the recorded data. As an example, we depict
the activity over time of the SCN community 404 in Figure 27 (blue), which lived
for 2.5 years until the user activity subsided. The Q&A communities and similar
discussion forums are particularly prone to the loss of interest of the users when
there is little activity. In some types of online communities, that is not the case.
The Simple English Wikipedia community 175 is an exmaple for that (grey),
where the user activity is a mere trickle for about two years before any significant
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Figure 27: Many communities that fail to attract a sufficient number of activity die after
some time, like the SCN community 404. In other communities, particularly
in the Wikipedia, the nature of contributions allows for a long time of dor-
mancy before taking off eventually.

activity started to happen. By the end of the recorded data, community 175

has 369 users. The nature of the Wikipedia articles is different from discussion-
forum like communities in the sense that Wikipedia articles are not as short-lived.
Their purpose is to archive knowledge that gets updated whenever facts change
or need to be added. Therefore, Wikipedia communities do not so much rely
on constant activity to survive, and because of that, community 175 is likely
to survive despite the relatively small community size. A community manager
should take this into account when assessing the survivability of their respective
type of communities. Our model can simulate cases like community 175 as well,
with a very low join-rate and an extremely high disengagement-parameter,
which will flatten the disengagement curve and will cause more agents to stick
with the community for a long time while keeping the size of the community
small.

7.3.2 Success Condition: Motivated Members and Domain Experts

Once the critical mass of members and participation is reached and the commu-
nity is likely to survive, the next important question a community manager has
to ask is how well the community can fulfil its purpose by itself, and whether it
is necessary to hire people who know the domain well and can support the com-



7.3 survival and success conditions of online communities 204

Model input parameter Tuned value

join-rate 40

need-parameter 0.2
disengagement-parameter 0.5
thread-visibility 20

need-satisfaction-probability 0.06

Table 27: These five model input parameters control the agent behaviour. The values
are obtained by tuning the model on SCN community 44 as a baseline for the
need satisfaction experiments.

munity with their knowledge. For this analysis, we pick one of the Q&A commu-
nities where we can directly measure the need satisfaction as the proportion of
solved questions, and tune the model parameters to simulate the characteristics
of that community. The SCN community 44 is a small to mid-sized community
with about 2,650 users who produced about 27,800 questions and answers in the
period of the recorded data. Its members solved 20% of the posed questions.
Our simulation approach allows us to determine different ways how this num-
ber of satisfied needs (e.g. solved questions) can be increased, and how effective
that would be.

With the model tuned to the characteristics of the SCN community 44, we
examine which factors affect the need satisfaction efficacy by running different
settings where we change the model input parameters one at a time. We remind
ourselves that the five macro parameters listed in Table 27 control the agent
behaviour in the model. In the following, we discuss each parameter in turn.

We find that the thread-visibility parameter has little impact on the com-
munity performance of satisfying needs, unless it is set to a low value. That
case describes a scenario where the user interface is so fast paced that the agents
only see the most recent threads and therefore ignore slightly older ones, regard-
less of their need satisfaction. The join-rate and disengagement-parameter

have little to no impact either, as the growth of the community and the rate
at which its members lose engagement do not affect the ratio between need
and need satisfaction. Finally, one of the two most impactful parameters is the
need-satisfaction-probability, which describes the chance that any given re-
sponse will satisfy the need out of which the thread was created. In a real life
community, this would, for example, reflect the probability that a reply will be
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Figure 28: The relation between the need-satisfaction-probability parameter and
the proportion of satisfied needs shows that an increase in the satisfaction
probability (e.g. through a more aggressive incentive strategy) is worthwhile
up to a certain point (about 0.4), beyond which the efficacy of additional or
stronger incentives diminishes.

the correct solution to a posed question, or will contain just the right wording
to provide the empathetic support the thread opener wanted to receive. An in-
crease of this probability could be caused by an increase in the members’ domain
knowledge or their motivation to spend more effort on their responses.

As shown in Figure 28, an increase in the agents’ probability to satisfy needs
has a noticeable impact up to about 0.4, after which the percentage of satisfied
needs grows linearly with increasing the need-satisfaction-probability. In
the concrete example of SCN community 44, raising the need satisfaction factor
by 0.02 to 0.08 allows the community to reach 25% solved needs (up from 20%),
an increase to 0.27 results in 50% satisfied needs, whereas the rather drastic
increase to 0.77 only pushes the percentage of satisfied needs to 75%. That
means that introducing additional or more aggressive incentives to motivate
community members to put more effort into satisfying other members’ needs,
has a great effect up to a certain point, after which their efficacy diminishes.
Practically speaking, it might not be worth the cost to go beyond that point and
try to raise user motivation through more or stronger incentives. The range
of possible incentives can include tangible or even monetary rewards, which are
connected to a cost for the hosting organisation. Note that the model proposed in
this thesis provides a framework to simulate the effects of conceptual incentives,
it is agnostic to concrete implementations of rewards. For more information
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Figure 29: The impact of the response proportion on satisfied needs shows that commu-
nities with an inherently low satisfaction probability would require a tremen-
dous amount of additional responses to reach a desired level of satisfied
needs. This is the case for the SCN community 44 (solid line). Communities
with higher need-satisfaction-probability values reach the desired level
easier by increasing the number of responses (dashed lines).

on intrinsic and extrinsic rewards, as well as their implementation in online
communities, we refer to existing literature, e.g. [TDO+05; YAK+14].

The last model input parameter we examine in relation to its effect on the need
satisfaction is the need-parameter. It controls the proportion of agents who are
more likely to create a new thread to express their need, rather than responding
to existing threads. A high value will cause agents to create more new threads,
whereas a low value will cause agents to respond more. This directly affects
the number of responses a thread receives. We measure the proportion of re-
sponses and compare it to the proportion of satisfied needs with different levels
of need-satisfaction-probability in Figure 29. It is apparent that a higher
number of responses per thread is more likely to satisfy the thread’s need, as
the need-satisfaction probabilities of the responses add up.

The blue circle on the solid line in Figure 29 represents the SCN community 44,
where the individual users have a 6% chance to satisfy needs with each response,
the responses make up 82.3% of all user posts (which amounts to 4.66 responses
per thread), and the community satisfies 20% of all needs. The proportion of
responses and the need-satisfaction-probability present a trade-off: Increas-
ing the number of responses per thread will move the community along the
solid line to the right. Increasing the need-satisfaction-probability instead,
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Figure 30: A small percentage of additional domain experts can increase the need satis-
faction to a sufficient or desired level. However, even a small percentage of
the community size amounts to tens, hundreds or even thousands of experts
that would need to be hired. Our simulation model allows for a trade-off
analysis between cost and effect.

while keeping the response proportion unchanged will move the community up
vertically towards the dashed lines. In both cases the success criterion of satis-
fied needs rises, and the higher the satisfaction probability of each individual
member, the fewer responses per thread are required to reach a desired level of
satisfied needs.

As an example, in order to reach 30% of satisfied needs (up from 20%), the
response probability would either have to climb towards 0.9 (9 responses per
thread, almost double) or the need-satisfaction-probability would need to
be increased to 0.1. In a second example, there would need to be an increase
to either 32.3 responses per thread or to 0.4 need-satisfaction-probability in
order to reach 60% need satisfaction. Which variable to increase depends on
the cost involved and on the precondition of the respective community. For a
community that already tends to have a high need satisfaction probability per
person can reach a higher global need satisfaction relatively easy by increasing
the number of responses per thread (e.g. the dashed line that represents 0.6
need-solving-probability), whereas for a community like SCN community 44,
it would require a huge increase of responses to reach a similar level (solid line).

Another strategy that a community manager could employ is to hire domain
experts to support the community. Domain experts are persons who have the
necessary expertise to satisfy the needs of the community, and their full-time job
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Agent attributes of domain experts Value

need 0.0
engagement 1.0
disengagement-factor 0.0
need-satisfaction-probability (local) 1.0

Table 28: Agents that represent domain experts have zero need, remain 100% engaged
in the community, and have 100% probability to satisfy the need they are re-
sponding to. Domain experts are not affected by the model input parameters
as they are artificially injected custom-built agents.

would be to respond to threads in order to satisfy the need of the thread creator.
In a technical Q&A community such as Stack Overflow, this might be program-
mers with many years of programming experience. In Life & Health commu-
nities, this role could be filled by professional life coaches and psychologists or
by someone who knows which users would be suited to support each other and
brings them together. For knowledge creation communities where content qual-
ity is key, a team of professional editors and fact checkers could make sure that
the written articles meet a certain standard. In the context of our model, we de-
fine domain experts as agents with no need (not creating threads themselves), no
risk of disengagement (as they are hired to do the job full-time) and a 100% prob-
ability of satisfying the need they are responding to (as they are not motivated
to write quick replies or opinions but rather draw from their vast experience
in the domain to deal with the issue at hand). The agent attributes of domain
experts are given in Table 28. Their custom need-satisfaction-probability

attribute overrides the global need-satisfaction-probability that all normal
agents share.

Figure 30 shows the efficacy of adding domain experts to the community,
while leaving the community input parameters (tuned on SCN community 44)
unchanged. The x-axis describes the percentage of additional experts. For exam-
ple, 0.1 means that there is a 10% probability to add a domain expert for every
normal agent who joins the community. The resulting curve shows that adding
a relatively small number of domain experts increases the proportion of satis-
fied needs tremendously. In the case of SCN community 44, an additional 0.8%
of domain experts would double the proportion of satisfied needs from 20% to
40%, and an additional 10% of experts would increase the need satisfaction to
84%. These numbers are relative, of course, since more experts need to be hired
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for bigger communities to achieve similar results. For the SCN community 44,
0.8% of hired experts amounts to 21, and 10% to 265.

On the one hand, the simulation shows that hiring more than 20% of the com-
munity size in experts has virtually no effect. On the other hand, that number
can easily amount to thousands of experts, especially in big communities. That
is probably too costly for any provider of online communities. However, even
a small number of tens of experts can make a noticeable improvement in need
satisfaction. Again, our model provides a framework to simulate the impact
of different strategies to improve community success, thus giving community
managers a tool to estimate the trade-off between cost and impact.

7.3.3 Success Condition: Robustness against Malicious Events

In our next experiments, we use simulation to determine how robust a commu-
nity is against malicious events, i.e. situations that a community is normally
not subjected to but that aim to disrupt its functionality or take advantage of
certain mechanisms of the community platform. We two examples we pick here
are the existence of bogus users and a loss of connectivity between the commu-
nity members. In this scenario, we continue using the SCN community 44 as a
baseline for our experiments. The same experiments can easily be carried out on
other community settings, simply by tuning the model input parameters to the
desired community.

We start with the impact of bogus users. There are several ways to defining
what a bogus user is or does. Here, we regard bogus users as individuals who
are gaming the system for their own benefit (e.g. by collecting reward points)
without contributing to the overall need satisfaction of the genuine community
members. Moreover, this can affect the genuine community members negatively
because a certain percentage of satisfaction effort is routed away from them
towards the threads of bogus users. This is shown in Figure 31a, where the
overall need satisfaction seems to increase the more bogus users are active (red),
whereas the real need satisfaction of genuine users declines (yellow) as more
and more of their needs receive insufficient responses. The trivial nature of
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their threads allows bogus users to be very effective in “satisfying” the “needs”
of each other. A typical scenario would be where a group of users agree to
create fake needs that are easy to satisfy among them. The same effect can
also be achieved by a person who registers multiple accounts on the community
platform in order to create and satisfy fake needs.

In the context of our model, we define a bogus agent as one who seeks out
threads of other bogus agents and automatically satisfies the fake need as per
the agreement between bogus users. In this way, the bogus agents profit with
minimal effort in platforms where need satisfaction is extrinsically rewarded,
for example through leader board ranking, badges or other tangible rewards
that can be found in many Q&A sites. Apart from this behaviour, bogus agents
do not differ from regular agents in their attributes.

One way to fight bogus users is to try to detect them and remove them from
the community. However, that can be an ineffective strategy because it is rela-
tively easy to circumvent this measure by creating new user accounts. Another
possible way to counter bogus users is to try and increase the effort with which
genuine users respond to each other in order to retain a desired level of need
satisfaction among them. This scenario is depicted in Figure 31b, where the
x-axis of the heat map describes the percentage of agents that are bogus, and
the y-axis captures the probability with which each individual response satisfies
the need of the thread. The colour code of the heat map shows the community’s
level of need satisfaction (lighter means higher need satisfaction). The blue circle
indicates where the SCN community 44 is located in that spectrum, having 0.06

need-satisfaction-probability of the individual agents, and satisfying 20%
of the posed needs. As data about bogus users is hard to come by, we assume in
this experiment that there are no bogus users present in the SCN community 44,
hence positioning it close to 0 along the x-axis.

We can now estimate up to which point it would be feasible to counter bogus
users, and how much more effectively the genuine community members have to
satisfy needs in order to counter a given percentage of bogus users. We also see
that the relation between bogus agents and increased efficacy of genuine mem-
bers is not balanced. In other words, it requires less bogus agents to disrupt
community functionality than the genuine members can provide need satisfac-
tion efficacy. For example, once the community reaches 60% bogus agents, it
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(a) Impact of bogus members on seemingly satisfied (red) and really
satisfied needs (excluding bogus threads, yellow)

(b) Heat map of real satisfied needs (excluding bogus threads) af-
fected by the presence of bogus agents and counteracted by an
increased need-satisfaction-probability

Figure 31: While the community-wide need satisfaction seems to grow with the
increase of bogus participants (31a, red), the actual need satisfaction
of genuine users decreases once the bogus threads are discounted (yel-
low). One way to counter bogus participants is to increase the
need-satisfaction-probability in the rest of the population so that the
genuine threads find satisfactory responses as well (31b).
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(a) Relation between denial of service and community activity

(b) Relation between denial of service and satisfied needs

Figure 32: Denial of service (DoS) attacks that prevent community members from taking
action impact the community activity (number of posts) linearly, whereas the
proportion of satisfied needs is non-linearly affected. The need satisfaction
drops slightly faster in cases of massive outage.

becomes impossible to retain a need satisfaction at or above 20%, even if the
genuine users were to reach 100% efficacy. While this level of bogus users is
probably unrealistic, even smaller numbers are already strongly noticeable: Our
simulation experiments show that the need satisfaction efficacy of a community
will be approximately halved at 20% bogus agents. We have seen a similar re-
lationship between influential agents and community success in the example of
adding domain experts to the community. In both cases, adding a relatively
small number of influential agents (be it beneficial or malicious) has a much
greater impact on the community than the number of added individuals would
suggest. With simulation, we can estimate the extend of that impact given vari-
ous levels of influential agents.
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The second example of malicious events we investigate is a loss of connectivity
between the community members, as would be the case in a denial of service
(DoS) attack on the community platform. Denial of service attacks are malicious
attempts to disrupt the functionality of a system, like a community platform,
by putting a huge load of requests on the system that ultimately keeps the host
server so busy that it cannot facilitate normal operation. In the context of our
model, we define a DoS attack as a prevention of agent activity. When an agent
is affected by the outage, it will fail to interact with other agents upon activation,
which incurs a penalty of engagement as in the case where the agent would not
find a proper thread to respond to.43 For this experiment, none of the normal
model input parameters and agent attributes will be changed. What we are
interested in is how well the community can withstand a DoS situation while
still maintaining a desired level of activity and need satisfaction efficacy.

In Figure 32, we see that the activity as measured by the number of posts
decreases linearly with the DoS outage, where with every 10% of additional
outage the community activity decreases by 10% as well (Figure 32a). That
corresponds to approximately 2,800 posts when tuned on the SCN community
44. That is not unexpected, as preventing x% of user actions directly decreases
the community activity by x%.

However, measuring the proportion of satisfied needs as the target variable,
the DoS outage has a somewhat greater effect. In this experiment, we mea-
sure the need satisfaction, regardless whether the individual in need is actually
able to create a thread to describe their need. In other words, the DoS outage
in this experiment only affects the responses, as it does not matter whether a
thread is created but ignored or whether it was prevented from being created
in the first place: In both cases, the need was not satisfied. This situation is
depicted in Figure 32b. The solid line represents the SCN community 44 under
the influence of various levels of DoS outage. As opposed to the community
activity, we see that the need satisfaction falls non-linearly faster with every in-
crease in outage. That non-linear decrease is even stronger for higher levels of
need-satisfaction-probability in the community, i.e. in communities with
more effective members (dashed lines in Figure 32b).

43 Described in detail in the agent interaction rules in Chapter 6.
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7.4 summary

We extended the community model we proposed in Chapter 6 with elements
that allow us to measure the need satisfaction efficacy of a community. Satis-
fying the needs of their members is a core requirement for online communities
towards fulfilling their purpose, and thus towards success.44 Indeed, need satis-
faction means different things for different communities: In Q&A communities,
users need solutions to their questions, in Life & Health communities users need
emotional and social support, and for Knowledge Creation communities it is im-
portant to produce high quality and comprehensible content.

In this chapter, we showed how the “accepted answer” mechanism of Q&A
communities can be used to evaluate the need satisfaction elements of our model.
This mechanism is a directly available and intuitive way to estimate the need sat-
isfaction in a community, and it only required a small addition to the model in
the form of the agents’ ability to satisfy needs by delivering solutions to ques-
tions (the need-satisfaction-probability parameter). The need satisfaction
can be modelled similarly in other types of communities, although some more
substantial additions might be required, e.g. in order to simulate and evalu-
ate the quality of user content. This is currently not in the scope of this thesis,
but certainly contributes to the generalisability and usefulness of the proposed
model, which can be explored further in future work.

With Research Question 13, we asked whether we can use the online commu-
nity model to establish the cause-and-effect relation between user behaviour and
community success. To answer this question, we used the simulation to show
how changes in user or agent behaviour change the success rate of the commu-
nity, measured as the its efficacy to satisfy user needs. We also showed how the
simulation can be used to explain why some factors, that were proposed as suc-
cess indicators in the literature, have no impact on community success. In the
example of the community size, we explained that it has no impact on success
because it does not affect the need production and consumption balance in the
community. The ratio between users with need and users who can satisfy the
need is key, irrespective of the community size.

44 Success is defined as the accomplishment of an aim or purpose, see Chapter 2.
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In the remainder of the chapter, we discussed various ways in which the pro-
posed model can be applied to practical problems that might be of interest to
a community manager. The simulation can be used to investigate how differ-
ent strategies or external events might affect the community success, in partic-
ular where experiments on the live community are not feasible and where the
recorded data does not provide the necessary information. Based on that, we
asked what are the conditions for a community to develop into an active, self-
sustaining and successful community (Research Question 14).

We investigated the required critical mass, member motivation or efficacy lev-
els, and the possible effect of hiring additional domain experts.45 Some of our
findings include that a community size above 1,000 is sufficient for the survival
of the community, and that each member should create at least 5 or 6 posts on av-
erage. Furthermore, there is a trade-off between quality and quantity of submit-
ted responses, i.e. users either need to create many responses or have a certain
level of efficacy in satisfying needs in order to ensure a desired level of commu-
nity success through need satisfaction. If neither is feasible, e.g. through addi-
tional incentives, then the community manager might consider hiring a small
number of additional domain experts, as a relatively small number of experts
will already have a noticeable effect on the community’s need satisfaction level.

Finally, we investigated how robust a community would be against malicious
events, such as bogus users and a loss of connectivity that can be experienced
during a denial of service attack (Research Question 15). While denial of ser-
vice situations have a somewhat predictable effect on community activity and
need satisfaction efficacy, the existence of bogus users and how to counter them
yields particularly interesting results: A certain percentage of bogus individuals
is sufficient to prevent a desired level of need satisfaction for genuine partici-
pants. For example, in our experiments, a community where 15 – 20% of the
members are bogus cannot achieve more than 60% need satisfaction, even if the
genuine members would assume a theoretical 100% efficacy. This result has par-
allels to our findings with hiring domain experts: A relatively small number of
influential individuals can already have a huge impact on the community.

45 NB: Hiring additional domain experts goes beyond the “self-sustaining” part of RQ 14.
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These are only some examples of the questions that we can answer with our
simulation approach, which proved to be a flexible tool for tackling various top-
ics and conditions that might be of practical interest for a community manager.
At the same time, we have to keep in mind that using simulation has its limi-
tations. As we stated at the beginning of Chapter 6, every model comes with
a built-in “error” that needs to be considered. That is by design, as a model is
always a simplification of what we observe in the real world, for the purpose of
explaining and predicting certain phenomena. Some of the limitations include
the assumption that the rest of the population does not change their behaviour
when malicious individuals are introduced to the community. In reality, the
users might adapt to this situation, for example by reporting and avoiding bo-
gus users, or in the worst case by getting discouraged to participate further. If
a community manager is interested in specific cases like this, they may extend
the proposed model accordingly, and capture more of the user dynamics in the
given circumstance. For the sake of a proof of concept, we followed the KISS46

principle and kept it simple. Every extension of a model makes it more complex
and introduces another dimension of uncertainty or error.

In respect to the related work, we further build on the literature in the two
fields of social network analysis as well as computational modelling and simu-
lation. We employed the proposed model to simulate and investigate the effect
of user behaviour on various outcomes that are relevant to the survival and suc-
cess of an online community. In the field social network analysis, the simulation
approach is not yet widely exploited and we argue for its merits. Simulation
is a cost-efficient and unobtrusive way to obtain the insights we discussed here,
which themselves contribute to a better understanding of online communities
for the field of social network analysis.

In the context of computational modelling and simulation, we implemented
need satisfaction as an outcome variable of the community simulation, we dis-
cussed how the user interaction model can be used for root cause analysis in
online communities, and we used the model to investigate a number of survival
and success conditions. To date, explicit need satisfaction is not in the focus
of most online community models, although some existing approaches are re-
lated, such as using member benefit as a motivation for agents to contribute

46 ”Keep it simple stupid”: Axelrod’s principle for agent-based modelling [Axe97].



7.4 summary 217

[RK14]. In other examples, the authors optimised certain community outcomes
that can be defined as implicit community needs, e.g. minimising abusive and
non-compliant behaviour [SSS10] and, similar to some of our use case studies,
maximising the number of solved questions in a Q&A community [Div15]. Our
model implements a generic need satisfaction element whose increase or de-
crease is depending on agent interactions.

Using simulation for root cause analysis has been shown in healthcare [SSG+12;
SSR+14], but has not been addressed in the field of social network analysis.
Again, some of the proposed models from the literature can potentially be used
with root cause investigation in mind, e.g. whether friend relationships and
member activity can be causes for observed changes in the social network struc-
ture [AZ09] or which conditions affect member benefits negatively [RK14]. How-
ever, these are exploratory approaches that are not directly aimed at analysing
the root cause for a specific given problem that occurred. We addressed this
scenario and demonstrated how root cause analysis can be performed on online
communities through simulation.

One of the main goals of our community model was to investigate various
conditions for the survival or even success of online communities. Many pro-
posed models share the same goal, e.g. simulating the factors that affect mem-
ber motivation [RK14], content quality [XYZ08], expertise [ZAA07; Div15] or
convergence of social norms [MHD11]. We contribute to this goal by analysing
several situations that affect the community development: 1) What are the re-
quired starting conditions (i.e. critical mass), 2) what is the benefit of additional
domain experts, and 3) how robust is a community against external factors such
as ill-intentioned users and denial-of-service attacks.



8 C O N C L U S I O N S

This thesis presents an investigation into different notions of the success of on-
line communities and the corresponding user behaviour. In an extensive liter-
ature review, we noticed that the term “success” has been used in a variety of
different ways to describe one metric or another in order to capture some aspect
of user activity in online communities. The result of that ambiguous use of the
term “success” is a fuzzy concept of what success actually means. Going back to
the original definition of success (“the accomplishment of an aim or purpose”47),
we show how the concept of success can be tangibly applied to measure the ful-
filment of a community’s purpose.

Concretely, we define a number of success criteria on three different kinds
of online community, each based on the communities’ purposes: Q&A com-
munities aim to solve questions, Life & Health communities aim to support
their members socially and empathetically, and Knowledge Creation communi-
ties want to create content that is of high quality and comprehensible. Then, we
extract a number of user behaviour features from each of the community types
in order to determine which user behaviour contributes to success. A number
of these features have been suggested as community success indicators in the
literature, however, we find that only some of them are actually well correlated
to the tangible success criteria of each community type.

We then proceed to apply a machine learning approach to determine which
overall user behaviour (i.e. which combination of impactful features) contributes
to the different success criteria. As expected, different user behaviour is impor-
tant for the different community types. Q&A communities perform well when
they receive many answers and a lot of information in the questions and ques-
tion titles. The Life & Health communities benefit from a lot of user interaction

47 Oxford Dictionary of English, Third Edition
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and short replies in many cases, and successful Knowledge Creation communi-
ties have short and revised articles and not too many contributors per article.

Finally, we propose a computational model to simulate user interactions in
online communities. With this model, we are able to investigate certain phenom-
ena about success and survival of online communities that are not captured in
the recorded data; and we do so in a controlled environment, without the need
to disrupt the functionality of live communities. Using the model, we discuss
how changes in user behaviour affect the outcome in community success, and
we investigate several success and survival conditions that can be of practical im-
portance for community managers, such as critical mass, hiring domain experts
and the effect of denial of service attacks.

8.1 summary of the chapters

In the following sections, we briefly discuss the main points of each chapter.

8.1.1 Chapter 2: Perspectives on Online Community Success

We started this work with an extensive literature review, in order to address the
question as to what the different existing notions and perspectives on commu-
nity success are. What we found was that there is no consensus on community
success in the literature, as there are different groups of stakeholders (owners,
members and community managers) that are interested in different aspects of
the community (e.g. profit, need satisfaction and social behaviour, respectively).
Furthermore, we found that success also meant different things in different types
of communities. For example, trust and reliability are important for transaction-
focussed communities, a sense of belonging is important for social communities,
and long-lasting value is important for knowledge creation communities. A
community’s purpose has to be carefully analysed in order to measure success
criteria that are meaningful for the respective type of community.



8.1 summary of the chapters 220

We concluded Chapter 2 with a discussion about using modelling and simula-
tion to study user behaviour in online communities in a controlled environment.
Simulation enables experiments on online communities and their successfulness
that would otherwise not be possible or feasible. For example, recorded data
is static and allows only for insights that are already explicitly included in the
data. On the other hand, new insights can be obtained by experimenting with a
live community, but that is not always feasible because of the risk of disrupting
the community. Simulation can provide a solution by allowing us to gain new
insights without disrupting community functionality.

8.1.2 Chapter 3: Success in Online Communities: Use Cases and Definitions

The lack of consensus of what success means for online communities motivated
us to go back to the original definition of success (the accomplishment of an
aim or purpose) to define concrete success criteria for three types of online com-
munities: Q&A communities, Life & Health communities and Knowledge Cre-
ation communities. Each type of community has their specific purpose, based
on which we defined their success criteria. In Q&A communities, users pose
questions to which they need a solution, so the criteria for success in Q&A com-
munities must reflect their effectiveness of solving the questions. We define the
percentage and time delay of solved questions as their success criteria.

Life & Health communities aim to provide a social platform where users sup-
port each other emotionally. Here, we defined the proportion of threads that
were not ignored, the connectedness between the users and the amount of pos-
itive sentiment in replies as the success criteria. None of that matters for the
third type of community, the Knowledge Creation communities. Their goal is to
create high-quality and comprehensible content, hence we defined informativity
and complexity as success criteria.

These are just some examples of success criteria for the respective community
types. It is up to the community managers to determine the exact aim their
community is trying to fulfil and derive the adequate success criteria and their
weights from there. For example, the percentage of solved questions is probably
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more important than the time delay of the solutions. It is up to the community
manager to find the right balance between the metrics.

8.1.3 Chapter 4: Evaluation of State-of-the-Art Success Indicators

During our review of the existing literature, we found a number of user be-
haviour features that have been used as indicators for success. In Chapter 4, we
extracted these user behaviour features from the data and compared them with
our purpose-based definitions of success for each of the community types we
investigate. Using Pearson correlation between the user behaviour features and
the various success criteria, we found that different user behaviour features are
important for the various types of success we measured. That means that there
are no universal success indicators that hold true for all types of communities
and their specific purpose-bound success criteria.

However, some user behaviour does indeed correlate to some degree with vari-
ous types of success measures. For example, the number of answers per question
is (quite intuitively) correlated with the percentage of solved questions in Q&A
communities, whereas the number of posts per day correlate to less complex
articles in Knowledge Creation communities. Measuring the number of posts
per day has no significant correlation to success in Q&A communities, and vice
versa with the number of responses (edits) per article on the Knowledge Cre-
ation communities. Another common example in the literature was community
size, which has very little impact on any of community types. It is important
that community managers single out the user behaviour that does and does not
contributes to the success in their communities.

8.1.4 Chapter 5: Determining Successful User Behaviour with Machine Learn-
ing

In Chapter 5, we went a step further beyond what a correlation analysis can
reveal. We extended the user behaviour features from the literature, and used
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this extended set as input for a machine learning approach, with a random
forest predictor in its centre, in order to determine the overall successful user
behaviour (i.e. the best combination of strong and weak features) for the three
types of online communities in our study.

The results show some obvious relations between certain user behaviour and
the success criteria. Having many answers is beneficial for a good question solv-
ing performance, for example, and interaction features for Life & Health com-
munities. For Knowledge Creation communities, some of the impactful features
are content features. However, the prediction approach also revealed user be-
haviour that is less apparently related to the success criteria. Examples include
the negative impact of URLs in Q&A and Life & Health communities (presum-
ably because the users prefer direct information and support instead of having
to read through additional resources) and the negative impact of the number of
unique contributors per article in Knowledge Creation communities (apparently,
too many cooks spoil the broth).

8.1.5 Chapter 6: Agent-based Simulation of User Need and Engagement in
Online Communities

We then proposed an agent-based model of the user interactivity in online com-
munities as a tool to further investigate the relation between different user be-
haviour and the survival and success conditions for the community. Simulation
is particularly useful to gain insights that cannot be obtained from the recorded
data, and when experiments on a live system are not feasible.

Our model aims to capture the basic elements of online communities, i.e. 1)
users joining the community, 2) users creating new threads based on their need
(e.g. information or support), 3) users responding to existing threads, and 4)
users becoming inactive and leaving the community. The agents that represent
the users are modelled by the attributes need (controls the thread/response ratio
per user), engagement and disengagement-factor (how fast the agent loses in-
terest and becomes inactive). Based on their activity profile, each agent follows
a number of simple rules in every step of the simulation: If the agent’s engage-
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ment exceeds a random threshold, they will activate. If their need exceeds a
second random threshold, they will create a new thread, or otherwise respond
to an existing thread. Only recent threads are visible to the agents and can be
responded to.

The second part of Chapter 6 consists of the model validation, where we
showed that many aspects of user interactions are accurately reproduced by
the model, with over 90% similarity in many of the produced user behaviour
distributions. To demonstrate its generalisability, we gave examples how the
model is able to mimic the characteristics from all three community types in our
study, after fitting the model parameters accordingly for each case. A numerical
validation of the model on the number of users, the number of threads and the
number of responses in all community types yielded small errors between 3.4%
and 10.9%.

8.1.6 Chapter 7: Using Simulation to Identify Community Survivability and
Success Conditions

In the last chapter of this thesis, we used the proposed community model to dis-
cuss how we can establish cause-and-effect relations between user actions and
changes in community success (and why some factors, such as community size,
have no impact), and we investigate some practical use cases of community sur-
vival and success conditions that might be of interest to community managers.
First off, we identified the required number of participants and posts per partic-
ipant in order to estimate the critical mass (i.e. the threshold to a self-sustaining
system) that a community must achieve to survive. We found that around 1,000

users and around 5 – 6 posts per user offer a high chance of survival.

Once a community is sure to survive, the success conditions are important.
We showed that there is a trade-off between many contributions and high qual-
ity contributions (the old problem of quality vs. quantity) that are required to
satisfy the needs of the participants and thus facilitate the fulfilment of the com-
munity’s purpose. In the case that the user motivation cannot be increased in
either quality or quantity, we also showed how effective it is to hire additional
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domain experts. A relatively small number of them already has a noticeable im-
pact on the need satisfaction in the community. In two other example use cases,
we investigated the impact of bogus users (e.g. users who game the system) as
well as the impact of denial of service attacks on the functionality of the commu-
nity. The effects of denial of service attacks are straightforward, but we found
that a relatively small number of bogus users suffices to cause major disruptions
in the need satisfaction of genuine users. This observation is similar to the sce-
nario with added domain experts, where also a smaller than expected number
had a noticeable impact. The effect of influential users (positive or negative) is
something that community managers have to be aware of.

In conclusion, we proposed and evaluated an agent-based community model,
and then used it to investigate some use cases of internal an external influences
that a community might be subjected to, without the need to disrupt a live
community. Of course, it is possible to contrive a number of other use cases that
might be relevant for a community manager, and our community model may be
extended to cater for these scenarios. We want to encourage anyone to do that.
One has to keep in mind, however, that every extension of the model has its
limitations, as every additional element increases the complexity of the model
and thus the uncertainty (error) in its explanatory and generative power.

8.2 limitations and future work

As with every piece of research, there are certain limitations that this work is sub-
jected to. There are four main limitations that we will discuss briefly: First of all,
the data on which we carry out our experiments has is a biased representation of
reality. Although we are fortunate to have three different kinds of communities
at our disposal (as well as two similar data sets for one of the community types),
there are many more communities out there that will not fit into the types we
covered. While we are able to show how our methods perform on our data, this
work can easily be extended in the future by examining different types of online
communities with the methods we discussed here.
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The second main limitation lies in the success criteria. We defined a num-
ber of success criteria that we derived from the purpose of each type of com-
munity in our study, i.e. effectively solving questions (Q&A), providing social
and emotional support (Life & Health), as well as creating high quality content
(Knowledge Creation). While we tried to cover different aspects of each com-
munity type, we mainly focussed on the ones that we can measure in the data.
There may well be aspects that are relevant for the various communities but that
we were unable to measure within the scope of this thesis. For example, for
Knowledge Creation communities it is probably important that the presented
information is accurate and credible. We could not measure that because of the
lack of available tools, but there are studies into information accuracy and cred-
ibility (e.g. [Kan10]) that might well be implemented in the future. With the
constantly evolving scene of social computing software, we are optimistic that
future researchers and community managers will be able to make use of more
tools to measure relevant aspects of online communities and their purposes.

Another aspect we have not covered in great detail is the development of the
communities themselves. For the sake of simplicity, we looked at the communi-
ties at a certain point in time, i.e. at the point where the recorded data ends. At
that time, a community might be successful or not, and we made the assump-
tion that this current state describes the finale state of the community. In reality,
a community might pass through various stages of success. Although our sim-
ulation approach touched the development of a community over time, a more
in-depth analysis of the different success stages of communities (beyond the life
cycle stages from birth to death) is an interesting and relevant path that should
be explored in future work.

The final main limitation of this work is inherent to the modelling and simula-
tion approach. As we discussed before, every model represents a simplification
of the reality and therefore always produces a certain error. That has to be kept
in mind with any simulation. Concretely, that means that unknown factors could
cause users in real communities to react differently than the model is predicting.
To some degree, we model the influence of unknown factors as random variables
that make every run of the simulation unique, but that does not cover extreme
cases or cases where users behave in a completely unexpected way. For example,
genuine community members might try to fight back by trolling the trolls. If
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this reaction is not encoded into the model in some way, the model would be
unable to predict that behaviour of the individual agents. Agent-based models
can sometimes predict unexpected situations with regard to emerging complex
systems, but the behaviour of each individual agent is pre-defined in the model.
Unfortunately, there is no way around this. The prediction is only as good as
the model, and adding more complexity to the model implies a greater margin
of potential error.

8.3 practical application

One conclusion from the last chapter of this work is that we can predict changes
in community success based on changes in user behaviour, within the limits of
the model. That enables community managers to investigate different scenarios,
e.g. to assess the severity of interventions that would need to be put in place
to improve community success. The community manager might have concrete
measures in mind, such as changes to the incentive system and user interface,
and encode these changes into the model. In Section 7.3 in the previous chapter,
we exemplified the intervention of hiring additional domain experts to improve
a community’s ability to fulfil its purpose. It would be straightforward to sum
up the cost of each additional expert (e.g. their salaries) and compare it to the
available budget for community maintenance. Some communities may benefit
greatly from adding just a handful of experts, while for others the amount of
required experts would exceed the available budget.

We illustrate this in Figure 33. Let a given community manager look after four
communities. Following a similar approach as outlined in this thesis, they have
defined the criterion for success, measured this metric for each of the communi-
ties, and plotted each community along the x-axis accordingly. With the help of
the simulation, the community manager estimated how many additional experts
(or other interventions) will be needed in order to bring each of the communities
to a desired level of success, i.e. to a desired value of the success criterion (e.g.
90% solved questions in a Q&A community). This cost of intervention is then
plotted on the y-axis of the graph. By visually contrasting the estimated costs of
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Figure 33: This 2-dimensional space visualises the cost-effectiveness of increasing the
success of a community to a desired level. For each community, it contrasts
the distance to the desired level (grey arrow) to the prognosis of the required
intervention (red arrow) it would take to reach the desired level. Simulation
can be used to estimate the cost of the required intervention.

increasing a community’s success, the community manager can decide whether
it is worth the cost or what level can be reached with a lower cost.

In the example in Figure 33, communities 1 and 2 are already quite successful
in fulfilling their purpose. The difference between them is that community 1

would require a much smaller cost to reach the desired level of success than
community 2, so it might not be worth doing it for the latter. Communities 3

and 4 are far less successful at the moment, but the cost of bringing community
3 to the desired level of success is half as much as the cost for community 4. The
community manager might decide to spend the budget for communities 1 and
3, leave community 2 alone, and perhaps try other interventions on community
4, e.g. splitting it up into smaller communities that are easier to moderate or
merging it with another community.
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8.4 final remarks

In conclusion, this thesis provides a number of insights and tools to better under-
stand community success, how it can be measured, and how it can potentially
be increased. Our work contributes the state of the art in numerous ways:

By analysing the related work, we showed that community success is often
used as a fuzzy concept that requires a clearer definition. We then presented
an approach of determining the criteria of success as tangible and measurable
metrics based on the purpose of a community and its fulfilment thereof, thus
providing a clear definition of success on various community types. Because
different online communities have vastly different purposes, there can be no
one-fits-all solution to measuring success. We proved this by collecting user
behaviour features that were proposed as indicators of success in the literature,
and showed that there is no consistent correlation between them and the various
definitions of success in our study. This also demonstrates how important it is
to evaluate which user behaviour is related to community success.

We then proceeded to illustrate how machine learning and simulation ap-
proaches can help gaining novel insights into the user behaviour that is related
to community success; we argue that these approaches have not been sufficiently
exploited in the field of social network analysis. The machine learning approach
allows us to investigate the relation between user behaviour and community suc-
cess on a large scope as it automatically identifies the importance of any given
number of user behaviour features.

The online user interaction model we developed proved to be valid on all four
community platforms in our study, which indicates that the presented model is
a step towards capturing online user behaviour independent from the specific
community platform. We showed that the communities in our study, different as
they are, share the same fundamental user interaction behaviour. We discussed
how the simulation can be used to examine potential root causes of observed
problems, and study survival and success conditions of online communities (e.g.
required critical mass, cost/benefit of hiring domain experts, and effect of denial-
of-service attacks and malicious users), thus further bridging the gap between
simulation and social network analysis. Simulation is a cost-efficient and un-



8.4 final remarks 229

obtrusive method to investigate online communities and gain insights that are
otherwise too costly or infeasible to obtain.

Our recommendation to community managers is to follow an approach akin
to the one we describe in this thesis: 1) Define measurable success criteria based
on the purpose of the community, 2) determine which user behaviour leads to
success in order to support the desired behaviour and avoid the undesired one,
and 3) employ simulation to estimate the potential outcome of implementing
changes to the community.
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A A P P E N D I X : U S E R F E AT U R E
S I M I L A R I T I E S

The feature similarity dendrograms shown here reflect the example dendrogram
of Boards.ie as shown in Section 5.2. The listed dendrograms show the feature
similarity in Stack Exchange (34, 35), SAP Community Network (36, 37) and
Wikipedia (38, 39), with and without the additional standard deviation features,
respectively. Dendrogram 40 completes the list with the feature similarities in
Boards.ie including the standard deviation features.
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Figure 34: Complete feature similarity in the Stack Exchange communities, including
standard deviation features.
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Figure 35: Feature similarity in the Stack Exchange communities.
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Figure 36: Complete feature similarity in the SAP Community Network communities,
including standard deviation features.
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Figure 37: Feature similarity in the SAP Community Network communities.
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Figure 38: Complete feature similarity in the Simple English Wikipedia communities,
including standard deviation features.
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Figure 39: Feature similarity in the Simple English Wikipedia communities.
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Figure 40: Complete feature similarity in the Boards.ie communities, including standard
deviation features.



B A P P E N D I X : F E AT U R E I M P O R TA N C E
F R O M S U P P O R T V E C TO R M A C H I N E

Below we show the most important user behaviour features from the Support
Vector Machine regression and classification for each of the success criteria solved
and tsolved (Stack Exchange Q&A), solved and tsolved (SAP Community Net-
work Q&A), repliedTo, connectedness and replySentiment (Life & Health),
and informativity and complexity (Knowledge Creation). Note that the im-
portance values are normalised between 0 and 100, where 100 represents the
highest importance and 0 the lowest (but not literally zero) importance.
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Normalised feature importance for solved in Stack Exchange
Regression Classification

100 Seed post proportion Seed post proportion 100

33.5 User churn Original post proportion 33.2
28.9 Title length Information spread 32.5
28.5 Original post length ratio Responses per user 22.4
25.7 VIP churn variation Seed/non-seed ratio 17.3
22.4 Content length Unique users per thread 12.3
21.3 Response length ratio Posts per user 11.5
20.3 Ratio of URLs in responses In-degree variation 9.8
19.9 Title length variation Responses per user variation 8.5
19.7 Seed/non-seed ratio User churn 8.0
12.4 Original post length Thread length 6.7
10.5 In-degree variation Out-degree variation 6.3
9.6 Original post length variation Posts per user variation 0

9.1 VIP churn
7.1 Posts per user
6.7 Responses per user
6.6 Original post proportion
6.0 Responses per user variation
5.6 Posts per user variation
3.6 Information spread

Table 29: Top 20 most important features and their normalised importance scores for
the success criterion solved in the Stack Exchange communities. The scores
from both the regression task (left) and classification task (right) are shown.
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Normalised feature importance for tsolved in Stack Exchange
Regression Classification

100 Community age Seed/non-seed ratio 100

93.1 VIP churn variation VIP churn variation 77.3
92.2 Clustering coefficient Information spread 59.1
81.0 URLs in posts Thread length variation 51.4
80.6 URLs in responses Response effort variation 45.6
78.3 Seed post proportion Seed post proportion 33.3
74.2 Information spread Number of non-seed posts 31.8
69.1 Responses per user Posts per day 25.9
63.2 Posts per user Community age 25.1
62.0 Seed/non-seed ratio Unique users per thread 17.0
52.9 Original post proportion Number of seed-posts 15.0
39.6 Unique users per thread Ratio of URLs in responses 12.0
36.1 Response effort variation Responses per user 10.9
32.7 Thread length URLs in responses 9.6
30.6 Ratio of URLs in responses Original post proportion 7.7
19.6 Original post length ratio Number of responders 6.1
19.4 Out-degree variation Community size 4.7
15.8 Response effort Clustering coefficient 2.1
13.5 Response length variation Number of posts 1.6
9.8 Content length variation Thread length 0.9

Table 30: Top 20 most important features and their normalised importance scores for
the success criterion tsolved in the Stack Exchange communities. The scores
from both the regression task (left) and classification task (right) are shown.
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Normalised feature importance for solved in the SAP Community Network
Regression Classification

100 Posts per user Seed post proportion 100

95.5 Responses per user Response time variation 70.2
39.0 Responses per user variation Seed/non-seed ratio 54.9
38.5 Posts per user variation Response time 46.8
5.1 Seed post proportion Unique users per thread 42.4
4.7 Original post proportion User churn 23.6
4.3 Seed/non-seed ratio Responses per user variation 21.1
4.1 Thread length Posts per user variation 17.7
3.6 Information spread Information spread 15.6
2.5 Response effort variation Responses per user 15.1
2.0 Responder proportion Out-degree variation 14.5
1.6 Unique users per thread Thread length 14.2
1.2 Out-degree variation Title length 13.3
0.8 Response time Posts per user 11.4
0.2 VIP churn Clustering coefficient 5.0
0.1 User churn Response effort variation 3.7
0 Content length Responder proportion 1.4

Original post proportion 0

Table 31: Top 18 most important features and their normalised importance scores for
the success criterion solved in the SAP Community Network communities.

Normalised feature importance for tsolved in the SAP Community Network
Regression Classification

100 Response effort variation Out-degree variation 100

65.5 Original posts per day Seed post proportion 92.4
56.3 Original post length ratio Responses per user 69.4
38.7 Response length ratio Thread length 47.1
21.7 Responses per user Seed/non-seed ratio 0

0 Posts per user variation

Table 32: Top 6 most important features and their normalised importance scores for the
success criterion tsolved in the SAP Community Network communities.
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Normalised feature importance for repliedTo in Boards.ie
Regression Classification

100 Unique users per thread variation Out-degree variation 100

91.4 Original post proportion Information spread 90.5
84.3 Information spread Unique users per thread variation 68.8
42.8 Unique users per thread Thread length variation 53.2
40.7 In-degree variation Unique users per thread 28.1
30.7 Thread length variation Posts per user variation 3.4
8.9 Thread length Number of posts 1.5
0 Posts per day In-degree variation 0

Table 33: Top 8 most important features and their normalised importance scores for the
success criterion repliedTo.

Normalised feature importance for connectedness in Boards.ie
Regression Classification

100 VIP churn variation Community size 100

97.1 Community size Number of responders 92.6
83.4 Number of responders Original post length ratio 83.3
48.2 Number of seed posts Ratio of URLs in responses 60.3
45.7 Number of original posts Number of non-seed posts 57.6
26.5 Number of posts Number of original posts 49.2
25.8 Responses per user variation Number of seed posts 48.6
1.6 Out-degree variation User churn variation 0

0 Number of non-seed posts

Table 34: Top 9 most important features and their normalised importance scores for the
success criterion connectedness.

Normalised feature importance for replySentiment in Boards.ie
Regression Classification

100 Response length Response length 100

61.9 Original post length Content length 0

0 Content length

Table 35: Top 3 most important features and their normalised importance scores for the
success criterion replySentiment.
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Normalised feature importance for informativity in Wikipedia
Regression Classification

100 Title length URLs in original posts 100

98.6 Original post proportion Original post length 62.4
80.9 Original post length Response length 54.7
73.3 URLs in responses URLs in responses 51.3
67.8 URLs in posts Content length 50.7
54.8 Posts per user URLs in posts 49.5
53.9 Response effort Community age 19.2
50.2 Unique users per thread variation Title length 12.8
49.3 Response length ratio Posts per user 9.2
46.6 Content length In-degree variation 9.1
45.3 Response length Unique users per thread 6.6
37.6 Thread length variation Original post length variation 1.4
36.3 Posts per user variation Response time variation 1.3
35.2 Unique users per thread Response length ratio 0

33.9 Responses per user variation
33.3 Response length variation
33.3 Content length variation
33.1 Community growth
31.1 Community age
27.9 In-degree variation

Table 36: Top 20 most important features and their normalised importance scores for
the success criterion informativity.
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Normalised feature importance for complexity in Wikipedia
Regression Classification

100 URLs in responses URLs in original posts 100

99.3 URLs in posts URLs in responses 75.9
63.1 Content length URLs in posts 64.8
62.9 Response length Content length 37.9
7.2 Posts per user variation Original post length 32.6
5.7 URLs in original posts Response length 17.5
5.0 Posts per day Response time 17.4
4.5 Responses per user variation Title length 10.8
2.7 Ratio of URLs in responses Content length variation 7.4
2.4 Response length ratio Original posts per day 0.2
1.9 Original post length ratio Ratio of URLs in original posts 0

1.6 Original post length
1.6 Title length
1.5 Unique users per thread
1.0 Community size
1.0 In-degree variation
1.0 Out-degree variation
1.0 VIP churn
1.0 Community age
1.0 Number of seed posts

Table 37: Top 20 most important features and their normalised importance scores for
the success criterion complexity.



C A P P E N D I X : F E AT U R E
I M P O R TA N C E F R O M L I N E A R A N D
LO G I S T I C R E G R E S S I O N

Below we show the most important user behaviour features from the linear and
logistic regression for each of the success criteria solved and tsolved (Stack Ex-
change Q&A), solved and tsolved (SAP Community Network Q&A), repliedTo,
connectedness and replySentiment (Life & Health), and informativity and
complexity (Knowledge Creation). Note that the importance values are nor-
malised between 0 and 100, where 100 represents the highest importance and 0
the lowest (but not literally zero) importance.
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Normalised feature importance for solved in Stack Exchange
Regression Classification

100 Seed post proportion Seed post proportion 100.0
44.2 Title length Original post proportion 37.1
41.9 User churn Responses per user 28.4
40.8 VIP churn variation Information spread 25.8
40.2 Original post length ratio Posts per user 24.5
36.7 Original post proportion In-degree variation 20.6
26.6 Response length ratio Unique users per thread 20.0
26.5 Content length Thread length 15.2
24.7 Ratio of URLs in responses Seed/non-seed ratio 11.5
23.0 Thread length Posts per user variation 11.1
17.9 Information spread Responses per user variation 8.2
16.4 Original post length User churn 2.2
16.3 Unique users per thread Out-degree variation 0

14.9 Posts per user variation
13.3 Original post length variation
13.3 Responses per user variation
12.0 In-degree variation
11.8 Responses per user
9.1 Seed/non-seed ratio
4.2 Title length variation

Table 38: Top 20 most important features and their normalised importance scores for
the success criterion solved in the Stack Exchange communities. The scores
from both the regression task (left) and classification task (right) are shown.



appendix: feature importance from linear and logistic regression 248

Normalised feature importance for tsolved in Stack Exchange
Regression Classification

100 Community age Thread length variation 100

81.3 Content length variation Thread length 76.5
77.8 Unique users per thread Number of responders 64.6
70.9 Information spread Unique users per thread 62.4
70.1 Thread length Number of seed posts 57.7
69.4 VIP churn variation VIP churn variation 57.3
65.9 Posts per day Community size 51.9
65.3 Response length Posts per day 47.3
56.5 Response length variation Number of posts 44.4
50.8 Responses per user Response effort variation 43.1
49.6 Seed post proportion Number of non-seed posts 39.5
45.2 URLs in responses URLs in responses 37.5
35.3 URLs in posts Ratio of URLs in responses 37.4
35.0 Posts per user Information spread 35.9
33.6 Out-degree variation URLs in posts 34.9
32.6 Seed/non-seed ratio Seed/non-seed ratio 31.3
31.2 Response effort Community age 20.0
28.2 Response length ratio Responses per user 13.9
27.5 Original post proportion Clustering coefficient 8.0
24.6 Response effort variation Posts per user 5.8

Table 39: Top 20 most important features and their normalised importance scores for
the success criterion tsolved in the Stack Exchange communities. The scores
from both the regression task (left) and classification task (right) are shown.
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Normalised feature importance for solved in the SAP Community Network
Regression Classification

100 Posts per user Seed post proportion 100

93.4 Seed post proportion Response time 67.9
92.6 Responses per user Thread length 66.9
72.8 Seed/non-seed ratio Original post proportion 59.4
50.2 Thread length Clustering coefficient 55.2
44.9 Responder proportion Response effort variation 46.7
42.9 User churn Unique users per thread 36.6
41.9 Response effort variation Responses per user variation 36.1
36.8 Responses per user variation Responses per user 32.9
36.8 Original post proportion Responder proportion 27.5
36.1 Posts per user variation Posts per user variation 26.4
36.0 Content length Posts per user 22.4
35.4 Response time Information spread 12.2
10.8 Out-degree variation User churn 11.9
1.9 Information spread Seed/non-seed ratio 9.3
1.8 Unique users per thread Out-degree variation 8.9
0 VIP churn Title length 2.1

Response time variation 0

Table 40: Top 18 most important features and their normalised importance scores for
the success criterion solved in the SAP Community Network communities.

Normalised feature importance for tsolved in the SAP Community Network
Regression Classification

100 Response length ratio Seed post proportion 100

92.8 Response effort variation Out-degree variation 69.2
37.7 Original posts per day Seed/non-seed ratio 18.2
14.3 Posts per user variation Responses per user 2.9
2.3 Original post length ratio Thread length 0

0 Responses per user

Table 41: Top 6 most important features and their normalised importance scores for the
success criterion tsolved in the SAP Community Network communities.
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Normalised feature importance for repliedTo in Boards.ie
Regression Classification

100 Thread length Number of posts 100

87.1 Unique users per thread Unique users per thread variation 74.6
54.7 Original post proportion Information spread 51.8
46.1 In-degree variation Unique users per thread 38.0
41.3 Thread length variation Out-degree variation 29.4
30.8 Posts per day In-degree variation 28.2
15.3 Information spread Posts per user variation 1.4
0 Unique users per thread variation Thread length variation 0

Table 42: Top 8 most important features and their normalised importance scores for the
success criterion repliedTo.

Normalised feature importance for connectedness in Boards.ie
Regression Classification

100 VIP churn variation User churn variation 100

51 Community size Original post length ratio 81.57

27.6 Number of responders Ratio of URLs in responses 42.24

26.5 Number of seed posts Number of original posts 30.03

26.3 Out-degree variation Community size 19.3
18.2 Responses per user variation Number of seed posts 17.87

10.8 Number of original posts Number of responders 0

0 Number of posts

Table 43: Top 8 most important features and their normalised importance scores for the
success criterion connectedness.

Normalised feature importance for replySentiment in Boards.ie
Regression Classification

100 Original post length Content length 100

71.6 Response length Response length 0

0 Content length

Table 44: Top 3 most important features and their normalised importance scores for the
success criterion replySentiment.
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Normalised feature importance for informativity in Wikipedia
Regression Classification

100 Title length Original post length 100

36.2 Title length variation URLs in original posts 97.1
35.3 Posts per user Title length 80.0
33.8 Original post proportion Posts per user 39.7
30.9 Original post length Community age 34.6
29.3 Responses per user Unique users per thread 31.3
27.8 Original post length ratio In-degree variation 31.3
26.9 Responses per user variation URLs in responses 21.5
23.4 Posts per user variation URLs in posts 19.9
23.0 URLs in responses Response time variation 11.6
21.7 Number of responders Original post length variation 8.8
21.5 Community size Content length 5.2
17.8 URLs in posts Response length 5.1
16.1 In-degree variation Response length ratio 0

15.2 Response time variation
15.0 Thread length variation
14.7 Original post length variation
12.9 Number of posts
12.8 Thread length
12.2 Number of seed posts

Table 45: Top 20 most important features and their normalised importance scores for
the success criterion informativity.
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Normalised feature importance for complexity in Wikipedia
Regression Classification

100 Posts per day URLs in original posts 100

78.3 Response length ratio Original post length 91.5
73.6 URLs in responses URLs in responses 82.5
72.5 Ratio of URLs in responses URLs in posts 81.3
66.8 URLs in posts Title length 61.2
58.1 Title length Content length 51.7
46.5 Unique users per thread Response length 50.0
42.2 Response length Response time 26.0
41.6 Content length Ratio of URLs in original posts 23.0
34.5 Unique users per thread variation Content length variation 10.9
34.4 Original post length ratio Original posts per day 0

29.7 VIP churn
25.6 URLs in original posts
20.6 Number of seed posts
18.4 Original post length
17.0 Posts per user variation
16.1 Responses per user variation
15.0 Number of original posts
13.2 Content length variation
3.9 Community size

Table 46: Top 20 most important features and their normalised importance scores for
the success criterion complexity.



D A P P E N D I X : N E T LO G O
I M P L E M E N TAT I O N O F T H E
C O M M U N I T Y M O D E L

A minimum working example of the proposed community model is shown be-
low. We implement the model with all the elements we discussed in Section 6.2.
Our framework of choice is NetLogo (version 6.0.1) [Wil99]. It is a freely avail-
able multi-agent modelling framework, that was developed with the purpose of
teaching and quick model prototyping. The model input parameters are imple-
mented as global variables, however, NetLogo offers the functionality to create
specialised input fields in the graphical user interface part where the parameter
values can be entered.
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; Set up the different agent types and define their attributes
 breed [users user]

 breed [threads thread]
 breed [responses response]

  
users-own [

   need
   engagement

   disengagement-factor
   last-active-at

 ]
  
threads-own [

   creator
   created
 ]

  
responses-own [

   creator
   created
 ]

  
; Define and initialise global variables

 globals [
   disengagement-parameter

   need-parameter
   thread-visibility

   join-rate
   window-size

   desired-community-size
 ]

  
to setup

   clear-all
   set disengagement-parameter 0.1

   set need-parameter 0.1
   set thread-visibility 10
   set join-rate 10

   set window-size 10
   set desired-community-size 100

   reset-ticks
 end

  
; Create a new user agent and initialise its attributes

 to-report create-new-user
   let new-user nobody

   create-users 1 [
     set need exp(random-float 1.0 / (- need-parameter))

     set engagement 1
     set disengagement-factor 1 - exp(random-float 1.0 / (- disengagement-parameter))

     if disengagement-factor < 0 [ set disengagement-factor 0 ]
     set new-user self

   ]
   report new-user

 end
  

to go
   ; New user agents join the community

   let new-users []
   let mu 1

   ifelse count users >= 1 [
     let engagement-avg mean [engagement] of users with [last-active-at >= ticks - window-size]

     set mu engagement-avg * join-rate
     repeat random-normal mu (0.3 * mu) [

       set new-users lput create-new-user new-users
     ]

   ] [
     set new-users lput create-new-user new-users

   ]
   

   ; Set activity and need thresholds
   let activity-threshold random-float 1.0

   let need-threshold random-float 1.0
   

   ; Select active user agents
   let active-users [ self ] of users with [ engagement >= activity-threshold ]

   
   ; Add new user agents to the list of active user agents to guarantee their initial activity after joining the community

   set active-users sentence active-users new-users
   

   ; Randomise the order in which the active user agents will be called, then iterate through them and let them perform an action
  set active-users shuffle active-users

   foreach active-users [
     [active-user] -> ifelse [need] of active-user >= need-threshold or not any? threads with [ creator != active-user ] [

       ; Create a new thread
       create-threads 1 [

         set creator active-user
         set created ticks

       ]
  



      ; Pay engagement for creating a new thread and update its last activity field
       ask active-user [

         if random-float 1.0 < disengagement-factor [ set engagement engagement - need ]
         if engagement < 0 [ set engagement 0 ]

         set last-active-at ticks
       ]

     ] [
  

      ; Attempt to select recent thread to respond to
       let selected-thread nobody

       let max-age ticks - random-exponential thread-visibility
       if any? threads with [ creator != active-user and created >= max-age ] [

         ask min-one-of threads with [ creator != active-user and created >= max-age ] [ created ] [
           set selected-thread self

         ]
       ]

       
       ; If a suitable thread has been selected, create a response to it

       ifelse selected-thread != nobody [
         create-responses 1 [

           set creator active-user
           set created ticks

  
          ; Pay engagement for responding and update its last activity field

           ask active-user [
             if random-float 1.0 < disengagement-factor [ set engagement engagement - disengagement-factor ]

             if engagement < 0 [ set engagement 0 ]
             set last-active-at ticks

           ]
         ]

       ] [
  

        ; If no suitable thread has been found, reduce engagement
         ask active-user [

           set engagement engagement - disengagement-factor
           if engagement < 0 [ set engagement 0 ]

         ]
       ]

     ]
   ]

  
  ; Advance the simulation internal clock by one step

   tick
  

  ; Stop the simulation when the end condition has been met or there are no more active users
   if count users >= desired-community-size or max [last-active-at] of users < ticks - window-size [

     stop
   ]

 end
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