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Abstract
During recent years the increasing adoption of Open Data Initiatives and Lined Data
principles have lead to the creation of a globally distributed space of Linked Data that
covers various domains such as Government, Libraries, Life Sciences, Media, Geographic
and Social web. Approaches that conceive this data space as a huge distributed data
sources and enable an execution of declarative queries over this database hold an enormous
potential; they allow users to benefit from a virtually unbounded set of up-to-date data.
As a consequence, several research groups have started to study such approaches. The
Life Sciences domain has been one of the early adopters of Linked Data, and at present
a considerable portion of the Linked Open Data cloud is comprised of datasets from Life
Sciences Linked Open Data, known as LS-LOD. Although the publication of datasets as
RDF is a necessary step towards achieving unified querying of biological datasets, it is
not enough to achieve the interoperability necessary to enable a query-able Web of Life
Sciences data. This can be achieved either by “a priori integration”, by ensuring multiple
datasets make use of the same vocabularies and ontologies, or, alternatively using “a
posteriori integration”, which makes use of mapping rules that change the topology
of graphs such that integrated queries become possible. “a posteriori integration”, in
Biomedical and Life Science data sources is the topic of this thesis. This dissertation first
provides an analysis of freely and openly available data sources (SPARQL endpoints).
Public SPARQL endpoints were analysed with two considerations i. What is the content
of a public SPARQL endpoint? and ii. How self descriptive are these endpoints? For
analysing public SPARQL endpoints we defined a set of self descriptive SPARQL queries.
After this analysis we introduce the notion, namely Autonomous Resource Discovery
and Indexing (ARDI), for facilitating “a posteriori integration”, in Biomedical and Life
Science data sources. In particular, we introduce a Cataloguing and Linking mechanism
that enables us to formally query Biomedical and Life Sciences Linked Open Data on
the World Wide Web (WWW).
As of 31st March 2016, the ARDI consists of 263,731 triples representing 12,658 distinct
classes, 1,792 distinct properties and 13,027 distinct Orphan classes catalogued from 137
public SPARQL endpoints.
Based on these Cataloguing and Linking approaches, we propose BioFed which is a
federated query processing engine for Life Sciences Linked Open Data. BioFed offers a
single-point-of-access for distributed Life Science data which enables scientists to access
the data from reliable sources without extensive expertise in SPARQL query formulation.
BioFed federates SPARQL queries over more than 137 public SPARQL endpoints. Some
other practical applications of ARDI are introduced including its applicability in Drug
Discovery and Cancer Chemoprevention.

After demonstrating ARDI and its practical applications, this dissertation focuses on
presenting Linked Biomedical Dataspace (LBDS) that enables the semantically-enriched
representation, exposure, interconnection, querying and browsing of Biomedical data and
knowledge in a standardised and homogenised way. We provide three practical scenarios
known as workflows for using proposed LBDS and also list the Lessons Learned and
Recommendations for developing different components of LBDS as we believe our gained
insights will be useful for LD practitioners and researchers working on the topics similar
to those covered in this thesis.
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Chapter 1

Introduction
“If we knew what it was we were doing, it would not be called research, would
it?”

–Albert Einstein

The advent of the World Wide Web [12] has enabled public publishing and consumption
of information on a unique scale. Publishing on the Web is easy, low-cost and significantly
accessible, with the size of the potential audience limited only by demand for the content
[13]. As a result, the Web consists of at least 41 billion unique documents [14] that create
a huge amount of information on a variety of topics. In the past few years, the Linked
Open Data cloud has earned a fair amount of attention and it is becoming the standard
for publishing data on the Web [15].
One of the ambitions behind the linked data effort is the ability to create a Web of
interlinked data which can be queried using a unified query language and protocol,
regardless of where the data is stored. Central to this achievement is the adoption of the
Resource Description Framework (RDF) as the knowledge representation formalism, the
SPARQL protocol, and RDF query language for accessing the represented knowledge in
RDF.
The Life Sciences domain has been one of the early adopters of Linked Data, and a
considerable portion of the Linked Open Data cloud is comprised of datasets from Life
Sciences Linked Open Data, known as LS-LOD. The contributors include the Bio2RDF
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project1 , Linked Life Data2 , Neurocommons3 , Health Care and Life Sciences knowledge
base4 (HCLS Kb) and the W3C HCLSIG Linking Open Drug Data (LODD) effort5 .
The deluge of biomedical data in the last few years, partially caused by the advent of
high throughput gene sequencing technologies, has been a primary motivation for these
efforts. These efforts have been partially derived, and are still motivated, by the huge
amount of data in biomedical facilities in the past few years, partially caused by the
decrease in price for acquiring large datasets such as genomic sequences and the trend
towards personalised medicine, pharmacogenomics and integrative bioinformatics, which
will require a single interface, either programmatic or otherwise, to access and query Life
Sciences (LS) data for Knowledge Discovery.
Although the publication of datasets as RDF is a necessary step towards achieving
unified querying of biological datasets, it is not enough to achieve the interoperability
necessary to enable a query-able Web of Life Sciences data since it solves only the
“Syntactic Interoperability” problem without addressing the “Semantic Interoperability”
problem [16, 17]. To achieve the ability for assembling queries encompassing multiple
graphs hosted at various places, it is therefore critically necessary that vocabularies and
ontologies are reused [18].
This can be achieved either by ensuring that multiple datasets make use of the same
vocabularies and ontologies, an approach that was previously described [19] as “a priori
integration” or, conversely, using “a posteriori integration”, which makes use of mapping
rules that change the topology of graphs such that integrated queries become possible.
For encouraging “a priori integration” through reuse of vocabularies and terminologies,
the National Centre for biomedical Ontology (NCBO) has created Bioportal6 , a Web
repository for discovering biomedical vocabularies and ontologies.
Despite the popularity and availability of bio-ontologies through Bioportal and other
ontology registry services, it is still very common for Semantic Web experts to publish
Life Sciences datasets without reusing common vocabularies and terminologies. The
popularity of bio-ontologies has also led to an increase in the amount of overlapping
standards and terminologies, which in turn has led to criticisms regarding the low
adoption of existing standards [16]. As an example, the term “Drug” is matched in 38
Bioportal ontologies7 – it is not clear which of these should be chosen for maximising
interoperability or which of these should be chosen for publishing LD.
1

http://bio2rdf.org/ (l.a.: 2014-03-31 )
http://linkedlifedata.com/ (l.a.: 2014-07-16 )
3
http://neurocommons.org/page/Main_Page (l.a.: 2014-07-16 )
4
http://www.w3.org/TR/hcls-kb/ (l.a.: 2014-07-16 )
5
http://www.w3.org/wiki/HCLSIG/LODD (l.a.: 2014-07-16 )
6
http://bioportal.bioontology.org(l.a.:2016-06-12)
7
http://bioportal.bioontology.org/search?query=Drug (l.a.: 2015-09-12)
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Researchers who wish to use the Web of data for meaningful queries, clinical decision
making or improved methods for Drug Discovery and for publishing their own datasets as
Linked Data while publishing their research work, often lack the community-established
resources for encoding data. An alternative approach relies on defining the rules to
transform the topology of the graphs thus enabling integration “a posteriori” even when
standards are not reused. The “a posteriori” solutions are favoured by Semantic Web
technologies as these include mechanisms to name two classes, for example describing experiments and consider them to be “the same” [19]. This thesis focuses on a methodology
to facilitate the later approach.

1.1

Problem Statement

In the Life Sciences domain, Linked Data is extremely heterogeneous and dynamic
[20, 21]. This includes both syntactic as well as semantic heterogeneity. Furthermore
there is a recurrent need for ad hoc integration of novel experimental datasets due to
the speed at which technologies for data capturing in this domain are evolving. As such,
integrative solutions increasingly rely on “federation of queries” [19, 22, 23]. With the
standardisation of SPARQL 1.1, it is now possible to assemble federated queries using
the “SERVICE” keyword, already supported by multiple tool-sets (SWobjects, Fuseki
and dotNetRDF).
To assemble queries encompassing multiple graphs distributed over different places, it
is necessary that all datasets should be query-able using the same global schema [24].
This can be achieved either by ensuring that the multiple datasets make use of the same
vocabularies and ontologies, an approach previously described as “a priori integration”
or conversely, using “a posteriori integration”, which makes use of mapping rules that
change the topology of remote graphs to match the global schema [19]. The methodology
to facilitate the latter approach is the focus of this research. For Linked Data to become a
core technology in the LS domain, three issues need to be addressed: i) discover datasets
containing data on biological entities (e.g. Proteins, Genes), ii) retrieve information
about the same entities from multiple sources using different schemas, and iii) Identify,
for a given query, the relevant data its source and availability.

1.2

Hypothesis

To address the aforementioned challenges, this thesis introduces the notion of Autonomous
Resource Discovery and Indexing (ARDI) – a representation of concepts and the links
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connecting these concepts (described in chapter 5). ARDI would not only help understand
which data exists in each LS SPARQL endpoint, but more importantly enable assembly
of multiple source-specific federated SPARQL queries. In other words, the ability to
assemble a SPARQL query that goes from A (e.g. a neuroreceptor) to B (e.g. a drug
that targets that neuroreceptor), requires ARDI that clarifies all the possible “links”
between those two concepts.
Thus, the hypothesis can be summarised as follows:
“Given heterogeneous data from a publicly available Life Sciences Linked Open Data
corpus over distributed infrastructure, the improvements to SPARQL Query Federation
for Knowledge Discovery can be demonstrated (partially), achieving a posteriori integration
of data”.

1.3

Methodology

Considering the research methodology for this thesis work, in a general perspective, the
research patterns following through out are the qualitative research methodology. The
thesis follows deductive approach while adhering to the design science research process.
Design science is one of two paradigms that characterises research in the Information
Systems (IS) discipline, behavioural science being the other [25]. A framework that
positions (i). IS research relative to the knowledge base of the IS community and (ii).
the environment where IS applications will operate, as proposed by Hevner et al., [25].
It provides the details of the different interactions between the IS research on one hand
whereas the knowledge base and the environment on the other hand. It is proposed
that the use of Design Science (DS) research in the Information Systems research by
successfully making the case for the validity and value of DS as an IS research paradigm
[25]. Similarly based on other models e.g, proposed by March et al., [26], Walls et al.
[27] and Nunamaker et al. [28], along with considerable contribution by Hevner et al.,
[25], Peffers et al. [1] proposed Design Science Research Process (DSRP) as a guideline
to execute the process model of IS research methodology. Prefers et al [1] pointed out
limitations of the research guidelines in Information Sciences and recommend solutions.
The research during the thesis is carried out in the light of the following DSRP model.
Figure 1.1 illustrates the steps involved in DSRP.
Design Science Research Process (DSRP) is a comprehensive conceptual model for
Information Systems (IS) research [1]. It provides a mental model of how design science
research in IS should look like. It offers multiple entry points for research. As this
research is objective centred, DSRP steers the research starting with objective which
is followed by design, development, demonstration and evaluation respectively. The
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Figure 1.1: Design Science Research Process (DSRP) model (Peffers et al. [1])

iterative use of these steps facilitates to refine the research. Above all, the results are
communicated with in the relevant community thus making the research valuable.

1.3.1

Approach

The approach used for this research is objective centred. The problem is already identified
as described under problem statement in section 1.1. Therefore this thesis has a clear
objective to provide solution to the existing identifiable research problem.

1.3.2

Problem Identification and Motivation

A lot of work and research regarding “a posteriori integration” has been done in industry
and academics. Different approaches and algorithms involved during “a posteriori
integration” were defined by different authors but there is a lack of definition for “a
posteriori integration” for Life Sciences Linked Open data. Section 1.1 provides the clear
definition of the problem and highlights the motivation for the work presented in this
thesis.

1.3.3

Objectives of Solution

The objective of this research is to define the approach that can facilitate “a posteriori
integration” in order to assemble queries encompassing multiple graphs distributed over
different heterogeneous data sources. The results gathered from research (as a solution of
the specified problem) are useful contribution to academic as well as industrial researches.
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Design and Development

The research presented in this thesis brings together contribution in different steps with
distinct design and development outcomes. Chapter 4 describes the analysis of Public
SPARQL endpoints based on the content available and how much these endpoint are selfdescriptive. Similarly chapter 5 provides the approach generating Autonomous Resource
Discovery and Indexing which includes cataloguing an linking the content of Life Sciences
public SPARQL endpoints. Chapter 6 introduces the query engine name BioFed that
facilitates the Federated Query Processing over Life Sciences Datasets whereas chapter 7
narrates the lessons learnt and recommendations. All these contributions provide the
design and development of different approaches, algorithms, techniques and prototypes
presented in the respective chapters.

1.3.5

Demonstration

In this thesis, the results will be demonstrated using a case study methodology of Qualitative Research approach. The context of cancer chemoprevention and drug discovery is
considered as a case study, used as a proof of concepts. Different outcomes and stages of
the thesis are demonstrated and evaluated with state-of-the-art approaches available.

1.3.6

Evaluation

The findings and results during different stages of the research are evaluated/ illustrated
using different approaches. It is worth noting that evaluation is carried out with the
consideration of the efficiency parameter rather than the quality aspects. The efficiency
parameters considered for evaluation include “time taken for the results”, “size of the
results” and “results completeness”. The reason for considering the evaluation based on
efficiency matrices rather then the quality aspects is that, this thesis does not deal with
the data curation or data publishing but data integration. All the experiments performed
over the publicly available data sources considered for this thesis are published as open
data and spread over the web of data, hence not under the control of data user.

1.3.7

Communication

The outcome and results of this research will be communicated among Information
Systems and Data Science community by making it available publicly. Suggestions and
opinions of other researchers will be used to refine current research for future work.
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Contribution and Thesis Structure

Throughout this thesis, a detailed performance evaluation for the application of defined
methods is provided, and fecundity of the proposed algorithms with respect to the Life
Sciences Linked Open Data corpus is discussed.
Semantic Web technologies are based on standards for data formatting and data access.
The result of the openness of the semantic Web data requires that data representation
has to be open as well and well specified for public use. This approach has lead to
the data standards such as XML, RDF, RDFS, OWL and others. In the scientific
domain of relational databases, this openness is not given and each relational database
system follows its own data representation. As a shared element, SPARQL queries can
be performed on top of a semantic Web solution as well as on an accessible relational
database solution.
In the scientific domain of biomedical semantic Web solutions, significant effort has been
made for the development of resources that represent a conceptualisation of the real
world (in the form of ontologies) and thus, enables data integration to a degree that the
resources contribute and less effort is spent on the integration as such. This leads to
the conclusion that such semantic data resources can be used for improvements in the
data access to federated data sources. The semantic representation in the data sources
contributes to the interoperability with or without introspection to the database content.
This thesis work explored the accessibility and the performance of existing solutions
under the consideration that they share part of the overall biomedical knowledge graph.
To transfer the insights from this research work to traditional information systems, these
systems would required to be based on the same domain knowledge and would have to
comply with the semantic interoperability criteria.
Two major and significant contributions have been made to the scientific community:
Contribution (1): Data repositories in the biomedical domain are increasingly using
semantic Web technologies to achieve interoperability of data. In particular, the development of semantic resources (such as terminologies and ontologies) has reached a degree
of complexity which is unchallenged from other scientific domains. The contribution of
this thesis is the evaluation of a large-scale set of publicly available data repositories
based on semantic Web technologies to determine interoperability, “a posteriori data
integration” and the performance analysis in the case of data federation.
Contribution (2): The research work of this thesis is focused on the “a posteriori data
integration” through the exposure of self-descriptive data from the distributed SPARQL
endpoints. This result leads into the automatic generation of the ”Autonomous Resource
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Discovery and Indexing (ARDI)” which is delivered through automatic cataloguing
and linking techniques and forms the core to the “a posteriori data integration”. The
advantages of ARDI have been demonstrated in different large-scale use case scenarios.
The remainder of the thesis is structured as follows:
• Chapter 2 provides background on the World Wide Web, Semantic Web standards,
and Linked Data publishing;
• Chapter 3 introduces core concepts and notation used throughout the rest of the
thesis;
• Chapter 4 describes the analysis of Public SPARQL endpoints based on the content
available at those endpoints and how much these endpoint are self-descriptive;
• Chapter 5 details the approach for generating Autonomous Resource Discovery and
Indexing which includes cataloguing the content of biomedical, Healthcare and Life
Sciences public SPARQL endpoints; linking concepts and properties catalogued
from public SPARQL endpoints; and presenting the practical applications of the
proposed approach;
• Chapter 6 introduces the query engine name BioFed that facilitates the Federated
Query Processing over Life Sciences Datasets;
• Chapter 7 narrates the overall lessons learnt and recommendations;
• Chapter 8 provides critical discussion of the work presented in this thesis, suggestions
for future directions, and conclusions.
A graphical overview of this thesis is presented in Figure 1.2. This represents the overall
flow and structure of this writing and shows different topics separated as chapters.

1.5

Impact

Parts of the work presented herein have been published in various international workshops,
at conferences and as journal articles, which are briefly introduced as follows:

1. Detailed analysis of public SPARQL endpoints was published in the International
Journal on Semantic Web and Information Systems (IJSWIS), which served as
a precursor to work presented in Chapter 4. The name of the publication is
“SPORTAL : Cataloguing the Content of Public SPARQL Endpoints” [29].
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Figure 1.2: A graphical overview of Thesis

2. The biomedical Semantic Model was presented in Semantic Web Journal 2014 and
discussed in Chapter 5.1. The name of the publication was “A collaborative methodology for developing a Semantic Model for interlinking Cancer Chemoprevention
linked-data sources” [6].
3. The cataloguing mechanism and the related results were presented at the 4th
Joint International Semantic Technology Conference, (JIST 2014), which served
as a precursor to the work presented in Chapter 5, Section 5.3. The name of the
publication was “A Roadmap for navigating the Life Sciences Linked Open Data
Cloud” [8].
4. The linking approach and linking results were published at the International
Workshop on Ontology Engineering in a Data-driven World (OEDW), collocated
with 8th International Conference on Knowledge Engineering and Knowledge
Management (EKAW 2012), which served as a precursor to work presented in
Chapter 5, Section 5.4. The name of the publication was “Cataloguing and Linking
Life Sciences LOD Cloud” [7].
5. A proposed Query Engine BioFed, as one of the practical applications of the
proposed approach, is published at the Journal of biomedical Semantics, which
serves as a precursor to work presented in Chapter 6. The name of the publication
is “BioFed: Federated Query Processing over Life Sciences Linked Open Data” [11].
6. Lessons learned and recommendations for creating a Linked biomedical Dataspace- (a
combination of Semantic Model, ARDI (linking and cataloguing mechanism), query
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engine (BioFed), and a Real-time Visual Explorer and Aggregator of Linked Data
(ReVeaLD)) was published at International Semantic Web Conference (ISWC2014),
which served as a precursor to the work presented in Chapter 7. The name of the
publication was “Linked biomedical dataspace: Lessons Learned integrating data
for Drug Discovery” [9].

Other relevant publications that also contributed to different sections of the thesis include:

1. “Querying over Federated SPARQL Endpoints—A State of the Art Survey”, [30].
2. “A fine-grained evaluation of SPARQL endpoint federation systems”, published at
the Semantic Web Journal 2014, [10].
3. “Spamming in Linked Data”, published at the ”Third International Workshop on
Consuming Linked Data (COLD2012), ISWC 2012 USA”[31].
4. “A Comparison of Federation over SPARQL Endpoints Frameworks”, published at
the ”Knowledge Engineering and the Semantic Web 2013”, [32].
5. “Discovering domain-specific public SPARQL endpoints: a life-sciences use-case”
published at the ”Proceedings of the 18th International Database Engineering &
Applications Symposium 2014”, [33].
6. “Utilizing domain-specific keywords for discovering public SPARQL endpoints: a
life-sciences use-case” published at the ”29th Annual ACM Symposium on Applied
Computing 2014”, [34].
7. “ReVeaLD: Realtime Visual Explorer and Aggregator of Linked Data”, developed
by Kamdar et. al, [35], as one of the practical applications of the proposed
approach was published, at Journal of biomedical Informatics 2014. The name
of the publication is ”ReVeaLD: A user-driven domain-specific interactive search
platform for biomedical research”.
8. “A Provenance Assisted Roadmap for Life Sciences Linked Open Data Cloud”,
published at the ”Knowledge Engineering and Semantic Web 2015”, [36].

Chapter 2

Background
“Never memorise something that you can look up.”

–Albert Einstein

This chapter introduces the set of concepts and topics required to understand the rest of
the content provided in this thesis. This chapter comprises a brief introduction to the
World Wide Web, Semantic Web, biomedical Data, biomedical ontologies and Linked
Data. The core building blocks defining these concepts with their formal definitions and
notations are provided in Chapter 3. Some parts of this chapter are based on the State
of the Art report presented at [37].

2.1

The World Wide Web

The World Wide Web (or simply the Web) is established as a system of resources
connecting each other to make a network that can be accessible via the Internet [13].
Remotely stored documents can be accessed using a globally unique address- a Uniform
Resource Locator (URL), that provides the location from which (and some information
regarding the means by which) the document can be retrieved/ accessed through the
Internet. Most of the times these documents consist of hypertext [38] that is specified
using the Hypertext Markup Language (HTML). The World Wide Web was started by
Tim Berners-Lee during the early 80s when he began work on a hypertext documentation
engine called ENQUIRE. ENQUIRE was a functional predecessor to the World Wide
Web. During 1990 Berners-Lee proposed and implemented the initial versions of the
technologies that laid the foundations of today’s Web [13]:
11
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• the Hypertext Markup Language (HTML) used for encoding document formatting
and layout;
• the Hypertext Transfer Protocol (HTTP) for client/server communication and
transmission of data particularly HTML over the Internet; the first Web client
software (a “browser” called WorldWideWeb), and software to run the first Web
server.
Over a period of time, graphical Web browsers for various platforms were developed
and an initial browser was released for the Windows Operating System, called Mosaic 1 .
Mosaic became popular as it was easy-to-install with an intuitive graphical interface.
With the introduction of the structured Gopher protocol [39], the Web became more and
more mainstream.
As of today, many websites including social networking sites such as Twitter 2 , Facebook3
and LinkedIn4 etc; video hosting sites such as dailymotion5 , YouTube6 ; the Internet
Movie Database (IMDb)7 ; and the collaborative encyclopedia WIKIPEDIA8 , have become
significantly popular as a service to submit, exchange, curate, and interact with usergenerated content typically in a highly collaborative and social environment [13]. This
also laid the foundation of the present day modern Web which is a highly dynamic and
significantly flexible platform for hosting, publishing, adapting, submitting, interchanging,
curating, editing and communicating various types of content. This current Web supports
many sites to boast large corpora of rich agent or machine-generated as well as usergenerated data- typically stored using database- where the content of different sites is
primarily interconnected by generic hyperlinks [13].

2.2

The Semantic Web

Different levels of referencing and cross-referencing of various Web documents require
two following conditions [13]:
• data should be in the structured format and made available by respective sources
so that they be processed by machine either at the client or server side,
1

http://www.ncsa.illinois.edu/enabling/mosaic/versions (retr.10/06/2016)
https://twitter.com/(retr.10/06/2016)
3
https://facebook.com/(retr.10/06/2016)
4
https://linkedin.com/(retr.10/06/2016)
5
http://www.dailymotion.com/(retr.10/06/2016)
6
https://youtube.com/(retr.10/06/2016)
7
http://www.imdb.com/(retr.10/06/2016)
8
https://www.wikipedia.org/(retr.10/06/2016)
2
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• there should be some ways of resolving the identity of respective resources involved
so that consistent referencing and cross-referencing can be performed.
Considering these requirements Tim Berners-Lee [40] proposed the Semantic Web as “ a
variation, or perhaps more realistically, an augmentation of the current Web such that it
is more amenable to machine processing, and such that software agents can accomplish
many of the tasks that users must currently perform manually” [13].
The quest for matching equivalent fields in different systems, alternatively known as
mapping, bridging, linking or more generally interoperability, can be considered as a
multi-fold problem:
• interoperability of the fields or containers (syntactic interoperability);
• interoperability of the meaning of the terms in those fields (semantic interoperability).

2.2.1

Syntactic Interoperability

According to the Oxford English Dictionary [41], ’syntax’ is defined as the ’arrangement
of words (in their appropriate forms) by which their connection and relation in a sentence
are shown’ or ’the department of grammar which deals with the established usages of
grammatical construction and the rules deduced therefrom’. Syntax in the traditional
sense is about the structure of sentences rather than just isolated terms combined as
triples (x is a /has a y). Hence, with syntax in the traditional sense, the challenges of
syntactic interoperability become [42]:
• identifying all the elements in various systems,
• establishing rules for structuring these elements,
• mapping, bridging, creating crosswalks between equivalent elements using schemas
etc,
• agreeing on equivalent rules to bridge different cataloguing and registry systems.
According to the European Telecommunications Standards Institute (ETSI) syntactic
interoperability is usually associated with data formats. Certainly, the messages transferred by communication protocols need to have a well-defined syntax and encoding, even
if it is only in the form of bit tables. However, many protocols carry data or content,
and this can be represented using high-level transfer syntaxes such as HTML, XML or
ASN.12 [43].
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Semantic Interoperability

Semantics is defined as the meanings of terms and expressions. Hence semantic interoperability is the ability of information systems to exchange information on the basis of
shared, pre-established and negotiated meanings of terms and expressions, and is needed in
order to make other types of interoperability work (syntactic, cross-cultural, international
etc) [42].
According to the European Interoperability Framework (EIF), semantic interoperability
is concerned with ensuring that the precise meaning of exchanged information is understandable by any other application that was not initially developed for this purpose.
Semantic interoperability enables systems to combine received information with other
information resources and to process it in a meaningful manner [43]. This collection of
information results in the problem of information/data integration. Data integration is
of two types: a priori integration and a posteriori integration.
The terms a priori (Latin; “from former”) and a posteriori (Latin; “from later”) refer
primarily to species of propositional knowledge. A priori knowledge refers to knowledge
that is justified independently of experience, i.e., knowledge that does not depend on
experiential evidence or warrant. In contrast, a posteriori knowledge is justified by means
of experience, and depends therefore on experiential evidence or warrant. The distinction
between a priori and a posteriori knowledge may be understood as corresponding to
the distinction between non-empirical and empirical knowledge9 . A priori integration is
highly derived by the domain knowledge which is not the case in terms of a posteriori
data integration.
This thesis focus mainly on semantically normalising the biomedical/ Life Science resources (SPARQL endpoints) in order to achieve ”a posteriori integration”, where syntax
also play an important role for data representation.

2.2.3

A priori integration

A priori integration relies on Linked Data representation and schemas that make use of
the same vocabularies and ontologies. In the context of querying Linked Data Cloud, this
mean that one can query only those sources (SPARQL endpoints) which share the same
representation/ vocabularies as written in the SPARQL query (Figure 2.1). In other
words all the sources under consideration have to agree upon the same representation in
order to talk i.e retrieve data. In practical scenarios where data generated by different
sources, published by different publishers using different representations/ vocabularies
9

http://www.newworldencyclopedia.org/entry/A_priori_and_a_posteriori (retr.10/02/2016)
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Figure 2.1: a-priori vs. a-posteriori integration

and hosted at distinct locations, it is difficult to retrieve data spanning multiple sources.
In other words a priori integration requires data sources, ontologies, domain knowledge,
but may also hold biases towards the domain knowledge and requires up front integration
work.

2.2.4

A posteriori integration

A posteriori integration facilitates mapping rules between different schemas, enabling
the modification of the topology of queried graphs and the integration of datasets even
when alternative vocabularies are used. The “a posteriori integration” in the context of
querying Linked Data Cloud means that one is able to query those sources (SPARQL
endpoints) which do not necessarily share the same representation/ vocabularies as
mentioned in the SPARQL query issued (Figure 2.1). In other words all the sources
under consideration do not have to agree upon the same representation in order to
talk, i.e retrieve data. In practical scenarios where data generated by different sources,
published by different publishers using different representations/ vocabularies and hosted
at distinct locations, it is realistic to retrieve data spanning multiple sources. In a
posteriori integration, the intermediate layer facilitates transforming the query so it can
access data from multiple sources irrespective of representation/ schema shared by those
sources. In other words “a posteriori integration” uses the resources as they are, both
syntactically as well as semantically, where the domain knowledge comes from the data
analysis and hold no biases towards the original data.
The distinction between “a priori” and “a posteriori” knowledge may be understood as
corresponding to the distinction between non-empirical and empirical knowledge. “A
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posteriori” requires some empirical exploration i.e. “by observation” of data resources,
but the counter-piece is broadly based on “scholarly knowledge” i.e. “by theory or
domain knowledge”.
Hence “a posteriori” has an advantage in terms of efficiency along with an independent
development and access to different data sources. Whereas author believes that “a priori
integration” is better aligned with the domain knowledge, since the reuse of existing data
sources is essential to bring the domain knowledge in place.
Therefore, if someone exploits the ontologies/ vocabularies (“a prior” knowledge) for “a
posteriori query federation, the benefits from a priori knowledge (data integration) along
with “a posteriori data integration (query federation) can be achieved. But as per the
current state of LOD, where data is exposed as SPARQL endpoints, prior knowledge
in terms of ontologies/ vocabularies is not explicitly available. Therefore to the best of
author’s knowledge the overlap between “a priori and “a posteriori” approaches remains
marginal to date.
There are multiple ways of addressing this problem of a posteriori integration. One novel
approach is the topic of this thesis and will be discussed in detail in chapter (5 to 7).

2.3

Biomedical Data

As this thesis addresses the issue of a posteriori integration in the biomedical and
Healthcare Life Science domain, it is important to introduce these data sources. The
biomedical research domain encompasses a wide range of spatial and temporal scales,
from genes to organism through protein, cell, tissue, and organ, as well as from molecular
events to human lifetime through cell signalling, diffusion, motility, mitosis and protein
turnover. Information available at those different scales is organised in datasets and
libraries where each dataset mainly specialises in a particular type of data. The result is
a large number of established online datasets that describe human biology.
Nevertheless, an efficient and comprehensive search activity across these datasets can
become quite problematic since similar data is located in many distributed datasets
and is usually available in different data models and formats. As a result an individual
scientist could perform manual search in several databases, take the results returned,
change their format and paste them to the next database in search for an answer.
The semantic connectivity between biomedical data constitutes a critical issue of biomedical scientific research. Moreover the adoption of linked data technologies will allow the
integration of biomedical datasets provided by different and heterogeneous data sources
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Figure 2.2: Ontology spectrum by Jimeno et. al [2]

(i.e. research groups, libraries, databases), as well as the provision of an aggregated view
of the biomedical data in a machine-readable and semantically-enriched way that will
facilitate reuse.
At the schema level, these resources mainly consist of both domain ontologies and
terminological resources. Jimeno et.al propose a loose coupling between the domain
ontologies and lexicon. Considering both have different purposes, they cannot be treated
with the same techniques nor simply merged into a common resource. Term vocabularies,
Dictionaries and Lexicon are used interchangeably and consist of a compendium of words
enriched with information of its usage [44]. Whereas a domain ontology is an explicit
specialisation of a conceptualisation [45].
Jimeno et. al propose a spectrum that classifies ontologies and lexicon based on their
semantic expressiveness (Figure: 2.2).
Formal lexical resources are placed towards the left hand side of the spectrum, e.g.
Biolexicon [46], which contain terminology from several resources with some linguistic
relevant information. UMLS [47] has been categorised as a lexicon that has been used
within several applications in Natural Language Processing and text mining. Several
resources have been classified between a lexicon and an ontology (e.g. UNIPROT KB
Taxonomy). More complex formally-defined and semantically enriched resources lie in
between the definition of ontology and lexicon like such as NCI Metathesaurus [48], MeSH,
the UMLS Metathesaurus and the OBO ontologies [15]. The extreme right-hand side of
the spectrum represents more formal ontologies such as FMA or Galen, which express
stronger semantics. In this thesis the focus lies on introducing biomedical resources
especially ontologies and biomedical data for achieving “a posteriori integration”. As a
proof of concept, in this thesis the use case of Cancer Chemoprevention and
Drug Discovery is selected. Hence in the rest of this chapter introduces the

Chapter 2. Background

18

ontologies, libraries, databases, services and data resources relevant in the
context of Drug Discovery and Cancer Chemoprevention.

2.4

Biomedical Ontologies

There are several initiatives that address the need to standardise biomedical data. The
first standard terminology, namely the International Classification of Diseases (ICD),
was created in 1893. Since then several terminologies have been created. However,
emphasis was given only to ensure that there are enough terms to cover the domain
of focus. Throughout the years, terminologies have advanced from simple lists and
hierarchies to formal representations on semantically interconnected terms. New methods
for representing terminologies have been explored, including those that make them more
usable by computers, e.g. representing the knowledge by the means of “ontology”. As a
result, terminologies that follow this concept are often called “ontologies” [49], [50].
In the context of biomedical informatics, there are terminologies that are little more
than manually-created hierarchical arrangements of terms. Nevertheless their developers
consider them to be ontologies. While at the other end there are terminologies that
contain sufficient knowledge that their hierarchies can be automatically inferred. Almost
every biomedical terminology is located somewhere between these two extremes.
A large collection of biomedical ontologies or bio-ontologies are available nowadays.
These have mostly been developed as joint efforts by various communities to enable easy
integration of biomedical data from both the literature and publicly-available biomedical
databases. This section reviews the most well-studied and prominent ontologies applicable
to biomedical research and especially Cancer Chemoprevention scenarios. Furthermore,
several general ontologies used for medical and clinical terms are investigated in order to
provide insights into how data can be represented.
These ontologies can fall into three main categories, namely biomedical Ontologies, Drugs
and Chemical Compound Ontologies and Upper Ontologies. The biomedical Ontologies
are mainly used by biomedical and Cancer Chemoprevention applications and define
the basic biological structures (e.g. genes, pathways etc). The Drugs and Chemical
Compound Ontologies are related to the clinical drugs and their active ingredients.
Finally, the Upper Ontologies describe general concepts that many biomedical ontologies
share.
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1). Biomedical Ontologies:
• Advancing Clinico-Genomic Trials on Cancer (ACGT) Master Ontology (MO)10
• Biological Pathway Exchange (BioPAX)11
• Experimental Factor Ontology (EFO)12
• Gene Ontology (GO)13
• Medical Subject Headings (MeSH)14
• Microarray Gene Expression Data Ontology (MGED)15
• National Cancer Institute (NCI) Thesaurus16
• Ontology for biomedical Investigations (OBI)17
• Unified Medical Language System (UMLS)18
2). Drugs and Chemical Compound Ontologies:
• RxNorm19
3). Generic and Upper Ontologies:
• Basic Formal Ontology (BFO)20
• OBO Relation Ontology (RO)21
• Provenance Ontology (PROVO)22
10

http://bioportal.bioontology.org/ontologies/ACGT-MO (retr.10/02/2016)
http://www.biopax.org/ (retr.10/02/2016)
12
http://www.ebi.ac.uk/efo/
13
http://www.geneontology.org/ (retr.10/02/2016)
14
http://www.nlm.nih.gov/mesh/ (retr.10/02/2016)
15
http://bioportal.bioontology.org/ontologies/MO (retr.10/02/2016)
16
http://ncit.nci.nih.gov (retr.10/02/2016)
17
http://obi-ontology.org/page/Main_Page (retr. 31/01/2016)
18
http://www.nlm.nih.gov/research/umls/about_umls.html (retr. 10/02/2016)
19
http://www.nlm.nih.gov/research/umls/rxnorm (retr. 22/12/2015)
20
http://ontology.buffalo.edu/bfo/ ( retr. 10/04/2016)
21
http://obo.sourceforge.net/relationship/ (retr. 10/04/2016)
22
http://bioportal.bioontology.org/ontologies/PROVO/ (retr. 25/05/2016)
11
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Statistical overview of Ontologies

Table 2.1 provides implementation details and statistical overview of ontologies that
are listed in Section 2.4. This statistical overview provides an insight into the type or
category of ontologies. Important categories include i) Biomedical Ontologies, ii) Drugs
and Chemical Compound Ontologies, iii) Generic and Upper Ontologies. Table 2.1 also
provides information regarding the year of release (as per listed at Bioportal), the visibility
(public/ private) and implementation details (language and type of data) of different
ontologies. The size and coverage of these ontologies in terms of total triples, number of
entries/ entities, dependency/or reuse of any ontology on others, sub-classification and
brief description are also presented in the table. The statistical comparison of different
ontologies is also presented in terms of total number of classes, total number of properties,
total number of individuals and maximum depth. These Statistical Ontology Metrics are
defined by Bioportal23 that covers the items defined as follows:

1. Number of classes: the number of named (not anonymous) classes in the ontology.
2. Number of properties: the number of properties or slots in the ontology.
3. Number of individuals: the number of individuals in the ontology.
4. Maximum depth: the maximum depth of the hierarchy tree.
5. Average number of siblings: the average number of siblings at one level in the tree.
6. Maximum number of siblings: the maximum number of siblings in the ontology.

Abbreviations of different terms used in Table 2.1 are listed in the table caption.
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http://www.bioontology.org/wiki/index.php/Ontology_Metrics
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OWL, CSV, RDF/XML, Diff

OWL, CSV, RDF/XML

Implementation
OWL, CSV, RDF/XML, Diff

-

-

-
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provides classes, properties and restrictions
to represent provenance information

provides methodology for providing formal definitions
of the basic relations that cross-cut the biomedical domain

formalise entities such as 3D enduring objects
and comprehending processes conceived as extended through time

contains standard names for clinical drugs
(active drug ingredient, dosage strength, physical form) and links

meta-terminology that summarise the terminologies about biomedical
and health related concepts in enable interoperability

designs, protocols, instrumentation, materials, processes, data
and types of analysis in biological and biomedical investigations

integrates molecular and clinical cancer-related information
enabling researchers to integrate, retrieve and relate relevant concepts

describes the biological sample, the treatment regarding sample
and the micro-array chip technology used in the experiment

hierarchical structure for indexing, cataloguing,
and searching for biomedical and health-related information

for describing biological processes, molecular functions
and cellular components of gene products

enhance and promote consistent annotation,
facilitate automatic annotation to integrate external data

metabolic, biochemical, transcription regulation,
protein synthesis and signal transduction pathways

Sub classification/ Description
data exchange in oncology, integration of clinical and molecular data

( BO = biomedical Ontologies, DCCO = Drugs and Chemical Compound Ontologies, GUO = Generic and Upper Ontologies, T/C = Type/
Category, Y = Year (as per the listed in Bioportal), V = Visibility, I = Individuals, C = Classes/ Concepts, P = Properties, D = Depth Pub
= Public, ) ” - ” = Information not available

Table 2.1: Statistical overview of implementation details of ontologies
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Libraries and Databases

The volume of published biomedical research, and therefore the underlying biomedical
data, is expanding at an increasing rate. This data has to be publicly available in order
to benefit the biomedical community. For this reason many biomedical libraries and
databases exist that allow the researchers to access this data.
The scope of the libraries and databases varies. This section present a comprehensive
list of biomedical libraries and databases closely related to the Cancer Chemoprevention
that are typically used by the biomedical community in order to retrieve information.
The databases are separated into 10 categories: i) the Literature databases contain
publications and references related to the whole biomedical domain so they can be used
also for Cancer Chemoprevention, ii) the Natural sources of Chemopreventive agents
databases contain information about the sources (e.g. the natural products) in which
the agents can be found, iii) the Toxicity and Efficacy Databases contain information
for the toxicity of compounds used during the Cancer Chemoprevention research, iv)
Biological activity of compounds databases contain information about drugs, molecular
entities, biological activity of molecules/compounds and DNA damage/repair, v) the
gene expression databases contain profiles of genes including their expression as well as
other information (e.g. clinical information), vi) the gene and DNA databases provide
access to nucleotide sequences and their protein translations, vii) the Chemical and
Physical structure databases provide access to information on chemical compounds and
their physical and chemical properties, viii) the Disease specific compound databases
correlate compounds with diseases, ix) the Pathway databases contain information about
the analysis and modelling of pathways and x) the Protein databases provide information
related to proteins.
1. Literature Databases:
• Pubmed

24

• PubMed Dietary Supplement Subset25
2. Natural Sources of Chemoprevention Agents Databases:
• Dietary Supplements Labels Database26
3. Toxicity and Efficacy Databases:
• ClinicalTrials27
24

http://www.ncbi.nlm.nih.gov/pubmed (retr. 22/09/2015)
http://ods.od.nih.gov/research/PubMed_Dietary_Supplement_Subset.aspx (retr. 14/03/2016)
26
http://www.dsld.nlm.nih.gov/dsld/ (retr. 20/04/2016)
27
http://clinicaltrials.gov/ (retr. 20/08/2015)
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• TOXicology Data NETwork (TOXNET)28
4. Biological Activity of Compounds Databases:
• Aggregated Computational Toxicology Resource (ACToR)29
• DrugBank30
• Chemical Entities of Biological Interest (ChEBI)31
• PubChem32
• Repartoire Database33
5. Gene Expression Databases:
• Cancer Gene Expression Database (CGED)34
• ArrayExpress35
• Gene Expression Omnibus (GEO)36
6. Gene and DNA Databases:
• GenBank37
7. Chemical and Physical Structure Databases:
• ChemSpider38
• Chemical Compounds Database (Chembase)39
• Sigma-Aldrich40
• ChemDB41
8. Disease Specific Compound Databases:
• Colon Chemoprevention Agents Database42
9. Pathway Databases:
28

http://toxnet.nlm.nih.gov/ (retr. 20/08/2015)
http://actor.epa.gov/actor/faces/ACToRHome.jsp (retr. 20/08/2015)
30
http://www.drugbank.ca/ (retr. 20/08/2015)
31
http://www.ebi.ac.uk/chebi// (retr. 20/08/2015)
32
http://pubchem.ncbi.nlm.nih.gov/ (retr. 20/08/2015)
33
http://repairtoire.genesilico.pl/ (retr. 20/08/2015)
34
http://lifesciencedb.jp/cged/ (retr. 20/08/2015)
35
http://www.ebi.ac.uk/arrayexpress/ (retr. 20/08/2015)
36
http://www.ncbi.nlm.nih.gov/geo/ (retr. 20/08/2015)
37
http://www.ncbi.nlm.nih.gov/genbank/ (retr. 20/08/2015)
38
http://www.chemspider.com/ (retr. 20/08/2015)
39
http://urlm.co/www.chembase.com#web (retr. 29/03/2016)
40
https://www.sigmaaldrich.com/catalog/ (retr. 20/08/2015)
41
http://cdb.ics.uci.edu/ (retr. 20/08/2015)
42
http://corpet.free.fr/ (retr. 20/08/2015)
29
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• Kyoto Encyclopedia of Genes and Genomes (KEGG)43
• Reactome44
• Wikipathways45
• cPath: Pathway Database Software46
10. Protein Databases:
• Universal Protein Resource (UniProt)47
• Protein Data Bank (PDB)48
• Protein Database49

2.5.1
2.5.1.1

Literature Databases
Pubmed

PubMed is the most widely used source for biomedical literature. PubMed provides
access to citations from the MEDLINE database and additional Life Science journals
including links to many full-text articles at journal Web sites and other related Web
resources. The United States NLM (National Library of Medicine) at the NIH (National
Institutes of Health) maintains the database as part of the Entrez information retrieval
system. PubMed was first released in January 1996. Today much of the knowledge
available regarding Chemoprevention agents are only available as publications. As a result
PubMed is typically the primary source of information for most bio-medical researchers
[37].

2.5.1.2

PubMed Dietary Supplement Subset

Pubmed Dietary Supplement Subset is designed to limit search results to citations
from a broad spectrum of dietary supplement literature including vitamin, mineral,
phytochemical, ergogenic, botanical and herbal supplements in human nutrition and
animal models. The subset retrieves dietary supplement-related citations on topics
including but not limited to: chemical composition; biochemical role and function - both
in vitro and in vivo; clinical trials; health and adverse effects; fortification; traditional
43

http://www.genome.jp/kegg/ (retr. 20/08/2015)
http://www.reactome.org (retr. 20/08/2015)
45
http://www.wikipathways.org (retr. 20/08/2015)
46
http://cbio.mskcc.org/software/cpath/ (retr. 20/08/2015)
47
http://www.uniprot.org/ (retr. 20/08/2015)
48
http://www.pdb.org (retr. 20/08/2015)
49
http://www.hprd.org/ (retr. 20/08/2015)
44
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Chinese medicine and other folk/ethnic supplement practices; cultivation of botanical
products used as dietary supplements as well as surveys of dietary supplement use [37].

2.5.2
2.5.2.1

Natural Sources of Chemoprevention Agents Databases
Dietary Supplements Labels Database

The Dietary Supplements Labels Database offers information on label ingredients in more
than 5,000 selected brands of dietary supplements. It enables users to compare label
ingredients in different brands. Information is also provided on the “structure/function”
claims made by manufacturers and can therefore be used to narrow down active ingredients
in different types of food which may be applicable as Chemoprevention agents. Ingredients
of dietary supplements in this database are linked to other databases such as MedlinePlus
and PubMed in order to allow users to understand the characteristics of ingredients and
view the results of the research pertaining to them [37].

2.5.3
2.5.3.1

Toxicity and Efficacy Databases
ClinicalTrials

ClinicalTrials.gov is an up-to-date registry and results database of federally and privately
supported clinical trials conducted in the United States and around the world. ClinicalTrials.gov offers information for locating federally and privately-supported clinical trials
for a wide range of diseases and conditions [37].

2.5.3.2

TOXicology Data NETwork (TOXNET)

TOXNET provides access to full-text and bibliographic databases oriented to toxicology,
hazardous chemicals, environmental health and related areas.

2.5.4
2.5.4.1

Biological Activity of Compounds Databases
Aggregated Computational Toxicology Resource (ACToR)

ACToR is an online warehouse of all publicly available chemical toxicity data and can be
used to find all publicly available data about potential chemical risks to human health
and the environment. ACToR aggregates data from over 500 public sources on over
500,000 environmental chemicals searchable by chemical name, other identifiers and by
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chemical structure[37]. The data warehouse allows users to search and query data from
chemical toxicity databases including:
• ToxRefDB (animal toxicity studies).
• ToxCastDB (data from screening 1,000 chemicals in over 500 high-throughput
assays).
• ExpoCastDB (consolidate and link human exposure and exposure factor data for
chemical prioritization).
• Distributed Structure-Searchable Toxicity (DSSTox) is a database that provides
high quality chemical structures and annotations. Overall aims are to ensure the
closer association of chemical structure information with existing toxicity data.

2.5.4.2

DrugBank

The DrugBank [51] database is a bioinformatics and cheminformatics resource that
combines detailed drug (i.e. chemical, pharmacological and pharmaceutical) data with
comprehensive drug target (i.e. sequence, structure, and pathway) information. The
database contains 6826 drug entries including 1431 Food and Drug Administration
(FDA)-approved small molecule drugs, 133 FDA-approved biotech (protein/peptide)
drugs, 83 nutraceuticals and 5211 experimental drugs. Additionally 4435 non-redundant
protein (i.e. drug target/enzyme/transporter/carrier) sequences are linked to these
drug entries. Each DrugCard entry contains more than 150 data fields with half of the
information being devoted to drug/chemical data and the other half devoted to drug
target or protein data.

2.5.4.3

Chemical Entities of Biological Interest (ChEBI)

ChEBI is a database and ontology of small molecular entities. The term ’molecular entity’
refers to any constitutionally or isotopically distinct atom, molecule, ion, ion pair, radical,
radical ion, complex, conformer etc. that is identifiable as a separately distinguishable
entity. The molecular entities are either products of nature or synthetic products used to
intervene in the processes of living organisms. Molecules directly encoded by the genome,
such as nucleic acids, proteins and peptides derived from proteins by proteolysis cleavage,
are not as a rule included in ChEBI [37].
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PubChem

PubChem provides information on the biological activities of small molecules including
substance information, compound structures, and BioActivity data in three primary
databases. Pub-Chem is integrated with Entrez, NCBI’s (National Center for Biotechnology Information) primary search engine, and also provides compound neighbouring,
sub/superstructure, similarity structure, BioActivity data, and other searching features
[37]. PubChem contains substance and BioAssay (Biological Assay) information from a
multitude of depositors. The system is maintained by the NCBI, a component of the
NLM, which is part of the United States NIH. PubChem can be accessed for free through
a web user interface. PubChem contains substance descriptions and small molecules with
fewer than 1000 atoms and 1000 bonds. More than 80 database vendors contribute to
the growing PubChem database.

2.5.4.5

REPAIRtoire Database

REPAIRtoire is a database resource for systems biology of DNA damage and repair. The
database collects and organises the following types of information: (i) DNA damage linked
to environmental mutagenic and cytotoxic agents, (ii) pathways comprising individual
processes and enzymatic reactions involved in the removal of damage, (iii) proteins
participating in DNA repair and (iv) diseases correlated with mutations in genes encoding
DNA repair proteins. REPAIRtoire also provides links to publications and external
databases. REPAIRtoire can be queried by the name of pathway, protein, enzymatic
complex, damage and disease. In addition a tool for drawing custom DNA-protein
complexes is available online.

2.5.5
2.5.5.1

Gene Expression Databases
Cancer Gene Expression Database (CGED)

CGED is a database of gene expression profile and accompanying clinical information.
The data of CGED was obtained through the collaborative efforts of the Nara Institute
of Science and Technology, Osaka University Medical School, Kyoto University Medical
School and the Osaka Medical Center for Cancer and Cardiovascular Diseases in order
to identify genes of clinical importance. This database offers graphical presentation of
expression and clinical data with similarity search and sorting functions. CGED includes
data on breast (prognosis and docetaxel datasets), colorectal, hepatocellular, esophageal,
thyroid, and gastric cancers [37].
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ArrayExpress

The ArrayExpress Archive is a database of functional genomics experiments including gene
expression where one can query and download data collected to Minimum Information
about a Microarray Experiment (MIAME) and Minimum Information about a highthroughput SeQuencing Experiment (MINSEQE) standards. Gene Expression Atlas
contains a subset of curated and re-annotated archive data which can be queried for
individual gene expression under different biological conditions across experiments.

2.5.5.3

Gene Expression Omnibus (GEO)

The GEO is a public repository that archives and freely distributes microarray, nextgeneration sequencing and other forms of high-throughput functional genomic data
submitted by the scientific community. In addition to data storage, a collection of
web-based interfaces and applications are available to help users query and download the
studies and gene expression patterns stored in GEO.

2.5.6
2.5.6.1

Gene and DNA Databases
GenBank

The GenBank sequence database is an open-access annotated collection of all publicly
available nucleotide sequences and their protein translations. This database is produced at
NCBI as part of the International Nucleotide Sequence Database Collaboration (INSDC).
GenBank and its collaborators receive sequences produced in laboratories throughout
the world from more than 380,000 distinct organisms. Release 155, produced in August
2006, contained over 65 billion nucleotide bases in more than 61 million sequences. The
input stream of data coming into the database is primarily as direct submissions from the
scientific community and individual laboratories as well as from bulk submissions from
large-scale sequencing centres on electronic media with little or no data being keyboarded
from the printed page by the databank staff.

2.5.7
2.5.7.1

Chemical and Physical Structure Databases
ChemSpider

ChemSpider is a free access website for chemists to research structure-based information.
It links together chemical structures and their associated information across the web,
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providing a single searchable repository which contains millions of chemical structures.
ChemSpider builds on the collected sources by adding additional properties, related
information and links back to original data sources. It offers text and structure searching
to find compounds of interest; provides unique services to improve this data by curation
and annotation as well as to integrate it with user’s applications. Moreover, the ChemSpider SyntheticPages (CS—SP)50 , extends this model to cover reactions, providing quick
publication, peer review and semantic enhancement of repeatable reactions

2.5.7.2

Chemical Compounds Database (Chembase)

The Chembase collects and provides information on chemical compounds and their
physical and chemical properties, NMR (Nuclear Magnetic Resonance) spectra, mass
spectra, UV/Vis (Ultra-violet-Visible Spectroscopy) absorption and IR data. All data
available can be searched by various parameters or browsed by different topics.

2.5.7.3

Sigma-Aldrich

The Sigma-Aldrich product database includes datasheets for commercially available
compounds including solubility.

2.5.7.4

ChemDB

ChemDB is a public database of small molecules available on the Web. ChemDB is built
using the digital catalogues of over a hundred vendors and other public sources and is
annotated with information derived from these sources as well as from computational
methods, such as predicted solubility and 3D structure. It supports multiple molecular
formats and is periodically updated, automatically whenever possible. The current version
of the database contains approximately 4.1 million commercially available compounds and
8.2 million counting isomers. The database includes a user-friendly graphical interface,
chemical reactions capabilities as well as unique search capabilities.

2.5.8
2.5.8.1

Disease Specific Compound Databases
Colon Chemoprevention Agents Database (CCAD)

The Colon Chemoprevention agents database [52] results from a systematic review of
the literature of Colon Chemoprevention in human, rats and mice. Target cancers are
50

http://cssp.chemspider.com/ retr. 21/10/2015
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colorectal adenoma and adenocarcinoma, aberrant crypt foci (ACF) (a preneoplasic
lesion), and Min mice polyp (adenomas in Apc+/- mutant mice). The Chemopreventive
agents are ranked by efficacy (potency against carcinogenesis).

2.5.9
2.5.9.1

Pathway databases
Kyoto Encyclopedia of Genes and Genomes (KEGG)

KEGG is a database resource that integrates genomic, chemical, and systemic functional
information. In particular, gene catalogues are linked to higher-level systemic functions
of the cell, the organism, and the ecosystem. Major efforts have been undertaken
to manually create a knowledge-base for such systemic functions by capturing and
summarizing experimental knowledge in computable forms namely in the forms of
molecular networks called KEGG pathway maps; BRITE functional hierarchies, and
KEGG modules. Continuous efforts have also been made to improve the annotation
procedure for linking genomes to the molecular networks.
As a result KEGG is widely used for interpretation of large-scale datasets generated by
genome sequencing and other high-throughput experimental technologies. In addition to
maintaining the aspects to support basic research, KEGG is being expanded towards
more practical applications with molecular network-based views of diseases, drugs, and
environmental compounds [37].

2.5.9.2

Reactome

Reactome is an open-source, open access, manually curated and peer-reviewed pathway
database. Pathway annotations are authored by expert biologists in collaboration with
Reactome editorial staff and cross-referenced to many bioinformatics databases. The
rationale behind Reactome is to convey the rich information in the visual representations
of biological pathways familiar from textbooks and articles in a detailed, computationally
accessible format. The core unit of the Reactome data model is the reaction. Entities
(nucleic acids, proteins, complexes and small molecules), participating in reactions
form a network of biological interactions, are grouped into pathways. Examples of
biological pathways in Reactome include signalling, innate and acquired immune function,
transcriptional regulation, translation, apoptosis and classical intermediary metabolism
[37].
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Wikipathways

Wikipathways [53] is an open, collaborative platform dedicated to the curation of biological
pathways. WikiPathways thus presents a model for pathway databases that enhance and
complement ongoing efforts, such as KEGG, Reactome and Pathway Commons.

2.5.9.4

cPath: Pathway Database Software

cPath is a software platform for collecting/querying biological pathways. It can serve
as the core data handling component in information systems for pathway visualisation,
analysis and modelling. Using it, researchers can import interaction and pathway data
from multiple sources, access such data via a standard web interface, and export data
to third-party applications via a standards-based web service. Biomedical researchers
can utilise cPath for content aggregation, query and analysis. More specifically, its
main features include: i) Aggregate pathway data from multiple sources (e.g. BioCyc,
KEGG, Reactome), ii) Import/Export support with different formats PSI-MI (Proteomics
Standards Initiative Molecular Interaction) and BioPAX, iii) Data visualisation using
Cytoscape and iv) Simple web service.

2.5.10
2.5.10.1

Protein Databases
Universal Protein Resource (UniProt)

The UniProt is a comprehensive resource for protein sequence and annotation data. The
UniProt Knowledgebase (UniProtKB) is the central hub for the collection of functional
information on proteins, with accurate consistent and rich annotation [37]. In addition
to capturing the core data mandatory for each UniProtKB entry, as much annotation
information as possible is added. This includes widely accepted biological ontologies,
classifications and cross-references, as well as clear indications of the quality of annotation
in the form of evidence attribution of experimental and computational data.

2.5.10.2

Protein Data Bank (PDB)

The PDB is a repository for the 3D structural data of large biological molecules, such
as proteins and nucleic acids. The data, typically obtained by X-ray crystallography
or NMR (Nuclear Magnetic Resonance) spectroscopy and submitted by biologists and
biochemists from around the world, is freely accessible on the Internet. Most major
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scientific journals and some funding agencies require scientists to submit their structure
data to the PDB[37].

2.5.10.3

Protein Database

The Protein database is a collection of sequences from several sources, including translations from annotated coding regions in GenBank and TPA (Tissue plasminogen activator)
as well as records from SwissProt, Protein Information Resource (PIR), Protein Research Foundation (PRF), UniProt and PDB. Protein sequences are the fundamental
determinants of biological structure and function.
Statistical overview of Libraries and Databases
Table 2.2 provides implementation details and statistical overview of Biological/ biomedical/ Life Sciences related libraries and databases presented in Section 2.5. This statistical
overview gives an insight regarding the type or category of database. Important categories include i) biomedical literature, ii) Natural Sources of Chemoprevention Agents,
iii) Biological Activity of Compounds, iv) Toxicity and Efficacy, v) Gene Expression, vi)
Gene and DNA, vii) Chemical and Physical Structure, viii) Disease Specific Compound,
ix) Pathways and x) Protein. Table 2.2 also provides information regarding the year of
release/ production/ and availability, the visibility (public/ private) and implementation
details (language and type of data) of different databases. Size and coverage of these
databases in terms of total triples, number of entries/ entities, sub-classification and
brief description are also presented in the table. Abbreviations of different terms used in
Table 2.2 are listed in the table caption.
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X
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X
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X

2008
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2000
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Year
1996

Pub

Pub

Pub

Pub

Pub

Pub

Pub

Pub

Pub

Pub

Pub

Pub

Pub

Pub

Pub

Pub

Pub

Pub

Pub

Pub

Pub

Pub

Pub

Pub

Pub

V
Pub

3D Protein sequences

3D structural data of proteins and nucleic acids

protein sequence and annotation data

biological pathways

biological pathways

pathways

genomic, chemical, systemic info

Colon Chemoprevention

small molecules

compounds datasheets

chemical compounds

chemical structures

nucleotide sequences and protein translations

microarray, next-generation sequencing

genomics experiments

gene expressions and clinical information

DNA damage and repair

compound structures and BioActivity data

small molecular entities

drug data

chemical toxicity data

toxicology database

federally and privately supported clinical trials

label ingredients of dietary supplements

citations of dietary supplement

Topic
biomedical Literature

WebBased

WebBased/LOD

WebBased/LOD

Desktop/ WebBased

WebBased

WebBased

WebBased/ LOD

WebBased

WebBased

WebBased

WebBased

WebBased

WebBased

WebBased

WebBased

X

WebBased

WebBased/LOD

WebBased/LOD

WebBased/LOD

WebBased

WebBased

WebBased

WebBased

WebBased

Implementation
WebBased/Excel

30,047Protein Entries, 41,327PPIs

118280 Biological Structures

63686057sequences, 21364768379amino acids

31,698 pathways, 1,151,476 interactions

2475 pathways

9386 Proteins

432,883PathwayMaps, 153,776hierarchies

1137 agents

more than 4.1 million compounds

200,00+ products, 500+ services

150,000 pages

more than 40 million structures

more than 193739511 sequences

3848 datasets

65060 experiments 1973776 assays

X

X

89,124,401 Compounds

48,296 compounds

8206 drugs

more than 500 public source

X

213,868 studies

more than 5,000 selected brands

X

Size/Stats
11 million + journal citations

translations from annotated coding regions in GenBank, TPA, SwissProt, PIR, PRF, UniProt and PDB.

proteins and nucleic acids obtained by X-ray crystallography or NMR spectroscopy

ontologies, classifications, cross-references, annotation of experimental data

offers pathway visualisation, analysis and modelling

model for pathway databases to complements efforts, e g. KEGG, Reactome, Pathway Commons

signalling, innate, immune function, transcriptional regulation, translation, apoptosis, intermediary metabolism

genome sequencing and high-throughput experimental technologies

systematic review of the literature of Colon Chemoprevention in human, rats, mice

approx 4.1 million commercial compounds and 8.2 million counting isomers

datasheets for commercially available compounds including solubility

compounds, their physical and chemical properties, NMR spectra, mass spectra, UV/Vis absorption

text and structure search for compounds by curation and annotation

over 65 billion nucleotide bases in more than 61 million sequences

interfaces and applications to help query and download the studies and gene expression patterns

curated and re-annotated data for individual gene expression under different biological conditions in experiments

breast (prognosis and docetaxel datasets), colorectal, hepatocellular, esophageal, thyroid, and gastric cancers

DNA damage links, pathways, proteins for DNA re-pair and diseases correlated with mutations in genes

compound neighbouring, sub/superstructure, similarity structure, BioActivity data

natural and synthetic atom, molecule, ion, ion pair, radical, radical ion, conformer

drug (chemical, pharmacological, pharmaceutical)and drug target (sequence, structure, pathway)

environmental chemicals searchable by name and structure

toxicology, hazardous chemicals, environmental health and related areas

offers information for locating clinical trials for diseases and conditions

Ingredients of dietary supplements linked to MedlinePlus and PubMed

dietary supplement literature including vitamin, mineral, phytochemical, ergogenic, botanical, herbal supplements

Sub classification/ Description
Primary source of information for bio-medical researchers

( LD = Literature Databases, NSCAD = Natural Sources of Chemoprevention Agents Databases, BACD = Biological Activity of Compounds Database, TED = Toxicity and Efficacy Database GED = Gene
Expression Database, GDD = Gene and DNA Database, CPSD = Chemical and Physical Structure Database, DSCD = Disease Specific Compound Databases, PAD = Pathway Databases PD = Protein
Database, ) PDSS = PubMed Dietary Supplement Subset, DSLD = Dietary Supplements Labels Database, ACToR = Aggregated Computational Toxicology Resource, CGED = Cancer Gene Expression
Database, GEO = Gene Expression Omnibus, Chembase = Chemical Compounds Database, NMR = Nuclear Magnetic Resonance, UV/Vis = Ultra-violet-Visible Spectroscopy, CCAD = Colon
Chemoprevention Agents Database, KEGG = Kyoto Encyclopedia of Genes and Genomes, PDB = Protein Data Bank, UniProt = Universal Protein Resource, PDBs = Protein Database, cPath = Pathway
Database Software, PPIs = Protein-Protein Interactions, T/C = Type/ Category, Pub = Public, V = Visibility, ” X ” = Information not available

Table 2.2: Statistical overview of implementation details of libraries and databases
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Linked Data

Tim Berners-Lee [54] published the initial W3C Design Issues document outlining Linked
Data principles, rationale and practical examples. This generalised the earlier bestpractices for vocabularies, similarly espousing use of dereferenceable HTTP URIs for
naming and additionally encouraging inclusion of external URIs as a simple form of
linking. This in turn spawned some initial efforts to promote and support these principles
with tools such as the Tabulator browser [54] enabling browsing over RDF published on
the Web as Linked Data. In March 2007 the W3C Semantic Web Education and Outreach
(SWEO) Interest Group announced a new Community Project called “Interlinking Open
Data” 51 that was subsequently shortened to “Linking Open Data” (LOD). The goal of
the Linked Open Data project is twofold: (i) to bootstrap the Semantic Web by creating,
publishing and interlinking RDF exports from these open datasets, and, (ii) introduce the
benefits of RDF and Semantic Web technologies to the broader Open Data community
[55]. The LOD project initially found attraction through the efforts of academics and
developers in research labs converting existing data, most prominently the DBpedia
project [56] that extracted structured data from the collaboratively edited WIKIPEDIA
site, but also spread to mainstream corporate entities such as the BBC52 , Thompson
Reuters53 , the New York Times54 and various governmental agencies resulting in a
burgeoning, heterogeneous Web of Data built using Semantic Web standards augmented
with Linked Data principles [55]. Linked Data aims to make data available on the Web
in an interoperable format so that agents can discover, access, combine and consume
content from different sources with higher levels of automation than would otherwise be
possible [57]. The envisaged result is a “Web of Data”, a Web of structured data with
rich semantic links where agents can query in a unified manner, across sources, using
standard languages and protocols. Over the past few years, hundreds of knowledge-bases
with billions of facts have been published according to the Semantic Web standards
(using RDF as a data model and RDFS and OWL to provide explicit semantics) following
the Linked Data principles.
As a convenience for consumer agents, Linked Data publishers often provide a SPARQL
endpoint for querying their local content [58]. SPARQL is a declarative query language
for RDF in which graph pattern matching, disjunctive unions, optional clauses, dataset
construction, solution modifiers etc. can be used to query RDF knowledge-bases. The
recent SPARQL 1.1 release adds features such as aggregates, property paths, sub-queries,
51

http://www.w3.org/blog/SWEO/page-2 retr. 20/08/2015
http://www.bbc.co.uk/blogs/bbcinternet/2010/02/case_study_use_of_semantic_web.html;
retr. 20/08/2015
53
http://www.opencalais.com/; retr. 20/08/2015
54
http://data.nytimes.com/; retr. 20/08/2015
52

Chapter 2. Background

35

Figure 2.3: LOD Cloud Diagram (as of April 2014) by Schmachtenberg et al [3]

federation etc [59]. Hundreds of public endpoints have been published in the past few
years for knowledge-bases of various sizes and topics [58, 60]. Using these endpoints,
clients can receive direct answers to complex queries using a single request to the server.
Richard Cyganiak and Anja Jentzsch proposed an idea for presenting interconnected
and interlinked set of dataset as a cloud-like structure (Figure 2.3) shows connectivity
amongst them represented using distinct colour scheme based on different domains of
data. Now this cloud-like arrangement/ classification of different datasets is also known as
Linked Open Data (LOD) Cloud. As of April 2014 published linked data is classified into
eight distinct domains namely Government, Publications, Life Sciences, User-generated,
Cross-domain, Media, Geographic and Social web. Figure 2.3 shows datasets that have
been published in Linked Data format using linked data principles by contributors to the
Linking Open Data community project55 and other individuals and organisations.
State of the LOD Cloud 2014
Based on the State of the LOD Cloud 2014 56 presented by Schmachtenberg et al [3],
Table 2.3 provides a comparative statistical overview of different domains/ categories
covered by LOD Cloud in terms of:
1. Number of datasets per category.
55

https://www.w3.org/wiki/SweoIG/TaskForces/CommunityProjects/LinkingOpenData
12/02/2016)
56
http://linkeddatacatalog.dws.informatik.uni-mannheim.de/state/

(retr.
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2. Overall percentage of particular category in comparison to overall LOD cloud.
3. Top most used predicates (properties) for interlinking by category.
4. Top vocabularies used except the ubiquitously used vocabularies (rdf, rdfs and owl)
for different categorical domains.
5. Datasets (%) provide licensing information in RDF.
6. Datasets (%) providing provenance information by category.
7. Alternative access methods of all datasets per category.
8. SPARQL endpoints based access per category.
9. Data dump availability/ accessibility per category.
Abbreviations of different terms used in Table 2.3 are listed in the table caption. Table
2.3 gives an overview of the topical domains of the 1014 datasets with substantial
contributions from social web category presenting 520 datasets that covers 51.28% of
whole LOD cloud. The second biggest contributor is the data from the government sector
with 183 datasets (18.05%) and the publications domain which contributes 96 datasets
(9.47%). The Life Sciences domain also contributes a significant section of the LOD
cloud with 83 datasets (8.19%). In regard to provenance, 35.77% of all datasets use
some provenance vocabulary which includes vocabularies like Dublin Core, prv or prov.
Statistics show that, in total, 7.85% of all datasets provide licensing information of some
sort in RDF. The most important predicates for indicating the license are dc/dct:license
(7.98%), cc:license (2.02%) and dc/dct:rights (1.63%) [3]. In total, it is found that
alternative access methods comprises of 48 (5.89%) of all datasets. Moreover there can
be number of ways to access the available data. It can be through services, via APIs, as
SPARQL endpoints, directly through data dumps or using other alternative methods.
Around 4.54% of all datasets provides their SPARQL endpoints, while data Dumps are
provided by 3.8%. Around 5.89% of datasets provide any alternative method to access
data other than through SPARQL endpoints or data Dumps.

Category
Government
Publications
Life Sciences
UCG
Cross-domain
Media
Geographic
Social Web
Total

D
183
96
83
48
41
22
21
520
1014

(%)
18.05%
9.47%
8.19%
4.73%
4.04%
2.17%
2.07%
51.28%
N/A

Top Vocabs
dct, cube, odc
dct, foaf, bibo
dct, foaf, void
dct, foaf, sioc
dct, foaf, skos
dct, foaf, mo
dct, foaf, skos
foaf, dct, wgs84

N/A

Top Predicates

dct:publisher 47.57%, dct:spatial 30.10%, owl:sameAs 24.27%

dct:language 25.42%, rdfs:seeAlso 23.73%, owl:sameAs 53.13%

owl:sameAs 52.17%,rdfs:seeAlso 48.48%, dct:creator 21.74%

rdfs:seeAlso 21.88%, dct:source 18.75%, owl:sameAs 81.25%

owl:sameAs 80.00%, rdfs:seeAlso 52.00%, dct:creator 20.00%

rdfs:seeAlso 18.75%, foaf:based near 18.75%, owl:sameAs 32.20%

owl:sameAs 64.29%,skos:exactMatch 21.43%,skos:closeMatch 21.43%

foaf:knows 60.27%, foaf:based near 35.69%, sioc:follows 34.34%

N/A

L
3.85%
3.85%
3.37%
10.91%
11.36%
5.41%
0.00%
5.20%
7.85%

APV
77 (41.40%)
39 (37.50%)
21 (23.60%)
11 (20.00%)
8 (18.18%)
5 (13.51%)
4 (9.76%)
169 (32.56%)
372 (35.77%)

AAM
61 (32.80%)
10 (10.58%)
19 (21.35%)
3 (5.45%)
4 (9.09%)
1 (2.70%)
8 (19.51%)
6 (1.16%)
48 (5.89%)

SPARQL
30.11%
9.62%
20.22%
5.45%
4.55%
0.00%
12.20%
1.16%
4.54%

Dump
30.65%
3.85%
16.85%
1.82%
6.82%
2.70%
12.20%
0.39%
3.80%

( (AAM) = Alternative Access Method , (APV) = Any provenance vocabulary (UGC) = User-generated content ), D = Dataset, L = Licencing,
(N/A) = Not Applicable

Table 2.3: State of the LOD Cloud 2014 - statistics as of April 2014
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Life Sciences Linked Open Data Cloud

Integration of biomedical datasets with minimal cost and effort relies on the large scale
adoption of a new set of technologies and best practice that make use of the architecture
of the Web to link biomedical concepts and identifiers across datasets. These rely on two
key principles introduced by Linked Data:
1. that every entity or concept is identified using a universal resource identifier (URI)
that can be de-referenced on the Web
2. that links between the entities and concepts from different datasets should be
established using the Resource Description Framework (RDF) [54].
This section reviews the linked biomedical datasets relevant in a Cancer Chemoprevention
scenario, three significant providers are as follow:
• Linked Open Drug Data (LODD).
• Bio2RDF.
• LinkedLifeData.

2.6.1.1

Linked Open Drug Data (LODD)

LODD57 is a set of linked datasets relevant to Drug Discovery. It includes data from
several datasets including Drugbank, LinkedCT, DailyMed, Diseasome, SIDER, STITCH,
Medicare, RxNorm, ClinicalTrials.gov, NCBI Entrez Gene and OMIM. The LODD
datasets have been crawled by the Semantic Web Search Engine (SWSE)58 that can be
accessed via a faceted browsing interface.

2.6.1.2

Bio2RDF

Bio2RDF59 constitutes a project that contains multiple linked biological databases
including pathways databases such as KEGG, PDB and several NCBIs databases [61].
Bio2RDF is an open-source project that uses Semantic Web technologies to build and
provide the largest network of Linked Data for the Life Sciences. Bio2RDF defines a set
of simple conventions to create RDF(s) compatible Linked Data from a diverse set of
heterogeneously formatted sources obtained from multiple data providers.
57

http://www.w3.org/wiki/HCLSIG/LODD (retr: 30-04-2016)
http://swse.deri.org/(retr.27-04-2016)
59
http://bio2rdf.org
58

Chapter 2. Background

39

As of July 2014, Bio2RDF Release 3 contains60 :
1. 11 billion triples across 35 datasets.
(a) new datasets such as: OrphaNet, clinicaltrials.gov, PubMed, SIDER, dbSNP,
GenAge, WormBase, GenDR, and LSR.
(b) few local endpoints: chembl, linkedSPL, pathwaycommons, reactome, wikipathways.
2. Detailed statistics regarding datasets.
3. Improved overall representation of datasets.
4. Every URI is an instance of an owl:Class, owl:ObjectProperty, or owl:DatatypeProperty,
as well as typed as an instance of a Resource in the dataset and linked to a description from the Life Science Registry (LSR).
5. Text indexed SPARQL 1.1 endpoints using Virtuoso 7.1.0.
6. Open source scripts and down-loadable/ reuse-able content.

2.6.1.3

LinkedLifeData

LinkedLifeData (LLD)61 is a semantic data integration platform for the biomedical
domain containing 5 billion RDF statements from various sources including UniProt,
PubMed, EntrezGene and 20 more.
LDD allows writing complex data analytical queries, answering complex bioinformatics
questions, helps navigate through the information or export results subsets. LDD offers
two different access levels:
1. LLD Public - completely free anonymous access for developing proof-of-concept
applications with no hosting and data setup costs.
2. LLD Enterprise - premium service access for matured applications which guarantee
extra features.
Statistical overview of Datasets
Table 2.4 provides implementation details and statistical overview of dataset listed
60
61

https://github.com/bio2rdf/bio2rdf-scripts/wiki (retr: 30-04-2016)
http://linkedlifedata.com (retr: 30-04-2016)
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in Section 2.6.1. This statistical overview gives an insight regarding the type or category
of dataset.
Important categories and data publishers include i) Linked Open Drug Data (LODD),
ii) Bio2RDF and iii) LinkedLifeData. Table 2.4 also provides information regarding
the year of release (as per reported at http://www.datahub.io, http://www.bio2rdf.org,
http://www.linkedlifedata.com), the visibility (public/ private) and the implementation
details (language and type of data) provided by different datasets. Size and coverage
of these datasets in terms of total triples, number of entries/ entities, link of SPARQL
endpoint, sub-classification and brief description is also presented in the table.
The statistical comparison of different datasets is also presented in terms of combination
of information including total number of classes, total number of properties, total number
of Instances, total number of triples and total number of entities. Abbreviations of
different terms used in Table 2.4 are listed in the table caption.

Dataset
DrugBank
LinkedCT
DailyMed
DBpedia
Diseasome
DIKB
RDF-TCM
RxNorm
SIDER
STITCH
Medicare
ChEMBL
GHO
UPNR
Affymetrix
BioModels
BioPortal
ChEMBL
ClinicalTrials
CTD
dbSNP
DrugBank
GenAge
GenDR
GOA
HGNC

T/C
LODD
LODD
LODD
LODD
LODD
LODD
LODD
LODD
LODD
LODD
LODD
LODD
LODD
LODD
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF

Y/D
2010
X
2010
2009
2010
2011
2009
2011
2010
2010
2010
2010
2011
X
2014-08-01
2014-06-05
2014-07-20
X
2014-09-25
2014-06-09
2014-07-15
2014-07-25
2014-06-03
2014-06-03
2014-06-05
2014-07-04

Topic
Drugs
Clinical Trials
Drugs
Drugs/ Diseases/ Proteins
Diseases/ Genes
Drugs/ (DDIs)
Genes/Diseases/Medicine
Drugs
Diseases/ Side Effects
Chemicals/ Proteins
Medicare Formulary
Assays(Proteins,Organisms)
Infectious Diseases/Demography/EF
Drugs/Procedures/Diagnoses
Microarrays
Biological/mathematical models
Biological/ biomedical ontologies
bioactive compounds,bioactivities
Clinical Trials
Chemical-gene/protein interactions
Nucleotide substitutions
Drugs
Genes
Genes
Gene Ontology Annotations
Human Gene

Size/ Coverage
766,920 triples; 4,800 drugs
25 million triples, 106,000 trials
1,604,893 triples, 36,000+ product
218M triples; 2,300 drugs, 2,200 proteins
91,182 triples; 2,600 genes
more than 41K
117,643
more than 7.7 million triples
192,515triples; 63,000 effect, 1,737 genes
7,500,000chemicals;500,000 proteins
X
130M triples
3M triples
38.664
86942371triples,6679943entities
2380009triples,188380entities
19920395triples,2199594entities
409942525triples,50061452entities
98835804triples,7337123entities
326720894triples19768641entities
8801487triples530538entities
3672531triples316950entities
73048triples6995entities
11663triples1129entities
97520151triples,5950074entities
3628205triples,372136entities

SPARQL endpoint
http://www4.wiwiss.fu-berlin.de/drugbank/sparql
http://data.linkedct.org/sparql
http://purl.org/net/nlprepository/linkedSPLs
http://dbpedia.org/sparql
http://www4.wiwiss.fu-berlin.de/diseasome/sparql
http://dbmi-icode-01.dbmi.pitt.edu:2020/
http://www.open-biomed.org.uk/sparql/endpoint/tcm
http://link.informatics.stonybrook.edu/sparql/
http://www4.wiwiss.fu-berlin.de/sider/sparql
http://www4.wiwiss.fu-berlin.de/stitch/sparql
http://www4.wiwiss.fu-berlin.de/medicare/sparql
http://rdf.farmbio.uu.se/chembl/sparql
http://gho.aksw.org
http://dbmi-icode-01.dbmi.pitt.edu:8080/sparql
http://cu.affymetrix.bio2rdf.org/sparql
http://cu.biomodels.bio2rdf.org/sparql
http://cu.bioportal.bio2rdf.org/sparql
http://cu.chembl.bio2rdf.org/sparql
http://cu.clinicaltrials.bio2rdf.org/sparql
http://cu.ctd.bio2rdf.org/sparql
http://cu.dbsnp.bio2rdf.org/sparql
http://cu.drugbank.bio2rdf.org/sparql
http://cu.genage.bio2rdf.org/sparql
http://cu.gendr.bio2rdf.org/sparql
http://cu.goa.bio2rdf.org/sparql
http://cu.hgnc.bio2rdf.org/sparql

Description
provides drug data with comprehensive drug target info
Linked data source of trials from ClinicalTrials.gov
All FDA-approved SPLs and NDF-RT
2.49 million things extracted from Wikipedia
disorders and disease genes linked to disorder–gene associations
Drugs and DDIs Claims and Evidence for drug mechanisms and DDIs
Chinese medicine, gene, disease association and mapping to Extrez Gene IDs
connects prescription drugs, ingredients and NDC through RXCUI
marketed drugs and their adverse effects
chemicals, proteins, and their interactions
doctors, healthcare professionals, services
trial drugs with information about activity against targets
infectious diseases at country, regional, global levels
800 full-text clinical notes from the University of Pittsburgh
probesets used in the Affymetrix microarrays
store, search, retrieve published mathematical models of biological interests
an open repository of biomedical ontologies
bioactive compounds, quantitative properties and bioactivities)
publicly and privately supported clinical studies of human participants
cross-species chemical-gene/protein interactions, chemical-gene-disease
single base nucleotide substitutions, short deletion and insertion polymorphisms
detailed drug data with comprehensive drug target
human and model organism genes related to longevity and ageing
genes associated with dietary restriction (DR)
Gene Ontology(GO) annotations to proteins in UniProtKB and IPI
gives unique and meaningful names to every human gene

( T/C = Type/ Category, Y/D = Year/ Date, E/F = Environmental Factors, SPLs = Structured Product Labels, DIKB = Drug Interaction Knowledge Base, LLD = Linked Life Data, DDIs = Drug-drug
Interactions, GHO = WHO’s Global Health Observatory, UPNR = University of Pittsburgh NLP Repository, CTD = Comparative Toxicogenomics Database, dbSNP = Database of single nucleotide
polymorphism, GenAge = The Ageing Gene Database, GenDR = The Dietary Restriction Gene Database, GOA = Gene Ontology Annotation, HGNC = HUGO Gene Nomenclature Committee, InterPro =
Integrated resource of protein families, domains and functional sites, iProClass = Integrated Protein Knowledgebase, iRefIndex = Interaction Reference Index, KEGG = Kyoto Encyclopedia of Genes and
Genomes, LinkedSPL = Linked Structured Product Label, LSR = The Life Science Resource Registry, MeSH = Medical Subject Headings, MGI = Mouse genome database (MGD) from Mouse Genome
Informatics (MGI), NDC = National Drug Code Directory, OMIM = Online Mendelian Inheritance in Man, Orphanet = a database dedicated to information on rare diseases and orphan drugs, PC = Pathway
Commons, pharmgkb = Pharmacogenomics Knowledge Base, SGD = Saccharomyces Genome Database, NT = NCBI Taxonomy, IPI = International Protein Index, RefSeqs = Reference Sequences, ) ” X ” =
Information not available

Table 2.4: Statistical overview of datasets involved in LSLOD, Bio2RDF and LLD

Chapter 2. Background
41

Dataset
HomoloGene
InterPro
iProClass
iRefIndex
KEGG
LinkedSPL
LSR
MeSH
MGI
NCBI Gene
NDC
OMIM
Orphanet
PC
PharmGKB
PubMed
Reactome
SABIO-RK
SGD
SIDER
Taxonomy
WikiPathways
WormBase
LLD

T/C
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
Bio2RDF
LLD

Drugs Identifies

Mendelian disorders, Genes

Rare diseases/Orphan drugs

2014-08-02

2014-09-19

2014-06-02

Taxonomy

2014-05-27

Genome

Drugs, Chromosomes etc

2014-06-04

2014-06-04

Pathway maps

Drugs

2014-07-22

X

Biochemical reactions

2014-08-07

Pathways

-

Biochemical reactions

Citations

2014-06-27

2014-06-05

genotype/phenotype

2014-06-27

Pathways

Genes

2014-09-20

X

Genes

2014-06-05

Drugs

X

terms and terminologies

Genes

2014-08-13

2014-05-27

Proteins, pathways, genes

2014-06-22

LS terminologies

Proteins, pathways, genes

2014-06-09

2014-07-16

Proteins and Genomes

2014-06-02

Topic

Annotated Gene

Y/D

2014-07-04

10,192,641,644statements,1,553,620,6391entities

22682002triples,1840311entities

514397triples,71879entities

21310356triples,1147211entities

17627864triples,1222429entities

12494945triples,957558entities

2716421triples,448248entities

12487446triples,2461010entities

5005343905triples,412593720entities

278049209triples,25325504entities

5700724triples,1024572entities

377947triples,28871entities

8750774triples,1013389entities

6199488triples,488146entities

2010283833triples,189594629entities

8206813triples,924257entities

7323864triples,305401entities

55914triples,5032entities

2174579triples,59776entities

50197150triples,6533307entities

48781511triples,3110993entities

3306107223triples,364255265entities

2323345triples,176579entities

7189769triples,869985entities

Size/ Coverage

http://linkedlifedata.com/sparql

http://cu.wormbase.bio2rdf.org/sparql

http://cu.wikipathways.bio2rdf.org/sparql

http://cu.taxonomy.bio2rdf.org/sparql

http://cu.sider.bio2rdf.org/sparql

http://cu.sgd.bio2rdf.org/sparql

http://cu.sabiork.bio2rdf.org/sparql

http://cu.reactome.bio2rdf.org/sparql

http://cu.pharmgkb.bio2rdf.org/sparql

http://cu.pharmgkb.bio2rdf.org/sparql

http://cu.pathwaycommons.bio2rdf.org/sparql

http://cu.orphanet.bio2rdf.org/sparql

http://cu.omim.bio2rdf.org/sparql

http://cu.ndc.bio2rdf.org/sparql

http://cu.ncbigene.bio2rdf.org/sparql

http://cu.mgi.bio2rdf.org/sparql

http://cu.mesh.bio2rdf.org/sparql

http://cu.lsr.bio2rdf.org/sparql

http://cu.linkedspl.bio2rdf.org/sparql

http://cu.kegg.bio2rdf.org/sparql

http://cu.irefindex.bio2rdf.org/sparql

http://cu.iproclass.bio2rdf.org/sparql

http://cu.interpro.bio2rdf.org/sparql

http://cu.homologene.bio2rdf.org/sparql

SPARQL endpoint

25 public biomedical databases with access to complex bioinformatics

genome of the Caenorhabditis elegans and related nematodes

open and public collection of pathway maps

organisms in the genetic databases with one nucleotide or protein sequence

medicines and adverse drug reactions, side effect frequency/ classifications

molecular biology and genetics of the yeast Saccharomyces cerevisiae

biochemical reactions, kinetic equations, parameters, conditions

core pathways and reactions in human biology

citations from MEDLINE and LS journals for biomedical articles after 1950s

genotype/phenotype data, gene variants, gene-drug-disease relationships

biological pathway information collected from public pathway databases

rare diseases and orphan drugs. Diagnosis, care and treatment of rare diseases

human genes and genetic phenotypes

UPI used in the USA for drugs intended for human use

nomenclature, RefSeqs, maps, pathways, variations, phenotypes, locus-specific

gene, nomenclature, mapping, homologies, sequence links, phenotypes, allelic’s

naming descriptors in hierarchical structure for searching specificity

datasets and terminologies used in the Life Sciences

Linked Data version of DailyMed

16 databases of biological, genomic, and chemical information

protein interactions in BIND/BioGRID/DIP/HPRD/MPPI/OPHID

UniProtKB and UniParc proteins, with links to biological databases

predictive protein ”signatures”/ annotation of proteins and genomes

automated detection of homologs among the annotated genes

Description
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Biomedical Services

Increase in the number of ontologies and databases creates new needs in the community of
ontology users to find, reconcile and relate the growing number of biomedical ontologies.
A number of tools and services for this purpose have already been developed which
facilitates the biomedical community locating ontologies, drugs, proteins and publications.
More specifically, this section reviews the following biomedical services [37]:
• BioPortal62
• Open biomedical Ontology (OBO)63
• Ontobee64
• Ontology Lookup Service65
• AmiGO66
• Entrez67
• e-meducation68

2.7.1

BioPortal

BioPortal, created by the NCBO (National Centre for biomedical Ontology), provides a
virtual ontology library where users can submit their ontologies in a variety of ontology
formats. BioPortal organises ontologies according to a set of categories (such as anatomy,
genomics, development etc) enabling users to find groups of ontologies of interest as well
as to visualise them. BioPortal users will be able to rate ontologies, comment on how
appropriate ontologies are for specific tasks and how well they cover their target domain.

2.7.2

Open Biomedical Ontology (OBO)

The OBO project was proposed as an attempt to have a portal containing ontologies as
well as links to controlled vocabularies for shared use between medical and biological
domains. The ontologies found in the OBO library are partially overlapped since they
62

http://bioportal.bioontology.org/ retr. 20/02/2016
http://www.obofoundry.org/ retr. 22/02/2016
64
http://www.ontobee.org/
65
http://www.ebi.ac.uk/ontology-lookup/ retr. 22/02/2016
66
http://amigo.geneontology.org/cgi-bin/amigo/go.cgi retr. 22/02/2016
67
http://www.ncbi.nlm.nih.gov/sites/gquery retr. 18/02/2016
68
http://www.e-meducation.org retr. 18/02/2016
63
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can be combined between themselves adding relations and giving rise to new ontologies.
Researchers in the OBO project have also developed the OBO language for representing
biomedical ontologies.

2.7.3

Ontobee

Ontobee is a linked data server designed for ontologies that aim to facilitate ontology
data sharing, visualisation, query, integration and analysis. This service dynamically
de-references and presents individual ontology term URIs to:
• HTML based web pages for user-friendly web browsing and navigation.
• RDF source code for Semantic Web applications.
Ontobee is the default linked data server for most OBO Foundry library ontologies as
well as for many ontologies not registered at OBO.

2.7.4

Ontology Lookup Service

The Ontology Lookup Service from the European Bioinformatics Institute provides a
centralised query interface for ontologies in the OBO format.

2.7.5

AmiGO

AmiGO, built by Gene Ontology Consortium, allows the display and querying of the GO
and annotations stored in a specialist GO database.

2.7.6

Entrez

Entrez [62] is a search and retrieval tool developed by NCBI that is capable of searching
multiple NCBI databases with just one query. Entrez returns search results that can
include a combination of many types of data on the query, such as nucleotide sequences,
protein sequences, macromolecular structures and related articles in the literature.

2.7.7

e-meducation

The Alfa Institute of Biomedical Sciences (AIBS) has created a medical portal providing a
selection of open access Internet links in several medical fields, including internal medicine,
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infectious diseases, dermatology, nosocomial infections, antimicrobial resistance, Hepatitis
B virus, general surgery and surgical infections.
A feature of the e-meducation is the custom-built medical search engine that permits the
tracking of medical information without having to filter for hours. The custom search
engine generates results from professional oriented sites for Healthcare providers.

2.8

Concluding Remarks

This chapter presents the set of concepts and topics required to understand the rest of
the content provided in this thesis. The topics e.g. World Wide Web and Semantic Web,
their background and emergence over the period of time are briefly introduced.
As mentioned in Chapter 1, the focus is to address the issues around “a posteriori
integration” in biomedical, Healthcare and Life Science domain. This chapter introduces
different tiers of biomedical Data. It is worth noting that there exist multiple dimensions
of biomedical data but this thesis considers the use case of Cancer Chemoprevention and
Drug Discovery. Hence only those resources which are relevant to the aforementioned
areas are highlighted. This involves Ontologies, libraries and databases in Healthcare
and the biomedical domain, Linked Data and Life Science Linked Open Data as well as
biomedical Services.
Ontologies can be classified into three main classes: i) Biomedical Ontologies (e.g. EFO,
OBI, GO etc), ii) Drugs and Chemical Compound Ontologies (e.g. RxNorm) and iii)
Generic and Upper Ontologies (e.g. BFO, RO, PROV). Similarly libraries and databases
are categorised in 10 categories that include i) biomedical literature, ii) Natural Sources
of Chemoprevention Agents, iii) Biological Activity of Compounds, iv) Toxicity and
Efficacy, v) Gene Expression, vi) Gene and DNA, vii) Chemical and Physical Structure,
viii) Disease Specific Compound, ix) Pathways and x) Protein. Three main sources of
Life Sciences Linked Open Data: i) Linked Open Drug Data (LODD), ii) Bio2RDF and
iii) LinkedLifeData are highlighted. Most relevant biomedical Services are introduced
including i) BioPortal, ii) Open biomedical Ontology (OBO), iii) Ontobee, iv) Ontology
Lookup Service, v) AmiGO, vi) Entrez and vii) e-meducation.
These resources have been partly accessed and used during different stages of this thesis.
Some of the listed ontologies, databases, LSLOD resources and services were used for
creating the semantic model (Section 5.1).
The approach for creating Autonomous Resource Discovery and Indexing (Section 5)
is mainly based on access and cataloguing data from LS-LOD resources. Similarly, the
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proposed query federation tool BioFed (Chapter 6) and ReVeaLD (a Real-time Visual
Explorer and Aggregator of Linked Data (Section 5.5.2)), heavily relies on federating
SPARQL queries to all of the LS-LOD resources (LODD, Bio2RDF and LinkedLifeData).

Chapter 3

Mathematical Formalisation
“Extraordinary claims require extraordinary evidence.”

–Carl Sagan

This chapter highlights the core building blocks necessary to understand Semantic Web
concepts such as as URIs, RDF(S) and OWL. Furthermore, SPARQL- a formal language
to query RDF datasets and the RDF triple stores, is also presented. Formal definitions
and notations, for the key concepts used throughout this thesis, are also presented in
this chapter. Mathematics is an integral part of most scientific designs. In fact the
roots and basis of important concepts used in this thesis such as URLs, URIs, graphs,
triple patterns, maps and trees can be traced in mathematics. One can combine design
paradigms or methods for problem solving with mathematical modelling techniques to
predict the success of designs, a method that is found to be accurate and repeatable.
In summary, this chapter presents mathematical formalization of different concepts,
techniques as well as approaches used in this thesis. Some of the definitions used in this
chapter are based on the content presented by Arenas et al. [5], Olaf Hartig [63] and
Muhammad Saleem [64].

3.1

Semantic Web

The concept of “Semantic Web” has already been introduced in chapter 2. The definitions
and notions necessary to understand the rest of the thesis are presented in this section.
At present the Web contains a huge amount of information which in general could only
be accessed, assessed, interpreted and understood by humans. Whereas the “Semantic
Web” can be seen an extension of the current Web that provides an easier way to find,
47
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manipulate, publish, share, reuse and combine information. Semantic Web empowers
both humans as well as machines to not only present but also process information.
During 2001, Tim Berners-Lee [65] provided the conceptual baseline for Semantic Web
as follows:
“The Semantic Web is not a separate Web but an extension of the current
one, in which information is given well-defined meaning, better enabling
computers and people to work in cooperation”.
Moreover according to the World Wide Web Consortium (W3C):
“The Semantic Web provides a common framework that allows data to be
shared and reused across application, enterprise and community boundaries.
It is a collaborative effort led by W3C with participation from a large number
of researchers and industrial partners”.
The following sections explain some of the building blocks of the Semantic Web that
are considered necessary to understand the rest of this research work e.g. RDF, RDF
components (subject, predicate, objects), URIs, SPARQL and RDF triplestore.

3.1.1

Resource Description Framework (RDF)

One of the significant progress in realising human as well as machine-processable Web
(Semantic Web) was made in 1999. At that time the preliminary work on Resource
Description Framework (RDF) was submitted and accepted as W3C Recommendation [66].
RDF provides a standardised means for expressing information so it can be exchanged
between RDF-enabled machines or agents without any loss of both syntax or semantics.
[67].
RDF is a language to express information or assertions about resources. RDF language
is a collection of standards [68–73] accepted as W3C recommendations. The RDF is core
to this thesis. Most of the data that are accessed for demonstrating the approaches and
performing the experiments in this research is through public SPARQL endpoints and
available in RDF format.
The assertions are also know as triples in the RDF data model and consist of the following
three major components [64]:
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Subject

Predicate

Object

insight:ali-hasnain
insight:ali-hasnain
insight:ali-hasnain
insight:ali-hasnain
insight:ali-hasnain
insight:ali-hasnain
insight:ali-hasnain
insight:ali-hasnain

rdf:type
foaf:gender
foaf:age
foaf:skypeID
foaf:name
foaf:title
foaf:topic_interest
foaf:workInfoHomepage

foaf:Person
"male"@en
"29"^^xsd:int
"s.m.ali.hasnain"
"Ali Hasnain"@en
"Mr"@en
"Semantic Web and Linked Open Data"@en
"https://www.insight-centre.org/users/ali-hasnain"

Table 3.1: Sample RDF statements

Subject : Subject is the resource over which an assertion is made. Subject can only
be URIs and blank nodes. A blank node, also known as anonymous node, is only
unambiguous in a local context. It is typically used to group assertions and is
allowed to be used as subject of a triple.
Predicate : An attribute of a resource or a binary relation which links this resource to
another one. Only URIs are valid to be used as a predicate of a triple. Predicates
are alternatively known as properties.
Object : Typically, the attribute value or another resource. Valid objects values are
URIs and blank nodes, but can also be strings. These strings are also known as
literals and these can be typed or untyped.
Typed Literal gets assigned a datatype which defines how it is interpreted.
Untyped Literal does not have this datatype but may be annotated with an
optional language definition, which defines the literal’s language.

Table 3.1 shows more RDF statements about the resource Ali Hasnain (the author of
this thesis). It can be seen in the table that the resource Ali Hasnain is the subject of
other statements, which give more details about that resource. It is also worth noticing
that the object of the third statement (a number) has a trailing datatype. Most of
the time URIs representations are large and using a prefix provides a short way of
presenting them. For example, if one uses https://www.insight-centre.org/users/
as a prefix and give it a label e.g. insight, then resource https://www.insight-centre.
org/users/ali-hasnain can be written as insight:ali-hasnain. Similarly if http:
//xmlns.com/foaf/0.1/ is used as a prefix with label foaf, then the property http:
//xmlns.com/foaf/0.1/name can be written as foaf:name in short form. This format
is very useful in writing human-readable RDF statements. The author of this thesis
makes use of prefixes throughout in this writing. Examples can be seen in Appendix 9
where simple and complex SPARQL queries are presented.
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Figure 3.1: An example URI and its component parts- an adaptation of example from
RFC 3986 (Berners-Lee et al. [4])

3.1.2

URIs: Uniform Resource Identifier

As mentioned earlier Uniform Resource Identifiers (URIs) provide the foundation of
Semantic Web technology. Using URIs one can unambiguously define and reference
abstract as well as concrete concepts on a global level. RFC 3986

1

defines the generic

syntax for URIs. This generic syntax of URI consists of a hierarchical sequence of
components referred to as the scheme, authority, path, query and fragment [64]. These
can be seen in Figure 3.1, where a hypothetical URI to introduce resource Ali Hasnain
is presented.
According to RFC 3986 standard, the scheme and hierarchy parts are mandatory,
whereas the query and fragment parts are optional. In the context of the Semantic
Web, URIs are used to define concepts like places e.g. Islamabad, Galway, organisations
e.g. Insight Centre for Data Analytics, National University of Ireland (NUIG), Pakistan
Institute of Engineering and Applied Science (PIEAS) or persons e.g. Ali Hasnain and
Tim Berners-Lee. Moreover URIs are also used to define relationships between those
concepts globally and unambiguously, e.g. place-located-in-city, person-was-born-in-city,
organisation-established-at-date. URIs have been extensively used throughout this writing.
Examples can be seen in Appendix 9, where simple and complex SPARQL queries are
presented, also in Chapter 4 - 7.

3.1.3

SPARQL Query Language

SPARQL queries have been extensively used in this thesis. An example can be seen in
Appendix 9 where simple and complex SPARQL queries are presented; also Chapter 4 7 presents number of SPARQL queries for accessing data from RDF triple stores that
are also known as SPARQL endpoints.
1

http://tools.ietf.org/html/rfc3986 retr. 12-06-2016
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The SPARQL Protocol and RDF Query Language (SPARQL) [74] is a protocol and
query language for accessing RDF data. SPARQL is also a W3C standard and any
SPARQL query is a combination of triple patterns, their conjunctions (logical ”and”),
disjunctions (logical ”or”) and/or a set of optional patterns [75]. A triple pattern is a
triple containing subject, predicate, and object parts. The subject can only be a URI,
variable or blank node (already defined in Section 3.1.1).
It is worth noting that in RDF, a blank node (also called bnode) is a node in graph
representing a resource for which a URI or literal is not given. The resource represented
by a blank node is also called an anonymous resource. There are a number of optional
patterns one can use in SPARQL query for specifying the conditions on data retrieval e.g.
FILTER, REGEX and LANG. SPARQL 1.0 syntax, is available at http://www.w3.org/TR/rdfsparql-query.

One can also consider operators e.g. OPTIONAL, UNION, FILTER, GRAPH,

SELECT and concatenation via a point symbol (.) to construct graph pattern expressions
(also called Basic Graph Patterns BGPs). Similarly, other operators e.g SERVICE and
BINDINGS are also introduced by SPARQL 1.1 available at http://www.w3.org/TR/sparql11overview.

Moreover the syntax of the language also considers { } (curly brackets) to

group patterns and some implicit rules of precedence and association [5]. The results of
SPARQL queries can be: i) result sets or ii) RDF graphs. There are four different types
of SPARQL queries, specifically SELECT, CONSTRUCT, ASK and DESCRIBE [76]. According
to [76], these query forms use the solutions from pattern matching to form result sets or
RDF graphs and briefly described as:
• SELECT: Returns all, or a subset of, the variables bound in a query pattern
match.
• CONSTRUCT: Returns an RDF graph constructed by substituting variables in
a set of triple templates.
• ASK: Returns a Boolean indicating whether a query pattern matches or not.
• DESCRIBE: Returns an RDF graph that describes the resources found.
As mentioned earlier, different examples of SPARQL queries can been seen in different
parts of this thesis. But this section provides a small example where the user wants to
know ”What is the age and Skype id of Ali Hasnain” from the RDF data as given in
Table 3.1.
Figure 1 shows a SPARQL query to get the required information. This query contains
two triple patterns (i.e. T.P.1, T.P.2).
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PREFIX insight: <https://www.insight-centre.org/users/>
PREFIX foaf: <http://xmlns.com/foaf/0.1/>
SELECT ?age ?skypeID
WHERE
{
insight:AliHasnain foaf:age ?age . //T.P.1
insight:AliHasnain foaf:skypeID ?skypeID . //T.P.2
}

Query 1: SPARQL query to get the the age and Skype id of Ali Hasnain.

Lines 1 and 2 define prefixes in order to write URIs in their short forms. Line 3 declares
the variables that should be rendered to the output of that query, which are two variables
?age and ?skypeID. SPARQL variables start either with a question mark ”?”, or with a
dollar sign $’. Line 6 states that for the statement with subject insight:AliHasnain
and property foaf:age, the value of its object assigned to a variable called ?age. Upon
execution, this variable will take the value of "29"^^xsd:int. The same process is
repeated for Line 7 and the results of the projection variables (skypeID) are retrieved.

3.1.4

RDF Triplestore

Triplestores are used to store RDF data. In other words, a triplestore is typically a
software program that is capable of storing and indexing RDF data efficiently in order to
enable querying this data easily and effectively. A triplestore for an RDF data is similar
to a Relational Database Management System (DBMS) for relational databases.
Most triplestores support SPARQL query language for querying RDF data. Virtuoso2 ,
Sesame3 , Fuseki

4

and 4Store5 are few of the well-known commercial examples of triple-

stores for desktop and server computers.
Table 3.2 provides a comparative overview of the aforementioned four triplestores (Virtuoso, Sesame, 4store and Fuseki) in terms of programming languages (e.g. C, C++,
Python PHP, Java, Javascript ActionScript, Tcl Perl Ruby, Obj-C, C#) that can be
used with these tools and relevant Semantic Web technologies (RDF, RDFS, SPARQL,
OWL, GRDDL, RDFa, RDB2RDF, R2RML, Direct Mapping). The table also reflects
the information regarding developers/ providers (companies), categories and the corresponding web pages of any triple store. It is worth noticing that Virtuoso appears to be
2

http://virtuoso.openlinksw.com/ retr. 12-05-2016
http://rdf4j.org/sesame/2.8/docs/using+sesame.docbook?view retr. 12-05-2016
4
http://jena.apache.org/documentation/serving_data/ retr. 12-05-2016
5
https://www.w3.org/2001/sw/wiki/4store retr. 12-05-2016
3
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the best available triple store that supports most of the Semantic Web Technologies and
programming languages.
There are some special versions of triplestores that are produced to be used on low-power
devices with less powerful CPU and smaller memory size. Androjena6 , RDF On The
Go7 , µJena8 and OpenSesame9 are examples of such triplestores.

6

http://code.google.com/p/androjena/ retr. 12-05-2016
http://code.google.com/p/rdfonthego/ retr. 12-05-2016
8
http://poseidon.ws.dei.polimi.it/ca/?page_id=59 retr. 12-05-2016
9
http://bluebill.tidalwave.it/mobile/ retr. 12-05-2016
7

Home page
http://virtuoso.openlinksw.com

http://www.openrdf.org/

http://4store.org/
https://jena.apache.org/index.html

Triple Store
Virtuoso10

Sesame11

4store12
Fuseki13
Java
Java

Java, Python, PHP

PL
C, C++, Python
PHP, Java, Javascript
ActionScript, Tcl Perl
Ruby, Obj-C, C#

RDF, SPARQL
RDF, SPARQL

RDF, RDFS, SPARQL

RSWT
RDF, RDFS, SPARQL
OWL, GRDDL, RDFa
RDB2RDF
R2RML, Direct Mapping

Categories
Triple Store, Reasoner
RDF Generator
SPARQL Endpoint
OWL Reasoner
RDFS Reasoner
RDB2RDF
Triple Store
Programming Environment
Reasoner, Parser
RDFS Reasoner
Triple Store
Triple Store

Garlik
Apache

Aduna

C/I
OpenLink Software

( PL = Programming language(s) that can be used with the tool, RSWT = Relevant Semantic Web technologies, C/I = Company or
institution.) ” X ” = Information not available

Table 3.2: Comparative overview of famous Triplestores
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Following sections provides the list of basic notation and mathematical formalisation as
used throughout this thesis.

3.2

Dataset, Classes and Properties

Definition 3.1 (Dataset(s)).
Let G be a graph composed of a set of nodes N and edges E.
G = (N, E)
A conceptual graph represents concepts/classes as nodes (NC ) and properties as relations
or edges in the graph though properties can also be represented as different node sets
(NP ). Thus a graph denoting concepts/classes and properties, where edges links the
concepts/classes to the properties, can be mathematically modelled as:
G = (NC , NP , E)
where
E = NC × NP
A dataset is composed of concepts/classes and properties. Hence K projects the dataset
(D) to the graph representation as follows:
K:D→G
Definition 3.2 (Concepts/Classes).
Concepts/classes in any dataset are mathematically modelled as:
[

K(C) =

Ci ∈Dj

[

NCij

ij

Definition 3.3 (Properties/ Predicates).
Properties from different datasets are mathematically modelled as:
[

K(P ) =

Pi ∈Dj

[

NPij

ij

Definition 3.4 (Concept/Class Instance).
Graph data from a triple store is composed of instances (IC ) of classes/concepts (C).
However any instance (iC ) of a class/concept can be projected onto the class/concept or
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Figure 3.2: RDF Triples and Graphs: U - set of URIs, B - set of blank nodes, L - set
of literals. [5]

onto the node of the class/concept as follows:
iC ∈ IC
nC ∈ NC
K : IC → NC
Definition 3.5 (Concept/Class – Property Relationship).
The set of properties of a class/concept (NPC ⊆ NP ) is defined by the set of edges that
link a property to the class/concept based on the underlying dataset and the projection
(K) is mathematically modelled as:
PC =

[

pi

i

where
e = (nc , pi )

3.3

SPARQL Syntax, Semantic and Notation

This section defines the syntax and semantics of SPARQL. It is worth noting that in
this section only those formalisations and notation are discussed, which are necessary to
understand the thesis related key concepts which are used throughout the remainder of
this thesis. Furthermore this thesis uses some of the definitions as presented by Arenas
et al. [5], Olaf Hartig [63] and Muhammad Saleem [64].
Definition 3.6 (RDF Term, RDF Triple and Data Source).
Assume there are pairwise disjoint infinite sets U , B, and L (URIs, Blank nodes and
Literals respectively) as shown in Figure 3.2.
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Then the RDF term RT is defined as:
• RT = U ∪ B ∪ L.
The RDF triple (s, p, o) is defined as:
• (s, p, o) ∈ (U ∪ B) × U × (U ∪ B ∪ L) where s is known as subject, p the
predicate and o the object.
An RDF Data Set or Data source d is a set of RDF triples and defined as
• d = {(s1 , p1 , o1 ), . . . , (sn , pn , on )}.
Definition 3.6 is used in Chapter 4 - 7.
Definition 3.7 (Query Triple Pattern and Basic Graph Pattern).
By using Definition 3.6 one can assume an infinite set V of variables. A triple pattern is
a tuple t can be defined as follow:
• t ∈ (U ∪ V ∪ B) × (U ∪ V ) × (U ∪ L ∪ V ∪ B) .
Also see Figure 3.2.
A Basic Graph Pattern is a finite set of triple patterns.
Definition 3.7 is used in Chapter 6 for explaining the triple patterns and basic graph
patterns in the context of SPARQL query as well as in the query engine.

Definition 3.8 (Basic Graph Pattern syntax).
The syntax of a SPARQL Basic Graph Pattern BGP expression is defined recursively
as follows [64]:
1. A tuple from (U ∪ V ∪ B) × (U ∪ V ) × (U ∪ L ∪ V ∪ B) is a graph pattern (a triple
pattern).
2. The expressions (P1 AND P2 ), (P1 OPTIONAL P2 ) and (P1 UNION P2 ) are graph
patterns if P1 and P2 are graph patterns.
3. The expression (P FILTER R) is a graph pattern if P is a graph pattern and R is
a SPARQL constraint or filter expression.
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Definition 3.9 (Solution Mapping).
As an important component for defining the semantics of SPARQL the notion of Solution
Mapping 14 µ is used.
A Solution Mapping µ from V to RT is a partial function µ : V → RT where RT =
(U ∪ B ∪ L) and defined for a finite subset of V (the set of all variables). RT is the RDF
term also defined in Definition 3.6.
For a triple pattern t, denoted by µ(t) the pattern obtained by replacing the variables in
t according to µ. The domain of µ, denoted by dom(µ), is the subset of V where µ is
defined. Sometimes concrete mappings can be presented in square brackets, for instance
[64]:
• µ = [?X → a, ?Y → b] is the mapping with dom(µ) where,
• dom(µ) = {?X, ?Y } such that,
• µ(?X) = a and µ(?Y ) = b.
Definition 3.10 (Triple Pattern Matching).
Let d be a data source with set of RDF terms RT , and t a triple pattern of a SPARQL
query. The evaluation of t over d, denoted by [[t]]d is defined as the set of mappings [64]:
• [[t]]d = {µ : V → RT | dom(µ) = var(P ) and µ(P ) ⊆ d}.
If µ ∈ [[t]]d, it can be said that µ is a solution for t in d. If a data source d has at least
one solution for a triple pattern t, then one can say d matches t.
Definition 3.11 (Relevant Source and Set).
A data source d ∈ D is relevant (also called capable) for a triple pattern ti ∈ T if at
least one triple contained in d matches ti .
The relevant source set Ri ⊆ D for ti is the set that contains all sources that are relevant
for that particular triple pattern.
Definition 3.12 (Triple Pattern-wise Source Selection).
The goal of the Triple Pattern-wise Source Selection (TPWSS) is to identify the set of
relevant sources against the individual triple patterns of a query [64].
Definition 3.13 (Total Triple Pattern-wise Sources Selected). Let q = {t1 , . . . , tm }
be a SPARQL query containing triple patterns t1 , . . . , tm and R = {Rt1 , . . . , Rtm } be
the corresponding relevance set containing relevant data sources sets Rt1 , . . . , Rtm for
triple patterns t1 , . . . , tm , respectively.
14

“ Term Solution mapping” was used in the W3C specification of SPARQL [59]
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PREFIX drugbank-drug:
<http://www4.wiwiss.fu-berlin.de/drugbank/resource/drugs/>
PREFIX owl: <http://www.w3.org/2002/07/owl#>
SELECT ?predicate ?object
WHERE
{
{
drugbank-drug:DB00201 ?predicate ?object .
}

//DrugBank

UNION
{
drugbank-drug:DB00201 owl:sameAs ?caff .
//DrugBank
?caff ?predicate ?object .
//DrugBank, DBpedia, ChEBI, SWDF
}
}
Query 2: FedBench query (Life Science query2): Find all properties of Caffeine in
Drugbank dataset. Find all the entities from all available datasets describing Caffeine,
return the union of all properties of any of these entities.

TTPWSS is defined as:
• TTPWSS = ∀Rti ∈R

P

Rti .

Aforementioned is the total triple pattern-wise sources selected for query q, i.e., the sum
of the magnitudes of relevant data sources sets over all individual triple patterns q.
As an example, let us consider a Life Science query from FedBench (Listing 2) in order
to understand total triple pattern-wise sources selection. Fedbench [77] is a benchmark
suite for federated semantic data query processing comprised of set of queries spanning
different datasets from multiple domains; Cross Domain (DrugBank, DBpedia subset,
NY Times, LinkedMDB, Jamendo, Geonames SWDF), Life Sciences Domain (DBpedia
subset, KEGG, Drugbank, ChEBI), SP2Bench and DBPedia 3.5.1 Subset 15 .
The total triple pattern-wise sources selected for the query given in Listing 2 are six, i.e.
a single source for the first two triple patterns and four sources for the last triple pattern,
summing up to a total of six sources.
Definition 3.14 (Number of Sources Span).
The number of sources that potentially contribute to the query result set (sources span
15

http://fedbench.fluidops.net/resource/Datasets retr. 21-05-2016
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for short) are essentially those that are relevant to at least one triple pattern in the
query. However, since triple patterns with common and mostly used query predicates
such as rdf:type and owl:sameAs are predominantly found in all data sources (i.e., all
sources are relevant), only source is counted if it is also relevant to at least one more
triple pattern in the same query. This results in high precision whereas lower recall.
Definitions 3.14, 3.13, 3.11, 3.10 and 3.9 are used in Chapter 6 for explaining the: i)
number of source span, ii) total triple pattern-wise source selection, iii) relevant source
set, iv) triple pattern matching, v) solution mapping and vi) basic graph patterns in the
context of SPARQL query as well as, query engine.
In summary, this chapter introduces core concepts, definitions, notions and mathematical
formalisations that allow the reader to understand and use SPARQL expressions for
querying over the Web of Linked Data. The scope of evaluating a SPARQL expression
under the provided semantics is the subset of SPARQL semantics, necessary to understand
rest of the chapters.

Chapter 4

Public SPARQL Endpoints
Analysis
“Nothing in life is to be feared, it is only to be understood. Now is the time
to understand more, so that we may fear less.”

–Marie Curie

This chapter provides some initial contributions necessary for the core work presented in
subsequent chapters. Content of this chapter is based on publication at IJSWIS [29] and
at ISWC [78].
To support “a posteriori” integration, the author proposes the idea of generating ARDI
of Life Science Linked Open Data Cloud. Before generating the ARDI, it is important to
analyse the datasources, the public SPARQL endpoints in this case, with two considerations i. What is the content of a public SPARQL endpoint? and ii. How self descriptive
are these endpoints? Analysing the content, for example in terms of a) number classes,
b) number of properties, c) list of classes etc, are necessary to investigate the size as well
as in finding similar data available at multiple datasources. Finding how self descriptive
any endpoint is important in order to know the structure of data stored at any endpoint
in terms of class partitions, property partitions and nested partitions. By self descriptive,
it means the potential of any endpoint to express itself based on the data stored. In
other words the user can find the information regarding the endpoint and the data stored
by simply querying the data itself. This includes the type of data (e.g. list of classes and
properties); the amount of data (e.g statistical snapshot regarding the entities, triples,
classes and properties); the structure of data (class partitions, property partitions and
nested class/property partitions) and further classification of data (e.g. literals, blank
61
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nodes and IRIs). Such analysis provides baseline information regarding public SPARQL
endpoints due to the approach used to catalogue and link the content of these endpoints
to support “a posteriori” integration. Hundreds of public endpoints have been published
in the past few years for knowledge-bases of various sizes and topics [58, 60]. Using these
endpoints, clients can receive direct answers to complex queries using a single request to
the server.
However, it is still unclear how clients should find endpoints relevant to their needs in the
first place [60, 79]. For example, take an agent (be they human or software) who is looking
for an endpoint indexing data about instances of a particular class, say, drugbank:drugs.1
To the best of author’s knowledge, there is no service available at the moment where
that agent can issue a request with that class and get back a list of public endpoints
with metadata about instances of that class. Likewise agents may have more complex
needs. For example, they may not be interested in endpoints that have fewer than 100
instances of drugbank:drugs described, or they may only be interested in endpoints
with instances of drugbank:drugs where values for drugbank:chemicalStructure are
provided. Looking at the relevant literature, federated SPARQL proposals come closest
to potentially answering the aforementioned needs, where two main approaches are used
to determine which SPARQL services can potentially contribute relevant data to help
answer any SPARQL query:

Runtime queries: The first option is to take an agent’s request and query the endpoints
directly at runtime to determine if they have relevant metadata or not [80]. For
example, if the agent was interested in instances of drugbank:drugs, one could
issue to a list of endpoints the following query:


ASK WHERE { ?s a drugbank:drugs }






Any endpoint returning true for this query would contain information relevant to
the original agent. Likewise more complex queries could be used depending on the
user’s need. For example, if a user were interested in endpoints with more than
100 such instances, the service could issue:


SELECT (COUNT(DISTINCT ?s) AS ?c) WHERE { ?s a drugbank:drugs }






Any endpoint returning a result greater than 100 would be relevant.
Content descriptions: The second option is to rely on a static description of the
content of each endpoint [80–83]. These works either assume that a description
is available in a popular format, such as the Vocabulary of Interlinked Datasets
1

Prefixes can be looked up at http://prefix.cc/; l.a. 2015/02/03.
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(VoID [84]), or as a custom format [81–83]. For example the VoID vocabulary
allows for defining class partitions, that not only state which classes are in a dataset,
but how many instances it has, which properties appear, and so forth [84]. These
descriptions can then be used directly to find endpoints with relevant content.

Both merits and de-merits are associated with the aforementioned approaches as these
approaches have been investigated in the context of federated scenarios involving a small
number of local endpoints, and would not be suitable when dealing with hundreds of
third-party public endpoints. With respect to the first approach, each user request would
require a query to be sent to several hundred public endpoints, which would incur very
slow response times and could flood public services with too many requests. With respect
to the second approach, Buil et al. [60] previously observed that only one third of public
SPARQL endpoints give static descriptions of their content in a standard location using
suitable vocabularies such as VoID. Even where they are provided, it is unclear what
level of detail these descriptions contain or indeed how accurate or up-to-date these
descriptions are. Over the past several years at least 159 distinct websites have begun
hosting SPARQL endpoints [60].
In order to gather high-level statistics and schema information about the content of each
public SPARQL endpoint, an approach of directly issuing them a fixed set of high-level
queries is followed. SPARQL is a powerful query language that can be used to learn
about the underlying knowledge-base of the endpoint. Being a declarative query language
for RDF in which graph pattern matching, disjunctive unions, optional clauses, dataset
construction, solution modifiers etc. are supported, SPARQL can be used to query RDF
knowledge-bases [59].
Using the features of SPARQL 1.1 like aggregates, property paths, sub-queries, federation
etc, it is possible to formulate queries that ask for example, how many triples the
knowledge-base contains, which classes or properties are used how many unique instances
of each class appears and which properties are used most frequently with instances of
which classes etc. Thus, in theory at least, SPARQL 1.1 is sufficiently expressive to
be able to request all aspects of a VoID description that are directly computable from
the dataset itself.2 In this manner, author proposes that SPARQL endpoints can be
considered self-descriptive as an agent can extract about the data content of the endpoint
by directly issuing high-level aggregate SPARQL queries to it.
2

Certain aspects of VoID may not be computable directly from a dataset, such as the author(s) of a
dataset, how it is licensed, OpenSearch descriptions, etc. Likewise subjective criteria is not included in
the computable fragment – such as the categories of the dataset – even if candidates could be computed
automatically [85].
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Author reviews how the content of endpoints can be described in a general-purpose
automated manner. In order to extract a description of the content of each endpoint, it
is proposed to use a set of 29 self-descriptive SPARQL (1.1) queries that capture a large
“computable” subset of a VoID description [84] as well as some additional features.
To investigate how effectively public SPARQL endpoints process these queries, a list of
526 public endpoints was taken and the ratio that can answer each of the self-descriptive
queries and characterise the typical performance one can expect in a realistic uncontrolled
environment was investigated. Although in the subsequent chapters, this thesis only
focuses on the SPARQL endpoints in the Life Sciences and biomedical domain, this
chapter provides an analysis of all the public endpoints listed at Datahub from any
domain as well as the Life Sciences endpoint provided by Bio2RDF. A list of 540
SPARQL endpoints registered in the DataHub in April 20153 was collected. Likewise
a list of 137 endpoints from Bio2RDF releases 1–3 was collected. In total, 618 unique
endpoints (59 endpoints were present in both lists) were considered. The results are
based on experiments that were performed in April 2015. Experimental results show that
the success rates in terms of responses varies from 25–94% of operational endpoints4 ,
depending on the complexity of the query used. All the operational endpoints were
considered for further experiments. One of the main goals was to enable peer discovery
of SPARQL endpoints without changing the current infrastructure; author feels that it is
important to explore options over the current infrastructure first before proposing that
hundreds of stakeholders change how they host their data.

4.1

Self-Descriptive Queries

With respect to describing the content of an endpoint, this section lists, the set of
SPARQL 1.1 queries used to compute a VoID-like description from the content indexed
by an endpoint.

4.1.1

Functionality

It was necessary to filter unavailable endpoints and to determine those that (partially)
support SPARQL 1.1. An endpoint was considered available if it was accessible through
the HTTP SPARQL protocol, if it responded to a SPARQL-compliant query, and if
it returned a response in an appropriate SPARQL format. For this, query QA1 was
3

http://datahub.io
One can say that an endpoint is operational if it can be accessed over HTTP through the SPARQL
protocol and will return a valid non-empty response to the following query: SELECT * WHERE ?s ?p ?o
LIMIT 1
4
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used, which should be trivial for an endpoint to compute, returning a single binding for
any triple (Table 4.1). An endpoint was considered SPARQL 1.1 aware if it likewise
responded to a query valid only in SPARQL 1.1. For this query QA2 was used, which
tests two features unique to SPARQL 1.1; namely sub-queries and the count aggregate
function (Table 4.1).5
Table 4.1: Queries for basic functionality

4.1.2

№

Query

QA1

SELECT * WHERE { ?s ?p ?o } LIMIT 1

QA2

SELECT (COUNT(*) as ?c) WHERE { SELECT * WHERE { ?s ?p ?o } LIMIT 1 }

Dataset-level statistics

Secondly a set of queries to capture high-level “dataset-level” statistics were listed that
form a core part of VoID. Five queries were issued, as listed in Table 4.2, to ascertain
the number of triples (QB1 ), and the number of distinct classes (QB2 ), properties (QB3 ),
subjects (QB4 ) and objects (QB5 ). These queries require support for SPARQL 1.1 COUNT
and sub-query features (as tested in QA2 ). The <D> term refers to an IRI constructed
from the SPARQL endpoints URL in order to indicate the dataset it indexes.
Table 4.2: Queries for dataset-level VoID statistics
№

Query

QB1

CONSTRUCT { <D> v:triples ?x }
WHERE { SELECT (COUNT(*) AS ?x) WHERE { ?s ?p ?o } }

QB2

CONSTRUCT { <D> v:classes ?x }
WHERE { SELECT (COUNT(DISTINCT ?o) AS ?x) WHERE { ?s a ?o } }

QB3

CONSTRUCT { <D> v:properties ?x }
WHERE { SELECT (COUNT(DISTINCT ?p) AS ?x) WHERE { ?s ?p ?o } }

QB4

CONSTRUCT { <D> v:distinctSubjects ?x }
WHERE { SELECT (COUNT(DISTINCT ?s) AS ?x) WHERE { ?s ?p ?o } }

QB5

CONSTRUCT { <D> v:distinctObjects ?x }
WHERE { SELECT (COUNT(DISTINCT ?o) AS ?x) WHERE { ?s ?p ?o } }

Once these statistics are catalogued for public SPARQL endpoints, agents can use them
to find endpoints indexing datasets that fall within a given range of triples in terms of
overall size, or for example to find the endpoints with the largest datasets. Counts may
be particularly useful – in combination with later categories – to order the endpoints.
For example, so that one can find the endpoints with a given class (using data from the
next category) and order them by the total number of triples they index.
5
This does not imply that the endpoint is fully compliant with SPARQL 1.1; only that it supports a
subset of features.
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Class-based statistics

Thirdly the author ascertains similar statistics about the instances of each class following
the notion of class partitions in VoID: a subset of the data considering only triples where
instances of that class are in the subject position. Table 4.3 lists the six queries used.
The first query (QC1 ) merely lists all class partitions. The other five queries (QC2–6 )
count the triples and distinct classes, predicates, subjects and objects for each class
partition; for example QC2 retrieves the number of triples where instances of that class
are in the subject position. Queries QC2–6 introduces COUNT, sub-queries and also GROUP
BY features from SPARQL 1.1.
Table 4.3: Queries for statistics about classes
№

Query

QC1

CONSTRUCT { <D> v:classPartition [ v:class ?c ] } WHERE { ?s a ?c }

QC2

CONSTRUCT { <D> v:classPartition [ v:class ?c ; v:triples ?x ] }
WHERE { SELECT (COUNT(?p) AS ?x) ?c
WHERE { ?s a ?c ; ?p ?o } GROUP BY ?c }

QC3

CONSTRUCT { <D> v:classPartition [ v:class ?c ; v:classes ?x ] }
WHERE { SELECT (COUNT(DISTINCT ?d) AS ?x) ?c
WHERE { ?s a ?c , ?d } GROUP BY ?c }

QC4

CONSTRUCT { <D> v:classPartition [ v:class ?c ; v:properties ?x ] }
WHERE { SELECT (COUNT(DISTINCT ?p) AS ?x) ?c
WHERE { ?s a ?c ; ?p ?o } GROUP BY ?c }

QC5

CONSTRUCT { <D> v:classPartition [ v:class ?c ; v:distinctSubjects ?x ] }
WHERE { SELECT (COUNT(DISTINCT ?s) AS ?x) ?c
WHERE { ?s a ?c } GROUP BY ?c }

QC6

CONSTRUCT { <D> v:classPartition [ v:class ?c ; v:distinctObjects ?x ] }
WHERE { SELECT (COUNT(DISTINCT ?o) AS ?x) ?c
WHERE { ?s a ?c ; ?p ?o } GROUP BY ?c }

Once catalogued, agents can use statistics describing class partitions of the datasets
in order to find endpoints mentioning a given class where they can additionally (for
example) sort results in descending order according to the number of unique instances of
that class, or triples used to define such instances, etc. Hence the counts computed by
QC2–6 help agents to distinguish endpoints that may only have one or two instances of a
class to those with thousands or millions. Likewise, criteria can be combined arbitrarily
for multiple classes or with the overall statistics previously computed.

4.1.4

Property-based statistics

Fourthly property partitions in the dataset were considered, where a property partition
refers to the set of triples with that property term in the predicate position. Queries are

Chapter 4. Public SPARQL Endpoints Analysis

67

listed in Table 4.4. As before QD1 lists the property partitions. QD2–4 counts the number
of triples, distinct subjects and distinct objects. Classes were not counted (which would
be 0 for all properties except rdf:type) or properties (which would always be 1).
Table 4.4: Queries for statistics about properties
№

Query

QD1

CONSTRUCT { <D> v:propertyPartition [ v:property ?p ] } WHERE { ?s ?p ?o }

QD2

CONSTRUCT { <D> v:propertyPartition [ v:property ?p ; v:triples ?x ] }
WHERE { SELECT (COUNT(?o) AS ?x) ?p
WHERE { ?s ?p ?o } GROUP BY ?p }

QD3

CONSTRUCT { <D> v:propertyPartition [ v:property ?p ; v:distinctSubjects ?x ] }
WHERE { SELECT (COUNT(DISTINCT ?s) AS ?x) ?p
WHERE { ?s ?p ?o } GROUP BY ?p }

QD4

CONSTRUCT { <D> v:propertyPartition [ v:property ?p ; v:distinctObjects ?x ] }
WHERE { SELECT (COUNT(DISTINCT ?o) AS ?x) ?p
WHERE { ?s ?p ?o } GROUP BY ?p }

Using these statistics about property partitions in the catalogue, agents can for example
retrieve a list of public endpoints using a given property ordered by the number of triples
using that specific property. Likewise criteria can be combined arbitrarily for multiple
properties, or with the dataset or class-level metadata previously collected. For example,
an agent may wish to order endpoints by the ratio of triples using a given property
(where the count from QD2 for the property in question can be divided by the total
triple count from QB1 ), or to find endpoints where all subjects have an rdfs:label value
(where the count computed from QD3 for that property should match the count for QB4 ).

4.1.5

Nested class–property statistics

Fifthly, how classes and properties are used together in a dataset were considered, as
well as gathering statistics on property partitions nested within class partitions. These
statistics detail how properties are used for instances of specific classes. Table 4.5 lists
the four queries used. QE1 lists the property partitions nested inside the class partitions,
and QE2–4 count the number of triples using a given predicate for instances of that class,
as well as the number of distinct subjects and objects that those triples have. In terms
of technical features, these queries involve GROUP BY over multiple terms. In general, the
queries listed in this section are quite complex where it is expected that many endpoints
would struggle to return metadata about their content at this detailed level of granularity.
An agent could use the resulting meta-data to find endpoints describing instances of
specific classes with specific properties, with filtering or sorting criteria based on for
example the number of triples. For instance an agent might be specifically interested in
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Table 4.5: Queries for nested property/class statistics
№

Query

QE1

CONSTRUCT { <D> v:classPartition [ v:class ?c ;
v:propertyPartition [ v:property ?p ] ] } WHERE { ?s a ?c ; ?p ?o }

QE2

CONSTRUCT { <D> v:classPartition [
v:propertyPartition [ v:property
WHERE { SELECT (COUNT(?o) AS ?x)
WHERE { ?s a ?c ; ?p ?o } GROUP

QE3

CONSTRUCT { <D> v:classPartition [ v:class ?c ;
v:propertyPartition [ v:distinctSubjects ?x ] ] }
WHERE { SELECT (COUNT(DISTINCT ?s) AS ?x) ?c ?p
WHERE { ?s a ?c ; ?p ?o } GROUP BY ?c ?p }

QE4

CONSTRUCT { <D> v:classPartition [ v:class ?c ;
v:propertyPartition [ v:distinctObjects ?x ; v:property ?p ] ] }
WHERE { SELECT (COUNT(DISTINCT ?o) AS ?x) ?c ?p
WHERE { ?s a ?c ; ?p ?o } GROUP BY ?c ?p }

v:class ?c
?p ; v:triples ?x ] ] }
?p
BY ?c ?p }

images of people, where they would be looking for the class-partition foaf:Person with
the nested property-partition foaf:depicts. Using the previous statistics, it would be
possible to find endpoints that have data for the class foaf:Person and triples with the
property foaf:depicts, but not that the images were defined for people. The counts
from QE2–E4 again allow an agent to filter or order endpoints by the amount of relevant
data.

4.1.6

Miscellaneous statistics

In the final set of experiments, the queries that yield statistics not supported by VoID are
considered as listed in Table 4.6. In particular, the experiment was designed to ascertain
if endpoints can return a subset of statistics from the VoID Extension Vocabulary6 which
includes counts of different types of unique RDF terms in different positions: subjects
IRIs (QF1 ), subject blank nodes (QF2 ), objects IRIs (QF3 ), literals (QF4 ), object blank
nodes (QF5 ), all blank nodes (QF6 ), all IRIs (QF7 ), and all terms (QF8 ). Inspired by
the notion of “schema maps” as proposed by Kinsella et al. [86], author also counts
the classes that the subjects and objects of specific properties are instances of (QF9–10 ).
These are “inverses” of queries (QE3–4 ).7
The resulting data could serve a number of purposes for agents looking for public
endpoints. For example, the agent in question could look for datasets without any blank
nodes, or for datasets where a given number of the objects of a given property are of
a certain type. Likewise the user can combine these criteria with earlier criteria; for
6

http://ldf.fi/void-ext#; denoted herein as e:.
Author created a novel namespace s: (which is published and will be linked later after double-blind
review).
7
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Table 4.6: Queries for miscellaneous statistics
№

Query

QF1

CONSTRUCT { <D> e:distinctIRIReferenceSubjects ?x }
WHERE { SELECT (COUNT(DISTINCT ?s ) AS ?x)
WHERE { ?s ?p ?o FILTER(isIri(?s))} }

QF2

CONSTRUCT { <D> e:distinctBlankNodeSubjects ?x }
WHERE { SELECT (COUNT(DISTINCT ?s) AS ?x)
WHERE { ?s ?p ?o FILTER(isBlank(?s))} }

QF3

CONSTRUCT { <D> e:distinctIRIReferenceObjects ?x }
WHERE { SELECT (COUNT(DISTINCT ?o ) AS ?x)
WHERE { ?s ?p ?o FILTER(isIri(?o))} }

QF4

CONSTRUCT { <D> e:distinctLiterals ?x }
WHERE { SELECT (COUNT(DISTINCT ?o ) AS ?x)
WHERE { ?s ?p ?o FILTER(isLiteral(?o))} }

QF5

CONSTRUCT { <D> e:distinctBlankNodeObjects ?x }
WHERE { SELECT (COUNT(DISTINCT ?o ) AS ?x)
WHERE { ?s ?p ?o FILTER(isBlank(?o))} }

QF6

CONSTRUCT { <D> e:distinctBlankNodes ?x }
WHERE { SELECT (COUNT(DISTINCT ?b ) AS ?x)
WHERE { { ?s ?p ?b } UNION { ?b ?p ?o } FILTER(isBlank(?b)) } }

QF7

CONSTRUCT
WHERE {
WHERE {
UNION {

QF8

CONSTRUCT { <D> e:distinctRDFNodes ?x }
WHERE { SELECT (COUNT(DISTINCT ?n ) AS ?x)
WHERE { { ?n ?p ?o } UNION { ?s ?n ?o } UNION { ?s ?p ?n } } }

QF9

CONSTRUCT { <D> v:propertyPartition [ v:property ?p ;
s:subjectTypes [ s:subjectClass ?sType ; s:distinctMembers ?x ] ] }
WHERE { SELECT (COUNT(?s) AS ?x) ?p ?sType
WHERE { ?s ?p ?o ; a ?sType . } GROUP BY ?p ?sType }

QF10

CONSTRUCT { <D> v:propertyPartition [ v:property ?p ;
s:objectTypes [ s:objectClass ?oType ; s:distinctMembers ?x ] ] }
WHERE { SELECT (COUNT(?o) AS ?x) ?p ?oType
WHERE { ?s ?p ?o . ?o a ?oType . } GROUP BY ?p ?oType }

{ <D> e:distinctIRIReferences ?x }
SELECT (COUNT(DISTINCT ?u ) AS ?x)
{ ?u ?p ?o } UNION { ?s ?u ?o }
?s ?p ?u } FILTER(isIri(?u) } }

example, to find endpoints with more than ten million triples where at least 30% of the
unique object terms are literals.

4.2

Experiments

This section investigates how public SPARQL endpoints themselves perform for the list
of self-descriptive queries that were previously enumerated. As mentioned earlier, a list
of 540 SPARQL endpoints registered in the DataHub were collected in April 2015.8
8

http://datahub.io
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Table 4.7: HTTP response
Response
200 (successful )
200 (unsuccessful )
400
404
500
502
503
unknown host
time out
connection refused
not responding

№
307
43
56
66
4
0
32
51
23
18
7
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Table 4.8: Server Names

Server-field
Apache
Virtuoso
nginx
Jetty
Fuseki
GlassFish
4s-httpd
Restlet-Framework/2.0m6
lighttpd
empty

№
203
174
38
25
15
3
2
1
1
130

Likewise a list of 137 endpoints from Bio2RDF releases 1–3 was collected. In total 618
unique endpoints (59 endpoints were present in both lists) were considered. The results
are based on experiments that were performed in April 2015.

4.2.1

Implementations used

It is interesting to determine if one could define which implementations were used by
the in-scope endpoints. As per the observations of Buil et al. [60], although there is
no generic or exact method of determining the engine powering a SPARQL endpoint,
the HTTP header may contain some clues in the Server field. Hence the first step was
to perform a lookup on the endpoint URLs. Table 4.7, presents the response codes of
this step, where it can be noticed that quite a large number of endpoints return error
codes 4xx, 5xx, or some other exception. This indicates that a non-trivial fraction of the
endpoints from the list are offline.
With respect to the server names returned by those URLs that returned a HTTP response,
Table 4.8 enumerates the main prefixes that were discovered. Although some of the server
names denote generic HTTP servers – more specifically Apache, nginx, Jetty, GlassFish,
Restlet and lighttpd – some names that indicate SPARQL implementations are also
recorded– namely Virtuoso, Fuseki and 4s-httpd (4store). It is evident that some
Sesame endpoints may be within the Apache category since the default Sesame header is
Apache-Coyote/1.1.

4.2.2

Availability and version

Based on the previous experiment, it is suspected some of the endpoints in the list may
have been be offline. Hence it is important to looked at how many endpoints responded
to the basic availability query QA1 .
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Given that queries were run in an uncontrolled environment, multiple runs were performed
to help mitigate temporary errors and remote server loads. The core idea is that if an
endpoint fails at a given moment of time, a catalogue could simply reuse the most recent
successful result. Along these lines, three weekly experiments were run in the month of
April 2015. In total 306 endpoints (49.5%) responded to QA1 at least once in the three
weeks. These endpoints were deemed to be operational and others to be offline. Of the
operational endpoints, 7 (1.1%) responded successfully exactly once to QA1 ; 28 (4.5%)
responded successfully exactly twice; and 272 (44.1%) responded successfully three times.
In the most recent run, 298 endpoints responded to QA1 . Of these, 168 (56.4%) also
responded with a single result for QA2 , indicating some support for SPARQL 1.1 in about
half of the operational endpoints.
Moving forward, in order to mitigate the issue of temporary errors, for each endpoint,
the most recent non-empty results returned were considered for each endpoint and each
query over the three runs.

4.2.3

Success rates

The author first focused on the overall success rates for each query, looking at the ratio
of the 307 endpoints that returned non-empty results. The results are illustrated in
Figure 4.1, where it was found that the success rates varying from 25% for QE3 on
the lower end, to 94% for QC1 on the higher end. The three queries with the highest
success rates require only SPARQL 1.0 features to run (list all class partitions (QC1 ), all
property partitions (QD1 ), and all nested partitions (QE1 )). Hence author noticed that
– as expected given that only 49% could respond to the SPARQL 1.1 test query QA2 –
more endpoints can answer queries not requiring novel SPARQL 1.1 features such as
counts or sub-queries. The query with the highest success rate that involved SPARQL 1.1
features was QB1 , where 51% of endpoints responded with a count of triples. In general,
queries deriving counts within partitions had the lowest success rates.

Result sizes
Next the author focused on the size of results returned for each query. To illustrate this,
the Figure 4.2 shows result sizes in log scale for individual queries at various percentiles
considering all endpoints that returned a non-empty result. As expected, queries that
return a single count triple return one result across all percentiles. For other queries, the
result sizes extended into the tens of thousands. One may note that the higher percentiles
are quite compressed for certain queries, indicating the presence of result thresholds. For
example, for QC1 , a common result-size was precisely 40,000, which would appear to
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Figure 4.1: Ratio of endpoints returning non-empty results per query
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Figure 4.2: Sizes of results for different queries taking 25th , 50th (median), 75th and
100th (max) percentiles, inclusive, across all endpoints returning non-empty results

be the effect of a result-size threshold. Hence it can be seen that, for public endpoints,
partial results are sometimes returned.

4.2.4

Runtimes

Finally the author focused on runtimes for successfully executed queries, incorporating
the total response time for issuing the query and streaming all results. Figure 4.3 presents
the runtimes for each query considering different percentiles across all endpoints returning
non-empty results in log scale. It can be seen that quite a large variance in runtimes,
which is to be expected given that different endpoints host datasets of a variety of sizes
and schemata on servers with a variety of computational capacities. In general, it was
noticed that the 25th percentile roughly corresponds with the single second line, but that
slower endpoints may take tens or hundreds of seconds. The flat max trend seems to be
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Figure 4.3: Runtimes for different queries taking 25th , 50th (median), 75th and 100th
(max) percentiles, inclusive, across all endpoints returning non-empty results

the effect of remote timeout policies, where query runtimes often reached its maximum
limit at between 100–120 seconds, likely returning partial results.

4.2.5

Summary

Although a high success rate was noted in asking for class and property partitions where
it would be expected to have such data for over 90% of the endpoints, the success rate
for queries using novel SPARQL 1.1 features dropped to 25–50%. It was also noted that
for queries generating larger result sizes, thresholds and timeouts would likely lead to
only partial results being returned.

4.3

SPARQL Portal

To utilise its maximum potential, based on the data collected, author proposes SPORTAL
(SPARQL portal) which is a centralised catalogue indexing descriptions of the content
of individual SPARQL endpoints. The goal of SPORTAL is to help both human and
software agents find public SPARQL endpoints relevant for their needs. The system
makes minimal assumptions about how data are hosted. SPORTAL only assumes
a working SPARQL interface and thus does not require publishers hosting endpoints
to provide additional descriptions of the datasets nor to change how they host their
data. Rather than sending a query to each endpoint at runtime, author issues each
endpoint offline queries to gather metadata about its content, which are later used to
find relevant endpoints. Taking a simple example, instead of querying each endpoint
every time an agent is looking for a given class, can occasionally query each endpoint
(say on bi-weekly basis) for an up-to-date list of their classes and use that list to find
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relevant endpoints for the agent at runtime. Based on the variety of experiments that
characterised the feasibilities and limitations of collecting meta-data about the content
of endpoints by directly querying them, as discussed in the previous sections, here the
SPORTAL itself is described, including its interfaces, capabilities and limitations. A
prototype of SPORTAL is available online at http://www.sportalproject.org.

4.3.1

User interface

SPARQL Portal provides an online user interface with a number of functionalities.
First, users can search for specific endpoints by their URL; by the classes in their
datasets, and/or by the properties in their datasets. These features are offered by means
of auto-completion on keywords. For example, if a user wishes to find endpoints with
instances of drugs, they may type "drug" into the search bar and then select one of the
presented classes matching that search. Once a class is selected, the user is presented
with a list of public endpoints mentioning that class, ordered by the distinct subjects for
that class partition (as available).
This addresses the first research question i.e. “Dynamically discover datasets containing
data on biological entities (e.g. Proteins, Genes)”. Using SPORTAL one can dynamically
discover datasets and SPARQL endpoints that contain data regarding biological entities.
If a user clicks on or searches for an endpoint, they can retrieve all the information
available about an endpoint as extracted by the queries previously described, providing
an overview of how many triples it contains, how many subjects, how many classes, etc.
The SPORTAL user interface also includes some graphical visualisations of some of
the high-level features of the catalogue, such as the most popular classes and properties
based on the number of endpoints in which they are found, the most common server
headers etc.

4.3.2

SPARQL interface

SPORTAL itself provides a public SPARQL endpoint, where the RDF triples produced
by the CONSTRUCT clauses of the self-descriptive queries issued against public endpoints
can themselves be queried. This allows users with specific requirements in mind to
interrogate the catalogue in a flexible manner.
To take a first example, a client could pose the following query asking for the SPARQL
endpoints with the top 10 largest datasets in the catalogue:
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SELECT ?dataset ?triples
WHERE { ?dataset void:triples ?triples . }
ORDER BY DESC(?triples) LIMIT 10





This will return the following answer:

?dataset

?triples

http://cu.iproclass.bio2rdf.org/sparql#dataset

3,306,116,518

http://iproclass.bio2rdf.org/sparql#dataset

3,306,116,518

http://s4.semanticscience.org:14011/sparql#dataset

3,306,116,518

http://pubmed.bio2rdf.org/sparql#dataset

1,659,027,962

http://commons.dbpedia.org/sparql#dataset

1,229,690,546

http://dbpedia.org/sparql#dataset

1,014,781,313

http://lod.b3kat.de/sparql#dataset

893,756,474

http://live.dbpedia.org/sparql#dataset

551,549,075

http://wikidata.dbpedia.org/sparql#dataset

494,937,095

http://linked.opendata.cz/sparql#dataset

452,823,719

As a second example, take a user who is interested in data about proteins and asks
for endpoints with at least 50,000 triples about instances of biopax:Protein, with results in descending order of the number of triples about said instances. This user could ask:




SELECT ?dataset ?triples
WHERE { ?dataset void:classPartition [ void:class biopax:Protein ; void:triples ?triples . ]
FILTER (?triples > 50000) }
ORDER BY DESC (?triples)





This returns the following result:

?dataset

?triples

http://s4.semanticscience.org:14018/sparql#dataset

554,315

http://cu.sabiork.bio2rdf.org/sparql#dataset

163,648

http://s4.semanticscience.org:14024/sparql#dataset

163,648

http://sabiork.bio2rdf.org/sparql#dataset

163,648

http://biomodels.bio2rdf.org/sparql#dataset

57,131

http://cu.biomodels.bio2rdf.org/sparql#dataset

57,131

As a final example, consider an agent looking for SPARQL endpoints with at least 50
unique images of people, where this agent may ask:
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SELECT ?dataset ?imgs
WHERE {
?dataset void:classPartition [ void:class foaf:Person ; void:propertyPartition [
void:property foaf:depiction; void:distinctObjects ?imgs ] .
] FILTER(?imgs > 50)
}
ORDER BY DESC (?imgs)





This returns the following result:

?dataset

?imgs

http://eu.dbpedia.org/sparql#dataset

4514

http://eudbpedia.deusto.es/sparql#dataset

4514

http://data.open.ac.uk/query#dataset
http://apps.morelab.deusto.es/labman/sparql#dataset

306
78

Of course, this is just to briefly highlight three examples of the capabilities of SPORTAL
and the kinds of results it can return. One could imagine various other types of queries
that a user could be interested in posing over the SPORTAL catalogue.

Limitations
SPORTAL naturally inherits many of the limitations raised during earlier experiments.
For instance, the previous example queries would probably miss endpoints that could not
return results for the relevant self-descriptive queries. In general, the catalogue should
be considered a best-effort initiative to collect as much metadata about the content of
endpoints as possible, rather than a 100% complete catalogue.
Another limitation is that SPORTAL can only help to find endpoints based on the
meta-data collected from self-describing queries, which mainly centres on the schema
terms used. For example, the system cannot help to find endpoints that mention a given
literal, or a given subject IRI etc.

4.4

Related Work

Some brief background is provided on (1) methods for accessing Linked Data, (2) the
problem of peer discovery in the area of Distributed Systems, (3) works on finding relevant
SPARQL endpoints, and (4) techniques for describing/summarising RDF datasets.
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Linked Data access methods
Traditionally there have been three methods provided for consumer agents to access
content from knowledge-bases published as Linked Data: dereferencing, where IRIs of
interest are looked up via HTTP; dumps, where the entire content of a dataset is made
available for download; and SPARQL endpoints, where a query interface is provided
over the local content. A more recent proposal – Linked Data Fragments [87, 88] –
has recently begun to gain attention.
Both dereferencing and dumps are lightweight methods in tune with current practices on
the Web. However they can be inefficient for agents to use. Consider an agent wishing to
retrieve the populations of Asian capitals from DBpedia. An agent has no direct way of
finding the correct IRIs to dereference; even if they did, DBpedia specifies a Crawl-delay
of 10 seconds. Assuming that the DBpedia IRIs of 49 Asian capitals needed dereferencing,
a polite agent would require 8 minutes to retrieve the respective documents and would
ultimately use one triple out of potentially hundreds of thousands in each document.
Using a dump would entail downloading an entire dataset to get at 49 triples. Hosting a
local dump mirror would require constant refreshing.
Hence publishers provide SPARQL endpoints as a convenient alternative to dereferencing
or dumps. To get the populations of Asian capitals, an agent could run the following
query against the DBpedia SPARQL endpoint9 :


SELECT ?pop ?city WHERE { ?city dct:subject dbc:Capitals in Asia ; dbo:populationTotal ?pop . }






All going well, the query will return populations in less than a second. Likewise only the
data that the client is interested in will be transferred. However SPARQL endpoints push
the burden from data consumers to producers. Hosting such a public query service is
expensive and, as a result, endpoints may not be able to answer all queries for all consumer
agents [60]. Despite problems with reliability, SPARQL endpoints still offer an appealing
method for consumer agents to interact with remote Linked Data knowledge-bases where
endpoints such as DBpedia serve millions of queries for clients [89].
Proposing an alternative to SPARQL endpoints, Verborgh et al. [87, 88] proposed methods
for providing and organising multiple access methods to a Linked Dataset, including a
lightweight “triple pattern fragment”, which allows clients to request all triples matching
a single pattern, the goal of which is to allow publishers to host highly reliable but greatly
simplified query services, thereby trying to strike a better balance between the costs on
the client and server side. Although Linked Data Fragments (LDF) offers a valuable
9

http://dbpedia.org/sparql; l.a. 2015/02/03 (42 populations are returned at the time of writing).
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compromise between client and server costs while accessing data, being a recent proposal,
SPARQL endpoints still greatly outnumber the number of LDF servers on the Web.

SPARQL Endpoints as a Distributed System
Viewed from the perspective of Distributed Computing, each SPARQL endpoint on
the Web involves a client–server architecture, where numerous clients use the SPARQL
protocol to interface with a single external server.10 However, when hundreds of public
SPARQL endpoints are viewed collectively, they can be seen as forming a decentralised
peer-to-peer (P2P) system. In particular, with the advent of SPARQL 1.1 Federation [92],
endpoints can query each other and thus may perform computation on behalf of other
peers.
In this light, the goal of finding relevant SPARQL endpoints relates to the core problem
of peer discovery in the P2P area, wherein a peer wishes to find another peer with a
particular piece of data. To make this task more efficient, structured P2P systems impose
an overall organisation on the network overlay to ensure rapid peer discovery. The most
common structure is a Distributed Hash Table (DHT), which is effectively a distributed
map where keys are hashed to determine on which peer(s) a given set of key–value pairs
should be stored [93–96]. However, all such structured schemes assume that peers in the
network can be assigned data. But this is not true of SPARQL endpoints where peers
themselves decide which datasets they wish to index.
As such, public SPARQL endpoints collectively form an unstructured P2P system, where,
since there is no correlation imposed between a peer and the data it indexes, peer
discovery would necessarily involve one of two options: (i) a separate search index that
records the content at each peer (e.g., trackers in BitTorrent [97]), or (ii) blindly flooding
the network with queries looking for the desired data from peers in a ”brute force”
manner (e.g., Gnutella [98]).
Rather than requiring a complete global structure or accepting zero structure, other
proposals aim to strike a balance by imposing a limited form of structure over nodes. For
example, routing indices [99] allow nodes to index whatever data they wish, but require
that each peer must additionally store pointers to a neighbouring peer that is closer to
the desired data; such an approach avoids blind flooding of queries during peer discovery,
instead allowing peers to be routed to relevant peer(s). Likewise, routing indexes avoid
the need for a central index of peer content.
10

The single server itself of course may be a distributed system, involving multiple replicated or
clustered machines [90, 91]; however, this is all transparent from the perspective of the client, who sees
one server.
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However, the goal is to enable peer discovery of SPARQL endpoints without changing the
current infrastructure. Thus author feels that it is important to explore options over the
current infrastructure first before proposing that hundreds of stakeholders change how
they host their data. For example, author does not presume that publishers will agree to
add and maintain routing indexes towards the endpoints of external publishers. Hence
author assumes that no structure is imposed on the peers, but rather that each SPARQL
endpoint indexes its own data. Thus the scenario is effectively unstructured and therefore
author has no guarantees about which data may appear at which endpoint/peer.

Discovering SPARQL endpoints
Following on from the previous discussion, since public SPARQL endpoints are inherently
unstructured, there are two high-level options for discovering SPARQL endpoints with
relevant data: (1) flood the endpoints with queries, or (2) build a central search index.
As previously discussed in the introduction, federated SPARQL engines employ one or
both of these strategies [82, 83, 100–102]. The goal is to build a central search index
based on data collected from endpoints through their native SPARQL interfaces.
There are a variety of locations online where lists of public endpoints can be found and
searched over. For example, DataHub11 provides a list of hundreds of Linked Datasets,
many of which offer pointers to SPARQL endpoint locations. However, the search
functionality provided is limited in most cases to keyword search over the dataset title,
or to browsing datasets with a given tag, etc. Likewise, many of the endpoints listed
have been offline for years [60].
A number of other works [60, 103] have looked at how SPARQL endpoints can be
(indirectly) discovered. Buil et al. [60] propose SPARQLES as a catalogue of SPARQL
endpoints, but focus on performance and stability metrics rather than cataloguing content.
They do however remark that they could only find static descriptions for the content of
about one third of the public endpoints surveyed, making endpoint discovery difficult.
Likewise, the analysis by Lorey [103] of public endpoints focused on characterising the
performance offered by these services rather than on the problem of discovery.
Paulheim and Hertling [79] looked at how to find a SPARQL endpoint containing content
about a given Linked Data URI. Using VoID descriptions and the DataHub catalogue,
the authors could find suitable endpoints for about 15% of the sample of ten thousand
URIs considered. Mehdi et al. [104] looked at the problem of discovering endpoints that
may be relevant to a set of domain-specific keywords: their approach involved generating
11

http://datahub.io/, l.a. 2015/02/03.
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a list of RDF literals from the keywords and flooding queries against endpoints to see if
they contained, for example case or language-tag variations of the literals.
To the best of the author’s knowledge, although a number of works have indirectly tackled
the issue of discovering SPARQL endpoints, there have been no proposals for a search
index over public SPARQL endpoints that allows, for example to find all endpoints
containing metadata for instances of a given class.

Describing/Summarising RDF datasets
With respect to building a central search service for endpoints based on their content,
it would seem infeasible to index all of the data from the endpoint, hence some form
of summary or schema overview must be indexed. A variety of works have proposed
methods to describe and/or summarise RDF datasets.
In terms of describing meta-data about RDF datasets, Cyganiak et al. [105] proposed
Semantic Sitemaps to mark the locations of different Linked Data access points. However
information captured is limited to broad concepts such as change frequency. Alexander
et al. [84] later proposed VoID for describing RDF datasets and the links between them.
As can be seen that the vocabulary provides terms for describing high-level statistics
about a dataset, as well as about the instances of specific classes and the usage of
specific properties. A number of works have proposed extensions to the VoID vocabulary.
Mountantonakis et al. [106] propose to extend VoID with connectivity metrics with
respect to pairs of data sources to capture, for example, the number of common RDF
terms used in both sources and the increase in average node degree when both sources are
combined and so on. Omitola et al. [107] proposed to extend VoID to allow publishers to
describe in more depth the provenance of their dataset.
With respect to computing dataset descriptions, Bohm et al. [108] demonstrated that
computing a VoID description for large datasets is feasible using MapReduce techniques.
More recently, Fetahu et al. [85] proposed extracting topics from a dataset based on a
combination of information retrieval techniques such as PageRank and HITS and Named
Entity Recognition applied offline over the dataset.
Closer to the contribution presented in this chapter, various works have proposed using
SPARQL to extract high-level information about an RDF dataset. Auer et al. [109]
proposed LODstats, which applies analytics over a stream of RDF data but which uses
SPARQL filters to reject/select (ir)relevant triples with use of SPARQL being limited to
filters. Langegger & Wöß propose RDFStats [110], which uses a pipeline of SPARQL
(1.0) queries to generate a histogram on a per-class basis, representing the predicates
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and types of values associated with its instances. Holst & Höfig [111] proposed the use
of SPARQL 1.1 queries to discover specific aspects of an RDF dataset. This work is
perhaps the most related to work presented in this chapter. But the authors do not
consider VoID and only run local experiments over three datasets. Mountantonakis et
al. [106] propose a set of SPARQL 1.1 queries that can compute the connectivity metrics
with which they extend VoID.
The SPARQL 1.1 Service Description (SD) [112] vocabulary was recently recommended
by the W3C. However, unlike the previous works discussed which focus on describing
the content of datasets, SD describes technical aspects of an endpoint, such as features
supported, dataset configurations etc.
Other works [113–115], have focused on summarising the content of RDF datasets
(rather than describing them using a high-level RDF description). Umbrich et al. [113]
propose to use an approximate, hash-based indexing structure, called a QTree, to aid in
source selection. The QTree allows for determining which sources are likely to contain
matches for a given RDF triple pattern but at a fraction of the size of the original
dataset. Khatchadourian & Consens [114] propose creating bisimulation labels that
capture connectivity in an RDF graph on the level of the namespaces of the instance
URIs and the schema used. Campinas et al. [115] propose using existing graph summary
algorithms to summarise RDF graphs, where nodes that are equivalent per some relation
– e.g. having the same types, or the same attributes – are collapsed into a single node to
create a smaller summary graph.

4.5

Discussion

The limitations of SPORTAL lie in the inability of some endpoints to return answers
to complex queries. Buil et al. [60] previously reported that endpoints may exhibit
performance and reliability issues, may return partial results, etc. Some endpoints may
not support SPARQL 1.1 whilst others may index very large and/or diverse datasets over
which complex aggregates cannot be successfully executed. This creates a practical limit
with respect to how detailed a content description SPORTAL can generate for certain
endpoints. For example, in later results author shows that, while 93.8% of operational
public endpoints respond successfully when asked for a list of all classes in their dataset,
only 40.2% respond successfully when additionally asked how many instances those
classes have. Thus the SPORTAL catalogue would include meta-data about the classes
that appear in 93.8% of the catalogued endpoints, but only in 40.2% cases would the
catalogue have information about how many instances appear in those class.
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Rather than limiting by building uniform descriptions of each endpoint based on information that can be computed from, say, >90% of endpoints, SPORTAL also considers
more complex queries in its scope. While most endpoints cannot return responses to such
queries, as author shows, a non-trivial percentage of endpoints do respond. In the interest
of collecting as much data as possible from these latter endpoints, author includes these
more complex queries. Likewise author would hope that as SPARQL implementations
mature, the percentage of endpoints responding to more complex queries may grow over
time. As a result, the descriptive meta-data available for an individual endpoint may
differ from others depending on its ability to answer increasingly complex queries over
its dataset. A core contribution in this chapter is thus to evaluate the ability of public
SPARQL endpoints to answer increasingly complex self-descriptive queries, which reflects
the coverage of high-level metadata available to the SPORTAL catalogue (and similar
agents) using only the SPARQL interface.

Chapter 5

Autonomous Resource Discovery
and Indexing
“It would be possible to describe everything scientifically, but it would make
no sense; it would be without meaning, as if you described a Beethoven
symphony as a variation of wave pressure.”

–Albert Einstein

This chapter provides important contributions necessary for further work presented in
Chapters 6 and 7. In particular, this chapter describes the design and implementation
of the proposed notion for developing Autonomous Resource Discovery and Indexing
(ARDI)- an approach for cataloguing and linking Linked Open Data Cloud to facilitate
“a posteriori” integration in Health Care, Life Sciences and biomedical Domain. This
chapter starts with introducing CanCo- a biomedical Semantic Model created in the
context of Cancer Chemoprevention that provides a seed for identifying Query Elements
(Qe). Query Elements are the list of relevant concepts and properties in the context
of Cancer Chemoprevention and used during the linking phase of developing ARDI.
Subsequently, this chapter details the algorithm for generating ARDI that comprises
of two phases- i) Cataloguing and ii) Linking. It is worth noting that through out this
thesis, the context of Cancer Chemoprevention was taken into account as a case study.
However author believes that the approach of generating ARDI is generic enough to
be used in other contexts such as Drug Discovery or Protein Protein Interaction etc.
Results and evaluation of both the phases for generating ARDI are also presented. In the
last part of the chapter some practical applications of ARDI are highlighted including
BioFed which is a Query Engine (QE) for federating SPARQL queries through linked Life
83
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Science data cloud, and ReVeaLD which is a Real-time Visual Explorer and Aggregator
of Linked Data.
Content of this chapter is based on publications presented by Hasnain et al [7, 8], [6]
and [35].

5.1

CanCo: Biomedical Semantic Model

As mentioned earlier, for achieving “a posteriori” integration ARDI is presented to
catalogue and link Life Science Linked Open Data Cloud (LS-LOD). In order to link
concepts and properties from available resources in the Life Science Cloud, there is a
need to define and select the set of concepts as well as those properties which can be
used to weave the concepts. This selection of concepts and their relationships based on
different properties can be defined using a “Semantic Model” or a “Biomedical Semantic
Model”. For the use case and proof of concept in this thesis, the Semantic Model in the
context of Cancer Chemoprevention and Drug Discovery is defined. Already existing
models and vocabularies can not be used as most of them can not fully cover the details
of the Cancer Chemoprevention domain.
For creating a Biomedical Semantic Model, approximately 70 biomedical data sources
(vocabularies, ontologies, linked datasets and reference data) found in the literature were
analysed by Zeginis et al [6]. Still these sources are generic enough that they do not
fully cover the peculiarities of the Cancer Chemoprevention domain [6]. For example,
the Experimental Factor Ontology (EFO) [116] and the Ontology for Biomedical Investigations (OBI) [117] cover aspects related to the biomedical experiments, but they do
not connect the experiments to Cancer Chemoprevention processes. Though the Gene
Ontology (GO) [118], and BioPax [119] aims at standardising the representation of genes
and pathways respectively, they do not relate them with the action of a Chemopreventive
agent. Therefore there is lack of an ontological model clearly designed for specifically targeting the Cancer Chemoprevention domain. Data relevant to Cancer Chemoprevention
is typically spread across a very large number of heterogeneous data sources including
ontologies, knowledge bases, linked datasets, databases with experimental results and
publications. The Cancer Chemoprevention Semantic Model unifies all this data and
works as a “glue” between them allowing the querying of data across sources with a
single search (by linking the existing Life Sciences LOD Cloud) and the annotation of
data (experimental data and publications) related to Cancer Chemoprevention.
Hence, Zeginis et al [6] proposed methodology for the Semantic Model development
follows a “meet-in-the-middle” approach. On the one hand, the concepts emerged in a

Chapter 5. Autonomous Resource Discovery and Indexing

85

bottom-up fashion from analysing the domain and interviewing domain experts regarding
their data needs. On the other hand, it followed a top-down approach whereby existing
ontologies, vocabularies and data models were analysed and integrated with the model.
The identified elements were then fed to a multi-phase abstraction exercise in order to
get the concepts of the model. The derived model was also evaluated and validated by
domain experts.
The methodology was applied to the creation of the Cancer Chemoprevention Semantic
Model that formally defines the fundamental entities used for annotating and describing
interconnected Cancer Chemoprevention related data and knowledge resources on the
Web [6]. This model is meant to offer a single point of reference for biomedical researchers
to search, retrieve and annotate linked Cancer Chemoprevention related data and web
resources. The model covers four areas related to Cancer Chemoprevention [6]: i) concepts
from the literature that refer to Cancer Chemoprevention, ii) facts and resources relevant
for Cancer prevention, iii) collections of experimental data, procedures and protocols
and iv) concepts to facilitate the representation of results related to virtual screening of
Chemopreventive agents Figure 5.2.
• The Cancer Chemoprevention area enables the semantic annotation and representation of Cancer Chemoprevention related data and resources that define the main
components of the Chemoprevention procedure.
• The Experimental representation area facilitates the semantic annotation and
representation of experimental data, procedures and protocols followed in order to
identify and examine chemopreventive agents.
• The Virtual screening area facilitates the representation of data related to the
execution of Cancer Chemoprevention experiments through computer simulation.
• The Literature representation area enables the semantic annotation and processing
of scientific papers in online libraries related to Cancer Chemoprevention.

5.1.1

Model Conceptualisation

Development of the conceptual model followed a three pronged strategy i) Manual conceptualisation, ii) Top-down conceptualisation and iii) Bottom-up conceptualisation.

Manual Conceptualisation
The first step of the conceptualisation, as defined in the methodology, is the identification
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A categorisation of the ontologies and datasets grouped for CanCO
Biomedical Semantic Model, (Zeginis et al. [6])

of the core concepts that came out of the specification. One of the main concepts identified is the Chemopreventive agent. Other concepts identified are the Pathway, where
a Chemopreventive agent may participate, the Source (Natural or Synthetic) where a
Chemopreventive agent can be found in, the Assay that may examine a Chemopreventive
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agent and the Publications that refer to an agent. These concepts act as a “seed” for the
model to grow [6].

Top-down Conceptualisation
In the top-down conceptualisation, existing models (e.g. CancerGrid metamodel) and
ontologies (e.g. ACGT) relevant to Cancer Chemoprevention were analysed and clustered
in order to identify the concepts and relationships relevant to CanCo [6]. In order to find
these ontologies and models an extensive search, collaboratively with domain experts, was
conducted on the Web and at biomedical related repositories, indicated by the biomedical
researchers, such as BioPortal and OBO Foundry. These repositories and ontologies
are introduced in Section 2.7 and 2.4 respectively. See also Figure.5.1 for Ontologies
accessed.

Bottom-up Conceptualisation
The bottom-up construction of the model identifies concepts based on existing linked
datasets that are relevant to Cancer Chemoprevention. More specifically, during the
bottom-up conceptualisation following is analysed [6]:
• Publicly available datasets in the Linked Open Data Cloud tagged with “Life
Sciences” and/ or “Healthcare”.
The analysis of the publicly available linked datasets was based either on the data provided
through the SPARQL endpoints of each dataset or through the searching mechanism
provided by their resources available over the Web. In order to identify the linked
datasets, a thorough search was conducted on the Web and in repositories containing
biomedical-related SPARQL endpoints, such as Bio2RDF, LODD and LinkedLifeData.
These datasets/datasources are introduced in Section 2.6.1. See also Figure.5.1 for
datasets accessed through SPARQL endpoint and/or databases, services and libraries
through searching mechanism. The analysis of the linked datasets follows a two-step
approach [6]:
• the elements of each dataset were reviewed, compared with the core concepts
and clustered manually into semantically equivalent clusters. For each cluster, a
representative concept was extracted. Moreover, representative attributes were
reviewed
• an automatic analysis of the datasets is conducted. This analysis is based on the
outcome (i.e. concept identified) of the first step and detects similar concepts taking
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Figure 5.2: CanCo: Biomedical Semantic Model for interlinking Cancer Chemoprevention linked-data sources, (Zeginis et al. [6])

into account their names, synonyms etc. A detailed description of aforementioned
automatic analysis approach is presented by Hasnain et. al [7].
The outcome of the conceptualisation phase is the CanCo model (Figure. 5.2) that
comprises Concepts covering four important areas namely: i) Cancer Chemoprevention,
ii) Virtual Screening, iii) Experimental Representation and Literature Representation.
The concepts and properties listed in Figure 5.2 are also know as query elements, which
seems relevant in the context of Cancer Chemoprevention and will be used during the
second phase of developing ARDI - namely Link Creation.

5.2

Autonomous Resource Discovery and Indexing for LSLOD Cloud

To facilitate “a posteriori” integration, the notion of ARDI - the Autonomous Resource
Discovery and Indexing for Life Science Linked Open Data Cloud is proposed. The
methodology for creating the ARDI comprises two phases i) Catalogue Generation and
ii) Link Generation. This section presents the methodology for generating the Catalogue
and Links. In chapter 4 a two prong analysis is presented, in order to analyse two things:
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Figure 5.3: ARDI: Autonomous Resource Discovery and Indexing (Hasnain et al. [7])

i. What is the content of a public SPARQL endpoint? and ii. How self descriptive these
endpoints are?. A list of 540 SPARQL endpoints registered in the DataHub was collected
in April 20151 . Likewise a list of endpoints from Bio2RDF releases 1–3 was collected. In
total, 618 unique endpoints (59 endpoints were present in both lists) were collected. The
results are based on experiments performed in April 2015. Out of 618 unique endpoints,
for generating ARDI, only 137 public SPARQL endpoints2 were considered for further
investigation and data collected from these was organised in an RDF document - the
LS-LOD Catalogue. This list of 137 SPARQL endpoints was captured from publicly
available Bio2RDF datasets and by searching for datasets in Datahub tagged “Life
Science”, “Healthcare” or “biomedical”. In other words, out of all the publicly available
endpoints only relevant ones were considered for further investigation and for generating
ARDI. Those were relevant in regard to “Life Science”, “Healthcare” or ”biomedical”.
Moreover these endpoints have a higher complexity than other endpoints (e.g. from
industry), having a higher number of relations. Furthermore the ontologies are available
which a priori should lead to a better standardisation and thus also to a higher degree
of “self-description” (Chapter 4).

5.3

Methodology for Catalogue Development

The methodology for catalogue generation relies on retrieving all “types” (distinct
concepts) from each SPARQL endpoint and all associated properties with corresponding
instances. URI patterns and Example Resources were also collected during this process.
Connecting the different concepts, that is making links between them, is an ultimate goal
of this research to facilitate the navigation across the LS-LOD Cloud. As an example
from a Drug Discovery scenario, it is often necessary to find the links between “Cancer
Chemopreventive agent” and “publication”. For enabling this, a preliminary analysis
of multiple SPARQL endpoints containing data from biomedical, the Life Sciences and
1
2

http://datahub.io
http://goo.gl/ZLbLzq
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the Healthcare domains was undertaken. A semi-automated method was devised to
retrieve all classes (concepts) and associated properties (attributes) available through
any particular endpoint by probing data instances. The workflow definition for probing
instances through endpoint analysis using the W3C SPARQL algebra notation3 is as
follows [7]:
1. For every SPARQL endpoint Si , find the distinct Classes C(Si ) :
C(Si ) = Distinct (P roject (?class (toList (BGP (triple [ ] a ?class )))))

(5.1)

2. Collect the Instances for each Class Cj (Si ) :
Ii : Cj (Si ) = Slice (P roject (?I (toList (BGP (triple ?a a < Cj (Si ) > )))), rand())

(5.2)

3. Retrieve the Predicate/Objects pairs for each Ii : Cj (Si ):
Ii (P, O) = Distinct (P roject (?p, ?o (toList (BGP (triple < Ii : Cj (Si ) > ?p ?o ))))

(5.3)

4. Assign Class Cj (Si ) as domain of the Property Pk :
Domain(Pk ) = Cj (Si )

(5.4)

5. Retrieve Object type (OT ) and assign as a range of the Property Pk :

Range(Pk ) = OT ; OT =



rdf : Literal





dc
: Image



dc : InteractiveResource




P roject (?R (toList (BGP



 (triple < O > rdf : type ?R)))
k

if (Ok is String)
if (Ok is Image)
if (Ok is U RL)

(5.5)

if (Ok is IRI)

It is worth noting that step 2 is heuristic. Performing step 3 on a list of random instances
is only necessary to avoid query timeout as the alternative (triple [ ] ?p ?o) would
generally retrieve too many results. Step 5 effectively creates links between two entities
(Cj (Si )) and the Object Type (OT ), but only when the object of the triples (Ok ) retrieved
in step 3 are URIs. It is found that the content-type of properties can take any of the
following formats:
1. Literal (i.e non-URI values e.g: “Calcium Binds Troponin-C”)
2. Non-Literal; these can further be divided into one of following types:
(a) URL (e.g.: <http://www.ncbi.nlm.nih.gov/pubmed/1002129>) which is
not equivalent to a URI because it cannot retrieve Structured Data.
(b) Images (e.g: <http://www.genome.jp/Fig/drug/D00001.gif>)
3

http://www.hpl.hp.com/techreports/2005/HPL-2005-170.pdf (l.a.: 2015-07-30)
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(c) URI (e.g.: <http://bio2rdf.org/pubchem:569483>); the most common
types of URI formats discovered were:
i. Bio2RDF URIs (e.g.: <http://bio2rdf.org/gi:23753>)
ii. DBpedia URIs (e.g.: <http://dbpedia.org/resource/Ontotext>)
iii. Freie Universität Berlin URIs e.g.:
<http://www4.wiwiss.fu- berlin.de/drugbank/resource/drugs/DB00339>

iv. Other URIs (e.g.: <http://purl.org/ontology/bibo/Journal>)

5.3.1

An Extract from Developed Catalogue

RDFS, Dublin Core4 and VoID5 vocabularies were used for representing the data in the
LS-LOD catalogue. A slice of the catalogue is presented as follows6 :

<http://kegg.bio2rdf.org/sparql> a void:Dataset ;
void:property <http://bio2rdf.org/ns/bio2rdf#url>,
<http://bio2rdf.org/ns/bio2rdf#synonym>,
<http://bio2rdf.org/ns/bio2rdf#isA>,
<http://bio2rdf.org/ns/kegg#systematicName>,
<http://bio2rdf.org/ns/kegg#xProduct>,
<http://bio2rdf.org/ns/kegg#xCofactor>
<http://bio2rdf.org/ns/kegg#xGene>,
<http://bio2rdf.org/ns/kegg#xSubstrate> ;
void:class <http://bio2rdf.org/ns/kegg#Enzyme> ;
void:sparqlEndpoint <http://kegg.bio2rdf.org/sparql>,
<http://s4.semanticscience.org:12014/sparql> .
<http://bio2rdf.org/ns/kegg#Enzyme> rdfs:label "Enzyme";
void:exampleResource <http://bio2rdf.org/ec:3.2.1.161>.
<http://bio2rdf.org/ns/kegg#xSubstrate> a rdf:Property;
rdfs:label "#xSubstrate" ;
voidext:domain <http://bio2rdf.org/ns/kegg#Enzyme> ;
voidext:range

<http://bio2rdf.org/kegg_resource:Compound>.

<http://bio2rdf.org/kegg_resource:Compound>
void:exampleResource <http://bio2rdf.org/cpd:C00001>;
void:uriRegexPattern "^http://bio2rdf\\.org/cpd:.*" ;
voidext:sourceIdentifier "cpd" .

Query 3: An Extract from the LS-LOD Catalogue for KEGG dataset

The RDF above is an illustrative example of a portion of the catalogue generated for the
KEGG SPARQL endpoint7 . VoID is used for describing the dataset and for linking it with
4

http://dublincore.org/documents/dcmi-terms/ (l.a.: 2015-07-12)
http://vocab.deri.ie/void (l.a.: 2015-07-12)
6
All prefixes can be looked up at http://prefix.cc/ (l.a.: 2015-09-31 )
7
http://kegg.bio2rdf.org/sparql (l.a.: 2014-02-01)
5
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the catalogue entries. The void#Dataset being described in this catalogue entry is the
“KEGG” SPARQL endpoint. In cases where SPARQL endpoints were available through
mirrors (e.g. most Bio2RDF endpoints are available through Carleton Mirror URLs)
or mentioned using alternative URLs (e.g. http://s4.semanticscience.org:12014/sparql),
these references were also added as a second value for the void#sparqlEndpoint property.
Listing 3 also includes one identified class (http://bio2rdf.org/ns/kegg#Enzyme) and one
property using that class as a domain (http://bio2rdf.org/ns/kegg#xSubstrate).
Classes are linked to datasets using the void#class property. The labels were collected usually from parsing the last portion of the URI and probed instances were
also recorded (http://bio2rdf.org/ec:3.2.1.161)as values for void#exampleResource. Properties (http://bio2rdf.org/ns/kegg#xSubstrate) collected by proposed algorithm (steps 3,4,5)
were classified as rdfs:property.
When the object of a predicate/object pair is of type URI (e.g. as for KEGG shown
in Listing 3), the algorithm attempts to perform link traversal in order to determine
its object type (OT ). In most cases however, the URI was not dereferenceable and
in such cases an alternative method relies on querying the SPARQL endpoint for the
specific “type” of the instance. In the example above, dereferencing the object URI
<http://bio2rdf.org/cpd:C00001> resulted in class <http://bio2rdf.org/kegg_resource:Compound>.

This is called as a “range class” used as the range of the following mentioned property
<http://bio2rdf.org/ns/kegg#xSubstrate>.

Object URI <http://bio2rdf.org/cpd:C00001> is

classified as void#exampleResource of <http://bio2rdf.org/kegg_resource:Compound> and the
URI regular expression pattern is recorded under void#uriRegexPattern.
It is found that, in many cases, the \sourceIdentifier" or the identifier that appears
before the “:” symbol in case of many URIs could be used for discovering the appropriate
type for the non-dereferenceable URI when none was provided. Although this is not
a standardised method, nonetheless it was found to be useful in mapping classes. For
non-dereferenceable URIs with no actual class as OT (termed Orphan URIs), a new OT
is created using UUID, which is classified as voidext#OrphanClass (Listing 4).

<http://bio2rdf.org/ns/kegg#xSubstrate> a rdf:Property;
voidext:domain <http://bio2rdf.org/ns/kegg#Reaction> ;
voidext:range roadmap:CLASS2c2ab5b75a454f678a9056dfc1d1214.
roadmap:CLASS2c2ab5b75a454f678a9056dfc1d1214
a voidext:OrphanClass;
void:exampleResource <http://bio2rdf.org/cpd:c00890> ;
void:uriRegexPattern "http://bio2rdf\\.org/cpd:*" ;
voidext:sourceIdentifier "cpd" .

Query 4: Orphan Classes captured in Catalogue
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Figure 5.4: Comparative plot of available versus catalogued Query Elements (Hasnain
et al. [8])

5.3.2

Experimental Setup for Evaluation

The performance of the catalogue generation methodology (Section 5.3) was evaluated [8].
The aim of this evaluation was to determine if user could catalogue any SPARQL endpoint
and link it to the ARDI in a desirable amount of time with a considerable percentage
capture (catalogued elements/total elements). Experiment was proceeded by recording
the times taken to probe instances through endpoint analysis of 12 different endpoints
whose underlying data sources were considered relevant for Drug Discovery - Medicare,
Dailymed, Diseasome, DrugBank, LinkedCT, Sider, National Drug Code Directory
(NDC), SABIO-RK, Saccharomyces Genome Database (SGD), Kyoto Encyclopedia of
Genes and Genomes (KEGG), Chemical Entities of Biological Interest (ChEBI) and
Affymetrix probesets. The cataloguing experiments were carried out on a standard
machine with 1.60Ghz processor and 8GB RAM using a 10Mbps internet connection.
The total available concepts and properties at each SPARQL endpoint as well as those
actually catalogued in the ARDI are recorded (Fig. 5.4). The total number of triples
exposed at each of these SPARQL endpoints and the total time taken for cataloguing was
also recorded. It was attempted to select those SPARQL endpoints which have a better
latency for this evaluation, as the availability and the up-time of the SPARQL endpoint
is an important factor for cataloguing. Best fit regression models were then calculated.

5.3.3

Evaluation Results

As shown in Fig. 5.5, the methodology took less than 1000000 milliseconds (<16 minutes)
to catalogue seven of the SPARQL endpoints, and a gradual rise with the increase
in the number of available concepts and properties [8]. Two power regression models
(T = 29206 ∗ Cn1.113 and T = 7930 ∗ Pn1.027 ) are obtained to help extrapolate time taken
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Figure 5.5: Time taken to catalogue 12 SPARQL endpoints (Hasnain et al. [8])

to catalogue any SPARQL endpoint with a fixed set of available concepts (Cn ) and
properties (Pn ), with R2 values of 0.641 and 0.547 respectively. Using these models and
knowing the total number of available concepts/properties, a developer could determine
the approximate time (ms) as a vector combination. A comparative plot of the total
number of concepts and properties available at the endpoints against those catalogued by
the proposed methodology was also prepared. A >50% concept capture for 9 endpoints,
and a >50% property capture for 6 endpoints are obtained. KEGG and SGD endpoints
had taken an abnormally large amount of time for cataloguing than the trend-line. The
reason for this may include endpoint timeouts or network delays.

5.4

Methodology for Link Creation

This section describes the weaving of “concepts” and “properties” in the LS-LOD
catalogue to a list of Qe determined as relevant in the domain of Cancer Chemoprevention.
It is worth noting that this initial set of Qe is a subset of the LS-LOD catalogue, collected
from the CanCo Semantic Model, resulted in Qe e.g. gr:Molecule, gr;Protein. Thus
it can be replaced with any subset of the LS-LOD catalogue. In order to enable the
query rewrite necessary for “a posteriori integration” queries, links between these Qe
and concepts/properties in LS-LOD were created using predicates that can be used by
reasoning engines to infer new instances/links (e.g. subClassOf and subPropertyOf).
Doing so ensures that a federated query engine is able to make use of RDFS reasoning
to transform a simple query into a federated query [7].
The LS-LOD catalogue resulted in a “pool” of 12,658 distinct concepts and 1,792 distinct
properties from 137 endpoints, the majority of which were not included in any Bioportal
ontologies. Furthermore none of the existing semantic matching/ontology alignment
approaches could be used for addressing the challenge in its entirety. As such, several
approaches were combined towards maximising the number of links created. The approach
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was divided into 4 types of matching described as follows: 1) Naı̈ve; 2) Named Entity; 3)
Domain dependent, 4) Regex Matching.

5.4.1

Naı̈ve Matching/ Label Matching

The simplest method of creating links between concepts is through Naı̈ve Matching
[7]. In the catalogue development phase the labels of all the concepts and properties
were captured and when labels were missing, a new label was created from the last
portion of the URIs. In the majority of cases, when two concepts share a label (e.g.
“Compound”), they can confidently be linked together in same context (e.g. in LS-LOD
a “Compound” is always a “Chemical Compound”). The algebra used by a SPARQL
federated engine to assign instances to the naı̈ve matched concepts is formalised as:
type(I2,D1):= type(I1,D1),type(I2,D2),label(D1,L),label(D2,L) -where I1 and
I2 are instances; D1, D2 are two concepts, and L is the shared label.

5.4.2

Named Entity Matching

A significant number of instances in LS-LOD are annotated to concepts representing
the same entity (e.g. Molecule) but differ in their labels (e.g. Compound or Drug)
[7]. Given that, the main concern was to enable query transformation, this method
was also used for matching concepts even when they were not exactly the same. For
example, even though “Compound” and “Drug” are not always synonyms, instances
of “Compound” and “Drug” are also the instances of “Molecule”. For such links, the
“bags of related words” were created through synonym and related terms identification.
WordNet [120] and Unified Medical Language System (UMLS) [47] vocabularies were used
to achieve automated similarity and relatedness scores with limited success (non specific,
unrealistic and redundant links). To improve and explain this observation domain experts
were contacted after examining the unmatched concepts. The involvement of domain
experts was minimal and only used for filling gaps in recognising identifiable patterns e.g.(http://bio2rdf.org/blastprodom:PD002610). All concept URIs with similar patterns
could be mapped to the Protein Qe automatically [7].

5.4.3

Manual and Domain dependent unique identifier Matching

Domain matching relies on properties that uniquely identify concepts. For example,
InChi is a property specifically devised for describing molecules. These properties were
captured using owl:hasKey. In addition to enabling schema-level matching, identifying
these properties has the added advantage of enabling the automated linking of instances
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as well. The following formalization describes the assignment of instances to two concepts
matched using domain matching [7]:
map(D1 , D2) := type(I1, D1), type( I2, D2),
hasKey(D1, inchi1), hasKey(D2, inchi2),

5.4.4

same (inchi1, inchi2)

Regular Expression Match

Regular Expression matching can be considered as a special case of “Naı̈ve Matching”.
The Regular Expressions for all those URIs, that may or may not be dereferenced (Orphan
URIs), were captured during the catalogue generation phase. By looking at the similar
Regular Expressions it can be concluded that two distinct URIs belong to the same class.
Considering the same Regular Expressions of instances of Orphan and non-Orphan URIs,
an Orphan URI can safely be linked with a non-Orphan URIs.

5.4.5

Experimental Results

This section presents the results and findings related to LS-LOD catalogue development
and Link Creation. In the initial exploration of LS-LOD it was found that a total of
12,939 concepts, of which 12,658 were unique and out of 41,370 properties, 1,792 were
unique. Section 5.4.6 exposes and discusses the linking results obtained using WordNet.
Sections 5.4.7 and 5.4.8 discuss the statistics regarding the mapping created on the basis
of different sequential approaches (section 5.4).

5.4.6

Linking results using WordNet

WordNet similarity measures can be classified into three categories [7]: (i) Edge countingbased; (ii) Information content-based and (iii) feature based. Using WordNet thesauri
it was attempted to automate the creation of bags of related words using 6 algorithms:
Jing and Conrath [121], Lin [122], Path [123], Resnik [124], Vector [125] and WuPalmer
[126]. Concepts were considered the same when the similarity/relatedness value between
them was “1” and dissimilar/ unrelated when “0”. Other threshold values were also
considered. The links created were evaluated by the experts working in the biomedical
domain. The linking results obtained by usage of these algorithms are available in Figure
5.6 and Table 5.1. The results show that a negligible amount of links were created with
a maximum of 1.08% accepted links using Resnik. Only the links that have similarity
greater than 0.9 were considered correct. Links to more than one Qe via Resnik needed
manual intervention to decide which link is appropriate [7].
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Figure 5.6: Linked concepts statistics using different algorithms and Wordnet (Hasnain
et al. [7])
Table 5.1: WordNet based linked concepts statistics

Algorithms
Jing/Conrath [121]
Lin [122]
Path [123]
Resnik [124]
Vector [125]
WuPalmer [126]

Total Link
30
104
18
3592
18
647

%link created
0.247
0.858
0.148
29.639
0.148
5.338

Correct Links
21
41
18
131
18
107

%Correct links
0.173
0.338
0.148
1.08
0.148
0.882

These results suggest that the concepts and properties in LS-LOD are too specific and
thus WordNet thesauri is possibly too generic for this domain. Similar results were
obtained with the UMLS thesaurus, where linking results were not considered relevant as
very low similarity scores were assigned for reasonably similar concepts [7]. For Example
UMLSsimilarity (molecule, drug) = 0.4835, with high similarity scores being assigned
for some dissimilar concepts- e.g. UMLSsimilarity(molecule, organism) = 0.7298. The
reason could be the underlying similarity algorithms implemented by these systems.
Furthermore it was found that several concepts whose labels consisted of compound
words such as underscore, camel-case or dash separated words (e.g. PathwayDatabase)
could be easily used for matching using the simplest strategy (Naı̈ve Matching). Most of
the existing tools and technologies do not support this heterogeneity in label composition
and this could also explain the poor matching results obtained. Hence WordNet or UMLS
could not be considered as a basis of the proposed linking approaches, the results of
which are presented in next section.
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Table 5.2: Statistics regarding different concepts linked using the proposed linking
approaches

Total Identified Concepts
Total Identified Distinct Concepts
Semi-auto NamedEntity Match
Unmapped
Manual/Domain Match
Naı̈ve Match
Regex Match
5.4.7

12,939
12,658
11,343
689
248
157
221

% Distinct
2.32%
89.6%
6.1%
2.0%
1.2%
1.7%

Concept Linking Results

The link creation results from the various matching approaches are available in Figure
5.7 and Table 5.2. The large majority of concepts (89.6%) were mapped using the
Named Entity Matching approach. One of the reasons for explaining these results points
to the differences in the methods used to populate the SPARQL endpoints. In the
majority of SPARQL endpoints, the number of concepts retrieved was low (between
1 and 108), while in two cases (PDB and SGD), the number of concepts retrieved
was significantly larger (1,672 and 9,476 respectively). It was noticed that in these
cases concepts, as opposed to instances, were being used to describe entities of type
Molecule or Organism, with each concept containing only one or two instances. The
proposed methodology could map these concepts based on named entity matching
(e.g. concepts with pattern http://bio2rdf.org/hmmpir: could be mapped to Protein). In many cases the URI representing concepts consisted of url-encoded labels e.g.
(http://bio2rdf.org/pdb:1%2C1%2C5%2C5tetrafluorophosphopentylphosphonicAcidAdenylateEster),

which made linking

a challenge. A similar situation was found when the concept was formed using an
alpha-numeric combination for which a label could not be found either in its source
SPARQL endpoints or through browsing ontology registry services such as Bioportal e.g.
(http://bio2rdf.org/so:0000436).
Domain experts were only consulted for filling the gap in recognising possible matching
patterns whereas all the subsequent linking processes were automated. Although a very
low percentage of linking was achieved through the Naı̈ve Matching or Domain Matching,
the quality of these links was very high as it relied, when available, on precise often
standardised terms. There were cases when a concept could not be directly mapped to any
of the query elements but nevertheless remained within the scope of the query elements.
As an example, it was found that instances of concept “Peptide”, which represents a
portion of a “Protein” but not necessarily an instance of a “Protein”. In those cases, the
appropriate relationship would specify that (Peptide containedIn: gr:Protein) or to lift
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Figure 5.7: Graphical representation of statistics regarding different concepts linked
using the proposed linking approaches
Table 5.3: Statistics regarding different properties linked using the proposed linking
approaches.

Total Properties
Total Distinct Properties
Naı̈ve Linking
Manual Linking
Out-of-scope/Unlinked

41,370
1,792
194
400
1,198

96.6%
10.8%
22.3%
66.8%

the term “Peptide” to query element level. Automating the creation of such links was
out of the scope for this report [7].

5.4.8

Properties Linking Results

Out of 41370 properties, 1,792 were distinct, indicating that there is significantly more
‘property’ reuse in LS-LOD than ‘concept’ reuse. In other words a lot of SPARQL
endpoints share the same generic properties (e.g. owl:sameAs, rdfs:label, foaf:name).
Figure 5.8 illustrates the links created by each of the approaches described. Approximately
66.8% of the properties remained unlinked due to the fact that a significant proportion
of properties were considered irrelevant in the context of the Qe selected, which indicates
that they may be applicable to a new set of Qe. It is also worth noticing that 6.1% of
identified concepts and 66.8% of the properties remained unlinked; they were either out
of scope or could not match any of the query element [7].
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Figure 5.8: Graphical representation of statistics regarding different properties linked
using the proposed linking approaches

This indicates that quality as well as the quantity, of links created is highly dependent
on the input list of query elements. The larger the number of query elements, the better
the quality of the links created e.g a concept called ‘peptide’ would link to gr:Peptide if
such an element existed. However, selecting from a large number of query elements is not
always practical for querying. As such, there should be a balance between the number of
Qe and the accuracy of links created. Author attempted to link almost 12000 concepts
to 60 query elements to avoid the need to browse more than 12000 concepts in order
to assemble a query. Notice that the query elements selected were chosen by domain
experts; a change in the query element set may result in different links being created
and therefore the proposed solution can be applicable to any set of query elements [7].

5.5

ARDI Applications

The ARDI is exposed as a SPARQL endpoint8 and relevant information is also documented9 . As cataloguing and linking is a continuous process i.e as soon as new relevant
SPARQL endpoint is available it can be catalogued. As of 31st March 2016, the ARDI
consists of 263,731 triples representing 12,658 distinct classes, 1,792 distinct properties
and 13,027 distinct Orphan Classes catalogued from 137 public SPARQL endpoints.
By introducing ARDI the author addresses the second research question i.e “Retrieve
information about the same entities from multiple sources using different schemas”.
Cataloguing and linking approaches cluster similar entities represented by different
schemas published at multiple sources. For example same entity “Molecule” represented
using different names and schemas (e.g. smallMolecule, molecules and Molecule) can be
8
9

http://vmurq09.deri.ie:8007/graph/Roadmap (l.a.: 2016-07-31)
ARDI Homepage: https://code.google.com/p/life-science-roadmap/
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Figure 5.9: Architecture of Domain-specific Query Engine

regarded as one. Such entities can be retrieved from multiple sources at the cataloguing
phase and group together at the linking phase.

5.5.1

BioFed: A Domain-specific Query Engine

Fundamentally the Domain-specific Query Engine (DSQE) is a SPARQL query engine that
transforms the expressions from one vocabulary into those represented using vocabularies
of known SPARQL endpoints and combines those expressions into a single query using
SPARQL SERVICE calls. The engine executes the resulting statement and returns the
results to the user (Fig. 5.9). DSQE is implemented on top of the Apache Jena query
engine and extends it by intercepting and rewriting the SPARQL algebra10 . Most of
the algebra is unmodified and the proposed approach concentrated on the base graph
patterns (BGP) which are effectively the triples found in the original SPARQL query [8].
DSQE comprises two major components namely: the SPARQL Algebra rewriter and the
ARDI. The algebra rewriter examines each segment of the BGP triples and attempts to
expand the terms based on the vocabulary mapping into terms of the endpoint graphs
and stores the result for each. Hence it effectively builds the BGPs for all known graphs
in parallel. In the final stage, the rewriter wraps the BGPs with SERVICE calls, using
the ARDI to determine the “relevant” endpoint, and unifies them together along with
the original BGP. The result is passed back into the standard Jena query process and
10

http://www.w3.org/TR/sparql11-query/#sparqlAlgebra (l.a.: 2014-07-30)
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Figure 5.10: Number of retrieved Instances and Subclasses linked to any Qe (Hasnain
et al. [8])

the execution continues normally. Each endpoint is therefore accessed via a SERVICE
call and the relevant underlying data is incorporated in the result.
Other implementations [19] have shown such algebraic rewrite to be functional and
efficient. The enhancement was two fold: i) Based on the presence of OWL2 hasKey
properties, the approach added the ability to identify similar subjects with different
URIs, ii) author added the ability to rewrite generic queries for different endpoints. As
one of the highlighted applications of ARDI, DSQE is discussed in detail in the following
chapter. DSQE is named as BioFed which is a Federated Query Processing engine for
Life Sciences Linked Open Data.
An instance11 of the DSQE is deployed in the context of Cancer Chemoprevention Drug
Discovery [9].
The catalogued subclasses of few Qe and as a result the total number of distinct instances
retrieved per Qe while querying using DSQE is shown in Fig. 5.10.

5.5.2

ReVeaLD: Realtime Visual Explorer and Aggregator of Linked
Data

Another practical application of ARDI is ReVeaLD (a Real-time Visual Explorer and Aggregator of Linked Data), proposed by Kamdar et. al, [35], which is a user-centred visual
analytics platform devised to increase intuitive interaction with data from distributed
sources. ReVeaLD facilitates query formulation using a domain-specific language (DSL)
11

http://vmurq09.deri.ie:8007/graph/BioFed
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identified by biomedical experts (CanCo- Biomedical Semantic Model) and mapped to a
self-updated catalogue of elements (ARDI) from external sources.
ReVeaLD is implemented as an exploration platform and the DSL, used as a proofof-concept, was generated by extracting the concepts and properties in CanCO12 a
Biomedical Semantic Model collaboratively devised in the context of Drug Discovery and
Cancer Chemoprevention (section 5.1). ReVeaLD is a browser-based client application,
allowing users to formulate queries intuitively using a visual model CanCO (also known
as Domain Specific Language DSL). These queries are translated to SPARQL and are
submitted to BioFed, that transform SPARQL queries and provides real-time federation
functionality. The results are subjected to a set of Graphic Rules, which dynamically
assemble media-rich user interfaces [35], hence presenting results in a format relevant to
biomedical researchers (Pathway Maps, Molecular Structures, etc).
In addition to the Query Elements provided by CanCO, ARDI was used in ReVeaLD
which included the 263,731 triples representing 12,658 distinct classes and 1,792 distinct
properties harvested and linked to the QE from 137 Biomedical Data Sources according
to the methods described by Hasnain et. al [7] (the Life Sciences Linked Open Data –
LS-LOD catalogue).

5.5.3

ARDI for Drug Discovery

Mining LD for Drug Discovery can become possible once domain experts are able to
discover and integrate the relevant data necessary to formulate their hypothesis [9].
For domain users, it is not always obvious where the data is stored or what are the
appropriate terminologies used to retrieve or publish it. Although multiple SPARQL
endpoints contain molecular information, not all of them use the same terminology as
shown in the LS-LOD catalogue [8]. For example, one of the most intensive uses of
LD is to find links which translate between Disease → Drugs → Protein targets →
Pathways. Such data is not available at a single source and new datasets relevant for
such query needs to be added ad hoc. The ARDI provides a possible solution to this
dilemma by enabling the dynamic discovery of the SPARQL endpoints that should be
queried along with the concepts and the links (Listing 5).
?disease a :Disease ; :treatedWith ?Drug .
?Drug

a :Drug ; :interactsWith ?target .

?target

a :Target ; :involvedIn ?pathway .

?pathway a :Pathway .

Query 5: ARDI Links between concepts relevant for Drug Discovery
12

http://bioportal.bioontology.org/ontologies/CANCO
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Consider Qe to be any of the possible query elements and XQe to be an instance of
that query element. The following then can be used by a SPARQL 1.1 engine to list all
possible XQe regardless of where they are stored:

Ci v Qe && XCi : Ci ⇒ XQe, XCi : Qe

(5.6)

CONSTRUCT
{

?x a [QeRequested]

}

WHERE
{ ?SparqlEndpoint void:class [QeRequested] }
UNION
{

?QeMatched rdfs:subClassOf [QeRequested]. }

SERVICE ?SparqlEndpoint
{

?x a ?QeMatched. }

Query 6: SPARQL Construct to list all possible instances

In Listing 6, [QeRequested] can be Disease, Drug, Protein or Pathway. Similarly, to
discover which properties link two Qe together, the ARDI can be used to create new
graphs that map elements to those available in the chosen set of query elements. For any
“linked” Qe, there is a set of incoming links (properties that use Qe as its rdfs:domain)
and a set of outgoing links (properties that use Qe as its rdfs:range). The collection
of incoming and outgoing links from a particular concept is denoted as Ci (ICi , OCi ).
When concepts from available graphs are mapped to Qe, it becomes possible to create
new incoming (Ii ) and outgoing (Oi ) links connected to Qe. This is illustrated by the
following principle:

Ci (ICi , OCi ) && Ci v Qe ⇒ Qe({ICi , IQe}, {OCi , IQe})

The above principle can be exemplified by the following SPARQL CONSTRUCT:

(5.7)
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CONSTRUCT
{ ?DomainQe ?PropertyDomainRange ?RangeQe }
WHERE
{
?PropertyDomainRange rdfs:domain [DomainQe] .
?PropertyDomainRange rdfs:range [RangeQe]
{
FILTER (?DomainQe == [DomainQe])
}
UNION
{
?DomainQe rdfs:subclassOf [DomainQe]
}
{
FILTER (?RangeQe == [RangeQe])
}
UNION
{
?RangeQe rdfs:subclassOf [RangeQe]
}
}

Query 7: SPARQL Construct to create new incoming and outgoing links

5.6

Related Work

Approaches to facilitate “a posteriori integration” are currently considered an interesting
area for active research. One approach is through the use of available schema. Semantic
information systems have used ontologies to represent domain-specific knowledge, and
enable users to select ontology terms in query assembly [127]. BLOOMS, for example, is a
system for finding schema-level links between LOD datasets using the concept of ontology
alignment [128]. But it relies mainly on Wikipedia. Ontology alignment typically relies on
starting with a single ontology. However it is not available for most SPARQL endpoints
in the LOD cloud and therefore could not be applied in this case. Furthermore ontology
alignment does not make use of domain rules (e.g. if two sequences are the same, they
map to the same gene) nor the use of URI pattern matching for alignment. These issues
have already been discussed by Hasnain et. al [7].
Other approaches such as the VoID [129] and the SILK Framework [130] enable the
identification of rules for link creation, but require extensive knowledge of the data
prior to links creation. The SameAs.org service also addresses the problem partially at
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concepts level by finding co-references between different data sets. Moreover in [131] an
alternative data linking mechanism is presented that relies on the unsupervised discovery
of the required similarity parameters while taking into account several desired properties
instead of relying only on labeled data.
With regard to the query federation, different approaches have been developed to meet
the requirements of efficient query computation in the distributed environment. FedX
[100], a project which extends the Sesame Framework [132] with a federation layer,
enables efficient query processing on distributed LOD sources by relying on the assembly
of a catalogue of SPARQL endpoints but does not use domain rules for links creation.
Related Work regarding query federation is discussed in detail in chapter 6.
The approach for link creation towards ARDI development is a combination of the several
linking approaches as already explained by Hasnain et. al [7] as follows: i) similarly to
ontology alignment, the approach makes use of label matching to discover concepts in
LOD that should be mapped to a set of Qe, ii) creates “bags of words” for discovery
of schema-level links similar to the approach taken by BLOOMS, and iii) as in SILK,
creates domain rules that enable the discovery of links.
In regard to Visual Query Systems such as ReVeaLD, different similar systems are also
worth noticing. Most of these systems are mentioned by Kamdar et al.[35] and this
section summarises only the relevant ones. Visual query systems (VQSs) [133], powered
by visual languages lower the cognitive entry level of assembling a SPARQL query, thus
increasing the intuitiveness and usability of query languages [134]. Semantic visual query
languages such as vSPARQL [135] and Intermediate Language (IML) [136] support the
assembly of queries with visual models of the data (typically the schema), guiding the
user in the selection of the appropriate query elements. Zainab et al. [137] presented
FedViz which is a visual interface for SPARQL query formulation and execution. FedViz
is designed to increase intuitive data interaction from distributed sources and facilitates
federated as well as non-federated SPARQL queries formulation and execution.

5.7

Critical Discussion and Future Directions

The number of classes per endpoint varied from a single class to a few thousands. The
exploration of the LS-LOD revealed that only 2.23% of concepts are reused. It is because
of the fact that different publishers use there own naming conventions while naming these
concepts. However this was not the case for properties, of which 96.6% are reused. It is
due to the fact that most of the properties found were domain independent (e.g. type,
xref, sameAs, comment, seeAlso), however not relevant for the ARDI as they cannot
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increase the richness of information content. These properties can be more easily resolved
through the concepts that are used as domain/range. In class matching most orphan
classes, which were created in cases where object URI were non-dereferenceable, could be
mapped to Qe through matching URI regular expression patterns and source identifiers.
From these results, it is found that maintaining consistency of the catalogue even when
the URIs were non-dereferenceable is critical as the merging of data with other sources
enables the classification of the instances and identification of links between different
SPARQL endpoints. Multiple challenges were faced during the catalogue development
which can hinder the applicability of the proposed approach [7, 8]:
• Some endpoints return timeout errors when a simple query (SELECT DISTINCT
?Concept WHERE {[ ] a ?Concept})

is issued.

• Some endpoints have high downtime and cannot be generally relied upon.
• Many endpoints provide non-deferenceable URIs and some derefenceable URIs do
not provide a “type” for the instance.

Nevertheless, the author still found the ARDI approach highly applicable for solving
complex biological problems in Drug Discovery [9]. Although a very low percentage of
linking becomes possible through Naı̈ve Matching or Manual/Domain Matching, the
quality of links created are highly trusted [7]. For Orphan concepts, 1.7% of concepts
were linked by matching the URI regex patterns. It is also worth noting that 6.1% of
identified classes and 66.8% of the properties remained unlinked, either because they
are out of scope or cannot match any Qe. This means that the quality as well as the
quantity of links created is highly dependent on the set of Qe used. If the Qe gr:Gene
is available, kegg:Gene would be mapped to it as opposed to the current case where it is
mapped to gr:nucleicAcid. In such cases, additions to the Qe could be suggested. It
is worth noting that these Qe were created to fit the Drug Discovery scenario, and can
be replaced in alternative contexts e.g “Protein-Protein Interaction”. Changing the Qe
will result in different ARDIs. The aim of the LS-LOD ARDI is to enable “a posteriori
integration” e.g. adding the relation R1:{kegg:Drug voidext:subClassOf gr:Drug} ensures
that DSQE would infer all instances of kegg:Drug as instances of gr:Drug. But not vice
versa.

5.7.1

Semantic Inconsistencies

In some cases, it is found that catalogued classes would be better described as properties
e.g. the term Symbol is used both as a property and as a class. Since RDFS semantics
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does not allow a ‘Class’ to be made a ‘subClass’ of an entity of type “Property”, these
could not match using the proposed methods. Moreover some URIs are used both as
a class and as a property e.g. http://bio2rdf.org/ncbi_resource:gene. This can
cause an inconsistency since a reasoning engine would either accept a URI as a property
or a class. The algorithm used to create the catalogue covers only classes containing
instances and therefore the catalogue may not be capturing uninstantiated classes in any
endpoints. Since the ARDI was aimed only at linking classes, the presented approach
considered uninstantiated classes to be out of the scope of ARDI. Class and property
labels used for discovering links were generally obtained from the URI itself. However,
there may be cases where labels for those entities may have been made available as part
of ontologies or through external SPARQL endpoints. Those labels were not investigated
in the ARDI presented. However Bioportal has exposed their annotated ontologies as
a SPARQL endpoint and therefore in future it is expected to make use of the labels
provided by the original creators of the data [7, 8].

Chapter 6

BioFed: Federated Query
Processing over Life Sciences
Linked Open Data
“One thing I have learned in a long life: that all our science, measured
against reality, is primitive and childlike – and yet it is the most precious
thing we have.”

–Albert Einstein

This chapter is based on work presented by Hasnain et. al [11] and [10]. This chapter
discusses the BioFed- a state of the Art query engine that federates SPARQL queries over
Life Science Linked Open Data Cloud. Before introducing BioFed this chapter provides
a fine-grained evaluation of SPARQL endpoint federation systems. Furthermore, the
chapter presents the results of a public survey which provides a comprehensive overview
of the categories of SPARQL federation systems as well as their implementation details,
features, and supported SPARQL clauses. The pros and cons of state-of-the-art SPARQL
federation systems are also discussed in detail. Before introducing a new federated query
engine, namely the BioFed based on the ARDI approach, it is important to highlight the
functionalities and approaches presented by other query engines. The survey in section
6.1 presents the design and implementation details of existing federated engines.
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Federated engines public survey

In order to provide a comprehensive overview of existing SPARQL federation engines, a
survey was designed and conducted of SPARQL query federation engines. This section
presents the principles and ideas behind the design of the survey as well as its results
and their analysis.

6.1.1

Survey Design

The aim of the survey was to compare the existing SPARQL query federation engines,
regardless of their implementation or code availability. To reach this aim, domain
experts were interviewed and designed a survey with three sections: system information,
requirements, and supported SPARQL clauses.1 The system information section of the
survey includes implementation details of the SPARQL federation engine such as [10]:
• URL of the paper, engine implementation: Provides the URL of the related
scientific publication or URL to the engine implementation binaries/code.
• Code availability: Indicates the disclosure of the code to the public.
• Implementation and licensing: Defines the programming language and distribution license of the framework.
• Type of source selection: Defines the source selection strategy used by the
underlying federation system.
• Type of join(s) used for data integration: Shows the type of joins used to
integrate sub-queries results coming from different data sources.
• Use of cache: Shows the usage of cache for performance improvement.
• Support for catalogue/index update: Indicates the support for automatic
index/catalogue update.
The questions from the requirements section assess SPARQL query federation engines
for the key features/requirements that a developer would require from such engines [10].
These include:
• Result completeness: Assuming that the SPARQL endpoints return complete
results for any given SPARQL1.0 sub-query that they have to process. Does your
1

The survey can be found at http://goo.gl/iXvKVT.
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implementation then guarantee that your engine will return complete results for the
input query (100% recall)? Or is it possible that it misses some of the solutions (for
example due to the source selection, join implementation, or using an out-of-date
index)? Please note that a 100% recall cannot be assured with an index that is out
of date.
• Policy-based query planning: Most federation approaches target open data and
do not provide restrictions (according to different user access rights) on data access
during query planning. As a result, a federation engine may select a data source
for which the requester is not authorised, thus overestimating the data sources
and increasing the overall query runtime. Does your system have the capability of
taking into account the privacy information (e.g., different graph-level access rights
for different users etc.) during query planning?
• Support for partial results retrieval: In some cases the query results can be
too large and result completeness (i.e., 100% recall) may not be desired. Rather
partial but fast and/or quality query results are acceptable. Does the federation
engine provide such functionality where a user can specify a desired recall (less
than 100%) as a threshold for fast result retrieval? It is worth noting that this is
different from limiting the results using SPARQL LIMIT clause as it restricts the
number of results to some fixed value while in partial result retrieval the number
of retrieved results are relative to the actual total number of results.
• Support for no-blocking operator/adaptive query processing: SPARQL
endpoints are sometimes blocked,down or exhibit high latency. Does the federation
engine support non-blocking joins (where results are returned based on the order in
which the data arrives and not in the order in which data being requested) and able
to change its behaviour at runtime by the learning behaviour of the data providers?
• Support for provenance information: Usually SPARQL query federation
systems integrate results from multiple SPARQL endpoints without any provenance
information, such as how many results were contributed by a given SPARQL
endpoint or which of the results are contributed by each of the endpoint. Does the
federation engine provide such provenance information?
• Query runtime estimation: In some cases a query may have a longer runtime
(e.g., in the order of minutes). Does the federation engine provide means to
approximate and display (to the user) the overall runtime of the query execution
in advance?
• Duplicate detection: Due to the decentralised architecture of Linked Data Cloud,
a sub-query might retrieve results that were already retrieved by another sub-query.
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For some applications, the former sub-query can be skipped from submission
(federation) as it will only produce overlapping triples. Does the federation engine
provide such a duplicate-aware SPARQL query federation? Note that this is the
duplicate detection before sub-query submission to the SPARQL endpoints. The
aim is to minimise the number of sub-queries submitted by the federation engine.
• Top-K query processing: Is the federation engine able to rank results based on
the user’s preferences (e.g., his/her profile, his/her location etc.)?

The supported SPARQL clauses section assesses existing SPARQL query federation
engines with regard to the list of supported SPARQL clauses. The list of the SPARQL
clauses is mostly based on the characteristics of the BSBM benchmark queries [138]. The
summary of the used SPARQL clauses can be found in Table 6.3.
The survey was open and free for all to participate in. To contact potential participants,
Google Scholar was used to retrieve papers that contained the keywords “SPARQL” and
“query federation”. After a manual filtering of the results, the main authors of the papers
were contacted and informed them of the existence of the survey while asking them to
participate. Moreover, the messages were sent to the W3C Linked Open Data mailing
list2 and Semantic Web mailing list3 with a request to participate. The survey remained
opened for two weeks.

6.1.2

Discussion of the survey results

Based on the survey results4 , existing SPARQL query federation approaches can be
divided into three main categories (see Table 6.1).

1. Query federation over multiple SPARQL endpoints:

In these types of ap-

proaches, RDF data is made available via SPARQL endpoints. The federation engine
makes use of endpoint URLs to federate sub-queries and collects results back for integration. The advantage of this category of approaches is that queries are answered based
on original, up-to-date data with no synchronisation of the copied data required [139].
Moreover, the execution of queries can be carried out efficiently because the approach
relies on SPARQL endpoints[10]. However, such approaches are unable to deal with
the data provided by the whole of LOD Cloud because sometimes Linked Data is not
exposed through SPARQL endpoints.
2

public-lod@w3.org
semantic-web@w3.org
4
Available at http://goo.gl/CNW5UC
3
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These types of approaches relies on the

for query execution. The set of data sources which can contribute

results into the final query resultset is determined by using URI lookups during the query
execution itself.
Query federation over Linked Data does not require the data providers to publish
their data as SPARQL endpoints. Instead the only requirement is that the RDF data
follows the Linked Data principles. A downside of these approaches is that they are less
time-efficient than the previous approaches due to the URI lookups that they perform.

3. Query federation on top of Distributed Hash Tables:

This type of federation

approach stores RDF data on top of Distributed Hash Tables (DHTs) and uses DHT
indexing to federate SPARQL queries over multiple RDF nodes. This is a space-efficient
solution and can reduce the network cost as well. However many of the LOD datasets
are not stored on top of DHTs.

(a) Catalogue/index-assisted solutions:

These approaches utilise dataset sum-

maries that have been collected in a pre-processing stage. This may lead to more efficient
query federation. However, the index needs to be constantly updated to ensure complete
results retrieval. The index size should also be kept to a minimum in order to ensure
that it does not significantly increase the overall query processing costs.

(b) Catalogue/index-free solutions: In these approaches, the query federation is
performed without using any stored data summaries. The data source statistics can be
collected on-the-fly before the query federation starts. This approach promises that the
results retrieved by the engine are complete and up-to-date. However, it may increase
the query execution time, depending on the extra processing required for collecting and
processing on-the-fly statistics.

(c) Hybrid solutions:

In these approaches, some of the data source statistics are

pre-stored while some are collected on-the-fly, for example using SPARQL ASK queries.

5

http://www.w3.org/DesignIssues/LinkedData.html

( SEF = SPARQL Endpoints Federation, DHTF = DHT Federation, LDF = Linked Data Federation, C.A. = Code Availability, A.G.P.L.
Affero General Public License, L.G.P.L. = Lesser General Public License, S.S.T. = Source Selection Type, I.U. = Index/catalogue Update,
(A+I) = SPARQL ASK and Index/catalogue, (C+L) = Catalogue and online discovery via Link-traversal ), VENL = Vectored Evaluation in
Nested Loop, AGJ = Adaptive Group Join, ADJ = Adaptive Dependent Join, RMHJ = Rank-aware Modification of Hash Join, NA = Not
Applicable
Systems
Category C.A Implementation
Licencing
S.S.T
Join Type
Cache I.U
FedX [80]
SEF
3
Java
GNU A.G.P.L
index-free
bind (VENL)
3
NA
LHD [140]
SEF
3
Java
MIT
hybrid (A+I)
hash/ bind
7
7
SPLENDID [141]
SEF
3
Java
L.G.P.L
hybrid (A+I)
hash/ bind
7
7
SEF
7
Java
GNU A.G.P.L
hybrid (A+I)
bind (VENL), RMHJ
3
NA
FedSearch [142]
BioFed [11]
SEF
7
Java
yet to decide hybrid (A+I) nested loop
7
7
Avalanche [102]
SEF
7
Python, C, C++ yet to decide
index only
distributed, merge
3
7
SEF
7
Java
GNU G.P.L
hybrid (A+I)
based on underlying system
3
7
DAW [143]
ANAPSID [82]
SEF
3
Python
GNU G.P.L
hybrid (A+I)
AGJ, ADJ
7
3
ADERIS [144]
SEF
3
Java
Apache
Index only
index-based nested loop
7
7
DARQ [83]
SEF
3
Java
GPL
Index only
nested loop, bound
7
7
LDQPS [145]
LDF
7
Java
Scala
hybrid (C+L) symmetric hash
7
7
SIHJoin [146]
LDF
7
Java
Scala
hybrid (C+L) symmetric hash
7
7
WoDQA [101]
LDF
3
Java
GPL
hybrid (A+I)
nested loop, bound
3
3
DHTF
3
Java
GNU L.G.P.L
Index only
SQLite
7
7
Atlas [147]

Table 6.1: Overview of implementation details of federated SPARQL query engines [10]
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Table 6.1 provides a classification along with the implementation details of the 14 systems
which participated in the survey.Overall, responses were received mainly for systems which
implemented the SPARQL endpoint federation and hybrid query processing paradigms in
Java. Only Atlas [147] implements DHT federation whereas WoDQA [101], LDQPS [145],
and SIHJoin [146] implement federation over Linked Data (LDF).
Most of the surveyed systems provide “General Public Licences” (GPL) with the exception
of [145] and [146] which provides “Scala” licence whereas the authors of [102] and the
proposed system BioFed [11] have not yet decided which licence type will hold for their
tools.
Five of the surveyed systems implement caching mechanisms including [101], [142], [102],
[143] and [80].
Only [82] and [101] provide support for catalogue/index update whereas two systems do
not require this mechanism by virtue of being index/catalogue-free approaches.
Table 6.2 summarises the survey outcome with regards to different features supported by
systems. Only three of the surveyed systems ([142], [80] and QWIDVD) claim that they
achieve result completeness and only Avalanche [102] and DAW [143] support partial
results retrieval for their implementations.
Note that FedX claims result completeness when the cache that it relies on is up-to-date.
Since QUETSAL integrates DAW, therefore QUETSAL also supports partial results
retrieval. Five (i.e., Avalanche, ANAPSID, ADERIS, LDQPS, SIHJoin) of the considered
systems support adaptive query processing. Only DAW [143] and QUETSAL [148]
support duplicate detection whereas DHT and Avalanche [102] claim to support partial
duplicate detection.
It is worth noticing that the proposed system namely BioFed [11] is the only system that
implements privacy and provenance. Other distinct features of BioFed are discussed in
the later sections.
None of the considered systems implement top-k query processing or query runtime
estimation.

Systems
FedX
LHD
SPLENDID
FedSearch
BioFed
Avalanche
DAW
ANAPSID
ADERIS
DARQ
LDQPS
SIHJoin
WoDQA
Atlas

R.C.
3
7
7
3
7
7
7
7
7
7
7
7
3
7

P.R.R.
7
7
7
7
7
3
3
7
7
7
7
7
7
7

N.B.O / A.Q.P.
7
7
7
7
7
3
BOUS
3
3
7
3
3
7
7

D. D.
7
7
7
7
7
partial
3
7
7
7
7
7
7
partial

P.B.Q.P
7
7
7
7
partial
7
7
7
7
7
7
7
7
7

Provenance
7
7
7
7
partial
7
7
7
7
7
7
7
7
7

Q.R.E
7
7
7
7
7
7
7
7
7
7
7
7
7
7

Top-K.Q.P
7
7
7
7
7
7
7
7
7
7
7
7
7
7

(R.C. = Results Completeness, P.R.R. = Partial Results Retrieval, N.B.O. = No Blocking Operator, A.Q.P. = Adaptive Query Processing,
D.D. = Duplicate Detection, P.B.Q.P = Policy-based Query Planning, Q.R.E. = Query Runtime Estimation, Top-K.Q.P = Top-K query
processing, BOUS = Based on Underlying System)

Table 6.2: Survey outcome: Existing Federated Query Engines System’s features [10]
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Table 6.3 lists SPARQL clauses supported by each of the 14 systems. BioFed and
QWIDVD are only two systems that support all of the query constructs used in the
survey.
It is important to note that most of these query constructs are based on query characteristics as defined in BSBM [10].
There are other notable federation engines that did not participate in the survey or
published after the public survey was conducted. Semantic Web Integrator and Query
Engine (SemWIQ) [149], a SPARQL endpoint federation engine using a mediator approach. The SPARQL endpoints need to register first with the mediator using HTTP
POST requests with an RDF document attached. The mediator continuously monitors
the SPARQL endpoints for any dataset changes and updates the service descriptions
automatically. Unlike DARQ, the service descriptions remain up-to-date at all times.
Hartig et al. [150] present a Linked Data federation that discovers data that might be
relevant for answering a query during the query execution itself. The discovery of relevant
data is accomplished by traversing RDF links. They use an iterator-based pipeline and a
URI pre-fetching approach for efficient query execution.
As with DAW, Fedra [151] is SPARQL endpoint federation engine for duplicate-aware
SPARQL query federation. The main motivation of Fedra is that the index update can
be expensive if the underlying endpoints data changes frequently. Thus they propose an
index that can be used to detect duplicate fragments as well as being easy-to-update.

SPARQL Clause
SERVICE
FILTER
Unbound QP
Unbound QS
OPTIONAL
DISTINCT
ORDER BY
UNION
NEGATION
REGEX
LIMIT
CONSTRUCT
DESCRIBE
ASK

FedX
3
3
3
3
3
3
3
3
3
3
3
3
7
3

Atlas
7
3
3
3
7
3
7
3
7
7
7
7
7
7

LHD
7
3
3
3
3
3
3
3
3
3
3
3
7
3

SPL
7
3
3
3
3
3
3
3
3
7
3
7
7
7

FedS
3
3
3
3
3
3
3
3
3
3
3
3
7
3
BioFed
3
3
3
3
3
3
3
3
3
3
3
3
3
3

Ava
3
7
3
3
7
3
7
7
7
7
3
7
7
7

DAW
3
3
3
3
3
3
3
3
3
3
3
3
7
3

LDQPS
7
7
3
3
7
7
7
7
7
7
7
7
7
7

SIHJoin
7
7
3
3
7
7
7
7
7
7
7
7
7
7

ANA
3
3
3
3
3
3
3
3
7
3
3
7
7
7

ADE
7
3
3
3
7
7
7
7
7
3
7
7
7
7

QWIDVD
3
3
3
3
3
3
3
3
3
3
3
3
3
3

DARQ
7
3
7
3
3
3
3
3
3
3
3
7
7
7

(QP=Query Predicates, QS=Query Subjects,SPL=SPLENDID, FedS=FedSearch, Ava=Avalanche, ANA=Query ANAPSID,
ADE=ADERIS)

Table 6.3: Survey outcome: Existing Query Engines System’s Support for SPARQL Query Constructs [10]
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BioFed:Federated Query Engine for LS-LOD

A single interface for access to the Life Sciences (LS) data is a natural consequence for
making single access use of the data and to master eventually the data deluge.
RDFizing, the biological data forms an important step forward, but the heterogeneity of
the data requires additional solutions to identify meaningful data [17].
The data in the LS domain requires integration and the openly available integrative
solutions increasingly rely on the federation of queries for distributed resources [23].
SPARQL 1.1 is key to assemble federated queries (see “SERVICE” query option) which
is supported by SWobjects6 , Apache Jena7 , dotNetRDF8 and other systems [36, 80, 83,
141, 143, 152] have been proposed to process queries in a federated environment that
claims to be generic processing federated queries over any data set.
As introduced in Chapter 5 one of the practical applications of ARDI, a Domain Specific
Query Engine was BioFed that offers a single-point-of-access for distributed Life Science
data that enables scientists to access the data from reliable sources without extensive
expertise in SPARQL query formulation. It introduces a federated query processing
system that is customised for LS-LOD. BioFed federates SPARQL queries over more than
137 public SPARQL endpoints. Its autonomous resource discovery approach identifies
relevant triple patterns and matches types according to their labels as a basic semantic
normalisation approach.
New public endpoints are added through a cataloguing mechanism as defined by ARDI
[7]. The online user interface with drop down menus supports query generation. The
provenance information covers the sources queried, the number of triples returned and
the retrieval time.

6.3

General Architecture

The general architecture of BioFed is given in Figure 6.1. Given a SPARQL query, the
first step is to parse the query and obtain the individual triple patterns (Step 1). The
next step is the triple pattern wise source selection (TPWSS). The goal of TPWSS is to
identify relevant (also called capable) sources against individual triple patterns of the
query (Step 2B). BioFed performs this step by using the ARDI approach presented in
Hasnain et al.[7]. This ARDI enumerates the known endpoints and relates each endpoint
6

http://swobjects.org/
https://jena.apache.org/
8
http://dotnetrdf.org/
7
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Figure 6.1: BioFed Architecture

with one or more graphs, mapping the local vocabulary to the vocabulary of the graph
(Step2A). Step 3 is to convert the given SPARQL 1.0 query into corresponding SPARQL
1.1 query. This step is known as Query Re-writing and further explained below. BioFed
makes use of the TPWSS information and the SPARQL “SERVICE” clause to rewrite
the required SPARQL 1.1 query. The resulting SPARQL 1.1 query is executed on top of
the Apache Jena query engine and the results are returned back (Step 4). The following
section will explain each of these steps in detail.

6.3.1

Source Selection

Like other SPARQL endpoint federation engines [82, 100, 141, 143, 152], BioFed also
performs triple pattern-wise source selection (TPWSS). The goal of the TPWSS is to
identify the set of relevant (also called capable and formally defined in the [152]) data
sources against individual triple patterns of the query. The reason behind TPWSS is to
potentially ensure the resultset completeness of the federated SPARQL queries [152].
BioFed’s triple-pattern-wise source selection is shown in Algorithm 1 which takes the
set of all available data sources D, their ARDI /summaries S, and a SPARQL query
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Q containing a set of triple patterns as input, and returns the set of relevant sources
for individual triple patterns as output [11]. It is a two step source selection algorithm:
it first selects relevant data sources for individual triple patterns (lines 2–8 ) and then
prune the selected data sources in the second step (lines 9–12 ). Given a triple pattern
ti ∈ Q, it initialises the relevant data source set Rti to empty, and obtain the subject,
predicate, and object of the triple pattern (lines 3–4 ). All data sources are selected as
relevant for triple patterns with unbound predicates (lines 5–6 ). If predicate p of triple
pattern ti is bound(i.e., p is a URI) then it performs ARDI /summaries lookup for all
data sources which contains predicate p (lines 7–8 ). The relevant data source pruning
step is performed for all triple patterns having bound subject or bound object (line 9 ).
It sends a SPARQL ASK query containing the triple pattern ti to each of the relevant
data source ri ∈ Rti and removes those data sources which fail the SPARQL ASK test.
That is the SPARQL ASK query returns false (lines 10–12 ).
Algorithm 1: BioFed triple pattern-wise source selection

1
2
3

Data: D = {D1 , . . . , Dn }, Q = {t1 , . . . , tm }, S
/* data sources, SPARQL query, BioFed ARDI /summaries of the data sources
R ← {} ;
/* initialise relevance set
for each ti ∈ Q do
/* for each triple pattern in Q
/* initialise set of relevant sources for triple pattern ti
Rt ← {} ;
s ← subj(ti ), p ← pred(ti ), o ← obj(ti ) ;
if !bound(p) then
/* if predicate is not bound
Rt ← D ;
/* select all data sources as relevant
else
Rt ← RoadMapLookup(S,p) ; /* select relevant data sources from ARDI using predicate p
triple pattern ti */
i

4
5
6

i

7
8

i

9
10

/* prune selected data sources
if bound(s) ∨ bound(o) then
for each rj ∈ Rt do
if ASK(ti , rj ) = false then
RemoveDataSource(rj , R) ;
i

11
12
13

/* if subject or object of triple pattern is bound
/* for each relevant data source
/* SPARQL ASK for triple pattern in data source
/* remove data source

*/
*/
*/
*/
*/
*/
of
*/
*/
*/
*/
*/

R ← R ∪ {Rt }
i

14

return R ;

/* return relevant sources for triple patterns */

As an example, consider the query given in Listing 8. Starting from the first triple
pattern <?drug drugbank:drugCategory drug-category:micronutrient>, predicate
(i.e., drugbank:drugCategory) of the triple pattern is bound, thus a ARDI lookup will be
performed. All the data sources which contains this predicate will be selected as relevant
for this triple pattern. In this example, DrugBank (the single relevant data source) will
be chosen. Since the object (i.e., drug-category:micronutrient) of the triple pattern is
bound, a SPARQL ASK{?drug drugbank:drugCategory drug-category:micronutrient}
query will be sent to DrugBank to check whether it can also produce results for the
whole triple pattern. In this case, the SPARQL ASK query will result in ‘True’. Thus
the DrugBank will be finally selected as the single relevant data source for the first triple
pattern. The second triple pattern only contains bound predicate and the ARDI lookup
results in the DrugBank as the single relevant data source. It is important to note that
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as both subject and object of the second triple pattern are unbound, no source pruning
will be performed for this triple pattern. In consideration of the third triple pattern, the
predicate rdf:type is likely to be present in all of the data sources. Thus the ARDI
lookup will likely select all data sources as relevant for this triple pattern. However since
the object (i.e., keg:Drug) of the triple pattern is bound, the data source pruning step
will be performed. A SPARQL ASK{?keggDrug rdf:type kegg:Drug} query will be
sent to all of the relevant data sources and only KEGG will be finally selected as the
single relevant data source. The execution of next two triple patterns are the same as
the second triple pattern. KEGG is the only relevant data source for the fourth triple
pattern while KEGG and ChEBI are relevant data sources for the fifth triple pattern.
PREFIX drugbank:<http://www4.wiwiss.fu−berlin.de/drugbank/resource/drugbank/>
PREFIX drug−cat:<http://www4.wiwiss.fu−berlin.de/drugbank/resource/drugcategory/>
PREFIX rdf: <http://www.w3.org/1999/02/22−rdf−syntax−ns#>
PREFIX kegg: <http://bio2rdf.org/ns/kegg#>
PREFIX bio2rdf: <http://bio2rdf.org/ns/bio2rdf#>
PREFIX purl: <http://purl.org/dc/elements/1.1/>
SELECT ∗
WHERE
{ ?drug drugbank:drugCategory drug−cat:micronutrient . //DrugBank
?drug drugbank:casRegistryNumber ?id . //DrugBank
?keggDrug rdf:type kegg:Drug . //KEGG
?keggDrug bio2rdf:xRef ?id . //KEGG
?keggDrug purl:title ?title

//KEGG, ChEBI

}

Query 8: BioFed’s SPARQL 1.0 query

6.3.2

SPARQL 1.1 Query Re-writting

BioFed converts each SPARQL 1.0 query into corresponding SPARQL 1.1 query and
executes via Jena API9 . Before going into the details of SPARQL 1.1 query re-write, the
following section introduces the notion of exclusive groups (used in SPARQL 1.1 query
re-write) in the SPARQL query.

Exclusive Groups
In normal SPARQL query (i.e. not a federated query) execution, the user sends a
complete query to the SPARQL endpoint and gets the results back from the endpoint,
i.e. the complete query is executed at SPARQL endpoint. Unlike normal SPARQL
query execution, in general the federated engine sends sub-queries to the corresponding
9

Jena API: http://jena.apache.org/documentation/query/
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SPARQL endpoints and gets the sub-queries results back which are locally integrated
by using different join techniques. The local execution of joins results in high cost, in
particular when intermediate results are large[100]. To minimise these costs, many of
the existing SPARQL federation engines [100, 141] make use of the notion of exclusive
groups which is formally defined as:
Definition 6.1. Let BGP = {t1 , . . . , tm } be a basic graph pattern10 containing a set
of triple patterns t1 , . . . , tm , D = {D1 , . . . , Dn } be the set of distinct data sources, and
Rti = {D1 , . . . , Do } ⊆ D be the set of relevant data sources for triple pattern ti . Author
defines EGD = {t1 , . . . , tp } ⊆ BGP be the exclusive groups of triple patterns for a data
source D ∈ D s.t. ∀ti ∈EGD Rti = {D}, i.e. the triple patterns whose single relevant source
is D.
The advantage of exclusive groups (size greater than 1) is that they can be combined
together (as a conjunctive query) and sent to the corresponding data source (i.e., SPARQL
endpoints) in a single sub-query, thus greatly minimising: the number of remote requests,
the number of irrelevant intermediate results; and the network traffic [100]. This is
because in many cases the intermediate results of the individual triple patterns are often
excluded (after performing join with the intermediate results of another triple pattern).
On the other hand, the triple pattern joins in the exclusive groups are directly performed
by the data source itself, thus all intermediate irrelevant results are directly filtered
without sending via network. Correctness is guaranteed as no other data source can
contribute to the group of triple patterns with further information [11].
Consider the query given in Listing. 8. The first two triple patterns form an exclusive
group, since DrugBank is the single relevant source for both of the triple patterns.
Similarly, the third and fourth triple pattern form another exclusive group for the KEGG
data source. Thus the first two triple patterns can be directly executed by DrugBank
and the next two triple patterns can be executed by KEGG.
The SPARQL 1.0 to SPARQL 1.1 query re-write makes use of the exclusive groups,
SPARQL SERVICE, and SPARQL UNION clauses as follows: (1) identify exclusive
groups from the results of the sources selection, (2) group each exclusive group into a
separate SPARQL SERVICE, and (3) write a separate SPARQL SERVICE clause for
no-exclusive group triple patterns for each of the relevant source and UNION the triple
pattern results from each relevant source by using SPARQL UNION clause.
The SPARQL 1.1 query in Listing 9 is a re-write of the SPARQL 1.0 query provided
in Listing 8. The first exclusive group of triple patterns (i.e., triple patterns 1-2) are
grouped into DrugBank SERVICE while the second exclusive group of triple patterns
10

Basic graph patterns: http://www.w3.org/TR/sparql11-query/#BasicGraphPatterns
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(i.e., triple patterns 3-4) are grouped into KEGG SERVICE. Since both KEGG and
ChEBI are the relevant data sources for the last triple pattern, a separated SPARQL
SERVICE is used for each of the data source and the results are union-ed using SPARQL
UNION clause. The final SPARQL 1.1 query is then directly executed using Jena API.
PREFIX drugbank: <http://www4.wiwiss.fu−berlin.de/drugbank/resource/drugbank/>
PREFIX drug−cat: <http://www4.wiwiss.fu−berlin.de/drugbank/resource/drugcategory/>
PREFIX rdf: <http://www.w3.org/1999/02/22−rdf−syntax−ns#>
PREFIX kegg: <http://bio2rdf.org/ns/kegg#>
PREFIX bio2rdf: <http://bio2rdf.org/ns/bio2rdf#>
PREFIX purl: <http://purl.org/dc/elements/1.1/>
SELECT ∗
WHERE
{ { SERVICE SILENT <http://drugbank.sparql.endpoint.url>
{ ?drug drugbank:drugCategory drugbank−cat:micronutrient .
?drug drugbank:casRegistryNumber ?id
}
}
{ SERVICE SILENT <http://kegg.sparql.endpoint.url>
{ ?keggDrug rdf:type kegg:Drug .
?keggDrug bio2rdf:xRef ?id .
}
}
{ SERVICE SILENT <http://kegg.sparql.endpoint.url>
{ ?keggDrug purl:title ?title }
}
UNION
{ SERVICE SILENT <http://chebi.sparql.endpoint.url>
{ ?keggDrug purl:title ?title }
}
}

Query 9: SPARQL 1.1 re-write of the query given in Listing. 8

6.4

BioFed salient features

This section explains the key features of BioFed.

6.4.1

Provenance

Understanding was needed to identify which SPARQL endpoints were responding to
queries and with how much data. The strategy was to record the start and end times
of the SPARQL results, as well as count the number of items returned. This data was
written to the standard system logging framework using the system generated query id
to identify the source query. In addition to logging the data to the standard framework a
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custom log4j Filter was created that intercepts the log messages generated by the query
[11].
To achieve this, three (3) components were developed:
1. A Jena SPARQL extension function (CounterFunction) to record start, end and
elapsed times as well as the number of triples returned for each Service endpoint.
2. A Jena QueryIterator (TracingIterator) that logs the start and end of the query as
well as reporting the results of each of the enclosed extension functions.
3. A thread name filter (ThreadNameFilter) that filters the logging entries for a
specific query.
When a query is received, it is re-written into a series of SPARQL service calls. Each
of these are wrapped in a CounterFunction. The entire query execution is wrapped in
a TracingIterator. Before execution is commenced, a logging listener is attached to the
logging framework and a ThreadNameFilter is attached to limit the collection to only
entries from the query. At the end of the query execution, the logging result is stored
in a temporary cache where the user can request it via a REST web service call. Data
is only retained for 10 minutes or until the next query was executed for the same user.
Information provided includes the total execution time, the number of triples returned
and any error indications including whether an endpoint was down.

6.4.2

Support for SPARQL Query Constructs

BioFed uses Apache Jena and thus fully supports SPARQL 1.1.

6.4.3

BioFed Web Interface

The web interface provides the ability to directly enter a SPARQL query into an input
box or to use the Standard Query Builder. The users are provided the option of viewing
the results directly or downloading the results as a file in one of six (6) formats including
Text, Comma Separated Values (CSV), Tab Separated Values (TSV), JavaScript Object
Notation (JSON), Turtle and Extensible Markup Language (XML) [11].
The default or standard query builder is a simple interface that provides a list of
topics. When one topic is selected all the attributes of that topic are listed. This set
of topics/concepts known as Query Elements (Qe), was defined in the context of Drug
Discovery and Cancer Chemoprevention [6, 7] and can be replaced by any other set of
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concepts defined in another context e.g., Protein Protein Interaction. The user selects
the attribute and enters the desired value either as a variable or as a literal. The requisite
lines are then added to the query input box. Multiple selections may be added to the
query after which it can be edited. As mentioned earlier, the current BioFed interface
supports the making of basic SPARQL queries within the context of Drug Discovery and
Cancer Chemoprevention using a defined set of Qe. It makes use of CanCo ontology11
made in the context of Cancer Chemoprevention and Drug Discovery (see section 5.1).
The concepts/ properties in CanCo are used at the interface to define queries. This does
not mean that BioFed supports only these queries but supports a full range of simple and
complex queries sent at public SPARQL endpoint, available at the time of the query and
catalogued in the ARDI. This includes queries listed in Listing 11-30. It is the interface
that currently supports query building using CanCo Ontology.
After the query is executed, the user can select to view the provenance data by clicking the
”show” link on the query status. This displays the provenance information such as which
endpoints were not available and how many triples were returned from each available
endpoint. BioFed interface can be accessed at: http://vmurq09.deri.ie:8007/ and user
guide to build simple queries can be accessed at: http://srvgal78.deri.ie/BioFed/.
Instead of formulating the query from the drop down menu at the interface, should an
expert user want to execute any other query (e.g. queries presented in Listing (11-30)),
he can run such queries as well.

6.4.4

EndpointData Graph

BioFed provides query access to the endpoint availability data via the EndpointData
graph. Once selected, SPARQL queries can retrieve the endpoint data including latency,
up or down status; whether or not the data for the endpoint has been initialised, when it
was last checked and what the endpoint URL is [11].

6.4.5

Results Completeness

There are three (3) conditions under which BioFed may not return complete results.
First there is the possibility that the ARDI is out-of-date. This is equivalent to having an
out of date index. In the case where data has been added to an endpoint that endpoint
will not be queried for those items. In the case where data is removed from an endpoint
it is possible that some data that would otherwise be returned (partial results) will not
be retrieved as all the conditions of the SPARQL query will not be met.
11

http://bioportal.bioontology.org/ontologies/CANCO
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The second condition is the case where an endpoint is recorded as being ‘Down’ but has
recently come ‘Up’. In this case, the endpoint will not be queried but will be queried
after the state change is detected.
The third condition is when the connection times out. That is, there is a network problem
where the complete results are not returned. In this case the partial results will be used.

6.4.6

No Blocking Operator

BioFed does not directly support a no-blocking operator. It does preemptive checking to
ensure that an endpoint is up. In the case where multiple endpoints contain the same
data, it picks the endpoint that responds quickest. In addition, the underlying Jena
framework has the ability to set parameters that will abort queries and return partial
results should the endpoint take too long to respond after the query is sent or between
blocks of results.

6.4.7

Duplicate Detection

BioFed uses the ARDI approach to identify and process the data sets from multiple
endpoints and prioritises data from the endpoints with lowest latency responses. Therefore,
BioFed reduces duplicates for identical specifications of data triples. Unfortunately, this
still leaves a number of problems unresolved, such as URI mismatches for seemingly
identical entities, i.e. in the case of the reshaping of URIs upon reuse of content from
public resources. Similar problems arise if separate resources do not share namespaces
but make reference to semantically identical classes or types.
BioFed does not perform duplicates detection within single data sets.
By introducing BioFed author partly addresses the third research question i.e “Identify,
for a given query, the relevant data its source and availability”. To the best of author’s
knowledge, to retrieve the important aspects associated with biological data such as
provenance is implemented for the first time in BioFed. The provenance information
covers the sources queried, the number of triples returned and the retrieval time. Apart
from that BioFed periodically keeps the record of latency associated with different
SPARQL endpoints using EndpointData graph. With this provenance information user
can select and rely on any particular source with maximum output and using latency
information can select the source that is available for maximum time.
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Results and discussion
Experimental Datasets

The experiments consist of a total of 10 Real-World Datasets. All the datasets were
collected from Life Sciences domains as BioFed is a query engine for Life Sciences. All
three Real World Datasets from Fedbench [77] were selected; namely Drugbank12 a
knowledge base containing information pertaining to drugs, their composition and their
interactions with other drugs, Chemical Entities of Biological Interest (Chebi)

13

and

Kegg Kyoto Encyclopedia of Genes and Genomes (KEGG)14 which contains further
information about chemical compounds and reactions with a focus on information relevant
for geneticists.
One sub-dataset was added from Cancer Genome Atlas15 (TCGA) presented in [153],
along with the Affymetrix16 dataset that contains the probesets used in the Affymetrix
microarrays. The subset from TCGA known as TCGA-A contains methylation and exon.
Moreover Linked TCGA-A has a large number of links to Affymetrix, which was added
to the list of selected datasets. Apart from the aforementioned selected datasets, five
other datasets were chosen that had connectivity with the existing ones that enabled
us to include real federated queries. These datasets include Sider17 - which contains
information on marketed drugs and their adverse effects, Diseasome18 - which publishes a
network of 4,300 disorders and disease genes linked by known disorder-gene associations
for exploring all known phenotype and disease gene associations, indicating the common
genetic origin of many diseases; Dailymed19 which provides information about marketed
drugs including the chemical structure of the compound, its therapeutic purpose, its
clinical pharmacology, indication and usage, warnings, precautions, contraindications,
adverse reactions and over dosage etc. ; and LinkedCT20 which publishes clinical trials
and Medicare21 .
Figure 6.2 shows the topology of all 10 datasets selected for BioFed while some other
basic statistics such as the total number of triples, the number of resources, predicates
and objects, as well as the number of classes and the number of links, can be found
in table 6.4 . It is important to note that ChEBI has no link with any other dataset.
12

http://www.drugbank.ca/
https://www.ebi.ac.uk/chebi/
14
http://www.genome.jp/kegg/
15
http://cancergenome.nih.gov/
16
http://www.affymetrix.com/
17
http://wifo5-03.informatik.uni-mannheim.de/sider/
18
http://wifo5-03.informatik.uni-mannheim.de/diseasome/
19
http://dailymed.nlm.nih.gov/dailymed/index.cfm
20
http://linkedct.org/
21
http://wifo5-03.informatik.uni-mannheim.de/medicare/
13
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Figure 6.2: Datasets connectivity- connectivity overview of some Life Science datasets
through classes/properties, used in experimental setup.

However, its predicate “title” and DrugBank’s predicate “genericName” display the same
literal values. Similarly, the Linked TCGA-A predicates “drug name” and DrugBank’s
“genericName” display the same values [11].
Table 6.4: Statistical overview of datasets involved in experiments (Hasnain et al.
[11])

Dataset
Chebi
DrugBank
Kegg
Affymetrix
Dailymed
Diseasome
Sider
Medicare
LinkedCT
Linked TCGA-A
Total

Triples
4772706
517023
1090830
44207146
162972
72445
101542
44500
9804652
35329868
96103684

Subjects
50477
19693
34260
1421763
10015
8152
2674
6825
981880
5782962
8318701

Predicates
28
119
21
105
28
19
11
6
90
383
810

Objects
772138
276142
939258
13240270
67782
27704
29410
23308
3808369
8329393
27513774

Classes
1
8
4
3
6
4
4
3
13
23
69

Struct
0.340
0.726
0.919
0.506
0.663
0.543
0.924
0.843
0.840
0.998
-

As defined by [154], the datasets used in the federated SPARQL environment should
complement each other in terms of the total number of triples, number of classes, number
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of resources, number of properties, number of objects, average properties and instances
per class, etc. Duan et al. [154] defines all these features into a single composite metric
called structuredness or cohesion. For a given dataset, the structuredness value ranges
[0,1] with 0 means less structured and 1 means high structured dataset. A federated
SPARQL query benchmark should comprise datasets of varying structuredness values
which is the case of the selected datasets (Figure 6.2, Table 6.4).

6.5.2

Queries

BioFed is able to support and federate any SPARQL query issued to those publicly
available endpoints that are catalogued in the ARDI and are available at the time of
query. The evaluation comprises a total of 20 queries for SPARQL endpoint federation
approaches. These queries are divided into two different types namely the 10 simple
queries (namely S1-S10 Listing. (11-20) and 10 complex queries C1-C10 Listing. (21-30).
Table 6.5 shows key features and statistics of these queries. Some of the simple queries
e.g., SQ2, SQ3, SQ4, SQ5 are taken from the existing benchmark Fedbench [77]. To
the best of author’s knowledge, none of the existing benchmarks can be considered for
selecting the full range of queries. Fedbench provides queries not only for Life Sciences
domain but also covers Cross Domain, SP2B and Linked Data which are not relevant for
BioFed. Atsuko et al. provides Bio Benchmark [155] but is also not relevant for BioFed
because it does not define federated queries. Hence the rest of the simple queries and 10
complex queries CQ1-CQ10 were created by the authors with the help of domain experts
[11].

Simple Queries
Simple queries (SQ) comprise the smallest number of triple patterns, which range from 2
to 8. These queries require retrieving data from 2 to 5 data sources (ref. Listing 11-20).
Moreover, these queries only use a subset of the SPARQL clauses as shown in Table 6.5.
Amongst others they do not use LIMIT, REGEX, DISTINCT and ORDER BY clauses. Finally,
the evaluation section describes that the query execution times for such queries are small
(around 2 seconds for FedX).

Complex Queries
The complex queries (CQ) Listing (21-30) were defined to address the restrictions of
simple queries with respect to the number of triple patterns that they use, as well as the
SPARQL clauses, and the small query execution times. There is no restriction on the
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Table 6.5: Comparison of the Queries in terms of Basic Graph Patterns (Hasnain et
al. [11])

#BGPs, Triple Patterns #TP, total vertices TVs, join vertices JVs, join vertices to
total vertices Ratio R and mean join vertices degree D per query.
Query
SQ1
SQ2
SQ3
SQ4
SQ5
SQ6
SQ7
SQ8
SQ9
SQ10

QueryType
Simple
Simple
Simple
Simple
Simple
Simple
Simple
Simple
Simple
Simple

#BGPs
2
1
1
1
2
1
1
1
1
1

#TP
4
7
6
5
5
3
4
3
8
8

TVs
10
15
13
11
12
7
9
7
14
17

b JVs
2
4
4
3
3
2
3
2
2
2

R
0.20
0.266
0.307
0.272
0.250
0.285
0.333
0.285
0.117
0.117

D
2.0
2.5
2.250
2.333
2.0
2.0
2.0
2.0
4.5
4.5

SPARQL Clauses
UNION
X
X
X
OPTIONAL
X
X
X
DISTINCT
DISTINCT

CQ1
CQ2
CQ3
CQ4
CQ5
CQ6
CQ7
CQ8
CQ9
CQ10

Complex
Complex
Complex
Complex
Complex
Complex
Complex
Complex
Complex
Complex

2
2
1
1
2
2
1
1
1
2

8
8
10
6
10
12
8
6
9
9

18
19
19
13
22
24
17
13
19
20

4
4
4
4
3
6
4
2
5
3

0.222
0.210
0.210
0.307
0.136
0.25
0.235
0.153
0.263
0.15

2.5
2.25
3.75
2.25
3.666
3.0
2.75
3.5
2.6
3.333

DISTINCT, OPTIONAL, FILTER
OPTIONAL, FILTER
DISTINCT, FILTER, REGEX
X
OPTIONAL
OPTIONAL
X
X
FILTER
OPTIONAL

number of triple patterns for complex queries. Moreover these were designed to use more
SPARQL clauses, including, DISTINCT, LIMIT, FILTER, REGEX and ORDER BY.

Queries Features
Gorlitz et al. [156] and Aluc et al. [157] propose different query characteristics that
should be considered in the federated benchmark queries. These include :number of
basic graph patterns (BGP22 ), number of triple patterns, number of vertices, number of
join vertices, mean join vertex degree and the use of different SPARQL clauses (e.g.,
LIMIT, OPTIONAL, ORDER BY, FILTER, DISTINCT, UNION, REGEX). A Vertex represents the
subject, predicate, or object of a triple pattern. Thus a vertex can be a URI, literal,
blank node, or a variable [157]. The number of join vertices represents the number of
vertices that are the subject, predicate or object of multiple triple patterns in a BGP. A
join vertex degree of a join vertex x ∈ BGP is the number of triple patterns in the same
BGP whose subject, predicate or object is x [11].
Consider the query given in Listing. 16, the number of BGPs is 1 the number of triple
patterns is 3, the number of vertices is 7 (i.e., ?drug, drugbank:molecularWeightAverage,
?weight, drugbank:possibleDiseaseTarget, ?disease, diseasome:name, and ?name), the
number of join vertices is 2 (i.e., ?drug, ?disease), the join vertex to total vertex ratio is
22

BGP: http://www.w3.org/TR/sparql11-query/#BasicGraphPatterns
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0.285 (i.e., 2/7), mean join vertex degree is 2.0 (i.e., both join vertices ?drug and ?disease
are used in two triple patterns, thus each has a degree of 2), and no aforementioned
SPARQL clause is used in the query. All these SPARQL queries features were considered
while selecting the queries as shown in Table 6.5. Clearly the selected queries complement
each other in all the required SPARQL features as discussed in the previous paragraph.

6.5.3

Experimental Setup

This section presents the hardware statistics that are used in result computation and
evaluation. Moreover the datasets are arranged in a fashion so that those having federated
queries resides on different systems. The system on which all the experiments were carried
out (machine running federation engines) was a 2.53 GHz i5 processor, 8GB RAM and
320GB hard disk. For the system with Java implementation, the Eclipse was used with
default settings, i.e. Java Virtual Machine (JVM) initial memory allocation pool (Xms)
size of 128.53MB and the maximum memory allocation pool (Xmx) size of 2057.30MB.
The permanents generation (MaxPermSize), which defines the memory allocated to keep
compiled class files, was also set to the default size of 21.75MB. FedX23 version 2012
was used as one of the federation engine in java. In order to reduce the network latency
a dedicated local network was used. Experiments were conducted on local copies of
Virtuoso. The most recent Virtuoso version 07.10.3207 was used for SPARQL endpoints
having specifications such as number of buffers 34,000; maximum dirty buffers 250,000,
number of server threads 20, result set maximum rows 10,000 and a maximum SPARQL
endpoint query execution time of 60 seconds. A separate physical Virtuoso server was
created for 5 datasets i.e. Sider, Medicare, Dailymed, Diseasome and LinkedCT. The
remaining 5 datasets Virtuoso instances namely, LinkedTCGA, Drugbank, Kegg, Chebi
and Affymetrix were carried out from bigrdfbench

24

The specification of the machines

hosting the Virtuoso SPARQL endpoints as used in evaluations is given in Table ‘6.6. In
order to get the maximum results, the query timeout was set to be 0’ and each query
was ran only once.

6.5.4

Performance metrics

Before listing the set of performance metrics, it is important to formally define the total
triple pattern-wise sources selected by the source selection algorithm of the SPARQL
federation engine.
23
24

http://www.fluidops.com/FedX/
https://code.google.com/p/bigrdfbench/

Chapter 6. BioFed: Federated Query Processing over LS-LOD

133

Table 6.6: Statistical overview of Hardware involved in experiments (Hasnain et al.
[11])

Endpoint Name
Chebi
LinkedTCGA
Sider
Dailymed
Medicare
LinkedCT
Diseasome
Affymetrix
Drugbank
Kegg

Operating System
Win7 Prof Serv Pack1 64 bits
Win7 Prof Serv Pack1 64 bits
Win7 Prof Serv Pack1 64 bits
Win7 Prof Serv Pack1 64 bits
Win7 Prof Serv Pack1 64 bits
Win7 Prof Serv Pack1 64 bits
Win7 Prof Serv Pack1 64 bits
Ubuntu 14.04 LTS 64 bits
Ubuntu 14.04 LTS 64 bits
Ubuntu 14.04 LTS 64 bits

CPU(GHz)
2.90, i7
2.90, i7
2.90, i7
2.26, 2 Duo
2.26, 2 Duo
2.53, i5
2.53, i5
1.80, i5
1.80, i5
2.53, i5

RAM
8GB
8GB
8GB
4GB
4GB
4GB
4GB
8GB
8GB
8GB

Hard Disk
148GB
148GB
148GB
148GB
148GB
297GB
297GB
256GB
256GB
320GB

Definition 6.2 (Total Triple Pattern-wise Sources Selected). Let Q = {t1 , . . . , tm }
be a SPARQL query containing triple patterns t1 , . . . , tm , R = {Rt1 , . . . , Rtm } be the
corresponding relevance set containing relevant data sources sets Rt1 , . . . , Rtm for triple
patterns t1 , . . . , tm , respectively. Total triple pattern-wise sources selected was define as
P
TTPWSS = ∀Rti ∈R
|Rti | be the total triple pattern-wise sources selected for query Q,
i.e., the sum of the magnitudes of relevant data sources sets over all individual triple
patterns Q.
For BioFed, the TTPWSS for the query given in Listing. 8 is 6 (i.e., 1+1+1+1+2).
Following five performance metrics were selected in the evaluation:
• Total triple pattern-wise sources selected (TTPWSS)
• Number of SPARQL ASK requests used during the source selection
• Source selection time
• Overall Query execution time
• Result set completeness
Previous works [10, 152, 158] show that these are the key metrics for the performance
evaluation of the SPARQL endpoint federation systems. For example, an over estimation
of the TTPWSS results in extra network traffic in the form of irrelevant intermediate
results, thus increasing the overall query execution time. The time consumed by the
number of SPARQL ASK requests used during the source selection and the corresponding
source selection time is directly added to the over all query execution time. Two
federation systems can only be compared to each other if they retrieve the same number
of results for a given SPARQL query. Furthermore, previous work [10] shows that
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the SPARQL endpoint federation engine can miss results due to an out-of-date index,
SPARQL endpoint restrictions, join implementation etc.
Based on the above metrics and queries as discussed in section 6.5.2, FedX [80] (the
fastest state-of-the-art federation engine [10]) was compared with BioFed and present
the results in next section.

6.5.5

Evaluation results

Efficiency of Source Selection
Source selection efficiency is defined in terms of (a) total number of triple-wise source
selected(#TP); (b) SPARQL ASK (#AR) in total which were used to obtain (a), and
(c) the source selection time (SST). Table 6.7 represents the results collected based on
these three metrics. Before going into the details, it is important to mention that FedX
makes use of the cache to store recent SPARQL ASK requests as used during the source
selection. This section presents the results for FedX(cold), i.e., when cache is completely
empty. For FedX(100%cached), the number of SPARQL ASK requests used during the
selection will be zero.
As an overall source selection evaluation, BioFed is more efficient than FedX(cold) in
terms of the number of SPARQL ASK requests consumed (1390 vs. 160) and the source
selection time (69287 ms vs. 1211 ms). While in terms of total triple pattern-wise
sources selected, both of the systems select exactly the same number of sources for all
the benchmark queries. The reason for BioFed’s source selection efficiency is the use of
the ARDI and the two step source selection, i.e., first select the relevant sources using
the ARDI and then prune the selected sources using SPARQL ASK request (ref. Section
6.3.1).
On the other hand, FedX(cold)’s complete source selection is based on SPARQL ASK
requests, i.e., sends a SPARQL ASK request to all of the data sources for all query triple
patterns. Thus for a given SPARQL query, the total number of ASK requests used by
FedX(cold) is the product of the total number of data sources and the total number
of triple patterns in the query. As SPARQL ASK requests are like SPARQL SELECT
without results, the greater the number of SPARQL ASK requests the greater the source
selection time. The reason for the exact same number of total triple pattern-wise sources
selected is that both make use of the SPARQL ASK requests when either subject or object
of the triple pattern is bound. Since BioFed’s ARDI stores all the distinct predicates
for each of the data sources, for triple patterns with only bound predicates it results in
optimal data source selection.
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Table 6.7: Comparison of the source selection in terms of number of ASK (Hasnain et
al. [11])

#AR, total triple pattern-wise sources selected #TP, source selection time SST in
msec and total number of results retrieved #R per query. (T/A = Total/Avg., where
Total is for #TP, #AR, and Avg. is for #SST)

Query
SQ1
SQ2
SQ3
SQ4
SQ5
SQ6
SQ7
SQ8
SQ9
SQ10
T/A
CQ1
CQ2
CQ3
CQ4
CQ5
CQ6
CQ7
CQ8
CQ9
CQ10
T/A
Net T/A

#AR
40
70
60
50
50
30
40
30
80
80
530
80
80
100
60
100
120
80
60
90
90
860
1390

FedX(cold)
#TP
SST
4
3374
7
3513
8
3194
7
3234
6
3289
3
3281
19
4088
2
3587
11
3218
11
3234
78
3401
9
3354
9
3242
28
3148
12
3136
16
3751
18
4675
8
3283
6
9621
9
7112
15
93852
104 135174
182
69287

#R
5146
3
393
6
1620
8120
27
0
4
7
133986
2940
4781
372
21
22888
-

#AR
0
20
10
20
0
0
0
0
10
10
70
10
10
20
0
10
10
0
20
10
0
90
160

BioFed
#TP SST
4
1061
7
386
8
280
7
6255
6
849
3
47
19
3804
2
165
11
297
11
268
78
1341
9
249
9
2238
28
1743
12
1967
16
1122
18
694
8
713
6
560
9
195
15
1345
104 1082
182 1211

#R
5146
3
403
28
1620
8120
27
0
4
134025
2940
4781
372
21
63948
-

FedX doesn’t check the source availability i.e., is source up and running but it treats all
the selected source as live, up and running and makes the federated query based on these.
Therefore it was noticed that some times the query adds some dead (unavailable) sources
and doesn’t reply. However BioFed facilitates the pre-source availability test and makes
federated query only for those sources which are up and running. Furthermore, the use
of SPARQL ASK requests was introduced combined with SSGM (Star Shaped Group
Multiple Endpoints) [158] to reduce the selected source which shortened the SPARQL
federated query.
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Table 6.8: Result set completeness and correctness (Hasnain et al. [11])

System
FedX
BioFed
6.5.5.1

SQ3 (393)
393
403

SQ4 (28)
6
28

CQ3(7)
7
-

CQ4 (133986)
133986
134025

CQ10(22888)
22888
63948

Resultset Completeness

Two systems can only be compared to each other if they produce the same results for a
given SPARQL query. It is observed that both of the systems cannot guarantee resultset
completeness. Table 6.8 shows the set of queries for which one of the systems results
in incomplete results. The values inside the bracket, e.g., SQ3(393) shows the actual
query results. There can be a number of reasons for this e.g., network condition, use of
out-of-date data index, SPARQL endpoints restrictions (e.g., maximum resultset size of
10000), incomplete source selection, and join implementation etc. for which a system
may result in incomplete results. However in this case, a dedicated local area network
was used, always up-to-date index’s and no endpoint restrictions. A possible reason for
the resultset incompleteness might be optimised execution plan generation and the join
order implementations.
Table 6.8 represents the result completeness and correctness. The values in brackets tells
the actual data size. The symbol - means either the query didn’t return the complete
results or unlimited query execution time.

6.5.5.2

Query Execution Time

Query execution time is considered to be one of the key metrics for the performance
evaluation of the federated engines. Figure 6.3 and Figure 6.4 shows a comparison of the
query execution time for simple and complex category queries respectively. As an overall
query execution time evaluation, FedX is better than BioFed in 5/8 comparable queries
(for two queries both systems result in runtime errors) in the simple queries category
and 5/7 comparable queries in complex queries category.
There are two main reasons for BioFed’s slightly poor performance in some of the queries:
(1) the source selection is not that efficient for queries containing common predicates, e.g.,
rdf:type, rdfs:label, owl:sameAs etc. which results in big a SPARQL 1.1 query
(thus take more time to be executed on top of Jena API) and (2) some extra time was
spent for collecting/maintaining provenance information (a feature not provided by FedX).
Author believes that by replacing BioFed’s source selection with more efficient join-aware
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Figure 6.3: Comparison of simple queries execution time run on FedX a BioFed

Figure 6.4: Comparison of complex queries execution time run on FedX and BioFed

source selection as in HiBISCuS [152] would greatly improve the query execution time
for queries containing more common predicates.

6.5.6

Related Work

Advances in federated query processing methods over the Web of Data have enabled the
development of federated query engines that automatically create federated queries over
multiple endpoints. Each of these projects have slightly different goals and thus make
different compromises between speed, completeness and flexibility.
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Quilitz and Leser [83] propose DARQ. It makes use of service descriptions for relevant
data source selection. The service description describes the capabilities of a SPARQL
endpoint in terms of the predicates found there. This enables DARQ to correctly route
queries to associated endpoints when the predicates in the queries are bound.
Langegger et al. in [159] propose a solution similar to DARQ using a mediator approach,
which continuously monitors the SPARQL endpoints for any dataset changes and updates
the service descriptions automatically. This solves the problem of out-of-date descriptions
but their solution substitutes a restriction that all subjects of triples must be variables
for the bound predicate requirement of DARQ.
Umbrich et al. [81, 160] propose a Qtree-based index structure that summarises the
content of data source for query execution over the Web of Data. Like other index based
solutions it suffers from the problem of out-of-date indexes and index rebuilding times.
Schwarte et al. [80] propose FedX, an index-free query federation for the Web of Data.
FedX makes use of SPARQL ASK queries to determine which endpoints contain relevant
information. Their approach gives reasonably fast data retrieval as compared to previous
techniques [161].
SPLENDID [161] makes use of Vocabulary of Interlinked Datasets (VoID) descriptions
along with SPARQL ASK queries to select the list of relevant sources for each triple
pattern. Both FedX and SPLENDID are able to handle more expressive queries compared
to previous contributions.
Other optimisation techniques have also been attempted. Li and Heflin [162] built a tree
structure that supports federated query processing over heterogeneous sources and uses a
reasoner to answer queries over the selected sources and their corresponding ontologies.
Kaoudi et al. [163] propose a federated query technique on top of distributed hash tables
(DHT). The overall goal is to minimise the query execution time and the bandwidth
consumption by reducing the cardinality of intermediate results. The DHT-based
optimiser makes use of three optimisation algorithms for best plan selection.
Ludwig and Tran [145] propose a mixed query engine that assumes some incomplete
knowledge about the sources to select and discover new sources at run time.
Acosta et al. [82] present ANAPSID, an adaptive query engine that adapts query execution
schedulers to SPARQL endpoints data availability and run-time conditions.
Avalanche [102] gathers endpoint datasets statistics and bandwidth availability on-the-fly
before the query federation. Saleem et al. [143] presented DAW, a novel duplicateaware federated query approach over the Web of Data. DAW makes use of the min-wise
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independent permutations [164] and compact data summaries to extend existing SPARQL
query federation engines in order to achieve the same query recall values while querying
fewer SPARQL endpoints. HiBISCuS [152] is an efficient hypergraph based source
selection approach for SPARQL query federation over multiple SPARQL endpoints.
Topfed [153] is a TCGA tailored federated query engine.
Vandervalk et. al [165], presented two approaches for query optimisation in a distributed
environment, requiring basic statistics regarding RDF predicates to query the remote
SPARQL endpoints. For one approach a static query plan is computed in advance of
query execution using graph algorithms for finding minimum spanning trees. Whereas in
the second approach, the planning and execution of the query are evaluated to follow an
independent query plan.
In terms of index assisted approaches, the SHARE project registry [166], creates indexes
and stores them as OWL class definitions and instances of the myGrid ontology. Similarly
OpenLifeData [167] indexed Bio2RDF using its semantically rich entity-relationships and
exposed it as SADI services registered using the SHARE registry. SHARE project stores
the set of distinct predicates for all the endpoints. The source selection is performed by
matching the predicate of the triple pattern against the set of predicates of all indexed
endpoints. All the endpoints which contain matching predicate are selected as relevant
sources for that triple pattern. Furthermore the complete source selection is indexed
based by considering triple pattern predicates. However, this can greatly overestimate
the set of relevant sources [10]. Consider the triple pattern ?keggDrug rdf:type kegg:Drug
. Since rdf:type is a very common predicate, the majority of the endpoints will probably
contain this predicate. Thus SHARE project will select majority of the endpoints as
relevant for this triple pattern.

6.5.7

Critical Discussion and Future Directions

The author believes that the proposed system can greatly help researchers in the biomedical domain to carry out their research effectively with Life Sciences Data. As the amount
and diversity of biomedical data exceeds the ability of local resources to handle its
retrieval and parsing, BioFed facilitates federation over diverse resources. BioFed is
presented as a user friendly system for federated SPARQL query processing that is based
on real biological data addressing meaningful biological queries.
BioFed provides a single point of access for Life Sciences data with other important
information e.g., provenance, due to which some queries may take longer when compared
to the other tools like FedX, whereas provenance is key for the Life Sciences domain
targeted by BioFed.
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In this chapter a web based interface is presented to easily assemble queries which
otherwise be difficult to design by biologists. It is worth noting that the current interface
provided by BioFed supports designing a basic set of SPARQL queries in the context of
Drug Discovery and Cancer Chemoprevention, using a predefined set of Query Elements
(Qe) [6, 7, 9]. Advanced and state-of-the-art query builders e.g., KnowledgeExplorer
[168] and SPARQL Assist [169] make use of the original ontologies/ vocabularies and
provide an auto-complete mechanism to write a SPARQL query. But author believes
that BioFed interface is a step towards building a basic SPARQL query that can federate
over multiple SPARQL endpoints.
BioFed uses ARDI, a part of which is a dynamically generated catalogue for all publicly
available SPARQL endpoints. In ARDI author exploits the potential of VoID descriptors
that is the state of the art approach for describing any data set and to catalogue the
classes and properties from remote SPARQL endpoints. This cataloguing approach
facilitates query federation mechanism to access data from multiple heterogeneous
biological datasources. BioFed adopts a hybrid source selection approach [10], i.e. it
makes use of both index and SPARQL ask queries. Thus BioFed sends a SPARQL ASK
query for complete triple patterns to all endpoints and only those source that contains
particular triple pattern will be selected.
Moreover BioFed covers the full range of public SPARQL endpoints in Health Care
and Life Sciences domain, including Bio2RDF. Key focus was to cover a wide range of
large-scale SPARQL endpoints and to catalogue sufficient information to achieve efficient
querying of the federated resources.
For evaluating the approach, simple as well as complex types of queries are presented
for comparing BioFed with the state-of-the-art system FedX against those queries. The
results suggest that the proposed system is superior for some cases in terms of time
taken to retrieved meaningful information. Some queries remained unanswered for both
systems. To the best of author’s knowledge, the important aspects associated with
biological data such as provenance is implemented for the first time in BioFed. In future,
the overall performance of BioFed can be improved by efficient source selection using the
join-aware TPWSS.

6.5.7.1

Availability of supporting data

An online interface to run real time queries is available at http://vmurq09.deri.ie:
8007/. Biological Datasets, Statistics and other useful information relevant for BioFed
are available at the project home page http://srvgal78.deri.ie/BioFed/.

Chapter 7

Linked Biomedical Dataspace:
Lessons Learned integrating Data
for Drug Discovery
“We can judge our progress by the courage of our questions and the depth of
our answers, our willingness to embrace what is true rather than what feels
good.”

–Carl Sagan

This chapter is based on the work presented in Hasnain et. al [9]. To facilitate “a posteriori
integration” a notion of ARDI is presented in chapter 5 that includes the cataloguing
and linking the concepts and properties from Linked Open Life Sciences and biomedical
resources with the help of query elements provided by a Semantic Model defined in the
context of Cancer Chemoprevention Drug Discovery. A few practical applications of
ARDI are also presented that includes BioFed, a query engine to federate SPARQL query
over Life Science linked open data cloud, and ReVeaLD, a Real-time Visual Explorer
and Aggregator of Linked Data. The combination of these different components and
technologies (Semantic Model, ARDI which is a combination of Cataloguing and Linking,
Query Federation and Visual Explorer/ Aggregator) constitute a dataspace, which can
be call as a Linked Biomedical Data Space. The Linked Biomedical Dataspace (LBDS)
enables the semantically-enriched representation, exposure, interconnection, querying
and browsing of biomedical data and knowledge in a standardised and homogenised way.
This chapter starts with introducing LBDS, the different components that constitute
LBDS and the way these components interact with each other. Three practical scenarios
141
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known as workflows are provided for using the proposed LBDS. This chapter also lists
the Lessons Learned and Recommendations for developing different components of LBDS
as as author believes that the gained insights will be useful for LD practitioners and
researchers working on topics similar to those covered in this thesis.
Drug Discovery entails the effective integration of data and knowledge from multiple
disparate sources, the intuitive retrieval of vital information and the active involvement
of domain scientists at all stages [170]. Biomedical data, encompassing a diverse range
of spatial (gene ⇒ organism) and temporal (cell division ⇒ human lifespan) scales,
is organised in separate datasets, with each originally published to address a specific
research problem. As a result, there are a large number of voluminous datasets available
with varying representations, models, formats and semantics. Consequently, retrieving
meaningful information for Drug Discovery-related queries, such as ‘List of molecules,
with 5 Hydrogen bond donors, Molecular Weight <400 and effective against DNA Methyltransferase targets, referenced in any publications’, becomes time-consuming and tedious
as the scientist has to manually search and assemble results from several portals.
The advent of Linked Data (LD) technologies to solve the integrative challenges has
opened exciting new avenues for scientific research in Drug Discovery [171]. These
technologies not only facilitate the integration of various voluminous and heterogeneous
data sources (i.e. experimental data, libraries, databases) but also provide an aggregated
view of the biomedical data in a machine-readable and semantically-enriched way that
enables re-use. However domain users need to traverse a steep technical learning curve
to use these technologies for addressing their research problems. Hence, the adoption of
LD technologies by the actual beneficiaries of the integrated data sources is yet to be
achieved.
An approach that facilitates the adoption of LD by the domain users was proposed
to semantically interlink knowledge and data for the design and execution of in silico
experiments in the domain of Cancer Chemoprevention Drug Discovery. A Linked
Biomedical Dataspace (LBDS) was developed that offers single-point integrated access to
multiple, diverse biomedical data sources for non-technical domain users. It also provides
a rich suite of tools to enable users to publish, access and visualise their experimental
datasets in conjunction with the LBDS. The main motivation was to enable cancer
researchers to retrieve information pertaining to their research questions. Previously
the domain experts have extensively evaluated the accuracy of the integration and the
usability of the platform for information discovery [6, 7, 35]. During the development
of the components important lessons were learned by tackling the complex challenges
associated with the complexity of biomedical data integration and discovery which could
be useful for LD practitioners.
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Figure 7.1: Architecture of the Linked Biomedical Dataspace (Hasnain et al. [9])

7.1

Linked Biomedical Dataspace

The Linked Biomedical Dataspace (LBDS) enables the semantically-enriched representation, exposure, interconnection, querying and browsing of biomedical data and knowledge
in a standardised and homogenised way. The LBDS was envisaged to comprise of four
distinct components, namely: i) Knowledge Extraction (KEC), ii) Link Creation (LCC),
iii) Query Execution (QEC), iv) Knowledge Publishing (KPC) (Fig. 7.1). A Biomedical Semantic Model is proposed as a common reference model and vocabulary for the
synchronisation of the four components. For LBDS, data is integrated from multiple
sources including experimental datasets provided by the biomedical scientists and public
repositories. Most of these components have been discussed in previous chapters and
a brief introduction in the following sections will help in understanding the way that
different components interact to make LBDS workable.

7.1.1

Biomedical Semantic Model

The role of the Biomedical Semantic Model is to unify the diverse and heterogeneous data
sources scattered across the Life Sciences Linked Open Data (LS-LOD) Cloud. When the

Chapter 7. Linked Biomedical Dataspace

144

same concept (e.g. Molecule) is referred in two sources using different terms, the Semantic
Model ensures that these terms are mapped appropriately (coreference). Furthermore,
the Semantic Model is used for the creation of new links between entities in different
data sources, the assembly of SPARQL queries and for data browsing. A specific Cancer
Chemoprevention Semantic Model (CanCO) was created for application in the cancer
domain. The methodology for the CanCO development follows a “meet-in-the-middle”
approach where the concepts emerged both in a bottom-up (i.e. analyse the domain) and
a top-down (i.e. analyze ontologies/vocabularies) fashion [6]. CanCo model has been
previously discussed in section 5.1.

7.1.2

Knowledge Extraction Component

Biomedical datasets are available in various formats such as domain-specific CSV, XML
(eXtended Markup Language) files or heterogeneous structured databases. Representation
using RDF allows standardised access and interlinking of data.

7.1.2.1

Extracting Knowledge from Dataset files

Specialised scripts were developed to transform the large datasets semi-automatically by
using mapping rules established in a simple declarative language. Any developer can
easily map the structure of batch-produced XML or CSV files to concepts and properties
derived from CanCO (Query Elements - Qe). Google RDF Refine1 is also made available
for the semantic enrichment of smaller files by domain users.

7.1.2.2

Extracting Knowledge from Relational Database

The D2RQ approach was followed to expose any relational database as a virtual RDF
graph and to make it available through a SPARQL endpoint [172]. The assignment of
tables and columns into ontology terms, as well as the translation of SPARQL to SQL
queries, is being handled via mappings expressed in the D2R language.

7.1.3

Link Creation Component

To assemble powerful queries traversing several SPARQL endpoints2 , it is first necessary
to link the underlying data sources. A ‘Cataloguer’ explores and catalogues the schema
used to represent data in more than 137 public LS-LOD SPARQL endpoints, and a ‘Linker’
1
2

http://refine.deri.ie/
http://goo.gl/ZLbLzq

Chapter 7. Linked Biomedical Dataspace

145

links the catalogued concepts and properties to CanCO [6]. The Linker creates links
using the following strategies: i) Naı̈ve Matching/Syntactic Matching/Label Matching, ii)
Named Entity Matching and iii) Manual and Domain-specific unique identifier Matching
[7]. The Cataloguing methodology has been previously discussed in section 5.3, whereas
the Linking methodology was previously discussed in section 5.4.

7.1.4

Query Execution Component

The core component of the LBDS is a federated graph query engine (BioFed), which
reasons over the previously catalogued links:
{Concept_A subClassOf Qe}, {Concept_A void:uriRegex Pattern stringPattern}
and {sparqlEndpoint void:class Concept_A}, to transform a simple query {?s a Qe}
to a SPARQL construct {{?s a Concept_A} UNION {?s a Concept_B}} and execute
the federated alternatives against the specific sparqlEndpoint. This ensures semantic
interoperability as the formulated queries use the same Semantic Model and information
retrieval is independent of the underlying schemas. An ad hoc module recursively
monitors the latency of the SPARQL endpoints to ‘smartly’ determine which endpoints
are available for querying. The methodology for developing BioFed as well as the results
and evaluation have been previously discussed in chapter 6.

7.1.5

Knowledge Publishing Component

The QEC is exposed as a SPARQL endpoint and as REST web services by the Knowledge
Publishing Component (KPC). The KPC also provides a Visual Query System - ReVeaLD
(Real-time Visual Explorer and Aggregator of Linked Data) for facilitating non-technical
biomedical users to intuitively formulate advanced SPARQL queries by interacting with
a visual concept map representation of CanCO [35]. The results are aggregated from the
LBDS and presented in a data browser with ‘Smart Icons’, which render domain-specific
visualisations using a set of Qe-based Graphic Rules, and refer to additional information
available on portals like ChemSpider [173] and PubChem [174]. The methodology for
developing ReVeaLD as well as the results and the evaluation have been previously
discussed by Maulik et. al [35] and also introduced briefly in section 5.5.2.

7.2

Workflows

The interactions with the domain experts during the development of the LBDS allowed
the author to establish a set of questions (Table 7.1) which the components should
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Table 7.1: Questionnaire
What is the scope of Linked Biomedical Dataspace (LBDS)?
What are the different types of relevant data sources integrated in the LBDS?
How would you confirm uninterrupted data availability from integrated sources?
How would you deal with bad quality Linked Data sources?
What should be the link types, granularity, format, size and structure of the catalogue?
What are the available linking and aligning strategies, approaches and tools?
How can the domain users intuitively search information from the LBDS?
How could the retrieved information be presented in a human-readable, domain-specific format?
How are the limitations of the LBDS, in terms of the availability, scalability and
interoperability across different platforms addressed?
What is the role of domain experts during the development of LBDS?
What are the possible uses of the LBDS demonstrated in real scenarios?
Should external links to Linked Data sources be locally materialized to enhance query responses?
How would the LBDS address emerging user needs?

Q1
Q2
Q3
Q4
Q5
Q6
Q7
Q8
Q9
Q10
Q11
Q12
Q13

satisfactorily address. As such, the identification of practices for addressing these is a
necessary step to enable future practitioners to conceptualise dataspaces in other domains.
Three separate workflows were segregated that present how the different components can
be used in sequence in order to solve specific research problems. An attempt was made to
address the previous questions through these workflows. The users of the LBDS fall into
two categories: a bioinformatician, a computer scientist with a biology background, who
is responsible for data management; and a biomedical researcher who has no knowledge
of computer science and uses the LBDS to query and explore the data (Q1). Workflow
7.2.1 is relevant only for the bioinformatician whereas workflows 7.2.2 and 7.2.3 involves
both users.

7.2.1

Discovering and cataloguing relevant sources from LS-LOD

LBDS enables querying multiple, heterogeneous, distributed data sources through a
single interface to address domain-specific problems. Two approaches are considered by
a bioinformatician: a priori integration, that uses the same vocabularies and ontologies,
and a posteriori integration, a methodology that defines mapping rules between different
schemas, enabling the modification of the topology of queried graphs and the integration
of data sources using alternative vocabularies. The steps taken for a posteriori integration
are :

1. There are multiple datasets in the LS-LOD describing the concept Molecule Bio2RDF KEGG <kegg#Compound>, DrugBank <drugbank:Drug>, ChEBI
<chebi#Compound> and BioPAX <biopax-level3.owl#SmallMolecule> (Q2).
2. LS-LOD SPARQL endpoints and the contained concepts and properties are catalogued. Sample instances and associated labels are also catalogued and linked
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to the corresponding concept using void:exampleResource predicate. Regular
Expressions are used to identify the source of the instance (Q5).
3. Instances are assigned to new concepts through inference by identifying and creating
a link that two concepts are similar (e.g. owl:sameAs, rdfs:subClassOf). Based
on the nature of the data, the most appropriate linking process is decided using
the aforementioned strategies (Q5,Q6).
4. SPARQL algebra rewrites the query at QEC to retrieve all Molecules.
CONSTRUCT (bgp (triple?molecule a gr:Molecule)) UNION (
SERVICE (<kegg/sparql>,<kegg/sparql>
bgp(triple ?molecule rdf:type <kegg#Compound>))
SERVICE (<chebi/sparql>,<chebi/sparql>
bgp(triple ?molecule rdf:type <chebi#Compound>)))

Query 10: SPARQL Algebra to rewrite query at QEC

7.2.2

Retrieving molecules, which interact with Estrogen receptors

Researchers and biologists sometimes want to identify molecules having a favourable binding affinity with Estrogen receptors-α and β for the prognosis of breast cancer drug therapy
[175]. PubChem is a vast public repository cataloguing the potency of small molecules
towards various biological targets, as determined by bioactivity assays (BioAssays) [174].
The central idea is to retrieve favourable agents (with Molecular Weight<300) targeting
the Estrogen receptors from the PubChem BioAssays, and provide additional biological
information of the resources (Q1). The steps taken were as follows :

1. The bioinformatician realises that the PubChem data source exposed as a SPARQL
endpoint under Bio2RDF Release 1 experiences frequent query timeouts, making it
unfeasible for integration. The datasets are downloaded through an FTP server3
in CSV and XML formats. (Q2).
2. After discussing with the domain experts, the CanCO model is incremented by
adding a new concept AssayResult, relationships {Assay hasResult AssayResult}
and {AssayResult mentionMolecule Molecule}, and
AssayResult-associated properties outcomeMeasure (EC50 , IC50 , P otency),
outcomeType (Active or Inactive) and outcomeValue. (Q10,Q13)
3

ftp://ftp.ncbi.nih.gov/pubchem
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Figure 7.2: Using ReVeaLD to retrieve and visualise information on small molecules,
identified for favourable binding activity towards Estrogen receptors (Hasnain et al. [9])

3. The PubChem datasets are transformed using KEC and the extended CanCO
model, and stored locally to ensure uninterrupted data availability. (Q3)
4. The advanced SPARQL query can be formulated by the biomedical researcher by
clicking the concepts Assay, Chemopreventive Agent (CMA) and Target using
ReVeaLD’s concept map visualisation, and setting a numerical filter (<300) on the
CMA:Molecular Weight and a text filter (∼estrogen receptor) on the Target:title
properties (Q7). Additional biological properties of the CMAs could be retrieved
by clicking the UI inputs.
5. ReVeaLD’s data browser replaces the RDF URIs with associated titles from the
extracted dictionary. Entity information and domain-specific visualisations are
accessed through ‘Smart Icons’ (Fig. 7.2) (Q8). Corrupt visualisations, due to
deprecated structure file locations or unsupported libraries, are presented as text
by default, making ReVeaLD interoperable (Q9).
6. ReVeaLD could transfer SMILES identifiers [176] of retrieved molecules to the
ChemSpider REST API4 in order to obtain information on patents and vendors;
virtual screening platforms such as LISIs [177] for in silico analysis (Q11).
4

http://www.chemspider.com/AboutServices.aspx
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Combining knowledge extracted from publications with LD

It is necessary to identify the adverse events associated with potential molecules (as
discovered in assays and clinical trials) before selecting them. There is a huge wealth
of knowledge stored in scientific publications, outlining the results of molecules tested
previously. PubMed, an online search engine, is used by biomedical researchers globally.
It comprises of citations for biomedical literature extracted from MEDLINE, Life Sciences
journals and books. Information in PubMed (publication metadata and open-access
papers) is well-structured and maintained. However the full potential of integrating this
information with non-LD and LS-LOD entities is yet to be realised (Q1). The steps
taken are :

1. The bioinformatician retrieves the XML files with regard to publication data
through PubMed Utilities (Q2). The KEC converts these files to RDF triples
by using the Qe Target, Molecule and Publication concepts, and stores them
locally to enhance query performance (Q12).
2. Databases of diseases and molecules, maintained by domain users, are identified and
exposed as RDF Virtual Graphs using D2RQ [172]. The LCC creates links between
the two aforementioned data sources. Only data sources of good granularity are
selected as potential repositories to scan for links (Q4).
3. The QEC could perform queries upon interlinked data sources as a single data
graph. The biomedical researcher can select the Publication concept in ReVeaLD
and request the SMILES information of the molecules, excluding those associated
with adverse events harmful to human subjects (Q7,Q11).

7.3

Evolution and Evaluation

As the LBDS evolved, the different components were evaluated separately. The expressivity, completeness, correctness, usability and simplicity of CanCO Semantic Model
in the context of Cancer Chemoprevention domain was evaluated using an applicationbased and a human assessment methodology [6]. The links generated by LCC were
evaluated both empirically and comparatively, as well as validated by the domain experts [7]. The usability and user experience of ReVeaLD was evaluated using the
HCI-based ‘Tracking Real-time User Experience (TRUE)’ methodology [35]. Functional
(http://goo.gl/m67o03) and non-functional (http://goo.gl/dEZuUE) requirements
were evaluated later using questionnaires.
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Table 7.2: Comparative evaluation against some popular Linked Data Platforms
Domain-specific model
Knowledge and Data Extraction
Query Federation
Data warehousing
Intuitive Querying
Domain-specific Visualisation
Linked Open Data
Commercial Data

ARDI-LBDS
3
3
3
3
3
3
3
7

OpenPHACTS
7
7
7
3
3
7
3
3

Linked2Safety
3
7
3
7
7
7
3
7

DistilBio
7
7
7
3
3
7
3
3

Linked TCGA
3
7
3
7
3
3
3
7

Health-e-Child
7
7
7
3
3
3
3
3

The results in summary were: i) CanCO fully covers the needs of the domain and
facilitates easy usage, ii) existing linking strategies could not be used for LS-LOD, and
iii) a domain-specific model improves the intuitiveness of semantic search. A preliminary
evaluation shows QEC to be the only federated query engine that ensures privacy and
supports all SPARQL features [10].
An empirical comparative evaluation was carried out with some of the popular LD
platforms, enabling Drug Discovery (Table 7.2). In most cases these initiatives are not
yet user-driven or scalable and some approaches are too generic, whereas Drug Discovery is
domain-specific [170]. OpenPHACTS [178], DistilBio and Health-e-child [179] platforms
transform and store information from multiple providers (including commercial and
private [171]) in semantic interoperable formats. Adoption by the actual users is impeded
due to their use of a comprehensive ontology instead of a domain-specific model and
they have emphasised the need for community-driven annotation and personalisation.
Linked2Safety [180] and Linked TCGA [181] are pursuing the domain-specific query
federation approach towards data integration. However, the scalability of these platforms
for integrating newer data sources is yet to be evaluated. Linked TCGA and Health-e-child
also provide domain-specific visualisations [182].

7.4

Lessons Learned

While reviewing the state-of-the-art technologies and developing the LBDS components
to address the questions (Table 7.1), numerous lessons were learnt which may be useful
for LD practitioners to develop such dataspaces in other domains.
Q1. What is the scope of Linked Biomedical Dataspace ?
The scope of the LBDS in general, and the Semantic Model in particular [183], should
be determined initially before its conceptualisation. The scope definition includes: i) the
identification of the actual beneficiaries (end-users), ii) the identification of the potential
use cases, and iii) the definition of the functional and non-functional requirements [6]. A
well-defined scope will drive the whole design and development of the LBDS and facilitate
subsequent decisions, like the selection of relevant resources i.e. models, ontologies,
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non-ontological resources, and the identification of the core Qe. The identification of the
re-usable sections and the method of integration in the Semantic Model is also important
[184].
Q2. What are the different types of relevant data sources integrated in the LBDS?
Due to the large number of data sources available dispersed across the web, it is crucial
to determine the relevance of these sources with respect to the target domain before
integration in the LBDS. The possible source types include ontologies (e.g. Gene Ontology
- GO [118]), existing datasets from LS-LOD (e.g. DrugBank, PubChem, PubMed), data
dumps, SPARQL endpoints and user-provided data (e.g. Excel files, experimental
data). A starting point of investigation could be the BioPortal [185], Bio2RDF [61] and
Neurocommons [186].
Q3. How would you confirm uninterrupted data availability from integrated sources?
The latency and functionality of public SPARQL endpoints affects the quality of the
retrieved query results and the domain users may not be able to get information from
an important data source (e.g. PubChem). Most endpoints aggregate all the SPARQL
results and push them back to the client in bulk, instead of buffering them, making
it difficult to determine if the endpoint has timed out or is still collecting the results.
Moreover, databases like ZINC [187] are very useful for structure-based virtual screening,
but are not available as SPARQL endpoints or RDF Dumps. Though data warehousing
approaches could be used, the maintenance, storage and continuous updating is ratelimiting and may necessitate manual intervention [23]. Specialised applications such as
SPARQLES could be used to recursively monitor the availability of public SPARQL
endpoints in order to determine query federation and make the data publishers conscious
[60] .
Q4. How can one manage Linked Data sources that are of bad quality?
Curated data sources in LS-LOD suffer from a lack of accuracy, incompleteness, temporal
inconsistency or coverage. Some issues were found such as: i) Different namespaces used
by the same provider, e.g. <http://bio2rdf.org/kegg_vocabulary:xGene>,
<http://bio2rdf.org/ns/biopax#pathway>, <http://bio2rdf.org/ns/ns/
bind#interactionPart>, and <http://bio2rdf.org/ns/ns/ns/pubchem#Mol
ecular_Formula>, ii) URL-encoded labels, e.g. pdb:1%2C1%2C5%2C5tetrafluoro
phosphopentylphosphonicAcidAdenylateEster, iii) non-dereferenceable URIs, e.g.
kegg_vocabulary:bpm+BURPS1710b_1815+BURPS1710b_A0336, and iv) Alpha-numeric
URIs, for which no labels were defined, e.g. so:0000436 [7]. Possible solutions include
using partial snapshots of the endpoints (not whole RDF dumps) or mechanisms to assess
the quality of LD repositories during link creation.
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Q5. What should be the link types, granularity, format, size and structure of the catalogue?
As different data catalogues exist to serve distinct purposes, one should decide how well
the chosen catalogue fulfills the requirements. When data linking is a key requirement,
it is prudent to compile a catalogue from scratch. Existing vocabularies e.g. VoID
[129], DCAT5 , Dublin Core (DC)6 , and FOAF7 can be used to describe data in the
catalogue. The selection of a vocabulary depends upon the purpose of the catalogue
and the granularity under consideration. For example the PROV Namespace8 can be
used when the user wants to record the provenance information in the catalogue. The
overall structure of the catalogue and its format is an important design factor. If Query
Transformation Rules are to be derived from the catalogue, it should be conceived to
suit considered linking approaches. Qe in the catalogue could be linked using link types
with completely different semantics (e.g. rdfs:subClassOf, owl:sameAs).
Q6. What are the available linking and aligning strategies, approaches and tools?
Linking and aligning the Semantic Model with other models and ontologies plays a
pivotal role in ensuring semantic interoperability and addressing data heterogeneity.
However alignment of ontologies is generally suited when the data has been structured
as a hierarchy which is not always the case [188]. Vocabularies such as WordNet [120],
and Unified Medical Language System (UMLS) [47] can be used to achieve automated
similarity and relatedness scores. As these vocabularies and available linking tools (e.g.
SILK and LIMES) are very generic for LS-LOD, limited success is obtained (non-specific,
unrealistic and redundant links) [7].
Instance Alignment that is identifying the same entity referenced using different URIs,
is currently very difficult to achieve at run-time and query results often contain duplicates. There is no set of common properties and unique identifiers that may be
encoded using different nomenclatures. For example Aspirin (DrugBank), also referred as
Acetylsalicylic Acid (ChEBI), is an interesting compound for in silico studies of colorectal
cancer [189]. However, there is a marked difference in their InChi and SMILES representations (smilesStringIsomeric versus smilesStringCanonical). Molecular Weights
and Formulas could not be used, as stereo-isomers though having similar values for these
attributes are drastically different from a biological perspective (e.g. D-Glucose and
L-Glucose). Approaches like [190] could be delved into deeper and tested for LS-LOD.
Q7. How can the domain users intuitively search information from the LBDS?
Semantic search applications allow the formulation of highly expressive queries but
SPARQL is the least usable modus operandi for biomedical users who may not have
5

http://www.w3.org/TR/2012/WD-vocab-dcat-20120405/
http://dublincore.org/documents/dcmi-terms/
7
http://xmlns.com/foaf/spec/
8
http://www.w3.org/ns/prov#
6
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technical knowledge of LD Technologies. Even for a skilled LD practitioner it is difficult
to assemble federated queries. An interface, which effectively lowers the barrier between
Usability (Natural ) and Expressivity (Formal ), should be developed [191]. Such an
interface evolves through 5 distinct stages: SPARQL, VQS, Single entity search, Keyword
search and Google-like NL-queries. Instead of using standard ontologies, a Semantic
Model, devised by the domain experts increases the intuitiveness as users are familiar
with the Qe [6]. Concept maps augment translation of any knowledge graph, to solve
a domain-specific problem, into a formal representation [192]. ReVeaLD allows visual
interaction through a concept map, but still shows an extreme reliance on the CanCO
Qe, e.g. compulsory selection of the Drug concept to retrieve information on Aspirin [35].
Primarily an exhaustive dictionary summarising all types of ‘biological entities’ should
be compiled using machine-learning term extraction [193] and the gap could then be
bridged further by proposed methodologies [191, 194].
Q8. How could the retrieved information be presented in a human-readable, domainspecific format?
Although RDF representations are more suitable for semantic reasoning, RDF URIs
are confusing for the biomedical researcher. Fresnel Vocabulary [195] could be used to
provide a more human-readable representation. Most biomedical data sources expose
REST APIs which provide structural information on any entity (i.e. 3D structures,
pathway maps, etc.) and native web technologies makes it relatively easy to develop and
integrate visualisation libraries. ReVeaLD searches for specific triple patterns (Graphic
Rules) to provide a domain-specific outlook e.g.
drugbank:targets/844 drugbank:pdbIdPage

<http://www.pdb.org/pdb/explore/

explore.do?structureId=1IVO> [35]. However, many entities in the LS-LOD do not
have values for the predicates rdfs:label and dc:title, or the required triple patterns
(drugbank:pdbIdPage) for the Graphic Rules.
Q9. How are the limitations of the LBDS, in terms of the availability, scalability and
interoperability across different platforms addressed?
The scalability of the LBDS is directly impacted by: i) Number of desirable SPARQL
endpoints to be queried by the QEC (current threshold is 105 endpoints); ii) The size and
complexity of the datasets to be RDFized, and limitations of the existing tools of KEC;
and iii) Visualisation of a larger number of results (>10000) and computing facets for data
navigation. A rule-based reasoning-enabled QEC for Qe-specific queries (i.e. DrugBank
and ChEBI for Molecule) may alleviate this but the processing time would differ between
the Qe that is retrieving information on Molecules. The reliance of ReVeaLD on the
configuration of the client system (graphics card, system RAM and browser version)
affects the interoperability across different platforms [35]. Some technologies, such as
WebGL, are only supported by modern browsers, necessitating backward compatibility.
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Libraries like Modernizr9 could be used to detect which browser-based features are
supported in real-time.
Q10. What is the role of domain experts during the development of LBDS?
Domain experts should be actively involved throughout all stages of the development,
especially during conceptualisation of the Semantic Model, since they would be the final
users. The existing methodologies for building ontologies and Semantic Models lack
interaction with the domain experts which results in a well-construed ontology that may
not be useful for the end-users [6]. It was found the collaborative decision-making between
the computer scientists and domain experts is essential for: i) Model development, by
identifying the scope, relevant data sources and core Qe; ii) Validation of the links
generated by LCC; iii) Prototyping of ReVeaLD [35] and iv) Evaluation of the LBDS.
However, domain experts need a stronger motivation for active participation. Their input
and feedback were obtained through brainstorming, interviews and questionnaires.
Q11. What are the possible uses of the LBDS demonstrated in real scenarios?
The main application of the LBDS would be to significantly reduce the time and
costs of current Drug Discovery techniques. The LBDS enables domain scientists to
strategically and informatively isolate ∼100 biological compounds of biological ‘relevance’
from >300,000 compounds (Workflows II, III). These compounds can be virtually screened
using in silico methods such as Protein-Ligand Docking [196] to obtain around 10 potential
compounds for in vivo analysis. LBDS could also be used for the discovery of biological
interactions (protein-protein or gene-drug interactions) by integrating ‘-omics’ datasets
with GO or PubChem.
Q12. Should external links to Linked Data sources be locally materialised to enhance
query responses?
RDF entities existing in repositories are subject to changes, data unavailability or are
badly-curated. As interfaces request data from a federated query engine, which executes
queries to remote repositories, the user experience or semantic reasoning by agents is
disrupted in such situations. A potential solution can be the partial materialisation of
RDF triples from remote resources to local repositories [197]. The query engine could
first try to resolve a query locally and if it is not possible, the query can be forwarded
to external repositories. The selection of triples to be cached, as well as the refresh
mechanisms are subject to a lot of parameters that could be solved by weighted-equations.
Q13. How would the LBDS address emerging user needs?
Even if the model seems to fully represent an area of interest (e.g. Cancer Chemoprevention) at the time of its creation, new needs might emerge in the future (e.g. new
Qe) for end-users. The LBDS has to provide a maintenance mechanism that satisfies
9

http://modernizr.com/
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these demands. An incrementation tool was integrated with ReVeaLD to enable users to
extend or merge the Semantic Model by adding new Qe. A naı̈ve versioning is enabled
for domain users to maintain and share different modifications of their extensions.

7.5

Recommendations

A set of generic recommendations were summarised that different initiatives developing
LD platforms for Drug Discovery might find useful.

1. End-users (i.e. domain experts) should be involved at all stages (from conceptualisation to evaluation) of the LBDS development.
2. Developers must use a domain-specific Semantic Model for the homogenisation of
the data sources and the integration of the LBDS components.
3. Quality and availability of the RDF data sources should be taken into consideration
when discovering datasets.
4. SPARQL endpoints must be monitored constantly for availability and interoperability, and feedback should be used to inform data publishers.
5. Caching mechanisms must be incorporated at the data sources and QEC.
6. Data publishers must ensure that the RDF URIs are HTTP dereferenceable.
7. User-driven tools for data extraction and annotation must be provided.
8. Retrieved information from the LBDS should be made more human-readable and
personalised in order to meet the needs of the domain.
9. Concept maps must be used for knowledge visualisation, to enable preliminary
users to interpret and formulate domain problems.
10. HCI-based (Human-computer interaction) evaluations of semantic web applications
must be carried out to enhance user experience and usability.

7.6

Related Work

Initiatives, notably Bio2RDF [61] and Neurocommons [186], have been carried out for
publishing biomedical resources using semantic web technologies. The Linking Open
Drug Data (LODD) task force under the W3C Health Care and Life Sciences Interest
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Group (HCLS IG) has provided best practices and recommendations for transforming and
exposing publicly available data about drugs in a LD representation [198]. Architectures
such as SQUIN [199] and FedX [80] could be configured for distributed querying across
these data sources. Some projects have applied LD technologies for integrating and
exploring biomedical data sources. OpenPHACTS [178], a pharmacological space, uses
a bottom-up data-warehousing approach. DistilBio10 was developed as a proprietary,
graph-based, visual search platform for the Life Sciences. Health-e-child [179] employs
knowledge resources and OLAP-based data normalisation tools to build multi-dimensional
semantic spaces from biomedical data collections. Linked2Safety [180], aims to accelerate
clinical practice and medical research. Finally, Linked TCGA [181] enables evidencebased personalised prognosis for cancer. However, the inherent heterogeneity and the
lack of intuitive and interactive methods to exploit the underlying data has hindered the
adoption of LD technologies.

7.6.1

Critical Discussion and Future Directions

This chapter presented the important lessons learned during the collaborative development
of a Linked Biomedical Dataspace (LBDS) for supplementing Drug Discovery. In other
words the chapter presented the lessons that were learned during the course of this
research and development during the different phases of this thesis. To keep distinct
scientific contributions (presented in this thesis) in a context, a brief overview of the
different components and the state-of-the-art technologies which could be integrated to
publish, interlink, access and visualise LD were provided. The collaborative involvement of
domain users is emphasised in all the decision-making processes of the LBDS development.
Three workflows showcased how the LBDS can be exploited by bioinformaticians and
biomedical researchers for Cancer Chemoprevention Drug Discovery. The main features
of proposed LBDS were against some of the popular LD platforms available for Drug
Discovery. The experiences and the challenges encountered have helped us outline the
important lessons and summarise generic recommendations for LD practitioners to create
such dataspaces in other domains. As a future work and possible future direction, based
on the feedback given by the domain experts in regard to the proposed approach for
ARDI, biomedical query engine (BioFed), visual query explorer (ReVeaLD) and overall
LBDS will lead to the inclusion of an auto-complete search input in ReVeaLD to allow
single entity search, and the use of SMILES identifiers for in silico analysis. SPARQL
endpoints under the Bio2RDF Release 2 were integrated later in May 2013 due to better
uptime and similarly for Release 3 in 2014. Recently (2016) Bio2RDF provide a single
SPARQL endpoint11 for accessing all the data sources. This means that all the data
10
11

http://distilbio.com/
http://bio2rdf.org/sparql (retr. 07-04-2016)
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sources previously exposed as different SPARQL endpoints, are now available through
single SPARQL interface; i.e Drugbank, Kegg and all others can be accessed through a
single URL. This seems a blessing for getting different concepts entities and properties
from a single point. But this may emerge as a challenge for most if not all of the existing
applications (like our’s) that were accessing different data sources using different URLs.
But, as discussed earlier, exposing data as a service using particular schema at certain
location is solely a publisher’s jurisdiction and there is very little role that any data user
can play.

Chapter 8

Conclusion and Discussion
“You have your way. I have my way. As for the right way, the correct way,
and the only way, it does not exist.”

–Friedrich Nietzsche

This chapter summarises the research work, highlights the core contributions and gives
general conclusions and future directions. The scope of this thesis was defined in Chapter 1
as providing the scientific foundation to addressing the issue of “a posteriori” integration,
or in other words the ability for assembling queries encompassing multiple graphs hosted
at various places. As an example, if N graphs queried together describe the entity
“Protein” using N different URIs (e.g. g:Protein vs. g1:Protein), the query to retrieve
instances of type “Protein” that are targeted by a particular drug will need to include N
SPARQL patterns to cover datasets hosted in N SPARQL endpoints: ?protein a g:Protein
; g:targetedBy ?drug. UNION ?protein a g1:Protein; g1:targetedBy ?drug. This can be
achieved either by ensuring that the multiple datasets make use of the same vocabularies
and ontologies, an approach known as “a priori integration” or, conversely, using “a
posteriori integration”, which makes use of mapping rules that change the topology
of graphs such that integrated queries become possible. To facilitate “a posteriori
integration”, in this thesis the notion of ARDI is introduced which is an approach that
catalogues and links the concepts and properties from the Life Sciences Linked Open Data
Cloud. As a case study and proof of concept, the context of Cancer Chemoprevention
and Drug Discovery is considered, though the approach presented stands relevant in
other contexts (e.g. Protein Protein Interaction etc) or in other domains as well (e.g.
Social Networking Linked Open Data, Government Linked Open Data or Linguistics
Linked Open Data).
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Author also believes that proposed approach leads to the conclusion that the “a priori”
knowledge as well as data representation exposes the domain knowledge through the
terminologies (exploiting terms and links). This “a priori” knowledge could be interpreted
as a categorisation of terms into syntax, classes or a normalisation of terms and can be
used for “a posteriori integration” through the proposed indexing mechanism.
The value in regard to the proposed approach of indexing the data sources can be used
in either way as:
• Indexing of the primary data resources to achieve federation.
• Query expansion and query adaptation to adjust the query to the specific resource.
• TTPWSS: keeping the query and the sources as they are, but doing the adaptation
of the query to the specific sources.

8.1

Summary of Contributions

This section provides a summary of the primary contributions of this thesis, as given by
Chapters 4, 5, 6 and 7.

8.1.1

Public SPARQL Endpoints Analysis

With respect to the core contributions, Chapter 4 began by defining the Self Descriptive
Queries. By self descriptive, it means the potential of any endpoint in order to express
itself based on the data stored. In other words, the user can find the information
regarding the endpoint and the data stored by simply querying the data itself. This
includes the type of data (e.g. list of classes and properties); the amount of data (e.g
statistical snapshot regarding the entities, triples, classes and properties), the structure
of data (class partitions, property partitions and nested class/property partitions); and
further classification of data (e.g. literals, blank nodes and IRIs). The scope of novel
queries defined includes: i) Dataset-level statistics, ii) Class-based statistics, iii) Propertybased statistics, iv) Nested class–property statistics; and v) Miscellaneous statistics
(beyond VoID). Thereafter a series of experiments were performed where the defined
SPARQL queries were executed against the list of SPARQL endpoints collected from
DataHub and Bio2RDF release 1-3. Results were collected that included: i) the ratio
of endpoints returning non-empty results per query, ii) the sizes of results for different
queries and iii) runtimes for different queries. Moreover, in order to collect the statistics
regarding the infrastructure used by different endpoint’s publishers a list of engines
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(Apache, Virtuoso, nginx, Jetty, Fuseki, GlassFish, 4s-httpd and lighttpd) used are also
recorded. Subsequently in order to utilise the maximum potential and based on the data
collected,SPORTAL (SPARQL portal) was proposed, a centralised catalogue indexing
descriptions of the content of individual SPARQL endpoints. The goal of SPORTAL is
to help both human and software agents find public SPARQL endpoints relevant to their
needs. The system makes minimal assumptions about how data is hosted; SPORTAL
only assumes a working SPARQL interface and thus does not require publishers hosting
endpoints to provide additional descriptions of the datasets nor to change how they host
their data.
This addresses the first research question i.e. “Discover datasets containing data on
biological entities (e.g. Proteins, Genes)”. Using SPORTAL one can dynamically discover
datasets and SPARQL endpoints that contain data regarding biological entities.

8.1.2

Autonomous Resource Discovery and Indexing

Chapter 5 describes the approach called ARDI, Autonomous Resource Discovery and
Indexing, for cataloguing and linking Life Sciences Linked Open Data Cloud for supporting
“a posteriori integration”. The methodology for developing catalogue as well as generating
links are presented. Different approaches for data linking are presented as well as results
and evaluation for data cataloguing and linking are highlighted. A Biomedical Semantic
Model (CanCo) in the context of Cancer Chemoprevention and Drug Discovery was
defined that provide the seed for defining the query elements required for the linking
process. Subsequently, different applications developed that use ARDI are introduced.
Prominent applications included i) a domain specific query engine named BioFed that
facilitates SPARQL query federation over Life Sciences Linked Open Data Cloud; and
ii) ReVeaLD (a Real-time Visual Explorer and Aggregator of Linked Data), which is
a user-centred visual analytics platform devised to increase intuitive interaction with
data from distributed sources. ReVeaLD facilitates query formulation using a Biomedical
Semantic Model (CanCo).
By introducing ARDI the second research question i.e “Retrieve information about the
same entities from multiple sources using different schemas” is addressed. Cataloguing
and linking approach can cluster similar entities represented by different schemas published at multiple sources. For example same entity “Molecule” represented using different
names and schemas (e.g. smallMolecule, molecules and Molecule) can be regarded as
one. Such entities can be retrieved from multiple sources at the cataloguing phase and
group together at the linking phase.
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BioFed: Federated Query Processing over Life Sciences Linked
Open Data

Chapter 6 discussed the BioFed- a state of the Art query engine that federates SPARQL
query over Life Science Linked Open Data Cloud. Before introducing BioFed, a finegrained evaluation of SPARQL endpoint federation systems is provides. Furthermore,
the chapter presented the results of a public survey which provides a crisp overview
of categories of SPARQL federation systems as well as their implementation details,
features, and supported SPARQL clauses. The pros and cons of state-of-the-art SPARQL
federation systems were also discussed in detail. Before introducing a new federated
query engine- the BioFed based on the ARDI approach, it was important to highlight the
functionalities and approaches presented by other query engines. This chapter introduced
distinct features/ requirements necessary to consider before designing any query engine
that facilitate SPARQL query federation to support “a posteriori integration”. These
features include i) Result completeness, ii) Policy-based query planning, iii) Support for
partial results retrieval, iv) Support for no-blocking operator/adaptive query processing,
v) Support for provenance information, vi) Query runtime estimation, vii) Duplicate
detection and viii) Top-K query processing. In the second part of Chapter 6 BioFed
is presented with i) BioFed General Architecture, ii) BioFed salient feature and iii)
Evaluation and Results based on the experimental setup designed to probe the efficiency
of the proposed approach.
By introducing BioFed, the third research question defined in chapter 1, i.e “Identify,
for a given query, the relevant data its source and availability” is partly addressed.
To the best of author’s knowledge, to retrieve the important aspects associated with
biological data such as provenance is implemented for the first time in BioFed. The
provenance information covers the sources queried, the number of triples returned and the
retrieval time. Apart from that BioFed periodically keeps the record of latency associated
with different SPARQL endpoints using EndpointData graph. With this provenance
information user can select and rely on any particular source with maximum output and
using latency information can select the source that is available for maximum time.

8.1.4

Linked Biomedical Dataspace

Chapter 7 began with introducing LBDS, the different components that constitute LBDS
and the way that these components interact with each other. Three practical scenarios
are proposed known as workflows for using proposed LBDS. This chapter also listed
the Lessons Learned and the Recommendations for developing different components of
LBDS and it is believed that the gained insights would be useful for LD practitioners
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and researchers working on the topics similar to those covered in this thesis. To facilitate
a-posteriori integration a notion of ARDI is presented in chapter 5 that includes the
cataloguing and of linking the concepts and properties from Linked Open Life Sciences
and biomedical resources with the help of query elements provided by a Semantic Model
defined in the context of Cancer Chemoprevention Drug Discovery. Some practical
applications of ARDI are also presented that includes BioFed - a query engine to federate
SPARQL query over Life Science linked open data cloud and ReVeaLD a Real-time
Visual Explorer and Aggregator of Linked Data. The combination of these different
components and technologies (Semantic Model, ARDI (Cataloguing and Linking), Query
Federation and Visual Explorer/ Aggregator) constitute a dataspace - also known as
Linked Biomedical Data Space. The Linked Biomedical Dataspace (LBDS) enables the
semantically-enriched representation, exposure, interconnection, querying and browsing
of biomedical data and knowledge in a standardised and homogenised way.

8.1.5

Critique of Hypothesis

On the basis of what is being analysed and acquired in this thesis so far, this section
provides a critical review of the central hypothesis of this thesis as originally introduced
in section 1.2: “Given heterogeneous data from a publicly available Life Sciences Linked
Open Data corpus over distributed infrastructure, the improvements to SPARQL Query
Federation for Knowledge Discovery can be demonstrated (partially), achieving a posteriori
integration of data”
Herein, Chapter 4 demonstrates the heterogeneous nature of Linked Open Data in general
and Life Sciences Linked Open Data corpus in particular, keeping in mind the matrix
of Self Descriptive potential of public SPARQL endpoints. This chapter provides a
preface for the proposed approach of ARDI, for addressing the issue of ”a posteriori
integration” presented in Chapter 5. ARDI provides the mechanism for indexing concepts
from distinct endpoints and properties connecting these concepts. Chapter 6, presents
BioFed - a query engine to facilitate SPARQL Query Federation for Knowledge Discovery
in Healthcare, Life Sciences and biomedical Domain. Next section discusses how the
presented approaches handle the three explicit requirements: (i) Indexing and linking
concepts and properties, (ii) SPARQL Query Federation, and (iii) Knowledge Discovery.

8.1.5.1

Indexing and Linking Concepts and Properties

As discussed earlier, to achieve the data integration there are two possible ways: 1) one
has to agree upon the same vocabulary or terminology in order to achieve interoperability,
also know as “a priori integration” or, conversely, through; 2) “a posteriori integration”
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where a translation map can be used in order to achieve interoperability. This thesis
focuses on the later approach and presents an approach for creating translation maps
as an intermediate step. These translation maps or mapping rules are composed of two
stages: 1) indexing and linking concepts and properties from LS-LOD and; 2) Linking
these concepts in a specific context. This combination of indexing and linking is also
know as Autonomous Resource Discovery and Indexing. For indexing (both concepts and
properties) appropriate and relevant resources (SPARQL endpoints), these resources are
analysed while considering the matrix of “Self- Description”, where a set of queries were
designed and executed against these endpoints in order to find the: 1) ratio of endpoints
returning non-empty results; 2) size of the results and; 3) response times for executing
these queries. This provides an insight for the condition of SPARQL resources provided
by LOD cloud in general and LS-LOD in particular.
The catalogued concepts and properties are linked in the context of Cancer Chemoprevention with the help of CanCo, a Biomedical Semantic Model which provides seeds
for the query elements relevant in this context. The cataloguing algorithm, presented
in section 5.3, not only encourages indexing the concepts and properties but sample
instances, Regular Expressions and Source Identifies. Recording instances provides an
overview of the type of data exposed by any particular SPARQL endpoint, whereas
Regular Expressions and Source Identifiers helps in the linking process. For evaluating the
approach and results, an evaluation of the cataloguing and linking approach is provided
that highlights the success of the proposed approaches in terms of the time taken in the
case of cataloguing and the number of results retrieved in case of linking.

8.1.5.2

SPARQL Query Federation

BioFed[11] is presented as a state-of-the-art query engine for Life Sciences Linked Open
Data Cloud. BioFed federates SPARQL queries over public SPARQL endpoints covering
Healthcare and Life Sciences domain. To the best of author’s knowledge. BioFed is the
only domain specific query engine that covers the biomedical and Life Science domain. All
of the existing SPARQL endpoint query federation systems such as FedX [80], SPLENDID
[141], Avalanche [102], ANAPSID [82], SAFE [200], QUETSAL [148], DARQ [83], DAW
[143], FedSearch [142], and LHD [140] are not domain specific. Proposed solution BioFed
query engine federates SPARQL query over Life Sciences and biomedical resources using
an efficient source selection mechanism customised for this particular domain. Before
designing and presenting a new federated query engine- the BioFed based on the ARDI
approach, it was important to shortlist the functionalities and approaches presented
by other query engines in order to highlight the features and functionalities for the
proposed query engine. The survey in section 6.1 presents the design and implementation
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details of existing federated engines where the features are compared and shortcomings of
existing implementations are highlighted. To evaluate the efficiency and performance of
BioFed two different types of queries (simple and complex) are presented where BioFed
is compared with the state-of-the-art system FedX against these queries. Results suggest
that the proposed system is superior in some cases in terms of time taken to retrieved
meaningful information. Some queries remained un-answered for both systems. To the
best of author’s knowledge, the important aspects associated with biological data such
provenance is implemented for the first time in BioFed.

8.1.5.3

Knowledge Discovery

As discussed earlier, ReVeaLD emerged as one of the practical applications of the proposed
approach (ARDI) as presented in this thesis. Present implementation of ReVeaLD follows
the soft-coding practice of software development. The collaborative methodology [6],
used to create CanCO can also be used to create other DSLs in different domains. The
DSL presented to the researcher while formulating his query is not directly embedded
into the application. Similarly the LSLOD Catalogue is loosely linked to the ReVeaLD
platform and is an essential component for the query federation process. Moreover
the semantic rule templates, which govern the query transformation to its federated
alternatives in the BioFed, have been automatically generated using the ‘a posteriori
integration’ methodology provided by Hasnain et al [7, 8]. A new data source (SPARQL
endpoint) can easily be added (through the ARDI approach), as soon as a new publicly
available biomedical/ Life Science endpoint is introduced to the LSLOD cloud. This
neither affects the overall architecture of BioFed nor of ReVeaLD. The scalability of the
BioFed has been tested against more than 130 public SPARQL endpoints at a given time
irrespective of their latency or uptime. The approaches that were followed to develop
ReVeaLD ensure that the interfaces remain available even in the event of errors. Due to
these modular features, it becomes easy to extend the ReVeaLD application to be the
knowledge discovery platform of choice in various other domains. Moreover approaches
and methodology used in ReVeaLD [35], have been evaluated, in terms of efficiency
and usability, using a survey that are targeted to the users of the system. The survey
responses showed that while, ReVeaLD was found to be very useful and convenient for
Biomedical knowledge discovery, there is still scope for improvement in terms of the
quality and quantity of the retrieved results and in the ease of query formulation. At the
same time the quality and quantity of the retrieved results depends upon data retrieved
from public SPARQL endpoints, not from the influences of users of this data.
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Future Directions

In this thesis, it is demonstrated that non-trivial Cataloguing and Linking (ARDI)
approaches are feasible to address the issue of “a posteriori integration” over large-scale
corpora of current Life Science Linked Open Data in the order of a billion triples. This
section presents some proposals for future directions arising from the work presented in
this thesis. In particular, a number of high-level areas for future works are identified
which are believe to be:
1. Of high-impact, especially with respect to Life Science Linked Open Data publishing.
2. Relevant for integrating heterogeneous Life Sciences Linked Open Data corpora.
3. Feasible for large-scale, highly-heterogeneous corpora collected from distinct sources.
4. Challenging and novel, and thus acceptable for further study in a research and
development setting.
Distinct identified areas are as follows:
1. Exploring the possibility of publishing rules within Life Science Linked
Open Data.
2. Addressing the issue of instance/entity matching in SPARQL federated environment.
3. Query runtime estimation, duplicate detection and top-K query processing for Domain Specific query engines e.g BioFed.
4. Designing and developing better evaluation frameworks for realistic and
heterogeneous Linked Open Data.

8.1.6.1

Publishing Rules within LS-LOD

Different works have been targeted to present best practices for publishing data over the
web. As an example there are various best-practices recommended to publish vocabularies
on the Web as for example presented by Miles et al.,[201]. There is some effort in the
W3C on the proposal for publishing RIF rules as RDF by Hawke [202]. Similarly there
are community proposals for describing SPARQL/SPIN rules as RDF1 . But these require
use of complex nested RDF graphs which can be unintuitive and difficult to read [13].
1

http://www.spinrdf.org/spin.html#spin-constraint-ask;retr.2011/02/16
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There is an ongoing requirement to publish rules on the Web with some existing proposals
in the area, but to the best of author’s knowledge there no significant adoption for these
proposals [13]. Moreover, due to the dynamic and highly heterogeneous nature of Life
Science and biomedical data, there is a need to work on establishing recommendations
and best practices for generating, storing and publishing data from this domain. The
Lessons Learned and Recommendations as presented in Chapter 7 can be consider small
step in this direction. But the author feels that further research within a realistic Linked
Data setting would have considerable practical impact.

8.1.6.2

Instance/Entity Matching in SPARQL Federated Environment

To the best of author’s knowledge, none of the existing SPARQL federation engines
support instance/entity matching. The current implementation of BioFed does not
support instance matching either. Due to the lack of instance-level alignment in BioFed,
i.e. identifying the same entity referenced using different URIs in different datasources
(SPARQL endpoints) retrieved query results sometimes may contain duplicates. As a
possible future work it is a plan to use the approach proposed by Nikolov et al [190]
in order to produce schema-level mappings in order to assist instance-level coreference
resolution in a SPARQL federation environment. Moreover another interesting extension
is to implement and integrate a recommendation system with Visual Query Interface
that can suggest similar/ related instances based on some generic properties (SMILES
notations, Inchi keys, etc.) which remain consistent across datasets using Fuzzy SPARQL
Queries as suggested by Aidan et al, [203].

8.1.6.3

Time Estimation, Duplicate Detection and Top-K Query Processing

Time Estimation: In some cases a query may have a longer runtime (e.g. in the order
of minutes). Time Estimation is the ability of a federation engine to approximate and
display (to the user) the overall runtime of the query execution in advance (introduced
in Section 6.1). To the best of author’s knowledge, none of the existing query engines
calculate runtime estimation for query processing. As a possible extension, BioFed can be
extended with the functionality of runtime estimation for query processing in SPARQL
federation scenarios for Life Sciences data.
Duplicate detection: Due to the decentralised architecture of Linked Data Cloud, a
sub-query might retrieve results that were already retrieved by another sub-query. For
some applications, the former sub-query can be skipped from submission (federation) as
it will only produce overlapping triples (introduced in Section 6.1).
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It is worth noticing that this duplicate detection occurs before the sub-query submission to
the SPARQL endpoints and the primary reason is to minimise the number of sub-queries
submitted by the federation engine. Data de-duplication at runtime from federated data
sources is an interesting topic that can be further investigated. In a SPARQL federation
scenario, duplicate detection is comparatively new area of research and to the best of
author’s knowledge, few initiatives have been taken in order to address this issue. Hose
et al. [204] uses sketches to estimate the overlap among data sources. Similarly Saleem
et al present an approach name DAW [143] that adopts an “index-assisted” approach,
where compact summaries of the sources are pre-computed and stored. DAW uses a
combination of min-wise independent permutations (MIPs) [205], and triple selectivity
information to estimate the overlap amongst the results retrieved from different data
sources. As a possible extension, BioFed can be extended for duplicate detection for
SPARQL federation scenarios for Life Sciences data.
Top-K query processing: Is the ability of a federation engine to rank result based
on the user’s preferences (e.g., his/her profile, his/her location, etc.) as introduced in
section 6.1.
None, to the best of author’s knowledge, have taken into account the time efficient
Top-K results retrieval which might be important for a particular use case. Similarly,
Top-K results retrieval and query personalisation based on user profile and location, are
interesting research directions with in federated SPARQL query processing. Optimisation
based on query tuning has great potential to improve state-of-the-art work. Similarly
at present, none of the existing query engines introduce Top-K query processing. As
a possible extension, BioFed can be extended with the functionality of Top-K query
processing in SPARQL federation scenarios for Life Sciences data.

8.1.6.4

Evaluation Framework for LS-LOD

Considering the present state and exponential growth of Linked Data in general and
LS-LOD in particular, the evaluation of the quality of results is still an open question.
This is due to the fact that the standards, evaluation frameworks and proven benchmarks
still need to be defined [13]. At present different synthetic evaluation frameworks and
benchmarks, such as SP2 Bench introduced by Schmidt et al., [206] and the Berlin
SPARQL Benchmark by Bizer and Schultz, [138], etc. are in use. Such frameworks
and benchmarks which were defined using independent, homogeneous, artificial and
simplistic terminology result in uniform and predictable morphology [13]. Moreover
in these frameworks and benchmarks a limited set of pre-defined queries are manually
selected based on particular criteria. Hence author believes that such benchmarks are not
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representative of the complexity for heterogeneous LS-LOD and the results achieved using
such frameworks and benchmarks (in terms of scalability, cost, performance, precision,
recall, time and quality of results, etc.) do not essentially translate into those that would
be achieved considering real world scenarios using real data.
As a future work, it is emphasised that there is a great need for more practical (Life
Sciences) Linked Data evaluation frameworks in order to test the quality of results
produced by proposed solution and systems such as ours. Such frameworks will enable
higher-quality and more relevant research for real-world Linked Data, perhaps leading
to new results or insights on current wisdom and standard approaches, or perhaps also
allowing for more convincing research into speculative and non-standard approaches.
Due to the nature of the data, the creation and maintenance of such a framework and
benchmark for LS-LOD is indeed a significant research challenge in itself. A major
challenge thereafter would be to define the various gold standards needed for different
approaches to evaluate the results.

Chapter 9

SPARQL Queries
Simple Federated SPARQL Queries
PREFIX drugbank: <http://www4.wiwiss.fu−berlin.de/drugbank/resource/drugbank/>
PREFIX dailymed: <http://www4.wiwiss.fu−berlin.de/dailymed/resource/dailymed/>
SELECT ?genericName ?indication
WHERE
{{
?dn drugbank:genericName ?genericName ;
drugbank:indication ?indication.
}
UNION
{
?dn dailymed:name ?genericName ;
dailymed:indication ?indication .
}}

Query 11: SQ1: Find all the drugs along with their indications.
PREFIX drugcategory: <http://www4.wiwiss.fu−berlin.de/drugbank/resource/drugcategory/>
PREFIX drugbank: <http://www4.wiwiss.fu−berlin.de/drugbank/resource/drugbank/>
PREFIX rdf: <http://www.w3.org/1999/02/22−rdf−syntax−ns#>
PREFIX kegg: <http://bio2rdf.org/ns/kegg#>
SELECT ?drugDesc ?cpd ?equation WHERE
{
?drug drugbank:drugCategory drugcategory:cathartics .
?drug drugbank:keggCompoundId ?cpd .
?drug drugbank:description ?drugDesc .
?enzyme kegg:xSubstrate ?cpd .
?enzyme rdf:type kegg:Enzyme .
?reaction kegg:xEnzyme ?enzyme .
?reaction kegg:equation ?equation .
}

Query 12: SQ2: Find all the drug description and chemical equations of reactions
related to drugs from category Cathartics.
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PREFIX drugbank: <http://www4.wiwiss.fu−berlin.de/drugbank/resource/drugbank/>
PREFIX rdf: <http://www.w3.org/1999/02/22−rdf−syntax−ns#>
PREFIX bio2RDF: <http://bio2rdf.org/ns/bio2rdf#>
PREFIX purl: <http://purl.org/dc/elements/1.1/>
SELECT ?drug ?keggUrl ?chebiImage
WHERE
{
?drug rdf:type drugbank:drugs .
?drug drugbank:keggCompoundId ?keggDrug .
?keggDrug bio2RDF:url ?keggUrl.
?drug drugbank:genericName ?drugBankName .
?chebiDrug purl:title ?drugBankName .
?chebiDrug bio2RDF:image ?chebiImage .
}

Query 13: SQ3: Find all drugs, together with the URL of the corresponding web-pages
as well as images if available.
PREFIX drugcategory: <http://www4.wiwiss.fu−berlin.de/drugbank/resource/drugcategory/>
PREFIX drugbank: <http://www4.wiwiss.fu−berlin.de/drugbank/resource/drugbank/>
PREFIX rdf: <http://www.w3.org/1999/02/22−rdf−syntax−ns#>
PREFIX bio2RDF: <http://bio2rdf.org/ns/bio2rdf#>
PREFIX purl: <http://purl.org/dc/elements/1.1/>
PREFIX kegg: <http://bio2RDF.org/ns/kegg#>
SELECT ?drug ?title WHERE {
?drug drugbank:drugCategory drugcategory:micronutrient .
?drug drugbank:casRegistryNumber ?id .
?keggDrug rdf:type kegg:Drug .
?keggDrug bio2RDF:xRef ?id .
?keggDrug purl:title ?title .
}

Query 14: SQ4: Find KEGG drug names of all drugs in Drugbank belonging to
category Micronutrient.
PREFIX drugbank: <http://www4.wiwiss.fu−berlin.de/drugbank/resource/drugbank/>
PREFIX bio2RDF: <http://bio2rdf.org/ns/bio2rdf#>
SELECT ?drug ?transform ?mass
WHERE
{
?drug drugbank:affectedOrganism ’Humans and other mammals’.
?drug drugbank:casRegistryNumber ?cas .
?keggDrug bio2RDF:xRef ?cas .
?keggDrug bio2RDF:mass ?mass .
OPTIONAL
{ ?drug drugbank:biotransformation ?transform }
}

Query 15: SQ5: Find all drugs and their mass that affect humans and mammals. For
those having a description of their biotransformation, also return this description.
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PREFIX drugbank: <http://www4.wiwiss.fu−berlin.de/drugbank/resource/drugbank/>
PREFIX diseasome:<http://www4.wiwiss.fu−berlin.de/diseasome/resource/diseasome/>
SELECT ?drug ?disease ?name
WHERE
{
?drug drugbank:molecularWeightAverage ?weight.
?drug drugbank:possibleDiseaseTarget ?disease.
?disease diseasome:name ?name.
}

Query 16: SQ6: Find diseases and corresponding drugs that target those diseases.
PREFIX dailymed: <http://www4.wiwiss.fu−berlin.de/dailymed/resource/dailymed/>
PREFIX sider: <http://www4.wiwiss.fu−berlin.de/sider/resource/sider/>
PREFIX rdfs: <http://www.w3.org/2000/01/rdf−schema#>
PREFIX owl: <http://www.w3.org/2002/07/owl#>
Select ?drug ?sidereffect ?label
WHERE
{
?drug dailymed:name ’Sodium Phosphates’.
?drug owl:sameAs ?drugAlt.
?drugAlt sider:sideEffect ?sidereffect.
?sidereffect rdfs:label ?label
}

Query 17: SQ7: Find Drugs and their Side Effects with Labels for the drug name
“Sodium Phosphate” in dailymed.
PREFIX diseasome:<http://www4.wiwiss.fu−berlin.de/diseasome/resource/diseasome/>
PREFIX drugbank: <http://www4.wiwiss.fu−berlin.de/drugbank/resource/drugbank/>
PREFIX rdfs: <http://www.w3.org/2000/01/rdf−schema#>
SELECT ?drug ?disease ?label
WHERE
{
?disease diseasome:name ?diseasename.
?disease drugbank:possibleDiseaseTarget ?drug.
?drug rdfs:label ?label.
}

Query 18: SQ8: Find diseases and corresponding drugs that target those diseases
along with their labels.
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PREFIX dailymed: <http://www4.wiwiss.fu−berlin.de/dailymed/resource/dailymed/>
PREFIX linkedCT: <http://data.linkedct.org/resource/linkedct/>
PREFIX rdfs: <http://www.w3.org/2000/01/rdf−schema#>
SELECT distinct ∗
WHERE
{
?intervention a linkedCT:intervention;
linkedCT:intervention name ?intervention name;
linkedCT:intervention id ?intervention id;
rdfs:seeAlso ?dailymedDrug.
?dailymedDrug dailymed:dosage ?dosage;
dailymed:description ?description;
dailymed:inactiveIngredient ?inactiveIngredient;
dailymed:possibleDiseaseTarget ?possibleDiseaseTarget .
}

Query 19: SQ9: Find Intervention names and ids for the drugs in dailymed with drug
dose, description, inactive ingredients as well as possible disease target.
PREFIX drugbank: <http://www4.wiwiss.fu−berlin.de/drugbank/resource/drugbank/>
PREFIX linkedCT: <http://data.linkedct.org/resource/linkedct/>
PREFIX rdfs: <http://www.w3.org/2000/01/rdf−schema#>
SELECT distinct ∗
WHERE
{
?intervention a linkedCT:intervention;
linkedCT:intervention name ?intervention name;
linkedCT:intervention type ?intervention type;
rdfs:seeAlso ?drugbankDrug.
?drugbankDrug drugbank:structure ?structure;
drugbank:state ?state;
drugbank:proteinBinding ?proteinBinding;
drugbank:smilesStringCanonical ?smilesStringCanonical .
}

Query 20: SQ10: Find Intervention names and types for the drugs in drugbank with
drug chemical structure, drug state, its protein binding and smiles String Canonical.
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Complex Federated SPARQL Queries
PREFIX drugbank: <http://www4.wiwiss.fu−berlin.de/drugbank/resource/drugbank/>
PREFIX drugtype: <http://www4.wiwiss.fu−berlin.de/drugbank/resource/drugtype/>
PREFIX kegg: <http://bio2rdf.org/ns/kegg#>
PREFIX purl: <http://purl.org/dc/elements/1.1/>
SELECT DISTINCT ?drug ?drugDesc ?molecularWeightAverage ?compound ?ReactionTitle ?
ChemicalEquation
WHERE
{
?drug drugbank:description ?drugDesc .
?drug drugbank:drugType drugtype:smallMolecule .
?drug drugbank:keggCompoundId ?compound.
?enzyme kegg:xSubstrate ?compound .
?Chemicalreaction kegg:xEnzyme ?enzyme .
?Chemicalreaction kegg:equation ?ChemicalEquation .
?Chemicalreaction purl:title ?ReactionTitle
OPTIONAL
{
?drug drugbank:molecularWeightAverage ?molecularWeightAverage.
FILTER (?molecularWeightAverage > 114)
}
}

Query 21: CQ1: Find the equations of chemical reactions and reaction title related
to drugs with drug description and drug type ’smallMolecule’. Show only those whose
molecular weight average larger than 114.
PREFIX drugbank: <http://www4.wiwiss.fu−berlin.de/drugbank/resource/drugbank/>
PREFIX rdf: <http://www.w3.org/1999/02/22−rdf−syntax−ns#>
PREFIX chebi: <http://bio2rdf.org/ns/chebi#>
PREFIX purl: <http://purl.org/dc/elements/1.1/>
PREFIX bio2RDF: <http://bio2rdf.org/ns/bio2rdf#>
SELECT ?drug ?keggmass ?chebiIupacName
WHERE
{
?drug rdf:type drugbank:drugs .
?drug drugbank:keggCompoundId ?keggDrug .
?keggDrug bio2RDF:mass ?keggmass .
?drug drugbank:genericName ?drugBankName .
?chebiDrug purl:title ?drugBankName .
?chebiDrug chebi:iupacName ?chebiIupacName .
OPTIONAL {
?drug drugbank:inchiIdentifier ?drugbankInchi .
?chebiDrug bio2RDF:inchi ?chebiInchi.
FILTER (?drugbankInchi = ?chebiInchi)
}
}

Query 22: CQ2: Find all the drugs with their mass and chebiIupacName optionally
the Inchi values retrieving from two sources are equal.
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PREFIX drugbank:<http://www4.wiwiss.fu−berlin.de/drugbank/resource/drugbank/>
PREFIX diseasome:<http://www4.wiwiss.fu−berlin.de/diseasome/resource/diseasome/>
PREFIX rdfs: <http://www.w3.org/2000/01/rdf−schema#>
PREFIX xsd: <http://www.w3.org/2001/XMLSchema#>
SELECT DISTINCT ∗
WHERE
{
?x1 drugs a drugbank:drugs

.

?x0 disease a diseasome:diseases;
diseasome:possibleDrug ?x1 drugs;
rdfs:label ?x2 label.
?x1 drugs rdfs:label ?x4 label ;
drugbank:chemicalFormula ?x5 chemicalFormula ;
drugbank:chemicalIupacName ?x7 chemicalIupacName ;
drugbank:predictedLogpHydrophobicity ?x8 predictedLogpHydrophobicity ;
drugbank:state ?x9 state ;
drugbank:predictedWaterSolubility ?x6 predictedWaterSolubility
Filter regex (xsd:string(?x2 label), "colon cancer", "is")
}

Query 23: CQ3: Find drugs, with molecular weight below 1000, and supplementary
information, from DrugBank, which are used to treat diseases reported in Diseasome
datasets entitled ‘Colon Cancer’
PREFIX dm: <http://www4.wiwiss.fu−berlin.de/dailymed/resource/dailymed/>
PREFIX db: <http://www4.wiwiss.fu−berlin.de/drugbank/resource/drugbank/>
PREFIX sider: <http://www4.wiwiss.fu−berlin.de/sider/resource/sider/>
PREFIX owl: <http://www.w3.org/2002/07/owl#>
SELECT ?dgcf ?sen
WHERE
{
?dg dm:activeIngredient ?dgai .
?dg dm:genericDrug ?gdg .
?dg owl:sameAs ?sa .
?sa sider:sideEffect ?se .
?se sider:sideEffectName ?sen .
?gdg db:chemicalFormula ?dgcf .
}

Query 24: CQ4:Find name of active pharmacological agents for some drugs in the
dailymed dataset. 1) the owl:sameAs links with sider, in order to get the side effects for
each drug, and 2) the links dailymed:genericDrug with drugbank to retrieves chemical
formulas of drugs.
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PREFIX medicare: <http://www4.wiwiss.fu−berlin.de/medicare/resource/medicare/>
PREFIX drugbank: <http://www4.wiwiss.fu−berlin.de/drugbank/resource/drugbank/>
PREFIX owl: <http://www.w3.org/2002/07/owl#>
SELECT ∗
WHERE
{
?medicareDrug a medicare:drugs;
medicare:drugType ?drugType;
owl:sameAs ?drugbankDrug.
?drugbankDrug drugbank:dpdDrugIdNumber ?drugNumber;
drugbank:inchiIdentifier ?inchiIdentifier;
drugbank:inchiKey ?inchiIkey.
OPTIONAL
{
?drugbankDrug drugbank:foodInteraction ?foodInteraction;
drugbank:biotransformation ?biotransformation;
drugbank:drugCategory ?drugCategory;
drugbank:dosageForm ?dosageForm.
}
}

Query 25: CQ5: Find Drug Information including drug type, drug number, inchi
identifier and inchi key
PREFIX medicare: <http://www4.wiwiss.fu−berlin.de/medicare/resource/medicare/>
PREFIX drugbank: <http://www4.wiwiss.fu−berlin.de/drugbank/resource/drugbank/>
PREFIX bio2RDF: <http://bio2rdf.org/ns/bio2rdf#>
PREFIX owl: <http://www.w3.org/2002/07/owl#>
SELECT ∗
WHERE
{
?medicareDrug a medicare:drugs;
medicare:drugType ?drugType;
owl:sameAs ?drugbankDrug.
?drugbankDrug drugbank:description ?description;
drugbank:chemicalFormula ?chemicalFormula;
drugbank:keggCompoundId ?keggCompoundId.
?keggCompoundId bio2RDF:mass ?keggmass .
OPTIONAL
{
?drugbankDrug drugbank:brandName ?brandName;
drugbank:chemicalIupacName ?chemicalIupacName;
drugbank:genericName ?genericName;
drugbank:brandName ?brandName;
drugbank:creationDate ?creationDate;
}
}

Query 26: CQ6: Find Drug Information including drug type, drug description, chemical
formula and molecular mass.
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PREFIX tcga: <http://tcga.deri.ie/schema/>
PREFIX kegg: <http://bio2rdf.org/ns/kegg#>
PREFIX drugbank: <http://www4.wiwiss.fu−berlin.de/drugbank/resource/drugbank/>
PREFIX purl: <http://purl.org/dc/terms/>
SELECT ∗
WHERE
{
?uri tcga:bcr patient barcode ?patient .
?patient tcga:gender ?gender.
?patient tcga:bcr drug barcode ?drugbcr.
?drugbcr tcga:drug name ?drugName.
?drgBnkDrg drugbank:genericName ?drugName.
?drgBnkDrg drugbank:indication ?indication.
?drgBnkDrg drugbank:chemicalFormula ?formula.
?drgBnkDrg drugbank:keggCompoundId ?compound .
}

Query 27: CQ7: Get clinical information about TCGA patient along with drug
information
PREFIX tcga: <http://tcga.deri.ie/schema/>
PREFIX rdf: <http://www.w3.org/1999/02/22−rdf−syntax−ns#>
PREFIX affymetrix: <http://bio2rdf.org/affymetrix vocabulary:>
SELECT ∗
WHERE
{
?s affymetrix:x−symbol <http://bio2rdf.org/symbol:CNTNAP2>.
?s affymetrix:x−geneid ?geneId.
?geneId rdf:type tcga:expression gene lookup.
?geneId tcga:chromosome ?lookupChromosome.
?geneId tcga:start ?start.
?geneId tcga:stop ?stop.
}

Query 28: CQ8: Get the methylation values for CNTNAP2 gene of all the cancer
patients.
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PREFIX tcga: <http://tcga.deri.ie/schema/>
PREFIX rdf: <http://www.w3.org/1999/02/22−rdf−syntax−ns#>
PREFIX xsd: <http://www.w3.org/2001/XMLSchema#>
PREFIX affymetrix: <http://bio2rdf.org/affymetrix vocabulary:>
SELECT

∗

WHERE
{
?s affymetrix:x−symbol <http://bio2rdf.org/symbol:KRAS>.
?s affymetrix:x−geneid ?geneId.
?geneId tcga:chromosome ?lookupChromosome.
?uri tcga:bcr patient barcode ?patient .
?patient tcga:result ?recordNo .
?recordNo tcga:chromosome

?chromosome.

?recordNo tcga:start ?start.
?recordNo tcga:stop ?stop.
?recordNo tcga:scaled estimate ?geneExpVal
FILTER (str(?lookupChromosome)= str(?chromosome))
}

Query 29: CQ9: For all cancer patients, get the genomic locations and corresponding
gene expression values for chromosome associated with KRAS gene.
PREFIX dailymed: <http://www4.wiwiss.fu−berlin.de/dailymed/resource/dailymed/>
PREFIX foaf: <http://xmlns.com/foaf/0.1/>
PREFIX owl: <http://www.w3.org/2002/07/owl#>
SELECT ∗
WHERE
{
?medicareDrug foaf:name ?name;
owl:sameAs ?dailymedDrug.
?dailymedDrug dailymed:dosage ?dosage;
dailymed:activeIngredient ?activeIngredient;
dailymed:inactiveIngredient ?inactiveIngredient;
dailymed:possibleDiseaseTarget ?possibleDiseaseTarget .
OPTIONAL
{
?dailymedDrug dailymed:representedOrganization ?representedOrganization;
dailymed:routeOfAdministration ?routeOfAdministrationt;
dailymed:genericMedicine ?genericMedicine.
}
}

Query 30: CQ10: Find Drug Information including drug name, drug dosage, its active
ingredient, its in active ingredient and possible disease target.
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Abbreviations
List of abbreviations used
• National University of Ireland (NUIG)
• Pakistan Institute of Engineering and Applied Science (PIEAS)
• Design Science Research Process (DSRP)
• Design Science (DS)
• Semantic Web Search Engine (SWSE)
• Semantic Web Education and Outreach (SWEO)
• World Wide Web Consortium (W3C)
• Open World Assumption (OWA)
• National Centre for Biotechnology Information (NCBI)
• National Centre for Biomedical Ontology (NCBO)
• Alfa Institute of Biomedical Sciences (AIBS)
• National Library of Medicine (NLM)
• National Institutes of Health (NIH)
• European Telecommunications Standards Institute (ETSI)
• European Interoperability Framework (EIF)
• Unique Name Assumption (UNA)
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• Linked Data
• Linked Open Data (LOD)
• Life Sciences Linked Open Data (LS-LOD)
• Linked Biomedical Dataspace (LBDS)
• Health Care and Life Sciences Knowledgebase (HCLS Kb)
• Universal Resource Identifiers (URI)
• Query Engine (QE)
• Query Elements (Qe)
• Cancer Chemoprevention semantic model (CanCO)
• Chemopreventive Agent (CMA)
• Domain Specific Query Engine (DSQE)
• Autonomous Resource Discovery and Indexing (ARDI)
• Real-time Visual Explorer and Aggregator of Linked Data (ReVeaLD)
• min-wise independent permutations (MIPs)
• Triple Patterns (TP)
• Total Vertices (TV)
• Basic Graph Pattern (BGP)
• triple pattern-wise source selection (TPWSS)
• Vocabulary of Interlinked Datasets (VoID)
• Friend of a Friend (FOAF)
• Data Catalogue Vocabulary (DCAT)
• Dublin Core (DC)
• SPARQL Protocol and RDF Query Language (SPARQL)
• Relational Database Management System (DBMS)
• Web Ontology Language (OWL)
• Comma Separated Values (CSV)
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• Resource Description Framework (RDF)
• Gleaning Resource Descriptions from Dialects of Languages (GRDDL)
• Relational Database to RDF (RDB2RDF)
• Relational Database to RDF Mapping Language (R2RML)
• Tab Separated Values (TSV)
• JavaScript Object Notation (JSON)
• Extensible Markup Language (XML)
• Linking Open Drug Data (LODD)
• Advancing Clinico-Genomic Trials on Cancer (ACGT)
• Biological Pathway Exchange (BioPAX)
• Experimental Factor Ontology (EFO)
• Gene Ontology (GO)
• Medical Subject Headings (MeSH)
• Microarray Gene Expression Data Ontology (MGED)
• National Cancer Institute (NCI)
• Ontology for Biomedical Investigations (OBI)
• Unified Medical Language System (UMLS)
• Basic Formal Ontology (BFO)
• OBO Relation Ontology (RO)
• Open Provenance Model (OPM)
• National Drug Code Directory (NDC)
• Saccharomyces Genome Database (SGD)
• Kyoto Encyclopedia of Genes and Genomes (KEGG)
• Chemical Entities of Biological Interest (ChEBI)
• RxNorm concept unique identifier (RXCUI)
• LinkedLifeData (LLD)
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• Semantic Web Dog Food (SWDF)
• Join Vertices (JV)
• Central Processing Unit (CPU)
• Random-Access Memory (RAM)
• User Interface (UI)
• Domain Specific Language (DSL)
• Intermediate Language (IML)
• Visual query systems (VQSs)
• Gene Interaction Network simulation suite (GINSIM)
• Visual Query Engine for RDF (VIQUEN)
• Simple Sloppy Semantic Database (S3DB)
• Autonomous Graphical User Interface Assembly (AGUIA)
• Unique Product Identifier (UPI)
• Knowledge Extraction (KEC)
• Link Creation Component (LCC)
• Query Execution Component (QEC)
• Knowledge Publishing Component (KPC)
• IUPAC International Chemical Identifier (InChi)
• Simplified Molecular-Input Line-Entry System (SMILES)
• Human-Computer Interaction (HCI)
• TOXicology Data NETwork (TOXNET)
• Aggregated Computational Toxicology Resource (ACToR)
• Cancer Gene Expression Database (CGED)
• Gene Expression Omnibus (GEO)
• Nuclear Magnetic Resonance (NMR)
• Universal Protein Resource (UniProt)
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• Protein Data Bank (PDB)
• Chemical Compounds Database (Chembase)
• Distributed Structure-Searchable Toxicity (DSSTox)
• Minimum Information About a Microarray Experiment (MIAME)
• Minimum Information about a high-throughput SeQuencing Experiment (MINSEQE)
• International Nucleotide Sequence Database Collaboration (INSDC)
• Ultra-violet-Visible Spectroscopy (UV/Vis)
• Colon Chemoprevention Agents Database (CCAD)
• aberrant crypt foci (ACF)
• Tissue plasminogen activator (TPA)
• Protein Information Resource (PIR)
• Protein Research Foundation (PRF)
• Star Shaped Group Multiple Endpoints (SSGM)
• Maximum Memory Allocation pool (Xmx)
• Initial Memory Allocation pool (Xms)
• Model Organism Databases (MODs)
• Life Science Registry (LSR)
• International Journal on Semantic Web and Information Systems (IJSWIS)
• Semantic Web Journal (SWJ)
• Joint International Semantic Technology Conference (JIST)
• Knowledge Engineering and Knowledge Management (EKAW)
• Ontology Engineering in a Data-driven World (OEDW)
• Journal of Biomedical Informatics (JBMI)
• Journal of Biomedical Semantics (JBMS)
• International Semantic Web Conference (ISWC)
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“If we wait for the moment when everything, absolutely everything is ready,
we shall never begin”

–Ivan Turgenev
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[101] Ziya Akar, Tayfun Gökmen Halaç, Erdem Eser Ekinci, and Oguz Dikenelli. Querying
the Web of Interlinked Datasets using VOID Descriptions. In LDOW, 2012.
[102] C Basca and A Bernstein. Avalanche: putting the spirit of the web back into
semantic web querying. In Proceedings Of The 6th International Workshop On Scalable Semantic Web Knowledge Base Systems (SSWS2010), pages 64–79, November
2010.
[103] Johannes Lorey.
istics.

Identifying and determining SPARQL endpoint character-

IJWIS, 10(3):226–244, 2014.

URL http://dx.doi.org/10.1108/

IJWIS-03-2014-0007.
[104] Muntazir Mehdi, Aftab Iqbal, Aidan Hogan, Ali Hasnain, Yasar Khan, Stefan
Decker, and Ratnesh Sahay. Discovering domain-specific public SPARQL endpoints:
a life-sciences use-case. In 18th International Database Engineering & Applications
Symposium (IDEAS), pages 39–45, 2014.
[105] Richard Cyganiak, Holger Stenzhorn, Renaud Delbru, Stefan Decker, and Giovanni
Tummarello. Semantic Sitemaps: Efficient and Flexible Access to Datasets on the
Semantic Web. In ESWC, pages 690–704, 2008.
[106] Michalis Mountantonakis, Carlo Allocca, Pavlos Fafalios, Nikos Minadakis, Yannis
Marketakis, Christina Lantzaki, and Yannis Tzitzikas. Extending void for expressing
connectivity metrics of a semantic warehouse. In International Workshop on Dataset
PROFIling & fEderated Search for Linked Data (PROFILES), 2014.
[107] Tope Omitola, Landong Zuo, Christopher Gutteridge, Ian Millard, Hugh Glaser,
Nicholas Gibbins, and Nigel Shadbolt. Tracing the provenance of linked data using
voiD. In International Conference on Web Intelligence, Mining and Semantics
(WIMS), page 17, 2011.

Bibliography

194
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[157] Günes Aluç, Olaf Hartig, M Tamer Ozsu, and Khuzaima Daudjee. Diversified
stress testing of rdf data management systems. In International Semantic Web
Conference, pages 197–212, 2014.
[158] Gabriela Montoya, Maria-Esther Vidal, Oscar Corcho, Edna Ruckhaus, and Carlos
Buil-Aranda. Benchmarking federated sparql query engines: are existing testbeds
enough? In International Semantic Web Conference, pages 313–324. Springer,
2012.
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