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Abstract 
 

Creating machines with the ability to reason, perceive, learn and make decisions based 

on a human like intelligence has been an interest of artificial intelligence researchers for 

decades, with the long term goal of developing a general intelligence capable of solving 

problems just like humans. Affective computing is the area of these studies which 

focusses on the design and development of intelligent devices which can perceive, 

process and synthesize human emotion. Humans can interpret emotion in a number of 

different ways, for example processing spoken utterances, non-verbal cues, facial 

expressions and also written communication. Changes in our nervous system indirectly 

alter spoken utterances which makes it possible for people to perceive how others feel 

by listening to them speak. These changes can also be interpreted by machines through 

the extraction of speech features. The field of Speech Emotion Recognition (SER) takes 

advantage of this capability and has subsequently offered many approaches to recognize 

affect in spoken utterances. Our research focusses on this problem of recognizing affect 

in spoken utterances and offers a contribution to state of the art systems, which not only 

can increase accuracy in predictions made but can also improve the reliability or 

confidence in predictions made. 

 

The majority of state of the art SER systems employ complex statistical algorithms to 

model the relationship between acoustic parameters extracted from spoken language. 

This model can then be used to classify new instances of emotionally expressive speech. 

There are other SER systems which use the content of spoken utterances i.e. what is 

being said, along with acoustic parameters to make a more informed prediction. Our 

work highlights how state of the art SER systems do not employ state of the art text 

analysis techniques and therefore are limiting their prediction ability. This thesis 

therefore presents a classification system which exploits best practices from both the 

acoustic and text processing domains, to create an SER system which exhibits more 

accurate and confident predictions than state of the art systems to date. 

 

 

 



Declaration 

 

ii 

 

Declaration 

 

This thesis is presented in partial fulfilment of the requirements for a PhD.  

It is entirely my own work and has not been submitted to any other University or higher 

education institution, or for any other academic award in this University. Where use has 

been made of the work of other people it has been fully acknowledged and fully 

referenced. 

 

Signed:   ______________________  Date:   ______________________ 



Acknowledgements 

 

iii 

 

Acknowledgements 
 

Firstly I would like to express the sincerest of thanks to my research supervisor Dr. Sam 

Redfern for his invaluable guidance, constant support, inspiring discussions, critical 

feedback, advice and mostly his incredible patience over the course of this research 

endeavour. His constant urge for me to delve deeper into problems led me to the 

interesting slants and originality this thesis presents. I could not have asked for any 

more. 

 

I would also like to thank my Graduate Research Committee members Dr. Mike Madden 

and Dr. Colm O Riordan for their feedback throughout and for ensuring the planned 

completion of this project. I am grateful to them both for being always willing to meet 

and discuss approaches to challenging technical problems. I am also extremely grateful 

to the staff of the Information Technology discipline both administrative and technical 

- to Tina Earls and Mary Hardiman for their constant support and open doors. I would 

also like to acknowledge the support of Joe O Connell and Peter O' Kane for their 

constant technical support over my five years of study.  

 

Gratitude goes to the College of Engineering for offering the funding to undertake this 

study and also to Dr. Jim Duggan & Dr. Mike Madden for granting me the invaluable 

opportunity of lecturing over my course of study. To my colleagues and friends in the 

IT discipline and elsewhere on campus - I thank you for the laughs and informal 

technical discussion. 

 

To my three brothers and close friends – I thank you all for the support, laughter and for 

making this journey an enjoyable one. Last but foremost, I wish to thank my parents. I 

cannot thank you enough for the sacrifices you have made, the encouragement you 

always give and for the constant support you always provide, not only for the five years 

of this study, but for the last twenty eight.  

 

 

 

 



Table of Contents 

 

iv 

 

Table of Contents 

 

ABSTRACT ......................................................................................................................................... i 

DECLARATION .................................................................................................................................. ii 

ACKNOWLEDGEMENTS .................................................................................................................... iii 

LIST OF FIGURES ............................................................................................................................. vii 

LIST OF TABLES ................................................................................................................................ ix 

LIST OF EQUATIONS ......................................................................................................................... x 

SECTION I  - INTRODUCTION 

1  INTRODUCTION ............................................................................................................................ 2 

1.1 OVERVIEW .............................................................................................................................. 2 

1.2 MOTIVATION & PROBLEM STATEMENT ......................................................................................... 4 

1.3 RESEARCH QUESTIONS ............................................................................................................... 5 

1.4 RESEARCH AIMS & OBJECTIVES ................................................................................................... 6 

1.5 SOLUTION APPROACH................................................................................................................ 7 

1.6 THESIS STRUCTURE ................................................................................................................... 8 

1.7 PUBLICATIONS ......................................................................................................................... 9 

1.8 SUMMARY OF KEY CONTRIBUTIONS ............................................................................................ 11 

2  GLOSSARY .................................................................................................................................. 12 

2.1 GENERAL .............................................................................................................................. 12 

2.2 ALGORITHMS ......................................................................................................................... 12 

2.3 TECHNIQUES .......................................................................................................................... 14 

2.4 EVALUATION METRICS ............................................................................................................. 15 

SECTION II  - LITERATURE REVIEW  

3  HUMAN COMMUNICATION AND EMOTION ................................................................................ 17 

3.1 INTRODUCTION ...................................................................................................................... 17 

3.2 COMMUNICATION THEORY ....................................................................................................... 17 

3.3 EMOTION THEORY .................................................................................................................. 31 

3.4 CONCLUSION ......................................................................................................................... 36 

  



Table of Contents 

 

v 

 

4  SPEECH EMOTION RECOGNITION TECHNIQUES ........................................................................... 37 

4.1 INTRODUCTION ...................................................................................................................... 37 

4.2 EMOTIONAL PROSODY ............................................................................................................. 37 

4.3 SPEECH EMOTION RECOGNITION ............................................................................................... 40 

5  TEXT CLASSIFICATION TECHNIQUES ............................................................................................ 60 

5.1 INTRODUCTION ...................................................................................................................... 60 

5.2 SENTIMENT VS. EMOTION ........................................................................................................ 60 

5.3 STATISTICAL BASED APPROACHES .............................................................................................. 61 

5.4 LEXICON BASED APPROACHES ................................................................................................... 73 

5.5 HYBRID APPROACHES .............................................................................................................. 77 

6  HYBRID TEXT & AUDIO APPROACHES .......................................................................................... 79 

6.1 INTRODUCTION ...................................................................................................................... 79 

6.2 FUSION TECHNIQUES ............................................................................................................... 79 

6.3 CLASSIFICATION APPROACHES ................................................................................................... 80 

7  CLASSIFICATION CONFIDENCE ..................................................................................................... 83 

7.1 INTRODUCTION ...................................................................................................................... 83 

7.2 OVERVIEW ............................................................................................................................ 84 

7.3 CONFIDENCE IN SPEECH EMOTION RECOGNITION .......................................................................... 87 

7.4 CONCLUSION ......................................................................................................................... 89 

SECTION III  - METHODOLOGY  

8  METHODOLOGY ......................................................................................................................... 91 

8.1 INTRODUCTION ...................................................................................................................... 91 

8.2 PRIMARY OBJECTIVES & METHODOLOGICAL REQUIREMENTS .......................................................... 91 

8.3 RESEARCH METHODOLOGY ....................................................................................................... 93 

8.4 OVERVIEW OF PROPOSAL ....................................................................................................... 106 

8.5 CONCLUSIONS ...................................................................................................................... 111 

SECTION IV  - PRIMARY RESEARCH  

9   EXPERIMENT PREPARATION .................................................................................................... 114 

9.1 INTRODUCTION .................................................................................................................... 114 

9.2 DATASETS USED IN THIS STUDY ............................................................................................... 114 

9.3 TOOLS USED ........................................................................................................................ 119 

9.4 AUDIO PREPARATION & PRE-PROCESSING ................................................................................. 129 

9.5 TEXT PREPARATION & PRE-PROCESSING ................................................................................... 133 

  



Table of Contents 

 

vi 

 

9.6 RULE-BASED TEXT CLASSIFIER ................................................................................................. 135 

9.7 EXPERIMENT ARCHITECTURE ASSEMBLY .................................................................................... 136 

9.8 CONCLUSION ....................................................................................................................... 145 

10  EXPERIMENTS AND RESULTS ................................................................................................... 146 

10.1 EXPERIMENT ONE – THREE CLASSIFIERS WITH LINEAR FUSION ....................................................... 147 

10.2 EXPERIMENT TWO - SEVEN CLASSIFIERS WITH LINEAR FUSION ....................................................... 150 

10.3 CONFIDENCE THRESHOLD DECISION PROCESS............................................................................. 153 

10.4 EXPERIMENT THREE - SEVEN CLASSIFIERS WITH STACKED GENERALIZATION ...................................... 154 

10.5 EXPERIMENT FOUR - EXCLUSION OF HYBRID CLASSIFIER ............................................................... 157 

10.6 EXPERIMENT FIVE – SEVEN CLASSIFIERS WITH STACKED GENERALIZATION (EVALUATION DATASET) ...... 160 

10.7 EXPERIMENT SIX - EXCLUSION OF HYBRID CLASSIFIER (EVALUATION DATASET) ................................. 163 

10.8 FORMAL VERIFICATION OF HYPOTHESES .................................................................................... 166 

10.9 EXPERIMENT CONCLUSIONS .................................................................................................... 169 

11  DISCUSSION  OF RESULTS ........................................................................................................ 170 

11.1 INTRODUCTION .................................................................................................................... 170 

11.2 COMPARATIVE ANALYSIS OF FUSION APPROACHES ...................................................................... 170 

11.3 OBSERVED RELATIONSHIP BETWEEN ACCURACY AND CONFIDENCE ................................................. 184 

11.4 SINGLE NUMBER METRIC FOR CONFIDENCE OF INDIVIDUAL INSTANCES ........................................... 187 

11.5 COMPARISON TO PREVIOUS WORK .......................................................................................... 188 

11.6 CONCLUSIONS ...................................................................................................................... 193 

SECTION V  - CONCLUSIONS & FUTURE WORK  

12  CONCLUSIONS & FUTURE WORK ............................................................................................. 195 

12.1 INTRODUCTION .................................................................................................................... 195 

12.2 OVERVIEW OF RESEARCH ....................................................................................................... 196 

12.3 CONTRIBUTIONS OF THIS RESEARCH ......................................................................................... 197 

12.4 RESEARCH SUMMARY & IMPLICATIONS ..................................................................................... 200 

12.5 FUTURE RESEARCH DIRECTIONS ............................................................................................... 201 

13  BIBLIOGRAPHY ....................................................................................................................... 207 

14  APPENDICES ........................................................................................................................... 235 

 
 



List of Figures 

 

vii 

 

List of Figures 
 

FIGURE 1  MODEL OF THE COMMUNICATION PROCESS (SHANNON, 1948) ............................................................. 18 

FIGURE 2  BERLOW’S MODEL OF THE COMMUNICATION PROCESS (BERLOW, 1960) ................................................. 21 

FIGURE 3  SCHRAMM’S MODEL OF THE COMMUNICATION PROCESS (SCHRAMM, 1954) ........................................... 22 

FIGURE 4  PLUTCHNIK’S THREE-DIMENSIONAL CIRCUMPLEX OF EMOTION CONCEPTS (PLUTCHIK, 1980) ........................ 33 

FIGURE 5  EMOTIONAL STATE VS. PITCH, LOUDNESS & TEMPO (SCHERER, 1986) .................................................... 40 

FIGURE 6  LLDS EXTRACTED AS ACOUSTIC PARAMETERS ....................................................................................... 47 

FIGURE 7  FUNCTIONALS APPLIED TO THE LLDS ................................................................................................... 47 

FIGURE 8  HIERARCHICAL CLASSIFICATION USING A TREE OF SVMS (ROZGIC ET AL., 2012) ........................................... 80 

FIGURE 9  AVERAGE NUN INDEX ILLUSTRATION (DELANY ET AL., 2005) ................................................................. 86 

FIGURE 10  SIMILARITY RATIO ILLUSTRATION (DELANY ET AL., 2005) ..................................................................... 86 

FIGURE 11  SIMILARITY RATIO WITHIN K ILLUSTRATION (DELANY ET AL., 2005)........................................................ 87 

FIGURE 12  FLOW DIAGRAM ILLUSTRATING OUR RESEARCH STRATEGY ..................................................................... 94 

FIGURE 13  FLOW DIAGRAM OF THE GENERIC STAGES OF TRAINING AND TESTING IN SER ALGORITHMS ......................... 97 

FIGURE 14  FLOW DIAGRAM OF THE GENERIC STAGES OF STATISTICAL TEXT CLASSIFICATION SYSTEMS .......................... 101 

FIGURE 15  SYSTEM ARCHITECTURE DIAGRAM OF OUR ORIGINAL TEST BED ............................................................. 109 

FIGURE 16  SYSTEM ARCHITECTURE DIAGRAM OF OUR MODIFIED TEST BED ............................................................ 110 

FIGURE 17  FINAL SYSTEM ARCHITECTURE DIAGRAM WITH A MODIFIED FUSION APPROACH USING A META-CLASSIFIER .... 111 

FIGURE 18  THE X/Y ARRANGEMENT OF THE STEREO ZOOM RECORDING DEVICE ...................................................... 116 

FIGURE 19  SAMPLE ARFF FILE ..................................................................................................................... 120 

FIGURE 20  SAMPLE EXTRACTION USING OPENSMILE THROUGH SHELL SCRIPT ....................................................... 122 

FIGURE 21  BATCH SCRIPT TO PERFORM ITERATIVE FEATURE EXTRACTION ON MULTIPLE AUDIO FILES ........................... 123 

FIGURE 22  SHELL SCRIPT TO PERFORM LIVE EXTRACTIONS WITHIN THE JAVA PROGRAMMING ENVIRONMENT ............... 123 

FIGURE 23  SCRIPT TO CALCULATE THE NEAREST UNLIKE NEIGHBOUR INDEX METRIC ............................................... 125 

FIGURE 24  SCRIPT TO CALCULATE THE SIMILARITY RATIO METRIC ........................................................................ 127 

FIGURE 25  SCRIPT TO CALCULATE THE SIMILARITY RATIO WITHIN K METRIC .......................................................... 128 

FIGURE 26  ILLUSTRATION OF 10 FOLD CROSS VALIDATION ................................................................................ 132 

FIGURE 27  OVERALL TECHNICAL ARCHITECTURE OF OUR SER TEST BED ................................................................. 138 

FIGURE 28  USING THE WEKA API TO PRODUCE A DISTRIBUTION FOR A TEST INSTANCE ............................................ 139 

FIGURE 29  CLASSIFICATION AND NORMALIZATION OF THE RULE-BASED CLASSIFIER OUTPUT ...................................... 139 

FIGURE 30  PROBABILITIES FOR EACH CLASS FOR EACH OF OUR SEVEN CLASSIFIERS ................................................... 140 

FIGURE 31  FUSING CLASSIFIER PREDICTIONS THEIR MODE ................................................................................. 141 

FIGURE 32 NESTED MEAN FUSION ILLUSTRATION .............................................................................................. 143 

FIGURE 33  DEFINITION OF THRESHOLDS FOR ASSIGNING CONFIDENCE .................................................................. 153 

FIGURE 34  ACCURACY FOR ALL FUSION APPROACHES WITH AND WITHOUT HYBRID TEXT CLASSIFICATION ..................... 179 

  



List of Figures 

 

viii 

 

FIGURE 35  BLUNDERS FOR ALL FUSION APPROACHES WITH AND WITHOUT HYBRID TEXT CLASSIFICATION ..................... 180 

FIGURE 36  RELATIONSHIP BETWEEN ACCURACY AND CONFIDENCE WITHOUT HYBRID TEXT CLASSIFICATION .................. 185 

FIGURE 37  RELATIONSHIP BETWEEN ACCURACY AND CONFIDENCE WITH HYBRID TEXT CLASSIFICATION ........................ 185 

FIGURE 38  COMPARISON OF A HYBRID APPROACH TO TEXT ONLY APPROACHES ON THE ISEAR DATASET ....................... 189 

FIGURE 39  COMPARISON OF THE LATEST HYBRID APPROACHES ON THE ENTERFACE DATASET ..................................... 191 

 

 



List of Tables 

 

ix 

 

List of Tables 

 

Table 1  Sample words and keyword weightings for each class (Ma et al., 2005) .................................. 74 

Table 2 Distribution of 1200 instances extracted from the ISEAR dataset ............................................ 116 

Table 3  Distribution of 1257 instances in the ENTERFACE dataset ...................................................... 118 

Table 4  Experiment outcome of fusing distributions of 3 classifiers .................................................... 148 

Table 5  Emotions with similar variants ................................................................................................. 148 

Table 6  Emotions mistaken entirely ..................................................................................................... 149 

Table 7  Experiment outcome of fusing distributions of 7 classifiers .................................................... 151 

Table 8  Experiment outcome of using a KNN meta-classifier for accuracy and confidence ................ 155 

Table 9  Experiment outcome of using a KNN meta-classifier excluding hybrid classifier .................... 159 

Table 10  Experiment outcome of using a 7 classifier ensemble on our evaluation dataset ................ 161 

Table 11  Experiment outcome of using a 7 classifier ensemble on our evaluation dataset ................ 164 

Table 12  Population 1 with Hybrid Classifier ........................................................................................ 167 

Table 13  Population 2 without Hybrid Classifier .................................................................................. 168 

Table 14  Populations 1 and 2 for testing null hypothesis 2 (HO2) ......................................................... 168 

Table 15  Performance of confidence tagging for ISEAR (top) & ENTERFACE (bottom) ........................ 186 

 

 



List of Equations 

 

x 

 

List of Equations 

 

Equation 1  Formula for normalization by standardization ..................................................................... 50 

Equation 2  Formula for normalization by minimum and maximum ...................................................... 51 

Equation 3  Bag of words Representation of a document ....................................................................... 61 

Equation 4  TF Calculation ....................................................................................................................... 62 

Equation 5  IDF Calculation ...................................................................................................................... 63 

Equation 6  TF-IDF Calculation ................................................................................................................. 63 

Equation 7  MI Calculation ...................................................................................................................... 66 

Equation 8  Using χ2 to calculate term goodness.................................................................................... 67 

Equation 9  Average NUN Index calculation .......................................................................................... 105 

Equation 10 Similarity Ratio calculation ................................................................................................ 105 

Equation 11  Similarity Ratio Within K calculation ................................................................................ 105 

Equation 12  Similarity Score as calculated using Euclidian distance (Segaran, 2007) .......................... 127 

Equation 13  Mean of Probabilities ....................................................................................................... 143 

Equation 14  Bayes Rule ........................................................................................................................ 144 

Equation 15  Chi-Square Calculation (Plackett, 1983) ........................................................................... 166 

Equation 16  Normalization of confidence metrics for new single number metric .............................. 188 



 

 

 

 

 

SECTION I 

INTRODUCTION 

 



Introduction 

2 

 

1 Introduction 

1.1 Overview 

Human beings have the innate capability for expressing emotion in a number of different 

ways ranging from verbal, nonverbal and written communications. Verbal 

communication encompasses all aspects of sharing information using speech. In verbal 

communication between individuals enunciation, tone, stress and words used all play a 

vital role in conveying meaning and how information is perceived. This communication 

can either take place in person or through media like telephone, radio and television. 

Nonverbal communication encompass those elements of communication which 

compliment verbal messages like body language, facial expressions, gesture, clothing 

and general demeanour. Finally written communication covers all aspects of textual 

communication from e-mails, text messages, blogs and handwritten communication. 

 

Verbal messages are abundant with indicators of a speaker’s affective state. Picard 

(1995) outlines how children possess the ability to comprehend a speaker’s affective 

state even before they have the ability to speak themselves or even understand language. 

This comes with innate emotional intelligence that human beings possess i.e. the ability 

to comprehend and convey emotion or affect. It is this notion of emotional intelligence 

that drives Affective Computing endeavours to develop computer systems which 

replicate that capability - ultimately providing systems with much more user friendly 

interactions and understandings of user experience. 

 

The Turing test is the universally known test of artificially intelligent agents, whereby 

an agent will pass the test if it is indistinguishable from a human being when conversing 

via text communication. Hook (1932) provides the basis for this problem outlining how 

emotions can be perceived by text alone. Picard (1995) outlines how this test could not 

be passed if the agent were not capable of perceiving and expressing emotion. Sentiment 

analysis and affect recognition both take part of the broader area of Affective Computing 

which aims to enable machines and computer devices to recognize and also express 

emotion. The last decade has seen an explosion of interest in these areas due to the 
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increased availability of affective material online and also increasingly intelligent 

machine learning algorithms to comprehend this multitude of data. 

 

Research in affect recognition from both the verbal and written perspective is constantly 

justified by the number of commercial applications of its results. Applications areas of 

this research include market research to identify trends and to forecast market 

movements. Also, the Obama administration famously used sentiment analysis to gauge 

public reaction to new policy announcements in the run up to the 2008 American 

presidential election. Commercial applications of affect recognition in speech can be 

seen in call centre monitoring where angry callers are prioritized, security and 

surveillance applications such as speaker verification and lie detection, intelligent 

automotive systems, psychiatric diagnosis and also entertainment applications. As 

applications of intelligent computing are becoming more and more sophisticated and a 

part of everyday life, it is important that we can interact with them in a natural way in 

the same way we interact with humans. 

 

This PhD thesis encompasses a number of research domains i.e. cognitive science, the 

psychology of emotion, verbal communication and linguistics, audio classification, text 

classification and also artificial intelligence applications. The primary aim of this 

research is to successfully design and develop a more complete prototype emotion 

classification system which classifies short utterances of emotionally salient speech. 

This research also provides the first study of confidence in multi class Speech Emotion 

Recognition (SER) while outlining the benefits of such a study along with providing 

some real world use cases for such a classification system. The scope of this thesis does 

not include the Automatic Speech Recognition (ASR) element of fully deployed SER 

systems, rather the scope and contribution of this thesis encompasses the decision logic 

employed in the classification components of SER systems. This approach is taken by 

a large majority of the SER research community. 
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1.2 Motivation & Problem Statement 

 

Through examination of the problem of emotional speech classification, it is evident 

from the academic discourse that the definition of the term hybrid classifier has varied 

meaning. In the field of text processing a hybrid classifier refers to an approach which 

encompasses keyword spotting with some form of weighting, heuristic rules and also a 

statistical classification element. In the speech processing field however, it is evident 

that a hybrid classifier refers to an approach which encompasses statistical audio 

processing and any element of text classification at all. This thesis argues that in order 

for a classifier which utilizes both audio and text data in its decision logic to be deemed 

a complete hybrid, it should employ state of the art techniques from both domains. 

 

What multimodal speech classification systems overlook to date is that structural 

analysis of text input through use of heuristic rules can improve the quality of 

classification more than merely spotting keywords and forming feature vectors for 

presentation to statistical classifiers. Almost all classification approaches claiming to be 

hybrids in speech systems either completely omit keyword spotting and heuristic rules 

and contain simply an audio and text statistical classification component. Those that 

include a keyword spotting element omit the application of sentence level rules and for 

this reason these systems cannot be classed as rule-based approaches. Most even lack 

basic natural language processing techniques such as negation. Furthermore emotional 

intensifying words and colloquialisms are also ignored in most state of the art 

approaches.  

 

The practice of extracting confidence measures from SER systems has also drawn little 

attention from the speech community. Although classifiers have continually been 

improved with regard to the accurate output of decisions on class membership, one thing 

that they do not provide is an accurate estimate of how confident they are in those 

decisions. This is evident in the speech processing community as there is a significant 

research gap pertaining to the study of confidence in such systems. Through our 

examination of key literature in the field we argue that this is the case for the majority 

of work in the area focuses on the optimization of feature sets and complex algorithms 

to improve prediction accuracies. 
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Furthermore there is a considerable lack of research which experiments with 

classification architectures and provides an analysis of those which produce high 

classification confidence. There is therefore a need for new research to address the 

aforementioned gaps and to produce a speech classification approach which employs 

the combined techniques of keyword spotting, keyword weighting, heuristic rules, 

incorporation of common abbreviations and colloquialisms, and finally the utilization 

of statistical processing. In doing so, such research would redefine hybrid speech 

classifiers to a more complete definition. 

 

1.3 Research Questions  

 

1. Can a more complete definition of hybrid SER systems which employs the 

combined techniques of keyword spotting/weighting and weight adjusting 

heuristic rules to complement conventional statistical text and audio processing, 

inform the design of a classifier which exhibits improved performance in 

classifying emotion? 

 

2. Can this architecture be modified to enhance classification confidence and which 

specific implementations produce high confidence classifications? 
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1.4 Research Aims & Objectives 

  

1. Revisit the definition of hybrid classification in the field of SER by designing 

and developing a classification system which introduces a definition aligning 

with how the term is understood in the text processing community. This system 

should classify audio data using the combined techniques of keyword spotting 

and weighting, heuristic rules to adjust weights, statistical text processing and 

finally statistical audio processing. Experimentation should then be carried out 

on this system to assess the efficacy of the approach compared to existing state 

of the art solutions. 

 

2. Revisit the assumptions of efficacy in modern speech classification systems 

which are focussed primarily on optimizing classification accuracy. Take the 

unique shift of focussing on optimizing for classification confidence by 

modifying the classification system and carrying out experimentation to reveal 

an efficient architecture for producing confident classifications. 
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1.5 Solution Approach  

 

In this thesis we present the design and implementation of a new ensemble consisting 

of several different learning algorithms to address the research aims and objectives 

outlined above. In order to achieve this, an extensive review of key literature is carried 

out. This literature review begins with a review of literature on the psychology of 

emotion and communication theory in order to provide a high level insight into where 

this thesis contributes. The key relevant research in both speech classification and text 

classification is then documented along with the machine learning techniques used to 

perform such classifications. This approach provides the reader with a detailed technical 

understanding of current state of the art approaches and also highlights a research gap 

upon which to focus this research following an assessment of the study area. 

 

Based on this understanding a testbed is then developed to satisfy the requirements of 

our objectives set out to achieve. Using this testbed relevant tests are then designed to 

evaluate the hybrid classification system. Tests are also designed which incorporated 

classification confidence into outputs and various architectures are experimented with 

to optimize our architecture for both high classification accuracy and high classification 

confidence. For evaluation purposes our tests are rerun again on an unseen dataset 

widely used in the field of speech classification. Finally novel applications and methods 

of implementation are discussed in our future work section along with suggestions for 

others wishing to continue this research. 
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1.6 Thesis Structure 

 

This thesis consists of five sections and twelve chapters. The first section consists of 

two chapters, the first providing an introduction to this research and the second 

providing a glossary of terms used in the literature review. The first chapter sets the 

context of this thesis and introduces the primary research questions and aims which this 

work intends to accomplish. The second section contains five chapters of literature 

review which put our research in perspective by providing the reader with a foundation 

in all aspects of SER from the psychology of emotion, to state of the art techniques and 

also classification approaches. The review also introduces the notion of classification 

confidence and discusses previous research in this area in the context of emotion 

classification. 

 

The third section of this thesis contains one chapter which discusses the research 

methodology and materials used to complete this project. The motivations behind the 

software design are outlined here along with a detailed overview of the classification 

architecture to be developed and also a description of how the test bed architecture. 

Section four encompasses all the primary research undertaken and is split into three 

chapters. The first of these discusses the experiment preparation that took place and 

technical details on how the testbeds were assembled. The second of these outlines the 

individual experiments and the results themselves while the final chapter this section 

provides a discussion of these results. The final section of this thesis, consists of the 

final chapter which contains some closing remarks and the main conclusions drawn 

from this research endeavour. It also discusses some efficient methods of 

implementation and suggests future directions for this and related research. 
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1.8 Summary of Key Contributions 

 

1. This thesis provides a more complete definition of hybrid classification in the 

field of SER by producing a classification approach which incorporates state of 

the art components in both fields and splitting text data into a two stream 

problem. 

 

2. This work also revisits the assumptions of efficacy in modern speech 

classification systems by focussing on classification confidence optimization. 

We also note how this optimized architecture can be useful as a tool for spotting 

blunderous classifications i.e. predictions which are entirely dissimilar to their 

correct labels. 
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2 Glossary 

2.1 General 

 

Speech Emotion Recognition (SER) 

Refers to the process of classifying spoken language into emotion categories. This can 

be achieved by acoustic analysis alone or by the combination of acoustic and linguistic 

analysis 

 

Confidence 

Refers to the reliability of predictions made in SER systems 

 

2.2 Algorithms 

 

Bayesian Network (BN) 

A popular model used in classification problems based on Bayes Theorem. It represents 

the conditional dependencies between features through probabilities in a directed graph. 

 

Decision Tree (DT) 

A simplistic classifier which makes observations on data and maps these observations 

to decisions on class ownership. It functions by constantly querying a test instance to 

gain more information about which class it may belong through a combination of if-then 

rules. 

 

Neural Network (NN) & Deep Neural Network (DNN) 

A NN also known as an Artificial Neural Network (ANN) is an algorithm which is 

modelled on the functioning of neurons in the human central nervous system. It consists 

of a number of interconnected neurons which work together to mathematically 

approximate output. NNs typically have an input layer, a hidden layer and an output 

layer. Backpropagation is a common method of training neural networks, which 

attributes blame for errors to specific nodes and then optimizes the network according 

to blame values. 
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A DNN is a complex Neural Network which consists of many more hidden layers than 

an ANN. Each of these layers are trained individually to learn different levels of 

representation in order to make sense of input data.  

 

Gaussian Mixture Models (GMM) 

A type of probabilistic mixture model which assumes all points in a feature space are 

generated from a number of Gaussian distributions. The mixture model is learned from 

training data and then a test instance is classified by the class label of the Gaussian 

distribution which is the most likely. 

 

Hidden Markov Models (HMM) 

A classification approach used to model patterns in sequential or temporal data. These 

models assume that a future state can be determined by examining the states that lead to 

the current state. 

 

K-Nearest Neighbour (k-NN) 

A non-parametric lazy learning algorithm which classifies test instances based on 

computed distances measures to labelled training instances. These distances reveal a set 

of nearest neighbours which are used to vote on the predicted class.  

 

Linear Discriminant Analysis (LDA) 

A common feature reduction technique but is also used as a linear classifier. It functions 

by constructing a linear combination of input features which offers the best class 

discrimination i.e. separability. 

 

Maximum Entropy (ME) 

This is a probabilistic classifier which does not assume conditional independence of 

features. 

 

Naïve Bayes (NB) 

A variation of Bayesian classification whereby the features are naïvely assumed to be 

conditionally independent. 
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Support Vector Machine (SVM) 

An algorithm which analyses a feature space and attempts to construct a hyperplane to 

separate data points belonging to different classes. It operates by mapping the data onto 

a higher dimensional space using a kernel function and defining the hyperplane there. 

Although SVMs are inherently binary classifiers they can be modified for multiclass 

problems by using pairwise classification, which tackles the problem as a series of 

binary problems. 

 

Winnow Update Rule (WUR) 

The WUR is another linear classification algorithm which works well with high 

dimensional data. Similar to a SVM it calculates a hyperplane which best separates the 

data. 

 

2.3 Techniques 

 

Ensemble Learning 

An ensemble is a common machine learning technique whereby a number of algorithms 

are employed in order to obtain a better predictive performance than a single classifier. 

Common types of ensembles are bagging, boosting and stacking. 

 

Bagging 

This is short for bootstrap aggregation which refers to the ensemble method of having a 

number of classifiers vote with equal weight. 

 

Boosting 

This is the ensemble method which incrementally optimizes a prediction model based 

on the instances that it has difficulty predicting. 

 

Stacking 

Stacking or stacked generalization is another ensemble method whereby a meta-

classifier is employed to combine the predictions of a number of weaker base classifiers. 
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2.4 Evaluation Metrics 

 

Accuracy 

Refers to the percentage of correct predictions across an entire test dataset. 

 

Area under Curve (AUC) 

This is a common model evaluation metric which refers to the area under the Receiver 

Operating Characteristic (ROC) curve. This curve is a plot of a classifier’s true positive 

rate against its false positive rate at various threshold settings. An AUC of 1 represents 

a perfect classifier. Although the ROC curve was originally meant to illustrate binary 

classifier performance, it can be modified to illustrate multiclass classifiers. 

 

Precision 

Refers to the proportion of instances that belong to a class to the number of instances 

that were classified as that class.   

 

Recall 

Refers to the proportion of instances classified as a given class to the total instances 

belonging to the class 
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3 Human Communication and Emotion 

3.1 Introduction 

In any research endeavour it is important to initially acquire an in depth understanding 

of all relevant literature in the field in question and also the current state of the art 

approaches to solve the problem under examination. In the case of this research project 

as we are dealing with the task of emotion recognition in informal speech we deem it 

necessary to firstly gain a good understanding of communication theory i.e. the different 

types of communication and where speech fits into the overall concept of 

communication. We then take a look at the relevant emotion theory in order to establish 

appropriate emotions to study for this project, which would be the most universally 

recognizable. Once we have studied this literature it is then necessary to provide a 

review of the current state of the art approaches in solving the problem at hand and also 

a technical review of common machine learning techniques used. To begin, this chapter 

provides a review of the relevant communication and emotion theory. 

 

3.2 Communication Theory  

 

The term communication can be defined as the process of transmitting, conveying or 

exchanging meaningful information. This information can be exchanged between 

individuals, animals or technologies through a common system of symbols, signs, 

behaviour or data. Foulger (2004) describes communication as the process by which 

people or other intelligent communicators construct representations of meaning such 

that other people can interpret those representations. The reader can extract two 

important elements of communication from the above definition, namely meaning and 

interpretation. Communication can also be described as the process by which 

individuals interpret intended meaning, so without a meaning to interpret, and without 

the accurate interpretation of that meaning – the communication lacks integrity.  
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For communication to occur, a sender, a message and a receiver are required. A medium 

or an area of communicative commonality to host message transmission is also a 

necessity. The recipient of a message need not be aware of the sender’s intent to 

communicate at the particular time the message is being sent. This allows for 

communication to occur over vast distances and times, both synchronously and 

asynchronously. The process of communicating a message is deemed complete once the 

receiver has received, processed and understood the sender’s message. Should the 

message be misunderstood or not understood at all, the communication would have 

failed and appropriate steps to resend the message would need to be taken. There are a 

variety of verbal and nonverbal means of communicating with people. These include 

body language, eye contact, sign language, paralanguage, haptic communication, and 

also various types of media (pictures, video, graphics, writing and sound) (Foulger, 

2004). 

 

3.2.1 Process of Communication 

 

 

 

 

 

 

 

 

 

 

 

Figure 1  Model of the Communication Process (Shannon, 1948)  
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Figure 1 above outlines Shannon’s (1948) schematic portrayal of the process of 

communication model. Here Shannon includes the five essential components that 

comprise the general communication process. These are as follows: 

 

 An information source which will produce a message or sequence of messages 

to be communicated to the receiving party.  

 

 A transmitter which will operate on the message in order to produce a signal 

suitable for transmission over the communication channel. In face to face 

conversation the person speaking acts as the transmitter. 

 

 A channel which is the medium used to transmit the signal from transmitter to 

receiver. This channel could have multiple forms depending on the context of 

the communication i.e. wireless, phone lines, fibre optic or simply face to face. 

 

 A receiver which generally performs the inverse operation carried out by the 

transmitter, reconstructing the message from the signal. However this does not 

occur in face to face communication where the receiver/destination is generally 

the person being spoken to. 

 

 The destination is the person or system for whom/which the message is intended. 

 

Shannon’s model provides us with more than just a simple model of human to human 

communication. Human to human communication could be described in a much simpler 

model consisting of a message to send, a sender and receiver capable of feedback. Due 

to its general nature the model as outlined by Shannon still holds relevant and applicable 

to modern day communication systems (over 60 years thereafter).  One element of the 

model not outlined above is the inclusion of noise in the process. In the transmission 

and receiving of signals in any system noise is almost always certain and steps must be 

taken to limit its effect on the message being communicated. Although this may not be 

perceived to be true in human to human communication there are various types of noise, 

some of which can affect the seamless flow of information between individuals. 
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3.2.2 Noise in Communication 

 

The goal of communication is to achieve understanding. It may be commonly 

misunderstood that noise is be only associated with technical communication. In fact, 

anything that acts as a barrier to communication or interferes with it can be regarded as 

noise. Such barriers to communication can have a strong influence on effective 

communication and can influence the interpretation of conversations by other people. 

While often overlooked, communication noise can have a profound impact both on our 

perception of interactions with others and on our opinion of our own communication 

proficiency. Types of communication noise can include psychological noise, physical 

noise, physiological and semantic noise. All these forms of noise can either slightly or 

greatly influence communications with others (Rothwell 2004). 

 

Psychological barriers to communication can be a combination of social, cultural and 

ethnic constraints. These can be due to preconceived notions or outlooks that people can 

bring to conversations. Examples include racial stereotypes, reputations, biases, 

assumptions or even simply unwillingness to communicate. Such notions brought to 

conversations about what people may say, can easily cause the listener to be blinded to 

the original message. Rothwell (2004) also explains how psychological noise can be 

impossible to be liberated from, and that one must strive to recognize that it can occur 

and to take such distractions into account while conversing with others. He outlines 

physical barriers which can include any external stimulus that distracts us from 

receiving the intended message sent by a communicator. These distractions can take the 

form of others talking over the communicator, background music, background noises 

and acknowledgment of individuals outside of the conversation. The final type of barrier 

is related to semantics. This noise is brought about when the sender or encoder of a 

message experiences difficulties in transmitting the message which could cause a 

receiver to misunderstand. Such difficulties could include grammatical issues, technical 

language issues or difficulties in forming perfect words (Rothwell 2004). 
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The above outlines Shannon’s model of communication. Although this model portrays 

the technical concept of information flow very well, it is not analogous to human 

communication and can only be regarded as an approximation of the process of 

information flow in human to human interactions. Mortensen (1972) describes 

Shannon’s model as being too formal and lacking in its address of content to be 

communicated: 

 

“Shannon and Weaver were concerned only with technical problems associated with 

the selection and arrangement of discrete units of information – in short with purely 

formal matters, not content. Hence, their mathematical model does not apply to the 

semantic or pragmatic dimensions of language.” 

 

Mortensen also critiques Shannon and Weavers Model as being relatively static and 

linear. This proves to be a shortcoming in terms of describing the process of human 

communication for the notion of linearity is misleading when transferred to human 

conduct. Through studying other models of communication we can see where they have 

addressed the shortcomings of Shannon’s model and have also provided a more realistic 

view of human to human communication. One such model is shown below in Figure 2. 

  

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2  Berlow’s Model of the Communication Process (Berlow, 1960) 
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Berlow’s model as outlined above is essentially an extension of Shannon’s original 

model that is more comparable to human to human communication. Berlow achieves 

this in his Source-Message-Channel-Receiver (SMCR) model with the addition of extra 

parameters all influential to the process of human interaction. This model defines certain 

prerequisites which provide a more generalized model which is flexible enough to 

describe oral communication, written communication, electronic communication, and 

any other interaction. The source and receiver have the same attributes as it is the same 

influential criteria that are utilized in the creation of a message (encoding) as is utilized 

in the receiving of a message (decoding). More specifically, in order for a person to 

convey an oral message to a colleague, they are going to require the necessary 

knowledge to construct the message, the necessary attitude to express their opinion in 

the message and the necessary communication skills to convey the message. Similarly, 

the receiver will require the communication skills to interpret the message, the attitude 

and knowledge to provide relevant feedback and also the communication skills to 

convey their feedback to the sender. Although Berlow’s model does provide a more 

human communication centred approach, it does not provide for a meaning-centred 

communication supporting feedback to the sender which is central to human 

communication. One model which does provide this is the Schramm model in Figure 3.  

 

 

  

 

 

 

 

 

 

 

 

 

Figure 3  Schramm’s Model of the Communication Process (Schramm, 1954)  
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The Schramm model of communication provides a more meaning-centred and less 

linear model which better represents the flow of information between two people in 

collaborations. Messages are encoded and sent to the receiver where it can be decoded, 

interpreted and followed up by sending feedback to the sender based on the 

interpretation of the sender’s original message. Even though feedback may be delayed, 

communication is a reciprocal two way process. Improving on Shannon’s model, the 

parameters which make Berlow’s SMCR model more general to all types of 

communication and the meaning-centred feedback oriented approach as proposed by 

Schramm, collectively provide us with a more realistic model of human to human 

communication in both a virtual or face to face setting. Focussing on face to face 

communication and moving on from models of communication, it is important to focus 

on the methods used to communicate in a face to face setting. 

 

3.2.3 Methods of Communication  

 

Different systems communicate with each other in various different ways. For the 

purpose of this review the author has chosen to focus on communication between 

individuals in a face to face setting. Such communication can be divided into various 

different types. These types of communication are: 

 

 Informal Communication 

 Formal Communication 

 Non Verbal Communication 

 Verbal Communication 
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3.2.3.1 Informal Communication 

 

Informal communication is the opposite of formal communication and can be used to 

describe conversations with a friend in a face to face scenario, a relative or a personally 

known person. It can be used in e-mails, texts, telephone conversations and in many 

more settings. Informal communication is much more relaxed than formal 

communication for it is not curtailed by strict rules, customary ceremonies or 

organizational conventions of superiors. However this is not to say that informal 

communication cannot be used in a workplace. In fact informal communication between 

work colleagues proves to be the most effective form of communication and can satisfy 

a variety of needs. Given that the communication is not running through a channel of 

command, the flow of information between individuals is no longer obstructed which in 

turn provides for a more relaxed, casual and meaningful interaction. Laufersweiler-

Dwyer (2001, pg. 1) explains how: 

 

“…informal communication is based on the realization that an agency cannot be 

effective without personal interaction amongst workers and their voluntary support of 

organization goals. Informal communication is personal, unofficial, and mostly 

verbal…” 

 

The “grapevine” is the common term used to describe the channel of informal 

communication. The grapevine can be a very effective communication channel in an 

organization for it allows for the rapid spread of information throughout the 

organization. It can also be utilized to identify problems or lack of satisfaction in the 

workplace that official formal mechanisms may not report. Informal communications 

are less intimidating, more personal, and due to their generally verbal nature allows for 

a rapid two way discussion - free from the trappings and constraints of formal 

approaches. Informal methods can often prove to be more effective than formal 

approaches for a person who is at ease is much more willing to communicate more 

naturally, not being hindered by the endeavour to comply with formality. However, due 

to its lack of reporting and loose nature, in any organization it is always safest to 

implement a mixture of both formal and informal communication. 
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3.2.3.2 Formal Communication  

 

Formal Communication is generally considered as communication efforts that strictly 

adhere to certain rules, customary ceremonies and conventions. This type of 

communication is generally free from colloquial expressions. The specific rules to be 

adhered to will vary depending on the conventions, place and context calls for. In a 

formal document or letter, the formal style will demand that the layout will follow a 

strict format that includes a date, a header, an address, a body and a space provided for 

signatures. In contrast, an informal piece of written communication can be as informal 

and as simple as a scribbled note to a friend, not bound by any conventions like perfect 

use of language (Formal Communication, 2010). Freely used colloquialisms in informal 

communications are generally not used in formal communications; proper use of 

language is exercised. Also, in an organization, these formal communications will 

usually follow a chain of command, either up to or down from those in superiority. 

 

The purpose of this type of communication is to command, instruct, and to finalize 

matters through the application of strict regulations. Such communications could take 

the form of departmental meetings, conferences, business related phone calls, company 

news bulletins and interviews which could also be informal depending on the nature of 

the post in question. Formal communication is advantageous in many ways in that it can 

be more binding and therefore more likely to be obeyed. It is also more precise and 

because of this is less likely to be misunderstood. Also, formal communication is almost 

always documented in some way. This means that it is traceable at all times and 

information discussed can be stored for future reference. However there are some 

apparent weaknesses of formal communication. Communication which flows through 

such a channel of command can greatly obstruct the free and uninterrupted flow of 

communication. Because of this it is generally time consuming, cumbersome, and can 

lead to a good deal of distress. This type of communication is a distinguishing feature 

of traditional bureaucracies. However more progressive organizations tend to exercise 

a more informal method of communication (Laufersweiler-Dwyer 2001). 
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3.2.3.3 Non Verbal Communication 

 

In face to face communications, there is much more information conveyed to a receiver 

other than just words. Nonverbal communication describes all those other means of 

conveying information. Verbal communication has been discussed previously and it was 

highlighted how it can be complemented by nonverbal communication. Ross Buck and 

C. Arthur Van Lear (2002) categorize verbal communication as the “intentional” use of 

language, be that signed, written or spoken and nonverbal communication as the non-

intentional communication or underlying emotional states or meaning, through the 

processing of certain signals given “spontaneously” by the communicator. Social 

psychologists have argued that more than 69% of the communicational information 

exchanged during a face to face encounter is carried on the nonverbal band (Fabri et al. 

1999). Therefore, it is clear that there is a need to provide support for such channels of 

communication when designing a platform for remote person to person communication.  

 

Extensive studies have demonstrated and proven the extent to which facial expression, 

head nods, hand gestures, posture, eye gaze and eyebrow raises can determine how most 

utterances are interpreted or add underlying meaning to the obvious instrument of 

speech. It is through these forms of bodily cues that we experience a background context 

for verbal negotiations and interactions (Beebe 1979). In any given task or training 

scenario where collaboration with individuals is a crucial element, intuitive interaction 

with the other participant(s) is central in establishing a shared and common 

understanding of the task or goal at hand. Beebe (1979) argues that this meta-

communication (or, communication about communication) can serve to repeat, 

contradict, substitute, complement, accent or regulate verbal communication. Should 

business officials or training participants wish to ascribe truthful meaning from their 

collaborating counterparts, much care should be taken in also interpreting the nonverbal 

messages in their proper context. In discussing nonverbal communication, facial 

expressions and gestures invariably spring to mind. While such elements are important, 

they are not alone. Argyle (1988) and Kujanpaaa et al. (2003) provide exhaustive lists 

of factors of communication carried on the nonverbal band. 

The many elements of nonverbal communication provided by Argyle and Kujanpaaa et 

al. can be further broken down into specific factors. In examining these factors it 
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becomes obvious how the true nature of emotions or a person’s personality can be 

communicated unconsciously in an interaction. The factors outlined above are generally 

classified into nonverbal codes. An account of these codes are best described by Neuliep 

(2008). The first of these is Kinesic Behaviour which describes all messages sent from 

the body during a communication including movement, gestures, hand and arm 

movements, leg movements, facial expressions, eye gaze, blinking, stance and posture. 

The meaning behind certain gestures and hand signals can vary between cultures which 

may give rise to intercultural communication issues. 

 

Paralanguage refers to vocal qualities other than spoken words, which accompany 

speech. Examples of paralanguage include tone, pitch, rhythm, tempo, articulation, 

resonance, non-fluencies, pausing and silence. Such cues can give the receiver extra 

information other than the words spoken. Proxemics are the spatial cues and the 

perception and use of space. This could include interpersonal distance and also the 

physical geographical spacing. Haptics refers to the use of touch in interactions, also 

known as tactile communication. It has been argued that touch and contact cues can be 

the most primitive kind of communication. As with Kinesic Behaviour, different 

cultures may have certain meanings behind certain tactile gestures which may not be 

understood or fully understood by another culture which may give rise to confusion in 

an intercultural interaction. The next on this list is the human sensation of Olfatics 

referring to our sense of smell. Nonverbal communication can occur through any of the 

human sensory channels e.g. through sight, sound, smell, touch or taste.  Smell, as is 

true with the other senses, can contribute to the process of human communication or 

influence how an individual reacts to another. 
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Just as smell can influence how we perceive another, so can Physical Appearance & 

Dress. Most interactions are often preceded by visual observations of a person’s 

appearance. These observations can include hairstyle, clothing and cosmetics. Dress and 

appearance in some cultures may determine a person’s social or cultural status, which 

may influence the manner in which they should be interacted with. Finally Chronemics 

refers to the nonverbal element of time. The element of time in communications can 

have great influence on the quality of an interaction. It can refer to punctuality, 

willingness to wait and can have much effect on agendas, speed of speech, and how long 

people are willing to listen. 

 

Of all the above factors and elements of nonverbal communication, the primary three 

that the majority of research seems to address are physical appearance, kinesics and 

facial expressions. For this reason a brief description of each shall now be provided. In 

nonverbal communication in face to face conversations, the role of physical appearance 

concerns itself with the various forms of decoration or clothing that an individual 

decides to wear. This can relate to items such as clothes, accessories and can also 

concern personal aspects or attributes of the individual in question, such as their skin 

colour, hair colour, hair style and also their physique. Argyle (1988) explains how such 

elements can provide information on the personality, status, group membership and also 

interpersonal attitude of a person speaking to another. 

 

The other popular research topics in studying nonverbal communication are kinesics as 

described above and facial expressions and can go hand in hand. Argyle (1988) argues 

that a person’s posture and limb movements are almost always associated with an 

activity that is being undertaken as it is in fact the state of the body as it is in action. 

Gestures can be a very expressive element in nonverbal communication just as facial 

expressions can which is why much research focuses on optimizing dynamic support 

for each. Argyle (1988) claims that facial expressions can be detected from the position 

of the eyebrows, the shape of the eyes, the mouth and the size of the nostril. Much 

research aims to find an efficient and dynamic solution for monitoring the shapes and 

patterns of the facial areas mentioned, extracting the emotion or expression being 

conveyed and finally conveying this information the other people involved in the 

collaboration.  
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3.2.3.4 Verbal Communication 

 

Verbal communication or “oral communication” as it is also called, is the most obvious 

type of communication which takes place amongst human beings. It can take place both 

on a face to face level, and also through telecommunication media like the telephone 

and video-conferencing. This type of communication is typically based on some spoken 

language and relies on the use of spoken words, tone of voice, visual aids and also some 

nonverbal elements. Verbal communication however does not only relate to vocal 

communication, it can also be used to describe non vocal verbal communication. 

Examples of this include written communication, sign language, finger spelling, Braille 

and other replacements for use of language. Further examples of verbal communications 

include discussions, speeches, presentations, interpersonal communication and many 

others. 

 

As with any form of communication, verbal communication comes with its advantages 

and disadvantages. When communicating verbally, the communication speed can be 

controlled so as to allow for the delivery of points of information one by one, to make 

sure that each point is clearly communicated and understood before moving on to the 

next. This control can greatly increase the speed and efficiency of communication. The 

speaker can also be constantly aware as to whether or not the instruction or message to 

be communicated was clearly understood, or if the receiver is in a state of confusion. If 

the sender recognized a receiver’s confusion, he/she then knows that the message needs 

to be delivered again with maybe a different explanation. It is also true that verbal 

communication is much more precise than nonverbal cues. However it is important not 

to undermine the importance or power of nonverbal cues.  

 

Verbal communication does have its disadvantages and may not be the most effective 

option in every circumstance. Vocal communication can sometimes prove problematic 

for there is (more often than none) a smaller chance of a record being kept. Vocal 

communications can be quickly forgotten, especially if there are multiple points to 

consider which could result in confusion as to the content of an interaction. This is why 

minutes are generally taken at important business meetings in organizations and 

workplaces (Types of Communication, 2010). Another obvious disadvantage of verbal 
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communication is that poor presentation of an intended message or instruction can often 

result in misunderstanding or inaccurate feedback. Spoken communication is generally 

influenced both by verbal and nonverbal communication such as voice tonality and body 

language which has the potential to completely change the intended meaning of a 

message. An example of this would be a comedian on stage delivering a punch line with 

added tonality and emphasis on certain words to create the desired comic effect. This 

effect would be lost should the comic speak in a monotone, with no added emphasis, no 

varied tonality. Visual aids can also help to facilitate effective communication and are 

almost always used in presentations for an audience. Therefore verbal communication 

is most effective when combined with these other forms of communication like body 

language, gestures and other nonverbal cues. Such an approach can greatly increase the 

effectiveness of an interaction by embracing the advantages of each. 

 

3.2.4  Sharing Meaning with Words and Language  

 

The aforementioned elements of nonverbal communication are excellent additions to 

the natural process of language, which is without doubt the most fundamental aspect of 

how we communicate as human beings. No matter which language being referred to, 

language can be generally described as a structured system of symbols which are used 

to communicate meaning. Rothwell (2004) documents how language can influence our 

thoughts and our perceptions. Language gives us the power to verbally convey both our 

inner thoughts and elements of the physical world as we see them.  A sender’s choice 

of words and vocabulary to encode a message to send to a receiver can determine how 

the receiver reacts to that message once it is decoded. However, although language is a 

very powerful tool, its power can produce several problems. Rothwell (2004) also 

outlines how serious misunderstandings can occur regarding the denotative meaning of 

words. Should an incorrect word be used out of a particular context, the connotative 

meaning of that word can possibly trigger inaccurate or unexpected emotion  which 

could in turn adversely affect the listener’s perception of both the speaker and what the 

speaker is saying, giving cause to a more strained interaction. Though in certain contexts 

certain inaccuracies may seem frivolous, more formal contexts such as an interview 

could adversely affect an interviewer’s perception of an interviewee. 
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Every time we speak, our aim is to share meaning. However depending on the context 

and nature of the information we wish to convey, there are four basic communication 

styles that can be used. These are assertive, aggressive, passive and passive-aggressive. 

Assertive communication is the most effective form of communication which is free of 

any manipulation. This is the natural form of communication when confidence to 

communicate and integrity are intact. Aggressive communication however generally 

involves manipulation. Neilson (2009) describes how aggressive communicators 

attempt to make people do their will by inducing guilt, or by using intimidation and 

control tactics such as anger. In contrast, passive communication is based on compliance 

and generally aims to avoid confrontation. Passive-aggressive communication employs 

communication tactics of both aggressive and passive communication. One exercising 

this style of communication generally aims to avoid direct confrontation, yet attempts 

to compensate through indirect manipulation (Neilson 2009). Through the combination 

of language and nonverbal communication, meaning can easily be conveyed regardless 

of the choice of communication style that is to be used.  

 

3.3 Emotion Theory 

 

3.3.1 The Different Types of Emotion 

 

In order to be able to understand or assess different emotions in any particular context, 

one must have the ability to distinguish it from other states. Richins (1997) outlines that 

unfortunately, this has not been an easy problem to solve. Plutchik (1980) reviewed 28 

definitions of emotion. He concluded that there was little consistency amongst the 

definitions and that many of them were not sufficiently explicit to give a clear idea what 

an emotion actually is. In absence of a clear understanding of emotion, Richins explains 

how some authors have attempted to improve their understanding by specifying their 

characteristics, concluded that emotions are a valenced affective reaction to perceptions 

of situations. 
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In categorizing emotion many researchers refer to fundamental emotions and general 

emotions. Examples of such include Robert Plutchik (1980, 1962) that, through 

experimentation examined the contribution factors of his extensive list of emotions and 

in turn devised a shortened list of eight primary emotions that he believed were central 

and fundamental to most human experiences. His list of fundamental emotions consisted 

of anger, fear, sadness, joy, disgust, curiosity/interest, surprise and acceptance, and 

turned out to be most influential in classifying fundamental emotions. Both Plutchik and 

Izard (1977) regard these eight emotions as being rooted in an evolutionary will to 

survive which is ever present in all human beings. 

 

Figure 4 below outlines Plutchnik’s three-dimensional model of emotions. The vertical 

dimension of this cone shaped model represents intensity of emotion while the circles 

aim to represent the various degrees of similarity amongst the many different emotions. 

The design of the eight sectors in Plutchnik’s model indicates that there are eight 

primary emotional dimensions. One of the most obvious points from the above model 

is the multitude and variations of different kinds of emotions. In each of the eight 

sectors, from the middle circle outward, we can observe a key primary emotion 

lessening in intensity.  

 

From this the reader can extract that emotions are incredibly complex and that even 

though they can be classified and grouped into fundamental emotions, monitoring 

fundamental emotion alone cannot uncover subtle variations in emotion which could 

potentially have a different effect on a fellow communicator. 
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Figure 4  Plutchnik’s three-dimensional circumplex of emotion concepts (Plutchik, 1980) 

 

Through similar experimentation Masuyama (1994) examined the cumulative 

contribution factors of a list of 32 different emotions in an experiment involving a group 

of 19 subjects rating eight dramas. The result of Masuyama’s experiment revealed his 

list of fundamental emotions as being sorrow, anger, expectation, surprise, concession, 

aversion and joy. His original list of general emotions consisted of anger, 

embarrassment, jealousy, hatred, sulkiness, rage, joy , pleasantness, gratitude, pride, 

happiness, concession, surprise, shock, marvelousness, aversion, contempt, fear, 

concern, guilt, anxiety, confusion, timidness, apprehensiveness, sorrow, disinhibited, 

suffering, grief, disappointment, sentimentality, expectation, anticipation. 
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It is important to note how the general and fundamental lists differ in terms of the many 

extra general emotions all of which could potentially hold meaning in their own right 

given the correct context. For this reason it is important not to underestimate the 

dynamic aspect of emotion and not to be confined in our research approaches to capture 

emotion. In human experience it is common to use the term “emotion” to describe the 

feeling state, but in fact emotion is considerably more complex. Psychologist Scherer 

(2009) outlines poignant design features in terms of modelling emotion. His primary 

concern centred on the dynamic and recursive nature of emotional processing which is 

fundamental to the cognitive processing of event and response options. Adopting a 

dynamic approach from such psychology based resources could potentially contribute 

to strengthened, theory-guided research on emotion. 

 

Robert Plutchik, Carroll Izard and Eitaro Masuyama are all names that have made 

significant contributions to the study and classification of human emotions over years 

of research. Further to this list is respected psychologist Paul Ekman who is renowned 

as one of the most influential researchers in the field of emotional psychology. Such 

researchers all hold the common belief that emotions can be classified as being either a 

basic emotion or one which stems from a basic emotion. Paul Ekman (1980, 1992, 1993) 

classifies the six basic human emotions as: 

 

 anger 

 disgust 

 fear 

 happiness 

 sadness 

 surprise 
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As with Plutchnik’s three-dimensional circumplex, the above emotions can combine in 

different ways to form more or less intense versions of an emotion such as compassion, 

boredom, embarrassment or rage. Although each of Ekman’s basic emotions are 

classified as emotions in themselves, every emotion can have varying intensity and it is 

the context in which a basic emotion is triggered, that will determine the intensity of the 

emotion and also its effect on the individual. For example, anger is the emotion that 

expresses dislike or opposition toward a person or situation which is causing aversion. 

However, psychologists divide anger into a further three categories. The first category 

of anger as described by psychologists is the instinctive reaction to being hurt or trapped. 

The second can be described as a reaction to the perception of being intentionally 

harmed or mistreated by others. The final type of anger can be described by general 

irritability and reflects an individual’s character trait. Each of these types of anger can 

vary in intensity from a mild anger to complete rage. Conversely, happiness is the 

emotion that expresses various degrees of positive feelings ranging from satisfaction to 

extreme joy. Whatever the emotion, the reader can now see how its intensity and how 

its intensity is expressed can completely change the nature of an interaction. 

 

Ekman conveys the evolutionary nature of emotions throughout his vast studies in the 

area. This notion of emotion as an evolutionary trait is a topic that that has been 

discussed vigorously by Charles Darwin. Like Darwin and Plutchik, Ekman holds the 

belief that human emotions evolved for the sake of human survival and reproduction. 

From his studies of an isolated tribe in Papua New Guinea, Ekman concluded that these 

basic emotions are both universal and inherent in both literate and preliterate cultures. 

Such research can help to prove that emotions do indeed affect and shape a human life 

and also each interaction experienced therein. For this reason we cannot question why 

fields such as psychology, ethics, neuroscience, metaphysics and sociology, all deal with 

the study of human emotion. 
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All of the emotions that the faces in Ekman’s study express, all exhibit patterns and 

evidence of muscle contractions that are believed to be physiologically linked to specific 

emotions. This can be expected for Ekman’s own system for describing facial action 

(Facial Action Coding System) is production based and not recognition based. This 

means that Ekman classifies emotional expressions based on their production by muscle 

contractions and not if they are recognized by observers. This leads us to question the 

level to which emotion can be observed. In terms of universality Ekman perceives facial 

expression as being a basic theme on which culture and individual biography are placed, 

producing the subtle variations we witness in different peoples expressions (Ekman 

1980).  

 

It was these series of cross-cultural experiments and emotion theory published in the 

early 80’s which saw the birth of much research in the area of affect and also affect 

recognition. Ekman’s six basic emotions have to this day been the focus of many 

emotion studies due to their universal nature and to the fact that they act as a parent to 

all other emotions.  These studies span from facial recognition of affect, affect 

recognition from audio samples and also from text data. 

 

3.4 Conclusion 

 

In conclusion we have gained a good understanding of the relevant communication 

theory and the different types of communication. We also described where speech fits 

into the overall concept of communication. We then took a look at the relevant emotion 

theory in order to use this information to decide what emotions to study for this research 

project. Having completed a review of this literature it is now necessary to provide a 

review of the current state of the art approaches in solving the problem of SER and to 

also provide technical review of common machine learning techniques used in these 

approaches. 
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4 Speech Emotion Recognition Techniques 

4.1 Introduction 

 

There is a wide variety of techniques used throughout the academic discourse which 

tackle the problem of emotion recognition from spoken utterances. These techniques 

range from approaches which focus on the audio alone to ones that deal with both audio 

and the transcribed text. For this reason it is necessary for us to discuss literature 

pertinent to both the audio processing and text processing fields. Within the speech 

processing field affect classification is for the most part tackled as a two class problem 

(sentiment recognition) with other approaches tackling it as a multiclass problem 

dealing with broader range of emotions (emotion recognition). At the outset we will 

discuss emotion in spoken utterances and then we will take a more technical look at state 

of the art classification techniques.  

 

4.2 Emotional Prosody 

 

The concept of emotional prosody was touched on in the previous chapter of this review 

but here a more formal definition is provided.  Emotional Prosody is defined by one’s 

tone of voice when speaking. This prosody can be conveyed through changes in pitch, 

loudness, timbre, rate of speech and also pauses. These aspects of speech are very 

different to linguistics i.e. the language used and can convey much about the affective 

state of the person speaking (Johnstone, 2012). Banse and Scherer (1996) explain that 

even though these signals can be perceived or decoded slightly less accurately than 

facial recognition approaches they are still very effective in conveying emotional 

content. Banse and Scherer also explain that how well an emotion is perceived, depends 

both on the quality of the delivery and also the emotion being conveyed, for some 

emotions are more perceptible than others.  
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Anger and sadness for example are perceived very well, fear and happiness have 

medium levels of perceptiveness while disgust is poorly decoded. In discussing 

emotional prosody in advance of performing a study involving spoken utterances and 

the emotion conveyed, Scherer et al. (1994, 2001) provide the interesting insight that 

these emotional cues in spoken utterances are understood across all cultures. This 

affords us the assurance that any results or conclusions drawn from any study on spoken 

utterances are indeed applicable to many cultures.  

 

Both K.R Banse and Klaus Scherer have undertaken much research in the area of 

emotional decoding. A relevant example of such research involved professional actors 

delivering 14 emotions of varying intensity which were presented to judges. A total of 

224 portrayals were subjected to digital acoustic analysis to obtain profiles of vocal 

parameters for different emotions. The data recorded suggests that vocal parameters can 

not only index the degree of intensity typical for different emotions but also differentiate 

different emotions (Banse & Scherer, 1996). 

 

Through examination of previous studies dealing with inferring  emotional state from 

spoken utterances Bezooijen (1984), Frick (1985), Scherer (1979, 1986), reveal that 

many listeners are good at inferring the emotional state of a vocal utterances. The 

accuracy percentage of typical listener understanding is approximately 50% according 

to Banse & Scherer (1996) depending on the number of emotions or classes studied. 

They found that the higher the amount of emotional classes studied the lower the 

recognition accuracy. It is clear from the above aforementioned literature that most 

studies in this area have concentrated on a small number of emotions i.e. anger, fear, 

sadness, joy, and disgust. Considering there are differences in how well these emotions 

are perceived, this is a problem SER research needs to address. 
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In discussing tone of voice and emotional prosody it is important to mention aspects of 

audio signals that have been shown to give insight into a speaker’s emotional state. As 

outlined by Bachorowski (1999) measures associated with the fundamental frequency 

of a spoken utterance F0 are the most common used measures. The fundamental 

frequency of a signal is the lowest frequency of a periodic waveform. This measure 

corresponds to the rate of vocal fold vibration and is perceived as pitch. Jitter and 

shimmer are two other important measures in perceiving emotion in audio. These 

measures correspond to variability in the fundamental frequency and the amplitude of 

vocal fold vibration (Bachorowski, 1999). 

 

Banse & Scherer (1996); Leinonen, Hiltunen, Linnankoski & Laakso (1997) and 

Scherer, Banse, Wallbott & Goldbeck (1999) all present research which shows that 

portrayals of fear, joy and anger all exhibit a higher fundamental frequency F0 than other 

emotions. Bachorowski also outlines how these studies noted that portrayals of sadness 

and more sombre emotions possessed a lower fundamental frequency F0. This pattern 

was also observed for both vocal intensity and amplitude. These studies found that for 

emotions with high physiological arousal i.e. anger, happiness and fear an increase in 

both the mean F0, the F0 variability and vocal intensity was recorded. They did however 

observe acoustic variation in these emotions by examining the contour of F0 over the 

course of the utterance. The F0 contour for anger tends to decrease over time with anger 

but increases over time with happiness for example. In contrast to this set of emotions, 

these pertinent studies also convey how the more sombre emotions with less 

physiological arousal, such as sadness possess a lower F0 mean, F0 variability and vocal 

intensity.  

 

Figure 5 below as provided by Scherer (1986) provides an account of how pitch, 

loudness and tempo of a spoken utterance can be key factors in determining the 

underlying emotion being conveyed by a speaker. We notice here the high pitch, 

loudness and tempo in the emotions with high physiological arousal and conversely low 

pitch loudness and tempo in emotions of low physiological arousal. 
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Figure 5  Emotional State vs. Pitch, Loudness & Tempo (Scherer, 1986) 

 

This interpretation of how acoustic features vary in different emotional portrayals, 

provides us with an understanding into how such acoustic features can be used to 

classify emotion in speech. These acoustic features are a few of many features that 

humans can use to distinguish the emotional state of an utterance. 

 

4.3 Speech Emotion Recognition 

 

Distinguishing between different types of audio is an amazing aptitude held by human 

beings without conscious effort and without being considered complex. People can 

instantly differentiate between different human voices, they can evaluate the tempo and 

mood of a piece and also compare and contrast pieces of audio. Conversely, both 

classical and modern day computer systems merely comprehend an audio piece as a 

sequence of extracted parameters and have used a wide variety of algorithms to tackle 

the problem of emotion classification  from a piece of audio. 

 

This process of Audio Signal Classification (ASC) has been the focus of much research 

in recent years. Gerhard (2003) defines ASC as the process whereby relevant features 

are extracted from a sound and are utilized to identify which of a set of classes the sound 

is most likely to fit. Before dealing with algorithmic approaches it is important to first 

look at the features that can be selected for use in classification. 

  



 Speech Emotion Recognition Techniques 

   

 

41 

4.3.1 Features for Speech Recognition 

 

Most raw data, in particular audio data, can be extremely vast and can contain a large 

amount of redundancy. In any audio classification the system the first two stages consist 

of raw data being extracted in a feature extraction stage and then these features are 

reduced in a feature selection stage before being presented to a classification algorithm. 

This second stage of feature selection consists of choosing the important features to use 

for classification. There is much literature documenting the significant features 

necessary for audio and speech classification.  

 

Gerhard (2003) outlines how there are many quantities such as frequency, spectral 

content, rhythm and formant location that can accurately describe spoken utterances. 

Gerhard was the first however accurately group these features. He describes how all 

audio features can either be classified as physical features or perceptual features. The 

physical features are described as being easier to recognize and to extract as they relate 

to the physical properties of the input signal itself, whereas perceptual features are 

related to the way humans consciously perceive sound and therefore rely on a certain 

amount of perceptual modelling. Below, an outline of Gerhard’s physical and perceptual 

features are provided. 

 

4.3.1.1 Physical Features 

 

Energy measures the amount of signal at any point in time and can therefore be used to 

detect silence and loudness in a signal.  It is typically calculated by windowing the signal 

at a particular time, squaring the samples and taking the average. The square root of this 

result as referred to by Desai et al. (2012) can also be considered as a physical feature 

but Gerhard (2003) however claims that the square root is not necessary. He claims it 

may be used depending on the data and classification result desired. 

 

The Zero-Crossing Rate (ZCR) is an element of almost every feature vector in sound 

classification literature. The ZCR is a measure of how often the signal crosses zero per 

unit time and Gerhard claims it to be a very informative feature. 
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The Spectrum of a signal describes the distribution of frequencies in the signal over time 

and refers to relationships between peaks in the spectrum. The spectrum of a signal is 

generated by segmenting the signal into frames and calculating the spectrum on each 

frame. A spectral feature frequently used in several classification systems is harmonicity 

(Saunders, 1996; Wold et al., 2006). 

 

Fundamental Frequency (F0), another physical feature discussed earlier, is only 

informative for periodic or pseudo-periodic signals. Gerhard explains how the F0 of a 

signal over time can be used to detect word boundaries in utterances. This is because 

large variations in F0 are unlikely to happen in the middle of a word and therefore can 

be helpful in defining the start and end of words in an utterance. 

 

Formants by definition only exist in voiced human speech, and are essentially periodic 

functions shaped by a filter i.e. in the case of speech this filter is the vocal tract. The 

transfer function of the filter has peaks at specific frequencies, called formants. Gerhard 

explains how these features can be used to classify emotion, gender, prosody, content, 

language and accent. 

 

The final category of Gerhard’s physical features are Time Based Features which are 

based on time information and are most commonly used in tandem with other features. 

The most primitive example of these features is the duration of a sound sample itself. 

Many systems use the duration of harmonic segments as a feature to identify speech 

(Saunders, 1996; Scheirer et al., 1997). In speech the duration and spacing of syllables 

tends to be fairly regular so using duration in tandem with energy and ZCR can help in 

and finding the time between syllables. 
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4.3.1.2 Perceptual Features 

 

The first of the perceptual features outlined by Gerhard is pitch. The pitch provides 

much information about any given audio sample and is closely related to the physical 

feature F0, which is actually perceived as pitch. Prosody is a characteristic of speech 

corresponding to changes in pitch and phoneme duration, helping to emphasize certain 

words in a phrase therefore indicating deeper meaning. For example, if the pitch of a 

sample rises at the end, it is most possibly a question. 

 

Voiced/Unvoiced frames1 are other features that strongly correlate with the 

Fundamental Frequency and Pitch features. One of the fundamental first steps in any 

speech recognition algorithm is the classification of frames as voiced or unvoiced. 

Algorithms generally classify on the basis of frequencies and pitches that are considered 

to characterize the difference in speech and non-speech frames. Those frames within 

that range are deemed as voiced and those outside are deemed unvoiced frames.  

 

Rhythm is the next perceptual feature outlined by Gerhard. It refers to recurring 

perceivable events occurring in a predictable manner in an audio sample. The tempo of 

an audio piece indicates the speed at which these recurring events occur. Rhythmic 

information is extracted from a piece of sound by monitoring repetitive events in energy 

level, pitch and spectrum distribution. 

 

The final of Gerhard’s perceptual features are Timbral features which define the quality 

of a sound. In the discussion of sound people generally speak of pitch, prosody, 

intensity, and some other well-definable quantities. These along with other less 

definable characteristics all contribute to the timbre or quality of a sound. Zhang et al. 

(1999) consider these as the important features in differentiating between classes of 

speech and music claiming that the temporal evolution of the spectrum of audio signals 

accounts largely for the timbral perception. Desai et al. (2012) further breaks down these 

timbral features as will be discussed. 

  

                                                      
1 An audio frame is a subsample of a piece of audio 
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Desai et al. (2012) describe how timbral characteristics of a sound allow us to 

distinguish between sounds that have the same pitch and loudness and how this enables 

the classification of audio samples with similar timbral characteristics into unique 

classes. In the classification model that they propose, as with the majority of emotional 

classification models in the field, calculated features are based on the Short-Time 

Fourier Transform2 (STFT) and are calculated for every short-time frame of sound. The 

following documents the specific timbral features that can be used and that Desai et al. 

employ in their system. 

 

The Spectral Centroid of a signal is defined as the centre of gravity of the magnitude 

spectrum of the STFT. This models the sounds sharpness (Desai et al., 2012; Burred et 

al., 2003). 

 

Spectral Roll-off is defined as the frequency below which 85% of the magnitude 

distribution is situated. This feature provides a measure of spectral shape (Desai et al., 

2012; Burred et al., 2003). 

 

Spectral Flux is defined as the squared difference between the normalized magnitudes 

of successive spectral distributions. It can be described as the spectral rate of change 

(Desai et al., 2012; Burred et al., 2003). 

 

Time Domain Zero Crossings describe where the sign function is 1 for positive 

arguments and 0 for negative arguments. This feature can be used as an approximate 

measure of noisiness (Desai et al., 2012; Burred et al., 2003). 

 

Mel Frequency Cepstral Coefficients (MFCC) are perceptually motivated features that 

are also based on the STFT (Desai et al., 2012).  Burred et al. (2003) describe MFCCs 

as a compact representation of the spectrum of an audio signal that take into account the 

non-linear human perception of pitch, as described by the Mel scale.  

 

                                                      
2 Short Time Fourier Transform (STFT) is a signal processing technique for analysing a non-stationary 

signals by extracting several frames of the signal with a window that shifts over time. 
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Finally Desai et al. define Root Mean Squared (RMS) Energy by taking the energy of a 

signal as described by Gerhard (2003) and calculating the root mean square of that 

measure. It is this root mean squared function applied to the original feature which Desai 

et al. deems as their final timbral feature. 

 

Through examination of studies in the field of audio processing and SER these physical 

and perceptual defined above encapsulate all of the features that are being experimented 

with. Works such as Přibil et al. (2014), Rao et al. (2013), Přibil et al. (2013), Zhou et 

al. (2009) and Rosen (1992) however, discuss temporal, spectral and prosodic features 

which are a different way of categorizing features. The term temporal features in these 

contexts refer to time domain features which to use Gerhard’s terminology are 

essentially physical features and all fall into Gerhard’s physical feature category. They 

are features which are easily extracted and have a simple physical interpretation such as 

the energy of signal, the ZCR or the fundamental frequency. Spectral features are all 

frequency based features and are obtained by converting the time signal into the 

frequency domain by using a Fourier Transform. Examples of such features are for 

example fundamental frequency, spectral centroid, spectral flux, spectral roll-off all 

discussed under the timbral features of Desai et al. (2012). The use of the term prosodic 

features tends to intersect the physical and perceptual features. Prosodic features deal 

with physical aspects of the sounds but also spans those features that deal with the 

auditory quality of sound. Examples of these features are duration, pitch, amplitude and 

speech rate or tempo all of which can affect the meaning of an utterance. 

 

As seen from all of the groups of parameters described above, there are overlaps. This 

is the result of years of research whereby modern classification systems use different 

combinations of similar parameters. In addition to the works described here, there is 

much research which endeavours to derive the optimum set of parameters for emotional 

recognition through acoustic analysis using combinations of these physical and 

perceptual features. Primary examples of these works can be seen in the studies of Onkar 

et al. (2011), Archetti et al. (2008), Keshi et al. (2008) and Metallinou et al. (2012).  
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In attempting to define a generic set of parameters that encompass the most significant 

physical and perceptual characteristics that make audio samples in different classes 

distinguishable; Schuller et al. (2009) provide an informed parameter list which 

encompass all acoustic aspects of features defined above. This study provides a large 

benchmark comparison of performance of a combination of perceptual and physical 

features under equal conditions on nine standard corpora in the speech processing field. 

These collections are the Airplane Behaviour Corpus (Schuller et al., 2007), the Audio-

visual Interest Corpus (Schuller et al., 2009), the Danish Emotional Speech database 

(Engbert & Hansen, 2007), the Berlin Emotional Speech Database (Burkhardt et al., 

2005), ENTERFACE (Martin et al., 2006), the Belfast Sensitive Artificial Listener 

Database (Douglas-Cowie et al., 2000), the SmartKom Multimodal Corpus (Steininger 

et al., 2002), the Speech Under Simulated and Actual Stress database  (Hansen & 

Ghazale, 1997) and finally the Vera-Am-Mittag corpus (Grimm et al., 2008). In this 

study each of the database’s emotions are clustered into binary valence in order to 

provide a higher comparability amongst sets. The varying accuracies reported in 

Schuller’s benchmarking of these corpora mostly stem from naturalistic emotions and 

spontaneous speech vs. more prototypical events.  

 

This parameter list was later modified and released by a secondary author to the original 

dataset publication, as a configuration for the OpenSMILE toolkit under the name 

emobase2010 and they describe these parameters as being the most significant features 

for affect and paralinguistic recognition (Eyben et al., 2010). The set itself contains 

1,428 features consisting of 34 Low-Level Descriptors (LLDs) and 34 corresponding 

delta coefficients amounting to 68 contours which fall under the five categories shown 

in Figure 6 below. It is evident from these features that they encapsulate many of those 

described in the work of Gerhard (2003), the later groupings by Desai et al. (2012) and 

how the LLD’s condense both physical and perceptual features to form a novel and 

useful feature set. 
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LLD   Description 

Intensity & Loudness    Loudness as the normalized intensity 

Pitch Fundamental frequency F0 in Hz via Cepstrum and 

Autocorrelation (ACF). Exponentially smoothed F0 

envelope 

  Voice Quality    Probability of voicing 

LPC Line Spectral Pair frequencies computed from Linear 

Predictive Coefficients 

Cepstrum    MFCCs 0-14 along with the log power of 8 Mel frequency 

   bands 

 

Figure 6  LLDs extracted as acoustic parameters 
 

Having defined a set of LLDs it is important to note these features are never used alone, 

there are always functionals applied. The emobase2010 feature set uses a set of 21 

functionals to provide a greater insight and understanding of the makeup of the audio 

signal than the LLDs provide in isolation. Figure 7 below defines these functionals 

which when applied to the LLDs shown provide the 1,428 (68*21) features. Some 

examples of systems employing this feature set are the studies of Stuhlsatz et al. (2011, 

2012) and Mena (2012). 

 

Functionals Description 

Extremes The absolute positions of the maximum and minimum values 

Means The arithmetic mean of the contour 

Regression The slope and offset of the linear approximation of contour along 

 with the linear and quadratic error 

Moments The standard deviation of the values in the contour along with the 

 skewness and kurtosis 

Percentiles Quartile & Interquartile Ranges 

Time/Duration The percentage of time the signal is above 75% and 90% 

 

Figure 7  Functionals applied to the LLDs 
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These functionals applied to the LLDs are simply different representations of the same 

data but do however give a deeper understanding and representation of the raw 

unprocessed data. Eyben et al. (2010) explains how functionals are hierarchical and can 

additionally be calculated as functionals of functionals thereby inferring that the number 

of features that can be extracted from an audio signal is actually unlimited. For SER 

problems however these functionals are only applied once so as to reduce redundancy 

in what would be vast amounts of extracted features. 

 

4.3.2 Pre-processing 

 

Notably there are many varying set of parameters and approaches to choosing the 

parameters that can be used for SER problems. All SER approaches are essentially 

machine learning problems in which an attempt is made to make a prediction on an 

unknown test instance using a model that has been learned using parameters extracted 

from training instances.  

 

This prediction attempt is made through approximations and comparisons to training 

data. Foley (1972) describes how the quality of these probability distribution 

approximations generally decreases as the dimensionality of the feature vector 

increases, therefore the performance of classification algorithms will decrease with the 

inclusion of redundant input parameters. The problem described here is commonly 

known as the curse of dimensionality and is an important factor to be considered in the 

pre-processing of training and test data for any classification problem. As the number 

of instances needed to train a classification algorithm will increase with the number of 

dimensions it is a primary concern to find the features which best categorize classes 

which will reduce the complexity of the problem therefore providing better 

performance. 
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4.3.2.1 Feature Selection 

 

Busso et al. (2012) outline how the standard approach in modern day emotion 

recognition systems is to extract a large vector which contains all of the relevant acoustic 

features. This large feature set will contain much redundancy which will need to be 

addressed before the training stage. The  amount of features extracted can range up to 

6000, with Schuller et al. (2007) extracting over 4000 features including functionals and 

Stuhlsatz (2011, 2012) extracting over 6000 also including functionals of lower level 

descriptors. These large feature vectors are then reduced to smaller input vectors which 

only contain features that best categorize classes and that have minimal redundancy, 

thereby reducing the complexity of the problem and providing better performance. This 

process is known as the feature selection process and common selection algorithms are 

listed below: 

 

 Sequential Floating Search (Ververidis & Kotropoulos, 2006) 

 Evolutionary Algorithms (Alverez et al., 2006; Sedaaghi et al., 2007) 

 Information Gain Ratio (Schuller et al., 2006) 

 Linear Discriminant Analysis (Haq & Jackson, 2009) 

 Greedy Forward or Backward Selection (Planet & Ignasi, 2012) 

 

Clavel et al. (2008) describes an interesting variation on the process of feature selection 

by breaking the problem into two parts. In choosing the acoustic features to extract, they 

included a combination of physical and spectral features as grouped by Gerhard (2003) 

and also timbral features as grouped by Desai et al. (2009) by choosing spectral content, 

prosodic features and voice quality features. The novelty in this approach was that 1) 

the features chosen were representative of the different groups of features describing 

audio utterances and 2) the two part process that they used.  
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The first part of the process involved selecting the best features from each of the 

different groups and secondly the final feature set was the result of the selected features 

in each. It is interesting to note here that the features used were in fact a subset of the 

set that Schuller et al. contributed in 2009. Schuller's feature set incorporates many more 

features from each group with many more functionals applied, thereby providing a 

highly relevant and exploited feature set. 

 

4.3.2.2 Feature Scaling 

 

Feature scaling or normalization is another important technique used in the pre-

processing of raw input data for classification problems. Its primary purpose is to 

standardize the range of independent features in an input feature vector. This is 

performed because certain features may vary a lot more than other features which may 

cause a decision to be made based on that feature alone, causing the classification 

algorithm not to function effectively. Taking the K-Nearest Neighbour algorithm which 

bases its classification on distance to known training instances for example, should one 

of the features have a broad range of values, the distance will be majorly influenced by 

that feature. It is for this reason that feature scaling should be used in order to ensure 

that each feature contributes proportionally to classifications. 

 

The feature scaling approach used in SER problems is not always clearly defined, but 

where it is there are three standard approaches widely used. The first of these approaches 

as used by Lee & Narayanan (2005) is the Standardization approach whereby to 

normalize a feature the mean is subtracted and the result is then divided by the standard 

deviation of the feature as seen in Equation 1 below. This process forces the values of 

each feature to have zero-mean and unit-variance. 

 

𝑥′ = 
𝑥 − �̅�

𝜎
 

Equation 1  Formula for normalization by standardization 
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Lee & Narayanan (2005) use this approach, and focus their classification on MFCCs to 

represent spoken utterances. These coefficients building up the Mel Frequency 

Cepstrum are calculated in bands 1-12. The first of these components often have a much 

wider range than the rest and for this reason normalization must take place to restore 

standardize the individual features to ensure they contribute proportionally to 

classifications. Clavel et al. (2008) describe the second of these which is a min-max 

normalization which scales features between -1 and 1 based on the minimum and 

maximum as shown in Equation 2 below.  

 

𝑥′ = 
𝑥 − min (𝑥)

max(𝑥) − min (𝑥)
 

Equation 2  Formula for normalization by minimum and maximum 

 

Kustner et al. (2004) describe the third commonly used process of feature scaling in 

SER applications which is that of subtracting the mean values of a range from a feature 

in order to ensure the feature has zero-mean, ensuring proportional contribution of 

features to classifications. 

 

Singh et al. (2011) provide the most detailed and complete account of pre-processing a 

matrix of feature vectors extracted from a series of audio files. Their matrix is pre-

processed both to scale the features and then to reduce the number of inputs to their feed 

forward Neural Network. They describe the pre-processing performed as min-max 

normalization and Principle Component Analysis (PCA). The data is divided into a 

training set, a validation set and testing set. The first pre-processing function used is 

called premnmx which provides the minimum and maximum of each feature across all 

training and validation vectors allowing scaling between –1 and 1. The second pre-

processing function used is called prepca, which performs PCA on the feature vectors 

reducing the dimensionality of the feature vectors from a length of 124 to a length more 

manageable by their Neural Network. The features are ordered so that those with the 

most variation come first and those that contribute the least variance are removed. The 

result is the feature vector ready to be presented to the classifier. 
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4.3.3 Classification Approaches 

 

4.3.3.1 Neural Networks 

 

Neural Networks also known as an Artificial Neural Network (ANN) is a popular 

classification approach which is modelled on the functioning of neurons in the human 

central nervous system. It consists of a number of interconnected neurons which work 

together to mathematically approximate output. NNs typically have an input layer, a 

hidden layer and an output layer. Backpropagation is a common method of training 

neural networks, which attributes blame for errors to specific nodes and then optimizes 

the network according to blame values. This classification approach has been widely 

utilized for many SER problems. Schuller et al. (2004) outline how the Neural Network 

is a standard classification approach to many machine learning problems, how they are 

renowned for their transfer function to deal with non-linear data, their weighting 

capabilities and also their discriminative training. The Neural Network they used was 

trained by back propagation and consisted of a 33 input neuron input layer, a hidden 

layer with 100 neurons and an output layer with 7 neurons each representing Ekman’s 

six basic emotions plus an added neutral class. Dai et al. (2008) also use a Neural 

Network in their study on the Emotional Prosody Speech and Transcripts corpus 

obtaining an accuracy of over 90% in hot anger in neutral utterances and over 80 % 

distinguishing between happiness and sadness. Tato et al. (2002) also utilize a Neural 

Network in their study using prosodic features derived from pitch, loudness and quality 

features. 

 

4.3.3.2 Bayesian Networks 

 

Bayesian Networks are popular models used in classification problems based on Bayes 

Theorem as will be described later in this thesis. They represent the conditional 

dependencies between features through probabilities in a directed graph. Lugger and 

Yang (2007) propose a classification approach of the six emotions - anger, happiness, 

sadness, boredom anxiety and neutral using a Bayesian Network. The novelty of Lugger 

and Yang’s approach lies in the combination of the prosodic and voice quality features 

they use; they test on short acted utterances from the Berlin emotional database. They 

find that their approach using the combined prosodic and voice quality features is a good 
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baseline and use this as a basis to propose an interesting cascading approach. The 

cascading approach outlined stems from the fact that prosodic features tended to be 

useful in distinguishing between emotions of high and low activation. Lugger and Yang 

define emotions of high activation as being happiness, anger and anxiety and those of 

low activation to be neutral boredom and sadness.  

 

Their cascading approach consists of a two-step process 1) distinguishing between 

emotions of high activation and low activation using prosodic features alone (96.10% 

accuracy for emotions of high activation was accomplished and 94.9% for emotions of 

low activation) and 2) performing the final classification using a combination of 

prosodic and voice quality features. Kyung et al. (2005) provide another Bayesian 

classification approach which is based on recognizing emotion by prosodic features 

pitch, energy and tempo. The novel approach used here was the use of a non-zero pitch 

contour where zero values of pitch were eliminated from the contour. With this approach 

improved result were achieved in comparison to those attained using the standard pitch 

contour. Fernandez and Picard (2003) and Schuller et al. (2005) also use Bayesian 

classifiers in their classification architectures. 

 

4.3.3.3 Naïve Bayes 

 

Naïve Bayes classification is a variation of Bayesian classifiers whereby the features are 

naïvely assumed to be conditionally independent.  This naïve assumption although 

sometimes untrue for certain data, can perform very well in certain prediction tasks by 

independently calculating posterior probabilities for each class. Vinay et al. (2013) 

outline how this algorithm is very beneficial for speech classification problems due to 

its simple classification approach and the ease at which the algorithm can be trained on 

large datasets producing desirable results. Vinay et al. use this algorithm in a supervised 

learning approach to classify seven emotion classes i.e. anger, surprise, fear, happiness, 

disgust, sadness and neutral. The features used in this study were pitch, energy, speech 

rate and MFCCs. They experimented on a dataset of 120 participants eliciting 

spontaneous emotions achieving up to 84% accuracy.  
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Zhang & Virginia (2009) also use the Naïve Bayes classifier for affect recognition in 

online speech interaction between young people, as part as an automatic anti bullying 

component. Vogt et al. (2008), Wagner et al. (2011) and Jacob & Mythili (2015) are 

other examples of works using this popular classification approach. 

 

4.3.3.4 Decision Trees 

 

Decision Trees are another approach which many researchers employ in tackling the 

problem of automatic affect recognition. This is a simplistic classifier which makes 

observations on data and maps these observations to decisions on class ownership. It 

functions by constantly querying a test instance to gain more information about which 

class it may belong through a combination of if-then rules. Hoque et al. (2006) use a J48 

Decision Tree3 to classify a number of utterances from movies under four emotion 

categories. This study experimented with a number of data pre-processing approaches 

on prosodic features from speech samples achieving up the 83.33% accuracy for this 

classifier. Ali et al. (2013) document another study using the J48 classifier on a 

multilingual speech corpus containing 404 speech samples from both males and females 

in the provincial languages of Pakistan i.e. Urdu, Punjabi, Pashto and Sindhi. These 

samples also fell under four emotion categories and an accuracy of 75% was achieved, 

again using a combination of prosodic features. A final example of the use of Decision 

Trees in SER problems is conveyed in the recent study of Rodriguez & Ilao (2014) who 

classify emotionally salient utterances in the Filipino language. 

 

4.3.3.5 Gaussian Mixture Models and Support Vector Machines 

 

GMMs are a type of probabilistic mixture model which assumes all points in a feature 

space are generated from a number of Gaussian distributions. The mixture model is 

learned from training data and then a test instance is classified by the class label of the 

Gaussian distribution which is the most probabilistic. They are another widely used 

classification algorithm used to tackle SER problems. SVMs are another classification 

approach which functions by analysing a feature space and attempting to construct a 

hyperplane to separate data points belonging to different classes. They operate by 

                                                      
3 J48 is an implementation of the C4.5 Decision Tree algorithm 
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mapping data onto a higher dimensional space using a kernel function and defining the 

hyperplane there. Although SVMs are inherently binary classifiers they can be modified 

for multiclass problems by using pairwise classification, which tackles a problem as a 

series of binary problems.  

 

Schuller et al. (2004) and also Zezgin et al. (2012) who employ a GMM to classify 

instances from the EMO-DB and VAM emotion databases of acted and spontaneous 

speech. The novelty in their approach stems from their use of a unique combination of 

perceptual features which is based on a perceptual evaluation of audio quality. This 

approach focuses on signal properties which (contrary to other classification systems) 

accurately model how the human ear perceives sound. The GMM here is evaluated 

alongside a SVM and in both cases it was found that both algorithms could achieve 

comparable accuracy rates to other studies on the same dataset. Neiberg et al. (2006), 

Mubarak et al. (2005) and Kamaruddin et al. (2009) are three other notable studies which 

use the GMM approach in their classification of audio instances. Zhou et al. (2009) 

however, similarly to Zezgin et al. (2012) who test both a GMM and a SVM, provide 

an interesting combination of both a GMM and a vector machine in their approach. 

 

Zhou et al. (2009) outline an approach which again provides novelty in the set of 

parameters they use for classification. They discuss how traditional speech classification 

systems have focussed either on spectral features or prosodic features. They therefore 

present an approach with a unique combination of both prosodic and spectral features 

since both feature groups contain emotional information and will therefore improve 

classification accuracy.4 Zhou et al. outline how the standard training method for GMM 

models is to use Maximum A Posteriori (MAP) from a prior model and stacking is 

generally used as a means to form a GMM mean super vector to compensate for speaker 

and channel variability. Their approach however explores the use of using a GMM super 

vector in a SVM classifier. Their results show a significant reduction in error rates when 

using the prosodic and spectral features within this GMM/SVM model of 

implementation. The SVM is a very popular algorithm of choice in the speech 

processing domain as can be seen in the work of Archetti et al. (2008) who use the 

                                                      
4 It was later in 2009 that Schuller et al. provided their widely used feature set which included a 

combination of physical and perceptual features. 
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approach in the novel application of semantically annotating judicial proceeding 

through analysis of vocal signals. Other examples of this classification approach can be 

seen in the work of Kao and Lee (2006), Zhang (2008), Wang et al. (2008), Pan et al. 

(2012) and Seehapoch & Wongthanavasu (2013). 

 

4.3.3.6 K-Nearest Neighbour 

 

K-Nearest Neighbour is a non-parametric lazy learning algorithm which classifies test 

instances based on computed distances measures to labelled training instances. These 

distances reveal a set of nearest neighbours which are used to vote on the predicted class 

by looking at known classes in the vicinity of a new test instance. Yu et al. (2001) use 

SVMs as their primary classification algorithm of choice but they do also experiment 

with the use of a K-Nearest Neighbour algorithm. This algorithm simply records training 

data and then uses a distance measure from a test instance to known training instances 

to predict which class the test instance should belong to by examining its nearest 

neighbours. Yu et al. show that even though the SVM does outperform the KNN method 

of classification, the KNN method can still produce desirable results. This study 

compares the two approaches by studying four emotions i.e. anger, happiness, sadness, 

and neutral from movie and teleplays. Given that the KNN rule relies on a distance 

metric to perform classification, Yu et al. explain how different distance metric can yield 

different results. Lee et al. (2001) also use the KNN method of classification to classify 

between negative and positive sentiment.  

 

Features used in this study were statistics of the fundamental frequency and energy 

parameters. To reduce complexity and to improve algorithmic performance and 

accuracy Principal Component Analysis is also used in this approach. Other approaches 

using the KNN means of classification include Lee and Narayanan (2005) and Wang 

and Guan (2004). 
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4.3.3.7 Linear Discriminant Analysis 

 

Linear Discriminant Analysis is a common feature reduction technique but is also used 

as a linear classifier. It functions by constructing a linear combination of input features 

which offers the best class discrimination or separability. In the study of Lee and 

Narayanan (2005) a LDA with Gaussian class-conditional probability was also used to 

classify negative and non-negative emotion. This approach used features such as 

functionals of the fundamental frequency (F0) and energy i.e. mean, median, standard 

deviation, maximum, minimum, range (max–min) and linear regression coefficients. 

They also used time based features such as duration and also first and second formant 

frequencies. This study was undertaken on a call centre speech database containing 1187 

calls, each having an average of six utterances with the total number of utterances used 

being 7200. Again feature selection was undertaken in the form of Forward Selection 

which is a form of Floating Search similar to that used by Ververidis & Kotropoulos 

(2006). Yildirim et al. (2004) also use the Linear Discriminant Analysis approach to 

investigate acoustic properties of speech associated with the sadness, anger, happiness, 

and neutral states/emotions. In this study the mean, median, standard deviation, 

maximum, minimum and range was obtained from fundamental and formant 

frequencies, energy, and spectral features. 

 

4.3.3.8 Hidden Markov Models 

 

HMMs are a useful classification approach used to model patterns in sequential or 

temporal data. These models assume that a future state can be determined by examining 

the states that lead to the current state. They are another widely used classification 

algorithm for speech classification problems as can be seen in the works of Bitouk et al. 

(2010) and also Zhou et al. (2001). Nogueiras at al. (2001) outline the two primary 

advantages of using HMMs in emotion recognition problems. The first of these 

advantages explains how the structure of HMMs is useful in capturing the temporal 

behaviour of speech and the second states that the technique has been a much studied 

approach to speech processing problems for a long time, and therefore there has been 

many procedures established for optimizing the framework for classification problems.  
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In the study they use a HMM approach using energy and pitch features to classify 

Ekman’s six basic emotions along with another neutral emotion. The approach adopted 

resulted in an accuracy higher than 80% in the recognition of the seven emotional 

classes, confirming the usefulness of the approach and also of the low-level energy and 

pitch features used for the classification. Schuller et al. (2003) also provide a continuous 

HMM approach to classify the same seven emotion classes. In this approach they 

increase the temporal complexity and use the warping capability of HMMs reaching a 

77.8% overall recognition rate on a speech corpus containing acted and spontaneous 

affective utterance in both German and English. 

 

4.3.3.9 Deep Neural Networks 

 

A Deep Neural Network is a complex Neural Network which consists of many more 

hidden layers than a classic multi-layer perceptron (MLP). Each of these layers are 

trained individually to learn different levels of representation in order to make sense of 

input data. Stuhlsatz et al. (2011) outline an approach which uses a DNN architecture 

and Generalized Discriminant Analysis5 (GerDA). In this study a Neural Network is 

directly trained with features extracted using the OpenEAR toolkit (Eyben et al., 2009). 

A total of 6552 input features in total (39 functionals of 56 acoustic LLDs along with 

the corresponding first and second order delta regression coefficients) are presented to 

the input nodes of the Neural Network.  

 

As shown by Stuhlsatz et al. GerDA can handle truly high dimensional inputs without 

many training samples - a great advantage of GerDA DNN’s. DNN’s are different to 

standard back propagation neural networks when it comes to the initialization of weights 

and biases. Instead of using random initializations for the network they use a stack of 

Restricted Boltzman Machines 6(RBM) to learn estimates of good initial values. Each 

layer of the network is then trained separately starting with the very first layer whose 

output is then used as input to the next. The network topology used was 6552-6000-500-

100-2 i.e. an input layer defined by data, three hidden layers and 2 nodes at the output 

layer. This architecture was used to classify emotion in the nine standard corpora as 

                                                      
5 Generalized Discriminant Analysis applies a general linear model to discriminant analysis 
6 A Restricted Boltzman Machine is a type of Neural Network that can learn a probability distribution 

over its inputs 
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described in Schuller et al. (2009), again grouping similar emotions by valence to make 

the problem one of sentiment classification for comparability. A mean accuracy of 

79.5% across all corpora was reported in this study. Han et al. (2014) also provide a 

recent contribution using the Deep Neural Network approach. 

 

4.3.3.10 Ensembles 

 

As with any machine learning problem, ensembles are widely used in SER. Ensembles 

use a number of different algorithms in order to achieve a superior predictive 

performance than could be achieved by using any of the individual algorithms. This 

technique of combining the strengths of multiple algorithms can be seen in the works of 

Schuller et al. (2005), Morrison et al. (2007) and Tarasov et al. (2011) to name a few. 

Anagnostopoulos et al. (2014) use an ensemble majority voting classifier which uses 

three base classifiers: K-Nearest Neighbour, a Decision Tree and a SVM with a 

polynomial kernel. They use this architecture to classify the six basic universal 

emotions. Their overall system achieved better performance than each of the base 

classifiers all of which had low computational complexity. Their system was also 

compared to one-against-all (OAA) multiclass SVM ensemble with radial basis function 

kernels and an OAA multiclass SVM ensemble with hybrid kernels and outperformed 

both underlining the efficiency of the approach. The proposed ensemble classifier 

achieves better performance than the other two ensemble classifiers. Anagnostopoulos 

et al. also stress the importance of each of base classifiers originating from different 

theoretical backgrounds in order to avoid bias and redundancy. Vasuki (2015) also use 

the ensemble approach in their study. They outline how research strive to improve the 

performance of emotion recognition at both feature level, data level and decision level. 

The study uses a combination of ensemble techniques in conjunction with a feature level 

study which models emotions using given features. They outline a number of key 

features which work best for each emotional class and these features are combined using 

an SVM based ensemble.
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5 Text Classification Techniques 

5.1 Introduction 

 

This chapter deals with state of the art techniques in the field of text classification in 

terms of classifying both sentiment and emotion. At the outset we define the primary 

difference in these two terms and we then outline the relevant literature dealing with 

classification of the two. We discuss two primary approaches to the problem of text 

classification and finally discuss hybrid approaches which combine these primary 

approaches into one solution.  

 

5.2 Sentiment vs. Emotion  

 

In recent years there has been much research in the area of analysing sentiment and 

emotion. One of the earliest studies in the area of text processing was based on building 

computer models for belief systems (Carbonell 1979). In later years studies such as Sack 

(1994) and Wiebe et al. (1999) began to focus on the recognition of point of view and 

affect. Pang & Lee (2008) outline how it was around the year 2001 which sentiment and 

opinion analysis really came to light due to the rise of machine learning technologies, 

Information Retrieval methods and the abundance of affectively rich content being 

shared on the web. Pang et al. (2002) was amongst the first to address the problem of 

sentiment recognition stating that up until then much of the focus from the academic 

community was based topic categorization i.e. Sports, Politics etc.. They explain how 

in the year 2000 there was a rapid growth in the number of online discussion groups and 

review sites which saw the focus shift from topic categorization to the more important 

characteristic of the sentiment or opinion expressed in these posted articles. The term 

sentiment analysis and opinion analysis have been used interchangeably and essentially 

refer to classifying the valence expressed in a sample piece of data be that text or audio 

i.e. positive, negative or in some studies a neutral state is included. Frijda (1986) defines 

the term valence here as the intrinsic "attractiveness" or "aversiveness" of an event or 

situation - attractive events having positive valence and aversive events having negative 

valence. This definition serves to capture the overall opinion of a subject matter for 

example if a movie review is positive or negative.  



 Text Classification Techniques 

   

 

61 

Emotion recognition then is a finer grain of sentiment for it is the underlying emotion 

which determines the sentiment expressed. For example anger and disgust are two 

different emotions but would both fall under the category of negative sentiment. The 

problem of emotion classification can be performed alongside sentiment classification 

for a more detailed view of a given problem. There has been much research done in 

these areas and we outline here the key state of the art approaches in tackling the 

classification of sentiment and emotion in text resources. 

 

5.3 Statistical Based Approaches 

 

In problems involving the automatic assignment of sentences or full documents to 

predefined categories, supervised machine learning is the prevalent approach. This 

involves either manually labelling training data or acquiring labelled dataset and having 

a statistical machine learning algorithm learn classification rules which will enable it to 

best distinguish between the predefined labels.  

 

5.3.1 Features for Text Classification 

 

Before presentation to any classification algorithm the text data must first be represented 

as a bag of words as shown in Equation 3 below. 

 

𝐷𝑖 = {𝑥𝑖1, 𝑥𝑖2, . . . , 𝑥𝑖𝑧} 

Equation 3  Bag of words Representation of a document 

 

 

In the bag of words representation above Di denotes a document to be represented and 

each xi value corresponds to a word in that document. This xi element may come in the 

form of binary value denoting either existence or non-existence of a word, it may hold 

a value corresponding to the amount of times that word appears in the document or is 

may also refer to may refer to frequency measures such as Term Frequency - Inverse 

Document Frequency (TF-IDF) or a Latent Semantic Index (LSI). 
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Rajaraman & Ullman (2011) define TF-IDF Term Frequency–Inverse Document 

Frequency as a widely used numerical value which is intended to reflect how important 

a word is to a document in a collection or a corpus. It has many applications in both 

Information Retrieval and text mining and classification problems. Its makeup consists 

of two factors i.e. Term Frequency (TF) and Inverse Document Frequency (IDF). Luhn 

(1957) describe how TF relates directly to how frequently a word is found in a document 

and is normalized by document length. The reason for this is that every document varies 

in the number of terms that they contain and it is likely that a longer document would 

have more terms than a smaller one. By using the total number of terms in the document 

as a denominator, the TF value can be standardized for all documents. The TF 

calculation is shown below in Equation 4. 

 

𝑇𝐹(𝑥) =
# 𝑜𝑐𝑐𝑢𝑟𝑟𝑒𝑛𝑐𝑒𝑠 𝑜𝑓 𝑡𝑒𝑟𝑚 𝑥

𝑡𝑜𝑡𝑎𝑙 # 𝑜𝑓 𝑡𝑒𝑟𝑚𝑠 𝑖𝑛 𝑡ℎ𝑒 𝑑𝑜𝑐𝑢𝑚𝑒𝑛𝑡
 

Equation 4  TF Calculation 

 

The second component of the TF-IDF is the Inverse Document Frequency (IDF). Spärck 

(1972) defines Inverse Document Frequency (IDF) as value indicating how important a 

term is to a document in a collection. In examining the makeup of a TF calculation it is 

evident that all terms in a document carry equal weighting. In reality it generally the 

terms of lower frequency in a document set that are more important unlike common 

words like "the" and "a". For this reason the IDF value is employed in order to scale 

down the importance of very frequent terms in a set of documents and to scale up the 

importance of the less frequent ones. The IDF calculation is shown below in Equation 

5. 
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𝐼𝐷𝐹(𝑥) = log𝑒 (
𝑡𝑜𝑡𝑎𝑙 # 𝑜𝑓 𝑑𝑜𝑐𝑢𝑚𝑒𝑛𝑡𝑠

# 𝑜𝑓 𝑑𝑜𝑐𝑢𝑚𝑒𝑛𝑡𝑠 𝑐𝑜𝑛𝑡𝑎𝑖𝑛𝑖𝑛𝑔 𝑡𝑒𝑟𝑚 𝑥
) 

 

Equation 5  IDF Calculation 

 

 

The final TF-IDF value can then be calculated by getting the product of the TF and the 

IDF as shown below in Equation 6. 

 

𝑇𝐹𝐼𝐷𝐹(𝑥)  =  𝑇𝐹(𝑥). 𝐼𝐷𝐹(𝑥)  

Equation 6  TF-IDF Calculation 

 

This combined value performs very well in evaluating the importance of a word in a 

document or collection of documents. Using this measure the higher the TF and the 

lower the document frequency, the higher the importance of a given word in a given 

document of collection. 

 

LSI is another alternative to using the TD-IDF. Inrak & Sinthupinyo (2010) document 

how LSI is a powerful method to extract meaning from a piece of text which uses both 

statistics and linear algebra to do so. They describe how the relationship between words 

and documents are represented in a term document matrix which is generally very large. 

Singular Value Decomposition (SVD)7 is then applied to transform the document vector 

into a subspace of features which captures the whole collection  i.e. the number of rows 

are reduced but the similarity amongst the columns is retained. Once the feature vector 

is extracted pre-processing must occur before presentation to training algorithms. In text 

classification this pre-processing stage primarily takes the form of feature selection 

along with some feature scaling.  

  

                                                      
7 In mathematics Singular Value Decomposition is the factorization of a matrix with real or complex 

elements. 
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5.3.2 Pre-processing in Text Classification 

 

Uysal & Serkan (2014) outline that the four most common pre-processing steps 

undertaken in any text classification problem are: 

 

 Tokenization 

 Stop word Removal 

 Lowercase Conversion 

 Stemming/Lemmatization 

 

These steps, although discussed in this account as pre-processing are generally 

performed at the feature extraction stage when creating the feature vector described 

above since they all play a part in the makeup of the vector representation of documents. 

Tokenization is the process of splitting a document or sentence to be classified into a 

bag of words or phrases known as tokens. The type of tokenizer used will define what 

kind of tokens are extracted from the documents. Three of the most common types of 

tokenizers are the Alphabetic Tokenizer, the N-Gram Tokenizer and a Word Tokenizer. 

The first of these the Alphabetic Tokenizer creates token from only sequences of 

alphabetic characters. The N-Gram Tokenizer splits a document by choosing word 

groupings or grams of size n. Here n can take any value in a range defined by a minimum 

and maximum. Word Tokenizer is another commonly used tokenizer which tokenizes 

both alphabetic and alphanumeric word tokens. With all of these tokenizers the tokens 

created are typically delimited by non-alphanumeric characters like commas, carriage 

returns and whitespace. 
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In preparing a document vector for classification by any algorithm Stop Word Removal 

is a commonly used technique. Stop words are those words which appear very frequently 

in texts but do not add any meaning and are therefore deemed irrelevant in terms of text 

representation. They are those words which have zero dependence on the topic being 

discussed and are therefore removed prior to presentation to classification algorithms. 

Lowercase Conversion is the third most common technique used in the pre-

processing/preparation of document vectors prior to classification. Upper and lower case 

words have zero difference in meaning and for this reason they are all converted to 

lowercase before classification. This technique also aids in ensuring that there are no 

duplicate features extracted for example "Happy" and "happy". The final most common 

pre-processing step is the use of stemming and/or lemmatization which aim to find the 

root or the stem of a word. Uysal & Serkan explain how derived words are semantically 

similar to their root which is why this technique is commonly used in search engines 

and classification problems. This study also outlines both stemming algorithms and 

words that are used in stop word lists and are specific to the language being studied. In 

the study of English corpora, Porters Stemming Algorithm is commonly used (Porter, 

1980). The key difference in stemming and lemmatization is that the stemming approach 

is more a crude heuristic whereby lemmatization is a grammatically correct approach 

removing inflectional endings to return the base dictionary form of a word known as the 

lemma (Manning et al., 2008). 

 

5.3.2.1 Feature Selection 

 

All feature vectors once created should undergo a feature selection process in order to 

eliminate redundant features which may hinder the performance of a classification 

algorithm. Yang & Pederson (1997) provide an outline of the five primary feature 

selection algorithms used in text classification problems. These techniques are outlined 

below. 

 Document Frequency Thresholding (DF) 

 Information Gain (IG) 

 Mutual Information (MI) 

 Chi-Squared Test (χ2) 

 Term Strength (TS) 
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Xu et al. (2008) define a term’s document frequency as the number documents in an 

entire collection in which a term occurs. They then define Document Frequency 

Thresholding as the process of removing terms from a feature vector whose document 

frequency is less than a certain threshold. This is the most basic form of feature selection 

for text classification problems.  IG is another common feature selection technique used 

in text classification problems. IG as the technique of measuring information about a 

class prediction when feature presence and a corresponding class distribution 

information are available. Essentially it is a measure of how much information a feature 

contributes to classifications over all possible classes and does so by measuring the 

expected reduction in entropy or uncertainty associated with that feature (Mitchell, 

1997). 

 

MI measures the relatedness of a term and a category. Yang & Pederson (1997) provide 

a mathematical description of MI using a contingency table of a term t and a category 

c. The number of times that the term and a category occur together is denoted by A, the 

number times term occurs without a category is denoted by B, and C denotes when a 

category occurs without the given term. When N is denoted as the total number of 

documents in the collection the MI between a term and a category can be defined as in 

Equation 7 below. 

 

𝑀𝐼(𝑡, 𝑐)  =  
𝐴. 𝑁

(𝐴 + 𝐶). (𝐴 + 𝐵)
  

Equation 7  MI Calculation 

 

Once the MI score has been calculated for each category for all given terms, these are 

then combined to establish the global information between each terms and all categories. 
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Chi-Squared (χ2) is a widely used test in statistics to test the independence of two 

datasets or two events. When discussing the χ2 test in relation to feature selection the 

event that is being tested is the occurrence of a category or a term and the test aims to 

test the lack of independence between a category and a term. Yang & Pederson (1997) 

using the same representations as above provide a formula for the χ2 test outlined below 

in Equation 8 which measures the usefulness of a term. The only other representation 

used here which is not included in the MI calculation is D which denotes the number of 

times neither a term or category occurs. 

 

χ2(𝑡, 𝑐)  =  
𝑁(𝐴. 𝐷 − 𝐶𝐵)2

(𝐴 + 𝐶). (𝐵 + 𝐷). (𝐴 + 𝐵). (𝐶 + 𝐷)
  

Equation 8  Using χ2 to calculate term goodness 

 

In a similar manner to the MI, the category specific scores are then combined to assess 

the combined usefulness of a term to all categories. Yang & Pederson also outline a 

major difference between the χ2 approach and MI, i.e. that the χ2 value is normalized 

and therefore comparable across terms for the same category. 

 

Term strength is the final most common feature selection technique. Wilbur & Sirotkin 

(1992) first used the technique for vocabulary reduction in text retrieval problems and 

it was Yang (1995) who first used this technique for the task of feature selection in text 

classification problems. As with each of the selection techniques outlined above term 

importance and contribution is what is being measured here. This algorithm bases this 

decision on how commonly a term is likely to be contained to semantically close 

documents. Yang & Pederson outline how a training set of documents to derive 

semantically similar documents based on a cosine similarity measure. The estimated 

probability that a term appears in both documents is then used to determine the term’s 

strength. 
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5.3.2.2 Feature Scaling  

 

In text classification feature scaling does not occur to the same extent as it does when 

dealing with other data like high dimensional feature sets extracted from audio for 

example. Yiming & Thorsten (2008) highlight that the only scaling that is used in text 

classification is when normalizing by document length i.e. scaling a feature vector such 

that is has a length of one. This can be seen in the calculation of the TF previously in 

this section where we divide by the number of terms in the document or in the IDF 

calculation where the number of documents containing a term is used as a denominator. 

This standardizes documents of varying length making them more comparable.  

 

5.3.3 Classification Approaches 

 

All aspects of pre-processing defined above apply to most text classification algorithms 

regardless of the classification algorithm chosen. There are many statistical 

classification approaches used in the classification of sentiment or the finer grained 

problem of emotion recognition.  

 

5.3.3.1 Naïve Bayes and Others 

 

Strapparava & Mihalcea (2007) outline a Naïve Bayes machine learning approach to the 

classification of news headlines extracted from online news sites and also newspapers. 

They outline how online content is an excellent source for fresh datasets with modern 

Information Retrieval techniques making data collection painless. This approach is an 

interesting one as they do not just wish to classify headlines but also to assign a numeric 

valence score in each category. To achieve this they used the probability distribution 

produced by the classifier to map valence scores to each emotional category in the range 

of -100 to 100 with a zero probability translating as a neutral valence. This is one of the 

many studies which uses the Naïve Bayes classification method - another of which is 

described by Mihalcea & Liu (2006). 
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Katz et al. (2007) experiment with Naïve Bayes and Nearest Neighbour classification to 

create a supervised system that annotate the emotional content of headlines (using 

Ekman’s six basic emotions). The system described is interesting since it is the first of 

its type to use a thesaurus interface to perform synonym expansion on lemmatized 

unigrams. This approach provides a broader scope when analysing text content and 

increases the possibility of finding unigrams representative of an emotional category. 

Conroy et al. (2010) in another statistical classification study, compare the effectiveness 

of the Naïve Bayes classifier and the Maximum Entropy classifier in recognizing 

sentiment in tweets collected during super bowl commercials from Twitter8. The key 

finding of this study was that the Naïve Bayes approach worked best overall. The 

Maximum Entropy approach was noted to outperform Naïve Bayes when unigrams were 

being used alone but not when bigrams and trigrams were introduced. 

 

5.3.3.2 Support Vector Machines and Others 

 

Mishne (2005) study the classification of a wide range of moods or emotions in a corpus 

of 815,494 blog posts annotated with 37 different emotions reported by the author at the 

time of entry. This study performs two sets of experiments the first on which aims to 

classify between 37 different emotional classes and the second of which splits the 

emotions into active/passive and positive/negative categories. The classification 

algorithm used in the approach was a Support Vector Machine reported by Mishne to 

outperform other classifiers in text classification problems and their ability to easily deal 

with the high dimensional feature vectors often found in the text classification domain. 

Classification accuracies reported ranged from 44.25% - 65.75%. Even though these 

results are poorer human performance on the same task, they attribute these results to 

the subjective nature of the annotations and the sparse training data, and show how 

performance can be included by increasing the size of the training data used. 

  

                                                      
8 Twitter is an online social networking service that enables users to send and read short 140-character 

messages (https://twitter.com) 
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Support Vector Machines are also used in the study by Leshed & Kaye (2006) who 

extract 812,000 mood tagged blog entries from LiveJournal9 an online blogging 

platform (the same platform used by Mishne in the 2005 study). The ten most frequent 

moods are extracted using the author's labels on time of entry.  This study uses a standard 

bag of words approach and a standard stop word list is excluded to alleviate unnecessary 

computational intensity. The standard TF-IDF index is also used in establishing feature 

vectors for SVM training. This study groups the ten moods into groups of positive and 

negative valence making the problem a binary one. With the classes split into two this 

study managed to achieve 74% accuracy. SVMs can also be seen used in the study of 

Calix et al. (2010). 

 

Aman & Szpakowicz (2007) outline an approach to the classification of blogs extracted 

from the web. In the study a Support Vector Machine was used along with a Naïve 

Bayes classifier. The data extracted from these blogs was emotionally rich content found 

by searching for features which distinctly characterize each emotion class. This was 

achieved using lexical resources such as the General Inquirer10 (Stone et al., 1966) and 

WordNet-Affect11 (Strapparava & Valitutti, 2004) both valuable resources for the 

analysis of emotion in text content. In this study the best classification accuracy reached 

was 73.89% using the Support Vector Machine with the Naïve Bayes classifier 

performing slightly less at 72.08%. These accuracy performances were recorded when 

considering features from both lexical resources. 

 

Go et al. (2009) tackle the sentiment classification problem by using data extracted from 

using the Twitter Application Program Interface (API)12. This research was one of first 

endeavours to extract sentiment from tweets and used a novel approach to extract 

labelled data for both training, validation and testing. The approach they call "supervised 

distance learning" makes use of emoticons included in messages by using them as "noisy 

labels". 

  

                                                      
9 http://www.livejournal.com/ 
10 The General Inquirer is an affective lexicon which contains a number of labels for several emotional 

states (http://www.wjh.harvard.edu/~inquirer/) 
11 WordNet-Affect is an affective extension of WordNet, including a subset of synsets (sets of 

synonyms) which represent affective concepts (http://wndomains.fbk.eu/wnaffect.html) 
12 This is the REST API provided by Twitter to provide programmatic access to read from and write 

data to the service (https://dev.twitter.com/rest/public) 
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With this system tweets containing the terms ":)", ":-)", ": )", ":D", or "=)" are considered 

positive tweets and those containing “:-(", ":(" and ": (" are considered negative tweets. 

Unigrams and bigrams are then extracted in preparing the feature vector for this study 

which compares the performance of SVM, Naïve Bayes and Maximum Entropy 

classifiers which perform at 82.20%, 81.30% and 80.50% respectively. 

 

5.3.3.3 Winnow Update Rule 

 

Alm et al. (2005) provide another statistical approach with a variation of the WUR 

which forms part of the SNoW learning architecture (Carlsonet al., 1999) in order to 

classify emotion in the domain of children’s fairy tales. The WUR is another linear 

classification algorithm which works well with high dimensional data. Similar to a SVM 

it calculates a hyperplane which best separates the data. Their approach experiments 

with fine tuning a number of input parameters, achieving classification accuracies of up 

the 63.31%. The emotions studied here are Ekman’s six basic emotions with the 

additional subdivision of surprise into positively surprised and negatively surprised. 

Although this approach claims to classify emotion, Carlsonet et al discuss how this study 

splits those emotions into positive and negative valence essentially making it a 

sentiment analysis problem. 

 

5.3.3.4 Decision Trees 

 

As outlined in a comparative analysis of classifier performances provided by Burget et 

al. (2011) Decision Trees are also a popular choice of classification algorithm following 

SVMs and Naïve Bayes classifiers in terms of performance. The comparative analysis 

provided in this study compares SVM using a number of kernel functions (linear radial 

and polynomial), a KNN classifier, a J48 Decision Tree and also a Linear Regression 

and Linear Discriminant Analysis approach in their performance in recognizing 

emotions in Czech newspaper headlines. The emotions that were studied here were 

again the six basic emotions as outlined by Ekman (1992). In terms of performance 

Support Vector Machines and Naïve Bayes classifier perform the best followed by J48 

Decision Tree and then the Linear Regression and Linear Discriminant Analysis 

approaches. As a single classification algorithm the KNN was least effective. The J48 

Decision Tree classifier can be also used in the studies of Chaffar & Inkpen (2011).  
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5.3.3.5 Ensembles 

 

The text classification examples discussed above all use single classification algorithm. 

This approach of simply learning the relationship between features and categories may 

not produce the best possible classification result especially when dealing with sparse 

input data as in Mishne (2005). A more benificial approach is to use ensemble learning 

techniques which base their predictions on the outputs of a number of base classification 

approaches. Bootstrap Aggregating or bagging (Breiman, 1996), boosting (Freund, 

1995) and stacking (Wolpert, 1992) are other popular ensemble technique used in text 

classification problems. With the bagging approach all classification models within the 

ensemble vote with an equal weighting and each of the models are trained with a random 

subset of the training data in order to ensure variance in all the models created. Boosting 

incrementally trains new model instances which focus on the instances that previous 

models had difficulty in classifying correctly. Stacking is an approach which uses a 

meta-level decision classifier which fuses the predictions of a number of base classifiers. 

Examples of ensemble techniques in text classification can be seen in the work of Plaban 

et al. (2009) and Lie et al. (2003).  

 

Dong et al. (2004) outline their use of ensemble methods using Naïve Bayes and SVM 

classifiers. In this study they experimented with a number of ensemble methods 

including bagging and boosting using homogenous ensemble methods. Homogenous 

ensembles are described here as ensembles in which the base classifiers are the same 

but are trained on a different subset of the training data. The overall outcome of this 

study was that all ensembles improved accuracies over a single classifier and the SVM 

ensemble performed better than the Naïve Bayes approach used. Su et al. (2013) perform 

a study which compares the stacking compared to the majority voting of classifiers on 

a sentiment classification problem. Results documented here show that stacking is 

consistently the more effective approach over majority voting reaching accuracy levels 

on the sentiment recognition of up to 96.90%, underpinning the efficiency of the 

stacking approach. Other approaches to majority voting and stacking include Silva et al. 

(2007) who provide a sentiment classification approach with a majority voting ensemble 

of seven base classifiers, while Wang et al. (2014) document a study which further 

outlines the efficiency of ensemble learning techniques in text classification problems.   
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5.4 Lexicon Based Approaches  

 

In text classification problems lexicon based approaches are a common alternative to 

the statistical approaches. A lexicon is defined as the vocabulary of a language. In text 

processing problems affective lexicons are commonly used – these are affective 

dictionaries or word lists containing emotionally salient keywords which categorize 

terms denoting a particular emotion or sentiment. Lexicon approaches can be discussed 

in terms of keyword spotting approach and rule-based approaches which apply heuristic 

rules to sentences and spotted keywords. 

 

5.4.1 Keyword Spotting Approaches 

 

Subasic et al. (2001) provide a keyword spotting and weighting approach to extracting 

levels of affect from text content. Their methods are based on fuzzy logic and a fuzzy 

affect lexicon containing 3876 affect words associated with a wide range of emotion 

categories. Each entry in this affective lexicon consists of the word token itself, the part 

of speech this token represents, the affect category, a numeric value of centrality or 

relatedness to the affect category and the intensity. Using this affect lexicon Subasic et 

al. create an affect thesaurus by establishing relationships between pairs of similar affect 

categories based on the centralities expressed. The resultant sets are then used to extract 

the levels of affect textual content. 

 

Boucouvalas et al. (2002) provide a similar keyword spotting approach by building a 

dictionary of terms to extract Ekman’s primary six emotions from real time internet text 

communication in a chat environment. The system described here builds a dictionary of 

16,400 words. This dictionary contains information on the type of word that is being 

recorded i.e. noun, pronoun, verb, adverb etc. They also store emotional tags for the 

words that are emotionally salient. The interesting aspect of this approach is the suffix 

and prefix analysis.  
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In the sentence and structure analysis, words that are expected to be emotionally salient 

are checked for an emotional tag, if that word does not have an emotion tag then suffix 

and prefix analysis will attempt to derive a variant of the word that does have an emotion 

tag. 

 

Ekman's six primary emotions are also studied in the work of Ma et al. (2005) which 

outlines an approach to emotion classification in chats and other text based messages. 

The approach outlined in this study is based on both keyword spotting and keyword 

word weighting. Wordnet-Affect, the popular affective lexicon, was used in this study 

which provides emotionally salient keywords under each of Ekman's six affective 

categories. WordNet 1.6 was also used in this study in order to search for synonym sets 

of affective word tokens. Ma et al. explain how they determined an emotional weight 

for a word, based on the proportion of the total emotional senses of that word amongst 

the total senses. For example if a word had five meanings, all portraying a certain 

emotion, then one would be a applied as the associated emotional weight, whereas if 

three of those meanings were emotional then the weight applied would be 0.6 (3/5). 

Table 1 below shows sample words used in this study witch corresponding emotion 

weighting vectors. 

 

  

  

   

    

   

   

    

   

 

Table 1  Sample words and keyword weightings for each class (Ma et al., 2005) 

 

  

Word  Emotion Vector 

exciting [0.76 0.0 0.0 0.0 0.0 0.0] 

fortunate   [0.72 0.0 0.0 0.0 0.72 0.0] 

happy [1.0 0.0 0.0 0.0 0.0 0.0] 

healthy   [0.66 0.0 0.0 0.0 0.0 0.0] 

shaken   [0.0 0.0 0.0 0.0 1.0 0.0] 

sad   [0.0 1.0 0.0 0.0 0.0 0.0] 

tearing   [0.0 1.0 0.0 0.0 1.0 0.0] 
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Negation detection is also utilized in this study which is an important technique 

Boucouvalas et al. (2002) do not document using. In the keyword approaches discussed 

here none include the use of heuristic rules in performing their classifications. 

 

5.4.2 Rule-Based Approaches 

 

The application of heuristic rules to textual content in tandem with key word spotting is 

another increasingly popular approach in text processing. This aids in extracting a 

deeper understanding of affective text content in contrast to simply spotting keywords 

and applying weightings for each emotion class. Ding & Liu (2007) provide an example 

of this technique in a study which aims to classify semantic orientations (sentiment) of 

opinions expressed in product reviews. Ding & Liu outline how keyword approaches 

spot obviously emotional salient keywords like "great", "hate" and "love" for example, 

but how the intended meanings could be changed depending on context or neighbouring 

sentences. To tackle this problem they introduce a number of linguistic rules in the form 

of conjunction13 rules and synonym and antonym rules. The conjunction rules target 

sentences where conjunctions may flip the valence of sentence for example through the 

use of "but" or "however" and also extend to looking at neighbour sentences for a hint 

as the sentiment being expressed as sentences close to each other generally express the 

same sentiment. The synonym and antonym rule that Ding & Lie employ is that should 

a word be considered to express positive sentiment, it follows that all its synonyms 

express positive sentiment and its antonyms negative sentiment. Their experiments 

show that the use of these linguistic rules prove to be highly effective in achieving 

greater accuracy in sentiment classification problems. 

  

                                                      
13 A conjunction is a word used to connect sentences or to coordinate words in a sentence e.g. but, 

however. 



 Text Classification Techniques 

   

 

76 

Francisco & Gervas (2012) provide another recent rule-based approach to extracting a 

range of emotions from the narrative domain of children’s fairy tales called EmoTag. 

Content was selected from a corpus of eight fairy tales of varying length amounting to 

a total of 10,331 words and 1,084 sentences to examine using a rule-based approach. 

All rule-based approaches incorporate a keyword spotting element. To achieve this 

Francisco & Gervas create their own affective lexicon the "List of Emotional Words" 

which associates emotionally salient words to emotional categories. This lexicon was 

created with use of content independent words from both the General Inquirer (Stone 

et al., 1966) and the Affective Norms for English Words (Bradley and Lang, 1999). The 

Affective Norms for English Words provides a set of emotion rankings for many words 

in the English language similarly to the General Inquirer. Parts of Speech tagging was 

used to define the portions of speech which are likely to have emotional content and a 

list of emotion stop words were used to denote words which were or neutral emotion. 

The sentence level rules applied in this approach proved to be an effective approach for 

textual emotion classification.  

 

Krcadinac et al. (2013) provide the most comprehensive rule-based approach to textual 

recognition of Ekman’s six basic emotions. This account describes the textual 

recognition in informal messages which functions at sentence level is grounded in a 

refined keyword spotting technique which incorporates an affective lexicon derived 

from WordNet, common abbreviations colloquialisms and also a set of heuristic 

sentence level rules. This approach, as with all rule-based approach employs the use of 

an affective lexicon and in this case those keywords come with a weighting for each 

emotion class. These keywords are weighted using the same technique as described 

above in the approach of Ma et al. (2005) by calculating weights that are relative to the 

number of emotional senses of a word.  
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Krcadinac et al. however extend this list by incorporating synsets from WordNet and 

calculating weights for synonyms of affective terms and applying a penalty to the 

calculated weight w to come up with a revised weighting wr which is calculated as       

wr= 0.1*w. This extended lexicon consists of 5,132 terms with associated weightings 

for each of Ekman’s six basic emotions. This approach also incorporates common 

colloquialisms such as "lol" or "omg" and also common vulgarisms. Emoticons are also 

considered in this approach which are weighted based on a study including 174 

participants, in order to ground their weightings in a common viewpoint. This approach 

is novel in the way the lexicons used are created and how they are used in conjunction 

with heuristic rules employed.  

 

5.5 Hybrid Approaches 

 

Hybrid approaches to text classification are defined as those that incorporate keyword 

spotting, rule-based approaches and also statistical approaches to the classification of 

text. Seol et al. (2008) describe their hybrid system which classifies eight emotions in 

text content. The system comprises of rule-based processing on emotion content and 

also machine learning methods in the form of Knowledge Based ANNs. They outline 

how rule-based approaches can be very accurate if there are emotionally salient 

keywords present in the text but where machine learning methods (in their case a Neural 

Net) can assist in cases where there are no emotion keywords. The approach described 

here works as a two stream system in that if emotion keywords are spotted the rule-

based classifier is the only classifier to deal with the classification and if it is not then 

the machine learning approach tackles the problem, in contrast to the study of Villena-

Román et al. (2011) where both statistical and rule-based classifiers are used in 

classification decisions. Nevertheless an improvement over all emotion classes is 

observed in this study when the rule-based approach is used along with statistical 

methods showing that each method holds value in different situations. 
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Pak & Paroubek (2010) also provide an approach combining rule-based strategies with 

standard statistical classification techniques. In this study a similar technique to Go et 

al. (2009) was used to extract sentiment posts from Twitter using the Twitter API. Parts 

Of Speech (POS) tagging was then used in an interesting fashion in this study. Through 

using POS there was a difference observed in the distribution of positive, negative and 

neutral content. The authors conclude that by the observations made, Twitter users use 

different syntactic structures when stating fact and when expressing emotion and that 

analysis of POS results can be a valuable indicator of emotion in texts even before 

consultation with an affective lexicon or statistical classification approaches. A 

Multinomial Naïve Bayes classifier is then used which is an enhancement of the 

traditional Naïve Bayes classification algorithm, aimed primarily for text classification 

problems. This classifier is trained using n-grams and this POS distribution information 

as features. Pak & Paroubek’s experimental evaluations show improvement of 

previously proposed approaches to sentiment classification in microblogging posts. 

 

Thelwall et al. (2010) provide a novel approach to the classification of sentiment in 

informal English text with their SentiStrength algorithm. This algorithm is the only one 

to that author’s knowledge to exploit a semi-automatically generated lexicon, keyword 

spotting, keyword weighting, statistical machine learning methods, and also a number 

of heuristic rules. The algorithm is grounded in a sentiment word list with associated 

weights or strengths (298 positive terms and 465 negative terms). The novel contribution 

of this approach lies in the machine learning approach used to optimize manually 

assigned sentiment strengths. The algorithm determines whether an increase or decrease 

in a word’s strength would increase classification accuracy. A novel spelling correction 

is also incorporated into this approach fixing common misspellings in short informal 

text. A booster word list is also employed along with a negating word list which aim to 

adjust the valence of a sentence or weighting based on the use of words like "very" and 

"not". In comparison with other hybrid approach SentiStrength proves to be the most 

complete classification system incorporating all the important features a text 

classification system should employ. When applied to Myspace comments the algorithm 

was able to predict positive emotion strength with an accuracy of 60.60% and negative 

emotion strength with an accuracy of 72.8%. 
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6 Hybrid Text & Audio Approaches 

6.1 Introduction 

 

Multimodal approaches have fast become a popular means to classify affective content. 

Until now this review has dealt with systems which deal with single media such as text 

or audio. Some studies however, if the data is available, have attempted to exploit 

various different types of media which represent the same content and perform separate 

classification and then fuse the results of these individual classifications to form a final 

decision. These systems often outperform approaches which concentrate on a single 

medium or mode of communication. When dealing with the problem of emotion 

recognition, multimodal systems can incorporate either some or all of the following 

modes of communication 1) textual content 2) spoken content 3) facial expressions. 

Example of such systems can be seen in the work of Schuller et al. (2004, 2005) and 

Poria et al. (2015). For the purpose of this review the author will focus on systems which 

incorporate both text and spoken content i.e. the systems which deal with SER. 

 

6.2 Fusion Techniques 

 

When dealing with fusing classifications from a number of media or classifiers, there 

are many approaches available to fusing classification to form the final result. Poria et 

al. (2015) outline the difference between feature level fusion also known as early fusion 

and decision level fusion commonly known as late fusion. They describe how with the 

early fusion approach features extracted from each channel or medium of 

communication are fused to create a single input vector to be presented to the 

classification algorithm. Decision level fusion involves each mode being separately 

classified and then decisions are fused with a chosen data fusion technique. Parikh & 

Polikar (2005) outline how these techniques include but are not limited to majority 

voting, weighted sum/product rules, threshold voting, maximum/minimum rules, linear 

combinations of probabilities, template matching, neural and fuzzy systems, and stacked 

generalization approaches. 
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6.3 Classification Approaches 

 

Chuang & Wu (2004) outline an approach to the recognition of Ekman’s six basic 

emotions in 1,312 manually tagged utterances from broadcast dramas. The described 

system included both analysis of speech signals and keyword spotting techniques. There 

were 33 acoustic features selected from the audio for statistical classification using an 

SVM. After PCA was applied to these features they were reduced down to 14 acoustic 

features, all linear combinations of the original 33. Text analysis involved a keyword 

spotting technique using a manually defined affective lexicon of 423 emotion words 

with manually defined emotion modification values. This system documents both the 

use of negation and emotion modification words but doesn’t include any statistical text 

processing. The result of the two modes were combined using a linear combination of 

resultant vectors and they reported up to 81.49% accuracy, which was greater than any 

of the individual modes of classification accuracy alone. 

 

Rozgic et al. (2012) also describe use of a novel hybrid approach to tackle the sentence 

level emotion recognition problem using both acoustic and lexical features. Their 

approach takes the form of an ensemble of trees with a binary Support Vector Machine 

at each node in the hierarchy. This solution aims to classify the four emotions anger, 

happiness/excitement, sadness and neutral in the University of Southern California's 

Interactive Emotional Motion Capture (USC-IEMOCAP) corpus (Busso et al., 2008). 

The hierarchy of classifiers constructed is outlined below in Figure 8 below. 

 

 

 

 

 

 

 

 

 

Figure 8  Hierarchical classification using a tree of SVMs (Rozgic et al., 2012) 
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The above tree of SVMs was used for both the acoustic and lexical streams in this 

approach. Acoustic features used included functionals of frame level features F0, 

intensity, MFCCs, jitter and shimmer and voice quality features. Lexical features were 

based on both the Linguistic Inquiry and Word Count (Pennebaker et al., 2007) and the 

General Inquirer lexicons and were represented as bag of word stems. When both 

acoustic and text classifications were complete a simple averaging of the resulting 

vectors was employed to arrive at the final classification. The results here show that the 

tree like structure can be very beneficial, outperforming previous single classifier 

approaches. The inclusion of lexical features also proved to be beneficial increasing 

classification accuracy by 7.40%. 

 

Karadogan & Larsen (2012) also provide an approach that exploits both lexical and 

acoustic features. In this the authors aim to measure valence and affect in a self-

generated corpus consisting of 59 movie clips with corresponding subtitles all of which 

are rated by human subjects. For the acoustic analysis channel the OpenEAR Toolkit is 

used to extract pitch, MFCCs, linear predictive coding coefficients (LPCC), ZCR, signal 

energy and voice quality features. Feature selection is then applied before applying a 

Support Vector Regression algorithm. For classification in the lexical channel the 

Affective Norms for English Words (ANEW) is used which has keywords rated in both 

arousal and valence. Latent Semantics Analysis is then applied to those words and words 

in the movie clips in order to estimate arousal and valence measures. The results of the 

acoustic and lexical channels are fused using a linear combination approach and it is 

again shown how combining lexical and acoustic information improves accuracy, 

strengthening the claims of Chuang & Wu (2004) and Rozgic et al. (2012). 
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Poria et al. (2015) outline a novel multimodal emotion recognition agent which exploits 

tri-modal features of audio video and text a. Even though this review aims to focus 

bimodal emotion recognition using just audio and text channels the author includes this 

study for its feature concatenation approach. This study extracted training data from the 

CK+ dataset (Lucey et al., 2010) for facial features, the International Survey on Emotion 

Antecedents and Reactions (ISEAR) dataset (Scherer et al., 2004) for text features and a 

subset of the ENTERFACE dataset for audio features (Martin et al., 2005) This study 

experimentally shows that ensemble feature extraction from various channels and 

concatenating the features onto a single feature vector for classification greatly enhances 

accuracy in affect recognition systems. This feature vector is then fed to a supervised 

SVM classifier which was found to outperform state of the art approaches on the 

ENTERFACE dataset by more than 10% with an accuracy of 87.95%. 

 

Bhaskar et al. (2015) provide the latest endeavour to create a hybrid approach for the 

emotion classification of audio. In this work, an approach for emotion classification of 

speech-based on both audio and text input streams is proposed. The novelty in this 

approach is in the choice of features and the generation of a single feature vector for 

classification, increasing the accuracy of the emotion classification. Bhaskar et al. utilize 

WordNet-Affect to create an array of emotionally salient words. If a word or any of its 

synonyms are present in a document, then these words are added to an array of emotion 

words. Once all the affective words in the document are identified, the document is 

represented as a vector. Here keyword spotting is used as a technique to create a feature 

vector which is then fed to a statistical algorithm combined with an audio vector. 

Considering this is essentially a statistical classification using a feature vector created 

from keywords it cannot be classed as a rule-based approach as it lacks even the basic 

natural language processing techniques like rules to deal with negation. Furthermore, 

elements such as keyword weighting, emotional intensifiers, colloquialisms, structure 

analysis and sentence level rules are also ignored in this hybrid approach. 
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7 Classification Confidence  

 

7.1 Introduction  

 

The dictionary definition of confidence refers to the trustworthiness or a reliability of an 

outcome. In machine learning theory the term confidence can be understood in two 

different ways. Langford (2008) defines both, namely 1) confidence and 2) confidence 

intervals. Langford defines the term confidence on its own as the probability of an event 

i.e. we can be confident that an event will take place if the probability of that event is 

high. The second understanding of confidence relates to confidence intervals which are 

widely discussed in learning theory and statistics. Murphy et al. (2008) defines a 

Confidence Interval as the interval of numbers in which the most likely value of a 

population parameter will fall. Langford (2008) then follows this definition outlining 

how a confidence interval is constructed whereby all values within the interval have a 

high probability of being the actual parameter’s value. 

 

However, Langford (2008) later discusses how the former definition of confidence (i.e. 

probability) is inadequate. The reason provided for this is that if a probabilistic 

classification algorithm predicts the probability of an event to be 0.5, it is ambiguous if 

the probability of that event is actually 0.5 because sufficient examples have not been 

provided or because there have been a sufficient amount of examples provided but that 

they are simply fundamentally uncertain. For this reason the pedantic argue that 

confidence is not the same as probability and that this definition should be redefined. 

Kukar (2014) also holds this belief and defines classification confidence more 

accurately by stating that it is a means of further assessing the reliability of a prediction.  
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Kukar outlines how many machine learning algorithms are used in fields where incorrect 

predictions can cause damage ranging from simple annoyance to highly significant 

circumstances. Kukar conveys how many modern day approaches to solving 

classifications are less than ideal and that attempts should be made to accurately provide 

reliable assessments on their prediction performance. It is this reliability of prediction 

definition of the term confidence, relating to the reliability of predictions, which this 

study intends to address. 

 

7.2 Overview  

 

Although classifiers have continually been improved with regard to outputting decisions 

on class membership, one thing that they typically do not provide is an accurate estimate 

of reliability. It is easy to presume that classifiers such as k-Nearest Neighbour (k-NN), 

Naïve Bayes or Support Vector Machines that can readily output numeric values 

distributions can easily produce confidence estimates. Melluish et al. (2001) however, 

stress how approaches that use posterior probabilities and probability distributions as 

confidence estimates are inaccurate. Delany et al. (2005) echo the same sentiment and 

they also experimentally prove that these estimates and numeric outputs are not well 

correlated with classification confidence. 

 

Kukar (2014) describes how there have been many studies based on reliability or 

confidence estimation in machine learning models where these numeric outputs along 

with properties of predictive models have been used to append predictions with a 

corresponding estimate of confidence. Such approaches include Gammerman et al. 

(1998) whose study estimates confidence in SVMs in an attempt to measure the 

evidence found in support of a given prediction. Similar work has been seen in the 

estimation of confidence in Neural Networks and ensembles of Neural Networks in the 

works of Wolpert (1992); Heskes (1997); Carney & Cunningham (1999). Nouretdinov 

et al. (2001) also provide a similar study which looks at extracting confidence in 

predictions from regression models.  
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Kukar (2014) outline how studies such as those mentioned above all fall under a group 

of model-dependent approaches and that more general model independent approaches 

have been discussed. An example of a model independent approach is outlined by 

Kleijnen (2001) who uses a sensitivity analysis approach which studies how input 

variation can influence the output of classification systems. 

 

Melluish et al. (2001) outline a typicalness framework whereby for each class of an 

instance to be classified, a typicalness function is used to calculate confidence i.e. the 

more typical the class, the more confident the prediction. The confidence of the most 

typical label is calculated by subtracting the typicalness of the second most typical label 

from one. Kukar (2004) propose a separate approach which fuses this typicalness-based 

confidence framework with a transductive reliability estimation approach. This 

reliability estimation approach uses both the probability distribution and the predicted 

class from the classification algorithm used, to form a combined vector to be classified 

by another classification model. The reliability is then calculated as the similarity 

between both the original probability distribution and the distribution created from the 

second classification model. The hybrid confidence estimation approach proposed by 

Kukar which incorporates the typicalness framework of Melluish et al. is not bound to 

any particular classifier, making it possible to apply the confidence estimation technique 

to a range of classifiers. A further approach using the transductive reliability estimation 

technique is discussed by Kukar (2014). 

 

Delany et al. (2005) propose a number of metrics that can be used with the k-NN 

classifier that accurately articulate prediction confidence. This study introduces five 

confidence metrics and a final Accumulated Confidence Metric which is essentially the 

fusion rule of the first five. Hu & Delany et al. (2009) publish a further study which 

reduces these five metrics down to three, for following experimentation high correlation 

between two of the suggested metrics was uncovered and were subsequently removed 

from subsequent studies. The Average Nearest Unlike Neighbour Index is a measure of 

how close the first k Nearest Unlike Neighbours (NUN) are to a target instance t. Delany 

et al. outline this in Figure 9 below showing that for k=1 the index of the NUN of T1 is 

5, whereas the index of the first NUN of T2 is 2, indicating a higher confidence in T1. 
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Figure 9  Average NUN Index illustration (Delany et al., 2005) 

 

The second confidence metric outlined by Delany et al. is the Similarity Ratio metric, 

computes the ratio of the similarity between the target instance t and its k Nearest Like 

Neighbours (NLN) to the similarity between the target instance and its k NUNs. Again 

they illustrate this by showing that the computed similarity between T1 and its NLN is 

much higher than the similarity between T1 and it NUN versus the marginally higher 

similarity for T2 therefore favouring T1 as the more confident prediction. See Figure 10 

below. 

 

 

 

 

 

 

 

 

Figure 10  Similarity Ratio illustration (Delany et al., 2005) 

 

The third metric outlined, the Similarity Ratio Within K, is similar to the Similarity Ratio 

metric as described above except that, it uses only the NLNs and NUNs from the first k 

neighbours as shown in Figure 11 below. 
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Figure 11  Similarity Ratio Within K illustration (Delany et al., 2005) 

 

Each of the metrics defined above are designed to increase as confidence or surety of a 

prediction increases, therefore they are ideal for their intended use. In extracting 

confidence information from any classifier both Delany et al. (2005); Deng et al. (2012) 

and Kukar (2014) agree that a combination approach is best to represent the reliability 

of a prediction using individual components. All studies argue that a hybrid approach 

greatly improves the overall performance of confidence metrics and Delany et al. 

experimentally show this by proving that none of their individual metrics are completely 

reliable, and therefore define an Accumulated Confidence Metric (ACM). This ACM 

acts as a fusion of the first three, assigning confidence to a prediction if any of the three 

individual metrics reveal confidence by crossing an experimentally defined threshold. 

 

7.3 Confidence in Speech Emotion Recognition 

 

Until very recently the study of extracting Confidence Measures (CM) from SER 

systems has drawn little attention from the speech community. Previous research into 

confidence in speech classification predictions has been predominantly designed for 

ASR applications and not the speech classification systems themselves. This review of 

confidence in machine learning problems aims to show how only one contributor to the 

speech processing community has previously dealt with the latter.  
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Deng et al. (2012) outline how all endeavours to study confidence in ASR systems 

utilize components such as acoustic scores and acyclic word lattices or graphs which are 

not archetypal components of classifiers of emotion in spoken utterances. Examples of 

such ASR studies can be seen in the works Kemp et al. (1997); Zhang & Rudnicky 

(2001) and finally Pedro et al. (2001) who provide a boosting approach to confidence 

scoring using speech recognition lattices. 

 

Jiang et al. (2005) have clearly demonstrated how all methods of computing confidence 

measures in speech recognition can be assigned into three groups. In the first of these 

groups the aim is to calculate confidence measures by combining predictor features for 

better performance i.e. n-best lists, log likelihood ratios, acoustic stability etc. These 

features are collected during the decoding procedure and then combined in various ways 

to generate a single score to indicate correctness of the recognition decision. 

Combination models include the use of Support Vector Machines (Zhang and Rudnicky, 

2001) and Linear Discriminant Functions (Sukkar, 1994). 

 

The second group defined by Jiang et al. quantifies posterior word probabilities to 

estimate a degree of confidence in a given utterance. It is known that conventional ASR 

algorithms are customarily architected as a pattern classification problem, using the 

MAP from Bayesian statistics to resolve the most likely word sequence that achieve the 

maximum posterior probability. Posterior probabilities are typically estimated from 

speech system acyclic graphs or N-best lists and are described in the works of Kemp et 

al. (1997) and Wessel et al. (2001).The final grouping as outlined by Jiang et al. (2005) 

are those approaches that use utterance verification and Hidden Markov Models. These 

approaches involve the recognition of keyword strings that belong to a defined model 

and the rejection of ones that do not. In this architecture, a CM can be extracted through 

the statistical testing of two hypotheses i.e. the null hypotheses (word belongs to defined 

model) and the alternative hypothesis (it does not). Rahim et al. (1997) outline how 

likelihood ratios can then be used to quantify whether an utterance belongs to a model 

or not and how these ratios can be used as measures of confidence. 
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The solutions described above are focussed on the domain of ASR, as are all research 

endeavours in the area of speech recognition confidence to date. Deng et al. (2012) 

provide a recent contribution to the speech processing community which attempts to 

direct focus on confidence in the SER domain. This study uses a Weka14 implementation 

of the SVM learning using a polynomial kernel with Sequential Minimal Optimization 

as its classification approach and also a novel confidence measure framework which 

outputs a confidence measure along with the SVM’s prediction. The framework 

presented in this study consists of a series of emotion scoring models which are trained 

on a dataset consisting of human labeller agreement information. These models once 

trained output labels related to agreement levels in the models. The predefined 

numerical representations of these labels are then combined to create the combined 

confidence measure. This framework was evaluated on the FAU Aibo Emotion Corpus 

grouping emotions by valence (+,-) showing reliable confidence measure. 

 

Deng et al. (2012) also contribute a continuation of this confidence study, proposing a 

semi-supervised algorithm for confidence measurement in emotions grouped by valence 

that iteratively assigns labels and trains a group of classifiers. The agreement of these 

classifiers are combined to calculate a CM for each instance, assessing the correctness 

of the decisions of the SER system. Impressive in their design, both of the studies 

conveyed by Deng et al. do however simplify the classification problem by grouping 

the emotions by positive and negative valence, essentially tackling a more manageable 

binary problem. 

 

7.4 Conclusion 

 

The capability to evaluate the reliability and confidence of a classifier’s decision is a 

crucial aspect in all machine learning problems. This is evident from the research that 

has been exerted into extracting confidence measures from ASR systems and using 

those measures to provide accurate results. However it is quite apparent from the 

academic discourse that with only one contributor there is a deficiency in research 

endeavours to extract confidence measures in SER applications.

                                                      
14 WEKA is a widely used machine learning toolkit which will be discussed in the next section 
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8 Methodology 

 

8.1 Introduction 

 

This chapter outlines both the research methodology and the materials used to complete 

this project. It highlights the primary gaps in emotion recognition literature to date that 

this body of work aims to address. The motivations behind the software design shall be 

outlined along with the steps, strategies and techniques employed to address the research 

problems highlighted. Finally a detailed overview of the SER architecture to be 

developed shall be provided, along with a description of how the test bed architecture 

shall be implemented along with a high level overview of the experiments that it will be 

employed for. 

 

8.2 Primary Objectives & Methodological Requirements 

 

Our three primary objectives listed in the first chapter of this thesis rely on the design 

of an emotion classification system which: 

 

1) Provides the functionality of classifying the fundamental emotions elicited in 

spoken language. 

2) Can be modified to record and optimize the confidence of classifications in 

multiclass SER problems, and therefore contribute new knowledge regarding 

potential uses of this study. 

 

The completed prototype emotion recognition system should have the capability of 

receiving acoustic and linguistic information extracted from an audio segment as inputs, 

processing these inputs using a number of trained models and finally generating a 

classification i.e. an emotion class as an output. The final modification to the system 

aims to provide an accurate estimate of how confident the classifications of the 

prototype recognition system are. 
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Fulfilling such objectives requires the scrutiny of research in a number of disciplines 

and then outlining how problem-specific improvements will inform the system design. 

The research reviewed spanned the areas of communication psychology, emotion 

theory, speech science, computer science and artificial intelligence. By studying this 

wide range of disciplines, we emphasize our interdisciplinary approach, ensuring to 

cover all aspects of emotion, speech science and all related technology spanning from 

basic theories to applications. The most significant research areas requiring review and 

evaluation are those of emotion theory, speech science and artificial intelligence 

techniques. The review enabled us to identify, collate and critically analyse the literature 

available in the problem domain and its related areas.  

 

In evaluating the research to date in the above disciplines, it is evident that our 

methodology needs not only to address problem-specific requirements concerning 

efficient recognition architecture, but also requirements concerning the scientific 

quantification of confidence in a classification output which previous research in the 

SER domain has failed to accomplish. This research will aim to propose an architecture 

within the SER domain which takes both classification accuracy and classification 

confidence into account. The methodological requirements for this system are born 

through evaluating the compiled literature and assessing how to address ongoing domain 

requirements which emerge from that evaluation.   

 

Since the primary objective of this research is to contribute to the underlying 

classification algorithms in terms of accuracy and confidence, it will not be necessary 

to consider the process of ASR, as part of our overall architecture. Even though our 

proposed system will utilize both linguistic (text) and acoustic (audio) features in its 

classification, we deem the actual of process of ASR and such considerations to be 

beyond the scope of this study.  For the purposes of this study both the audio files and 

the corresponding text will therefore be fed to our algorithms at training and test stages. 

In order to configure the proposed classification system to provide qualitative 

confidence evaluations for predictions, it is necessary to study the current state of 

research in classification confidence and how it can be applied to the SER domain. Once 

this has been accomplished this knowledge will assist in applying robust confidence 

information for each classified emotion.  
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To ultimately assess the emotion recognition system that will be developed as an overall 

solution to the high level requirements of this project, our methodology should include 

a realistic evaluation of our contribution to the domain and the circumstances where the 

newly designed architecture can be beneficial. The methodology must also specify a 

scientific and quantitative approach to evaluate the designed SER implementation. 

 

8.3 Research Methodology 

 

8.3.1 Strategy 

 

In planning to meet the research objectives of this project, the strategy employed is 

illustrated in the form of a flow diagram in Figure 12. The eight major phases of the 

strategy/methodology are outlined below. 

1. Review of relevant literature and technology 

2. Assessment of the study area for available feature extractors, classification 

solutions (both linguistic and acoustic) and other general project requirements 

3. Design of relevant tests capable of assessing our chosen solution’s capability 

and suitability for the project purposes and future research 

4. Testing of existing techniques to establish a benchmark 

5. Iterative design, development and testing of the new emotion recognition system 

which is implemented using a number of feature extraction and machine learning 

techniques 

6. Testing and evaluation of developed solution in terms of accuracy 

7. Testing and evaluation of developed solution in terms of confidence 

8. Testing and evaluation of developed solution in terms of accuracy and 

confidence on widely studied field specific dataset for proof of concept purposes 
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Figure 12  Flow diagram illustrating our research strategy 

 

This research strategy and general methodological process employed to see this project 

to completion is illustrated above in Figure 12. By employing this approach we ensured 

that we were developing and testing solutions which were both relevant SER problems 

and also building on current state of the art techniques which are not entirely sufficient.  

 

As with all research projects, it is generally the case that an evaluation of the results 

obtained is performed as a proof of the project's hypothesis. This proof of concept is to 

convey that any merit claimed in the results of the primary experimentation is not merely 

circumstantial and that similar patterns occur in standardized field datasets. The dataset 

used for our primary research was generated with a single speaker recording acted 

emotions from a well-known text dataset to create audio format train and test instances. 

For the purpose of such an implementation study in our case, a second dataset was held 

back from our initial experiments in order to assess our system’s performance on a 
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completely different dataset. For this second dataset we choose a widely studied speech 

database from the speech processing community, with natural elicited emotions of users 

from 14 different nationalities and of varying sex. This second set of experiments served 

the purpose of illustrating that 1) our system can work in its intended context and 2) that 

the results and hypothesis drawn from our first set of experiments are indeed applicable 

to other datasets and can be widely applied. 

 

During the formulation of the problem statement, and the design of a software prototype 

for this project, a number of leading researchers in both the linguistic and audio 

processing communities were consulted. This consultation ensured both a high quality 

research output aligning with the work to date in both the fields, and that the research 

produced was a relevant contribution to state of the art systems. 15 

 

8.3.2 Emotion Recognition research  

 

The emotion recognition research stage of this project involves the practical application 

of information gathered throughout our review of the literature in communication 

psychology and emotion theory. The two primary considerations which need to be taken 

into account in designing this recognition system are firstly the choice of emotions we 

wish our system to be able to recognize and secondly the computational methods to be 

used to identify and classify these emotions. We will firstly discuss our methodology 

for choosing the emotional classes to study and our methodology for the computational 

methods used shall be described process is described thereafter. 

 

8.3.2.1 Choice of Emotion 

 

In reviewing the field of psychology of emotion our main findings have led us to the 

conclusions that our completed emotion recognition system should effectively classify 

the emotions which are considered to be both primary and universal. As documented in 

the literature, Paul Ekman establishes these primary/universal emotions as anger, 

disgust, fear, happiness, sadness & surprise (Ekman, 1992).   

                                                      
15 Professor Mike Thelwall, leader of the Statistical Cybermetrics Research Group and the Professor 

of Information Science at the University of Wolverhampton was very helpful in establishing the problem 

statement for this research. Also, Florian Eyben of the Technische Universität in München was helpful in 

choosing a testing platform to begin initial speech processing experimentation. 
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8.3.2.2 Evaluation 

 

In terms of evaluating our choice of emotions to study, these six emotions have been 

proved through decades of research to be universally recognized across all human 

cultures, even in cultures that were preliterate and could not have learned associations. 

It is for this reason they are considered base emotions from which all other stem. Both 

Paul Ekman (1992) and Robert Plutchik (1980) describe these emotions as being akin 

to primary colours, where all other emotion variations are a combination of two or more 

of basic emotions. We therefore argue that it is essential that any emotion recognition 

software can classify these six with a high degree of accuracy and moreover a high 

degree of confidence, a notion which no literature has addressed in terms of this base 

set and which will therefore be one of the key novel steps proposed by this thesis. These 

six emotions are ideal for the implementation of our prototype system and future 

research can address the addition of non-universal emotions once our prototype system 

is complete.  

 

8.3.3 Speech Analysis research  

 

The speech analysis stage of this project involves the practical application of 

information gathered throughout our review of the literature in the processes of speech 

analysis and classification. Here a description of the speech classification process to be 

used shall be outlined. 

 

8.3.3.1 Stages of Speech Emotion Recognition 

 

In scrutinizing SER literature and amalgamating classical and recent approaches to the 

task of classifying emotion from speech, a set of generic SER stages can be recognized. 

We present this generic algorithm to approach the emotional classification in the flow 

diagram in Figure 13 below which leverages an understanding of the primary elements 

of classification systems learned from the literature. 
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Figure 13  Flow diagram of the generic stages of training and testing in SER Algorithms 

 

 

As with many classification problems, all available data is split into training data and 

testing data. In both the training and testing stages, labelled audio files undergo feature 

extraction and pre-processing. This poses two questions i.e. what features are to be 

extracted and also how will these features be extracted. Pre-processing of these features 

is the next consideration which refers to the process of preparing the data for 

presentation to the classification algorithm. Once the training algorithm has been trained 

using the training files and their corresponding labels, we then save or serialize a trained 

model, which can then be queried with new test data.  
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8.3.3.2 Chosen solution 

 

Modern day classification systems use a combination of many features for speech 

processing. The feature extraction step is a very important aspect in any classification 

problem as the extracted parameters form the basis on which any classification 

algorithm will make its decision. There is much research literature which endeavours to 

derive the optimum set of features for emotional recognition through acoustic analysis. 

Eyben et al. (2010) provides the most informed and complete parameter list to date, 

which we consider to be the most informed parameter list for use in our study.   This 

emobase2010 configuration encompasses 1,428 features in total including functionals 

of LLDs. This set was chosen as it encompass all important physical and perceptual 

acoustic features discussed by Gerhard et al. (2003) 

 

In terms of extracting the trustworthy features from audio files to be classified our 

review highlights many open source toolkits available for speech recognition and speech 

processing. Such feature extraction toolkits used for speech research include the Hidden 

Markov Model Toolkit (HTK), the PRAAT Software and MATLAB. These (mostly) 

open source development kits have been a great advantage to the research communities, 

aiding in the speedy delivery of classification systems. Following our evaluation of these 

toolkits we propose the use of the OpenSMILE (Munich Open Speech and Music 

Interpretation by Large Space Extraction) toolkit, which is a fast real time and efficient 

open source audio feature extractor (Eyben et al., 2010). We consider OpenSMILE to be 

the most complete and versatile system available for it unites feature extraction 

algorithms from the speech processing and Music Information Retrieval communities 

and supports the rapid real time extraction of relevant LLDs and functionals. Further 

details on the technical integration of this extraction module in our overall architecture 

will be provided in chapter nine of this thesis. 
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Pre-processing of audio data for any training algorithm involves general data clean-up 

and preparation. This preparation took the form of feature scaling by normalization and 

feature selection in order to reduce redundancy found in the data extracted. The 

statistical classifiers trained for the classification of audio are variations of supervised 

learning algorithms Naïve Bayes, a Decision Trees and SVMs using Sequential Minimal 

Optimization (SMO). We chose these three classifiers based on initial testing to see how 

different classifiers performed on the data. These classifiers were then chosen because 

they are inherently different classifiers and unique in terms of the way they perform 

their classifications. This ensured we were not using more than one rule-based classifier 

or more than one probabilistic classifier for example. Each classifier was evaluated and 

optimized in terms of accuracy, precision, recall and the AUC reported, which are four 

primary model evaluation metrics for classification problems. Aggarwal et al. (2011) 

also report high AUC for these three algorithms in SER problems; this was another 

defining factor in our decision to use these three classifiers. 

 

For training and testing we chose to adopt a 50/50 partitioning of our dataset – half for 

training/validation and the other half for testing. Another popular strategy for this 

division of available data is a 70/30 partitioning (70% training and 30% testing). Due to 

the limited data available to us for this study we opted for an even division of available 

data, so as to ensure a representative amount of test instances for each of the six classes 

remained. 

 

8.3.4 Text Analysis research  

 

The text analysis stage of this project involves the practical application of information 

gathered throughout our review of the literature in the processes of analysing text and 

classifying text. A description of the text classification process to be used is outlined 

below. 
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8.3.4.1 Stages of Text Classification  

 

Text classification systems can be divided into rule-based/keyword spotting systems & 

statistical text classification systems. Outlined below are the steps which best describe 

a generic approach for rule-based classification approaches and statistical based 

approaches. 

 

8.3.4.1.1 Rule-Based Approach 

 

The following rules from Krcadinac et al.  (2013) best describe rule-based approach to 

the classification of emotion in text. 

 

1. The input sentence is processed by applying sentence level rules 

2. The input sentence is parsed into words  

3. Each word is compared to keywords from a word lexicon (dictionary)  

4. Should a keyword be spotted, word-level rules are applied  

5. Emotional weights of a keyword are updated based on the applied word-level 

rules  

6. For all emotion related keywords spotted, that keyword is added into an 

emotion word set  

7. The overall emotional state of the sentence and the overall vector that 

corresponds to the entire sentence is calculated using the emotion words set 

with updated weights 
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8.3.4.1.2 Statistical Based Approach 

 

Statistical text classification systems are not too dissimilar from statistical audio 

classification systems in that they take in labelled instances, perform feature extraction, 

pre-processing of extracted features and use this pre-processed data to train a statistical 

classification model which can then be used to generate predictions. The general 

approach can be visualized in Figure 14 below. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 14  Flow diagram of the generic stages of training and testing in statistical text 

classification systems 
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8.3.4.2 Chosen solution 

 

Because of the nature of our investigation we chose both a rule-based approach and a 

statistical approach to the text classification aspect of our project. This allowed us to 

leverage the benefits of each for the first time within a multimodal classification 

approach. For the rule-based classifier we chose rules adapted from the Synesketch 

algorithm (Krcadinac et al., 2013), due to its recent relevance to the speech processing 

community in classifying Ekman’s six basic emotions. The affective lexicon used in this 

approach (containing 5,132 keywords and associated weights) consists of both direct 

affective words which refer to the emotion state itself and also indirect affective words 

which can detect affect based on context or emotional responses e.g. killer, cry etc.  The 

algorithm itself applies the generic rule-based approach outlined above while 

implementing the following sentence level and word-level rules. 

 

1. Should a part of a sentence which is divided from the rest of the sentence by a 

comma, semicolon etc. contain both negation and an emotional word, the 

emotional valence of the whole sentence is flipped. If the valence changes from 

positive to negative for example, the happiness weight is assigned to all four 

negative emotions (sadness, anger, fear, and disgust) 

 

2. The more exclamation marks contained in a sentence, the more intense its 

emotions become. This is achieved by intensifying weights by 20% for each 

exclamation mark 

 

3. Should a sentence contain the combination the "?!" or "!?" combination of 

characters the emotion weight for surprise is set to 1.0 

 

4. If an emotional keyword is uppercase, the emotion associated with the word gets 

intensified by 50% 

 

5. If an emotional keyword is preceded by an intensifying word e.g. "extremely", 

"very", the emotion associated with the word gets intensified by 50% 
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We adopted the above rules from Krcadinac et al. and chose to omit any rules which did 

not align with the capabilities of modern day ASR systems. Rules which intensified or 

altered any weightings based on emoticons for example were omitted from our adopted 

rules as they are not common features of state of the art ASR systems. Should future 

ASR include emoticons in extracted text, it is the author’s opinion that this would be an 

annotation task based on the text recognized and for these reasons those rules were 

omitted from this study. 

 

As with the statistical audio classification, data pre-processing techniques were required 

to prepare feature vectors for training statistical algorithms for our text classifications. 

The primary technique used for pre-processing text instances was the application of a 

StringToWordVector16 filter. This filter converts the string instance into a set of 

attributes representing word occurrences from the text contained in the input string.  

Feature selection techniques were also applied. Further details of our data pre-

processing for all classifiers can be found in chapter nine. 

 

The statistical classifiers trained for the classification of text, just like audio are 

variations of supervised learning algorithms Naïve Bayes, Decision Trees and SVMs 

using SMO. Again we chose three classifiers based on initial testing and evaluation 

under various model evaluation metrics to see how different classifiers performed on 

the data. Our choice of these classifiers echoes our reasoning for using them as audio 

classifiers, i.e. they are inherently different classifiers and unique in terms of the way 

they perform their classifications ensuring different viewpoints and decision logic was 

applied to our data.  

 

We chose a similar strategy for the partitioning of available text data into 

training/evaluation and testing segments. The even 50/50 partitioning of the dataset 

again ensured that a representative amount of test instances for each of the six classes 

remained. 

  

                                                      
16 http://weka.sourceforge.net/doc.dev/weka/filters/unsupervised/attribute/StringToWordVector.html 

This is a filter provided by the WEKA machine learning package. 

http://weka.sourceforge.net/doc.dev/weka/filters/unsupervised/attribute/StringToWordVector.html
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8.3.5 Classification Confidence 

 

The classification confidence stage of this project involves the practical application of 

information gathered throughout our review of the literature in the processes of 

extracting confidence from machine learning algorithms. Classification confidence in 

the multiclass SER problem has yet to be addressed in research endeavours to date and 

is therefore a defining contribution of this thesis. 

 

8.3.5.1 Stages of Extracting Classification Confidence  

 

Although extracting confidence in multiclass SER classification problems has not 

previously been studied, it has been studied in the area of ASR. For this reason it is 

difficult to describe a ‘generic approach’. We have outlined how research to date has 

had one recent contribution in the area but only deals with a binary two class problem 

i.e. classifying by positive and negative valence.  We argue that this approach simplifies 

the problem and does not provide a fine-grained classification, and therefore additional 

research in the area of fine-grained SER and classification confidence is important.  

 

8.3.5.2 Chosen solution 

 

To extract confidence from our classifier we introduce the metrics of Delaney et al. 

(2005) to the SER domain (originally used in spam filtering).  As the following metrics 

are associated with the k-NN classifier, we wrote our own implementation of the k-NN 

algorithm and tailored it to output the metrics outlined below. For each of these metrics 

an experimentally calculated threshold is also acquired which will be discussed in more 

detail later in this thesis. If the value of either metric exceed this threshold, that metric 

then believes a classification is confident.  

 

8.3.5.2.1 Average NUN Index 

 

The Average NUN Index is a measure of how close the first k NUNs are to the target 

instance t and is given in Equation 9. 
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Equation 9  Average NUN Index calculation 
 

Here IndexOfNUNi(t) is the index of the ith NUN of the target instance t. By index we 

mean the ordinal ranking of the example in the list of neighbours. 

 

8.3.5.2.2 Similarity Ratio 

 

The Similarity Ratio metric computes the ratio of the similarity between the target 

instance t and its k NLNs to the similarity between the target instance and its k NUNs. 

It is given in Equation 10. 

 

                  

         
 

 

Equation 10 Similarity Ratio calculation 
 

Sim(a, b) in this metric is the calculated similarity between instances a and b. Here e is 

a smoothing value to account for examples that have no NLNs or NUNs (e = 0.001 was 

used in all of our calculations) 

 
8.3.5.2.3 Similarity Ratio Within K 

 

The Similarity Ratio Within K is similar to the Similarity Ratio as described above 

except that it uses only the NLNs and NUNs from the first k neighbours. It is defined in 

Equation 11. 

       

       

     

 
 

Equation 11  Similarity Ratio Within K calculation 
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Here Sim(a, b) is the same as above and δab is Kronecker’s delta where δab = 1 if the 

class of a is the same as the class of b and 0 otherwise. Again e is a smoothing value to 

account for situations that may have no NUNs amongst its k nearest neighbours (e = 

0.001). 

 

8.3.5.2.4 Accumulated Confidence Measure 

 

The ACM is determined by assigning confidence to a prediction if any of the three 

individual measures reveal confidence by exceeding relevant threshold. In order to 

achieve this, calculation of the individual thresholds per class must be computed on 

training data in a pre-classification stage and then the ACM is determined during 

classification. 

 

As will be outlined in our system architecture, we use an ensemble of classifiers for both 

text and audio streams. Therefore in order to use these metrics within our architecture 

we propose to use a k-NN classifier at our decision level i.e. the meta-classifier. Our 

justification of using this classifier and these metrics are as follows: 

 

1. Outputs from Naïve Bayes and Support Vector Machines have been 

experimentally shown to be not well correlated with confidence 

2. These metrics have not yet been exploited in the domain of SER 

3. They perform very well for both binary and multiclass classification problems 

 

8.4 Overview of Proposal 

 

8.4.1 General Requirements & Problem Statement 

 

From the literature spanning the area of text classification and audio classification it is 

evident where contributions can be made. The majority of the research to date in the 

area of text classification deals with the classification of sentiment i.e. positive or 

negative valence. This distinct topic has fascinated researchers for years and is closely 

related to the problem of affect analysis or emotion recognition. Krcadinac et al. (2013, 

pg. 1) however, outline the relatedness of these areas, but stress that “they use different 

models of representation and should not be equated”. The classification of sentiment 
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addresses the problem of distinguishing between positive and negative valence whereas 

affect tackles the more fine-grained problem of emotion recognition.  

 

We argue that there is a need for research a speech emotion classification system which 

offers a classification employing the combined techniques of acoustic parameters 

extraction, keyword spotting, and application of weights to those keywords, WordNet 

lexicons, heuristic rules, incorporation of common abbreviations and colloquialisms, 

and finally the utilization of computational and statistical processing. The only 

classifiers to date which have provided a similar solution is Thelwall et al. (2010) with 

their SentiStrength classifier, and Mukesh et al. (2014) with their TexEmo classifier. 

Where our work deviates is that Thelwall (2010) is focussed on classifying sentiment 

alone - not the fine-grained recognition of emotions; while Mukesh et al. (2014) do not 

incorporate keyword spotting and weighting and most importantly the use of audio 

(acoustic) parameters extracted from spoken speech.  

 

Bhaskar et al. (2015) provide the latest endeavour to create a hybrid approach for 

emotion classification of audio. In this work, they propose an approach for emotion 

classification of speech-based on both audio and text streams of input. The novelty in 

this approach is in the choice of features and the generation of a single feature vector 

for classification, increasing the accuracy of the emotion classification. They utilize 

WordNet-Affect to create an array of emotionally salient words. If a word or any of its 

synonyms are present in a document, then these words are added to an array of emotion 

words. Once all the affective words in the document are identified, the document is 

represented as a vector. Here keyword spotting is essentially used to create a feature 

vector which is then fed to a statistical algorithm combined with an audio vector. For 

this reason it cannot be classed as a rule-based approach and lacks basic natural language 

processing techniques such as negation. Further more emotional intensifiers, 

colloquialisms, structure analysis and sentence level rules are also ignored in this hybrid 

approach. This work argues the need for a redefinition of hybrid speech classifiers by 

incorporating both audio and text input as is done here, but by further splitting the text 

classification problem into two streams, one for a statistical classification and another 

for a keyword spotting and rule-based classification.  
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What multimodal classification systems to date constantly overlook is that structural 

analysis of text input can give rise to a more detail rule oriented analysis of spoken text 

as opposed to merely spotting keywords and forming feature vectors. Our research 

shows how this approach can prove to be an important step in the evolution of speech 

classification systems, by completely breaking down the text classification problem and 

using a late fusion approach. 

 

Until very recently the study of extracting CMs in SER systems has drawn little 

attention. Classifiers are continually been improved with regard to accuracy, but do not 

provide an accurate estimate of how reliable they are in those decisions. It is easy to 

presume that classifiers that can produce numeric distributions can easily produce 

confidence estimates; however these numeric outputs have are not very associated with 

classification confidence (Delay et al., 2005). Deng et al. (2012) provide one recent 

contribution to the community that has attempted to address this problem. Impressive in 

its design, it does however simplify the classification problem by grouping emotions by 

positive and negative valence, essentially tackling a more manageable binary problem.  

 

8.4.2 System Architecture 

 

In designing our experiments our architecture was incrementally developed starting with 

a set of three base classifiers on which more were eventually added. The reason for this 

approach was to provide an account of what each classifier was contributing to the group 

and also to incrementally investigate the performance of a number of linear combination 

fusion techniques. Furthermore, developing in increments allows us to provide a 

comparative analysis of the fusion techniques used, in correlation with the number of 

classifiers used. Starting with the singular rule classifier a singular statistical text 

classifier and a singular statistical audio classifier we compare some linear fusion 

techniques.  
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A key component of this architecture is the data fusion component. There are many 

techniques that can be used for data fusion including simple linear combinations to more 

advanced techniques such as template matching, fuzzy systems and stacked 

generalization (Parikh & Polikar, 2005). Since this is a novel group of distributions and 

this is the first research to study this combination, we choose to initially compare and 

contrast simple linear combination techniques by choosing the mode, the maximum, the 

median and the mean of the outputted distributions along with a Bayesian updating 

method of fusion in our experimentation. Figure 15 below shows this original test bed 

developed upon which we later built and made modifications. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 15  System architecture diagram of our original test bed  

 

Building upon this original system architecture we add two more statistical classifiers 

to both the audio and text streams classified in parallel. The primary reasons we added 

more statistical classifiers were 1) in order to provide a more accurate prediction by 

using a wider more comprehensive group of voting classifiers in our ensemble and 2) in 

order to strengthen the statistical component. Having a strong statistical component put 

us in an ample position to assess the performance of our rule-based classifier.  Figure 

16 below shows a diagram of this modified system architecture. 
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Figure 16  System architecture diagram of our modified test bed  
 

The final architecture reached was an ensemble approach using stacked generalization. 

In this approach we utilize a meta-classifier as a means of fusing our discrete 

distributions using stacked generalization. As this is a complex voting space, using a 

meta-classifier will capture the relationship between prediction outputs for each class 

allowing for a more detailed fusion, rather than simply using the maximum likelihood 

of fused adjacent probabilities for each class. Figure 17 shows this final modification to 

our architecture diagram. 
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Figure 17  Final system architecture diagram with a modified fusion approach using a meta-

classifier 

 

 

As confidence extraction in multiclass SER is a key contribution of this thesis we chose 

a K-Nearest Neighbour algorithm as our meta-classifier, which is modified to extract 

various confidence metrics. We chose this meta-classifier as the outputs of other 

classifiers such as Naïve Bayes and SVMs have been proven to be not well correlated 

with classification confidence. The metrics used have been discussed previously in 

chapter seven of this thesis. 

 

8.5 Conclusions 

 

To summarize, the text processing domain has many systems to date employing both 

rule-based and statistical based classification approaches; however they do exist in the 

domain without the third component of audio classification. Similarly the audio 

processing domain has seen bimodal systems including text processing but never has a 

combined approach of statistical and rule-based text processing been studied in the SER 

domain. Our approach intends to advance the field by studying text within the SER 

domain as a two stream problem, each stream to be dealt with by very different 

classification techniques using state of the art classification techniques from the text 

classification domain. 
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This research is also the first to successfully demonstrate confidence extraction in the 

multiclass problem of SER by using metrics from a k-NN meta-classifier within an 

ensemble architecture. In our primary research we experimentally show the benefits of 

this novel architecture, and also we discuss the effects of this novel architecture on 

classification confidence through a comparison of results of the various experimental 

configurations discussed. 
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9 Experiment Preparation 

9.1 Introduction 

 

This chapter details all of the preparation taken place before we were in the position to 

run our initial and subsequent experimentation. It describes everything from the datasets 

used, tools used, how feature extraction and selection was performed, how our 

prediction models were produced and how our overall software test bed was developed. 

Details of the various architectures experimented with and the ideology behind testing 

these architectures are described in the next Chapter. 

 

9.2 Datasets Used In This Study 

 

This research spans both the fields of text processing and speech processing. For this 

reason we chose to work with two well-known datasets from each domain. Our plan 

from the outset of this research was to hold back a quality field dataset from all of our 

experimentation in order to use it at the end as a set to verify any patterns or results 

discovered in the original set of experiments. By adopting this approach we can 

legitimately claim that our results are indeed applicable to other unseen field datasets.  

 

The dataset from the speech processing comes in the form of audio files and the dataset 

from the text processing field comes in the form of plain text only. For this reason the 

audio for the dataset from the text community needed to be recorded. As this was not 

naturalistic data as is the case with standardized audio sets provided by the speech 

community, we used this dataset and the subsequent recordings for our original 

experimentation and held back a quality audio dataset as a means of verifying the 

legitimacy of our research outcomes.  
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As we are dealing with the classification task of the six fundamental human emotion 

described as described in our Methodology, it was imperative that these two datasets 

included data sampled in each of these six classes.17 Thelwall (2014) informs us that 

classifying the ‘big six’ emotions is a tough task and it is important to get good 

development and test data.18 He informs us that text sources like Twitter for example, 

can often be quite factual and that another more general source that has a significant and 

varied amount of emotions would be a more advisable approach. With this in mind, we 

avoided factual information sources and the two datasets that are used in this study are 

the ISEAR dataset from the text processing community and the ENTERFACE database 

from the speech processing community. 

 

9.2.1 ISEAR Dataset 

 

For this study, we recorded a subset of instances from the ISEAR dataset to perform our 

initial experimentation; (Scherer et al., 1994). These data consist of 7,666 sentences and 

snippets in which 1096 participants from 16 countries across five continents completed 

a questionnaire, regarding real life experiences and reactions under multiple emotional 

categories. The participants spanned the disciplines of psychology, social sciences, 

languages, fine arts, law, natural sciences, engineering and medicine. As this dataset did 

not contain any statements under surprise we took instances from the SemEval 2007 

Affective Task as described by Strapparava & Rada (2007). This approach was also taken 

by Poria et al. (2015), a study on the same datasets this project studies. As it would be 

time consuming to record all 7,666 instances in the database we recorded a subset of the 

dataset resulting in a set consisted of acted audio recorded in a studio for the following 

six fundamental emotional categories. Table 2 shows the even distribution of instances 

recorded from the ISEAR database in the form of Windows Wave (WAV) files and 

corresponding text. All audio was recorded by a single speaker i.e. the author of this 

thesis and was used for preliminary testing purposes only. 

  

                                                      
17 The six emotion classes to be studied are anger, disgust, fear, happiness, sadness and surprise 

18 Personal Communication Via Email January 2014 
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Anger Disgust Fear Happiness Sadness Surprise 

200 200 200 200 200 200 

 

Table 2 Distribution of 1200 instances extracted from the ISEAR dataset 

 

 

To record this audio we used a Zoom microphone. The microphone used to record our 

audio data is the Zoom H1 which provides stereo recording using two microphones 

arranged in an X/Y pattern as shown in Figure 18. This arrangement of the two recording 

lines on the same axis means that they are equidistant from the sound source eliminating 

phase shift19. Finally given that there is an on-board low-cut filter to reduce background 

noise, the result is clear stereo recordings with natural depth and clarity at 48 kHz 

sampling rate in a 16-bit stereo format. Full specification of the microphone used in this 

study can be found in the Appendices at the end of this thesis. 

 

 

 

 

 

 

 

Figure 18  The X/Y arrangement of the stereo Zoom recording device 

 

A 48 kHz sampling rate was chosen for these recordings for our experimentation as 

Eyben (2012)20 informs us that the sampling rate of the input audio stream has a direct 

influence on the pitch extracted from the signal which is an important feature in SER 

tasks. By using the higher sampling rate of 48 kHz this ensures that the pitch reading is 

indeed accurate, as for lower sampling rates of 16 kHz pitch readings would be obscure. 

The reason for this is that in order to calculate the pitch parameter we must rely on 

higher harmonics of F0. In the 48 kHz signal there are more of these harmonics than in 

a 16 kHz signal, so this implies that pitch extraction will be more robust using the higher 

sampling rate.  

                                                      
19 Phase shift is the change in the phase of a sound wave, or in the phase difference between two or more 

sound waves. 

20 Personal Communication with Florian Eyben via email 



 Experiment Preparation 

   

 

117 

This recorded dataset along with the text transcriptions from the database itself provided 

us with the required data to perform our initial experimentation. So as not to base any 

claims from the results of this experimentation on our own recorded data, we need a 

known evaluation set to experiment with.  

 

9.2.2 ENTERFACE Dataset 

 

For the second evaluation dataset we choose ENTERFACE, a widely studied speech 

database in the speech processing community: see Martin et al. (2005) for more detail. 

The ENTERFACE dataset is the set held back from all tests until the later stages of 

experimentation. These experiments aim to verify our findings and also intend to 

investigate how our classification system will perform on a completely different and 

standardized dataset. This is an audio-visual emotion database that has been widely used 

as a reference for testing and evaluating multimodal recognition algorithms and has been 

studied from visual, audio and word-based perspectives. The corpus consists of 

recordings from natives of 14 nations that listened to short stories in English designed 

to induce a particular emotion (Martin et al., 2005). 

 

As the database provides data for three streams of processing including video, the raw 

format of the dataset is in 720x576 Microsoft AVI format video format and compressed 

using a DivX 5.0.5 Codec, to ensure portability. The audio specifications match our 

recorded audio from the ISEAR dataset at 48000 Hz in an uncompressed stereo 16-bit 

format. Given that we were interested in the audio and text elements of the data we 

converted the provided video files into audio format. In doing so we ensured to convert 

the video to the same format as the recorded audio from the ISEAR database i.e. 48 kHz 

sampling rate in a 16-bit stereo format. Doing this allowed us to ensure a legitimate 

comparison of our results.  
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Given that there are a total of 1,257 video instances in the ENTERFACE dataset we 

need an approach to batch extract the audio from the AVI files. To do this we chose the 

multitrack audio editing software Reaper (Rapid Environment for Audio Production, 

Engineering, and Recording) created by Cockos21. This software is a multitrack state of 

the art audio recording, editing, processing, mixing, and mastering environment. Our 

choice to use this software is in its powerful multi-tracking capability and also the fact 

that it has codecs to support input in many video formats.  

 

Each of the compressed AVI videos were imported onto a track in Reaper. Once this 

was accomplished any relevant trimming of audio clips or clean-up that needed to take 

place was carried out before finally export setting were configured to export each track 

to a separate WAV file in our desired 48 kHz 16-bit stereo format.  Table 3 shows the 

resulting distribution of audio instances extracted from the ENTERFACE database in 

the form of WAV files and corresponding text. 

 

Anger Disgust Fear Happiness Sadness Surprise 

215 210 210 202 210 210 

 

Table 3  Distribution of 1257 instances in the ENTERFACE dataset 

 

With these two required datasets acquired our focus then turned to the tools and 

technologies to be used to process, train and classify data instances. 

  

                                                      
21 http://www.reaper.fm/ 
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9.3 Tools Used 

 

There were a number of tools used in the assembly of our emotion classification system. 

These tools ranged from APIs, feature extraction libraries and machine learning toolkits. 

The Java programming language was the language of choice used for developing our 

classification and classification confidence extraction test bed. Here we will discuss 

Weka, the machine learning toolkit used, OpenSMILE the audio feature extraction tool 

used, how confidence metrics were built into our system and finally how the final 

architecture was assembled. 

 

9.3.1 Weka 

 

The machine learning toolkit we worked with in this research will be the first to be 

discussed here as it defines terms applicable to our audio feature extraction tool which 

will be discussed next in 1.3.2.  Assuming our features have been extracted, the focus is 

then to pre-process this data and experiment and optimize various training algorithms. 

For this purpose we chose to use Weka (Waikato Environment for Knowledge Analysis) 

in our research provided by Hall et al. (2009). Weka is an open source software toolkit 

implemented in the Java programming language that contains a collection of machine 

learning algorithms and tools for data pre-processing. It provides for painless setup of 

experimentation providing a wide variety of configurable classification algorithms and 

is therefore a powerful tool that we exploit in this research. Weka also provides an API 

which will allow us access to all of Weka’s functionality programmatically, which 

provide us with the ability to combine all components of our system under one 

experimental test bed. We used this API at both the learning/evaluation and testing 

stages of this research (the primary code is attached as an Appendix to this thesis). 

Weka’s ease of use and power aside, our audio feature extractor has the ability to extract 

feature files in the main file format that Weka supports, namely The ‘Attribute Relation 

File Format’ (ARFF) 
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9.3.1.1 ARFF File Format 

 

The Attribute Relation File Format is the primary format which Weka functions with. It 

is encoded using the American Standard Code for Information Interchange (ASCII) and 

defines a list of instances along with the individual attributes that those instances share. 

This file format was established by the Machine Learning Project at The University of 

Waikato and was developed specifically for use with the Weka machine learning 

software (Witten & Eibe, 2005) 

 

Below in Figure 19 a sample simplistic ARFF file denoting four attributes are used to 

classify whether one is angry or not. 

 

    

   % Sample ARFF File 

   

   @relation weather 

 

   @attribute amplitude real 

   @attribute pitch real 

   @attribute shouting {TRUE, FALSE} 

   @attribute angry {YES, NO} 

 

   @data 

   100,77,TRUE,yes 

   98,82,TRUE,yes 

   20,30,FALSE,no 

   95,79,TRUE,yes 

 

 

Figure 19  Sample ARFF file 

 

As seen from above an ARFF file has three primary sections namely 

 @relation 

 @attribute 

 @data 
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The relation declaration is the first line in the ARFF file. This declaration simply defines 

the name of the data set and has no impact on the attributes and instances the file defines 

nor does it have an impact on any learning models created from this file. The second 

primary section in an ARFF file contains the attribute declarations. These declarations 

are an ordered sequence of statements in which each attribute must have its own 

exclusive @attribute statement. The statement will uniquely define the name of that 

attribute and the data type associated with that attribute. The ordering of these attribute 

declarations are important for when it comes to populating the data declarations the 

software expects that all that attributes values will be found in a comma delimited 

manner in the same order that they were defined in the attribute declaration section. 

 

Attributes can take any of the following forms in Weka: 

 

 Numeric attributes (real or integer values) 

 Nominal attributes 

 String attributes 

 Date attributes 

 

The last declaration in any ARFF file is the data declaration which contains all of the 

attributes associated with any given instance. Every instance is shown on a single line 

with a carriage return denoting the end of instance. As stated previously in defining the 

attribute declaration, the data declaration must reflect the number of attributes declared 

i.e. the first data entry corresponds to the first attribute declared, the second to the second 

and so forth. 
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9.3.2 OpenSMILE 

 

As briefly mentioned in our methodology OpenSMILE is a command line tool we 

utilized for extracting the audio features from the input WAV files to be classified. Here 

we will give a more technical description of how we interface this tool with our 

recognition system. The primary component required to run a successful feature 

extraction with OpenSMILE is a configuration file which essentially configures the 

extraction mechanism to extract the features detailed within. This file can be readily 

configured to extract any combination of features from an audio source.  

 

A simple command must take the following arguments as parameters. 1) The 

configuration file to be used (-C) 2) the input WAV file from which the extraction will 

be performed (-I) 3) the output ARFF file to which the output will be saved (-O) 3) the 

list of total possible classes the instance could belong to (classes) and finally 4) the 

actual classLabel of the audio instance. The primary executable is called SMILExtract 

and shown below is the structure of a sample command line request. 

 

SMILExtract –C configurationFile –I inputFile –O outputFile – 

classes {classlist} – classLabel label 

 

Given actual parameters, this command would run as shown in Figure 20 at the 

command line creating the output file output_emotion.arff from the input anger-01-

s1.wav using the configuration file configFile.conf. 

 

 

 

 

 

 

 

Figure 20  Sample Extraction using OpenSMILE through shell script 
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Given that we have a multitude of input files to compute for training it would be a time 

consuming and tedious task to extract parameters for training one by one. For this reason 

we used a batch script (.bat) as shown in Figure 21 to allow for an automated, controlled 

and iterative way of running this tool by simply dragging a selection of training files to 

the batch file. 

 

 

d %~dp0 

FOR %%A IN (%*) DO SMILExtract -C config/configFile.conf -I %%A  

–O output_emotion.arff –classes 

{anger,disgust,fear,happiness,sadness,surprise} -classlabel className 

pause 

 

   

 

Figure 21  Batch script to perform iterative feature extraction on multiple audio files 

 

With the configuration file used here configured to append many instances to the one 

ARFF file, this batch file provided us with our fully prepared training file. Once training 

was complete it would be necessary to perform live extractions on new test cases. As 

OpenSMILE is a command line tool, all live extractions of features in our tests were run 

in our Java program using the shell script shown below in Figure 22. 

 

 

  String inputFile="anger-01-s1.wav"; 

    

  Runtime r = Runtime.getRuntime(); 

 

String cmd= "SMILExtract.exe -C config/emolarge.conf –I 

\"inputFiles/"+inputFile+\" -O "+inputFile+".arff –classes 

{anger,disgust,fear,happiness,sadness,surprise} -classlabel  

anger"; 

 

  r.exec(cmd); 

 

 

 

Figure 22  Shell script to perform live extractions within the Java programming environment 
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9.3.3 K-NN Neighbour Algorithm 

 

The K-Nearest Neighbour algorithm as detailed in our review is a key element in our 

overall architecture. The reason that we have it listed as a separate tool in our 

architecture and not as an exploited algorithm within the Weka toolkit is because we 

essentially use it as our confidence extraction tool. Implementing it as a standalone 

algorithm provides us with the freedom to easily programmatically add modifications 

to the algorithm by implementing the confidence metrics listed in the methodology of 

this thesis. Using this algorithm as a meta-classifier in our stacked fusion approach these 

metrics can be used to define a confidence measure which can then be outputted 

alongside the system’s overall class prediction to give further insight into the quality of 

the prediction. 

 

This algorithm tests a new instance against training instances looking for the k most 

similar training instances in the feature space, based in a distance measure.  A new test 

instance can then be classified based on a majority vote of its neighbours, with the object 

being assigned to the class most common amongst its k nearest neighbours. An object 

is simply assigned to the closest class if k holds a value of one. With this in mind we 

must look to implementing our metrics. Defined below is a technical description of how 

we extract these metrics. We provide this in the form of snippets taken from our code 

which efficiently extract the three primary metrics 1) the average NUN index 2) the 

Similarity Ratio and 3) the Similarity Ratio Within k. 
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   // Average Nearest Unlike Neighbour Index 

 

   int kValue= someValue; 

   double averageNUNIndex=0; 

   int count=0; 

   for (int z=1; z<largeResult.length; z=z+2) 

   { 

 if(!largeResult[z].equals(predictedClass)) 

 { 

    averageNUNIndex=averageNUNIndex+((z+1)/2); 

    count++; 

    if(count==kValue) 

    { 

  break; 

    }  

 }  

   } 

   averageNUNIndex = averageNUNIndex/kValue; 

 

   if(predictedClass.equals(actualClass)&&(averageNUNIndex>= 

   averageNUN_Thres[classPredicted])) 

   { 

  correctConfident=true; 

   } 

   else if(!predictedClass.equals(actualClass)&& 

   (averageNUNIndex>=averageNUN_Thres[classPredicted])) 

   { 

 inCorrectConfident=true;     

   } 

 

 

 

Figure 23  Script to calculate the Nearest Unlike Neighbour Index metric 

 

In order to understand the above code snippet in Figure 23 we must define some of the 

inputs it relies on. Here the variable kValue is initialized to the value of k being 

experimented. The largeResult array is a large array consisting of the predicted class in 

the first position largeResult[0], followed by the class label of all the neighbour 

instances and the distance from the class being tested, ranked by distance. This can also 

be illustrated as largeResult = {predictedClass, class1, distance1, class2, 

distance2...classn, distancen }. 
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This code simply traverses this largeResult array and sums the indexes of the k nearest 

unlike neighbours. The final control statement will set correctConfident variable for 

confident true positives and will set the incorrectConfident variable for confident false 

positives. In this control statement two variables actualClass and 

averageNUN_Thres[classPredicted] are tested for equality. The actualClass variable 

refers to the known actual class of the instance being tested while the 

averageNUN_Thres[classPredicted] refers to the acquired threshold for the class being 

classified. This threshold was experimentally acquired at a training stage by maximising 

the number of classes that could be classified as confident while also having zero false 

positives or incorrect classifications deemed confident.  

 

In a similar fashion Figure 24 outlines the calculation and implementation of the 

Similarity Ratio metric. This metric calculates a similarity ratio between the k NLNs 

and the k nearest unlike neighbours. There are many similarity measures to calculate the 

similarity between two objects. For the purpose of this work we choose a distance based 

similarity measure as described in Toby Segaran’s Collective Intelligence (Segaran, 

2007). This distance based metric illustrated in Equation 12, produces a similarity score 

based on the Euclidian distance between two points. This score will lie between zero 

and one satisfying the interval 0 ≤ x ≤ 1 and will produce a value of 1 for identical points 

where there is zero distance between them as distance is an inverse concept to similarity. 
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1

1 + |𝐴 𝐵|
 

Equation 12  Similarity Score as calculated using Euclidian distance (Segaran, 2007) 

 

 

   // Similarity Ratio    

   int kValue=someValue; 

     

   //Compute Sum of NLN similarities 

   double similarityNLN=0; 

   int similarity_count=0; 

   for(int z=1; z<largeResult.length; z=z+2) 

   { 

       if(largeResult[z].equals(predictedClass)) 

       { 

           //Calculate the similarity based on distance (1/1+EucDistance)  

           similarityNLN=similarityNLN+ 

           (1/(1+(Double.parseDouble(largeResult[z+1])))); 

           similarity_count++; 

           if(similarity_count==kValue) 

      { 

        break; 

      }  

       }       

   } 

            

   //Compute Sum of NUN similarities 

   double similarityNUN=0; 

   int unlike_similarity_count=0; 

   for (int z=1; z<largeResult.length; z=z+2) 

   {  

       if(!largeResult[z].equals(predictedClass)) 

       { 

           //Calculate the similarity based on distance (1/1+EucDistance) 

         similarityNUN=similarityNUN+ 

           (1/(1+(Double.parseDouble(largeResult[z+1])))); 

      unlike_similarity_count++; 

      if(unlike_similarity_count==kValue) 

      { 

     break; 

      }  

       }       

   }         

   //0.001 -> smoothing value to allow for situations where an 

   example may have no NLNs or NUNs  

   double similarityRatio = (0.001+similarityNLN)/(0.001+similarityNUN); 

   if(predictedClass.equals(actualClass)&&(similarityRatio>= 

   similarityRatio_Thres[classPredicted])) 

   { 

        correctConfident=true; 

   } 

   else if(!predictedClass.equals(actualClass)&& 

   (similarityRatio>=similarityRatio_Thres[classPredicted])) 

   { 

    inCorrectConfident=true; 

   } 

 

 

Figure 24  Script to calculate the Similarity Ratio metric 
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As from above, we first compute the sum of the k NLNs then the sum of the k NUNs 

and then calculate the ratio between the two. As seen in this extract we use a smoothing 

value 0.001 which is summed with both the numerator and the denominator. This 

smoothing value is to allow for situations where a there may not be any NLNs or NUNs. 

As with our first metric the control statement will test for confidence based on an 

experimentally acquired threshold similarityRatio_Thres[classPredicted]. 

 

The final metric to be calculated is the Similarity Ratio Within K. The difference in this 

ratio to the standard similarity ratio described above is that it only takes into account 

instances within k. This metric’s calculation can be seen in Figure 25 below. As with 

the first two metrics the finishing control statement checks for confidence based on the 

similarityRatioK_Thres[classPredicted] variable which again is the threshold defined 

for a given class. 

 

 

 

   // Similarity Within K 

   int kValue=someValue;    

   double similarityNLN_K=0; 

   double similarityNUN_K=0; 

   for (int z=1; z<kValue*2; z=z+2) 

   { 

       if(largeResult[z].equals(result[0])) 

       { 

           //Calculate the similarity based on distance (1/1+EucDistance) 

           similarityNLN_K=similarityNLN_K+  

           (1/(1+(Double.parseDouble(largeResult[z+1])))); 

       }    

       else 

       { 

           similarityNUN_K=similarityNUN_K+ 

           (1/(1+(Double.parseDouble(largeResult[z+1])))); 

       } 

   } 

         

   double similarityRatioWithinK = similarityNLN_K/(0.001+similarityNUN_K); 

 

   if(predictedClass.equals(actualClass)&&(similarityRatioWithinK>= 

   similarityRatioK_Thres[classPredicted])) 

   { 

       correctConfident=true; 

   } 

   else if(!predictedClass.equals(actualClass)&& 

   (similarityRatioWithinK>=similarityRatioK_Thres[classPredicted])) 

   { 

       inCorrectConfident=true; 

   } 

 

 

Figure 25  Script to calculate the Similarity Ratio Within K metric 
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9.4 Audio Preparation & Pre-processing 

 

Here we outline outlines all of the preparation that had to be undertaken in order to be 

able to classify audio instances. This entails feature extraction, feature selection and 

finally how the models were created for classification. 

 

9.4.1 Audio Feature Extraction 

 

In the methodology of this thesis all of the low-level acoustic features that are extracted 

from our audio instances along with the functionals used are outlined. We use the 

emobase2010 configuration which consists of 1,428 audio features including LLDs and 

functionals of these descriptors. Once OpenSMILE extracts all these features in ARFF 

format for us, we are then in the position to begin our pre-processing of his data in the 

form of feature selection. 

 

9.4.2 Audio Feature Selection 

 

After the feature extraction stage we have a huge amount of raw data that needs to be 

pre-processed. The idea behind the pre-processing is to prepare the data for presentation 

to training algorithms. This process generally involves selecting features that are 

relevant and disregarding irrelevant the features that may hinder classification rates. 

When this process is complete, the output is a smaller dataset consisting of the most 

relevant features increasing efficiency, computation time and also reducing 

overfitting22. The first process taken in this research project is feature scaling. 

 

 

 

  

                                                      
22 Overfitting occurs when random error or noise is modelled instead of the underlying relationship 

between parameters in a training set. Overfitted models therefore do not perform well on unseen test 

instances. 
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Feature scaling or normalization is a method used to standardize the range of 

independent features of data. The reason of for this is that the range of values in the 

unscaled raw data may vary widely and should one of the features have a broad range 

of values, the result may be decided on that feature alone. For this reason, audio features 

are normalized as shown below ensure that every feature contributes as proportionately 

as possible. 

 

In terms of reducing feature vectors to relevant elements, Weka requires that we choose 

both attribute evaluation method and also an attribute selection method. There are many 

attribute evaluation methods available but Mena (2012) experimentally demonstrate that 

for our given emobase2010 feature set the best results can be achieved by using a 

Correlation-based Feature Subset Selection i.e. CfsSubsetEval evaluation method. This 

method computes the relevance of a subset of attributes by considering the individual 

predictive ability of each feature along with the degree of redundancy between them. 

The means that features with high correlation to another are removed and that features 

with low inter-correlation are kept, providing a more succinct and efficient parameter 

set.  

 

Next is attribute selection to select attributes that fulfil the specific conditions of the 

attribute evaluation method. There are many approaches to this such as Linear Forward 

Selection, Ranker and Scatter Search for example. When using the CfsSubsetEval 

however the Best First approach is used in conjunction. Best First uses a greedy 

algorithm23 technique that works well for optimization problems such as optimization 

of parameter sets. It can work in two ways. It may begin with the empty set of attributes 

and iteratively search forward to add another candidate attribute, then either keeping the 

new candidate attribute or removing it based on an evaluation; or it may begin with a 

full set and work backwards. It is for this reason it is said to have a backtracking 

capability. Mena (2012) shows us how using these two techniques together result in the 

best performance for our chosen feature set in emotion recognition problems. 

 

 

                                                      
23 A greedy algorithm makes the local optimum choice on every iteration, hoping to arrive at the global 

optimum 
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9.4.3 Audio Classification Model Preparation 

 

Models for classification can be created with ease within the Weka Graphical User 

Interface (GUI) or by using the Weka API. As mentioned in our Methodology 

algorithms which we created our models for were a SVM implementing SMO, a J48 

Decision Tree and finally a Naïve Bayes classifier. For our audio classifications we 

found that the best results were achieved with a Naïve Bayes Updateable Classifier. We 

argue that this is the case due to the model’s ability to update itself with new instances. 

The approach used to create the model was the well-known 10 fold cross validation 

approach as described below.  

 

9.4.3.1 Audio Cross Validation 

 

All machine learning problems require a dataset to be split into training, validation and 

testing segments. As we split our original training set in two, one half of the data was 

reserved for testing. This means that the remaining half of the dataset is available for 

both training and validation. Cross Validation is a widely used technique for assessing 

how well the results of a statistical analysis will generalize to an independent test set. It 

is generally performed in a number of folds i.e. k-fold cross validation. 

 

K-fold cross validation requires that the data not inclusive of the test data be randomly 

partitioned into k equal sized called subsamples. With the data divided into these 

subsamples, k-1 of the subsamples are reserved for training and the remaining 

subsample is held back for validation. This process in repeated k times as k refers to the 

number of folds to be carried out. Finally the validation accuracy of all these folds are 

averaged to produce a single estimation of model efficiency. This method is very 

advantageous as all samples are used for both training and validation. This process is 

illustrated below in Figure 26. 
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Figure 26  Illustration of 10 Fold Cross Validation 
 

Of the k subsamples, a single subsample is retained as the validation data for testing the 

model, and the remaining k − 1 subsamples are used as training data. The cross 

validation process is then repeated k times (the folds), with each of the k subsamples 

used exactly once as the validation data. The k results from the folds can then be 

averaged (or otherwise combined) to produce a single estimation. The advantage of this 

method over repeated random sub-sampling (see below) is that all observations are used 

for both training and validation. For the purpose of our experiments in creating our 

models we chose the fixed value of 10 for k, i.e. 10 fold cross validation were 10 folds 

are created. Once this process is complete and we are content with the validation 

accuracy of model, the model is then serialized24 and added to our model collection 

ready to be queried by new unseen test instances. 

  

                                                      
24 Serialization is the process of converting an object functionality into a stream of bytes (a model) in 

order to store it for later use. This is done in order to recreate the model’s functionality when it is required 

for use. The reverse to this process is called deserialization. 
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9.5 Text Preparation & Pre-processing 

 

Here we outline all of the preparation that had to be undertaken in order to classify text 

instances. As seen here the processes undertaken are very similar to the processes 

undertaken in preparing our audio. Therefore we shall discuss the feature extraction and 

feature selection techniques used, where they differ to the techniques used in our audio 

pre-processing and finally how the models were created for classification. 

 

9.5.1 Text Feature Extraction 

 

Again as we are using Weka for our statistical text classifications we need to write the 

raw text input to an ARFF format so as to interoperate with the Weka GUI/API. This is 

illustrated in our technical architecture diagram later in this chapter (Figure 27). Once 

we have this ARFF written we can use it to exploit the pre-processing filters and options 

provided. The primary filter used in any statistical text classification problem is the 

StringToWordVector.  

 

The StringToWordVector filter in Weka transforms text attributes into a set of attributes 

representing word occurrence from the text contained in the input text. Seen below is an 

example of this where three people give either a positive (+) or negative (-) movie 

review. 

 

Person1="great movie"    Person2="worst film ever" Person3="terrible" 

     great movie worst film ever terrible class 

V1 = { 1, 1, 0, 0, 0, 0,   +  } 

V2 = { 0, 0, 1, 1, 1, 0,   -   } 

V3 = { 0, 0, 0, 0, 0, 1,   -   } 
 

There are many options available when configuring a StringToWordVector to create 

feature vectors. Here we have outlined the most important options that we found 

rendered the best recognition results. The TF-IDF (term frequency–inverse document 

frequency) is a numerical statistic that reflects the importance of a word in a document 

or group of documents, and was a useful option to use when configuring our string 

feature extractor. We also enabled the removing of stop words from Weka’s default list 

as they do not contribute any meaning to instances. An N-Gram Tokenizer algorithm 
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was also applied when extracting features and was configured to extract both unigrams 

and bigrams i.e. a contiguous sequence of one or two items from a given instance which 

could be used as features. Finally the algorithm was configured to keep a maximum of 

1000 words per class.  

 

9.5.2 Text Feature Selection 

 

As with the feature extraction stage of the audio pre-processing, we are left with large 

feature vectors which need to undergo feature selection to exclude irrelevant features 

that may hinder classification. In a similar fashion to our audio pre-processing first 

process under taken in this was feature scaling or normalization. Both attribute 

evaluation and attribute selection methods were used to reduce our text feature vectors. 

We experimented with a few different approaches including a PrincipleComponents 

evaluation in conjunction with a Ranker selection. This approach uses PCA to 

accomplish dimensionality reduction by choosing a number of eigenvectors to account 

for a percentage of the variance in the original data, resulting in a set of linearly 

uncorrelated principal components The InfoGainAttributeEval evaluation method was 

tested which evaluates the worth of an attribute by measuring its information gain with 

respect to a given class.  Through experimentation, was this method in conjunction with 

the Ranker selection method that proved to be the best approach for our feature set. 

 

9.5.3 Text Classification Model Preparation 

 

The model preparation stage for classification of text instances is very similar to that of 

the preparation of audio models. As documented in our methodology algorithms which 

we created our models for were a SVM implementing SMO, a J48 Decision Tree and 

finally a Naïve Bayes classifier. For our text classifications we found the best results 

were achieved with a Multinomial Naïve Bayes classifier, a similar finding to that of 

Pak & Paroubek (2010). This classifier is beneficial for text classification problems for 

it favours word presence as opposed to word non presence. 
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9.5.3.1 Text Cross Validation 

 

As with the audio model preparation, a 10 fold cross validation technique was employed 

to create all classification models. These models were too serialized and stored in our 

model collection.  

 

In concluding the model creation description we must not overlook the fact that any new 

test instances to be presented to a model will not be pre-processed. Therefore it will be 

a necessity of the model to perform all the relevant pre-processing steps before 

presenting the succinct feature vector to the appropriate algorithm for prediction. To 

tackle this problem we created all our models using a FilteredClassifier in Weka. This 

type of classifier permits us to specify any pre-processing filters that we wish to apply 

before classification. For this filter we chose a MultiFilter which would allow use to 

apply our two filters for normalization and feature evaluation/selection. When this 

FilteredClassifier is then serialized in contains within, all the pre-processing capability. 

 

9.6 Rule-Based Text Classifier  

 

As we described in our methodology we use the approach of Krcadinac et al. (2013), 

the most modern hybrid keyword spotting and rule-based method of spotting Ekman’s 

big six emotions in text. This approach is the most recent key contribution to the text 

processing community for rule-based classification of the Ekman’s big six emotions, 

and therefore it is these algorithms that this research puts to the test within an SER 

architecture. The hybrid system proposed by Krcadinac et al. consists of the keyword 

spotting and heuristic rules which address issues where other classification algorithms 

fail. Full description of the algorithm, heuristic rules employed, how emotional weights 

are calculated and were it deviates from other approaches are all discussed in our review. 
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The technical implementation of Krcadinac’s approach consists of three primary utilities 

or components, the parsing utility, the lexical utility and the heuristics utility. The 

parsing utility parses sentences into words to be examined. Note that given these words 

will be examined based on a keyword spotting technique, there is no need to remove 

meaningless stop words as was the case when we were preparing our data for use in 

statistical classifiers. The lexical utility provides the classes for examining the parsed 

sentence and searching for keywords present in the WordNet lexicon stored in our 

collection as a text file containing both the words and their associated weightings for 

each class. The third component is the heuristics utility which applies the sentence level 

rules according adjusts the weights of the keywords spotted in by the lexical component. 

This utility relies on a list of emotion intensity modifier words and also a list of words 

stored as xml files, which will negate the emotional valence of the sentence.  

 

Finally based on these three utilities there is an EmotionalState class which defines the 

overall state of the sentence and performs the classification based on the ordering of the 

final modified weightings. As this software is available as an open source project under 

the GNU General Public License and written in the Java programming language, this 

allows for painless integration with our SER system. 

 

9.7 Experiment Architecture Assembly  

 

Having already discussed the tools and technologies used to develop our experimental 

test bed and also how our statistical classification models were prepared, it is necessary 

to discuss how all of the tools were brought together to implement our new architecture. 

As Java is our programming language of choice for this research endeavour, all tools 

are brought together within one package in the Eclipse Integrated Development 

Environment.  
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As outlined in Figure 27 which illustrates the technical implementation of our overall 

experimental architecture there are a number of external requirements which the Java 

package draws upon in the running of the system. The first of these is the input document 

which contains the actual emotion of the test instance, the name of the WAV file to be 

classified for that instance and finally the corresponding text to be classified for each of 

the test/training instances. Each instance is separated by a carriage return which allows 

our program to traverse through instances and parse them line by line to acquire its 

relevant inputs. The second of these requirements is the OpenSMILE executable. As 

this is a C++ program we accessed its feature extraction capability by use of a shell 

command as outlined in Figure 22. This executable when called extracts the relevant 

features as defined in its configuration file. This executable then produces an ARFF file 

ready for classification by our statistical models.  

 

This leads us to the third external dependency of the Java package - the model collection. 

This is simply a collection of the models we created in the training/validation phase 

awaiting to be queried by a test ARFF file for either a text or audio classification. The 

final requirement in the Weka API this is a Java Application Archive (JAR) file that 

needs to be included in our project so that our application has access to all of Weka’s 

statistical classification capabilities. With all of these requirements in place our software 

must use the text to be classified for a given instance (acquired from the parsed input 

document) to write an ARFF file in order to run a statistical classification using both the 

stored classification model and the Weka API.   
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Figure 27  Overall technical architecture of our SER test bed 
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Statistical classifications are carried out by querying the relevant serialized model from 

our model collection. Our rule base classification, does not require a test instance to be 

in the ARFF format and can take input in the form of the plain text extracted from our 

input document. Each of these classifiers can produce a discrete probability distribution.  

Shown below in Figure 28 and Figure 29 are snippets of how the statistical and rule-

based classifiers perform their classifications and produce their discrete distribution 

outputs. 

 

   

  // Sample Statistical Prediction Using The Weka API 

  double[]statisticalPrediction; 

  MyClassifier classifierName; 

  classifierName = new MyTextClassifier(); 

  classifierName.loadModel("serializedModelName.model"); 

  classifierName.makeInstance("arffFileName.arff"); 

  statisticalPrediction= classifierName.getProbabilityDistribution(); 

 

Figure 28  Using the Weka API to produce a distribution for a test instance 

 

   

  double[] ruleprediction = new double[6];  

  try{ 

    String[] emotions; 

    EmotionalState sentenceState =  

    Empathyscope.getInstance().feel(textToClassify);  

    //Populate emotions array with weights representing each class 

    emotions=writeSentenceState(sentenceState).split("-"); 

     

    //Normalize result to discrete probability distribution   

    double sumPredictions =Double.parseDouble(emotions[0])+ 

    Double.parseDouble(emotions[1])+Double.parseDouble(emotions[2])+ 

    Double.parseDouble(emotions[3])+Double.parseDouble(emotions[4])+ 

    Double.parseDouble(emotions[5]); 

 

    if(sumPredictions!=0){ 

      for(int m=0; m<emotions.length; m++ ) 

      {  

         emotions[m]=String.valueOf(Double.parseDouble(emotions[m])/ 

         sumPredictions); 

      } 

    }    

    for(int i=0; i<emotions.length; i++) 

    { 

       ruleprediction[i] = Double.parseDouble(emotions[i]);; 

    } 

 } 

 catch(Exception e){…} 

 

Figure 29  Classification and normalization of the rule-based classifier output 
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The getProbabilityDistribution() function in Figure 28 was a function written utilizing 

the distributionForInstance function of the Weka API. This returns a discrete 

probability distribution with estimated predictions for all classes for any given instance. 

It is important to mention at this point that the distributionForInstance function outputs 

predictions for each class for all the classifier used all except the SVM. SVM's are 

essentially binary classifiers and, multiclass SVMs are made using one vs. all and 

directed acyclic graph methods. For this reason distributionForInstance does not 

produce probability estimates for the SVM instead the output array contains a 1 in the 

element corresponding to the predicted class and a zero in all the others. As we wish to 

fuse this distribution with the others we need to obtain proper probability estimates. To 

do this we must use the option within Weka that fits logistic regression models to the 

outputs of the SVM which gives us the desired probabilities for all classes. In the 

multiclass case the predicted probabilities are obtained using the pairwise coupling 

method outlined by Hastie and Tibshirani (1998). Given that this is the first SER 

architecture to provide this set of distributions we are in the fortunate position to provide 

a comparison of a number of different fusion techniques.  

 

9.7.1 Fusion Methods to Be Tested 

 

In our experimentation we examine of a number of different linear methods of fusion 

and then we use these in conjunction with a stacking approach. Figure 30 below 

illustrates the voting space where each of the classifier C1-C7 output their prediction 

for each of the six classes. The fusion methods to be compared are outlined below. 

 

(

 
 
 
 
 
 
 

 𝐶1𝑎𝑛𝑔𝑒𝑟 𝐶1𝑑𝑖𝑠𝑔𝑢𝑠𝑡 𝐶1𝑓𝑒𝑎𝑟 𝐶1ℎ𝑎𝑝𝑝𝑖𝑛𝑒𝑠𝑠 𝐶1𝑠𝑎𝑑𝑛𝑒𝑠𝑠 𝐶1𝑠𝑢𝑟𝑝𝑟𝑖𝑠𝑒 

 𝐶2𝑎𝑛𝑔𝑒𝑟 𝐶2𝑑𝑖𝑠𝑔𝑢𝑠𝑡 𝐶2𝑓𝑒𝑎𝑟 𝐶2ℎ𝑎𝑝𝑝𝑖𝑛𝑒𝑠𝑠 𝐶2𝑠𝑎𝑑𝑛𝑒𝑠𝑠 𝐶2𝑠𝑢𝑟𝑝𝑟𝑖𝑠𝑒 

 𝐶3𝑎𝑛𝑔𝑒𝑟 𝐶3𝑑𝑖𝑠𝑔𝑢𝑠𝑡 𝐶3𝑓𝑒𝑎𝑟 𝐶3ℎ𝑎𝑝𝑝𝑖𝑛𝑒𝑠𝑠 𝐶3𝑠𝑎𝑑𝑛𝑒𝑠𝑠 𝐶3𝑠𝑢𝑟𝑝𝑟𝑖𝑠𝑒 

 𝐶4𝑎𝑛𝑔𝑒𝑟 𝐶4𝑑𝑖𝑠𝑔𝑢𝑠𝑡 𝐶4𝑓𝑒𝑎𝑟 𝐶4ℎ𝑎𝑝𝑝𝑖𝑛𝑒𝑠𝑠 𝐶4𝑠𝑎𝑑𝑛𝑒𝑠𝑠 𝐶4𝑠𝑢𝑟𝑝𝑟𝑖𝑠𝑒 

 𝐶5𝑎𝑛𝑔𝑒𝑟 𝐶5𝑑𝑖𝑠𝑔𝑢𝑠𝑡 𝐶5𝑓𝑒𝑎𝑟 𝐶5ℎ𝑎𝑝𝑝𝑖𝑛𝑒𝑠𝑠 𝐶5𝑠𝑎𝑑𝑛𝑒𝑠𝑠 𝐶5𝑠𝑢𝑟𝑝𝑟𝑖𝑠𝑒 

 𝐶6𝑎𝑛𝑔𝑒𝑟 𝐶6𝑑𝑖𝑠𝑔𝑢𝑠𝑡 𝐶6𝑓𝑒𝑎𝑟 𝐶6ℎ𝑎𝑝𝑝𝑖𝑛𝑒𝑠𝑠 𝐶6𝑠𝑎𝑑𝑛𝑒𝑠𝑠 𝐶6𝑠𝑢𝑟𝑝𝑟𝑖𝑠𝑒 

 𝐶7𝑎𝑛𝑔𝑒𝑟 𝐶7𝑑𝑖𝑠𝑔𝑢𝑠𝑡 𝐶7𝑓𝑒𝑎𝑟 𝐶7ℎ𝑎𝑝𝑝𝑖𝑛𝑒𝑠𝑠 𝐶7𝑠𝑎𝑑𝑛𝑒𝑠𝑠 𝐶7𝑠𝑢𝑟𝑝𝑟𝑖𝑠𝑒 )

 
 
 
 
 
 
 

 

 

Figure 30  Probabilities for each class for each of our seven classifiers 
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9.7.1.1 Mode 

 

In mathematics the mode of a list of numbers is the value that occurs most often. If no 

number is repeated in the list then there is no mode. In our case we are using this 

definition as a means of fusing the predictions of our classifiers. Essentially with this 

method each classifier C1-C7 votes on the predicted class and the final prediction is the 

class which got the most votes. Shown below in Figure 31 is our code snippet which 

calculates the mode. The function take a parameter for each class indicating the number 

of classifiers that voted for that class. 

 

   

  public static String getMode(int anger, int disgust,int fear, int 

  happiness, int sadness, int surprise) 

  { 

     int temp[]={anger,disgust,fear,happiness,sadness,surprise};  

     int maxIndex=0; 

     double maxValue=0; 

     for(int m=0; m<temp.length; m++ ){ 

       if((temp[m])>maxValue) 

       { 

      maxValue=temp[m]; 

      maxIndex=m; 

       } 

     } 

     //See if there is more than one maximum 

     int numOccurences=0; 

     for(int m=0; m<temp.length; m++ ){ 

       if((temp[m])==maxValue){ 

       numOccurences++; 

       } 

     } 

     if(numOccurences==1){ 

        switch (maxIndex) { 

               case 0:  return "anger"; 

               case 1:  return "disgust"; 

               case 2:  return "fear"; 

               case 3:  return "happiness"; 

               case 4:  return "sadness"; 

               case 5:  return "surprise"; 

               default: return "Don’t Know – Mixed Emotion"; 

         } 

     } 

     else{ //More than one max value 

        return "Don’t Know – Mixed Emotion"; 

     } 

} 

 

Figure 31  Fusing Classifier Predictions their Mode 
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9.7.1.2 Maximum 

 

The mode is the only method of fusion which just takes the predicted class label into 

account, all other methods of fusion use the calculated probabilities. The first of these 

being fusion by choosing the maximum probability from the seven classifiers for any 

given class i.e. max (C1class – C7class). This method of fusion was employed to test 

whether choosing the classifier with the largest posterior probability for a given class is 

a valuable method adopt. 

 

9.7.1.3 Mean 

 

As the mean is the only method with a denominator that could cause our rule-based 

classifier to be dominated we introduce a nested fusion approach that we use when 

getting the mean of the distributions. What we do here is fuse the two statistical 

classifications separately before fusing with the rule-based distribution. The reason for 

this is that given it is the contribution of the rule-based distribution that we wish to 

assess, we do not want to have its performance and contribution reduced in a large pool 

of highly statistical classifiers. So essentially instead of giving it a vote of strength 1/7, 

our nested fusion approach gives it a more powerful vote of strength 1/3. This is 

illustrated in Figure 32 below and Equation 13 shows the corresponding calculation 

used. 
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Figure 32 Nested mean fusion illustration 
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Equation 13  Mean of Probabilities 
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9.7.1.4 Median 

 

The median is the middle value in a given distribution. To get the median the distribution needs 

to be sorted in ascending or descending order. Once this is achieved the median can be got by 

selecting the middle value from an odd numbered. If the list is an even number then the median 

is simply calculated by getting the mean of the two middle elements. This method is known to 

remove outliers from a set of values and for this reason we assessed its value in fusing our 

posterior probabilities. 

 

 

9.7.1.5 Bayesian Updating 

 

The Bayesian updating method of fusion uses Bayes Rule which describes the 

relationship between a state x and an observation z be encoded as the joint probability 

P(x|z). Bayes Rule is shown below in Equation 14 

 

𝑃(𝑥|𝑧) =
𝑃(𝑧|𝑥)𝑃(𝑥)

𝑃(𝑧)
 

 
Equation 14  Bayes Rule 

 

Given that each of the distributions are mutually exclusive i.e. they are independent 

sources, we can use this rule to perform a Bayesian update on all the probabilities of a 

given class from each of the classifiers leaving us with a probability distribution 

representative of all the classifiers predictions. P(x) refers to any prior knowledge as to 

what the expected value of the x might be. When an observation z is made which is 

model as the conditional probability P(z|x) the updated probability is computed from the 

product of the prior information and the information gained by observation. This is 

encoded in the posterior probability P(x|z). In this fusion process, the marginal 

probability P(z) simply serves to normalize the posterior and is generally not computed 

(Siciliano & Oussama, 2008). 
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Given that we have no prior information about any given class except that it 1 out of 6 

possible classes we could use the prior probability as 1/6 (0.1667) and then perform our 

updates by simple products at each observation. As our prior information is the same 

for each class we exclude this prior and perform each update as a product of the previous 

updated probability essentially using the first probability as our prior. 

 

 

9.7.1.6 Stacked Generalization 

 

The K-NN algorithm was the final fusion approach tested within our architecture. This 

algorithm has both been discussed in our review and previously in this chapter.  When 

using this meta-classifier we experiment with fusing probability distributions by using 

the maximum, mean, median and Bayesian updating approaches to create our input 

vector. As we use these linear combination techniques to fuse our input vector and we 

know that each element in the vector represents a class, we can be sure that there are no 

dimensionality problems and that we do not need take steps to perform feature reduction 

and select best parameters. 

 

9.8 Conclusion 

 

This chapter has provided a technical description of how our test bed was developed and 

assembled. We discussed what tools we used and how we used them to achieve 

interoperability between each other to accrue our SER software. Now that this overview 

has been provided we must turn our attention to the experiments to be carried out using 

this software and the hypotheses we aim for these experiments to test. All this detail 

shall be provided in the next chapter.

tel:01667
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10 Experiments and Results 

 

Using the architecture described in the previous chapter, a series of experiments are to 

be carried out. These experiments and their results are outlined in this chapter and the 

following chapter will provide a detailed analysis and comparison of the results 

collected. The primary goals of this experimentation align with our key research 

questions by 1) assessing the usefulness of a hybrid keyword spotting and rule-based 

classifier in SER predictions 2) assessing the effect of this hybrid approach on prediction 

confidence in SER. We achieve this by examining several fusion techniques from a 

group of base classifiers and outlining beneficial techniques capable of outperforming 

other approaches in terms of accuracy, confidence and blunder reduction.  

 

The experimentation in this chapter is broken into six separate experiments. The first of 

these experiments consists of three classifiers i.e. one statistical audio classifier, one 

statistical text classifier and the hybrid text classifier. We begin with this initial setup in 

order to establish a baseline accuracy upon which to evaluate our system using various 

linear fusion techniques. Following on from this setup experiment two ads further 

statistical classification power by means of two additional audio and text statistical 

classifiers. This is done in order to strengthen the statistical element of our architecture 

in order to assess whether there are scenarios where a hybrid rule based classifier can 

outperform strong statistical components. The third run of experiments then ads stacked 

generalization as a means of fusing the posterior probabilities of base classifiers in an 

effort to obtain a greater classification accuracy. Once this architecture was tested we 

then used this as the basis to test the benefit of the hybrid approach by omitting it from 

the next round of experiments in experiment four. All of this initial experimentation was 

performed on our recorded dataset to draw some initial observations and these 

observations were then evaluated by testing on a known evaluation dataset in the field 

of SER. These evaluation experiments are outlined in experiments five and six. The 

details and results of all of these experiments are provided below. 
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10.1 Experiment One – Three Classifiers with Linear Fusion   

 

10.1.1 Experiment Hypothesis  

 

Using two statistical classifiers and one hybrid rule-based/keyword spotting classifier is 

a sufficient architecture upon which to base our study.  

 

10.1.2 Experiment Goal  

 

The primary goal of this experiment is to preliminarily assess the performance of our 

base classifiers. We aim to assess the performance of this classifier combination by 

combining the probability distributions of each classifier by the mean, the maximum, 

the median and Bayesian fusion linear fusion techniques. We also get the mode of the 

classes predicted as a final fusion approach i.e. a gang vote. 

 

10.1.3 Experiment Procedure 

 

Our initial experimentation is undertaken on the dataset that was recorded using textual 

data from the ISEAR dataset. The result of this recording process was 200 wav files per 

each of our six classes (1,200). As 600 of these were used for training and validation, 

the remaining 600 are used our test instances. Using the hybrid rule-based/keyword 

spotting classifier, a Multinomial Naïve Bayes model and a Support Vector Machine 

with (SMO) predictive model for the text and audio streams respectively, we get three 

discrete probability distributions to be fused. The resultant fused vector provides 

predictions for each class and the class with the highest value prevails. With the mode 

method of fusion, classifiers simply vote.  

 

10.1.4 Results  

 

The results of this initial experimentation are shown below in Table 4. It is important to 

note that with this method there may be a case where the three classifiers disagree in 

which case we return a “Don’t Know” result. We have also broken down where 

predictions were similar to similar variants and where this method made blunders. This 

provides the detail of what methods of fusion can best prevent blunderous predictions. 
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  Fusion 

 

Correct 

 

Incorrect 

 

Similar 

 

Blunder 

 

Don’t Know 

 

Accuracy 

 

  Mode 396 204 122 26 56 66.00% 

  Mean 461 139 116 23 * 76.83% 

  Max 395 205 170 35 * 65.83% 

  Median 446 154 129 25 * 74.33% 

  Bayesian 455 145 126 19 * 75.83% 

 

Table 4  Experiment outcome of fusing distributions of 3 classifiers 

 

 

10.1.5 Correctly Predicted Emotions 

 

These results shall be discussed in detail in the next chapter but upon first inspection we 

can see that the overall accuracy achieved in this initial run of experimentation ranges 

from 65.83% to 76.83% by using the maximum fusion approach and the mean fusion 

approach respectively. A correctly predicted emotion is one which our system 

accurately recognizes as the emotion that is being portrayed in the test instance. 

 

10.1.6 Incorrectly Predicted Emotions  

 

In this first run of experiments 23.17% to 34.17% of the test instances are shown to be 

incorrectly predicted. Inversely to our correctly predicted emotions the maximum fusion 

contributed to the largest error and the average the smallest. An incorrectly predicted 

emotion is one which our system fails to recognize as the emotion that is being portrayed 

in the test instance. The incorrectly predicted emotions here account for all test instances 

that are completely misidentified i.e. a blunderous prediction and ones that are mistaken 

for similar variants which can be the case with humans in real life circumstances. 

 

10.1.7 Emotions Mistaken For Similar Variants  

 

 Emotion Similar Variant 

  anger disgust 

  anger sadness 

  sadness fear 

  surprise anger 

  surprise anger 

 

Table 5  Emotions with similar variants 
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Emotions mistaken for similar variants refers one of two emotion categories that any 

incorrect predictions on our system can fall into. This refers to emotion categories that 

have similarities to other categories and are therefore misinterpreted by our SER system. 

As seen from Table 5 we have grouped emotions that are known to go together. For this 

reason it is not unreasonable to expect our classifier to predict an emotion with a similar 

variant from time to time as this is a flaw that even emotionally intelligent people can 

make from time to time.  What we do want any SER system to avoid is blunderous 

prediction as described below. 

 

10.1.8 Emotions Mistaken Entirely 

 

This refers to the second category of incorrectly classified emotion: emotions mistaken 

entirely refers to predictions our system makes that that are entirely dissimilar to the 

intended emotion category. In our results discussion we will break down each category 

of incorrectly classified emotions to answer the question of why the SER systems can 

make such blunders. As seen from these emotion categories which are displayed below 

in Table 6 the majority of these misclassifications are even classifying emotions with a 

positive valence and emotions with a negative valence. The concept of blunders will be 

an important topic in the analysis of all results as this research wishes to offer a system 

which keeps these blunders to a minimum. 

 

  

  Emotion Blunder 

  fear disgust 

  disgust happiness 

  anger happiness 

  happiness fear 

  happiness sadness 

 

Table 6  Emotions mistaken entirely  
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10.2 Experiment Two - Seven Classifiers with Linear Fusion 

 

10.2.1 Experiment Hypothesis  

 

Using six statistical classifiers and one hybrid rule-based/keyword spotting classifier 

provides an improvement on our original three classifier architecture. 

 

10.2.2 Experiment Goal  

 

The primary goal of this experiment is twofold. It intends to add two extra statistical 

classifier to the audio and text classification branches of our system in order to 1) 

strengthen the performance of the gang of base classifiers and 2) to strengthen the 

statistical components of our system leaving us in a position to accurately quantify the 

performance and influence of the hybrid classifier. 

 

10.2.3 Experiment Procedure 

 

As with our first experiment we are again using the recorded data files for classification. 

This means we are again using a total of 600 test instances with 100 instances per class. 

In our first experiment we used the hybrid rule-based/keyword spotting classifier, a 

Multinomial Naïve Bayes model and a SVM with SMO as predictive models for the text 

and audio streams respectively. This experimental setup involves adding a SVM with 

SMO and a J48 Decision Tree to the statistical text classification stream along with a 

Naïve Bayes Updateable and a J48 Decision Tree to the audio stream, resulting in two 

groups of three classifiers against the hybrid classifier. This setup will then result in 

seven discrete probability distributions to be fused. As with our previous setup - the 

mode method of fusion asks our classifiers to simply vote. In the other methods, the 

resultant fused vector by the same linear combinations provides predictions for each 

class and the class with the highest value becomes our result. This experimental set up 

is illustrated in our Methodology. 
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10.2.4 Results  

 

The results of this subsequent experimentation are shown below in Table 7. First 

impression of these results indicate significant improvement in classification rates and 

also a significant reduction in blunders and disagreement between classifiers.  Our 

original architecture saw 56 test instances out of 600 (9.33%) in which the classifiers 

were either in complete disagreement or could vote on a majority class and this 

architecture with a larger population of voters has reduced these failed classifications to 

36 test instances i.e. 6% of the overall test set. 

 

  Fusion 

 

Correct 

 

Incorrect 

 

Similar 

 

Blunder 

 

Don’t Know 

 

Accuracy 

 

  Mode 529 71 17 18 36 88.16% 

  Mean 548 52 35 17 * 91.33% 

  Max 445 155 127 28 * 74.16% 

  Median 532 68 50 18 * 88.66% 

  Bayesian 544 56 42 14 * 90.66% 

 

Table 7  Experiment outcome of fusing distributions of 7 classifiers 

 

10.2.5 Correctly Predicted Emotions 

 

On first inspection we can see that the overall accuracy achieved in this second run of 

experimentation ranges from 74.16% to 91.33%. Again we can see the maximum fusion 

approach as being the least efficient method of fusing probabilities and the approach of 

getting the mean increasingly beneficial with added statistical classification. It must not 

be missed that the Bayesian updating method of fusion is inferior to the mean fusion 

approach, offering prediction accuracy of 90.66%. Our results discussion will attempt 

to address the nature of these minor differences. 

 

10.2.6 Incorrectly Predicted Emotions  

 

In our first run of experiments 23.17% to 34.17% of the test instances were shown to be 

incorrectly predicted, whereas in this run of experiments this range is significantly 

lowered with error rates dropping to 8.76% to 25.84%. Interestingly the extremities of 

this error range are still represented by the mean and maximum fusion approach leading 

us to see certain performance patterns of these linear combination fusion approaches 
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emerge. We note here also that the inclusion of the statistical classifiers significantly 

reduce the number of incorrect predictions for all classifiers except for the maximum 

fusion approach which has only dropped by a mere 8.33%. We argue that this is so as 

this method of fusion isolates the highest probability, essentially only taking one 

classifier’s prediction into consideration as opposed to using the insight of the rest of 

the group as the rest of fusion methods do. 

 

10.2.7 Emotions Mistaken For Similar Variants  

 

As addressed in our first run of experiments it is not unlikely that an SER may predict 

an incorrect emotion that is similar to another emotion class, an error humans can easily 

make. The addition of the extra statistical classifiers has reduced these type of 

misclassifications down to the 5.83% to 21.66% range. This indicates that our 

subsequent second architecture is providing a better classification approach. 

 

10.2.8 Emotions Mistaken Entirely 

 

These completely misclassified instances provide an interesting viewpoint from which 

to analyse the overall performance of our SER architecture as we wish to provide an 

architecture producing as little blunders as possible. It is interesting to note that the 

Bayesian method of fusion has provided the least number of completely misclassified 

instances in the first to runs of experiments leading us to believe that it may be a 

beneficial method in reducing blunderous predictions.  
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10.3 Confidence Threshold Decision Process 

 

In the remaining run of experiments we will be using a KNN meta-classifier from which 

we will be extracting the three metrics described in our methodology and experiment 

preparation chapters to measure confidence. In order to use these metrics to label a 

classified instance as confident we need to experimentally extract confidence thresholds 

for each class. The process for extracting these thresholds is algorithmically outlined in 

Figure 33 and a description of the same is provided below. 

 

Algorithm:  Definition of Thresholds for Confidence Measurement 

Input:      thresholdToTest, maxWrong, minThres, maxThres 

Output:   updated thresholdToTest 

begin     

      for each instance do          

            for each confidence metric do          

                 calculate metric 

                 if class incorrectly predicted and metric ≥ thresholdToTest 

                     maxWrong = metric 

                 if threshold > maxThres 

                     maxThres  = metric 

                 if threshold < minThres 

                     minThres  = metric 

             end 

       end 

     thresholdToTest = maxWrong  +0.01   

     return thresholdToTest 

end 

 

Figure 33  Definition of thresholds for assigning confidence 

 

Here we have the approach used to establish optimal confidence thresholds which will 

maximise the amount of true positives classified while also having zero false positives.  

It is the thresholdToTest variable which we are trying to optimize here. The maxWrong 

variable records the maximum metric value of incorrectly classified instances. This is 

recorded in order to update our threshold after iterating through all training instances so 

that any predictions above this threshold will be true positives.  
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We add a value of 0.01 to this threshold as did Delany et al. (2005) to ensure that all 

predictions are over and not equal to this threshold. We record the minimum and 

maximum thresholds to keep track of the metric range for each class. These thresholds 

will then decide whether an instance is confident or not. 

 

10.4 Experiment Three - Seven Classifiers with Stacked Generalization 

 

10.4.1 Experiment Hypothesis  

 

Using an ensemble of six statistical classifiers and one hybrid rule-based/keyword 

spotting classifier with a K-NN meta-classifier is an improvement on our previous six 

classifier setup which used linear combinations of posterior probabilities. 

 

10.4.2 Experiment Goal  

 

The primary goal of this experiment is to assess the value of using a KNN meta-classifier 

to classify our fused probability distributions and also to assess how efficiently this 

meta-classifier can predict classification confidence for each of our fusion approaches. 

 

10.4.3 Experiment Procedure 

 

As with our first two experiments we are again using the recorded data files for 

classification i.e. 600 test instances with 100 instances per class. This experimental setup 

is kept the same as the previous experiment’s architecture resulting in two groups of 

three classifiers along with the hybrid classifier. This setup will again result in seven 

discrete probability distributions to be fused but this fused feature vector will then be 

fed to a KNN meta-classifier trained on our fused test data. The output of this meta-

classifier will then become our final result. Confidence measurement is achieved by 

using the thresholds, and assigning confidence to a prediction if any the confidence 

metrics exceed the required threshold to assign confidence.  
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Note that we are now using a meta-classifier and there will be no extra classifiers added 

to this ensemble, we will no longer be assessing the fusion by mode (gang voting 

approach.  

 

10.4.4 Results  

 

The results of this accuracy and confidence experimentation are shown below in Table 

8 below. Looking at these results in terms of accuracy and blunders we observe a slight 

improvement in both classification rates and also a slight reduction in completely 

misclassified instances i.e. blunders.  From initial observation of our confidence results 

we can see that they range from 64.67% to 83.33%. Interestingly this range is 

represented by the max fusion technique on the lower end of the confidence scale and 

the mean fusion on the higher end of the confidence scale leading us to believe that there 

is some correlation between classification accuracy and classification confidence. 

 

  Fusion 

 

Correct 

 

Incorrect 

 

Similar 

 

Blunder 

 

Accuracy 

 

Confidence 

 

  Mean 563 37 21 16 93.83% 83.33% 

  Max 472 128 102 26 78.67% 64.67% 

  Median 552 48 31 17 92.00% 77.33% 

  Bayesian 557 43 31 12 92.83% 81.33% 

 

Table 8  Experiment outcome of using a KNN meta-classifier for accuracy and confidence 
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10.4.5 Correctly Predicted Emotions 

 

A slight improvement and benefit to using a meta-classifier as opposed to simple linear 

fusion techniques can be seen from the point of view of correctly identified. Experiment 

two saw a range 74.16% to 91.33% correctly classified instances whereas the addition 

of the meta-classifier sees this range rise to between 78.67% and 93.83%.   Again the 

Bayesian updating approach still only marginally underperforms the mean approach 

with the median fusion not far behind Bayesian the method. 

 

10.4.6 Incorrectly Predicted Emotions  

 

In our second experiment we observed a range of to 8.76% to 25.84%. By using the 

meta-classifier be saw this range reducing to 3.00% to 21.33%. As noted in the second 

experiment the maximum method of fusion accounts for a significantly larger error rate 

than the other methods of fusion; with the introduction of the meta-classifier we do see 

a reduction in the overall error rate but it is still significantly larger than the other 

methods of fusion lending further credence to the conclusion we drew on the second 

experiment as to why this is. 

 

10.4.7 Emotions Mistaken For Similar Variants  

 

The addition of the meta-classifier has also reduced misclassifications of similar variants 

reduced from the 5.83% to 21.66% range to the 3.50% to 17.00% range. This shows that 

introduction of our K-NN meta-classifier provides a valuable approach by providing an 

ability to better decipher between similar emotions. 
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10.4.8 Emotions Mistaken Entirely 

 

As noted in the experiment two the Bayesian method of fusion provided the least number 

of completely misclassified instances in the first to runs of experiments leading us to 

believe it is a valuable fusion method in reducing blunderous predictions. This continues 

to be the case with the addition of our meta-classifier with a continuing lower range of 

blunders from 1.67% to 4.33%. This evidence lends further credence to our argument 

that the Bayesian method of fusion is a beneficial method for reducing blunderous 

classification. Our results discussion will further explore how we can use to notion of 

classification confidence to protect against these blunderous misclassifications. 

 

10.5 Experiment Four - Exclusion of Hybrid Classifier 

 

10.5.1 Experiment Hypothesis  

 

Excluding the hybrid rule-based/keyword spotting classifier from an ensemble of six 

statistical base classifiers with a K-NN meta-classifier can have a negative effect on 

prediction accuracy and prediction confidence of an SER system.  

 

10.5.2 Experiment Goal  

 

The primary goal of this experiment is to assess the influence that the hybrid rule-based 

and keyword spotting classifier has on the prediction accuracy and confidence of our 

SER system. As it is this hybrid component that this research introduces to the SER 

domain, this experiment aims to assess its strength and value within an ensemble 

architecture in terms of both classification accuracy and classification confidence. We 

do this by omitting it from our ensemble which will allow us to draw a comparison to 

the results of our previous experiment where it is included. 
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10.5.3 Experiment Procedure 

 

The procedure for this experiment involves testing on the same recorded test data as 

with the previous experimentation. The only change to the setup for this experiment is 

that the hybrid rule-based and keyword spotting classifier is omitted from our ensemble 

- leaving it a fully statistical ensemble. Similar fusion approaches are used as with 

previous experiments i.e. mean, max, median and Bayesian updating, all forming an 

input vector to be classified by a KNN meta-classifier which will provide both accuracy 

and confidence outputs. 

 

10.5.4 Results  

 

The results of this accuracy and confidence experimentation are shown below in Table 

9 below. Observing these results in terms of accuracy, classification confidence and 

blunders, we observe a disimprovement in both classification rates, classification 

confidence and also a very slight rise in the number of classification blunders. 

Observation of confidence results in our last experiment range from 64.67% to 83.33% 

whereas confidence in these results range from 61.67% - 79.67%. It is again noted that 

this range is represented by the max fusion technique on the lower end of the confidence 

scale and the mean fusion on the higher end of the confidence scale leading further 

credence to the belief that there is some correlation between classification accuracy and 

classification confidence. 
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  Fusion 

 

Correct 

 

Incorrect 

 

Similar 

 

Blunder 

 

Accuracy 

 

Confidence 

 

  Mean 549 51 30 21 91.50% 79.67% 

  Max 458 142 114 28 76.33% 61.67% 

  Median 539 61 38 23 89.83% 72.67% 

  Bayesian 543 57 38 19 90.50% 75.83% 

 

Table 9  Experiment outcome of using a KNN meta-classifier excluding hybrid classifier 

  

10.5.5 Correctly Predicted Emotions 

 

As seen from the table above we note a disimprovement in the number of total instances 

that could be correctly predicted. The exclusion of the hybrid classifier in our SER 

ensemble saw accurate classification range fall from 78.67% and 93.83% when we 

included the hybrid classifier to 76.33% - 91.50% when it was excluded. This informs 

us that the hybrid classifier is benefiting the overall architecture in a way that the 

statistical classifiers are not.  

 

10.5.6 Incorrectly Predicted Emotions  

 

When we experimented with the inclusion of the hybrid classifier within our ensemble 

approach in the last experiment we observed an error range from 3.00% to 21.33% 

representing the average and maximum fusion approaches respectively. When we 

excluded the hybrid classification approach we noticed an increase in this error range 

over all fusion methods which averages to 13.75 instances that were unable to be 

classified due to the hybrid classifier exclusion. Once more the maximum method of 

fusion still accounts for a significantly larger error rate than the other methods of fusion. 

 

10.5.7 Emotions Mistaken For Similar Variants  

 

The exclusion of the hybrid approach to classification, as seen from the table above has 

raised the overall range of misclassifications of similar variants. Previously this range 

spanned from 3.50% to 17.00% whereas in this run of experiments we saw this range 

raised from 5.00% to 19.00%.   
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10.5.8 Emotions Mistaken Entirely 

 

Upon first inspection of emotions mistaken for similar variants we observe the higher 

range over all fusion approaches. This may seem beneficial to have more similar 

emotions misclassified as it may suggest less blunders but it is important to take into 

account the overall number of emotions misclassified when identifying where blunders 

occurred. We noticed here that even though we had a higher amount of similar variants 

classified we also had a slightly higher number of blunders occurring averaging at 4.5 

instances over all fusion methods. This is because over all there was a lower 

classification rate, which in turn means that there is a higher number of similar variants 

and blunders. 

 

10.6 Experiment Five – Seven Classifiers with Stacked Generalization 

(Evaluation Dataset) 

 

10.6.1 Experiment Hypothesis  

 

The patterns in results observed from our previous experiments using ensemble of six 

statistical classifiers and one hybrid rule-based/keyword spotting classifier with a K-NN 

meta-classifier are also observed on a well-known field dataset. 

 

10.6.2 Experiment Goal  

 

The primary goal of this experiment is to evaluate the trends spotted in our 

experimentation on recorded data. The reason we wish to evaluate these trends is that 

the recorded data used up until this point in our experimentation, is not known to the 

speech processing community and therefore any patterns revealed or contribution 

claimed cannot be deemed measurable without verifying these patterns on a known field 

dataset. 
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10.6.3 Experiment Procedure 

 

The procedure for this experiment involves is the very same procedure and architecture 

as used in experiment four, except for one key difference. This difference is in the 

dataset being tested. For the purpose of this evaluation experiment we use 600 test 

instances from the ENTERFACE database a well-known field dataset as opposed to our 

recorded data. Similar fusion approaches are used as with previous experiments i.e. 

mean, max, median and Bayesian updating, all forming an input vector to be classified 

by a KNN meta-classifier which will provide both accuracy and confidence outputs. 

These results will then serve to draw a comparison on our results obtained from previous 

experimentation. 

 

10.6.4 Results  

 

The results of this experimentation are shown below in Table 10 below. From initial 

examination of these results it is evident that we are seeing similar patterns emerging 

from our evaluation on a known dataset. We notice a slight variation in classification 

accuracy over all fusion metrics, some being marginally better and others being 

marginally worse. But the most significant observation is that the overall performance 

of each of the performance measures mirror the performance of those measure when 

presented with our initial recorded dataset. This indicates that any patterns spotted in 

our initial experimentation do still apply to a known field dataset. It must also be 

observed that the overall confidence of classified instances is significantly closer to the 

number of instances correctly classified. We do not see this as an unusual observation 

as this dataset is of higher quality naturally elicited emotions, and not acted data as our 

previous experiments aimed to classify.  

 

  Fusion 

 

Correct 

 

Incorrect 

 

Similar 

 

Blunder 

 

Accuracy 

 

Confidence 

 

  Mean 546 54 43 11 91.00% 85.83% 

  Max 471 129 112 17 78.50% 65.67% 

  Median 533 67 54 13 88.83% 78.17% 

  Bayesian 544 56 47 9 90.67% 79.67% 

 

Table 10  Experiment outcome of using a 7 classifier ensemble on our evaluation dataset 
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10.6.5 Correctly Predicted Emotions 

 

As seen from the table above the correctly predicted emotion ranges from 78.5% - 

91.00%. The most important observation here is the mean approach in fusing 

probabilities is the prevailing approach here at 91.00%, as it is the prevailing approach 

with the recorded dataset. Other approaches also reveal similar patterns with the 

Bayesian approach being the second best method of fusion followed by the median and 

finally the maximum being the least effective. 

 

10.6.6 Incorrectly Predicted Emotions  

 

As seen from above we record an error range of 9.00% to 21.50% across all fusion 

approaches for emotions incorrectly classified. Again we see the similar pattern that the 

mean fusion approach accounts for the lowest error rate and the maximum approach 

reveals the largest error rate. We notice that the Bayesian updating method of fusion 

results in 9.33% of instances being misclassified and the median approach resulting in 

11.17% of instances being misclassified. Again it is a significant observation that the 

maximum method of fusion reveals a significantly larger amount of incorrectly 

predicted emotions as was the case with our initial experimentation. These results 

provide the necessary evidence to prove that the patterns observed in the performance 

of our four fusion approaches are indeed to universal to well-known datasets and not 

due to random fluctuation in our recorded data. 

 

10.6.7 Emotions Mistaken For Similar Variants  

 

This evaluation experiment saw a range of 7.17% to 18.67% of emotions classified for 

similar variants. The extremities of this range i.e. the mean and the max fusion 

approaches also mirror the extremities observed in the original data with the Bayesian 

fusion approach again second to the mean approach followed closely by the median 

fusion approach. 
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10.6.8 Emotions Mistaken Entirely 

 

Upon first inspection it is interesting to note that the amount of blunders or completely 

misclassified instances occurring in this dataset are significantly lower than those 

observed in the results of our recorded dataset. On average the evaluation dataset 

completely misclassifies 12.5 instances over the four fusion approaches in contrast to 

an average of 17.75 blunderous misclassifications on our recorded dataset. Again we 

maintain that because the ENTERFACE evaluation dataset is of high quality emotion 

portrayals, our acted recorded portrayals may not have the same standard of emotional 

content. Again the key observation here is that the patterns in blunderous predictions 

remain the same as the recorded dataset with the Bayesian updating method of fusion 

providing the most beneficial solution for blunder reduction out of the solutions 

explored. 

 

10.7 Experiment Six - Exclusion of Hybrid Classifier (Evaluation 

Dataset) 

 

10.7.1 Experiment Hypothesis  

 

Excluding the hybrid rule-based/keyword spotting classifier from an ensemble of six 

statistical base classifiers with a K-NN meta-classifier can also have a negative effect 

on prediction accuracy and prediction confidence of an SER system when tested on a 

known field dataset.  

 

10.7.2 Experiment Goal  

 

The primary goal of this experiment is to assess whether the influence that the hybrid 

rule-based and keyword spotting classifier has on the prediction accuracy and 

confidence, is the same a known field dataset as on the recorded dataset from our first 

four runs of experiments. By omitting the hybrid classifier from our ensemble and 

focussing on our evaluation dataset, we can easily draw a comparison to the results of 

the first experiment that we excluded it i.e. experiment five on the recorded dataset.  
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10.7.3 Experiment Procedure 

 

The procedure for this experiment is identical to that of experiment five with the only 

key difference being that we are testing on the ENTERFACE evaluation dataset. As 

with experiment five the hybrid rule-based and keyword spotting classifier is omitted 

from our ensemble - leaving it a statistics only based ensemble. Again similar fusion 

approaches are used i.e. mean, max, median and Bayesian updating, all forming an input 

vector for our meta-classifier which provides both accuracy and confidence outputs. 

 

10.7.4 Results  

 

As seen in Table 11 below, we observe a similar disimprovement in both classification 

rates, classification confidence, and also we same a similar rise in the number of 

classification blunders. Observation of confidence results in our last experiment on the 

evaluation dataset (including the hybrid classifier) reveal a range of confidence from 

65.67% to 85.83% and again as with experiment five we see a lower confidence range 

in these results from 60.67% - 82.50%. It is again noted that this range is represented by 

the max fusion technique on the lower end of the confidence scale and the mean fusion 

on the higher end of the confidence scale providing final evidence that use of a hybrid 

classifier can in fact have significant impact on classification confidence. 

 

  Fusion 

 

Correct 

 

Incorrect 

 

Similar 

 

Blunder 

 

Accuracy 

 

Confidence 

 

  Mean 535 65 48 17 89.17%  82.50% 

  Max 459 141 121 20 76.50%  60.67% 

  Median 524 76 58 18 87.33%  72.83% 

  Bayesian 530 70 54 16 88.33%  74.33% 

 

Table 11  Experiment outcome of using a 7 classifier ensemble on our evaluation dataset 
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10.7.5 Correctly Predicted Emotions 

 

Just as we did with our recorded dataset when we excluded the hybrid classifier we note 

a disimprovement in the number of total instances that could be correctly predicted. The 

exclusion of the hybrid classifier in our SER ensemble saw accurate classification range 

fall from 78.5% - 91.00% when we included the hybrid classifier to 76.05% - 89.17% 

when it was excluded. This indicates to us that the hybrid classifier is in fact aiding the 

overall architecture in a way that the statistical classifiers are not. More details on this 

shall be provided in our results discussion in the next chapter. 

 

10.7.6 Incorrectly Predicted Emotions  

 

When we experimented with the inclusion of the hybrid classifier within our ensemble 

approach using our evaluation dataset in the last experiment we observed an error range 

from 9.00% to 21.05%, again representing the average and maximum fusion approach 

respectively. When we excluded the hybrid classification approach we again noticed an 

average increase over all fusion methods of 11.5 instances that were unable to be 

classified due to the hybrid classifier exclusion. Once more the maximum method of 

fusion still accounts for a significantly larger error rate than the other methods of fusion. 

 

10.7.7 Emotions Mistaken For Similar Variants  

 

The exclusion of the hybrid approach to classification, as seen from the table above, has 

also raised the range of misclassifications of similar variants. Previously this range 

spanned from 7.17% to 18.67% whereas in this run of experiments we saw this range 

raised from 8.00% to 20.17%.   
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10.7.8 Emotions Mistaken Entirely 

 

Similar to trends spotted in our initial experimentation using the recorded datasets, we 

spot a similar trend in emotions mistaken entirely on our evaluation dataset. Upon 

inspection of the results of this experiment and the results of the previous experiment 

(experiment six), we notice an average increase over all fusion methods of 5.25 

instances that were classified entirely incorrectly. Using this evaluation dataset, we 

again observe, and have therefore proven that the Bayesian updating method of fusion 

provides the most beneficial strategy for preventing blunderous predictions.  

 

10.8 Formal Verification of Hypotheses 

 

Through initial observation of all our results we have seen various patterns emerge in 

our data. The primary focus of these experiments was to assess the benefit of the hybrid 

rule-based and keyword spotting classifier on both accuracy and confidence in SER 

classification problems. In order to statistically verify the benefit of the hybrid classifiers 

inclusion on both accuracy and confidence, we can use a Chi-Square test. This test will 

calculate the probability that the differences observed are simply due to random 

fluctuation in the data, or if they are likely to be due to genuine systemic differences. 

 

To conduct a Chi-Square test we need to construct a table of actual and expected data 

to test a null hypothesis. It is important for the purpose of this test that the actual and 

expected datasets have the same number of rows and columns i.e. are of the same 

dimensions. The Chi-Square test is calculated as follows: 

 

𝑋2 =∑∑
(𝐴𝑖𝑗 − 𝐸𝑖𝑗)

2

𝐸𝑖𝑗

𝑐

𝑗=1

𝑟

𝑖=1

  

Equation 15  Chi-Square Calculation (Plackett, 1983) 
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Where, 

Aij = actual frequency in the i'th row & j'th column 

Eij = expected frequency in the i'th row & j'th column 

r = number of rows 

c = number of columns 

 

With this statistical test a X2 value of 0.05 or less is considered to be significant i.e. the 

chance of the data being from the same population and varying only due to randomness 

is less than 5%.  With this in mind we wish to we wish to test two null hypotheses: 

 

1) The exclusion of a hybrid classifier in an SER system does not reduce the number 

of correctly identified instances for the mean, maximum, median and Bayesian 

fusion approaches 

2) The exclusion of a hybrid classifier in an SER system does not reduce the number 

of confident instances for the mean, maximum, median and Bayesian fusion 

approaches 

 

10.8.1 Null Hypothesis One (HO1) 

 

To test this null hypothesis we use our recorded results from the ENTERFACE dataset 

including the hybrid classifier as our actual data (population 1) and the results from the 

same dataset excluding the hybrid classifier as our expected dataset (population 2) as 

shown in Tables 12 and 13 below. 

 

 Fusion Correct Incorrect Similar Blunder 

 Average 546 54 43 11 

 Max 471 129 112 17 

 Median 533 67 54 13 

 Bayesian 544 56 47 9 

 

Table 12  Population 1 with Hybrid Classifier 
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Fusion Correct Incorrect Similar Blunder 

 Average 535 65 48 17 

 Max 459 141 121 20 

 Median 524 76 58 18 

 Bayesian 530 70 54 16 

 

Table 13  Population 2 without Hybrid Classifier 

 

The calculated X2 value for the above experiment was 0.045594188 which is below the 

critical 0.05 value meaning that we can reject our first null hypothesis, and conclude 

that the exclusion of a hybrid classifier in an SER system does reduce the number of 

correctly identified instances for the mean, maximum, median and Bayesian fusion 

approaches. 

 

10.8.2 Null Hypothesis Two (HO2) 

 

To test our second null hypothesis we use the number of confidently and correctly 

classified instances from the ENTERFACE dataset including the hybrid classifier as our 

actual data (population 1) and the number of confident and correctly classified instances 

from the same dataset excluding the hybrid classifier as our expected data (population 

2) as shown in Table 14 below. 

 

 Average Max Median Bayesian 

Population 1 515 394 469 478 

Population 2 495 364 437 446 

 

Table 14  Populations 1 and 2 for testing null hypothesis 2 (HO2) 

 

The calculated X2 value for the above experiment was 0.047698138 which is below the 

critical 0.05 value meaning that we can also reject our second null hypothesis and 

conclude that the exclusion of a hybrid classifier in an SER system reduces the number 

of confident instances for the mean, maximum, median and Bayesian fusion approaches. 
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10.9 Experiment Conclusions 

 

To conclude this experimentation description we provide the main trends which emerge 

from this primary research. By testing on a recorded dataset at the outset, we were able 

to spot some initial trends and draw some initial conclusions on predictions made by 

various fusion techniques. We also tested the architecture without the hybrid classifier 

not employed in modern day SER systems, in order to assess its value. Having evaluated 

these trends with a known field dataset in the last two experiments we can safely draw 

the following conclusions: 

 

1) The mean method of fusion offers the best approach to fusing probabilities out of 

approaches studied. 

 

2) The Bayesian method of fusion offers marginally less accuracy than the mean 

fusion approach but it compensates by being the most efficient approach to 

reduce blunderous predictions. 

 

3) Prediction accuracy and confidence in SER systems can be influenced by 

including or excluding a hybrid keyword spotting and rule-based classifier. 

 

4) A hybrid text classification approach is a valuable addition to modern SER 

systems and this is a contribution to the domain made by this research. 
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11 Discussion  of Results 

 

11.1 Introduction  

 

This chapter discusses in greater detail the results of our primary research documented 

in the previous chapter. We provide this discussion in the form of a comparative analysis 

which compares and contrasts the various data fusion techniques investigated in terms 

of overall accuracy and also classification confidence which is a primary focus of this 

research. The concept of classification confidence relates closely to the idea of 

blunderous predictions. We show in our discussion of fusion approaches how we 

endeavour to obtain the best strategy for classification accuracy and classification 

confidence while also avoiding as many blunderous or completely misclassified 

predictions as possible. In the course of this discussion we will outline the benefit that 

the hybrid keyword and rule-based classifier has within various architectures and how 

it can contribute to overall classification accuracy and confidence, while finally 

comparing the result of our approach to the result of previous work on the same dataset. 

 

11.2 Comparative Analysis of Fusion Approaches  

 

Over the course of our primary research we experimented with a number of various 

architectures varying from a three base classifier setup to a seven classifier ensemble. 

This analysis compares all aspects of these  architectures with respect to how correctly 

classified instances were successfully identified, how incorrectly classified instances 

failed to be recognized, how similar variants were classified incorrectly and also how 

blunders occur. We will focus on these issues by providing sample instances that typify 

correctly or incorrectly classified emotions. By adopting this approach we gain a clear 

understanding of how our classifiers are functioning within our architecture and what 

they are contributing to the final classification. 
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11.2.1 Comparison of Performance 

 

11.2.1.1 Mode (Majority Vote) 

 

This method of fusion was used in our early experimentation to investigate the strategy 

of using the majority voting of classifiers as a method of deciding on the overall 

predicted class. Majority rule is a decision rule that selects classes which have the most 

votes from our base classifiers. We used this method in our first two experiments before 

we took to the ensemble approach of classification. The first experiment saw the 

majority vote of three classifiers (two statistical and one hybrid classifier) while the 

second experiment increased the population of classifiers to seven (six statistical and 

one hybrid) resulting in a significantly better result. Beginning with the mode fusion 

approach we discuss how correct predictions, incorrect predictions, similar variants and 

entirely mistaken emotions are classified but most importantly we discuss why these 

predictions occur with the use of some examples that represent instances of a similar 

nature. SER research to date documents accuracies and overall performances but fails 

to document a comparative analysis of fusion approaches and how they perform in 

relation to the four categories of predictions defined above. It is an analysis such as this 

that this research aims to provide. 

 

We can see from our results in the last chapter that moving from a three classifier setup 

to a seven classifier setup gives an overall improvement in performance of 22.17% in 

correct classifications in our datasets. This improvement is evidently due to the higher 

population of classifiers providing a more informed vote. With this method correct 

classifications will be made if more than half of the classifiers predict the correct 

emotion, and may be made if less than half of the classifiers agree providing the 

remainder of classifiers disagree. It is important to note here that this improvement was 

brought about by adding classification power to a crowd.  
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Using an equal weighted majority vote has its limitations as seen from our experiments 

as there may not be a prevalent class to choose from the votes all of the time. We can 

see this in both the three classifier majority vote setup and the seven classifier majority 

vote setup where the majority rule fails to selects classes from our base classifiers and 

return a “Don’t Know” decision. Although we did see a decrease of 22.17% of 

incorrectly classified instances when migrating to the seven classifier pool. By adding 

the four extra classifiers (Naïve Bayes Updateable and J48 Decision Tree audio 

classifier along with an SVM and a J48 text classifier) we achieved this decrease in 

incorrectly classified instances but are still left with 11.83% of the test data not classified 

correctly.  These incorrect classified instances can be further broken into three 

subclasses of misclassified instances namely emotions that are mistaken for similar 

variants and emotions which are mistaken entirely and emotions that could not be 

decided upon due to lack of a majority vote. 

 

In any classification problem it is not unlikely the test instances can get mistaken for 

similar classes. This can be expected as Sauter (2010) explains how some emotions can 

have similar prosody in terms of features. For example in comparing both anger and 

disgust to neutral speech both emotions have a higher energy and faster attack times at 

the start of the utterance or the onset (Sauter, 2010). Another contributing factor here as 

Bachorowski (1999) explains and as conveyed in our review is that even humans can 

often have difficulty in observing emotional inference from voices and they can perceive 

some emotions better than others. Bachorowski also describes that some emotions such 

as disgust for example have low perceptibility and can be difficult to differentiate from 

similar emotions like anger. Given that Sauter describes how emotional prosody of 

certain emotion classes can be similar and Bachorowski outlines how emotions have 

low perceptibility it is not uncommon that classifiers can make these kind of mistaken 

classifications. In our experimentation we saw a fall in 17.5% in incorrectly classified 

instances when we added in our four classifiers to make seven, leaving 2.8% of instances 

incorrectly classified. This is indeed a low error rate but it does not account for instances 

that were mistaken entirely and instances that a decision could not be made on.  
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All classification systems are prone to blunders or instances that are predicted as one 

which does not remotely resemble the actual instance. It should therefore be a primary 

concern in designing classification system to keep these type of incorrect classifications 

to a minimum or optimally zero. In emotion classification systems such as ours blunders 

occur in many different ways. They can occur in attempting to classify instances that do 

not have any emotionally salient keywords, or in instances that do, where the keyword 

is not negated in such a way that the classifier is designed to spot. Double negation in 

text instances can also be problematic for text classifier and can lead to classification 

blunders. Other figures of speech that can cause blunders in emotional classification 

systems are understatements25, euphemisms26, irony27 and sarcasm28. In terms of audio 

blunders can occur when the emotional prosody of the spoken utterance does not comply 

with utterances of the same class in the training data and may therefore closer resemble 

a different class. For example the Scherer (1986) outlines how both happiness and anger 

two highly differing emotions both have high energy, high pitch and high variance.  

 

We have seen through experimentation that using the majority vote as a final decision 

as shown through our experimentation can result in many instances not being able to be 

classified due to the pool of classifiers not being able to decide on a majority class. This 

can either occur if two or more classes had an equal number of votes in which the system 

is unable to decide or in the lesser likely situation where all classifiers disagree. Should 

the classifiers be weighted in terms of performance during training and not given equal 

voting power then the number of these instances could possibly be reduced but it is 

evident that allowing an equal vote will leave instances unclassified which is not an 

ideal policy.  

  

                                                      
25 An understatement is a figure of speech which conveys an expression of less strength than would 

be intended. 
26 A euphemism is mild or indirect expression that is substituted for an expression considered harsh 
27 Irony is the expression of meaning by using language that normally signifies the opposite of the 

intended meaning often for humour or emphatic effect 
28 Sarcasm is the use of irony and is generally intended to express ridicule or mockery of an idea, 

subject or expression 
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11.2.1.2 Mean Probability 

 

Unlike the majority vote which was only used in our early experimentation, we used the 

mean method of fusing probability distributions in all of our experimentation from our 

three classifier setup to our seven classifier setup and also our ensemble. Before 

beginning discussion of the remainder of the fusion approaches experimented with it is 

important to note that once our best architecture (the ensemble) was arrived at and 

assembled we also tested the architectures performance with and without the hybrid 

rule-based classifier. As stated before this was done in order to assess its influence on 

predictions from the overall architecture and therefore we also include these 

experiments in the discussion of the mean fusion approach.  

 

Overall this approach to fusion was the best method experimented with from our three 

classifier setup to our seven classifier ensemble. Correctly classified instances occur 

when the mean of all probabilities for a certain class is greater than the mean of the all 

the probabilities of other classes. These instances reach an average of 92.42% across the 

two datasets experimented with. From analysing our data we notice instances where the 

hybrid classifier brings down an average of the correct class causing it to be incorrectly 

classified. This is a rare occurrence and occurs in our datasets in cases where a keyword 

is misinterpreted or used in an ambiguous sense for example ‘He tried to fool me, trying 

to show me that he was a good boy’, is actually an anger instance but the ‘good’ keyword 

is not interpreted in the appropriate sense and consequently a false prediction of 

‘happiness’ is predicted. A similar example from our data is again an anger instance 

containing a word signifying a positive emotion i.e. ‘My ex-boyfriend began to date my 

best friend’. Here we have the word ‘best’ indicating a positive sentiment whereas the 

overall sentiment of the sentence is negative. Blunderous predictions occur on average 

2.25% over the two datasets studied but an average when 3.16% when the hybrid 

classifier is excluded. This shows that overall when the hybrid classifier has something 

to say about an instance it is mostly accurate and has the power to sway otherwise 

incorrect decisions. 
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The keyword spotting/rule base text classification approach can be very efficient when 

presented with instances containing emotionally salient keywords, which is not always 

the case. We can see from our results that the real power of using this approach in 

conjunction with statistical approaches lies in the fact that even when the rule-based 

classifier has nothing to say about a test instance (due to the absence of emotionally 

salient keywords), the classifier will produce a null output distribution of {0,0,0,0,0,0}. 

When this distribution is averaged with the predictions (for each class) of all the other 

classifiers will have zero effect on the ordering of the overall predictions. What this 

means is that given a data set with a large amount of instances with keywords and a 

large amount without keywords the hybrid classifier will not impede the prediction 

performance on instances that do not have keywords present which is what gives this 

fusion approach an extra edge. 

 

11.2.1.3 Maximum Probability 

 

In a similar fashion to the average or mean method of fusing probability distributions 

we used the approach of choosing the maximum probability for any class throughout all 

of our experiments from the three classifier setup to the ensemble. We adopted this 

linear combination method to compare it to the other methods experimented with in 

order to answer the question of whether or not choosing the surest classifier from a pool 

of classifiers was a worthwhile approach. The maximum method of fusion proved to be 

the least effective approach to combining classifier decisions. 

 

With this fusion approach an average of 78.58% instances of the overall test instances 

were correctly classified. This observably occurs when the maximum probability chosen 

is from a classifier which has given a correct prediction and the probability of any 

incorrect predictions does not exceed the chosen value. We also notice from our results 

that there are many times when the hybrid classifier is excluded, an average of 13 less 

instances over the two datasets studied are classified correctly. 
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This indicates that there are instances where the maximum approach is beneficial and 

also indicates that in some cases, the values in the discrete distributions produced from 

the hybrid classifier are higher than those produced from the statistical classifiers. This 

also shows that even with the poorest method of fusing probability distributions the 

hybrid classifier can still be influential. 

 

Incorrectly classified instances occurs for an average of 21.42% of test instances across 

the two datasets studied which indicates the weakness of this method of fusion. We 

notice that across the board of all the architectures experimented the maximum approach 

continuously has significantly higher error rates. Given that it is not observed to be a 

bad approach for just one architecture, this indicates that it is a bad approach in general. 

Within these incorrect classifications we also notice that when we choose the maximum 

probability we are generally prone to more blunders than we would be with any other 

fusion approach. When we migrated to the ensemble architecture these incorrect error 

rates remained significantly high as seen from our results which shows us that choosing 

the surest classifier is not always the best approach. It is best to use the power of many 

classifiers as is done with the mean fusion approach as opposed to putting all faith in 

one classifiers prediction. 

 

11.2.1.4 Median Probability 

 

What motivated this approach is the fact that the median of a group of values can remove 

outliers. Therefore experimenting with the approach allowed us to investigate whether 

removing outliers from a group of probabilities is a valuable approach to combining 

classifier predictions. The median, over all proved to be the third best fusion approach. 

It did not perform as inefficiently as the maximum method of fusion. This can be 

attributed to the fact that even though we are taking one classifier’s probability as our 

fused value, we are taking into account the other classifiers suggestions, choosing a 

median value which is representative of the entire distribution and not chosen from 

either the maximum or minimum extremity. 
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This method of fusion being the third most effective of the fusion approaches studied 

showed an average of 90.42% instances of the overall test instances that were correctly 

classified which is a substantial increase on the average of 78.58% produced by the 

choosing the maximum . This difference could possibly be attributed to the fact that 

choosing the median of a group of values may be more representative of that group for 

you are not choosing a value from either extremity. We also notice from our results that 

when the hybrid classifier is excluded, a low average of 5.5 less instances over the two 

datasets studied are classified correctly. This shows that yet again the hybrid classifier 

can have a positive impact on classification accuracy, but at only 0.92% less blunders 

the median approach does not magnify this contribution as much as other fusion 

approaches are capable of doing. 

 

11.2.1.5 Bayesian Fusion 

 

A Bayesian Updating was used to fuse distributions throughout all of our experiments 

from the three classifier setup to the ensemble.  This linear combination method 

focussed on the product of probabilities and was adopted in order to compare it to the 

other methods experimented. We can see from our results that the power of using this 

fusion approach lies in the fact that even when the hybrid classifier has nothing to say 

about a test instance due to the absence of emotionally salient keywords it will produce 

a null output distribution. This method of fusion will always add 1 to a value to be 

multiplied meaning that when the hybrid classifier has nothing to say about an instance, 

multiplication by 1 means the overall probability for that instance is left unhindered. 

Again, this means is that given a data set with a large amount of instances with keywords 

and a large amount without keywords the hybrid classifier will not impede the prediction 

performance on instances that do not have keywords present which gives this fusion 

approach a similar edge to the mean fusion approach. 
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This method of fusion is the second most effective of the fusion approaches studied 

reporting an average of 91.75% instances of the overall test instances correctly classified 

which is a substantial increase on the average of 78.58% produced by choosing the 

maximum and a slight increase from the 90.42% average from the median approach. 

This difference can be attributed to the fact that this approach along with the mean is by 

far the most representative approach in contrast to relying on the maximum or a median 

of a distribution. 

 

One of the standout points from our results is that this method of fusion, even though it 

may not boast the same prediction accuracy as the mean fusion approach, is particularly 

good at reducing the number of emotions that are mistaken entirely i.e. blunders. Of all 

the approaches studied it reports the least number of total blunders across the board. 

This approach boasts an average of 1.75% blunders over the two datasets studied which 

translates to 10.5 instances out of 600. When removing the hybrid classifier we see an 

average raise in 1.16% in completely misclassified emotions.  This shows that again the 

hybrid classifier can have a positive impact on classification accuracy, and at 1.16% 

difference in blunders is considerably better than the 0.92% observed in the median 

approach. The mean approach does share this capability to keep blunders to a minimum 

but it is the Bayesian approach that prevails at providing the least number of entirely 

incorrect predictions across the board. 
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11.2.1.6 Fusion Approaches Illustrated 

 

Provided here are a number of graphical representations of the key findings of our 

primary research. As observed in our results chapter a clear pattern of performance 

emerged from each of the fusion techniques experimented with. Figure 34 below 

outlines this pattern over the mean, maximum, median and Bayesian fusion approaches 

on the ENTERFACE dataset with and without the hybrid text classifier. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 34  Accuracy for all fusion approaches with and without hybrid text classification 

 

As can be seen from the above graph the mean method of fusion prevails over all the 

other fusion approaches in terms of correctly classified instances. It is evident that the 

Bayesian method of fusion is a very close second best performer to the mean approach 

and must therefore not be underestimated as a fusion approach. The median approach to 

fusing probability distributions is not a bad method to fusing probabilities, but coming 

in with accuracies just under the Bayesian approach there is nothing which suggests it 

is an approach worth taking. As seen from the above figure, choosing the maximum of 

a group of probabilities is the least efficient approach to fusing probability distributions 

peforming significantly poorer than the other approaches. A similar pattern of 

performance can also be seen when the hybrid classifier is removed from our ensemble 

but we can see that with the influence of the hybrid removed we are achieving  lower 

levels of accuracies. 
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Through the course of our experimentation and analysis of our experimentation we paid 

close attention to entirely misclassified instances or blunders. Our experimentation with 

various fusion approaches aimed to find the best method of fusion which would produce 

the least amount of classification blunders. Figure 35 below illustrates how each of the 

fusion method performed with respect to the percentage of blunders that they produced. 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 35  Blunders for all fusion approaches with and without hybrid text classification 

 

As seen from the graph produced when examining blunders alone of these fusion 

approaches is almost the inverse of the graph created when illustrating accuracy. Plotted 

above is the blunders from the two datasets studied the recorded ISEAR dataset and the 

field dataset ENTERFACE. The most striking characteristic of this graph is the fork in 

all datasets representing the rise in blunders that were produced when using the 

maximum method of fusion again reinforcing its inefficiency as an approach to adopt. 

It is evident from the graph also that the mean actually produces the next largest amount 

of blunders and then blunders reduce for all datasets through the median to the lowest 

number of blunders produced by the Bayesian approach. We can also see how more 

blunders are produced for each approach when the hybrid classifier is removed. What is 

most striking is the difference in plots with and without the hybrid classifier for the 

Bayesian approach reflecting the magnitude of the effect the approach can produce when 

the hybrid classifier is included. 
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11.2.2 Problematic Instances 

 

Through analysis of our results we were able to highlight characteristics of instances 

that proved problematic for classifiers over all fusion approaches used. The most 

obvious of these instances which are problematic for text classifiers are instances which 

do not contain any emotionally salient keywords (direct or indirect) such as 'The 

thoughts that anyone could do such a thing'. An utterance such as this can immediately 

suggest either sadness, disgust or surprise to the human reader but proves a difficult 

problem for a machine to automatically extract this emotion or sentiment information. 

Other examples of this can be seen in the instances 'That price is way too high' or 'You 

are here to work, not to drink coffee' from the ENTERFACE dataset. These type of 

instances are the most problematic instances, which both rule-based and statistical 

classifiers had difficult classifying. 

 

Another group of commonly misclassified instances are those which contain no direct 

keywords but do contain indirect keywords not accounted for in the affective lexicon. 

Populating an affective lexicon with a list of direct keywords can be achieved 

dynamically using automatically generated synsets as can be seen in the approach of 

Krcadinac et al. (2013). However indirect keywords can require a higher level of human 

input for building lexicons. Examples of this in our datasets include the use of the word 

'funeral' and 'cancer', both indirect keywords which evoke an emotion of sadness. The 

keyword 'cancer' was not immediately present in the lexicon used however the word 

'cured' was. Therefore the instance 'I found out my father had cancer' from the ISEAR 

dataset was not classified correctly by our rule-based approach, but a hypothetical 

instance 'I found out my father was cured of cancer' would be. Therefore for a true 

understanding of sentences containing these indirect keywords, lexicons for real world 

applications should be easily configurable to incorporate those words not immediately 

obvious to human coders. Similarly, for statistical classifications, the accuracy at which 

these instances are classified can be improved with relevant training data and by 

updating classification models, but were not all classified correctly by the models we 

prepared. 
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Words which can take multiple meanings can also be problematic for text based 

classifiers, especially keyword spotting and rule-based text classifications. This is 

particularly evident when attempting to classify utterances which have originated from 

a particular age group who may use a different turn of phrase. For example young people 

may use the phrases 'deadly' or 'wicked' to convey happiness and general positive 

sentiment however other groups of people may interpret these words in a context of fear 

and general negative sentiment. This is also the case when idioms29 are used which are 

not included in the lexicon of common colloquialisms. An example of this is the 

utterance 'shock horror'. When the individual words in this statement are examined they 

suggest an equal element of surprise and fear, where as if used sarcastically it may mean 

not at all surprised. For these reasons instances which may be understood in many ways 

can prove problematic for automatic recognition systems. 

 

Utterances which were of a purely factual nature also proved to be problematic in our 

experimentation. These type of utterances generally do not contain any emotionally 

salient keywords and therefore are difficult to make a decision on. The instance 

'President Bush got elected...' from the ISEAR dataset for example, came pre-labelled 

as a surprise instance. However, due to a lack of direct and indirect keywords this 

utterance could be construed as disgust or even happiness depending on one’s political 

viewpoint. For these instances with many possible meanings depending on speaker 

viewpoint and audience, these instances are particularly troublesome. 

 

Sarcasm detection is another common issue in the automatic recognition of both 

sentiment and emotion. There have been many studies in the text classification domain 

to tackle this problem. The only successful studies have been seen in book reviews and 

political discussions where certain elements are commonly used in a satirical fashion 

allowing contextual rules to be derived to classify this clever language use. Other 

approaches use trained corpora but again context is always a factor to be considered. 

(Carvalho et al., 2009; Tsur et al., 2010; Gonzalez-Ibanez et al., 2011; Thelwall, 2013; 

Bakliwal et al., 2013).  

                                                      
29 An idiom is a group of words which when placed together have a different meaning and is hence not 

deducible by the individual words used 
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All of the aforementioned studies recognize sarcasm as being a difficult phenomenon to 

automatically detect and that to be fully confident in a sarcasm prediction, context needs 

to play a part and also some level of human input is required. Not all of our audio 

classifiers however failed to classify instances containing sarcasm or instances which 

contained no direct or indirect emotion keywords which indicates that acoustic 

processing provides more promise than a linguistic approach and has a valuable part to 

play in the automatic recognition of satire and emotion. This viewpoint is resonated in 

other studies which tackle the problem sarcasm detection through acoustic processing 

using trained corpora on acted speech (Tepperman et al., 2006; Koolagudi et al., 2011; 

Rakov et al., 2013). Again as with endeavours in the speech processing community, 

automatic sarcasm detection is considered a difficult problem and all studies refer to the 

importance of context in the development of solutions. Given the complexity of the 

problem acted corpora are being used for this task so as to capture the idealized form of 

the problem.  

 

In general we have found that the audio component is valuable in capturing how a 

sentence is uttered disregarding the content. As seen from our results the majority of 

misclassifications were instances mistaken for similar variants. This was also evident in 

our audio classifier with emotions like anger and fear being misclassified due to both 

emotions exhibiting both high pitch and high frequency levels. The most blunderous 

audio classifications were those which mistook anger, sadness and happiness for one of 

the others. These misclassifications can be understood from the works of Banse & 

Scherer (1996); Leinonen, Hiltunen, Linnankoski & Laakso (1997) and Scherer, Banse, 

Wallbott & Goldbeck (1999) who show these portrayals all exhibit a higher fundamental 

frequency (F0) and pitch than other emotions. In real life deployed systems these 

misclassifications can of course be reduced by updating classification models and also 

maintaining some form of human input, just as is the case with both rule-based and 

statistical text classification systems. 
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11.3 Observed Relationship between Accuracy and Confidence  

 

In undertaking a study including fusion techniques, accuracy and confidence it is 

important to discuss the observed relationship between accuracy and confidence for 

each of the fusion techniques experimented with. As noticed in the outline of our 

experiments all architectures are designed to extract prediction confidence information 

except the first and second setup (with three and seven classifiers respectively). The 

reason for this is that we wished to set up a solid classification ensemble first, and then 

once we had an efficient classifier in place we then cast our interests to experimenting 

with various methods of fusion and the effect of these fusion approaches on 

classification confidence. 

 

Through analysing the observed prediction confidence in our experiments we noted that 

a similar pattern to prediction accuracy emerged. This is to say that the most efficient 

approach in terms of prediction accuracy (mean) was also the most efficient approach 

in terms of confidence and the least efficient approach in terms of prediction accuracy 

(maximum) was also the least efficient approach for confidence. It was also noted that 

the two other methods of fusion, the median and the Bayesian also followed a similar 

pattern to how they perform in terms of confidence. This pattern was originally noted 

on our recorded dataset and was again noted on the ENTERFACE dataset for 

verification purposes. 

 

An interesting point is that no method of fusion experimented with in this research was 

capable of assigning confidence to all correctly classified instances. This is interesting 

to note and also indicates that all correct instances from any classification algorithms 

may not be necessarily confident predictions and should not therefore be taken at face 

value. It is this reason that this research is revisiting the assumptions of efficacy in 

modern classification systems by addressing both classification accuracy and 

classification confidence in an initial attempt to create a system which is optimized for 

both. With this in mind it is important that when confidence is assigned to a prediction 

that it is accurately assigned i.e. the instance is indeed a true positive. This is important 

as confident yet incorrect predictions could be disastrous for systems deployed in real 

world applications. 
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Ideally all true positive instances should be classified with confidence. It follows that if 

90.00% of a dataset has been accurately classified then 90.00% of that dataset should be 

labelled as confident data with no false instances incorrectly assigned confidence. 

Although none of the fusion approaches achieved this desired relationship, some 

performed better than others. Figures 36 and 37 below illustrate the performance of the 

four fusion approaches investigated, both with and without the hybrid classification on 

the ENTERFACE dataset. The confidence illustrated here disregards instances falsely 

labelled as confident, providing a view of only true positive confident instances. 

 

 

 

 

 

 

 

 

 

 

 

Figure 36  Relationship between accuracy and confidence for all fusion approaches without 

hybrid text classification 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 37  Relationship between accuracy and confidence for all fusion approaches with 

hybrid text classification 

91 90.67
88.83

78.5

84.47

79.25
76.89

59.83

50

55

60

65

70

75

80

85

90

95

100

Mean Bayesian Median Max

P
er

ce
n

ta
ge

 %

Accuracy Confidence

89.17 88.33 87.33

76.5

81.13

73.89
71.73

55.27

50

55

60

65

70

75

80

85

90

95

100

Mean Bayesian Median Max

P
er

ce
n

ta
ge

 %

Accuracy Confidence



Discussion of Results 

   

 

186 

11.3.1 Relationship between Confidence and Blunders 

 

Throughout the course of this research and in comparing and contrasting the various 

fusion approaches, we broke down all incorrectly classified instances into instances that 

were classified as similar variants or instances that were misclassified entirely i.e. 

blunders. Understandably any classification system is prone to making blunderous 

predictions which is why we experimented with various different methods of fusion in 

order to establish which approach was the best approach for reducing these type of 

predictions in our data. It is the Bayesian method of fusion that proves to be the best 

fusion approach in terms of reducing blunders. However there are still a small 

percentage of completely mistaken classifications which is why our classification 

system also provides a confidence indicator alongside the prediction made. 

 

Below in Table 15 the accuracy of the confidence tagging mechanism can be seen for 

all fusion approaches experimented with. This average was taken over the two datasets 

studied. We define confidence accuracy here as how accurately the confidence tagging 

mechanism performs. This is taken as a percentage of the overall correctly classified 

instances as opposed to the overall dataset as is the case with our overall confidence 

reading. Confidence error then relates to those incorrectly classified instances that have 

been assigned confidence.  

 

Fusion     Confidence     Confidence Accuracy     Confidence Error 

Mean  83.33%         97.60% 

        98.57% 

        2.40% 

Bayesian  81.33%         1.43% 

Median  77.33%         97.63%         2.37% 

Max  64.67%         93.56%         6.44% 

Fusion  Confidence Confidence Accuracy Confidence Error 

Mean  85.83%         98.64%         1.36% 

Bayesian  79.67%         99.58%         0.42% 

Median  78.17%         98.72%         1.28% 

Max  65.67%         94.16%         5.84% 

 

Table 15  Performance of confidence tagging for ISEAR (top) & ENTERFACE (bottom) 
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In examining these data we can see that the metrics employed prove to be very efficient 

in tagging speech emotion data only showing as low as 0.42% error for the Bayesian 

method of fusion (except for when we fuse by maximum probability which shows 6.44% 

error). We note that this method of fusion also yields the lowest prediction accuracy and 

confidence. 

 

It is evident from the table above that the mean, median and Bayesian methods of fusion 

specifically have very high rate of confidence accuracy, that is to say that any time 

confidence is assigned to a prediction they are correct on average 98.98% of the time 

for the ENTERFACE dataset – a very high percentage. Casting our attention back to 

Figure 36 we can see the percentage of blunderous predictions that each of the fusion 

approaches produce is very low. The interesting thing to note here is that because of our 

exceptionally high confidence accuracy rate and the very low blunder rate in these 

fusion approaches there was not one blunderous prediction that was assigned 

confidence. This indicates that there is indeed credence in using a confidence component 

that can serve as a worthwhile aid in providing information on possible blunderous 

instances so that they are flagged and not taken at face value.  This is an element which 

this research brings forward. 

 

11.4 Single Number Metric for Confidence of Individual Instances 

 

It is often beneficial to convey confidence not only as a label as we have shown in our 

results up to this but also as a single number metric that can be used to express the 

confidence of an individual instance. Deng et al. (2012) state how it us useful to define 

confidence as a value between 0 and 1. With this in mind we define Equation 16 below 

which scales a given confidence metric x based on the maximum recorded value of that 

metric and the defined confidence threshold for the predicted class while T is the number 

of confidence metrics used to define our ACM.  
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Equation 16  Normalization of confidence metrics for new single number metric 

 

 

Using this technique we managed to achieve on average up to 0.8146 confidence for 

unseen test instances in the ENTERFACE dataset. 

 

11.5 Comparison to Previous Work 

 

In assessing the performance of any new software system it is important to compare its 

outputs and performance to current state of the art approaches. As detailed in our 

literature review there are many approaches to emotion classification to date and many 

which utilize the two datasets we focussed on in this research namely the ISEAR and 

the ENTERFACE dataset. Since the ISEAR dataset (text dataset) was recorded in order 

to provide the extra mode of audio processing in the instances to be analysed we will 

provide some examples of what that extra mode of audio offered to prediction accuracy, 

but we will focus more so on the accuracy achieved on the ENTERFACE dataset. The 

reason for this is that this is our evaluation dataset which has been approved by and 

studied by the speech processing community in terms of both text and audio and 

therefore provides a better point of reference than the ISEAR dataset which has elements 

of unapproved recorded audio. 

 

This comparison will firstly look at performance of the ISEAR and ENTERFACE 

database in term of accuracy and then we will draw our attention to the confidence 

information extracted from our classifier and the related work in SER that our results 

can be compared to. All research described in this chapter is technically detailed in our 

review. Beginning with the ISEAR dataset we look to the research of Patil et al. (2013) 

who tackles the emotion classification problem using Support Vector Machines. Their 

data was pre-processed using tokenization and stemming with Porter’s algorithm. Their 

approach did not incorporate an audio processing component and a performance level 

of 71.64% accuracy was achieved. 
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Another endeavour on the ISEAR dataset worth mentioning in that of Danisman et al. 

(2014). Here a Vector Space Model is used and their results are compared with 

ConceptNet30 and other powerful text based classifiers including Naïve Bayes and 

Support Vector Machines, achieving a classification accuracy of 79.5%. However the 

primary difference with this attempt is that Danisman follows the tracks of many other 

researchers alike by grouping the emotions conveyed in the dataset into two groups of 

positive and negative valence therefore simplifying what would be a six class problem 

to a more manageable binary problem. Also Thomas et al. (2014) use a component of 

our architecture, a Multinomial Naïve Bayes classifier using unigrams bigrams and 

trigrams to capture lower order dependencies achieving accuracies of 69.76%. 

 

However none of these three approaches described above capture spoken audio and use 

this extra mode of classification in their algorithms. They also do not use a hybrid text 

classifier which incorporates both heuristic rules and keyword spotting. Furthermore 

none of these approaches discuss the importance of classification confidence, nor do 

they experiment with fusion approaches which can reduce entirely mistaken 

classifications. For these reasons our classifier was capable of reaching performance 

levels of 93.83% as illustrated below in Figure 38. 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 38  Comparison of a hybrid approach to text only approaches on the ISEAR dataset 

 

                                                      
30 ConceptNet is knowledge base representing words and phrases that people use and common-sense 

relationships between them (http://conceptnet5.media.mit.edu/) 
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Turning our attention the ENTERFACE database we will first recall recent approaches 

as discussed in detail in our literature review which accurately encapsulate state of the 

art architectures which have been tested against this dataset. The first of these works 

comes from Ooi et al. (2014) where they devised a novel emotion recognition system 

consisting of two paths of processing and then a final fusion module of which three were 

experimented with (Hidden Markov Model, Support Vector Machine and a Neural 

Network). The first path consists of intensive analysis of prosodic features while the 

second path consists of intensive analysis of spectral features. This second path is 

separated into a three parallel sub-path structure each handles two emotions. This 

approach involved no text processing as our approach does and offers a performance of 

75.89% accuracy. 

 

Poria et al. (2015) boasts an impressive performance on the ENTERFACE dataset as 

they tap into the three modes of communication offered by the database i.e. text, audio 

(speech), and visual data. They developed a multimodal analysis framework including 

statistical audio processing, text processing using SenticNet31, a publicly available 

semantic resource for concept affective analysis and finally video processing. Their 

fusion approach of simply concatenating feature vectors from the three modalities 

resulted in an impressive performance of 87.95% 

 

The final study on the ENTERFACE database which is most interesting and most recent 

is that of Bhaskar et al. (2015). Here the newest classification system to date for SER 

classification of the six primary emotions is detailed. They exploit both audio and textual 

features just as we do in our research and similar to our approach they use the lexicons 

WordNet and WordNet-Affect to extract emotion from the text. A Multiclass SVM is 

used for emotion classification of a feature level fused input vector. As this paper details 

similar work to our own and uses similar technologies, it is very important and relevant 

to outline where our work deviates. Firstly what is not seen in Bhaskar’s approach is the 

use of a hybrid text classifier. There is however a keyword spotting approach employed 

which is used to count the number of emotionally salient words to create a feature vector 

to represent an utterance. This approach although boasting good results (with the aid of 

the audio component) lacks the basic text processing technique of keyword negation.  

                                                      
31 http://sentic.net/ 
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As they use early fusion to create a feature vector for classification by a single SVM our 

approach differs by using an ensemble approach. Furthermore this approach does not 

investigate the concept of classification confidence and how it can be used to reduce 

blunderous classifications. It is clear how our classifier, incorporating these key 

differences manages to exceed Bhaskar’s 81.00% performance by 10.00% with an 

accuracy performance of 91.00%. These research endeavours are graphically compared 

through the illustration below in Figure 39. 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 39  Comparison of the latest hybrid approaches on the ENTERFACE dataset 

 

The final comparison to draw between our work and that of the academic discourse is 

in relation to confidence extraction. As highlighted in our review solutions described to 

date are focussed on the domain of ASR, as are all research endeavours in the area of 

speech recognition confidence to date - except one. Deng et al. (2012) provide a recent 

contribution to the community that discusses confidence extraction in SER systems.  

They propose a semi-supervised algorithm for confidence measurement in emotions 

grouped by valence (+,-) that iteratively assigns labels and trains a group of classifiers. 

The agreement of these classifiers are combined to calculate a CM for each instance, 

assessing the correctness of the decisions of the SER system. 
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Our research deviates from that of Deng et al. (2012) above in four ways. 1) We use a 

unique ensemble architecture designed specifically to extract confidence by fusing 

probability distributions. 2) We are the first to address the more problematic task of 

confidence mining in multiclass SER systems, rather than the binary problem of 

valence. 3) We are doing so by using a set of metrics not yet applied to ASR or SER 

systems and 4) our system provides a more fine-grained classification. Even though 

mining for confidence in multiple classes does prove to be a more problematic task than 

a binary problem grouped by valence, it does provide a more comprehensive assessment 

of the overall confidence in SER systems. Therefore this research is the first to 

successfully demonstrate confidence extraction in the multiclass problem of SER and 

discuss its implications for catching disastrous predictions.  

 

Finally as seen in Equation 16 earlier, we devised a method of conveying confidence as 

a single number metric. As stated previously we using this technique we managed to 

achieve a confidence indication of up to 0.8146 for unseen test instances in the 

ENTERFACE dataset compared to the 0.7950 achieved by Deng et al. which again 

tackling a binary problem. So from the above we can see how our novel emotion 

recognition architecture has made improvements to current state of the art approaches 

in terms of both accuracy and prediction confidence. 
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11.6 Conclusions  

 

In conclusion this chapter has discussed the various different experiments and fusion 

approaches experimented with through a comparative analysis. Each fusion method was 

studied in terms of its performance in predicting correct classes and also its ability to 

confidently predict classes. Close attention was also paid to performance in terms of 

blunderous classifications and which fusion methods were the best options to deal with 

these kind of instances. The relationship between accuracy and confidence was also 

discussed and a comparison was again made between all of the fusion. The argument 

was made that all classifiers should be confident in their predictions. This research 

points out that this is not the case, and is the first to attempt to tackle the problem of 

reaching an optimal confidence accuracy relationship. Finally comparisons to some 

poignant state of the art approaches were drawn detailing where our design differs from 

these approaches and how it provides an improved performance by not only focussing 

on classification accuracy but classification confidence. 
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12 Conclusions & Future Work 

 

12.1 Introduction 

 

This thesis describes work which has combined a number of research strands from 

diverse scientific areas including cognitive science, psychology, acoustic and linguistic 

analysis, computer science and artificial intelligence. Our research has shown that 

through examination of state of the art approaches in both the text processing domain 

and the SER domain, the resulting knowledge can help to inform the design of a more 

complete classification system, employing best practises from both fields, and by doing 

so improving upon previous approaches in the SER field. The intention behind the 

design of this classification system was to improve upon previous approaches in the 

field of SER and also to use the resulting architecture to optimize for classification 

confidence, a contribution previously unseen in state of the art systems. 

 

This concluding chapter discusses the novel developments contributed by this thesis in 

relation to the design of SER systems, the level of confidence achieved in classifications 

in SER systems and also proposes novel applications of this research. Given that there 

was a multidisciplinary approach employed in the design of our classification system, 

the applications presented in this chapter similarly span multiple disciplines. This is 

achieved by introducing novel implementations of our design, in the differing research 

domains of both mental health and gaming.  This chapter concludes with suggestions as 

to directions which future work on this research could take. 
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12.2 Overview of Research 

 

This research presents a classification system for Ekman's six fundamental emotions i.e. 

anger, disgust, fear, happiness, sadness and surprise. This system differs from previous 

classification approaches by separating the text classification element of SER problems 

into two separate streams – a keyword spotting and heuristic rule-based stream and a 

statistical classification stream. State of the art SER systems fall under two main 

categories. The first category describes the majority of SER endeavours which focus 

primarily on the classification of acoustic parameters. The contribution made by these 

studies focus on the optimization of parameter sets used for presentation to statistical 

classification algorithms, the fine-tuning of classification algorithms, the use of novel 

datasets studies and finally on useful application domains.  

 

The remaining SER systems which transcend this approach fall into the second category 

which look to linguistic analysis to complement decisions made on acoustic parameters, 

resulting in a greater classification accuracy. It is evident from the work in this category 

that previous endeavours use only an element of linguistic analysis and fail to 

encompass state of the art hybrid classification as seen in the domain of text 

classification. With this in mind, our research examined the state of the art in both 

acoustic processing and the text classification domain resulting in a more complete 

speech classification system which incorporated state of the art approaches from both 

linguistic and acoustic classification domains. 

 

What this research reveals is that through adopting a more complete hybrid approach, 

we can improve upon the classification accuracy in SER problems. We have also shown 

how inclusion of state of the art text classification techniques can improve the quality 

of predictions made in SER systems by contributing the first study of multiclass 

classification confidence to the domain. This gives a view of the overall contribution of 

this thesis but for a more comprehensive assessment we look back our original research 

questions outlined at the outset, the corresponding aims and objectives which derived 

from those questions and discuss the contribution this thesis makes in the context of 

each. 
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12.3 Contributions of This Research 

 

12.3.1 Research Question Contribution 1 

 

12.3.1.1 Research Question 

 

Can a more complete definition of hybrid SER systems which employs the combined 

techniques of keyword spotting/weighting and weight adjusting heuristic rules to 

complement conventional statistical text and audio processing, inform the design of a 

classifier which exhibits improved performance in classifying emotion? 

 

 

12.3.1.2 Corresponding Aim 

 

Revisit the definition of hybrid classification in the field of SER by designing and 

developing a classification system which introduces a definition aligning with how the 

term is understood in the text processing community. This system should classify audio 

data using the combined techniques of keyword spotting and weighting, heuristic rules 

to adjust weights, statistical text processing and finally statistical audio processing. 

Experimentation should then be carried out on this system to assess the efficacy of the 

approach compared to existing state of the art solutions. 

 

12.3.1.3 Contribution 

 

This thesis has successfully outlined a more all-inclusive definition of hybrid 

classification in the field of SER. This was achieved by undertaking an extensive review 

of both audio classification techniques and text classification techniques - treating them 

both as separate problems before using a late fusion approach to combine the two. The 

result of this approach was a classification system which incorporated all state of the art 

components in both fields resulting in improved classification performance.  
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A number of fusion approaches were experimented with in order to find the approach 

which maximized classification accuracy within the architecture presented. This 

contribution was assessed by running experiments both with and without the rule-based 

classifier and the accuracies of both were compared. In order to evaluate these results, 

identical tests were undertaken on a widely studied dataset in the speech processing field 

resulting in a similar pattern being revealed. Both the need for such a system and also 

experimental results have been published as a product this research: these publications 

have been appended to this thesis. 

 

12.3.2 Research Question Contribution 2 

 

12.3.2.1 Research Question 

 

Can this architecture be modified to enhance classification confidence and which 

specific implementations produce high confidence classifications? 

 

12.3.2.2 Corresponding Aim 

 

Revisit the assumptions of efficacy in modern speech classification systems which are 

focussed primarily on optimizing classification accuracy. Take the unique shift of 

focussing on optimizing for classification confidence by modifying the classification 

system and carrying out experimentation to reveal an efficient architecture for 

producing confident classifications.  
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12.3.2.3 Contribution 

 

In addition to creating a classification system which answered the need for a more 

complete definition of the term hybrid classifier, this system was then modified to 

extract a number of confidence metrics from classifications in order to provide the first 

assessment of prediction quality in SER systems. In a similar manner to our first 

contribution a number of fusion approaches were experimented with in order to find the 

approach with maximized classification confidence within the architecture. By running 

tests both with and without the rule-based classifier we experimentally highlighted the 

most efficient approach for maximising high quality or confident classifications. Again, 

we evaluated and verified our results by re-running our experiments on the widely 

studied dataset in the speech processing field.  

 

Another aspect of SER research which this body of works contributes to the field, is the 

way in which we present misclassified instances. All systems to date in the academic 

discourse will document how many instances or the percentage of instances that were 

incorrectly classified but fail to highlight how many of these misclassification were 

misclassified entirely i.e. blunderous classifications. Though some indirectly document 

this using confusion matrices, our work has highlighted classification blunders and used 

them as motivation for a confidence study. As documented in our results chapter through 

our comparative analysis of fusion techniques, we identify the best fusion approach to 

minimize the amount of blunderous misclassifications.  

 

A further contribution of our confidence study was the use of a confidence indicator to 

flag potential blunderous misclassifications. Given the high accuracy of the confidence 

tagging mechanism reported and the low percentage of blunders classified, it was found 

that no classifications which were completely misclassified were also assigned 

confidence. This was the case for both our original test set and also the field specific test 

set. This research therefore suggests that the study of confidence can be a valuable 

approach to flagging potentially hazardous classifications; we suggest that this is an 

important ability for real world deployed systems.  
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A final contribution which stemmed from our second research question was a proposed 

single number metric which uses a normalization approach to combine the result of three 

separate metrics to a value between zero and one in order to provide a clear indicator as 

to the level of quality of a prediction made by our system. This contribution, along with 

our other contributions resulting from our confidence study have also been presented in 

a publication attached to this thesis. 

 

12.4 Research Summary & Implications 

 

To summarize, this thesis has outlined how state of the art emotion recognition systems 

which classify spoken utterances have not until now utilized a complete hybrid 

classification as is the case in state of the art text classification approaches. This research 

has identified how speech classification systems can benefit from a more complete 

hybrid classification approach. By following this methodology this research offers a 

more fundamental structural contribution rather than merely tinkering with the details 

of algorithms and parameter sets. Our approach can therefore inform the design of future 

hybrid speech emotion classification systems which use both acoustic and linguistic 

modes of classification. By splitting the text classification into a two part problem, not 

only better classification accuracy is achieved but also classification confidence. 

 

This study of classification confidence contributes the first analysis of confidence 

estimation in multiclass SER systems and its implications for the quality of SER 

predictions. This is an interesting study in that it outlines methods of fusion which lead 

to the highest proportion of high quality confident predictions. We note this work as 

being significant in catching predictions that are entirely incorrect, which is an important 

aspect in real world deployed systems where blunderous prediction may be dangerous 

and far worse that just ‘not knowing’. The techniques proposed during this research and 

the methodology employed can act as a foundation for future researchers to build upon 

for either the creation of testbeds or real world applications requiring high quality 

confident predictions.  
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12.5 Future Research Directions 

 

In the design and development of this research project a variety of research fields were 

drawn from and therefore there were a number of different research problems that were 

highlighted. Through assessment of our chosen research methodology a number of 

limitations to our system were uncovered and we therefore suggest how future work 

could improve upon this architecture and directions for general research into emotion 

tracking solutions.  

 

At the outset, this research defined the ASR element of the SER process as being beyond 

the scope of our work which primarily deals with the classification block of such 

architectures. Therefore future work wishing to incorporate our architecture into a real 

world application would require this speech recognition element. There are many 

software packages available for this task, the most famed being CMU Sphinx, an open 

source speech recognition toolkit by Carnegie Mellon University32. Given that our 

classification algorithms involves sentence level processing and punctuation, CMU 

Sphinx provides a post processing framework which provides this processing of 

capitalization, commas, exclamation marks, question marks etc.   

 

Furthermore sources such as Yang et al. (2006), Moniz et al. (2010) and Batista & 

Mamede (2011) provide alternative solutions for recognition of punctuation which is an 

important aspect of understanding affective speech - not yet taken into account in any 

state of the art speech systems. In terms of sentence structure analysis, POS tagging is 

also an effective technique which has been used in affective text processing to identify 

words which are possibly emotionally salient, and would provide an interesting addition 

to this project. 

 

  

                                                      
32 http://cmusphinx.sourceforge.net/ 
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As this research has both outlined and also published the need for further confidence 

study in multiclass SER, it is therefore important that future studies stemming from our 

research address the study of confidence and also methods of improving classification 

confidence. In our research discussion we investigated the desired relationship between 

accuracy and confidence i.e. if 95% of an overall dataset are correctly classified, that 

95% should ideally be confident predictions. This has not been the case in previous work 

and future research should endeavour to work toward this ideal linear relationship. 

These studies may take the form of experimentation with the effect of different 

architectures on classification confidence or also experimentation with different 

confidence metrics. 

 

This research utilized confidence metrics for a k-NN classifier two of which incorporate 

similarity measures in their calculation. This research adopted a distance based 

similarity measure as proposed by Segaran (2007). There are however many other 

measures for measuring similarities which were not studied in this research e.g. Jaccard 

Coefficient, the Sørensen Coefficient, Cosine Similarity, Pearson’s Similarity and 

Simple Matching similarity indices amongst others. It would be interesting to see if the 

similarity metric used had a significant impact on the confidence results achieved. A 

further confidence metric which this could be extended to incorporate is a simple ratio 

of base classifier agreement i.e. all base classifiers in agreement would result in a value 

one for this metric.  

 

Another area of our architecture which could merit further experimentation in terms of 

prediction accuracy and confidence is in the fusion techniques used. In our primary 

research we have employed the simple linear combination of probability distributions 

where all classifiers have an equal weighting. However a more optimal solution may 

take the form of weighted voting whereby a base classifier’s core contribution to the 

overall predicted class is directly proportional to its performance during training. Aside 

from the fusion techniques used there are many others discussed in our methodology 

which could merit experimentation in the future. 
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Furthermore this research used one test dataset and one evaluation dataset in its studies. 

There are many other datasets available with emotionally salient content in different 

languages. Translation of these sets and translation of affective lexicons would prove to 

be an interesting study of the universality of emotion recognition techniques. Our study 

worked from Ekman’s six basic emotions from which all others stem, and therefore our 

architecture can be used to experiment with various other sets of emotions. Also in terms 

of the acoustic parameters used, this thesis has discussed many varying feature sets that 

have been used in classification problems; therefore experimentation with other acoustic 

sets (other than the emobase2010 feature set we used) would also prove to be an 

interesting study to see if audio feature sets had a major impact on classification 

confidence or accuracy within our ensemble. 

 

Our research is the first study in SER which pays close attention to completely 

misclassified instances and uses the novel approach of confidence estimation to 

highlight possible misclassified instances. However we only highlight possible blunders 

and therefore believe that future work would be beneficial to actually prevent these 

blunders from occurring in the first place. To achieve this, it may be valuable to 

investigate a hierarchical classification approach to solve this problem whereby a 

topology of classifiers be constructed the first of which will be trained to identify the 

most commonly misclassified instances and further breaking the problem down at each 

node in the hierarchy of classifiers. Although certain data points do prove problematic 

for all classifiers, we maintain that this approach could further break down the 

classification problem and by training a group of specialist classifiers and opposed to an 

ensemble of generalists, better classification accuracy and confidence could possibly be 

achieved.  
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We undertook preliminary experimentation using a hierarchical approach based on an 

unsupervised clustering of audio data. This experimentation indicated that improvement 

in accuracy may be forthcoming but that blunderous instances however may be an issue 

due to over specialized sub-classifiers. Due to the focus of our research this avenue was 

not further explored but does remain interesting. This experimentation employed a 

single hierarchy but should further research seek to define an optimal topology of 

hierarchies and perhaps bed them within an ensemble approach it may prove to be 

interesting work. 

 

Another way to look at entirely misclassified test instances is as instances that are 

misclassified as the opposite sentiment to the sentiment expressed. In suggesting a 

hierarchical decision process to reduce blunders in a classification system, a higher level 

sentiment classification may also be an interesting methodology to consider by treating 

all problems as binary at the outset, separating all potential problem instances. With this 

approach, audio could be treated as a two class statistical problem and text could be 

treated with a rule-based sentiment analysis approach, a statistical approach or as a 

hybrid approach as presented in this thesis. 

This thesis has shown how confidence can be useful tool in highlighting blunderous 

classifications. It is therefore in this vein that we suggest future work to further explore 

the possibilities of confidence studies and other ways they be used to improve 

classifications. An interesting approach that future studies may opt to take would be to 

use confidence estimates as input to a final meta-classifier along with the predicted class 

and base classifier outputs in an attempt to train a verification intelligence which could 

either verify predicted classes as confident or suggest other predictions. 

 

Another suggestion for future work stems from our earliest publication which discusses 

the importance of not only verbal but nonverbal communication in the communication 

of affective information in the context of Computer Supported Collaborative 

Application and Virtual Learning Environments. This paper leads us to propose the 

application of our hybrid speech classification system into a fully hybrid emotion 

classification system which incorporates the capture of nonverbal information in its 

algorithmic processes. Should our system be adopted into a fully function real world 
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application this would require a windowing approach whereby emotion is captured in 

predefined windows. Chuang & We (2004) outline a novel approach which could also 

be applied to our system in such a real time continuous analysis contexts whereby the 

emotion state is estimated using a linear combination of the previous state and the 

current state. This would be an interesting addition to our system in real life scenarios 

for (as indicated by Chuang & We) in conversational scenarios a person’s current 

emotional state effects future states in that there is generally a gradual change. 

 

Further novel future projects stemming from this work has been outlined in publications 

attached to this thesis. Therein examples of use of our SER architecture has been 

discussed and also efficient methods of implementation of the same. An application of 

our architecture for adaptive artificial intelligence and also as a middleware in the 

development process of mainstream computer games is discussed in one publication 

aimed toward the gaming community. This paper discusses how every game has an 

intended purpose and intends to elicit a particular emotional response from its players 

e.g. horror games intend to elicit fear or fright, while other games may intend to elicit 

delight. We propose how monitoring the emotions of a player during game play allows 

developers to assess whether their game is fulfilling its intended purpose. We initially 

investigate where emotional responses come from and then propose how they can be 

monitored. We also propose how utilizing our middleware in the beta testing stages of 

a game’s development, can aid developers in extracting the information they require 

from players, in order to adapt game play to fulfil its intended purpose.  This will provide 

useful player generated feedback in order to improve a game's intelligence scripts, adapt 

a game’s intelligence in real time in order to move toward eliciting the desired emotional 

response. 
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In another publication this work discusses an application which leverages gaming 

technology for a therapy solution in the mental health domain. The paper describes the 

application of our emotion recognition system to video gaming applications where the 

core goal is to train Emotion Regulation33 (ER).  The objective of these gaming 

applications is not to win as with leisure games but to attain a greater level of self-control 

and to recognize one’s own emotions. To date, in such systems, data is captured in real 

time by a combination of biosensors measuring galvanic skin response, oxygen 

saturation, heart rate variation, skin temperature, breathing frequency and facial based 

emotion recognition. We discuss how our hybrid system could prove useful to 

applications which obtrusively capture data from the user and rely on a single mode of 

classification.     

 

We also note how the use of our emotion capture solution in these applications could 

provide incentive for the development of new tasks within such gaming environments 

and how such a new interaction mode could supplement emotional data captured from 

the face and physiological reactions in such applications. We therefore explain how our 

system can aid in steering such applications to more rounded applications that patients 

can use to learn relaxation skills, acquire better self-control strategies, rehabilitate from 

chronic pain and develop new emotional regulation strategies through serious game 

play.  

 

 

                                                      
33 Emotion Regulation describes one's ability to understand and accept his or her emotional 

experience, to engage in healthy strategies to manage uncomfortable emotions when necessary, and to 

engage in appropriate behaviour when distressed in a manner that is socially tolerable. 
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14 Appendices 
 

The following appendices are attached to this thesis: 

 

1) Five research publications to date 

2) Source code of our classification architecture 

3) Technical specification of H1 Zoom Microphone 
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SOURCE OF MAIN CLASSIFICATION SETUP 

 

package multimodalclassifier; 

import java.io.BufferedReader; 

import java.io.BufferedWriter; 

import java.io.File; 

import java.io.FileReader; 

import java.io.FileWriter; 

import java.io.PrintWriter; 

import java.util.Arrays; 

 

import synesketch.emotion.EmotionalState; 

import synesketch.emotion.Empathyscope; 

 

public class MySER 

{ 

 public static String writeSentenceState(EmotionalState arg) throws Exception  

 { 

  double h = arg.getHappinessWeight(); 

  double sd = arg.getSadnessWeight(); 

  double a = arg.getAngerWeight(); 

  double f = arg.getFearWeight(); 

  double d = arg.getDisgustWeight(); 

  double su = arg.getSurpriseWeight(); 

   

  String result =a+"-"+d+"-"+f+"-"+h+"-"+sd+"-"+su; 

 

  return result; 

 } 

  

 //fusion functions used 

  

 public static double bayesianUpdate(double a, double b, double c,double d, 

        double e, double f, double g)  

 { 

  return (a+1)*(b+1)*(c+1)*(d+1)*(e+1)*(f+1)*(g+1); 

 } 

  

 public static double getMaximumProbability(double a, double b, double c, double  

 d, double e, double f, double g) { 

  double[] array = { a, b, c, d, e, f, g }; 

 

  double maxValue = a; 

  for (int m = 0; m < array.length; m++) { 

   if (array[m] > maxValue) { 

    maxValue = array[m]; 

   } 

  } 

  return maxValue; 

 } 

  

 public static double getMedian(double a, double b, double c,double d, double e, 

double f, double g) 

 {  

  double[] temp = {a,b,c,d,e,f,g}; 

  Arrays.sort(temp); 

  return temp[3]; 

 } 

  

 public static double getMean(double a, double b, double c) 

 {  

  return (a+b+c)/3; 

 } 

 

 public static void main(String[] args) throws Exception  

 { 

 

  BufferedReader br = new BufferedReader(new FileReader("inputFile.txt")); 

  String line, inputLine, inputFile, predictedClass, actualClass; 

  String[] lineParts; 

double[] ruleprediction, statistical_NB_TextPrediction, 

statistical_J48_TextPrediction, statistical_SVM_TextPrediction, 

statistical_NB_AudioPrediction,statistical_J48_AudioPrediction, 

statistical_SVM_AudioPrediction;  
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  //Variables For Statistics 

  double numClassified=0; 

  double numAccurate=0; 

  double totalAccuracy=0; 

  boolean exclude; 

 

  File file = new File("EnsembleResultBayesianText.txt"); 

         BufferedWriter output = new BufferedWriter(new FileWriter(file)); 

output.write("Input file,Anger,Disgust,Fear,Happiness, Sadness, 

Surprise, Actual,Predicted,Accuracy"); 

 

  while ((line = br.readLine()) != null)  

  { 

     //Parse input file for file, and text content 

     exclude=false; 

     lineParts = line.split("---"); 

     inputFile  =lineParts[0]; 

     inputLine  =lineParts[1]; 

     actualClass =lineParts[2]; 

     actualClass = actualClass.replace(" ", ""); 

 

     //Rule Based Classifier 

     ruleprediction = new double[6];  

     try 

         { 

   String[] emotions; 

EmotionalState sentenceState = 

Empathyscope.getInstance().feel(inputLine); 

 

   emotions = writeSentenceState(sentenceState).split("-"); 

     

   //Normalize result to discrete probability distribution  

double sumPredictions = Double.parseDouble(emotions[0])+ 

Double.parseDouble(emotions[1])+Double.parseDouble(emotions[2])+

Double.parseDouble(emotions[3])+Double.parseDouble(emotions[4])+

Double.parseDouble(emotions[5]); 

 

          if(sumPredictions!=0) 

          { 

           for(int m=0; m<emotions.length; m++ ) 

           {       

 emotions[m]=String.valueOf(Double.parseDouble(emotions[m])/sumPredictions); 

           } 

          } 

   for(int i=0; i<emotions.length; i++) 

   { 

    ruleprediction[i] = Double.parseDouble(emotions[i]);; 

   } 

      } 

      catch(Exception exc){} 

       

  //Statistical Text Classification 

  //Create ARFF to classify from input text 

  PrintWriter out = new PrintWriter("classifyText.arff"); 

out.println("@relation emotions\n@attribute text string\n@attribute 

class 

{anger,disgust,fear,happiness,sadness,surprise}\n@data\n\""+inputLine+"\

",?"); 

  out.close(); 

    

 

  //Naive Bayes Text Classifier 

      MyTextClassifier classifierNBText; 

      classifierNBText = new MyTextClassifier(); 

      classifierNBText.loadModel("NB_Text.model"); 

      classifierNBText.makeInstance("classifyText.arff"); 

statistical_NB_TextPrediction = 

classifierNBText.getProbabilityDistribution(); 

    

  //J48 Text Classifier 

  MyTextClassifier classifierJ48Text; 

  classifierJ48Text = new MyTextClassifier(); 

  classifierJ48Text.loadModel("J48Text.model"); 

  classifierJ48Text.makeInstance("classifyText.arff"); 
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statistical_J48_TextPrediction = 

classifierJ48Text.getProbabilityDistribution(); 

          

  //SVM Text Classifier 

  MyTextClassifier classifierSVMText; 

  classifierSVMText = new MyTextClassifier(); 

  classifierSVMText.loadModel("SVMText.model"); 

  classifierSVMText.makeInstance("classifyText.arff"); 

statistical_SVM_TextPrediction = 

classifierSVMText.getProbabilityDistribution(); 

    

    

  // Statistical Audio Classification 

  //Extraction Features from Speech Files 

  Runtime r = Runtime.getRuntime(); 

String cmd_1 = "SMILExtract.exe -C config/emobase2010.conf -I 

\"inputFiles/"+ inputFile+ "\" -O "+ inputFile+ ".arff -classes 

{anger,disgust,fear,happiness,sadness,surprise} -classlabel surprise"; 

  r.exec(cmd_1);  

  try 

{ 

   Thread.sleep(1500); 

  } 

catch (InterruptedException ex)  

{ 

   Thread.currentThread().interrupt(); 

  } 

 

     

  // Naive Bayes Audio Classifier 

  MyAttributeSelectedClassifier audio_NB_classifier; 

  audio_NB_classifier = new MyAttributeSelectedClassifier(); 

  audio_NB_classifier.loadModel("NB_Audio.model"); 

  audio_NB_classifier.makeInstance(inputFile+".arff"); 

    

  try 

  { 

statistical_NB_AudioPrediction = 

audio_NB_classifier.getProbabilityDistribution(); 

  } 

  catch(Exception e) 

  { 

   exclude=true; 

System.out.print("Had to exclude "+inputFile+" from this 

experiment run"); 

   statistical_NB_AudioPrediction = null; 

  } 

 

  // J48 Audio Classifier 

  MyAttrbuteSelectedClassifier audio_J48_classifier; 

  audio_J48_classifier = new MyAttributeSelectedClassifier(); 

  audio_J48_classifier.loadModel("J48Audio.model"); 

  audio_J48_classifier.makeInstance(inputFile+".arff"); 

    

  try 

  { 

statistical_J48_AudioPrediction = 

audio_J48_classifier.getProbabilityDistribution(); 

  } 

  catch(Exception e) 

  { 

   exclude=true; 

System.out.print("Had to exclude "+inputFile+" from this 

experiment run"); 

   statistical_J48_AudioPrediction = null; 

   } 

 

  // SVM Audio Classifier 

  MyFilteredClassifier audio_SVM_classifier; 

  audio_SVM_classifier = new MyFilteredClassifier(); 

  audio_SVM_classifier.loadModel("SVMAudio.model"); 

  audio_SVM_classifier.makeInstance(inputFile+".arff"); 
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  try 

  { 

statistical_SVM_AudioPrediction = 

audio_SVM_classifier.getProbabilityDistribution(); 

  } 

  catch(Exception e) 

  { 

   exclude=true; 

System.out.print("Had to exclude "+inputFile+" from this 

experiment run"); 

   statistical_SVM_AudioPrediction = null; 

  } 

 

    

  //Decision Component 

double angerVal = 

bayesianUpdate(ruleprediction[0],statistical_NB_TextPrediction[0],statis

tical_J48_TextPrediction[0],statistical_SVM_TextPrediction[0],statistica

l_NB_AudioPrediction[0],statistical_J48_AudioPrediction[0],statistical_S

VM_TextPrediction[0]); 

 

double disgustVal = 

bayesianUpdate(ruleprediction[1],statistical_NB_TextPrediction[1],statis

tical_J48_TextPrediction[1],statistical_SVM_TextPrediction[1],statistica

l_NB_AudioPrediction[1],statistical_J48_AudioPrediction[1],statistical_S

VM_TextPrediction[1]); 

 

double fearVal = 

bayesianUpdate(ruleprediction[2],statistical_NB_TextPrediction[2],statis

tical_J48_TextPrediction[2],statistical_SVM_TextPrediction[2],statistica

l_NB_AudioPrediction[2],statistical_J48_AudioPrediction[2],statistical_S

VM_TextPrediction[2]); 

 

double happinessVal = 

bayesianUpdate(ruleprediction[3],statistical_NB_TextPrediction[3],statis

tical_J48_TextPrediction[3],statistical_SVM_TextPrediction[3],statistica

l_NB_AudioPrediction[3],statistical_J48_AudioPrediction[3],statistical_S

VM_TextPrediction[3]); 

 

double sadnessVal = 

bayesianUpdate(ruleprediction[4],statistical_NB_TextPrediction[4],statis

tical_J48_TextPrediction[4],statistical_SVM_TextPrediction[4],statistica

l_NB_AudioPrediction[4],statistical_J48_AudioPrediction[4],statistical_S

VM_TextPrediction[4]); 

 

double surpriseVal = 

bayesianUpdate(ruleprediction[5],statistical_NB_TextPrediction[5],statis

tical_J48_TextPrediction[5],statistical_SVM_TextPrediction[5],statistica

l_NB_AudioPrediction[5],statistical_J48_AudioPrediction[5],statistical_S

VM_TextPrediction[5]); 

 

  double[] resultArray = {angerVal, disgustVal, fearVal,  

  happinessVal, sadnessVal, surpriseVal }; 

    

  int maxIndex=0; 

         double maxValue=0; 

         for(int m=0; m<resultArray.length; m++ ) 

         { 

          if(resultArray[m]>maxValue) 

          { 

           maxValue=resultArray[m]; 

           maxIndex=m; 

          } 

         } 

          

         if(maxValue!=0) 

         { 

          switch (maxIndex)  

          { 

                 case 0:  predictedClass="anger"; 

                          break; 

                 case 1:  predictedClass="disgust"; 

                          break; 

                 case 2:  predictedClass="fear"; 
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                          break; 

                 case 3:  predictedClass="happiness"; 

                          break; 

                 case 4:  predictedClass="sadness"; 

                          break; 

                 case 5:  predictedClass="surprise"; 

                          break; 

                 default:  

                   predictedClass="Dont Know"; 

                 break; 

          } 

         } 

         else 

         { 

          predictedClass="Dont Know"; 

         } 

    

         System.out.println(inputFile); 

         System.out.println("Rule: "+Arrays.toString(ruleprediction)); 

System.out.println("Naive Bayes Text: 

"+Arrays.toString(statistical_NB_TextPrediction)); 

System.out.println("J48 Text: "+ 

Arrays.toString(statistical_J48_TextPrediction)); 

System.out.println("SVM Text: 

"+Arrays.toString(statistical_SVM_TextPrediction)); 

System.out.println("Naive Bayes Audio: 

"+Arrays.toString(statistical_NB_AudioPrediction)); 

System.out.println("J48 Audio: "+ 

Arrays.toString(statistical_J48_AudioPrediction)); 

System.out.println("SVM Audio: 

"+Arrays.toString(statistical_SVM_AudioPrediction)); 

  System.out.println("Result: "+ Arrays.toString(resultArray)); 

    

  if(exclude!=true) 

  { 

   //Some Performance Stats 

   if(predictedClass.equals(actualClass)) 

   { 

    numAccurate++; 

   } 

   else 

   { 

System.out.println("\""+predictedClass+"\" did not match 

\""+actualClass+"\""); 

   } 

     

   numClassified++; 

     

   totalAccuracy= (numAccurate/numClassified)*100; 

   System.out.println(numAccurate+"/"+numClassified); 

   System.out.println("Overall Accuracy: "+totalAccuracy+"%"); 

                   output.write(Arrays.toString(resultArray)+"**"+actualClass+"\n"); 

     

System.out.println(Arrays.toString(resultArray)+"**"+actualClass

+"\n"); 

           

   System.out.println("=================================="); 

 

output.write("\n"+inputFile+","+resultArray[0]+"," 

+resultArray[1]+ ","  +resultArray[2]+","  +resultArray[3]+","  

+resultArray[4]+","  

+resultArray[5]+","+actualClass+","+predictedClass+","+totalAccu

racy); 

   } 

   else 

   { 

    output.write("\n\n"); 

   } 

  } 

  br.close(); 

  output.close(); 

 } 

}  
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SOURCE CODE FOR ACQUIRING CONFIDENCE THRESHOLDS 

 

package multimodalclassifier; 

import java.io.BufferedReader; 

import java.io.BufferedWriter; 

import java.io.File; 

import java.io.FileReader; 

import java.io.FileWriter; 

import java.util.Arrays; 

 

public class MyKNNPreClassification 

{ 

  

 public static void main(String[] args) throws Exception  

 { 

 

BufferedReader br = new BufferedReader(new FileReader("KNN- 

train.txt")); 

  String line, inputFile, predictedClass, actualClass; 

  String[] lineParts; 

  int lineNum=0; 

   

  //Variables For Statistics 

  double numClassified=0; 

  double numAccurate=0; 

  double totalAccuracy=0; 

   

  //Play with these values to get best confidence for each K 

  double averageNUN_Thres[]= new double[] {0,0,0,0,0,0}; 

  double similarityRatio_Thres[]= new double[] {0,0,0,0,0,0}; 

  double similarityRatioK_Thres[]= new double[] {0,0,0,0,0,0}; 

  

     

  int correctConfident1=0; 

  int inCorrectConfident1=0; 

  int correctConfident2=0; 

  int inCorrectConfident2=0; 

  int correctConfident3=0; 

  int inCorrectConfident3=0; 

   

  //Arrays of maxWrong thresholds for each class 

  double thresholdMeasure1[]= new double[] {0,0,0,0,0,0}; 

  double thresholdMeasure2[]= new double[] {0,0,0,0,0,0}; 

  double thresholdMeasure3[]= new double[] {0,0,0,0,0,0}; 

   

  //Arrays to hold Minimum and Maximum values for each class 

double minMeasure1[]= new double[] 

{9999999,9999999,9999999,9999999,9999999,9999999}; 

  double maxMeasure1[]= new double[] {0,0,0,0,0,0}; 

double minMeasure2[]= new double[] 

{9999999,9999999,9999999,9999999,9999999,9999999}; 

  double maxMeasure2[]= new double[] {0,0,0,0,0,0}; 

double minMeasure3[]= new double[] 

{9999999,9999999,9999999,9999999,9999999,9999999}; 

  double maxMeasure3[]= new double[] {0,0,0,0,0,0}; 

   

  //Class identifier to identify the current class (0-5) 

  int classIndentifier; 

   

  KNN classifier, largeClassifier; 

   

  //Value for k 

  int kValue = 5; 

  File file = new File("Class Thresholds 5.csv"); 

         BufferedWriter output = new BufferedWriter(new FileWriter(file)); 

         /* 

          * CC=Correct & Confident (Confident TP) 

          * IC=Incorrect & Confident (Confident FP) 

          */ 

output.write("Input file, Actual,Predicted,Accuracy,K,Average NUN Index, 

CC,IC, Similarity Ratio,CC,IC, Similarity Within K, CC,IC"); 

//Parse training file to get actual classes and class identifiers to 

identify class threshold positions in above arrays 

  while ((line = br.readLine()) != null)  

  {  
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     if (lineNum+1<=100) 

     { 

       inputFile = "anger-"+lineNum; 

       actualClass = "anger"; 

       classIndentifier=0; 

     } 

     else if(lineNum+1<=200) 

     { 

      inputFile = "disgust-"+lineNum; 

      actualClass = "disgust"; 

      classIndentifier=1; 

     } 

     else if(lineNum+1<=300) 

     { 

      inputFile = "fear-"+lineNum; 

      actualClass = "fear"; 

      classIndentifier=2; 

     } 

     else if(lineNum+1<=400) 

     { 

      inputFile = "surprise-"+lineNum; 

      actualClass = "surprise"; 

      classIndentifier=3; 

     } 

     else if(lineNum+1<=500) 

     { 

      inputFile = "happiness-"+lineNum; 

      actualClass = "happiness"; 

      classIndentifier=4; 

     } 

     else 

     { 

      inputFile = "sadness-"+lineNum; 

      actualClass = "sadness"; 

      classIndentifier=5; 

     } 

   lineNum++; 

      

   lineParts = line.split(","); 

double[] resultArray = 

{Double.valueOf(lineParts[0]),Double.valueOf(lineParts[1]),Doubl

e.valueOf(lineParts[2]),Double.valueOf(lineParts[3]),Double.valu

eOf(lineParts[4]),Double.valueOf(lineParts[5])}; 

 

   //Decision Component 

 

   //KNN Meta Classifier 

   classifier=new KNN(kValue); 

            

   //Classify & Set Predicted Class        

       String[] result =classifier.findMajorityClass(resultArray); 

       predictedClass = result[0]; 

        

        

       // Get Confidence Measures 

       largeClassifier=new KNN(50); 

 

String[] largeResult 

=largeClassifier.findMajorityClass(resultArray); 

        

 

       // Average Nearest Unlike Neighbor Index 

       double averageNUNIndex=0; 

       int count=0; 

   for (int z=1; z<largeResult.length; z=z+2) 

       { 

        if(!largeResult[z].equals(result[0])) 

        { 

      averageNUNIndex=averageNUNIndex+((z+1)/2); 

      count++; 

      if(count==kValue) 

      { 

       break; 

      }  

        }  

       } 
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   averageNUNIndex = averageNUNIndex/kValue; 

     

     

if(predictedClass.equals(actualClass)&&(averageNUNIndex>=average

NUN_Thres[classIndentifier])) 

   { 

    correctConfident1++; 

   } 

else if(!predictedClass.equals(actualClass)&& 

(averageNUNIndex>=averageNUN_Thres[classIndentifier])) 

   { 

    inCorrectConfident1++; 

           

    if(thresholdMeasure1[classIndentifier]<=averageNUNIndex) 

    { 

        thresholdMeasure1[classIndentifier]=averageNUNIndex; 

    } 

   } 

     

   //Set Min & Max Value Per Class 

   if(averageNUNIndex>maxMeasure1[classIndentifier]) 

   { 

    maxMeasure1[classIndentifier] = averageNUNIndex; 

   } 

   if(averageNUNIndex<=minMeasure1[classIndentifier]) 

   { 

    minMeasure1[classIndentifier] = averageNUNIndex; 

   } 

     

   // Similarity Ratio 

     

   //Compute Sum of NLN similarities 

       double similarityNLN=0; 

       int similarity_count=0; 

   for (int z=1; z<largeResult.length; z=z+2) 

       { 

        if(largeResult[z].equals(result[0])) 

        { 

//Calculate the similarity based in the recorded 

distance (1/1+d) 

similarityNLN=similarityNLN+ 

(1/(1+(Double.parseDouble(largeResult[z+1])))); 

         similarity_count++; 

     if(similarity_count==kValue) 

     { 

      break; 

     }  

        }       

       } 

     

 

   //Compute Sum of NUN similarities 

       double similarityNUN=0; 

       int unlike_similarity_count=0; 

   for (int z=1; z<largeResult.length; z=z+2) 

       { 

        if(!largeResult[z].equals(result[0])) 

        { 

//Calculate the similarity 

similarityNUN=similarityNUN+ 

(1/(1+(Double.parseDouble(largeResult[z+1])))); 

         unlike_similarity_count++; 

     if(unlike_similarity_count==kValue) 

     { 

      break; 

     }  

        }       

       } 

     

     

// 0.001 is a smoothing value to allow for situations where an 

example may have no NLNs or NUNs  

double similarityRatio = (0.001+similarityNLN)/ 

(0.001+similarityNUN);     
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if(predictedClass.equals(actualClass)&&(similarityRatio>=similar

ityRatio_Thres[classIndentifier])) 

   { 

    correctConfident2++; 

   } 

else if(!predictedClass.equals(actualClass)&& 

(similarityRatio>=similarityRatio_Thres[classIndentifier])) 

   { 

    inCorrectConfident2++; 

           

    if(thresholdMeasure2[classIndentifier]<=similarityRatio) 

    {       

               thresholdMeasure2[classIndentifier]=similarityRatio; 

    } 

   } 

     

   //Set Min & Max Value Per Class 

   if(similarityRatio>maxMeasure2[classIndentifier]) 

   { 

    maxMeasure2[classIndentifier] = similarityRatio; 

   } 

    

if(similarityRatio<=minMeasure2[classIndentifier]) 

   { 

    minMeasure2[classIndentifier] = similarityRatio; 

   } 

   // Similarity Within K 

   double similarityNLN_K=0; 

   double similarityNUN_K=0; 

   for (int z=1; z<kValue*2; z=z+2) 

       { 

    if(largeResult[z].equals(result[0])) 

        { 

         //Calculate the similarity based in the recorded  

distance (1/1+d) 

similarityNLN_K=similarityNLN_K+( 

1/(1+(Double.parseDouble(largeResult[z+1])))); 

System.out.println(largeResult[z]+" distance 

"+largeResult[z+1]+ " similarity 

"+similarityNLN_K); 

        }    

    else 

{      

similarityNUN_K=similarityNUN_K+ 

(1/(1+(Double.parseDouble(largeResult[z+1])))); 

System.out.println(largeResult[z]+" distance 

"+largeResult[z+1]+ " similarity 

"+similarityNUN_K); 

    } 

       } 

     

double similarityRatioWithinK = 

similarityNLN_K/(0.001+similarityNUN_K); 

 

if(predictedClass.equals(actualClass)&& 

(similarityRatioWithinK>= 

similarityRatioK_Thres[classIndentifier])) 

   { 

    correctConfident3++; 

   } 

else if(!predictedClass.equals(actualClass)&&(similarityRatioWit 

hinK>=similarityRatioK_Thres[classIndentifier])) 

   { 

    inCorrectConfident3++; 

if(thresholdMeasure3[classIndentifier]<= 

similarityRatioWithinK) 

{      

 thresholdMeasure3[classIndentifier]= 

similarityRatioWithinK; 

    } 

   } 
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   //Set Min & Max Value Per Class 

   if(similarityRatioWithinK>maxMeasure3[classIndentifier]) 

   { 

    maxMeasure3[classIndentifier]= similarityRatioWithinK; 

   } 

   if(similarityRatioWithinK<=minMeasure3[classIndentifier]) 

   { 

minMeasure3[classIndentifier] =  similarityRatioWithinK; 

   } 

      

          System.out.println(inputFile); 

      

   System.out.println("Result: "+ predictedClass); 

     

   //Quick Stats 

 

   if(predictedClass.equals(actualClass)) 

   { 

    numAccurate++; 

   } 

   else 

   { 

System.out.println("\""+predictedClass+"\" did not match  

\""+actualClass+"\""); 

   } 

     

   numClassified++; 

  

   totalAccuracy= (numAccurate/numClassified)*100; 

   System.out.println(numAccurate+"/"+numClassified);  

   System.out.println("Overall Accuracy: "+totalAccuracy+"%"); 

   System.out.println((inCorrectConfident3/numClassified)*100); 

   System.out.println("===============================");  

   

 output.write("\n"+inputFile+","+actualClass+","+predictedClass+"

,"+totalAccuracy+","+kValue+","+averageNUNIndex+","+(correctConf

ident1/numClassified)*100+","+(inCorrectConfident1/numClassified

)*100+","+similarityRatio+","+(correctConfident2/numClassified)*

100+","+(inCorrectConfident2/numClassified)*100+","+similarityRa

tioWithinK+","+(correctConfident3/numClassified)*100+","+(inCorr

ectConfident3/numClassified)*100); 

  

  } 

  br.close(); 

  output.close(); 

//To get the final threshold a margin of 0.01 is added to each to ensure 

all predictions deemed confident exceed the calculated threshold 

  for(int i=0; i<=5; i++) 

  { 

   thresholdMeasure1[i]  = thresholdMeasure1[i]+ 0.01; 

   thresholdMeasure2[i]  = thresholdMeasure2[i]+ 0.01; 

   thresholdMeasure3[i]  = thresholdMeasure3[i]+ 0.01; 

  } 

  System.out.println("Max 1: " + Arrays.toString(thresholdMeasure1)); 

  System.out.println("Max 2: " + Arrays.toString(thresholdMeasure2)); 

  System.out.println("Max 3: " + Arrays.toString(thresholdMeasure3)); 

 

 } 

}  
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SOURCE CODE FOR FINAL ENSEMBLE 

 

package multimodalclassifier; 

import java.io.BufferedReader; 

import java.io.BufferedWriter; 

import java.io.File; 

import java.io.FileReader; 

import java.io.FileWriter; 

 

public class MyKNNAggregatedConfidence 

{ 

  

 public static void main(String[] args) throws Exception  

 { 

 

BufferedReader br = new BufferedReader(new FileReader("KNN - 

test.txt")); 

  String line, inputFile, predictedClass, actualClass; 

  String[] lineParts; 

  int lineNum=0; 

   

  //Variables For Statistics 

  double numClassified=0; 

  double numAccurate=0; 

  double totalAccuracy=0; 

   

//Create and initialize these threshold variables to values learned from 

Pre-Classification 

  //This threshold works best with k=? 

double averageNUN_Thres[]= new double[] {29.51, 46.51, 15.01, 40.51, 

24.01, 17.01}; 

  //This threshold works best with k=? 

double similarityRatio_Thres[]= new double[] {29.002136172608466, 

27.673332650902946, 3.536919924319633, 9.590559677515484, 

94.0636997611734, 1.2061565512208015}; 

  //This threshold works best with k=? 

double similarityRatioK_Thres[]= new double[] {7691.595081617413, 

8065.895217371557, 17.996318825344943, 8399.362635512194, 

8248.431003588532, 7.363127028903218};    

  

   

  

  boolean correctConfident; 

  boolean inCorrectConfident; 

   

  double totalConfidence=0.0; 

  double totalfalseConfidence=0.0; 

   

  int classPredicted; 

   

  KNN classifier, largeClassifier; 

   

  //Value for k 

  int kValue; 

  File file = new File("Results.csv"); 

         BufferedWriter output = new BufferedWriter(new FileWriter(file)); 

output.write("Input file, K, Actual,Predicted,Accuracy,Incorrect 

Confident, Correct Confident"); 

   

  while ((line = br.readLine()) != null)  

  { 

   //Set K 

   kValue=20; 

   correctConfident=false; 

   inCorrectConfident=false; 

    

    

    

/* Parse Training File as before to get actual classes and class        

*  identifiers, also populate the resultArray 

   *   

   */ 
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   //Decision Component 

   //KNN Meta Classifier 

   classifier=new KNN(kValue); 

            

       //Classify & Set Predicted Class        

       String[] result =classifier.findMajorityClass(resultArray); 

        

       predictedClass = result[0]; 

        

       if(predictedClass.equals("anger")) 

       { 

        classPredicted=0; 

       } 

       else if(predictedClass.equals("disgust")) 

       { 

        classPredicted=1; 

       } 

       else if(predictedClass.equals("fear")) 

       { 

        classPredicted=2; 

       } 

       else if(predictedClass.equals("surprise")) 

       { 

        classPredicted=3; 

       } 

       else if(predictedClass.equals("happiness")) 

       { 

        classPredicted=4; 

       } 

       else 

       { 

        classPredicted=5; 

       } 

        

       

       /* Calculate the three Confidence Measures using optimum  

        * kValues learned from Pre-Classification 

        *  

        * Accumulated Confidence measure - assign confidence if 

        * any of the three metrics deem a confident prediction  

        * based on the calculated thresholds for each class 

        */ 

        

 

//Check for confidence in the first metric 

 

if(predictedClass.equals(actualClass)&& 

averageNUNIndex>=averageNUN_Thres[classPredicted])) 

   { 

    correctConfident=true; 

   } 

else if(!predictedClass.equals(actualClass)&& 

(averageNUNIndex>=averageNUN_Thres[classPredicted])) 

   { 

    inCorrectConfident=true; 

   } 

 

//Check for confidence in the second metric 

 

if(predictedClass.equals(actualClass)&& 

(similarityRatio>=similarityRatio_Thres[classPredicted])) 

   { 

    correctConfident=true; 

   } 

else if(!predictedClass.equals(actualClass)&& 

(similarityRatio>=similarityRatio_Thres[classPredicted])) 

   { 

    inCorrectConfident=true; 

   } 
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//Check for confidence in the final metric 

 

if(predictedClass.equals(actualClass)&& 

(similarityRatioWithinK>=similarityRatioK_Thres[classPredicted])

) 

   { 

    correctConfident=true; 

   } 

else if(!predictedClass.equals(actualClass)&& 

(similarityRatioWithinK>=similarityRatioK_Thres[classPredicted])

) 

   { 

    inCorrectConfident=true; 

   } 

     

 

          System.out.println(inputFile); 

      

   System.out.println("Result: "+ predictedClass); 

     

   //Some Performance Stats 

   if(predictedClass.equals(actualClass)) 

   { 

    numAccurate++; 

   } 

   else 

   { 

System.out.println("\""+predictedClass+"\" did not match 

\""+actualClass+"\""); 

   } 

   numClassified++; 

   totalAccuracy= (numAccurate/numClassified)*100; 

 

   System.out.println(numAccurate+"/"+numClassified);  

  

   System.out.println("Overall Accuracy: "+totalAccuracy+"%"); 

     

   if(correctConfident==true) 

    totalConfidence++; 

     

   if(inCorrectConfident==true) 

    totalfalseConfidence++; 

     

System.out.println("Overall Positive Confidence: 

"+(totalConfidence/numClassified)*100); 

 

System.out.println("Overall False Confidence: 

"+(totalfalseConfidence/numClassified)*100); 

 

   System.out.println("========================"); 

 

output.write("\n"+inputFile+","+kValue+","+actualClass+","+ 

predictedClass+","+totalAccuracy+","+(totalfalseConfidence/numCl

assified)*100+","+(totalConfidence/numClassified)*100); 

  } 

  br.close(); 

  output.close(); 

 } 

 

} 
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H1 ZOOM Microphone Specifications 

 

Simultaneous recording tracks: 2   

Simultaneous playback tracks : 2   

Functions: Lo-cut Filter, Auto REC Level, Marker 

Recording/playback format: WAV: 44.1 / 48 / 96kHz, 16- / 24-bit 

 

MP3: 

44.1kHz 48/56/64/80/96/112/128/160/192/224/256/320

kbps 

A/D conversion: 24-bit, 128x oversampling 

D/A conversion: 24-bit, 128x oversampling 

Signal processing: 32-bit   

Recording media: microSD card (16MB - 2GB) 

 microSDHC card (4GB - 32GB) 

Display: 127 segment custom LCD (with backlight) 

Built-in stereo mic: Unidirectional condenser 

Gain: 0 to +39dB  

Minimum gain with digital 

attenuation: -28dB   

Maximum sound pressure level: 120dB SPL  

Mic/line input: 1/8" stereo phone jack (Plug-in power supported) 

Input Impedance: 2kΩ (Input level: 0 to -39dBm) 

Phones/line output: 1/8" stereo phone jack 

Output load impedance: 10kΩ or more  

Rated output level: -10dBm   

Phones output level: 20mW + 20mW into 32Ω load 

Output load impedance: 10kΩ or more  

Rated output level: -10dBm   

USB interface: 

Type: Mini-B type (USB 2.0 High Speed compatible), 

Mass Storage Class operation 

 Format: 44.1 kHz/16-bit or 48 kHz/16-bit 

Power requirements: 

Alkaline or Ni-MH AA battery x 1, or AC adapter (AD-

17, USB to AC type) 

Battery life (alkaline batteries): 10 hours (MP3), 9.5 hours (WAV) 

Dimensions: 44(W) x 136(D) x 31(H)mm 

Weight: 60g (without batteries) 

 

 

 


