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Abstract

Time synchronisation plays a key and ever increasing role in this pro
gressively networked world. Whilst time synchronisation has always 
been important in industrial and telecommunication systems, its im
portance has now extended to more diverse applications such as con
sumer multimedia, medical informatics, SmartGrid, and environmen
tal monitoring. As the need for time synchronisation has grown, so 
too has the need for such time-sensitive applications to be deployed 
over wireless networks. It is estimated that there are more than twelve 
and a half billion Internet-enabled devices connected at the moment - 
this is expected to reach somewhere between twenty and fifty billion 
by 2020, as the so-called 'Internet-of-things' evolves. Much of this 
connectivity will be via wireless.

The rapid expansion of wireless networks in the last two decades has 
drastically transformed the architecture of many traditional packet- 
switched networks. This is particularly the case with TCP/IP based 
Local Area Networks (LANs) which form a significant building block 
of the internet. Wireless networks have become ubiquitous within the 
internet, key amongst them being 802.11 based technologies that now 
commonly represent the last hop. Whilst hugely convenient, such net
works present many new challenges in terms of time synchronisation. 
In particular, 802.11 or WiFi marks a return to contention based ac
cess which can lead to significant delays that, arc often asymmetric. 
This greatly degrades the performance of common synchronisation 
protocols that are designed for largely symmetric wired networks.

Another wireless based network has experienced significant, albeit less 
spectacular growth in the last decade, namely, Wireless Sensor Net
works (WSNs). They provide a means to gather physical data via



a wireless network of low-powered, inexpensive computing devices. 
These miniature devices, although limited in terms of power and com
puting resources, have huge potential when used in a distributed fash
ion. They can be used to collect sensory data from large geographical 
areas which, when collated, can provide invaluable insight into a phe
nomenon under observation. Data collected via WSNs often requires 
precise time stamping, and thus, in such cases, WSNs require time 
synchronisation protocols in order to operate effectively. Since the 
computing devices that compose a WSN are typically power-limited, 
the overhead of a time synchronisation protocol can use up valuable 
energy, thus, limiting node life.

The research contributions in this thesis address key synchronisa
tion problems within both 802.11 and WSN domains. The signifi
cant problem concerning the degradation of time protocols operating 
over 802.11 networks is remedied via a novel mechanism that exploits 
the standard operation of 802.11 networks in order to reduce the er
ror in datasets employed by such protocols. Validation experiments 
performed confirm that the mechanism can deliver synchronisation 
accuracies akin to those achievable over wired networks.

In relation to WSNs, the research contribution addresses the key prob
lem of communication (and thus energy) overhead for synchronisation 
protocols. This contribution is presented by means of a new proto
col, termed the Dynamic Flooding Time Synchronisation Protocol (D- 
FTSP) which offers an energy efficient means of synchronising WSNs 
deployed in dynamic environments. Experiments reveal that D-FTSP, 
in particular scenarios, can result in significant energy savings with 
respect to alternative time protocols, thus, greatly extending the life 
of a WSN.
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Chapter 1 

Introduction

It is estimated that there are over twelve and a half billion devices connected 
to the Internet [1]. Continuous advancements in digital fabrication techniques 
have facilitated this through the development of more powerful and advanced 
computing systems with ever decreasing scale/form factors. In recent years, the 
term ‘Internet-of-things' or IoT  has been coined to represent the expectation 
that the number of such devices will undergo the next phase of rapid growth 
and miniaturisation, with some predictions of fifty billion by 2020 [1, 2], Fig. 1.1 
illustrates the rate that this connectivity is predicated to evolve [1]. Much of this 
connectivity will be facilitated via a range of wireless technologies which include 
cellular, WiFi (802.11), Bluetooth, and 802.15.4 (Wireless Sensor Networks).

Time synchronisation plays a key and ever increasing role in this progressively 
networked world. While time synchronisation has always been important in indus
trial and telecommunication systems, its importance has now extended to more 
diverse applications. These include consumer multimedia applications/services 
such as VoIP (Voice over IP), IPTV (Internet Protocol Television), MMOG (Mas
sive Multiplayer Online Games), energy & environmental informatics, medical 
informatics, and SmartGnd. This thesis addresses two key yet distinctly dif
ferent challenges in the delivery of time synchronisation over two of the above 
wireless technologies, namely IEEE standards 802.11 [3] and 802.15.4 [4]. The 
deployment of 802.11 networks has seen huge growth in the last decade and of
ten represents the last hop in network connectivity. This growth is expected to 
increase as large chip manufactures begin to invest in low-powered Wi-Fi tech

2



nologies [5, 6] in place of alternative low-powered wireless technologies, such as 
ZigBee and Z-Wave. that lack the maturity and bandwidth offered by WiFi. 
Studies that investigate the feasibility of employing low-powered Wi-Fi chips in 
battery powered devices have shown that multiple years of battery lifetime is 
achievable for most real-world scenarios [7],

Population

Connected
Devices

6.3 Billion 

500 Million

6.8 Billion 7.2 Billion 7.6 Billion

12.5 Billion 25 Billion 50 Billion

• #
Connected

Devices 0.08
Per Person

1.84 3.47 6.58

◄ — t—

2003
—I—
2010

More
Connected

Devices
than

People

—I—
2015

-H---------- ►
2020

Figure 1.1: Connected devices

Advanced fabrication techniques have also led to the development of low- 
power, miniature computing systems with comparatively sophisticated process
ing and communication capabilities. These relatively inexpensive devices when 
equipped with sensory hardware and subsequently networked together form net
works termed WSNs (Wireless Sensor Networks) which have numerous applica
tions. The development of the IEEE 802.15.4 [4] standard in 2003 was specif
ically aimed at resource-constrained devices requiring low power and low data 
rate functionality.
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As outlined above, time-sensitive applications form a particular subset of net
work applications. Such applications generally require time synchronisation ser
vices as the host’s local time-scale must possess a particular degree of accuracy in 
order to guarantee their correct operation. The accuracy required is very much 
application dependent, ranging from seconds to nanoseconds. To ensure a par
ticular degree of accuracy, time-sensitive applications rely on a set of auxiliary 
applications termed time synchronisation protocols. They employ various syn
chronisation techniques and methods in order to improve the accuracy of a host’s 
local clock. These protocols have evolved over the years and prove effective. How
ever, as time-sensitive applications are forced to migrate to wireless networks and 
are required to run on devices with very limited power reserves, they place new 
demands on time synchronisation protocols and techniques.

1.1 Time Synchronisation Techniques

Time synchronisation techniques form the cornerstone of most time-sensitive ap
plications, in particular distributed network applications. Such techniques aim 
to ensure that the time-scale of a host adheres to some reference time-scale. This 
reference scale can be sourced locally via highly precise clocks or remotely. In 
the latter case, network connectivity facilitates synchronisation. The potential 
accuracy provided by the latter technique is highly influenced by the characteris
tics of the host, the reference device, and the communication link that connects 
them. The communication link generally proves to be the greatest source of error. 
Thus, some techniques employ numerous communication exchanges and statis
tical analysis to alleviate this problem. The combination of such methods and 
techniques typically form what is termed a time synchronisation protocol.

1.2 Time Synchronisation Protocols

Time synchronisation techniques detail the sequence and order of communications 
between a host and reference, as well as the core data exchanged between them. 
Specific message structure and other operational details are not specified. The

4



actual implementation of a synchronisation technique in combination with the 
message structure, and additional operations and methods, form a time protocol.

Time protocols are typically designed to target specific network types. For 
example, the Network Time Protocol (NTP), by Mills [8], is designed to operate 
over large, dynamic and variable latency Packet Switched Networks (PSNs). It 
does so effectively by employing sophisticated statistical techniques to minimise 
errors introduced by such networks. Conversely, the Precision Time Protocol 
(PTP) [9] is designed for privately managed and well controlled PSNs that employ 
specialised hardware and, therefore, can provide much greater accuracies. Each 
protocol performs well in its targeted environment. The accuracy requirements 
of a time-sensitive application will ultimately dictate which protocol is employed 
and which network(s) it should be deployed over.

Both NTP and PTP are designed to operate within traditional packet switched 
networks. Such networks typically span large geographical areas and consist of 
devices that have considerable processing, memory, and energy resources. As 
detailed above, this is not the case in a WSN where resources are very limited and 
the geographical area it spans is typically small. Although a WSN’s composite 
nodes are relatively powerful for their size, they pale in comparison to a typical 
PSN node. To elaborate, a typical WSN node’s microcontroller operates in the 
low MHz range and may possess only several hundred kilobytes of short term 
memory. In comparison, a typical PSN node’s CPU will operate in the GHz range, 
and the node may possess several gigabytes of short term memory. Consequently, 
alternative time protocols have emerged to deal with the limited capabilities of 
WSN nodes. These include the Flooding Time Synchronisation Protocol (FTSP), 
by Maróti'et al. [10]; Reference Broadcast Synchronisation (RBS), by Elson et al. 
[11]; and the Timing-sync Protocol for Sensor Networks (TPSN), by Ganeriwal 
et al. [12]. Such protocols operate in a fashion so as to limit processor, memory, 
and, more importantly, energy use while still providing a high degree of time 
accuracy.
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1.3 Research Motivation

The research in this thesis addresses two distinct challenges within the time syn
chronisation space. The context for both and the motivation behind the research 
in each area is detailed in the following subsections.

1.3.1 Time Synchronisation in 802.11 Networks

The extensive deployment of wireless networks in recent years has dramatically 
altered the structure of local and wide area networks. Wireless links now represent 
a large subset of the extremities of such networks. From a user perspective, 
wireless links offer the advantage of mobility, though often at a cost of bandwidth 
and other Quality of Service (QoS) issues. Nonetheless, users are increasingly 
demanding and expect QoS similar to that achievable over wired networks. For 
many of these applications this is not an issue since modern wireless technologies, 
such as IEEE 802.11, provide sufficient bandwidth and data rates to accommodate 
large, sporadic traffic loads. This, however, is not true for various time-sensitive 
applications, that is, applications that require a notion of real time. In such cases, 
time synchronisation protocols must be employed in order to ensure accurate time 
stamping. It is known that the performance of synchronisation protocols, such as 
NTP, can degrade significantly when they operate over a variable latency network 
[13], and an 802.11 wireless network represent such a network. This is particularly 
true when an 802.11 link must accommodate significant traffic loads.

This issue stems from the fact that 802.11 networks employ a shared medium 
and, thus, are inherently contentious. Nodes must content for the medium with 
competing nodes before data transmission can begin. When traffic loads are high, 
this can introduce large non-deterministic network delays. This reality, coupled 
with the fact that wireless networks operate at relatively low data rates in com
parison to wired networks, degrades the performance of time protocols. This 
degradation in turn, greatly restricts the deployment of applications that either 
require or can benefit from time synchronisation. Accordingly, techniques and 
methods must be designed and developed to alleviate this issue. If it were pos
sible to provide time synchronisation accuracies akin to that achievable of wired 
networks, then it would not only permit the migration of time-sensitive applica
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tions to the wireless domain but also open up a window for new applications and 
techniques to be developed.

1.3.2 Time Synchronisation in Wireless Sensor Networks

Time synchronisation protocols currently deployed in WSNs can provide a rel
atively high degree of accuracy, some in the order of microseconds. Although 
such networks also employ contention based wireless technologies, network ac
cess delays can be determined with greater ease. This is in part due to their 
architecture. The architectural layers in a WSN node are generally more coupled 
and, thus, accessing lower layers in the communication stack is trivial. Ob
taining timestamps recorded at lower layers in the stack eliminates much of the 
non-determinism associated with message latencies over 802.15.4 and similar net
works. Thus, higher accuracies can be achieved with less effort. Nonetheless, the 
limited memory capacity, processing power, and energy reserves of nodes present 
different challenges to time protocols. The most limited resource is typically en
ergy, as battery replacement is expensive, time consuming, and often impractical. 
Since time protocols act as auxiliary background service applications to higher 
level WSN applications (e.g. environmental monitoring applications), their en
ergy consumption must be restricted. Thus, in a WSN context, a good time 
protocol does not just provide a high level of synchronisation but does so in an 
energy efficient manner.

Many of the time protocols employed by WSNs are reasonably effective in 
this respect, yet they are generally only effective in particular environments. 
Dynamic environments, that is, environments that subject nodes to temperature 
or pressure fluctuations, can have a significant influence on the behaviour of a 
node’s clock. Such changes can alter the operational frequency of a clock and 
if not detected quickly and compensated for, will lead to cumulative time error. 
This problem can be alleviated by selecting a suitable communication rate based 
on a priori knowledge of the environment, in particular, its temperature. While 
this is effective in terms of achieving the required degree of accuracy, it results in 
significant energy wastage due to unnecessary communication overhead. This is 
particularly true when temperature fluctuations occur at infrequent intervals.
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There are further more complex protocols that are designed to tackle such 
problems such as Rate Adaptive Time Synchronisation (RATS), by Ganeriwal 
et al. [14]; and Temperature Compensated Time Synchronisation (TCTS), by 
Schmid et al. [15]. However, such protocols either require additional hardware or 
do not react to environmental changes rapidly enough. Thus, there remains a gap 
that must be filled. What is required is an energy efficient WSN time protocol 
that is targeted at WSNs that must operate in dynamic environments. Such a 
protocol would react rapidly to environmental changes, ensuring a continuous 
application-specific degree of accuracy with minimum communication overhead 
and no additional hardware.

1.4 Problem Statement

The current limitations regarding synchronisation accuracy in 802.11 networks 
and synchronisation communication/energy overhead in wireless sensor networks 
pose a number of key questions that are addressed in this thesis:

• To what degree do high traffic loads in 802.11 wireless links impact time 
synchronisation techniques employed by PSN time protocols? Is it possible 
to provide a technique or method that would permit time protocols oper
ating over contentious 802.11 wireless links to achieve time synchronisation 
accuracies similar to that currently achievable over wired links?

• In relation to time synchronisation over wireless sensor networks, is it pos
sible to provide an alternative synchronisation protocol, targeted at WSNs 
operating in dynamic environments, that would provide similar accuracies 
to that of current WSN time protocols but with a significant reduction in 
communication overhead? If so, would this reduction in communication 
result in significant energy savings?
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1.5 Solution Approach

1.5.1 Improved Time Synchronisation in 802.11 Networks

In order to determine the extent to which the performance of time synchronisation 
techniques can be degraded by 802.11 links, in particular, contentious links, one 
must determine the magnitude of delays that packets traversing such links may 
be subjected to. This thesis presents such an analysis using both an experimental 
and simulated environment.

A subsequent analysis of the source of such delays with respect to the op
eration of 802.11 networks is used to formulate a technique that can be used 
to measure/estimate such delays and, thus, alleviate resulting time errors. This 
novel technique employs facilities provided by modern 802.11 network interface 
cards and exploits the operation of 802.11 networks in order to determine the de
lays incurred by time-related packets traversing such networks. This information 
is subsequently used to improve the quality of temporal data employed by time 
protocols. The technique is validated and its effectiveness is quantified in a real 
world testbed.

1.5.2 Energy Efficient Time Synchronisation in WSNs

In order to provide an energy efficient time protocol targeted at WSNs operat
ing in dynamic environments, this thesis builds upon an existing time protocol, 
namely, the Flooding Time Synchronisation Protocol (FTSP), by Maróti et al.
[10]. FTSP has been widely deployed as an effective time protocol in WSNs. It 
is capable of providing a high degree of synchronisation accuracy with relatively 
low processing and memory overhead. It is, however, more suited to stable envi
ronments, since it is configured with a static transmission rate. This transmission 
rate is manually chosen based on both the characteristics of an operating envi
ronment and an application’s accuracy requirements. In dynamic environments, 
this can lead to sub-optimal communication overhead and energy usage.

The research contribution presented in this thesis extends FTSP by enhanc
ing it with dynamic capabilities and, thus, is appropriately termed the Dynamic 
Flooding Time Synchronisation Protocol (D-FTSP). D-FTSP gives WSN nodes
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the ability to monitor clock frequency changes in real time, and this allows them 
to determine suitable transmission rates so that application-specific accuracy re
quirements are adhered to. This dynamic alteration of a node’s transmission rate 
in response to environmental factors can lead to significant transmission reduc
tions, thus, prolonging the life of a WSN. In addition, the need for a priori manual 
configuration of a suitable transmission rate is eliminated.

The design, implementation, and validation of D-FTSP are presented in detail. 
Its effectiveness is verified via experimentation in a real world testbed by compar
ing it to FTSP in both a stable and dynamic environment. Comparative analysis 
of both protocols is based on the accuracies they achieve in addition to the num
ber of message transmissions required to achieve their respective accuracies. A 
subsequent analysis of the potential energy savings of D-FTSP is performed using 
the results. This analysis factors in the additional energy consuming operations 
performed by D-FTSP relative to FTSP.

1.6 Contributions

1.6.1 Improved Time Synchronisation in 802.11 Networks

• A low overhead and scalable technique that delivers accurate time synchro
nisation over contentious 802.11 networks.

• In particular, the technique allows for the determination of the up-link and 
down-link delay of time packets as they traverse the link between an 802.11 
wireless node and its associated access point and vice versa. Knowledge of 
such delays can be used to significantly improve the quality of a temporal 
dataset that is employed by PSN time protocols, such as NTP. Experiments 
reveal a 90% reduction in the average error in a dataset.

• This technique, when used in conjunction with a time synchronisation pro
tocol, can potentially yield accuracies akin to those achievable over a wired 
link.

• This contribution facilitates the effective deployment of time sensitive ap
plications over 802.11 networks, thus, removing a significant barrier that
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currently limits their use.

1.6.2 Dynamic Flooding Time Synchronisation Protocol 
(D-FTSP)

• D-FTSP provides WSN nodes with the capability to directly detect clock 
drift in neighbouring nodes. This allows nodes to self-configure an optimal 
transmission rate while ensuring a WSN application’s accuracy require
ments are adhered to.

• Automatic configuration of a nodes transmission rate eliminates the need 
to determine a suitable value at the pre-deployment stage of a WSN. Thus, 
nodes can be deployed rapidly without detailed knowledge of the dynamics 
of the operating environment.

• In a dynamic/un-stable environment, D-FTSP is capable of achieving sim
ilar network-wide accuracies to that of FTSP with a much reduced number 
of transmissions, thus, conserving the limited energy supplies of WSN nodes 
and extending a WSNs life.

1.7 Thesis Outline

The current chapter has served as an introductory chapter in part I of this thesis. 
It has outlined the problems that exist with respect to time synchronisation in 
both wireless sensor networks and WiFi/802.11 networks. Additionally, it has 
presented an overview of the core contributions of this thesis which address those 
problems.

Chapter 2, which follows the current chapter, provides the reader with funda
mental details related to clock oscillators and time synchronisation. It commences 
with an outline of the architecture and operation of a system clock, as employed 
in typically computing systems. This is followed by a detailed analysis of the 
quartz crystal, the frequency standard used in most inexpensive oscillators. An 
analysis of the quartz crystal is followed by an explanation of time error and the 
global time standards used to determine such error. The chapter concludes with a
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discussion on time synchronisation, in particular, the core techniques used to syn
chronise distributed computing systems and the main sources of synchronisation 
error.

Part II of this thesis focuses on synchronisation in wireless sensor networks 
and presents the first core contribution of this thesis. The first chapter, chapter 
3, focuses on state of the art time synchronisation techniques/protocols that are 
employed in current wireless sensor networks. A detailed description of each 
protocol’s design and operation is presented. This is followed by a comparative 
analysis. The chapter concludes with a discussion that highlights the need for 
more energy efficient and responsive time protocols in wireless sensor networks.

Chapter 4 of part II follows on from chapter 3 and focuses on the first, major 
research contribution of this thesis, namely D-FTSP. D-FTSP represents an ex
tension of the FTSP protocol described in chapter 3. Chapter 4 commences by 
detailing the design and operation of D-FTSP with respect to FTSP. This is fol
lowed by an experimental analysis of its performance with respect to FTSP. The 
chapter concludes with an analysis of the potential energy savings of D-FTSP.

Part III of this thesis diverges from the domain of wireless sensor networks 
and focuses on synchronisation in packet-switched networks, with a particular 
focus on WiFi networks. Chapter 5 serves as a tutorial of sorts which aims to 
provide the reader with a solid technical foundation required to understand the 
significance of the second major contribution of this thesis. It provides the reader 
with a comprehensive description of the two most dominant protocols deployed 
in packet-switched networks, namely NTP and PTP. The chapter concludes with 
a detailed technical analysis of 802.11 network operation and highlights how its 
operation can impact the performance of PSN time protocols.

Chapter 6 of part III follows on from chapter 5 and details the second major 
research contribution of this thesis, namely a technique that can improve time 
synchronisation in 802.11 networks. The extent of the problem with regard to 
synchronisation in busy 802.11 networks is analysed via experimental simulations. 
This is followed by a detailed explanation of a novel mechanism that can be used 
to improve the performance of PSN time protocols that must operate in highly 
active 802.11 networks. Finally, a description of the experimental setup used to 
validate the effectiveness of the mechanism is presented, and the chapter concludes
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with an analysis of the results.
Part IV of this thesis presents the conclusions. Chapter 7 of part IV concludes 

the thesis by summarising the core research contributions. Finally, some potential 
future work is outlined.
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Chapter 2

Computer Clocks and Time 
Synchronisation

The purpose of any clock employed by a computing system is to generate timing 
signals. A general purpose computing system will typically possess three core 
clock oscillators, and each is designed to deal with a specific task. The most 
familiar of these is the CPU clock oscillator which generates the timing signals 
required to drive a CPU’s circuitry. Such oscillators typically generate timing 
signals at gigahertz (GHz) frequencies permitting CPU’s to execute hundreds of 
millions of instructions per second.

The system clock oscillator, which operates at a much reduced frequency, 
sometimes three orders of magnitude lower, generates the timing signals required 
to track real-time. In this context, real-time refers to the value of a global time 
standard such as Coordinated Universal Time (UTC). Such a clock will generally 
have a dedicated timer or counter which continuously counts and stores the num
ber of pulses generated by the oscillator. It is the responsibility of higher layer 
system software to use this facility to track real time, since the capacity of the 
counter is limited and. therefore, overflows at regular and short intervals. The 
system clock facilitates timekeeping tasks required for process scheduling, CPU 
utilisation tracking, and file system operations.

In order to provide a computing system with the ability to track real-time 
when powered off. a battery-powered clock oscillator that utilises low powered
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2. Computer Clocks and Time Synchronisation

circuitry akin to that used in wrist-watches is employed. Such a clock is termed a 
real-time clock, and the value of this clock is read by system software at start-up. 
After start-up, subsequent time tracking is performed by the system clock.

The CPU clock, system clock, and real-time clock are by no means the only 
clocks found in a general purpose computing system. Virtually any device that 
requires a separate timing signal, such as a network interface card (NIC) or high 
performance display adapter, generally contains a dedicated clock oscillator. The 
characteristics of each clock oscillator depend on the task it must perform, and, 
therefore, the clock oscillators may differ significantly. While the proceeding text 
focuses on the system clock, the reader should be aware that the terms used to 
describe the characteristics of the system clock can be applied to virtually any 
clock.

2.1 The System Clock

The illustration in fig. 2.1 depicts the core components involved in the process 
of tracking real-time or the time of day. A general programmable system clock 
consists of an oscillator, a holding register, and a clock register. The holding 
register stores a system defined constant which, at system start-up, is loaded into 
the clock register. Subsequently, the oscillator begins to generate timing signals 
at a specific frequency, each of which decrements the value of the clock register. 
When the value of the clock register reaches zero, it generates an interrupt after 
which the value of the holding register is loaded back into the clock register. 
This process repeats indefinitely resulting in an extremely regular occurrence of 
interrupts termed clock ticks. One of the many tasks undertaken by the operating 
system in response to a clock tick is to increment a counter in main memory 
which is used to track the system time. Generally, the value of the system time 
represents the number of seconds since a particular epoch and, ideally, agrees with 
an accepted time standard such as Coordinated Universal Time (UTC) (detailed 
in section 2.3.1). It is for this reason it is also referred to as real-time and 
represents the primary source of time for both the operating system and user 
processes.

The time interval between system clock interrupts, or clock ticks, is dependent
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2. Computer Clocks and Time Synchronisation
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Figure 2.1: System clock operation

on two factors: the frequency of the oscillator and the value of the holding register. 
For example, if the oscillator generates a signal at a rate of 1 M Hz and the 
holding register contains a value of lOOOio, then the clock register will generate 
an interrupt every 1ms. In addition to incrementing the system time, other tasks 
that must be completed at each interrupt event include decrementing the process 
quantum, tracking CPU utilisation, and checking for watchdog timer expirations 
(see Tanenbaum and Woodhull [16]). Since clock interrupts are so numerous, 
the instructions that handle these tasks must be few and extremely efficient in 
order to avoid degrading the system’s performance. The interrupt handler itself 
is usually responsible for handling the majority of clock interrupts so as to avoid 
the expense of a context switch. Other more computationally expensive clock 
tasks, such as those required to handle an expired timer or process quantum, 
are typically handled by a dedicated clock handler. It is worth noting that the 
occurrence of clock interrupts during intervals when CPU interrupts are disabled
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2. Computer Clocks and Time Synchronisation

can result in lost ticks. To counteract this, some systems employ a global variable 
that is provided to code modules that disable interrupts in order to track lost ticks.

The resolution of a clock represents the degree to which one clock reading 
can be distinguished from another. The maximum possible time resolution that 
a system clock is capable of providing is dependent on its composite oscillator’s 
nominal frequency. For instance, a 1 M H z  oscillator can be used to track time 
in increments of 1 ns but no less. If this same oscillator is employed by a pro
grammable system clock and its holding register set to 1]0, then the clock will 
generate interrupts at 1/rs intervals. Consequently, the resolution of the system 
time as tracked by the operating system will also be lps. However, in general, for 
performance reasons, the holding register will contain a larger value, and, there
fore, the resolution of the system time will be less than the maximum provided 
by the underlying system clock.

If a user process requests the time, it generally does so via a system call which 
ultimately returns the value of the system time. The time interval between the 
initiation of this function call and its eventual return depends on such things as 
the CPU load at that particular time, the process scheduling algorithm in use, the 
priority of the user process, and so on. Thus, it is clear that this interval varies 
over time. The minimum magnitude of this variation represents the maximum 
precision provided by the operating system when reading the system time. Thus, 
the quality of a timestamp returned to a user process is dictated by both the 
underlying clock hardware and the higher layer system software.

2.2 The Crystal Oscillator

So far, the process of tracking time in a generic computing system has been 
detailed. It is now evident that the characteristics of both a clock’s hardware and 
a system’s software dictate the precision and granularity of a timestamp returned 
via a system call to a user process. Note that even without software precision 
errors, the time, as tracked by a system clock, even if it initially agrees with true 
time as recorded by a perfect clock, it might at some point in the future differ 
from it. To explain why this might occur one must focus on the oscillator, the 
core component of the system clock.
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2. Computer Clocks and Time Synchronisation

A.Sin(x)

Figure 2.2: Oscillator signal

Oscillators used to drive clocks typically come in two varieties, namely resistor- 
capacitor oscillators (RC) and crystal-controlled oscillators (XO), both of which 
generate a sinusoidal output signal at a relatively constant rate (see hg. 2.2). As 
detailed in [17], an ideal signal can be modelled using equation 2.1.

S(t) =  A.sm[$(i)] (2.1)

In equation 2.1, A represents the amplitude coefficient and <f>(f) represents the 
total instantaneous phase. The total instantaneous phase can be modelled using 
equation 2.2, where Vnom represents the nominal frequency of the oscillator and 
t the true time.

$-(<) =  2irVnomt (2.2)

RC oscillators are composed of a network of resistors and capacitors, the 
structure and composition of which dictates the frequency of the output signal. 
Crystal-controlled oscillators employ a crystal as the frequency-determining de
vice within the oscillator. Crystals exhibit a characteristic known as the piezoelec
tric effect whereby mechanical forces produce electrical charges and vice versa. 
Some crystal substances exhibit this effect to a greater degree than others, namely 
quartz and Rochelle salt, and, therefore, they are more commonly employed in 
oscillators, the former more so than the latter. With respect to time keeping, 
crystal-controlled oscillators provide superior frequency stability when compared
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2. Computer Clocks and Time Synchronisation

to their counterparts and, therefore, are commonly employed as the driving force 
of a system clock. In contrast, RC oscillators are generally used to generate clock 
signals in integrated circuits.

2.2.1 Crystal Accuracy

Crystals that are employed in oscillators are produced by cutting a piece of quartz 
at specific angles to specific axes. The angles of cuts together with their orienta
tion have a dramatic effect on the characteristics of a crystal. In order to ensure a 
crystal resonates at a desired frequency, the cut, shape, and size of the crystal is 
chosen carefully so that its natural resonant frequency matches that of the desired 
frequency. This frequency in turn dictates the maximum resolution of the clock 
it drives. Once the crystal has been shaped, it is carefully mounted in holders 
within the oscillator circuitry and a specific voltage is applied to it. The result is 
mechanical vibrations which in turn produce an output voltage at the crystal’s 
natural resonant frequency.

V(t) — 2(Vnom) =2t

y ( t)= l
A.Sin[ 27t2t ]

Figure 2.3: Oscillator accuracy

Since the natural resonant frequency of a crystal is highly dependent on its 
cut, the quality of the manufacturing process used to shape it will have a direct 
influence on the crystal’s quality. Hence, a crystal’s actual frequency may differ
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2. Computer Clocks and Time Synchronisation

from its stated frequency. This is generally true and in most cases manufactures 
will state the maximum error, which is typically less than lOppm (parts per 
million). The problem with frequency error becomes apparent when one considers 
the clock system an oscillator drives. If a crystal is stated as having a frequency of 
1MHz, then one oscillation will be interpreted by the system as an interval of l//.s. 
If, however, the crystal has a frequency offset of -  lOppm, then for every million 
oscillations of the crystal, an extra lOps will have passed in real time. While 
this may not seem significant, it results in a time error of almost a second a 
day. This frequency offset represents an important characteristic of an oscillator, 
namely the accuracy. Naturally, the lower the frequency offset of the oscillator, 
the more accurate it is. Formally, the accuracy of a clock can be expressed using 
a measurement termed the fractional frequency deviation and is calculated using 
equation 2.3.

In equation 2.3, V{t) represents the actual frequency at true time t and Vnom 
represents the nominal, or expected, frequency. This is also illustrated in fig. 2.3. 
As expected, a value of zero represents a very accurate oscillator. Since that 
accuracy represents a very important characteristic of an oscillator, it must be 
factored in when modelling the total instantaneous phase of an oscillator as shown 
in equation 2.4.

In equation 2.4, 4>(£) represents the total instantaneous phase, 4>0 represents 
the initial phase offset, Vnom represents the nominal frequency, y0 represents the 
initial fractional frequency offset from the nominal value and t represents the true 
time.

2.2.2 Crystal Stability

Another important characteristic of an oscillator is stability. Stability is a measure 
of an oscillator’s ability to sustain a constant frequency over time. To understand

nom

nom (2.3)

4>(t) — 4>o +  27rFnoTO(l +  yo)t (2.4)
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how the frequency of an oscillator could change, one must recognise that the 
crystal within an oscillator is influenced by physical factors. Temperature and 
pressure changes cause materials to expand and contract and, since the natural 
resonant frequency of a crystal is influenced by its shape and size, the issue 
becomes apparent. Slight variations in the angles of a crystal’s cuts can have 
a dramatic impact on the stability of a crystal when operated within a specific 
temperature range. Thus, the specific shape of a crystal is not solely chosen so 
that it resonates at a desired frequency but also so that its temperature coefficient 
is suited to the temperature range of its future operating environment.

While temperature typically has the greatest impact on the frequency of an 
oscillator, other factors, such as pressure, voltage, gravity, and vibration, affect 
it too. Oscillator stability can also be classified in terms of time. Long-term 
stability refers to a gradual and permanent change in the oscillator’s frequency 
over days or months. Long-term frequency change is referred to as aging and 
is usually relatively constant. Aging is the result of such things as contaminant 
build-up on the crystal and changes to the structure in/on which the crystal 
is housed/mounted. Short-term stability refers to short-term frequency changes 
which are typically the result of noise.

Factoring in stability when modelling the total instantaneous phase of an 
oscillator results in equation 2.5

<L(i) = <i>0 + 27rVnom(l +  y0)t + nDVnomt2 + <f>(t) (2.5)

In equation 2.5, D  represents the linear rate of change of the fractional fre
quency deviation, and <f>(t) represents random phase deviations. In addition, it 
should be noted that 4>(t) represents the stochastic component of equation 2.5, 
while the remaining terms represent deterministic components. Thus, without 
random phase deviations the instantaneous phase of the oscillator could be accu
rately predicted.

The typical noise types that compose the stochastic component are 
termed power-law noise processes and are generally classified into five categories:

• White phase modulation (WPM)

• Flicker phase modulation (FPM)
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• White frequency modulation/ Random walk phase modulation (WFM/RWPM)

• Flicker frequency modulation (FFM)

• Random walk frequency modulation (RWFM)

In some cases it can be useful to identify the dominant noise processes gen
erated by an oscillator. This not only allows multiple oscillators to be compared 
but also allows one to determine an optimal observational interval for frequency 
estimations.

As detailed by Howe et al. [18], historically, the standard deviation was used 
to analyse fractional frequency fluctuation samples which were collected via a 
measurement technique that compared the signal generated by an oscillator under 
observation with the signal generated by a reference oscillator. However, it was 
found that in certain cases, such as when the fluctuations were characterised 
by non-white-noise frequency fluctuations, the standard deviation would increase 
as the number of samples increased, and without limit. Thus, other statistical 
methods were developed which were independent of the sample size.

The Allan deviation (ADEV) by Allan [19], expressed as cxy(r), represents 
the most recognised method used to characterise the random fluctuations of an 
oscillator’s signal. It can be used to determine the dominant noise processes of 
an oscillator’s signal at various sampling intervals and is defined in equation 2.6.

Vy(T) x(t +  2t ) -  2x(t +  r) +  x(t) ^ (2 .6)

In equation 2.6 the term r represents the observational interval, x{t) denotes 
a time error sample recorded at time t and the brackets () represent an ensem
ble average. The Allan deviation can be estimated from a finite data set using 
equation 2.7 where r0 represents the sampling interval, utq represents the obser
vational interval (r =  nro) and N  represents the number of samples in the data 
set.

N —2n

Vy{nT0) =
N2n2T^(N — 2n)

^   ̂ ^ x i+2n  ~  2 X i+n  +  x i^j (2.7)
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One might observe that while the standard deviation is calculated from the 
differences between fractional frequency samples and the average fractional fre
quency, which itself is calculated using the entire sample set, the Allan deviation, 
in contrast, is calculated from the differences between adjacent fractional fre
quency samples. An interesting aspect of the Allan deviation is that it converges 
for all the major noise processes. Thus, by graphing a v( t ) for various values of t 

on a log-log plot, the noise processes can be discriminated between based on the 
slope of log(ay(T)). The slope associated with each noise process is illustrated in 
fig. 2.4.

Figure 2.4: Convergence of ADEV for various noise processes

One may observe from fig. 2.4 that ADEV does not allow one to discriminate 
between white phase modulation noise and frequency phase modulation noise. 
Thus, other methods exist that allow all noise types to be distinguished from 
one another, such as the Modified Allan Deviation (MDEV) and Time Deviation 
(TDEV). These are detailed in [17].
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2.2.3 Crystal Categories

Quartz crystal oscillators are classified according to how they cope with frequency 
changes [20] which in turn is reflected in their cost.

The most basic type of oscillator is termed an RTXO or room temperature 
crystal oscillator. As its name suggests, it is designed to operate with minimum 
frequency changes over a defined temperature range. This is achieved by cutting 
the crystal such that its temperature coefficient is minimised for that particular 
range. This can result in accuracies of about 2.5 ppm over a temperature range of 
50 °C [20]. Outside its designated temperature range, the frequency of the crystal 
may change more dramatically per degree Celsius.

The second type of oscillator is termed a TCXO or temperature compensated 
crystal oscillator. Such oscillators are designed by carefully choosing their indi
vidual components so that temperature changes have less of an impact on their 
nominal operational frequency. TCXOs may also include components that fa
cilitate frequency tuning such as an adjustable capacitor. Unlike RTXOs which 
typically have a linear frequency vs. temperature graph over their designated 
temperature range, TCXOs may have a non-linear one. Thus, frequency ex
cursions may occur at particular temperatures within the designated range. In 
general, TCXOs still out perform RTXOs with achievable accuracies in the order 
of 0.5 ppm [20].

The most accurate crystal oscillator is the oven controlled crystal oscillator. 
As its name suggests, such an oscillator has its crystal and temperature sensitive 
elements housed in a temperature controlled oven. Thus, the oscillator operates 
in a constant temperature environment. The particular temperature chosen is 
context dependent and is termed the turn-over point. This represents a point on 
the temperature vs. frequency curve with the lowest rate of change, that is, a 
minima or maxima. In reality the crystal will be cut such that a turn-over point 
occurs at about 15 to 20 °C above the maximum temperature that the oscillator 
will be exposed to.
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2.3 Time Error

As is evident from the above discussion, the performance of a system clock is 
influenced to a large degree by the characteristics of the oscillator that drives 
it. In certain scenarios, a computing system may not require an accurate notion 
of true time, and in such cases time error will not be an issue. Conversely, a 
computing system must refer to an external source to determine its time error. 
The time error of a local clock relative to a reference clock, r, can be modelled 
using equation 2.8

. D — Dr 9 ó(t) — 4>{t)r , .
x (t) =  x0 +  (t/o — Vo,r)t H-------—----1 H---- — —--------  (2.8)

Z Ztt Vnom

where x(t) represents the time error at true time t, Xo represents the initial 
time error, yo represents the fractional frequency deviation, D represents the rate 
of change of the fractional frequency deviation and <f>(t) denotes random phase 
deviations.

This formula can be simplified if the reference clock represents a perfect clock 
and, thus, never deviates from true time. Hence, the terms y0,n Dr, and (f>(t)r 
can then be set to zero leaving equation 2.9

x(t) =  x0 +  yot +  —t2 +  ^   ̂ (2.9)
Z Z 7T Vnom

Of course, no perfect clock exists. However, this formula will suffice if the 
time deviations of the reference clock are negligible in comparison to the required 
bounds of the time error. If it is required that a system adhere to a globally 
accepted time-scale that represents the best approximation of true time, then it 
should refer to a globally accepted time standard such as Coordinated Universal 
Time (UTC).

2.3.1 Coordinated Universal Time

While precise time akin to that recorded by a perfect clock is desirable, it is also 
necessary that an official timescale concur with the Earths rotation about its own 
axis. Coordinated Universal Time (UTC) offers a compromise between these two
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requirements and has been the official time standard since January 1972.
Precise timekeeping necessitates that the basic unit of time, the second, is 

recorded as defined by the CGPM ( General Conference of Weights and Mea
sures): ‘The second is the duration of 9,192,631,770 periods of the radiation cor
responding to the transition between the two hyperfine levels of the ground state of 
the cesium-133 atom. ’[21]. Precise timekeeping is made possible through the use 
of devices that can measure such atomic activity and are appropriately termed 
atomic clocks. With respect to the definition of the SI second (International Sys
tem of Units), an atomic clock measures such atomic activity, and this activity 
occurs at a particular rate. In response, the atomic clock generates a signal with 
a frequency that concurs with the rate of this activity. This is subsequently used 
to increment a timescale of interest. One must note that the rate of this activity 
is influenced by the gravitational potential at the point in space the atomic clock 
is located, and this leads to time dilatation. Thus, in the case of two perfectly 
stable, accurate, and identical atomic clocks operating at different altitudes, the 
rate at which each generates ticks differs from the other. Velocity too leads to 
time dilation and, thus, the tick rate of two perfect, identical atomic clocks that 
are subjected to the same gravitational potential but travelling at velocities of 
different magnitudes also differ. Atomic clocks, however, are not perfect. Their 
stability and accuracy vary. As such, the primary atomic-based time standard 
International Atomic Time (TAI) is formulated using approximately 300 com
mercial atomic clocks located throughout the world. The signals generated by 
these clocks are combined in a weighted average to produce the best stability of 
frequency. This frequency is then steered to an ensemble of a small number of 
laboratory caesium clocks that have the best accuracy. This approach allows for 
a fractional frequency offset from the definition of the second as low as 10-16. 
Thus, the TAI time standard is optimised to best realise the SI second. From 
this discussion one may observe that the actual time is a human artifact.

The Earth’s rate of rotation about its axis is not constant and, therefore, does 
not represent a quality time reference. The timescale produced using the Earth as 
a reference is termed Universal Time (UT) and is equivalent to Greenwich Mean 
Time (GMT). It would be unreasonable to expect people to function around the 
TAI timescale solely, and, thus, UTC combines both scales through the use of leap
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seconds. By definition, a leap second, associated with the Earth’s non-uniform 
rate of rotation, may be appended at the end of any month as recorded by TA1. 
The determination of required leap seconds is made by the International Earth 
Rotation Service (IERS) via data collected from numerous observatories.

2.3.2 Global Navigation Satellite System

UTC is concerned with the production of a precise global time-scale and leaves 
the distribution of this scale to other systems. One system that distributes high 
precision time very well is the NAVSTAR Global Positioning System (GPS). GPS 
distributes both GPS time and UTC time. GPS time differs from UTC by an 
integer number of seconds. In 1980, when the GPS system began recording 
time, GPS time began to diverge from UTC time due to the systems inability 
to accommodate leap seconds. The GPS specifications dictate that it is kept 
to within a microsecond of UTC time although in reality it is kept within the 
nanosecond range minus the additional leap seconds which have been removed 
from TAI time to form UTC time since 1980.

The Global Positioning System itself consists of an array of satellites that span 
the globe at an altitude of approximately 20,200 Km. Each satellite contains four 
atomic clocks (see section 2.3.1), all of which are synchronised to each to form the 
GPS time-scale. The satellites are controlled by a Master Control Station (MCS) 
located in Colorado, U.S.A. The MCS, with the aid of a number of monitor 
stations strategically located around the globe, continuously monitor the position 
of each satellite along with the timing signals produced by each satellite. Any 
time or position related corrections are uploaded to each satellite by the MCS.

The GPS system is strictly a ranging system. Within a ranging system, a 
receiver of a signal determines its position relative to a transmitter of the signal by 
calculating the propagation time of the signal. In the GPS system, each satellite 
periodically broadcasts its own specific signal, and receivers use the propagation 
time of this signal, as governed by the speed of light, to determine their distance 
from a satellite. This process is referred to as three-dimensional tnlateration and 
is illustrated in fig. 2.5.

A signal originating from a single satellite allows a recipient to construct

27



2. Computer Clocks and Time Synchronisation

X-Y Plain Z-Y Plain

C c Signal Range

(Possible Redever Locations)

Figure 2.5: Trilateration

an imaginary sphere centred at that satellite. The recipient’s location lies at a 
particular point on the surface of this sphere. With two signals originating from 
two separate satellites, the recipient can construct two imaginary spheres that 
intersect. The points of intersection of these spheres form a circle upon which the 
recipient is located. In order to determine its position in three-dimensional space, 
a third satellite is required. With a third signal the recipient can construct three 
spheres that intersect at two distinct points representing two possible locations. 
Signals obtained from three satellites will usually suffice, since one of these points 
will typically not lie on the Earths surface. The recipient uses the positional 
and orbital data (Ephemeris) superimposed on each satellites timing-signal to 
determine its position relative to the Earth.

This positional data, however, will only be accurate if the receiver is also 
synchronised to GPS time. Unlike GPS satellites, which employ atomic clocks, 
GPS receivers generally employ inexpensive quartz crystal clocks and, therefore,
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will typically lack the relative accuracy. In this case, a fourth satellite can be 
used by the receiver to determine its time error. This is achieved by calculating 
the correction required to make the four respective spheres intersect at a single 
point. Thus, this eliminates the need for receivers to employ expensive atomic 
clocks.

2.4 Time Synchronisation

It is clear now that a system clock that relies on a crystal based oscillator as its 
frequency standard inevitably accumulates time error with respect to an official 
time standard such as UTC. This is also the case with atomic clocks that are 
synchronised to a UTC timescale, yet the rate at which an atomic clock accu
mulates error is orders of magnitude lower. The rate at which a clock driven 
by a crystal based oscillator accumulates error can be alleviated, to a certain 
extent, by employing expensive variants of crystal based oscillators. To improve 
further on this, and where a view of the sky is available, systems can employ 
a GPS receiver. An ideal solution just short of employing an atomic clock is a 
combination of both, that is, a GPS receiver used in conjunction with an oven 
controlled crystal oscillator. Such an infrastructure is relatively expensive but 
is widely deployed in time critical systems such as electric power systems and 
telecommunications systems. Nonetheless, there is a requirement for techniques 
that ensure that standard system clocks driven by inexpensive crystal based os
cillators adhere to UTC time. A number of synchronisation techniques fulfil this 
role, though they can be subject to various sources of error. These techniques are 
described in the following sections.

2.4.1 Sources of Synchronisation Error

If two computing systems, hereafter referred to as node A and node B, connected 
via a communication link wish to synchronise their clocks, then they must ex
change some information regarding the state of their clocks. Thus, node A might 
transmit a message containing a timestamp to node B. Node B can then set its 
clock to the value of that timestamp. This scenario is illustrated in fig. 2.6. Here,
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node A is referred to as the reference and node B is termed the host. This repre
sents one of the most basic synchronisation techniques and is prone to multiple 
sources of synchronisation error.

Host Reference

Time Message 

Time

--

> r

© ©

Figure 2.6: Uni-directional synchronisation

Firstly, node B  does not accommodate for the time it takes the message to 
traverse the entire communication link between A and itself. This time is termed 
the traversal time. Thus, if node B  sets its clock to the value received in the 
message, it will have a time error equivalent to the traversal time of the message. 
Node B  could accommodate for the traversal time if it was known but, in most 
cases, it is non-deterministic. This is due to sources of non-deterministic latencies 
that exist along the communication path. They are categorised by Kopetz and 
Ochsenreiter [22] as the send time, access time, propagation time and receive time 
and are illustrated in fig. 2.7.

• The send time represents the time interval between the recording of a times
tamp by a transmitter’s synchronisation application and the delivery of a 
message, containing that timestamp, to the network interface for trans
mission. The time taken to construct the message is influenced by the 
underlying system. For instance, in a general purpose computing system, 
the process that constructs the message is subject to a scheduling algorithm
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Figure 2.7: Components of message latency

which can block it numerous times during its operation. Furthermore, ad
ditional delays can be incurred due to system call overheads.

• The access time represents the delay incurred by the network interface 
while waiting to gain access to the communication medium. This is dic
tated by the Medium Access Control (MAC) protocol in use. For instance, 
the traditional wired Ethernet (CSMA-CD) and wireless Ethernet 802.11 
(CSM A/CA) protocols use contention based approaches, meaning a node 
may not begin transmission until the channel is clear, thus, high traffic 
loads can lead to large access delays. While most wired Ethernet networks 
are switched and full duplex, thus, eliminating such contention, 802.11 net
works are not and, therefore, contribute greatly to this problem (This topic 
is dealt with in detail in chapter 6).

• The propagation time represents the time taken for a message to traverse the 
communication link between two nodes. In a single hop network, where the 
sender and receiver are connected directly by the same physical medium,
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the propagation time is dictated by the speed of light and, therefore, is 
deterministic if the distance between them is known. If, however, the sender 
and receiver are connected via multiple network nodes, this time is lion- 
deterministic, since the message is subjected to multiple queue and access 
delays at each intermediate node.

• The receive time represents the time taken for the receiver’s network in
terface to receive the message from the communication medium, decode it, 
and notify the host application that it has arrived.

While all of these components may be non-deterministic, much of this non
determinism can be eliminated by time stamping message transmission and recep
tion events at lower levels in the communication hierarchy. If this is not possible, 
then an appropriate synchronisation technique should be employed to alleviate 
the negative effects of these delays.

2.4.2 Synchronisation Techniques

In general, one of three core synchronisation techniques/approaches are used to 
synchronise the clocks of distributed nodes to a common time reference. These 
techniques are detailed in [23, 24]. The simplistic synchronisation technique de
tailed in the previous section is referred to as uni-directional synchronisation by 
Romer et al. [23]. This technique is generally not effective at meeting the ac
curacy requirements of many time-sensitive applications, unless associated time 
messages are time stamped at lower layers in the communication stack. In fact, 
this technique is only appropriate if the accuracy requirements of the host are 
coarser than the maximum message latency between the host and reference.

A second more effective synchronisation technique is round-trip synchronisa
tion [23], which is illustrated in fig. 2.8. Here, node B , the host, initiates the 
communication exchange by transmitting a request message to node A , the ref
erence node. Node B  records the transmission time, Tj, of this request message. 
The message traverses the link and arrives at A at which point A records the 
reception time, Ti+i, of the message. Node A then constructs a response message 
which it transmits back to B. This process requires that A records the transmis
sion time of the response message, Ti+2, and places the timestamps Ti+i and Ti+2
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Figure 2.8: Round-trip synchronisation

into this message. Node B  subsequently receives the response message, records 
its reception time, Ti+3, and uses the four acquired timestamps to determine the 
round-trip delay (6) of the message. By eliminating the processing time at A and 
subtracting the down-link delay from the up-link delay, an approximation for B 's 
time error relative to A can be determined. This error represents the phase offset 
(0) between A and B  and is calculated using equation 2.11.

ó — (Ti+3 — Ti) — (Tl+2 — Tj+i) (2.10)

q _  (Ti+1 — Tt) +  (Ti+2 -  Tl+3) 
2

(2.11)

Round-trip synchronisation can, in certain circumstances, be an effective 
method for determining the traversal time of a message, thus, improving the 
estimate of a host’s offset from its reference. Nevertheless, it makes one core 
assumption that turns out to be generally untrue in real world scenarios, that 
is, the latency of a request message is equal to the latency of the correspond
ing response message. The issue with this assumption is illustrated in fig. 2.9. 
In the scenario depicted in fig. 2.9, the latency of the response message exceeds
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Figure 2.9: Asymmetric delay

that of the request message by a magnitude denoted by A. If the nodes are in 
fact synchronised, then this time difference results in an estimated offset error 
of — A /2 . Thus, although this technique outperforms uni-directional synchro
nisation, it is also subject to the negative effects of non-deterministic message 
latencies, although to a lesser extent.

A third type of synchronisation technique referred to as reference broadcast 
synchronisation [23] takes a very different approach to the aforementioned tech
niques. This technique takes advantage of the broadcast nature of certain com
munication links in an effort to eliminate the sources of non-deterministic message 
latencies at a transmitter/sender, namely the send time and access time.

The operation of this technique is illustrated in fig. 2.10. Here it is assumed 
that all nodes involved in the synchronisation operation are connected via a com
munication link that permits message broadcasts. A special node termed a Refer
ence Broadcast Node (RBN) initiates the synchronisation process by broadcasting
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Figure 2.10: Reference broadcast synchronisation

a beacon message. The contents of the beacon message are not important. How
ever, it is essential that all nodes involved in the synchronisation process can 
detect it. Nodes A  and B receive the message at times Tt and Ti+i respectively. 
Subsequently, nodes A and B  exchange their reception times. A comparison of 
the reception times allows each node to determine its offset from the other and, 
thus, provides a means to transform the timescale of one node into that of the 
other.

It must be noted that, while the send time and access time are eliminated, 
the reception time, and to a lesser extent, the propagation time are still present. 
Thus, they present possible sources of synchronisation error. Since the beacon 
message is broadcast, the magnitude of the propagation delay will be proportional 
to the difference in distance between node A and node B relative to node RB. In 
reality, non-deterministic delays associated with the send time and access time 
dominate so reference broadcast synchronisation can be relatively effective in 
particular scenarios.
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2.4.3 Clock Skew and Drift

The synchronisation techniques detailed in the previous section provide a means 
for a host node to determine its phase offset from a reference node. If both nodes 
employ extremely accurate and stable oscillators, then it is sufficient to perform 
the synchronisation process only once. In reality, however, clocks will have a 
frequency error that may change over time necessitating multiple synchronisation 
rounds.

A frequency error that exists between a host and a reference results in clock 
skew (X). Clock skew is defined as the rate of change of a host’s time with 
respect to a reference’s time. A host may determine its clock skew relative to a 
reference by performing two synchronisation rounds. The skew is then calculated 
as the difference between the two estimated offset values (&i,Oi+i) divided by the 
synchronisation interval (r )  (see equation 2.12). The synchronisation interval, r, 
represents the time interval between two consecutive synchronisation rounds.

\i =  6l ~ 6l+1 (2.12)
T

While two synchronisation rounds is the minimum required to determine a 
host’s skew, the accuracy of the estimated skew value depends on a number of 
factors. These include the time interval between synchronisation rounds and the 
magnitude of time error that is caused by non-deterministic message latencies. 
If the time interval between synchronisation rounds is too short, then message 
latency related errors typically dominate. If it is too long, then the stability of a 
clock becomes a factor, since the clock’s frequency offset may change within the 
interval and contribute to a greater proportion of the time error.

The quality of a skew estimate can be improved by analysing multiple offset 
estimates using a technique termed least squares linear regression [25]. Linear 
regression provides a means to postulate a linear relationship between a host's 
time and reference’s time. This relationship can be expressed using equation 2.13 
and is illustrated in fig. 2.11.

Tr =  0 +  A Th (2.13)
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Figure 2.11: Linear regression

In equation 2.13 Tr denotes the time at the reference node and Th denotes the 
time at the host node. The benefit of using linear regression with multiple data 
points is that it is more resistant to erroneous offset estimates. Consequently, the 
calculated skew value is generally more accurate.

The second derivative of a node’s time with respect to a reference’s time is 
referred to as clock drift ((f)). Clock drift is the direct result of oscillator instability 
and represents the rate of change of a host’s skew with respect to a reference’s 
time. Clock drift can be determined with two or more skew estimates as shown 
in equation 2.14.

4>i =  A; = A-+1 (2-14)
T

As detailed in section 2.2.2, oscillator frequency variations are the result of 
crystal aging, oscillator circuitry noise, and numerous environmental factors such 
as temperature changes. Thus, with respect to synchronisation, an accurate value 
for a host’s clock drift at a particular point in time can be difficult to determine. 
Consequently, most synchronisation algorithms operate on the assumption that 
clock drift remains constant between synchronisation rounds. Thus, by frequently
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updating the clock skew, the negative effects of clock drift can be indirectly 
alleviated. With an estimate of its clock’s skew and knowledge of the maximum 
permitted time error, emax, a host can bound the synchronisation interval as 
expressed in equation 2.15.

T < ^max (2.15)

2.4.4 Summary

This chapter has presented the reader with an overview of the operation of a 
general purpose clock and explained why it accumulates time error and how it 
can be disciplined. The core component of a clock is its oscillator. The element 
that drives an oscillator is termed its frequency standard and typically consists of 
a quartz crystal that operates under a physical phenomenon referred to as piezo
electricity. Crystals are employed because of their low-cost and relative stability. 
Stability and accuracy represent two important characteristics of an oscillator 
and dictate its quality. A stable and accurate oscillator accumulates time error 
at a lower rate with respect to true time than an unstable and inaccurate os
cillator. True time in this context is the time-scale recorded by a perfect clock. 
Since perfect clocks do not exist, this time-scale is theoretical. With respect to 
the formal definition of the second, the globally accepted representation of true 
time is UTC time. The UTC time-scale is tracked using a global array of atomic 
clocks and the GNSS system provides a means to distribute this time-scale.

For critical infrastructures, such as power systems and telecommunications 
systems, a combination of a GNSS receiver and oven controlled crystal oscillator 
may be employed. Such an approach can be infeasible and impractical in many 
situations. Thus, software synchronisation techniques are typically employed. To 
synchronise the clocks of two computing systems connected via a communication 
link, one of three techniques is generally used: uni-directional synchronisation, 
round-trip synchronisation, or reference-broadcast synchronisation. These tech
niques allow one to determine the phase offset between the two clocks. Due to 
the effects of clock skew and clock drift, which are the direct result of inaccu
rate and unstable oscillators, continuous synchronisation rounds are required to
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ensure constant synchronisation.
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Part II

Time Synchronisation in Wireless 
Sensor Networks
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Chapter 3

Synchronisation Techniques for 
Wireless Sensor Networks

Chapter 2 of part I focused on the details of a generic system clock, in partic
ular, its operation and its core component, the quartz crystal oscillator. The 
motivation for time synchronising the system clock of a computing system was 
highlighted and several generic time synchronisation techniques were outlined. 
This chapter elaborates on the aforementioned time synchronisation techniques 
by focusing on distinguished synchronisation techniques and protocols employed 
within the domain of Wireless Sensor Networks ( WSNs). The operation of these 
techniques and protocols are presented in detail and followed by a comparative 
analysis. The chapter concludes with a discussion that highlights the need for 
an energy efficient, responsive time synchronisation protocol that can operate in 
dynamic environments.

3.1 Introduction

Time synchronisation plays a critical role within real-time distributed systems. 
While this has always been the case, the continuous development of more ad
vanced and diverse systems places an ever-increasing demand on time synchro
nisation facilities in terms of reliability, accuracy, and efficiency. Furthermore, 
security requirements may place additional demands on these facilities. Many
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systems require that synchronisation facilities provide, or employ, an authentica
tion system to ensure that time information is delivered across a communication 
link with integrity and from a recognised source.

Advances in integrated circuit design and fabrication techniques have given 
rise to the development of miniature computing devices which, with respect to 
their size, have relatively sophisticated capabilities, such as environmental sensing 
and radio communication. These devices are generally referred to as Microelec- 
tromechanical systems (MEMS). This technology in turn has spawned a new area 
in distributed data collection termed Wireless Sensor Networks (WSN). While 
wireless sensor networks are nothing more than a number of dispersed miniature 
sensing devices connected via a wireless communication protocol, their applica
tions are endless.

The individual nodes of a WSN are composed of four fundamental compo
nents. These components deal with data sensing/input, data communication, 
data processing and energy supply. Data input is provided by means of sensors 
that measure physical phenomena and convert the corresponding analogue sig
nals (via an ADC) into their digital representation. Such physical phenomena 
include temperature, light intensity, pressure, humidity, magnetism, sound and 
many others.

Naturally, the collection of raw sensory data is an important facet but is 
usually inadequate if not combined with other sources of temporally or spatially 
related data. Data collected from multiple sources is typically collated, processed, 
and analysed by some central computing system in order to fulfil the goal of the 
application. Hence, it is necessary that nodes communicate with each other so 
that data can be collected and/or disseminated. A transceiver fulfils this role and 
is a critical component in such networks.

In the context of data processing, it can be beneficial to delegate some of 
the less intensive pre-processing tasks to the nodes themselves. This can signifi
cantly reduce the communication overhead of WSN applications. To do this, it 
is required that the nodes possess a relatively powerful microcontroller with a 
reasonable quantity of short term memory. The use of a microcontroller permits 
such pre-processing tasks as data validation, data filtration, and data collation, 
all of which can reduce the size of messages and the number of message exchanges.
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Finally, in relation to energy, to power the aforementioned modules, a typical 
WSN node will contain a battery. Needless to say, this energy source is limited 
and, therefore, an important constraint in WSNs is low power consumption. Such 
a constraint dictates that the hardware and software components that comprise a 
WSN node are designed accordingly. Some WSNs may be deployed in inaccessible 
or hostile environments meaning that the length of their lives is dictated by their 
nodes’ battery lives.

While a single WSN node is useful in its own right, the full potential of 
these miniature computing devices is revealed when a large number of them are 
networked together to form a distributed system, the applications of which are 
numerous. More often than not, the data collected for such applications must 
have temporal meta-data associated with it and, thus, a time synchronisation 
protocol of some sort must be employed.

When a time synchronisation protocol is required by a WSN application, 
its absence, or malfunction, either severely degrades the performance of the ap
plication or hinders its value completely. This is evident in the case of a simple 
structural health monitoring (SHM) application whereby static nodes record some 
physical phenomena such as structural vibration. Knowledge of the rate of vi
bration at one particular location would not suffice to determine the integrity of 
the structure as a whole. Instead, measurements collected from a large sub-set or 
possibly the entire structure at a single point in time would be required. Conse
quently, the collected data would need to be time-stamped by time synchronised 
nodes.

Time synchronisation services play an important role in many high level WSN 
applications, particularly those concerned with monitoring such as the environ
mental, structural, and habitat applications described by Cao et al. [26], Paek 
et al. [27] and Cerpa et al. [28] respectively. Their use, however, is not limited to 
the simple task of time-stamping data. Lower level applications, such as MAC 
scheduling applications and localisation applications, necessitate a common no
tion of time among WSN nodes and sometimes to a greater degree than higher 
level applications.

WSN Localisation techniques, such as the one described by Girod and Estrin 
[29], allow nodes to determine their location in space relative to each other or some
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fixed point. Spatially enhanced data is particularly important when a WSN is 
comprised of mobile nodes or when the initial location of static nodes is unknown 
due to the deployment procedure employed. One such localisation technique 
referred to as Time Of Flight (TOF) ranging has a receiver node determine the 
relative position of a sender node by calculating the propagation time of a signal 
transmitted by the sender. Such a technique requires tight time synchronisation 
between the sender and receiver. The achieved synchronisation accuracy is highly 
influenced by the signal propagation speed. RF signals propagate through air at 
a much greater speed than acoustic signals and, thus, their use necessitates more 
precise synchronisation. As the synchronisation accuracy degrades so too does 
the node’s estimate of its location, thus, degrading the performance of the WSN 
application.

MAC scheduling protocols, such as DMAC [30] and TRAMA [31], are an
other category of applications that necessitate time synchronisation among nodes. 
MAC scheduling techniques form a very important element of WSN networks. 
This is largely due to the energy constraints imposed on applications by battery- 
powered nodes. Wireless communication is an energy-intensive process, and, 
thus, MAC techniques used in conventional wireless networks, such as 802.11, 
are not especially suited to this domain. 802.11 CSMA techniques require that 
nodes remain in a state termed busy listening whereby they continuously listen to 
the wireless medium for incoming messages. Unfortunately, busy listening uses 
a substantial amount of energy that could otherwise be used more productively 
by battery-powered devices. Scheduling protocols, such as DMAC and TRAMA, 
remedy this issue by forcing nodes to enter sleep and wake states at regular in
tervals. This reduces, or eliminates, the time a node spends in the busy listening 
state. Such scheduling protocols may require time synchronisation accuracies in 
the order of milliseconds so that nodes can coordinate message exchanges among 
each other.

3.2 Static W SN Time Synchronisation

In the context of this work, time synchronisation protocols are classified into 
two categories: static synchronisation protocols and dynamic synchronisation
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protocols. The distinction between each type is based on whether a particular 
synchronisation protocol possesses the ability to re-configure its transmission rate 
post-deployment. A static synchronisation protocol will not possess this function
ality, whereas the latter will.

Time Message

X

A

TA(rM), TR(i+l) TAi, TRi
________________ J

(0, A) Calculator

Global Time

}
WSN Application

Figure 3.1: Static synchronisation

The structure of a static synchronisation protocol is depicted in fig. 3.1. Typ
ically, a node, A, that wishes to synchronise with a reference node, R, does so 
by obtaining a reference point via a two-way message exchange (round-trip syn
chronisation) or a single broadcast (uni-directional synchronisation). Node A 
then uses this information to determine its phase offset, 6. A reference point 
consists of a local and reference timestamp pair, (7 ^ ,7 ^ ), whereby each times
tamp relates to the same instant in real time. The phase offset between node A 
and, its reference, R at a particular point in time is the difference between the 
corresponding local and reference timestamps (see equation 3.1).

Oi =  TA i- T m (3.1)

As explained in section 2.2.1, a quartz crystal oscillator typically has a fre

45



3. Time Synchronisation in Wireless Sensor Networks

quency which differs from its nominal/stated frequency. Consequently, the phase 
offset between any two nodes in a WSN will change over time. Thus, in order 
for node A  to keep its timescale within a specific threshold of node R's, it must 
continuously obtain time messages from R. It is clear that in certain scenarios, 
for instance, when the accuracy requirements of a WSN application are quite 
stringent, the communication overhead between nodes can become unacceptably 
high. For this reason, a static synchronisation protocol may employ multiple 
reference points in conjunction with regression analysis to determine a node’s 
frequency error relative to its reference. This frequency error, which is detailed 
in section 2.4.3, is referred to as clock skew (A). If node A  is aware of its clock 
skew it can use this information to correct its timescale and, thus, no further time 
messages are required from node R.

The key feature that distinguishes a static synchronisation protocol from a 
dynamic one is its static transmission interval, denoted r. The value of this 
transmission interval is an important factor when a WSN is deployed in an envi
ronment that subjects nodes to varying ambient conditions, such as temperature 
or pressure fluctuations. The reason for this, as detailed in section 2.2.2, is that 
such conditions can alter the oscillation frequency of a quartz crystal oscillator. 
This change in frequency, referred to as clock drift (<p) in this text, can produce 
undesirable time errors if a node does not receive time messages at an adequate 
rate. Thus, an accuracy-energy trade off must be reached. A suitable transmis
sion interval must be chosen so that a WSN’s accuracy requirements are met with 
the least amount of energy consumption. Such a task is typically carried out via 
an empirical analysis of the environment, but this procedure can be time consum
ing, and it may not produce an optimal value, particularly if the environment is 
volatile.

3.3 Static Time Synchronisation Protocols

Having described the fundamentals of a generic static time synchronisation pro
tocol, the following sub-sections outline some noteworthy examples.
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3.3.1 Reference Broadcast Synchronisation

Reference Broadcast Synchronisation (RBS), by Elson et al. [11], employs the 
reference broadcast synchronisation technique described in section 2.4.2 to time 
synchronises a cluster of nodes, each of which shares a direct communication link 
with every other. Within a cluster, a particular node is elected the beacon node 
and, consequently, allocated the task of broadcasting a beacon message at regular 
intervals. The reception time of each beacon message is recorded by all nodes 
within the cluster. These nodes subsequently exchange their reception times
tamps, thus, enabling them to determine the relationship between each other’s 
time-scales. Thereafter, each node can construct a relative time-scale for every 
other node within the cluster, thus, permitting them to transform their time-scale 
into that of another.

Cluster 1

Timestamp Exchange

Beacon Broadcast

A

Cluster 2

o
Figure 3.2: RBS operation

Since RBS is only concerned with the reception time of messages, it elimi
nates the two major sources of synchronisation error that other synchronisation 
techniques are more susceptible too, namely the send time and the access time.
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Consequently, the two remaining sources of error, the propagation time and re
ceive time of a beacon message, are the only issues RBS must contend with. The 
propagation time of a message is dictated solely by the speed of light and, in 
most scenarios, the associated errors are negligible, provided nanosecond preci
sion is not required. Thus, the leading source of error is the receive time or, more 
specifically, non-deterministic delays associated wit h the receive time of a beacon 
message. Naturally, the magnitude of this delay is dependent on the layer in the 
communication hierarchy that a beacon reception event is time-stamped.

Studies to characterise the receive error at nodes that employ physical layer 
time-stamping reveal errors with a Gaussian distribution and a mean of zero. 
These results suggest that the accuracy achieved by a basic form of RBS can be 
improved further by forcing nodes to average multiple offset estimations in order 
to improve the estimate. RBS does this and, in addition, explicitly deals with 
clock skew by employing linear regression.

To extend RBS to operate in a multi-hop network comprised of nodes that do 
not all share a direct communication link with one another, nodes are organised 
into mutiple clusters, each of which contains one or more nodes that also belong 
to one or more neighbouring clusters (see fig. 3.2). Thus, these nodes act as 
gateways that translate time-scales between clusters. Studies performed on multi
hop networks of this type reveal that the synchronisation errors introduced at each 
hop are independent, and the total path error is equal to the sum of independent 
Gaussian variables (<7 \/fV).

3.3.2 Timing-sync Protocol for Sensor Networks

The Timing-sync Protocol for Sensor Networks ( TPSN), by Ganeriwal et al. [12], 
organises a network into a tree hierarchy, the root of which acts as the source of 
time. Nodes at higher levels in this tree synchronise with nodes at lower levels 
using the round-trip synchronisation technique.

Construction of the tree hierarchy is termed the Level Discovery phase (see 
fig. 3.3). This phase is initiated by the root, a node that has been chosen ex
plicitly because of its enhanced capabilities or by some automatic election pro
cess. The root assigns itself a level of zero in the hierarchy and then constructs
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Figure 3.3: TSPN operation

a leveLdiscovery packet which contains its identity and level. It subsequently 
broadcasts this packet. Recepients use this packet to determine their level and 
then broadcast their own leveLdiscovery packets. Ultimately, this results in the 
construction of a synchronisation hierarchy. In order to accommodate special 
cases, such as when a node fails to determine its level due to packet collisions 
or when a new node joins a network after the level discovery phase, a node 
may transmit a leveLrequest packet which in turn initiates the transmission of 
a leveLdiscovery packet by a recipient. The level discovery phase is ultimately 
followed by the Synchronisation Phase.

As illustrated in fig. 3.3, the synchronisation phase is initiated by the root 
when it broadcasts what is termed a timesync packet. The reception of this 
packet by a node at level 1  triggers a synchronisation round between that node 
and the root. The node transmits a synchronisation-pulse packet to the root 
and in turn the root responds with an acknowledgement packet. This procedure 
allows the node to collect the information required to determine its offset relative 
to the root and, thus, correct its clock. Synchronisation rounds at lower levels in 
the tree initiate synchronisation rounds at higher levels, since message exchanges 
are overheard at higher levels.
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Since TPSN uses round-trip synchronisation, it is vulnerable to all the sources 
of synchronisation error. To mitigate the negative effects of non-determinism 
associated with the send time, access time, and receive time of a message, TPSN 
employs MAC layer time-stamping. The use of MAC layer time-stamping is 
practical in WSNs since the architecture of a WSN node is more coupled than 
that of a traditional computing system and, thus, the generation of timestamps 
at this layer is a trivial task. In terms of clock skew, TPSN does not employ 
regression analysis but relies on re-synchronisation which can in certain scenarios 
result in significant communication overhead.

3.3.3 Tiny-Sync and Mini-Sync

Tiny-Sync and Mini-Sync (TS/MS), by Sichitiu and Veerarittiphan [32], attempts 
to minimise the complexity involved in synchronising a WSN in terms of com
munication, processing, and storage overheads. Synchronisation between a node 
and its reference is accomplished using a data collection technique and a line 
fitting technique that produce a bounded estimate for the clock offset and skew. 
TS/MS makes no assumptions about the presence of components that lead to 
non-deterministic message latencies and provides a pure mathematical technique 
to mitigate error.

Figure 3.4: TS/MS: data collection (left) and data pont (right)
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The data collection technique, illustrated in fig. 3.4, produces the three times
tamps Tj, Ti + 1  and Ti+2. The timestamp, Tn represents the transmission time 
of a request message sent by node A. Node R generates the timestamp 7)+ 1  on 
receipt of the request message and immediately replies with a response message. 
Node A  on receipt of the response message generates the timestamp Tl+2. These 
timestamps are used to produce a data point, (T;,T,+l,Ti+2), composed of the 
two constraints (Ti+1 , 7 )) and (7)+i, T,+2), as shown on the right of fig. 3.4. It is 
clear from fig. 3.4 that if the message latency between node A and R increases, 
then so too will the range of possible values that represent the true time at node 
A when node R records Ti+\.

Multiple message exchanges result in multiple data points which are used 
to bound the offset($) and skew(A) of node A within the ranges (Oar, Oar) and 
( A a r , X a r ) respectively. The upper and lower bounds for the offset and skew are 
calculated using those data points that minimise the bound ranges. They are 
illustrated in fig. 3.5. The final estimate of a node’s offset and skew is calculated 
as the line that best fits within the bounds. This line is estimated using equations
3.2 and 3.3.

Oa r  +  Oa r  Oa r  — Oa r

~  2 2

_ ^ A R  +  ̂ A R  ± ^ A R  —  ^ A R

~  2 2

(3.2)

(3.3)

The technique described so far represents the core mechanism employed by 
the two algorithms Tiny-sync and Mini-Sync. The distinction between Tiny-sync 
and Mini-Sync is based on the number of data points each one stores. Tiny-sync 
does not store more than two data points at a time and discards the two worst 
constraints after each data collection round (i.e. the constraints that maximise 
the bound ranges). While this is efficient, it does not guarantee optimal results. 
Mini-sync, on the other hand, remedies this by storing more data points and only 
eliminates those timestamps that do not satisfy a particular condition. Mini-sync, 
however, requires more storage and computations.

In relation to multi-hop synchronisation, the assumption is made that most 
WSNs are organised into tree hierarchies within which collected data is trans-
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Figure 3.5: TS/MS: bounding the offset and skew

ported back to a root node with all intermediate nodes fusing/combining the 
sensed data along the way. Given this structure, Sichitiu and Veerarittiphan 
[32] propose that if nodes only synchronise with nodes that combine data, then 
this leads to better accuracy than if every node attempted to synchronise with 
a unique clock. Thus, if a node, A, is responsible for combining data received 
from one or more nodes, then those nodes should synchronise with A as this 
should provide better synchronisation accuracy. While this technique might prove 
favourable in such a network topology, it might not prove so in less conventional 
topologies.
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3.3.4 Lightweight Time Synchronisation

The Lightweight Time Synchronisation (LTS) protocol, by van Greunen and 
Rabaey [33], attempts to keep a WSN time synchronised within a specified thresh
old using a minimum number of packet exchanges. Synchronisation between pairs 
of nodes is performed using round-trip synchronisation. Of course, this is nothing 
novel, but LTS focuses more on a network as a whole. It proposes two types of 
multi-hop synchronisation schemes, namely centralised multi-hop LTS and dis
tributed multi-hop LTS. These are illustrated in fig. 3.6.

Centralised Distributed

Figure 3.6:

Initiates
Synchronisation

LTS operation

In the centralised scheme the network is constructed into a synchronisation 
spanning tree within which the root/reference node initiates synchronisation 
rounds. Nodes at consecutive hops are synchronised in turn until the entire span
ning tree is synchronised. Since synchronised nodes initiate a message exchange, 
three messages as opposed to two are required, the third message being used 
to communicate the calculated offset back to the un-synchronised node. This is 
illustrated in fig. 3.7.
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Centralised Distributed

Figure 3.7: LTS operation

In view of the claim made by van Greunen and Rabaey [33] that the variance of 
the synchronisation error increases along each branch of the tree as a linear func
tion of the number of hops, LTS promotes the construction of a minimum depth 
spanning tree before each synchronisation round in order to maximise accuracy 
throughout the network. In relation to time error that stems from clock skew. 
LTS alleviates such error by simply re-synchronising nodes at an appropriate rate 
which is based on knowledge of the worst case clock skew, the depth of the tree, 
and the WSN accuracy requirement . It should be noted that the worst case clock 
skew of each node is obtained from a specification sheet and programmed into 
each node before the network is deployed. The reference node, which initiates 
synchronisation rounds, must subsequently acquire all of this information and 
calculate a suitable periodic/static re-synchronisation rate.

The distributed scheme, in contrast to the centralised scheme, moves the 
responsibility of synchronisation from the reference node to the individual nodes 
themselves. A node determines when it requires synchronisation by using the 
same parameters that the reference node uses in the centralised scheme. To
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accomplish synchronisation, a node sends a synchronisation request to its parent 
which in turn must synchronise itself. Thus, before a particular node can be 
synchronised, all nodes on the path from that node to the reference node must 
first be synchronised. An advantage of the distributed scheme is that not all 
nodes within the network must be synchronised when one particular node requires 
synchronisation. Thus, in certain scenarios, communication overhead can be 
significantly reduced.

3.3.5 Flooding Time Synchronisation Protocol

The Flooding Time Synchronisation Protocol (FTSP), by Maróti et al. [10], or
ganises a network into an ad-hoc synchronisation tree within which an elected 
root acts as the source of time. The synchronisation of nodes is performed using 
the uni-directional synchronisation technique detailed in section 2.4.2 and, thus, 
has senders distribute time to receivers.

The initial phase of FTSP involves the election of a root node which acts 
as the source of time for the network. The root election process is based on a 
simple algorithm whereby the node with the lowest assigned ID is elected the 
root. The election of the root is followed by synchronisation rounds which are 
initiated by the root and occur at periodic intervals denoted by r. The choice of 
r  is dictated by the accuracy requirements of a WSN application and the state 
of a WSN’s operating environment. If an environment subjects a node’s clock to 
drift (changing skew), then lower values of r  result in more accurate estimates 
for that node’s offset. This is true because the node receives time messages 
more frequently, and this allows it to update its estimate of its clock skew more 
regularly.

As illustrated in fig. 3.8, synchronisation messages contain 4 key fields: the 
timestamp field, the rootID field, the nodelD field, and the seqNum field. The 
timestamp field represents the sender’s notion of time at the point of transmission; 
the rootID field represents the address of the root as recognised by the sender; 
the nodelD field represents the address of the sender and the seqNum field holds 
a sequence number that is incremented solely by the root at the beginning of each 
synchronisation round.
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Figure 3.8: FTSP operation

A synchronisation round begins when the root broadcasts a synchronisation 
message. This message is received by all nodes within direct communication 
range of the root. The recipient nodes estimate their offset and skew and use 
these estimates to adjust their time-scale. They subsequently broadcast their own 
messages and place adjusted timestamps within the timestamp field. Thus, the 
root’s time-scale is effectively flooded through the network. In order to manage 
redundant messages and ensure only the most recent messages are utilised by 
nodes, FTSP dictates that a node can only utilise the contents of a time message 
if it contains a lower rootID value or higher seqNum. value than those received in 
the prior message. This mechanism, in addition to managing redundant messages, 
can also improve the synchronisation accuracy of those nodes located further away 
from the root. This is true because messages that arrive sooner encounter less 
delay en route through intermediate nodes and, therefore, more likely produce 
less error due to non-deterministic message latencies.

FTSP employs uni-directional synchronisation and, thus, is inherently sus
ceptible to time errors that result from the propagation time of messages. This,
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however, is shadowed by other larger delays that result from the MAC layer time 
stamping process. Traditional FTSP employs MAC layer time-stamping, which, 
although an improvement on application layer time-stamping, is still vulnerable 
to errors associated with non-deterministic message delays. To understand the 
source of these errors, the authors of FTSP analyse the tasks involved in commu
nicating a message in detail. This analysis focuses on the transfer of an specific 
point in a message through the software and hardware components of a wireless 
sensor node. The assumption is made that the message is transferred to the 
radio one piece (one or more bytes) at a time whereby the radio requests each 
piece from the micro-controller via an interrupt request. The following delays are 
identified:

• Interrupt handling time - The time interval between the instant a transceiver 
raises an interrupt and the instant a microcontroller handles the interrupt 
by recording the time. This is non-deterministic but may be completely 
eliminated using capture registers, as declared by Maróti et al. [10].

• Encoding time - The time interval between the instant a transceiver raises an 
interrupt indicating the reception of a piece of data from a microcontroller 
and the instant the data is encoded into electromagnetic waves. This time 
is deterministic.

• Decoding time - The time required to decode the electromagnetic waves into 
a piece of binary data and then raise an interrupt to notify a microcontroller. 
This is mostly deterministic, but signal fluctuations and bit synchronisa
tion errors can introduce jitter, that is, non-deterministic delays that are 
incurred when a receiver attempts to synchronise with a transmitter using 
the message preamble.

• Byte alignment time - This is a deterministic delay caused by differences in 
the byte alignment between a sender and receiver. This is applicable to re
ceivers that cannot capture the byte alignment of a message and, therefore, 
must rely on the radio stack to determine the bit offset of the message using 
the synchronisation bytes located in the SYNC header of the message. The 
message must then be shifted accordingly.
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This decomposition allows one to identify the greatest sources of error. These 
are identified by Maróti et al. [10] as the interrupt handling time and the encoding 
time. The FTSP method of reducing the errors associated with these processes 
entails the use of timestamps recorded at each byte boundary of a message. The 
assumption is made that a message is handed to a transceiver in a byte orientated 
fashion. The transceiver signals that it is ready to receive subsequent bytes via 
interrupt requests. Each interrupt request is handled by passing the next byte 
of the message to the transceiver and generating a timestamp. An FTSP sender 
records these timestamps and normalises them by taking an appropriate multiple 
of the nominal byte transmission time from each one, that is, the time it takes to 
transmit all bytes up to and including the byte associated with the timestamp. 
Thus, the transmission time is accounted for.

Transceiver
Interrupt Line Quartz Crystal

Non-deterministic 
interrupt delay

© ©

Ti Tl T2 T3 T4
Di 10 23 5 8

Figure 3.9: Interrupt delay

Interrupt delays vary and depend on the code being processed by the micro
controller when an interrupt is generated. Some code sections disable interrupts
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which increases this delay. FTSP deals with interrupt delays by using the mini
mum of the recorded timestamps. The minimum timestamp provides a basis to 
deduce the interrupt delay associated with all other timestamps, thus, allowing 
them to be corrected. Consequently, those errors associated with the interrupt 
handling time are eliminated with high probability. Fig. 3.9 illustrates this mech
anism. In fig. 3.9, the transceiver requests a byte from the microcontroller via 
an interrupt request at time T,. The request is processed after a delay of D, 
after which a timestamp is generated and a byte is returned to the transceiver. 
The value of D , depends on the characteristics of the code being processed by 
the microcontroller at that time and, thus, varies for each request. In the table 
in fig. 3.9, the timestamps for each byte associated with a four byte message are 
presented. Here the request for the third byte results in the lowest interrupt delay 
of 5 ticks and, thus, produces the most accurate timestamp, J3 . Naturally, the 
identification of the minimum timestamp is performed after all timestamps have 
been normalised, since the value of Dt is unknown.

On the receiver side, any error associated with the byte-alignment time is 
corrected for. Since this delay is deterministic, it is calculated directly using the 
transmission time and the bit offset.

Ultimately, FTSP mitigates most of the errors associated with message delays 
with the exception of propagation delay, since it uses the uni-directional approach 
described in section 2.4.2. However, in this scenario, propagation time contributes 
to a very small proportion of error (less than 1 [is for up to 300 meters). In 
contrast, the interrupt handling time can be as high as 30/rs.

In order to deal with clock skew, FTSP employs linear regression. Each node 
contains a regression table that holds the reference points related to the last 
N  valid messages received. A node’s skew value is updated each time a new, 
valid message is received. Subsequently, the oldest reference point contained in 
the regression table is shifted out and the new one, associated with the new 
message, is shifted in. The protocol also dictates that a node may only broadcast 
synchronisation messages when it has at least M  entries in its regression table. 
This rule ensures synchronisation stability throughout the network.
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3.3.6 Comparison

The protocols detailed in the previous sections all have a common goal, to time 
synchronise the resource limited computing systems found in WSNs. Each pro
tocol, however, focuses more on one aspect of the task than another. A summary 
of the characteristics of each of the aforementioned protocols is presented in ta
ble 3.1. While protocols like RBS focus more on achieving the highest precision 
between nodes, others like TS/MS sacrifice maximum precision for low com
munication and computation overhead. TPSN, FTSP and LTS concentrate on 
multi-hop synchronisation more so than RBS and TS/MS which merely suggest 
multi-hop extensions. Applicability to commodity hardware and systems software 
also varies. FTSP and TPSN utilise MAC layer time-stamping and, therefore, 
access lower layers in the communication hierarchy. This can limit their use to 
specific platforms. RBS, LTS and TS/MS do not cross layers and are, there
fore, completely platform independent. The technique used to synchronise a 
pair of nodes also varies. RBS, naturally, uses reference broadcast synchronisa
tion, whereas FTSP uses uni-directional synchronisation, and the remainder use 
round-trip synchronisation.

Given the diversity of these time synchronisation protocols it is very difficult 
to rank them out of context. One must first define the network that they will 
be deployed on, the WSN accuracy requirements, the scale of the WSN, the 
capabilities of each node, and the dynamics of the environment. Suffice to say 
that each protocol is suited to a particular scenario. Having said this, FTSP has 
become a popular choice and is currently provided as the default synchronisation 
protocol in the TinyOS distribution.

Referring to table 3.1. it is true that FTSP makes assumptions about the na
ture of the communication channel and requires MAC layer accessibility, yet given 
the nature of WSNs these are not unreasonable assumptions. An important fac
tor that separates FTSP from its rivals is its simplicity in terms of operation. Its 
simple root election policy allows it to dynamically re-configurc its synchronisa
tion topology in response to node failures. This makes it a more robust protocol 
in comparison to its rivals. This robustness proves favourable in WSNs where 
nodes may be inaccessible or expensive to maintain. In addition to this, FTSP
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RBS TPSN T S /M S LTS FTSP

Synchronisation Technique

Reference Broadcast X

Uni-directional X

Bi-directional X X X

Determined Clock Attributes

Offset X X X X X

Skew X X X

Multi-hop Synchronisation

All Nodes X X X

Sub-set of Nodes X X

Assumptions

Broadcast Network X X

MAC Access X X

Table 3.1: WSN Time Synchronisation Protocol Comparison

employs uni-directional synchronisation and broadcasts messages. This drasti
cally reduces the communication overhead required of other techniques. This 
does, however, result in minor errors, but these errors prove negligible in terms 
of the accuracy required by many WSN applications. Finally, since FTSP is pro
vided as the default time synchronisation protocol in the Tiny OS distribution, it 
seems logical to assume it has been tried and tested more frequently in the re
search community and, therefore, seems the more logical choice when faced with 
alternative options.

3.3.7 Parameter Configuration

In relation to the aforementioned synchronisation protocols, and given that they 
may be deployed in a variety of environments and employed by a variety of WSN 
applications, it is necessary before deployment to configure them appropriately.
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Any time-sensitive WSN application has a specific: accuracy requirement, and, 
generally, a WSN’s nodes have energy constraints. This fact highlights an im
portant configuration parameter, namely the transmission interval. Clearly a 
transmission interval that achieves the required accuracy efficiently is desired. If 
a protocol employs regression analysis to determine clock skew, then the number 
of data points used in the analysis affects its performance, thus, this highlights 
another important configuration parameter.

Choosing appropriate values for these parameters is not an trivial task, but 
Fujita et al. [34] propose a technique. It tackles the issue of determining synchro
nisation parameters that allow a time protocol to attain a particular accuracy in 
a particular environment most efficiently.

They first define a generic time protocol model that generalises a class of 
time synchronisation protocols, namely RBS, FTSP, and TPSN. This proposed 
model’s operation consists of two phases. The first of these is the Reference 
Point Creation phase in which a node, A, that requires synchronisation produces 
the reference points (TAl) TRi) with the aid of a reference node, R. Since the 
model is a general one, the details of the process used to produce these reference 
points (i.e. uni-directional, round-trip, reference broadcast) is not specified. The 
Reference Point Creation phase highlights the first protocol parameter that must 
be determined. It is termed the communication interval (Ic) by Fujita et al. [34] 
and represents the time interval between the creation of two reference points.

The second phase, referred to as the Clock Relation Inference phase, uses the 
set of reference points collect in the first phase to infer a relationship between 
node A's and node R's clocks. This relationship is assumed to be a linear one 
and is computed via linear regression. A clock relation model is calculated from 
the reference points contained within a time interval termed the synchronisation 
interval (Is). It is the continuous update of the clock relation model after each 
synchronisation interval that indirectly accounts for any clock drift. Is, thus, 
denotes the second protocol parameter that must be determined.

The identification of suitable values for Ic and Is in a particular operating 
environment is achieved by determining the total synchronisation error Es for 
various values of Ic and Is employed in that environment. The authors analyse 
the total error by identifying its composite elements, namely the reference point
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error Erp and the clock relation error Ed. Each of these errors is analysed 
individually. The reference point error represents the error that result from non- 
deterministic message delays during the reference point creation phase, that is, 
those delays described in section 2.4.1. The clock relation error represents the 
error that results from using an incorrect clock relation model, for example, a 
model that does not represent the true offset and/or skew of A s clock relative to 
R ’s clock. The addition of these errors produces the total error, Es = Erp +  Ed- 

The verification of their method is performed using time data eollected from 
a testbed over an appropriate interval. Plotting the standard deviation of the 
synchronisation errors against Is for various values of Ic reveals optimal values 
for Is and Ic that achieve specific levels of accuracy (see fig 3.11). Thus, the 
process of determining protocol parameters entails choosing a value for Ic that 
achieves the required accuracy and then choosing a value for Is, below some 
upper bound Is, that achieves this accuracy most efficiently, that is, with the 
least amount of data and, thus, storage and computations.
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Figure 3.11: Synchronisation error

3.4 Dynamic W SN Time Synchronisation

Static synchronisation protocols are primarily concerned with a node’s phase 
offset and clock skew. While determining the time offset between nodes found in 
traditional packet switched networks can be challenging, particularly when access 
to lower layers in the communication hierarchy is restricted, it is generally less 
of an issue in WSNs. The architecture of a WSN node is typically more coupled 
than that of a traditional computing system which means it is possible for higher 
layer software to interact directly with lower layer software. Thus, time stamping 
message reception and transmission events at lower layers in the communication 
hierarchy can be a simple task. In fact many modern microcontrollers employed in 
WSN nodes come equipped with capture registers that permit physical layer time 
stamping (see fig. 3.12). A capture register can be used to record the value of a 
timer when signalled to do so. In a typical case, a capture register is connected to 
the start of frame delimiter (SFD) interrupt line of a transceiver. The transceiver, 
once it has completed the transmission of the SFD field of a message, generates 
a signal that initiates the capture of the timer.

If a WSN’s nodes possess capture registers, then errors associated with the 
send and access times of a message can be eliminated. The remaining sources of
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Figure 3.12: Capture register operation

error are delays associated with the propagation of the message and jitter at the 
receiver. These delays are generally quite small and, therefore, accuracies in the 
order of a microsecond can be achieved.

The next issue is clock skew. There are two methods that can be used to allevi
ate the effects of clock skew and, depending on the scenario, one will be favoured 
over the other. The simplest of these methods is periodic re-synchronisation. 
If the accuracy requirement of the WSN is not stringent, then such a method 
is justified since it will not result in significant communication overhead. The 
second method involves estimating clock skew using linear regression. This is 
preferred when the accuracy requirements are so harsh that the frequency of 
re-synchronisation would result in severe communication overhead. Thus, the 
extra computation and memory overhead required to employ linear regression is 
justified.

In either case, a suitable transmission interval must be chosen so that ac
curacy requirements are met and energy constraints adhered to. In a relatively 
stable environment within which variations in ambient conditions are negligible 
and, thus, have little effect on clock frequency, the transmission interval can be 
deduced using knowledge (if it exists) of the worst case relative clock skew be
tween the nodes in the network. This, however, does not work well when the 
environment presents varying conditions. As outlined in section 2.4.3, tempera
ture fluctuations can lead to clock drift which makes the task of determining an 
appropriate transmission interval more challenging.

In such cases, a suitable transmission interval might be determined via an
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empirical analysis of the environment in combination with a technique like that 
suggested by Fujita et al. [34] (see section 3.3.7). However, this approach can 
be time consuming and may produce a sub-optimal result in highly dynamic 
environments. This issue promotes the employment of a mechanism that actively 
monitors the condition of nodes’ clocks and alters their transmission interval in 
response to variations in clock frequency. The work in this thesis presents such a 
mechanism.

Figure 3.13: Dynamic synchronisation

Fig 3.13 illustrates how such a mechanism might work. In the example il
lustrated in fig 3.13, a WSN application’s accuracy requirement is represented 
by an error bound, [—e, e]. The phase offset (6) of every WSN node must be 
kept within this bound. A node, A, that synchronises with a reference node, R, 
does so by obtaining a reference point and uses this information to determine 
its phase offset. If A and R  are capable of physical layer time stamping, then 
two reference points allow A  to produce a reasonably accurate value for its clock 
skew (A) relative to R. With three reference points A can estimate its clock drift 
(4>) relative to R. Knowledge of A ’s clock drift and the application error bound
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can be used to estimate the future point in time that A 's clock offset will exceed 
the error bound. To avoid exceeding the error bound, node A must receive a 
new time message from R before the aforementioned point in time so that it can 
update its estimate of its skew. Thus, the ideal time between message receptions, 
that is, the transmission interval (r) of the reference node, is determined and the 
reference node is notified of this interval via a notification message.

This technique provides one approach that can be used to automatically de
termine an appropriate transmission interval in real-time. However, any approach 
that accomplishes the same goal is, in this text, classified as a dynamic synchro
nisation protocol.

3.5 Dynamic Time Synchronisation Protocols

The previous section detailed the fundamental concept of a dynamic time syn
chronisation protocol. The following subsections detail the design and operation 
of two WSN time synchronisation protocols that can be classified as dynamic.

3.5.1 Rate Adaptive Time Synchronisation

Rate Adaptive Time Synchronisation (RATS), by Ganeriwal et al. [14], uses a 
feedback control loop to determine an optimal transmission interval (S) to keep 
two nodes synchronised within an application defined error bound (Emax) (see 
fig. 3.14). A sample repository stores a past window of samples (T^, Tm) cor
responding to the transmission time and reception time of a message from a 
reference node, R. to a host node, A. From this repository of samples, a linear 
clock model is formulated and used to estimate the time at node A, denoted Taé- 
This time estimate is used to produce a prediction error/offset estimate (5) by 
means of a confidence interval.

The employed confidence intervals imply that the errors produced by the linear 
clock model have a normal distribution. This of course is an incorrect assumption 
since physical phenomena, such as heat, influence the behaviour of a clock. To 
account for this bias, the confidence bands are altered using a scaling factor (A). 
The scaling factor is used to produce the final prediction error (Ep =  A 6).
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Figure 3.14: RATS operation

In order to determine the final transmission interval (S), the prediction error 
(Ep) is compared to the application error bound (Emax), and the transmission 
interval is multiplicatively decreased if the prediction error is greater and multi- 
plicatively increased if the prediction error is smaller.

An important feature of RATS is its estimation of an optimal repository win
dow size (IT) for a given transmission interval (S), similar to that detailed in 
section 3.3.7. Through empirical analysis of data collected from sensors in differ
ent environments, it is observed that for a particular environment and sampling 
period there exists an optimal window size (IT) that reduces the prediction error 
(Ep) (see fig 3.15). It is also observed that the Time Window (T), which is equal 
to the product of a given transmission interval (S ) and its optimal window size 
(IT), remains relatively constant for different transmission intervals and depends 
only on the environment. Of course because the clock is modelled using a linear 
relationship, at least 2 data points are required, thus, S can never be greater
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Figure 3.15: Window size, sampling period &; time window

than W/2. All of these observations highlight an important learning parameter 
in RATS, namely the Time Window (T).

Thus, in order for RATS to determine an optimal transmission interval it must 
learn two key parameters, namely the scaling factor (A) and the time window (T), 
and these parameters are dependent on the environment. These parameters can 
be learned automatically by nodes and experiments indicate an average learning 
time of between 2 and 4 hours after which an optimal transmission interval is 
determined.

Ganeriwal et al. [14] confirm via various experiments that R ATS outperforms 
static synchronisation techniques in terms of energy conservation and error reduc
tion. It successfully determines a relatively optimal transmission interval in order 
to keep a node’s time error within a specified application error bound (Emax). It, 
however, performs better in stable environments. The formulation of the RATS
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algorithm is based on datasets collected from environments with temperature 
variances no greater than 10°C. The dataset from the environment with the 
greatest temperature change is the one that produces the most variable time 
window across a range of sampling periods. Given the behaviour of quartz crys
tals in response to temperature changes, this result seems somewhat expected 
and suggests that since RATS is quite dependent on the time window (T ), it is 
more suited to relatively stable environments with gradual temperature changes. 
Of course, this is not a major disadvantage but rather suggests that it is not 
applicable to all scenarios.

In response to this poorer performance in unstable environments, Ganeriwal 
et al. [14] investigate the effect of changing the clock model from a linear one 
to a quadratic one. The results, however, suggest no extra benefit to justify the 
additional complexity. This highlights the difficulties in modelling a clock.

3.5.2 Temperature Compensated Time Synchronisation

Temperature Compensated Time Synchronisation (TCTS), by Schmid et al. [15], 
focuses on the major source of clock drift, namely temperature. It characterises 
a node’s clock based on its ambient temperature and corresponding frequency 
error. This is performed with the aid of a temperature sensor together with time 
measurements obtained from a reference node. Each temperature measurement 
is mapped to a frequency error measurement and placed in a calibration table 
which is subsequently used as a reference. This, in essence, allows a node to 
compensate for clock drift without the aid of further time messages, except for 
the occasional message to accommodate inaccurate measurements in the process.

The process, which is illustrated in fig 3.16, consists of two phases: the calibra
tion phase and the compensation phase. In the calibration phase the node receives 
time-stamped beacon messages from a reference node at an interval termed the 
calibration interval. The calibration interval is an optimal interval that allows a 
node to produce the best estimate of its frequency error. The node determines this 
interval using knowledge of its nominal clock frequency together with information 
about the expected temperature environment. It then notifies its reference node 
of this interval.
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At the reception event of each beacon message, the node takes a temperature 
reading, determines its frequency error and adds the entry to its calibration table. 
If the temperature does not change then the node notifies the reference node that 
it is calibrated and the reference node increases the time interval between beacon 
messages. The node then enters the compensation phase whereby it takes regular 
temperature readings and uses the calibration table to correct for the frequency 
error. If at any stage the temperature of the node changes and an entry is not 
found in the calibration table then the node switches back to the calibration state 
to acquire the required information.

A noteworthy strength of TCTS is its ability to keep its clock synchronised 
in scenarios where communication between nodes is lost. In addition to this, it 
can be used in conjunction with almost any legacy time synchronisation protocol. 
Conversely, it requires that nodes possess temperature sensors which limits its use 
to particular hardware implementations.

3.6 Summary

This chapter focused on time synchronisation in the context of Wireless Sensor 
Networks. Time synchronisation protocols play an important role in WSNs, since 
many WSN applications necessitate time-stamped data for data fusion purposes. 
Furthermore, lower layer applications, such as certain MAC protocols, require 
synchronisation for scheduling. Given its importance, there exist a range of time 
synchronisation protocols that attempt to fulfil this role. These protocols can 
be classified into two categories, namely static synchronisation and dynamic syn
chronisation protocols. This classification is based on whether a protocol has the 
capability to alter its communication parameters in response to changing clock 
characteristics. A static synchronisation protocol does not have this capability 
and employs a fixed transmission interval. A dynamic one continuously monitors 
this interval and adjusts it, selecting suitable values that achieve the required 
time accuracy with a minimum number of message transmissions.

The inefficiency of static time protocols stems from their use of a fixed trans
mission interval. This parameter specifies the time interval between subsequent 
message transmissions and its value is chosen based on the accuracy requirements
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of the application. The need for continuous message exchanges between synchro
nising nodes is due to clock drift. While long term clock drift is generally the 
result of aging, short term clock drift is predominantly caused by temperature 
changes. An environment that does not subject WSN nodes to significant temper
ature changes, termed a stable environment in this text, does not cause significant 
clock drift. Thus, a synchronisation protocol operating in a stable environment 
can significantly reduce the number of message transmissions that are required 
to provide a similar level of accuracy in an unstable environment.

The value of the transmission interval employed by a static time protocol is 
predetermined before network deployment. Ideally, this transmission interval is 
selected after analysing the operating environment. The chosen interval will most 
likely be a value that achieves the required accuracy in a particular environment. 
After deployment, any temperature change in the environment that was not con
sidered before deployment may lead to clock drift and, consequently, degrade 
the performance of the protocol. Conversely, if an interval is chosen such that a 
protocol can deal with rare temperature excursions, then for the majority of its 
lifetime, the protocol will be operating inefficiently.

Dynamic synchronisation protocols attempt to remedy this issue. The proto
cols detailed in section 3.5 try to maximise the transmission interval such that 
a particular level of synchronisation is achieved efficiently. TCTS does this by 
focusing on the dominant source of clock drift, that is, temperature. A node’s 
temperature sensor is used in conjunction with time messages from a reference 
node in order to characterise a node’s oscillator. The result is a collaboration 
table that maps an oscillator’s frequency error to its ambient temperature. This 
is very powerful since the behaviour of the oscillator in response to temperature 
changes can be determined and the resulting time errors corrected for. In the
ory, a node in possession of a highly accurate calibration table that covers the 
full range of ambient temperatures could eliminate the communication overhead 
associated with the synchronisation process. TCTS, however, is not without its 
drawbacks. Its foremost shortcoming is its hardware requirements. Temperature 
sensors, although common, are not ubiquitous and this limits TCTS to specific 
settings. Another issue, although a minor one in many scenarios, is that TCTS fo
cuses only on one aspect of the environment in order to characterise the oscillator.

73



3. Time Synchronisation in Wireless Sensor Networks

Other features, such as pressure and voltage, are neglected.
RATS takes an alternative approach and relies solely on time messages in 

order to determine an ideal transmission interval for an operating environment. 
The RATS design is based on the observation that when using regression analysis 
to determine the skew of a clock, the data utilised must originate from a partic
ular time interval or Time Window. This Time Window is related to both the 
transmission interval and the characteristics of the operating environment, and, 
thus, it must be learned before RATS can operate efficiently. This particular 
trait, the learning phase, highlights RATS’s limitations in terms of its respon
siveness to unforeseen environmental changes and suggests it is more suited to 
relatively stable environments with minor and gradual temperature changes.

The limitations of both TCTS and R ATS in certain scenarios highlight a void 
to be filled. Thus, there is room for an alternative dynamic time protocol that 
does not have the aforementioned limitations and, thus, requires no additional 
hardware and can react relatively quickly in dynamic environments. One such 
scenario that necessitates an alternative solution is a WSN that consists of nodes 
with limited hardware that must operate in an environment that subjects nodes 
to large, rapid temperature or pressure changes. The protocol must achieve what 
RATS and TCTS achieve in their ideal environments, namely efficient time syn
chronisation. In particular it should perform the following:

• Reduce energy consumption

• Attain a pre-configured application-specific: accuracy

• Eliminate a pre-deployment analysis of environment

• React rapidly in a changing environment

• Operate without any auxiliary hardware

A logical step towards this goal is to take the de facto static time synchronisa
tion protocol, a protocol which has been tried and tested successfully in multiple 
WSN deployments, and extend it such that it operates dynamically. A compari
son of the various static synchronisation protocols employed in WSNs is presented 
in section 3.3.6 and a strong case for FTSP is made. This conclusion is based
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on the protocol’s high accuracy capabilities, low communication overhead, and 
simple, efficient operation relative to other protocols. It is for this reason that 
this work presents and extension for the FTSP protocol. The extension produces 
a dynamic variant of FTSP termed the Dynamic Flooding Time Synchronisation 
Protocol (D-FTSP). The next chapter presents the details of D-FTSP and verifies 
its effectiveness via appropriate experimentation.
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Chapter 4

Dynamic Flooding Time 
Synchronisation Protocol

The Dynamic Flooding Time Synchronisation Protocol (D-FTSP), by Shannon 
et al. [35], addresses a gap highlighted by the detailed analysis of other WSN 
time synchronisation protocols. It is designed for very dynamic and unpredictable 
environments that subject WSN nodes to rapid and substantial clock drift. Such 
extreme environments are not uncommon.

In relation to natural environments and according to Ahrens [36], the largest 
daily range of temperature occurs in deserts where day and night temperatures 
can vary by over 30 °C. Due to the lack of water vapour in the air in such regions 
and the lack of clouds, the sun’s rays can rapidly heat surface air to as much as 
40 °C. At night this heat energy is quickly radiated into space and temperatures 
can drop to 7°C. Such extreme temperature variation, however, is not limited 
to desert regions. In other more habitable regions of the Earth, it is not unusual 
to observe an air temperature difference of 15 °C between air in contact with the 
ground and air a fraction of a meter above it [36]. This phenomenon occurs on 
calm sunny mornings when the rising sun heats the cool surface of the Earth. 
As the surface heats up, the air in contact with it is also heated by conduction, 
yet since air is a comparatively bad conductor of heat the temperature difference 
between surface air and air a number of centimetres above it can vary as much as 
15 °C or more. With respect to an environmental based WSN operating in such
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environments, temperature differences between nodes can vary likewise. Such 
temperature differences can cause significant variations in a node’s clock skew 
throughout the day.

Artificial or indoor environments can present similar variations in tempera
ture, and such changes can occur more rapidly. One example of an indoor environ
ment that can display such characteristics is a Data Centre. ASHRAE (American 
Society of Heating, Refrigerating and Air Conditioning Engineers) recommends 
that critical data centres maintain a temperature in the range of 18 °C — 27 °C 
and also specifies an allowable range of 15 °C -  32 °C which translates to a 17 °C 
temperature variation [37]. For less critical data centres, an allowable range of 
10 °C — 35 °C is specified. This is a substantial variation in temperature. If one 
considers a \YSX application deployed in a data centre and assigned the task of 
monitoring the performance of a cooling system, due to the temperature dynam
ics in such an environment, WSN nodes might be subjected to rapid and localised 
temperature changes. The difference in the ambient temperature between subsets 
of nodes could vary as much as 20 °C or more, possibly as a result of a cold/hot 
aisle configuration with frequent VM (Virtual Machine) migrations. The result
ing effect on nodes in terms of clock drift would be substantial and problematic 
if not alleviated.

As outlined in the previous chapter, D-FTSP is an extension of the Flooding 
Time Synchronisation Protocol (FTSP)  described in section 3.3.5. FTSP is a 
static synchronisation protocol and, therefore, must be configured to achieve a 
specific synchronisation accuracy in a particular environment. The dynamic ex
tension eliminates the need for configuration by directly monitoring the clock drift 
of nodes. This information is used to determine a suitable transmission interval 
that ensures accuracy requirements are attained and maintained efficiently.

Static synchronisation protocols that do not determine the clock skew of nodes 
must rely on re-synchronisation which can be extremely inefficient from an en- 
ergy/bandwidth perspective and in some cases impractical. The majority of the 
protocols described in chapter 3 determine clock skew, thus, enabling them to 
significantly reduce their communication overhead. None of these protocols, how
ever, determine the clock drift of nodes. Their operation is based on the assump
tion that the skew of a node remains constant over short intervals and, thus,
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the continual re-calculation of a node’s clock skew indirectly accounts for clock 
drift. This is true, but the interval over which skew remains relatively constant is 
dependent on the environment and so must be predetermined. This raises issues 
for WSNs that must be deployed in more dynamic environments.

Dynamic synchronisation protocols, such as RATS, go one step further and 
determine this interval by means of a feedback control loop. In order to do 
this, the protocol must determine a number of parameters, the values of which 
are dependent on the operating environment (see section 3.5). This requires 
a learning phase, thus, affecting its responsiveness to unforeseen environmental 
changes. TCTS. in contrast, does not determine an ideal transmission interval but 
instead employs a temperature sensor in order to determine the frequency error 
of a clock at various temperatures. Thus, TCTS requires additional hardware 
and it ignores other factors that might influence an oscillator, such as pressure 
and voltage.

In either case, the actual value of a node’s clock drift is ignored. It is this 
feature that distinguishes D-FTSP from its counterparts. D-FTSP directly mea
sures the drift of nodes and from this measurement determines the future point 
in time that a node should receive a time message in order to update its skew 
and avoid accumulating unacceptable time error. This approach offers particular 
advantages that make it more suited to volatile environments. By directly deter
mining the drift of nodes, D-FTSP responds more rapidly to oscillator frequency 
changes. In addition, it does not focus on just one particular aspect of the en
vironment but multiple (pressure, voltage etc.) and does so with no additional 
hardware. The result is efficient and accurate time synchronisation in dynamic 
environments.

4.1 Design and Operation

Before detailing the design and operation of D-FTSP, a brief overview of FTSP 
is necessary. At deployment time, FTSP uses a simple election policy to elect the 
root of the synchronisation hierarchy whereby the node with the lowest ID is cho
sen. After a root has been elected, it initialises a variable termed seqNum which 
is subsequently used to associate time messages with synchronisation rounds.
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Figure 4.1: FTSP synchronisation round

The value of the seqNum variable is incremented by the root at the beginning of 
each synchronisation round. The steps involved in a synchronisation round are 
illustrated in fig. 4.1. In fig. 4.1, node A is elected the root and subsequently 
broadcasts time messages at a pre-configured interval termed the transmission 
interval (r).

Fig. 4.1 also presents the format of an FTSP time message. It contains 4 
fields: the timestamp field, the rootID field, the nodelD field, and the seqNum 
field. The timestamp field represents the sender’s notion of time at the point of 
transmission; the rootID field represents the address of the root as recognised by 
the sender; the nodelD field represents the address of the sender and the seqNum 
field holds the value of the seqNum variable, as explained above.

Nodes B , C  and D  overhear T ’s broadcasts and use the received timestamps 
to estimate their offset and skew using linear regression. Nodes B. C  and D 
subsequently broadcast their own time messages which contain timestamps that
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have been modified using the aforementioned offset and skew estimations. Nodes 
E and F  overhear messages broadcast by node B and use them to estimate their 
offset and skew. They too subsequently broadcast time messages. This process 
continues until the root’s time-scale has been effectively “flooded” throughout the 
network.

The seqNum field plays an important role in FTSP. It allows nodes to dis
tinguish between new messages and old, or repeated, messages. In a contention- 
based network, such as an 802.15.4 based WSN. nodes will compete with other 
nodes for the communication medium. If a node is busy transmitting, then com
peting nodes must wait. If message time stamping is performed at the application 
layer, as it is on particular sensor platforms, then this delay leads to time errors. 
Given this fact, it seems logical that recipients of time messages should only utilise 
the first message in a sequence of time messages with identical sequence numbers 
(seqNum), since this most likely contains a timestamp with the least amount of 
error. Thus, FTSP dictates that nodes can only utilise messages that contain 
a greater sequence number than the previously received message. For example, 
when nodes E  and F  broadcast time messages, node B  will not utilise them be
cause it has already encountered a message from A with an identical sequence 
number.

The above explanation summarises the core operation of FTSP. To extend 
FTSP to operate as D-FTSP does, the message structure must be modified such 
that a node can transmit more detailed information regarding the state of its 
clock, in particular, its clock skew. Furthermore, the FTSP protocol must be 
extended such that it can utilise this additional information in order to determine 
the clock drift of nodes.

Fig. 4.2 illustrates a D-FTSP synchronisation round and the modified mes
sage structure which contains two additional fields. The hop field holds the hop 
distance of a sender relative to its root and, as described below, enables recipients 
to determine if a sender is their child. The skew field holds the clock skew of a 
sender as estimated by the sender using messages received from a node at a lower 
hop, that is, messages received from a parent. It is the skew field that enables 
recipients to estimate the drift of neighbouring nodes, and it is the hop field that 
allows recipients to restrict this estimation to just its children, thus, reducing
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Figure 4.2: D-FTSP synchronisation round

processing and communication overhead.
Referring to fig. 4.2, a D-FTSP synchronisation round is similar to an FTSP 

synchronisation round in many respects. Thus, the elected root, A, broadcasts 
time messages which node’s B, C  and D  use to estimate their clock offset and 
skew. However, nodes B, C  and D  also determine their hop distance from the root 
using the contents of the hop field. Nodes B, C  and D subsequently broadcast 
time messages which contain both their estimated skew and their hop distance. 
Node A receives these broadcasts and determines from the value of the hop field 
that they are its children. A is now aware that it is directly responsible for en
suring B , C  and D  are synchronised within an error bound, [ - e avg, tavg], which 
is defined based on a WSN’s application accuracy requirements. Thus, A esti
mates their individual clock drifts and uses the highest drift value together with 
the error bound to determine an appropriate transmission interval, that is, the 
interval between subsequent messages broadcast by A. This process continues
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Figure 4.3: D-FTSP operation

throughout the network until all nodes are synchronised.
A more detailed analysis of D-FTSP’s operation is illustrated in fig. 4.3. Here 

the focus is on node B  which, from fig. 4.2, is a parent of nodes E  and F  and 
a child of node A. B  initially receives broadcasted time messages from node A. 
It uses these time messages to create reference points from which it determines 
its offset (9) and skew (A) via linear regression. These parameters are subse
quently used by a Global Time function to transform B 's timescale into that of 
its reference/parent, A. This represents the core operation of FTSP.

The left section of fig. 4.3 illustrates how FTSP is extended to form D-FTSP. 
The extension enables node B  to utilse time messages broadcasted by nodes 
E and F  to calculate their clock drift (0). The highest drift value, </>max, and 
the application error bound, [—eavg, ea„9], are used to determine an appropriate 
transmission interval, r, that ensures that the nodes receive a time message from
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B before they accumulate an absolute error greater than eavg.

4.1.1 Transmission Interval

A node estimates the drift of each of its children and places these values in a 
table. It then uses the maximum drift, <Pmax, and the application error bound to 
determine an appropriate transmission interval, r. The application error bound, 
denoted eavg, is a preconfigured value representing the absolute average phase 
offset that a node should strive not to exceed. It should be noted that eavg is not 
a global error bound targeting the whole network but a local one, that is, within 
a single hop of a node. This is a limitation but is one that exists in FTSP and 
many other time synchronisation protocols that target multi-hop WSNs.

The value of the transmission interval, r, is determined using equation 4.1.

e = (4.1)

A represents the time interval over which a node that is subjected to a drift 
of magnitude 4> will accumulate an error of magnitude e. One can replace r and 
<p with tavg and 4>max respectively. One must then determine A. Integration of 
equation 4.1 results in equation 4.3.

t-avg
tZ

(fimax  '

21 U + A

—  ( y ^ r

(U +  A ) 5

A 2
tavg — max ■ (ti A H— —)

(4.2)

(4.3)~avg t iinjjb t ^

Since one need only be concerned with relative time, the term U can be set to 
0. The equation can then be reduced to that in equation 4.4.

, A 2
t-avg (Pmax ^

From this A can be derived using equation 4.5.

A = 2 tavg

4*n

(4.4)

(4.5)
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Since A represents the time interval before which a node’s clock error exceeds 
eavg, the node must receive a new synchronisation message within this interval. 
Thus, one can let r =  A.

The calculation of square roots is a resource consuming process, particularly 
for low powered WSN motes which contain microcontrollers that do not typically 
possess a floating-point unit (FPU). Consequently, such calculations must be 
performed in software. To avoid this, the estimation of r is performed using the 
formulated algorithm 1. In algorithm 1, r is incremented by a constant value C. 
If the value of 0max happens to be zero, then the operation completes (no drift 
detected). If not, then the error, e, is calculated and compared to eavg in order 
to determine if the error exceeds the application error bound. If it doesn’t, then 
the process repeats. An update of r is performed after each transmission of a 
message or in the event that a higher value of <p is observed. This ensures nodes 
quickly determine an optimal transmission interval.

Algorithm 1 Calculation of t

if 4>m ax /  o then 
e <- 0
7"  ̂ T~min
while e < t a vg  do 

r <— r +  C
£  ̂ 0max X ((̂ " X t )/2 ) 

end while 
end if

4.2 Experimentation

As outlined in the preceding sections, D-FTSP is an extension of the FTSP 
protocol which transforms it from a static synchronisation protocol into a dynamic 
one. Thus, it is necessary to compare and contrast the performance of the two 
protocols in order to quantify the benefits of D-FTSP over FTSP, if any. The 
latter protocol requires that the parameter of interest, the transmission interval, is
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manually configured, whereas the former automatically configures it. In order to 
provide an unbiased comparison, it is necessary to carefully design an appropriate 
experiment.

The first factor that must be considered is the operating environment. Since 
FTSP is a static synchronisation protocol, it must be configured with a suitable 
transmission interval so that it can operate more effectively within a stable en
vironment, that is, an environment that does not subject nodes to clock drift 
values. Conversely, to best realise the benefits of D-FTSP, it must be deployed 
in an unstable environment, that is, an environment that does subject nodes to 
clock drift. Thus, to compare both protocols, it is necessary to test each in both 
a stable and unstable environment.

The second aspect that requires attention is the transmission interval. This 
parameter must be configured before deploying FTSP, whereas D-FTSP. using 
knowledge of one or more nodes’ clock drift value(s), self-eonfigures it during 
operation. For test purposes, with FTSP, this issue can be overcome by specifying 
a range, a maximum and minimum transmission interval, from which a number 
of discrete values are chosen to configure FTSP. This same range is used to bind 
D-FTSP’s transmission interval so that test parameters are more consistent and 
results are more comparable.

The final factor is concerned writh quantifying the performance of D-FTSP 
relative to FTSP. To accomplish this, suitable metrics must be chosen. An obvious 
feature of interest is the time accuracy provided by each protocol. To obtain this 
data within a WSN test-bed, the clock offset of each node for the duration of 
each experiment must be recorded. To compare the overall performance of each 
protocol in terms of accuracy, an average value that represents the synchronisation 
accuracy of the entire network is chosen. Thus, a metric termed the Global Mean 
Offset (n) is selected. This represents the average absolute offset of all nodes 
from the root node for the duration of the experiment.

The calculation of a node’s offset (9) relative to its associated root node is 
presented in equation 4.6. In equation 4.6, On represents the offset of node i at 
time t, while Tit and Trt represent the timestamps as recorded by node i and its 
associated root r at time t. The calculation of the Global Mean Offset (/a) is 
presented in equation 4.7. In equation 4.7, N  represents the number of nodes
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in the WSN and D  represents the duration of the experiment. It must be noted 
that the absolute value of a node’s offset, |0jt|, is chosen because the magnitude 
of a node’s offset from a root node is generally what impacts a WSN application, 
not the sign.

Git —  Trt —  Tit (4.6)

i*«i)
D N

(4.7)

The second metric chosen quantifies the efficiency of each protocol, since this 
is the goal of D-FTSP. Given that the method by which a dynamic time protocol 
achieves efficiency is by altering the transmission interval, it seems natural that 
the most suitable metric is the number of message transmissions. Thus, a metric 
termed the Global Number of Transmissions is chosen which represents the to
tal number of message transmissions that occur throughout the network for the 
duration of an experiment.

4.2.1 Testbed

Fig. 4.4 illustrates the testbed used in the experimentation. The entire testbed 
consists of thirteen WSN nodes. Twelve of these nodes are used to construct a 
multi-hop WSN whereas the thirteenth node is used to query the value of their 
clocks. The WSN nodes are configured with ID’s 1 to 12 and, thus, node 1 
represents the synchronisation root. Fig. 4.4 illustrates the communication links 
between each node. The root can communicate with nodes 2 and 3 both of which 
can also communicate with each other. This structure is repeated for subsequent 
pairs of nodes which adds additional hops to the network. Node 12 represents 
the final node and is located five hops from the root.

This structure does not represent the actual physical structure of the WSN, 
since all the nodes share a direct communication link. This structure is a logical 
one that is programmed into both the FTSP and D-FTSP protocols. Hence, 
the FTSP/D-FTSP application running on node 2 is programmed to except time 
messages from nodes 1, 3, 4 and 5 only, and so on. The reason for this logical
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Figure 4.4: Testbed
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network structure is to emulate a dispersed multi-hop WSN and permit convenient 
data acquisition from the WSN for analysis.

The technique by which data is acquired from the WSN, in order to measure 
the performance of FTSP/D-FTSP, partially imitates the reference broadcast 
technique described in section 2.4.2. The thirteenth node, termed the RB node 
(Reference Broadcast node), is positioned such that it shares a direct commu
nication link with all twelve nodes that comprise the synchronisation network. 
This RB  node is configured to periodically broadcast a beacon message which 
all twelve nodes can detect. Each node records the reception time of a beacon 
message and subsequently transmits this timestamp, along with a total value for 
the number of time messages it has transmitted up to that point, back to the 
RB  node. The RB node also acts as base-station that transmits the received 
timestamps to a connected PC for logging and analysis.

The advantage of using reference broadcasting to acquire timestamps is that 
all nodes overhear a beacon message at almost the same instant. In fact, the 
actual time that each node detects the same beacon message differs by no more 
than a fraction of a microsecond and, therefore, produces errors that are negligible 
in terms of the accuracies a WSN time protocol can achieve (microseconds). Thus, 
a very accurate value for the offset of each node, at a particular point in time, 
can be obtained.

To enable simultaneous synchronisation and testing, the synchronising nodes 
must host more than one application. Fig. 4.5 illustrates the applications that run 
on each of the nodes in the testbed. Synchronising nodes run a synchronisation 
protocol (FTSP/D-FTSP) as well as a test application. The test application 
records beacon reception timestamps and transmits them back to the RB node. 
The RB node runs a single application that generates periodic beacon messages, 
collects the responses from each synchronising node, and transmits them to a PC. 
The application running on the PC analyses the generated log files and outputs 
values for the metrics used to compare the protocols.

The testbed presented so far is used to simulate a stable environment, but 
it must be modified such that it can simulate an unstable environment or, more 
specifically, cause node’ clock’s to drift. A simplistic and controllable method 
of achieving this entails altering the ambient temperature of the nodes. It is
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1 Application

RB Test application
- Generates beacon messages
- Collects time-stamps from WSN nodes
- Transmits time-stamps to PC

1 Application

Data Analysis application
- Examines time-stamp log file
- Determines each node's time error
- Generates statistics and graphs

2 Applications

RB Test application
- Records beacon RX time
- Transmits RX time-stamp to RB node

Tim e protocol (FTSP/D-FTSP)
- S\Tichronises nodes

Figure 4.5: Testbed applications

also wise not to complicate the experiments such that too many variables are 
introduced, since this would make analysis difficult. Thus, rather than alter the 
ambient temperature of a subset of the nodes, a single node is chosen and solely 
subjected to temperature changes. Node 7 is considered a reasonable choice, since 
it is located mid-way between the root and the extremity of the network (node 
12). Thus, when node 7’s clock begins to drift, the error it accumulates affects 
nodes at higher hops but only affects half of the network. This makes the task of 
isolating causes and their associated effects, from the data, less complicated.

4.2.2 Hardware Details

The testbed detailed in the last section is a generic one and, therefore, details of 
the software and hardware employed in the actual experimentation are omitted. 
The hardware employed in the actual testbed consists of thirteen TelosB motes 
[38]. A TelosB mote is composed of an 8 MHz MSP430 microcontroller, with 
10KB RAM; an IEEE 802.15.4 compliant CC2420 transceiver, that operates at
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250Kbps; and a 32.768KHz external quartz crystal. The MSP430 microcontroller 
has two timers, Timer A  and B. each with multiple capture registers (see sec
tion 3.4). The Timer B  counter register is driven by the external 32.768KHz 
quartz crystal. One of Timer B's associated capture registers, B 1 , is connected 
to the SFD (Start Frame Delimiter) interrupt line of the CC2420 transceiver. 
When the transceiver has fully received or transmitted the SFD field of a mes
sage, it sets its SFD line high, and the contents of Timer B's counter register is 
copied into the capture register (B l). This whole process allows the reception and 
transmission times of a time message to be recorded at the physical layer, thus, 
eliminating non-deterministic delays associated with microcontroller interrupts.

With regard to the particular experiments in this work, the advantage of 
using such hardware is that most of the time error that might result from non- 
deterministic message latencies is eliminated. Such error might otherwise be 
incorrectly associated with FTSP or D-FTSP, thus, affecting the interpretation 
of the results.

4.2.3 TinyOS

The TelosB nodes are operated by TinyOS [39], an open source embedded operat
ing system designed for low-power wireless devices, particularly wireless sensors. 
TinyOS is a non-blocking OS that employs a single stack and, consequently, all 
I/O  operations are asynchronous, otherwise known as split-phase.

The use of split-phase operations offers advantages that are suited to sensor 
nodes. Firstly, they enable several operations to run in parallel, since the system 
does not have to block until an operation completes. This results in a very 
responsive system, an important factor in WSNs. They’re use can also lead to 
memory savings, since no state must be stored on a call stack. Nonetheless, this 
method of operation requires extremely efficient and optimised code. For this 
reason, TinyOS employs the nesC programming language which is a dialect of C 
that allows for the production of optimised code.

A TinyOS program is built out of constructs termed components which provide 
and use entities termed interfaces. An Interface is composed of two types of 
functions termed commands and events. The execution of a command initiates a
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particular action and the completion of this action is signalled via a corresponding 
event which is called in response to an external interrupt. Thus, an event serves 
as a call-back function for a command and is passed information related to the 
outcome of the command. A command and its corresponding event split up 
invocation and completion, thus, permitting non-blocking/split-phase operations 
that do not seize stack memory.

Components are categorised into two types: Modules and Configurations. 
Modules provide the implementation code for one or more interfaces, that is, 
the implementation code for the commands of interfaces they provide and the 
implementation code for the events of interfaces they use. Conversely, configu
rations provide details related to how components are assembled together. They 
declare the connections between interfaces used by components and interfaces 
provided by components. This is termed wiring. It is this explicit static wiring 
by a developer that allows for the generation of efficient and optimised code. Of 
course, the disadvantage is that such code can be quite verbose and complex.

In addition to commands and events which are associated with I/O  operations, 
TinyOS also defines an additional construct termed a Task. Unlike event handlers 
which are composed of synchronised code that cannot be pre-empted, tasks are 
composed of asynchronous code that can be deferred but solely by event handlers. 
Tasks generally consist of relatively lengthily computations that do not have strict 
time constraints. They are scheduled by TinyOS in FIFO order and, therefore, 
a task must fully complete before another task can be executed. Due to the 
scheduling algorithm employed, a developer must take care when implementing 
tasks so that the tasks do not consume a lot of processing time thereby delaying 
subsequent tasks.

In order to clarify the above explanation, fig. 4.6 presents the structure of 
a generic TinyOS application. Blocks Ma, Mb and Me represent three module 
components. Module Ma uses two interfaces, namely lx and Iboot, which are 
provided by modules Mb and Me respectively. The configuration component 
defines the wiring between these interfaces by specifying their users, which are 
placed on the right of the arrow, and their corresponding providers, which are 
placed on the left of the arrow.

In this example, the interface Iboot, which is provided by module Me, specifies
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Configuration Ma Mb

FIFO Queue

Tb Ta

Figure 4.6: TinyOS application structure
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a command called Cbooted, which is implemented by Me. The Cbooted command 
signals Ma, a user of the Iboot interface, when the system has booted. It does 
so by calling the corresponding Ebooted event which is defined by Ma. The 
Ebooted event, defined by Ma, schedules two tasks which it has defined, Ta and 
Tb. This is achieved via nesC’s post keyword which places the tasks into a 
FIFO queue. Task Ta is executed fully and when complete task Tb acquires the 
microcontroller. Task Tb in response calls the command Cb which is part of 
the lx interface and provided by module Mb. The invocation of a command is 
preformed via nesC’s call keyword. Although not illustrated in fig. 4.6, command 
Cb may schedule tasks and call subsequent commands, possibly obtaining data 
from an I/O  device. When command Cb completes, it calls the corresponding Eb 
event which is defined by Ma. Event Eb in response calls command Ca provided 
by module Mb and when complete, the corresponding event Ea is triggered. This 
in essence represents the typical flow of a TinyOS application.

In relation to TinyOS and the experiments detailed in this chapter, one thing 
that should be mentioned is the mechanism by which messages are routed to the 
appropriate application running on a WSN node. TinyOS provides the Active 
Message (AM)  communication layer to multiplex access to the radio. A lower 
layer message field termed AM type is responsible for this multiplexing. AM 
types are similar in function to the UDP (User Datagram. Protocol) port in that 
they identify the application on the node to route the messages to. This explains 
how the synchronising nodes illustrated in fig. 4.5 can route beacon messages and 
time messages to their specific applications.

4.2.4 Experiments

D-FTSP is targeted at WSNs that must operate in dynamic environments. Such 
enviroments may subject clocks to substantial drift over relatively short intervals. 
In relation to the testbed and as detailed in section 4.2.1, the simulation of an 
unstable environment is accomplished by altering the ambient temperature of 
node 7. More specifically, node 7’s ambient temperature is increased by 20 °C 
over a 30 second interval, kept at this temperature for 15 minutes, and then 
allowed to cool naturally. This results in a sharp spike in node 7’s ambient
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temperature followed by a gradual one. The values chosen represent an extreme 
temperature change over a relatively short interval. They are chosen with respect 
to those dynamic environments detailed at the beginning of this chapter, with a 
particular focus on data centres and the specifications detailed in [37]. A variation 
of this degree, although extreme, can occur in such artificial environments and the 
use of such extreme values for experimental purposes allows one to determine the 
potential of D-FTSP with respect to its effectiveness in its targeted environment.

With regards to the configuration of D-FTSP, a minimum and maximum 
transmission interval of 30 and 180 seconds, respectively, and an error bound, 
eavg, of 1 tick are chosen. 1  tick represents the highest accuracy achievable, 
since it also denotes the granularity of the physical clock. Since TelosB motes 
are used in the testbed, each of which employs a 32.768KHz clock, 1 tick is 
approximately equal to 30.5/xs. A minimum transmission interval of 30s is chosen 
because it is found via experimentation that intervals below this do not result 
in any significant performance improvement. Thus, the elimination of intervals 
below this value simplifies the task of interpreting collected data. A maximum 
transmission interval of 180s is chosen because, due to the dynamic nature of the 
test environment and the targeted error bound, in a real world scenario it would 
be irrational to configure FTSP with a larger transmission interval. Thus, larger 
transmission intervals are eliminated, further simplifying the task of interpreting 
data.

In relation to FTSP and due to its static nature, multiple discrete values 
between D-FTSP’s minimum and maximum transmission interval are chosen. 
More specifically, the values 30, 60, 120, and 180 seconds are selected.

The final experimentation procedure consists of ten individual experiments 
which are run for a duration of 100 minutes. Two of these entail D-FTSP oper
ating in both the stable and unstable environments. The remaining eight entail 
FTSP, configured with transmission intervals (r) of 30, 60, 120, and 180 seconds, 
operating in both the stable and unstable environment (see table 4.1).
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D-FTSP FTSP FTSP FTSP FTSP

Stable ( 1 ) £avg  =  1 (2) r =  30s (3) r =  60s (4) r =  120s (5) r =  180s

Unstable (6) t-avg — 1 (7) r  =  30s (8 ) t  =  60s (9) r =  120s ( 1 0 ) r =  180s

Table 4.1: Experiments and configuration parameters

4.2.5 Results

As stated in section 4.2, the two metrics chosen to compare and contrast D-FTSP 
and FTSP are the global number of transmissions and the global mean offset. The 
values of these metrics for each of the experiments performed are presented in 
table 4.2 and illustrated in fig. 4.7.

The total number of messages transmitted by FTSP is a deterministic value 
that is dependent on the value of the transmission interval (r), the duration of the 
experiment (A), and the number of nodes in the network (N ) (see equation 4.8). 
In these experiments the duration, A, is equal to 600s and the number of nodes, 
A , is equal to 1 2 .

N  • (A /r )  (4.8)

The total number of message transmissions for D-FTSP is non-deterministic 
and is revealed through experimentation. The results in table 4.2 reveal that D- 
FTSP transmits 502 messages in the stable environment and 634 in the unstable 
environment.

Naturally, the performance of D-FTSP cannot be determined based on the 
number of message transmissions alone. The accuracy achieved by both protocols 
must also be factored in. Table 4.2 reveals that D-FTSP and FTSP perform 
equally well in the stable environment. An important point is that the value 
of FTSP’s transmission interval does not significantly influence the accuracy it 
achieves. This concurs with the logic that in the absence of clock drift the number 
of message transmissions can be reduced. This is exactly what D-FTSP does. 
Consequently, D-FTSP finds a suitable value for each node’s transmission interval 
in order to adhere to the application error bound of 1  tick.
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Figure 4.7: Global number of transmissions (top). Absolute global mean offset 
(//) and standard deviation (a) (bottom) (When interpreting the graph note that 
the height of the vertical bar represents the magnitude of a )
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D-FTSP FTSP FTSP FTSP FTSP

{̂ avg 1 ) (r =  30s) (r =  60s) (r =  1 2 0 s) (r =  180s)

#
Stable 502 2400 1 2 0 0 600 400

Unstable 634 2400 1 2 0 0 600 400

M
Stable 0.93 1.15 1 . 2 1 1.29 1.52

Unstable 1.50 1.61 2.18 5.18 8 . 1 2

Table 4.2: Global number of transmissions and absolute global mean offset (/z) 
(ticks)

The results associated with the unstable environment are more informative. 
They reveal that the value of FTSP’s transmission interval significantly influences 
the accuracy it achieves. As expected, FTSP adheres to the error bound best 
when configured with the lowest transmission interval of 30s. Alien configured 
with the highest value of 180s, the mean accuracy achieved is over 8  ticks, that 
is, over five times less accurate. More importantly, the benefits of D-FTSP are 
revealed. D-FTSP adheres best to the application error bound and achieves a 
mean offset of 1.5 ticks with 634 message transmissions, just 26% more message 
transmissions than in the stable environment. Consequently, D-FTSP achieves 
a similar degree of accuracy to FTSP configured with a transmission interval of 
30s and does so with almost 75% less message transmissions.

As detailed in section 4.1, D-FTSP deals with clock drift by forcing a node’s 
parent(s) to transmit more time messages to it. Consequently, in the D-FTSP 
experiment performed in the unstable environment, because node 7’s ambient 
temperature changes, its parents, nodes 4 and 5, should transmit significantly 
more messages than the remaining nodes. Fig. 4.8 presents the total number 
of messages transmitted by each node for the duration of the experiment. It 
reveals that this in fact does occur, since nodes 4 and 5 transmit up to 50% more 
messages than those nodes located at lower hops. D-FTSP, thus, ensures that 
only those nodes that must transmit more messages do so.
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Figure 4.8: Number of transmssions per node

The metrics used to compare D-FTSP with FTSP show that D-FTSP outper
forms FTSP in terms of accuracy and efficiency. The focus, in terms of accuracy, 
has been on the global mean offset statistic. Additional important statistics 
are the maximum offset and the variation of the offsets, which are presented in 
fig. 4.11 and fig. 4.7 respectively. When interpreting the standard deviation (a) 
in fig. 4.7, note that the height of the vertical bars represent the magnitude of cr, 
thus, the graph should not be interpreted as a box-plot would be.

An example of the raw experimental data collected for two of the FTSP ex
periments is presented in fig. 4.9 and fig. 4.10. The histogram in fig. 4.9 illustrates 
the combined offsets of all nodes for the FTSP experiment performed in the stable 
environment with a transmission interval (r) of 30s. The histogram in fig. 4.10 
illustrates the combined offsets of all nodes for the FTSP experiment performed 
in the stable environment with a transmission interval (r) of 180s. One may 
observe that the offset values in both experiments follow a slightly skewed nor

Transmissions per Node

i é

+
XG O
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mal distribution. This subtle skew is most likely due to the variation between 
the nodes' clocks and the root node's clock. If so, a different choice of root node 
might result in a more symmetric normal curve. In addition, the curve in fig. 4.10 
is less peaked than that in fig. 4.9. This, of course, is due to the larger transmis
sion interval (r) of 180s which results in greater error. Of course, because these 
experiments are performed in a stable environment, the additional error is almost 
negligible with respect to a single clock tick.

FTSP (t = 30s) (stable) - Nodes' offsets

- M -0.51
- it 1.56

-10 -9 -8 -7 -6 -5 -4 -3 -2 -1 0 1 2 3 4 5 6 7 8 9

Offset (ticks)

Figure 4.9: Raw data for FTSP experiment in stable environment with r =  30s

Finally, one may also observe that the mean offset is less than zero for both 
experiments. Of course, as stated in section 4.2, it is the magnitude of the offset 
that is important when judging a time synchronisation protocol, since the proto
col’s primary objective is to reduce this offset, regardless of its sign. When these 
values are converted to absolute values, the distribution of the offsets resemble 
a folded-normal curve and, thus, the mean and standard deviation differ as is 
evident in fig. 4.7.
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FTSP (x = 180s) (stable) - Nodes' offsets

H -0.99 
o 1.78

^  35 -

•10 -9 -8 -7 -6 -5 4  -3 -2 -1 0 1 2 3 4 5 6 7 8 9

Offset (ticks)

Figure 4.10: Raw data for FTSP experiment in stable environment with r =  180s

Figures 4.11 and 4.7 reveal that though D-FTSP achieves, on average, better 
accuracy in the unstable environment, the standard deviation (a) of the offsets 
and, in particular, the maximum offset are relatively high. This can be attributed 
to the time required for nodes 4 and 5 to detect node 7’s drift. This in turn is due 
to the fact that each node, in advance of the temperature disturbance, operates 
at the maximum transmission interval of 180s. Node 7, thus, in the worst case 
scenario, must wait this interval before it receives a time message and can update 
its clock skew.

Fig. 4.11 depicts the aforementioned scenario. It presents a graph of the am
bient temperature, clock offset and clock skew of node 7 for the D-FTSP experi
ment performed in the unstable environment. As node 7’s ambient temperature 
increases, so too does its offset. It eventually receives a time message from ei
ther node 4  or 5  and calculates its skew which it subsequently broadcasts in a 
time message. Nodes 4 and 5 determine from this message that node 7’s clock
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Figure 4.11: Maximum offset for each experiment (top). Node 7’s temperature, 
offset, and skew during D-FTSP experiment in un-stable environment (bottom).
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FTSP (t = 30s) - Nodes' offsets

D-FTSP - Nodes' offsets

Figure 4.12: Nodes’ mean offset (/u) and standard deviation (a) for FTSP (top) 
and D-FTSP (bottom) in stable and unstable environment. (When interpreting 
the graph note that the height of the virtical bar represents the magnitude of a)
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is drifting and, in response, increase their transmission rate. Consequently, node 
7 receives more data which it uses to determine an accurate value for its clock 
skew. Overall, the temperature excursion alters node 7’s skew by a magnitude of 
16 ppm.

Fig. 4.12 presents more detailed statistics. It displays the mean and standard 
deviation of each node’s offset for both of the D-FTSP experiments. In addition, 
it displays the mean and standard deviation of each node’s offset for both of the 
FTSP experiments associated with the transmission interval of 30s. Referring to 
fig. 4.12 and in relation to those experiments performed in the unstable environ
ment, the mean and standard deviation of node 7’s offset is higher for D-FTSP. 
Thus, although D-FTSP, on average, performs better in terms of accuracy, there 
is a short minor degradation in accuracy during the temperature excursion. Of 
course, the magnitude of this degradation is dependent on the structure of the 
network and the maximum possible transmission interval permitted. The WSN 
testbed employed in the experimentation represents an extremely sparse network. 
If it were a dense one, a node experiencing clock drift would most likely have more 
parents and, thus, receive time messages more regularly. Such a scenario would 
definitely alleviate this affect.

4.2.6 Energy Analysis

The results in the previous section indicate that in an unstable environment 
D-FTSP can achieve similar accuracies to that of FTSP with significantly less 
message transmissions. More specifically, in these particular experiments, a 75% 
message transmission reduction was observed. This, however, does not trans
late directly into pro rata energy savings. D-FTSP transmits two extra fields, 
and this fact must be considered when quantifying D-FTSP’s net energy saving 
capabilities.

The actual energy consumed by a transceiver engaged in a message exchange 
varies depending on factors such as the communication distance, the data rate, 
the message size and the modulation scheme employed. A detailed analysis of 
a transceiver’s energy consumption is provided by Wang et al. [40]. Referring 
to this work and with respect to the broadcast nature of both FTSP and D-
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FTSP, the energy required to transmit a single bit is dependent on the power 
consumption of the various circuitry components of the transceiver ( i.e. digital- 
to-analog converter, low pass filter, bandpass filter, mixer, frequency synthesiser, 
power amplifier), the transmit power and the time it takes to transmit a single 
bit. To simplify the task of evaluating energy consumption, it is viewed as been 
directly proportional to the message size.

An FTSP time message contains a payload of 56 bits, whereas a D-FTSP 
message contains two extra fields, the hop and skew fields, each 8 bits in size. 
Hence, D-FTSP transmits 28% more bits per message and, thus, in the worst 
case, will consume 28% more energy per message. If one denotes e as the to
tal energy required to transmit 1 bit of information on a particular platform, 
then the total energy required to transmit a D-FTSP message (Edm ) and FTSP 
message {Ef m ) is 72e and 56e respectively. Thus, the relationship, in terms of 
energy consumption, between the transmission of a D-FTSP and FTSP message 
is represented by equations 4.9 and 4.10 respectively.

Edm =  1-28 Efm (4-9)

Efm =  0.78125Edm (4.10)

This indicates that D-FTSP must transmit approximately 2 2 % less messages 
than FTSP in order to consume the same amount of energy. In the experiment 
performed in the unstable environment, D-FTSP and FTSP achieve similar accu
racies with 634 and 2400 message transmissions respectively. One can determine 
the equivalent number of FTSP message transmissions required to consume the 
same amount of energy that D-FTSP consumed using equation 4.11.

N (E dm) =  N(1.28Efm ) (4.11)

Thus, in terms of energy, 634 D-FTSP message transmissions is equivalent 
to approximately 811 FTSP message transmissions. Thus, in that particular 
experiment, D-FTSP consumed 6 6 % less energy as calculated in equation 4.13.
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634(£dm) =  811.52(£W ) (4.12)

100(1 -  (811.52/2400)) =  66.2 (4.13)

This is a substantial energy saving, but this analysis also highlights the fact 
that if energy savings is a priority, then D-FTSP is more suited to unstable 
environments.

In relation to CPU energy utilisation, the work by Shnayder et al. [41] provides 
a detailed breakdown of the energy consumed by various hardware components 
found in the Mica2 platform [42]. The authors run multiple experiments which 
measure the energy consumed by each hardware element when running particu
lar applications provided by the TinyOS distribution. An interesting fact about 
microcontrollers employed by motes is that they consume approximately a con
stant amount of power while executing instructions. This is due to the fact that 
they do not incorporate the sophisticated energy saving techniques present in 
more advanced processors. According to [41] and [42], the microcontroller (AT- 
megal28L) employed by a Mica2 mote draws 8 mA in active mode, and the mote’s 
transceiver ( CC1000) draws up to 27mA at maximum transmission power. In 
the case of a Telosb mote, according to [38] and [43], its microcontroller when 
active draws 1.8mA, whereas its transceiver when active can draw up to 17.4mA 
in transmit mode at maximum transmission power. As one can see, the type of 
platform has a large influence on the energy consumed. Additionally, the A T- 
megal28L microcontroller when in idle state draws about a third of the current 
it does in the active state. This is interesting, since many of the applications 
analysed by Shnayder et al. [41] do not place the CPU from an idle state into 
a Power-save state and, therefore, the CPU, although rarely active, consumes a 
significant proportion of the overall power when these applications are running

In relation to the comparison of D-FTSP to FTSP and with regard to CPU 
energy consumption, any extra energy consumed by D-FTSP is directly propor
tional to the time required to execute its additional code. D-FTSP employs two 
additional blocks of code. The first block of code is concerned with the manage
ment of data related to a node’s child/children. Data related to a particular child
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is stored as a C struct which itself is stored in an array. When a D-FTSP node 
receives a new message from a child, it performs a linear search of an array for 
the appropriate child entry and updates the corresponding struct. In addition 
to this, a new drift value for the child is calculated, compared with the current 
highest drift value and updated if necessary. The time taken to perform this 
operation is dependent on the number of children (Nc) a node has, since this will 
represent the size of the table that must be searched. There are also other factors 
at play when this is analysed from a network point of view. This operation will 
be performed every time a node receives a message from a child. Since each child 
may have a different transmission interval, an accurate analysis of CPU energy 
consumption is a difficult task.

The second block of code is responsible for the update of a node’s transmission 
interval. The algorithm was presented in algorithm 1. This operation is performed 
when a higher drift value for a child is observed. Thus, the number of times it is 
performed is dependent on the dynamics of the environment and the stability of 
the nodes.

To determine if the extra CPU operations performed by D-FTSP result in 
significant energy consumption relative to FTSP, one must formulate numerous 
models that model D-FTSP’s energy consumption in a WSN. However, it is easier 
to analyse the problem by comparing the extra energy consumed by these oper
ations in terms of the energy consumed by a packet transmission. If the relative 
energy consumed by the CPU is negligible, then it can be ignored since even a 
small reduction in the number of packet transmissions by D-FTSP relative to 
FTSP will account for it.

To perform the analysis, some notation is required and is presented in ta
ble 4.3. The objective is to determine Re which represents the ratio of energy 
required by a CPU to execute the additional D-FTSP operations relative to the 
energy required to transmit a D-FTSP packet. The D-FTSP operation that is 
analysed is the one responsible for maintaining the child table. This involves 
a linear search of the child table followed by an update of a child entry. The 
number of CPU cycles required to perform each task is represented by STcyc and 
UTcyc respectively. The size of the child table is directly related to the number of 
children a node possess and is represented by Nc. This will have a direct impact
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Symbol Definition Unit

Ps D-FTSP packet Size bit(b)

Trxb Time to transmit a bit Second(s)

u e y e #  Cycles to search child table #  Cycles
UTcyc #  Cycles to update child table #  Cycles

Nc Number of children #
Tcyc Time taken for 1  clock cycle Second(s)

CPUAl CPU active current Ampere (A)

T T X Aj Transceiver active current (TX mode) Ampere (A)

c p u v CPU voltage Volt (V)

T T X U Transceiver voltage Volt (V)

CPUE Energy consumed by CPU Joule (J)

T T X e Energy consumed by Transceiver Joule (J)

TXhr Transceiver transmission rate Bits per second (bps)

CPUdc CPU clock rate Hertz (Hz)

Re Energy consumption ratio #

Table 4.3: Notation

on the time required to update the table. Since the table is searched in a linear 
fashion, the average number of cycles required to maintain the table is calculated 
using equation 4.14.

The amount of time taken for one cycle, represented by Tcyc, is dependent 
on the clock speed of the CPU, denoted CPUdc, and is calculated using equa
tion 4.15. From equation 4.15, one can calculate the average amount of time 
required to maintain the child table which is given in equation 4.16.

(STcyc- ~ )  +  UTcyc

Tcyc CPU,clc

(4.14)

(4.15)
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Tcyc ■ { {S T ^  ■ j )  +  UTcyc) (4.16)

Next one must determine the average energy consumed by the CPU when 
maintaining the child table. The power consumption of the CPU is given in 
equation 4.17. To resolve the average energy consumption, represented by C PU s , 
one applies equation 4.18. Thus, an equation for the average energy consumed 
by a CPU for the aforementioned operation has been formulated.

CPUAI ■ CPUV (4.17)

CPUE =  (CPUAI ■ CPU v) ■ (T ^  ■ ((STcyc • | )  +  U T ^)) (4.18)

Next one must formulate an equation for the energy consumed by a transceiver 
when it transmits a D-FTSP message. First, the time required to transmit a 
message is deduced. The time required to transmit a single bit, represented by 
Trxb! is dependent on the data rate, denoted by TXbT, of the transceiver and is 
given in equation 4.19. From this, the time required to transmit a single message 
can be determined using equation 4.20. The power consumed by a transceiver 
in transmit mode is given in equation 4.21. With respect to equations 4.20 and 
4.21, the total energy consumed by the transceiver when it transmits a D-FTSP 
message, represented by T T X e , can be calculated using equation 4.22.

TrXb T X br
(4.19)

Ps ■ Trxb (4.20)

T T X ai ■ T T X V (4.21)

T T X e =  (T T X ai ■ T T X V) ■ (Ps ■ TTXb) (4.22)

Finally, to calculate RE, one calculates x, which represents the ratio of CPU 
power consumption to transceiver power consumption; and y. which represents
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the ratio of time expended by the CPU to time expended by the transceiver. 
These are calculated using equations 4.23 and 4.24 respectively. It is reasonable 
to assume that the voltage applied to the CPU and transceiver is approximately 
equal and, thus, x  can be simplified by cancelling out the voltage terms. Re is 
calculated as the product of x  and y and given in equation 4.25.

T T X ai ■ T T X V T T X A]
(4.23)

CPUAI ■ CPUv ~ CPUAI

(.Ps • Trxb)
 ̂ _  TcyC ■ ((STcyc • f ) +  UTcyc)

(4.24)

T T X ai • (Ps'T-rxb)
E ~  CPUAI • (TcyC ■ ((STcyc • f  ) +  UTcyc))

(4.25)

The formula in 4.25 can be applied to any particular platform. As stated 
previously, the relative energy consumption of the particular hardware elements 
varies between platforms. However, the focus here is on the TelosB platform 
which the experiments detailed in section 4.2.4 were performed on.

The TelosB platform employs an MPS430 microcontroller and a CC2420 
transceiver. Referring to their corresponding data sheets [43, 44], the values for 
the required variables in equation 4.25 are presented in table 4.4. The determi
nation of STcyc and UTcyC is more challenging. One must determine the number 
of MPS430 machine cycles required to execute the D-FTSP code block. This can 
be achieved by first compiling the code into MPS430 assembly and then convert
ing it to corresponding hex code. One can then use naken430asm, by Kohn [45], 
which disassembles the hex file and lists the number of machine cycles required 
for each operation. The values are presented in table 4.5. It takes approximately 
28 machine cycles to search a position in the table and 113 machine cycles to 
update a child entry. In addition, the value of Nc is set to 10 which represents a 
relatively large number of children, indicative of an very dense WSN.

Plugging the values into equation 4.25 results in a value of approximately 872 
(equation 4.26). This value can be interpreted as follows: the additional CPU 
operations required by D-FTSP relative to FTSP in relation to maintaining its 
child table will consume the same amount of energy as a D-FTSP packet trans-
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Sym bol Value

CPUAI 0.0018 A

T T X ai 0.0188 A

T X br 250,000 bps

CPUdc 8  x 109 Hz

Table 4.4: TelosB parameters (MPS430 Microcontroller, CC2420 Transceiver)

Sym bol Value

Ps 72 b

ST eye 28

UTcyc 113

Nc 1 0

Table 4.5: D-FTSP parameters

mission if performed 872 times. To put this into perspective one can consider a 
scenario whereby all 1 0  child nodes above are configured with a very low trans
mission interval of 30s. In this particular case, it would still take over 40 minutes 
for their parent node to consume the same amount of energy required to transmit 
a D-FTSP packet. Thus, CPU energy consumption is minimal for this particular 
operation.

R e —
0.0018 x (72 x (4 x 10“ 6))

0.0188 x ((1.25 x 10-10) x ((28 x ( f )) +  113))
872 (4.26)

In relation to the second additional code block employed by D-FTSP, which 
is responsible for updating the transmission interval (r) of a node, the number 
of machine cycles required to perform a single iteration of algorithm 1  was cal
culated using the technique mentioned above and was found to be 147 cycles. 
Again, this represents an extremely small proportion of additional CPU energy 
utilisation. Only in the case of large numbers of iterations of the loop (order of
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thousands) would CPU energy consumption begin to compare to that of a mes
sage transmission, and such a case should never occur. Thus, again CPU energy 
consumption is minimal.

4.2.7 Memory Analysis

Similar to energy, memory is a limited and valuable resource in WSNs. The 
TelosB motes used in the experiments have just 10KB of RAM, whereas the 
Mica2 has 128KB. Since WSN time synchronisation protocols are employed to 
aid higher level time-sensitive applications, it is important that they consume a 
very small proportion of the available memory. Because of the design of D-FTSP, 
in order to achieve the aforementioned accuracy and energy savings, it must store 
more state. The greatest source of additional memory consumption relative to 
FTSP is the table employed to store data describing a node’s children. The data 
stored for each child includes a 2 byte node ID value, a 4 byte timestamp value 
and a 2 byte skew value. Thus, for each child, a D-FTSP node must consume 
8  bytes. The total size of the table is directly related to the number of children 
a D-FTSP node has. A node with Nc children consumes approximately Nc x 8 

additional bytes relative to an FTSP node. In a real world scenario, a value of 
N greater than 10 would represent an unusual case. Thus, one can say that the 
maximum additional memory consumed by a D-FTSP node relative to an FTSP 
node would unlikely be greater than 80 bytes. In the case of a TelosB mote with 
just 10,000 bytes of RAM, this represents a very small proportion of additional 
memory.

4.3 Summary and Contribution

This chapter presented the Dynamic Flooding Time Synchronisation Protocol 
(D-FTSP) an extension to the Flooding Time Synchronisation Protocol (FTSP). 
D-FTSP is designed for dynamic and unpredictable environments that subject 
WSN nodes to rapid and extensive clock drift. It transforms FTSP from a static 
synchronisation protocol to a dynamic one by providing nodes with the ability 
to identify their child nodes and determine their clock drift. Knowledge of a
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child’s clock drift allows a parent node to determine an appropriate transmission 
interval that prevents a child’s clock offset from exceeding an application defined 
error bound. In a real WSN deployment, a key criterion is often the level of 
synchronisation required and, thus, D-FTSP maps much more effectively to this 
scenario.

D-FTSP’s objective is efficient and accurate time synchronisation in dynamic 
environments. In order to determine D-FTSP’s ability to meet its objectives, it 
is compared and contrasted with FTSP in both a stable and unstable environ
ment. The results indicate that in an unstable environment, D-FTSP can achieve 
similar average network-wide accuracies to that of FTSP with almost 75% less 
transmissions. An analysis of energy consumption indicates that this translates 
to a 6 6 % energy saving. The analysis, however, also indicates that D-FTSP may, 
in certain rare scenarios, consume more energy in a stable environment which 
suggests that it is more suited to dynamic environments.

In conclusion, the contributions of D-FTSP can be summarised as follows:

• It provides nodes with the capability to directly determine the magnitude 
of a node’s clock drift. •

• It provides nodes with the capability to automatically self-configure their 
transmission interval with respect to a pre-eonfigured WSN application er
ror bound. This eliminates the pre-deployment stage required to determine 
suitable synchronisation parameters for static time synchronisation proto
cols such as FTSP.

• In a dynamic/unstable environment, it is capable of achieving similar network
wide accuracies to that of FTSP with a reduced number of transmissions, 
thus, conserving the limited energy supplies of WSN nodes.
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may serve thousands of MMOG clients simultaneously. The links between these 
clients and the MMOG server may vary drastically, some incorporating wireless 
technologies and others high speed fibre technologies. Consequently, subsets of 
clients may experience significantly greater packet delays than others, severely 
reducing the response time and, hence, fairness of the game. The use of time 
synchronisation can go a long way towards alleviating this unfairness. Similar 
to the VoIP scenario, MMOG clients can be synchronised such that clients may 
transmit time-stamped packets. An MMOG server can use this temporal in
formation to equalise the delays experienced by all clients and, thus, improve 
fairness.

These examples highlight only a subset of applications that necessitate time 
synchronisation over PSNs. It is interesting to note that the majority of such ap
plications are distributed in nature. Since distributed applications may have dis
tributed databases housing related data, the correct sequencing of events proves 
crucial in ensuring the integrity of this distributed data. Time synchronisation 
may also play a significant role in enhancing the quality of service of applications, 
particularly multimedia services. Temporal enhanced data provides invaluable 
information that can be used to balance the quality of a service across multiple 
clients.

5.2 PSN Time Synchronisation Protocols

The two most dominant time synchronisation protocols employed in PSNs are the 
Network Time Protocol (NTP) and the Precision Time Protocol (PTP) (IEEE 
1588). Each protocol is designed for a particular type of PSN. While NTP is 
designed for large dynamic networks, PTP is catered for relatively stable and 
controlled local area networks (LANs). The following sections describe each pro
tocol in detail.

5.3 Network Time Protocol

The Network Time Protocol (NTP), by Mills [8 , 13, 50, 51, 52], is one of the oldest 
internet protocols in operation today. It has been in operation for over twenty-five
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years. It is designed to synchronise the clocks of nodes connected over dynamic 
packet-switched networks that subject packets to varying latencies. The internet 
represents the best example of such a network. Multiple paths may exist between 
two particular nodes and either of these paths may become congested, or fail, at 
any time. Thus, the route a stream of packets take from one node to another 
may not remain fixed and, therefore, the latency of packets can vary over time.

GPS Radio

© 0 © ...' O
Figure 5.1: NTP hierarchy (stratums)

NTP uses the round-trip synchronisation technique described in section 2.4.2. 
Of course, since this technique assumes that the packet latencies between two 
nodes are symmetric, NTP’s design incorporates techniques to mitigate the ef
fect of asymmetric delays. The protocol uses redundant time references together 
with a suite of statistical algorithms to achieve this. The use of redundant time 
references increases the diversity of paths and, thus, increases the likelihood of 
acquiring high quality time data. In addition to this, the identification and elim
ination of low quality references is made possible. The statistical algorithms 
employed by NTP are used to filter the acquired data and choose the highest 
quality time references from which the final offset estimation is produced.

NTP hosts are organised into a hierarchical structure termed an NTP subnet 
(see fig. 5.1). Hosts at each level of the hierarchy are assigned a stratum number 
which represents their distance from the root of the hierarchy which itself has a 
stratum of zero. Stratum 0 references consist of extremely accurate time sources 
such as GPS, radio, and atomic clocks. Hosts that synchronise with stratum
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0 references are classified as stratum 1  references, and those that synchronise 
with stratum 1 references are classified as stratum 2 references and so on. This 
structure, in addition to eliminating cyclical dependencies, provides a means of 
comparing the quality of references. For example, as detailed later, it is used by 
NTP’s clustering algorithm to formulate a quality metric that is used to prune a 
list of references.

NTP’s design and operation allows it to achieve millisecond accuracies within 
local area networks and less than 100 milliseconds in wide area networks. This is 
an impressive feat given the dynamic nature of the internet.

5.3.1 Packet Structure and Processing

The NTP protocol operates at the application layer of the OSI model. It uses the 
transport layer protocol UDP to distribute time. The NTP packet structure is 
illustrated in fig. 5.2. The interpretation of the packet fields varies depending on 
the operating mode of the NTP hosts that are interacting. The primary operating 
mode is client/server mode, and it represents the most intuitive one as it follows 
the classical remote procedure call (RPC) paradigm. The following description of 
the NTP fields relates to a NTP reply packet sent from an NTP server in response 
to a request from an NTP client (as illustrated in fig. 5.2 ) -

• LI (Leap Indicator) - Warns the client of an approaching leap second.

• VN (Version Number) - Specifies the version of NTP in use.

• Mode - Indicates the operating mode of the server.

• Stratum - Indicates the stratum number of the server.

• Poll Interval - Indicates the maximum interval in seconds between succes
sive messages from the server to the client.

• Precision - Indicates the precision of the server’s local clock in seconds.

• Root Delay - Indicates the total round-trip delay in seconds from the server 
to its primary reference. The primary reference represents the NTP host 
that the server has chosen as its preferred time reference.
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Figure 5.3: NTP processes and flow

packet contents that result in offset and round-trip delay estimates, collectively
termed state variables. A peer and associated poll process are established for each 
peer. These processes together with their associated state variables form what 
is termed an association. An association is classified according to the duration 
of its lifetime which in turn is dependent on the operational mode of the peer 
and host. An association that exists indefinitely is classified as a persistent one, 
whereas one that exist briefly is classified as either preemptable or ephemeral. 
To clarify, in the case of a host and peer operating in client/server mode, the 
client establishes a persistent association for the server since it must continually 
poll it in order to stay synchronised. In contrast, the server, on receipt of an 
NTP request packet, generates an ephemeral association that only exists until 
the request is fulfilled. This is so because a server does not need to maintain 
state regarding the condition of a client.

The system process and its associated selection, clustering and combining 
algorithms are responsible for pruning the data passed to it from one or more 
peer process(es). The selection algorithm’s core responsibility is the identification 
and elimination of data associated with erroneous peers, also termed falsetickers. 
The clustering algorithm prunes the remaining data further by identify the most 
accurate data and eliminating the remainder. If at this point data associated with
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more than one peer remains then the final estimate of a host’s offset is calculated 
using the combining algorithm. The final offset estimation is then passed to the 
clock discipline process which together with the clock adjust process adjust the 
clock in small appropriate increments insuring a continuous monotonic clock, that 
is, a non-decreasing clock.

5.3.3 Data Filter Algorithm

The data filter algorithm represents a core component of the peer process. Its 
primary function is the identification and selection of an accurate offset and RTD 
pair sample (<5,9) from a list of recently collected samples associated with a par
ticular peer.

The data filter algorithm’s design is based on the characteristics of typical 
PSNs. Such networks are designed to alleviate packet congestion through the use 
of extra resources and sophisticated routing algorithms. Thus, while it is unlikely 
that a packet experiences significant delay in one direction, it is very unlikely 
that it also experiences a significant delay in the opposite direction. This can 
be verified by plotting a RTD (6) vs offset (#) scattergram for a particular peer. 
When the RTD (6) and offset (9) samples associated with a particular peer are 
plotted over time they form a scattergram, the shape of which highlights the 
characteristics of the path between a host and a particular peer. In general it 
resembles a wedge, as illustrated in fig. 5.4, and is termed a wedge scattergram.

Referring to fig. 5.4, one may observe that the majority of points are located 
at the top, bottom, and apex of the wedge which highlights the aforementioned 
characteristics of PSNs. Those points located at the bottom of the wedge indicate 
that the associated NTP request packets are subjected to greater delays than 
the corresponding reply packets. Correspondingly, those points located at the 
top of the wedge indicate that the associated NTP reply packets are subjected 
to greater delays than the corresponding request packets. Consequently, those 
points located at the apex of the wedge scattergram represent the most accurate 
estimates of the host’s clock offset as they are associated with symmetric network 
delays. Those points are also associated with the lowest RTDs which suggest that 
when presented with a sequence of RTD and offset pair samples (6, 6), the pair
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Figure 5.4: NTP wedge scattergram

with lowest RTD should be utilised as it represents the most accurate data.
Accordingly, the data filter algorithm, the core of which is illustrated in fig. 5.5, 

is employed by the peer process. The algorithm in fig. 5.5 is presented in relation 
to a peer and poll process associated with a peer m. The poll process generates an 
NTP request packet and sends it to m which responds with an NTP reply message, 
as illustrated in fig. 5.2. The timestamps 7(i+n), T(i+n)+1, and T(,-+ n )+ 2 contained 
within the reply message together with the timestamp T^+n)+s generated by the 
host are used to create the (i +  n)th sample (6i+n, Qi+n, £*+„) which is placed into 
a shift register. The variable e represents an important quality metric termed 
the peer dispersion that is used by a subsequent NTP algorithm. It is initialised 
with the resolution (p) of the host’s clock and then increased at a constant rate 
of 4> (15ppm).

The shift register, which holds n samples in reverse chronological order, drops 
the oldest sample, upon receipt of a new sample. The n samples
are then placed into a temporary list which is sorted by 6 . The offset, 90, of the 
sample with the lowest value of 5 is used together with the remaining offset values 
to calculate the peer jitter {tp) of m. The peer jitter represents another important 
quality metric that is subsequently used by the clustering algorithm to determine

123



5. Time Synchronisation in Packet-switched Networks

Data Filter ( Peer m )

124



5. Time Synchronisation in Packet-switched Networks

the most accurate offset value associated with a group of m peers. Its equation 
resembles that of the root mean square (RMS) formula and, therefore, its value 
represents the magnitude of variation of a particular quantity, in this case, the 
magnitude of variation of each of the n previous values of 6 associated with peer 
m.

Finally, the peer dispersion (c) is calculated and the final output of the al
gorithm is a tuple of the form (<5m, 9m, tpm, em) which corresponds to the lowest 
RTD sample, the jitter, and dispersion for peer m respectively. These variables 
are generated by each of the m peer processes associated with each of the m peers. 
They are subsequently referred to as peer variables and used by succeeding NTP 
algorithms.

5.3.4 Selection Algorithm

The peer/pool processes associated with each host’s peer provide the system 
process with the peer variables produced by the data filter algorithm. Thus, the 
system process receives a tuple of the form for each of the m peers.
Subsequent NTP algorithms are used to identify the highest quality data from 
amongst this collection. The selection algorithm begins this process by using the 
collection of peer variables to identify inaccurate peers.

A properly configured NTP client will employ numerous references/servers 
located across distinct network paths in order to synchronise its clock. The 
use of redundant references is beneficial in that data that originates from one 
or more incorrect server/s can be more easily identified assuming the majority 
of references are correct. The selection algorithm is responsible for separating 
incorrect peers, termed falsetickers, from correct peers, termed truechimers. It 
achieves this by first, constructing confidence intervals for each of the m peers 
(see fig. 5.6). Subsequently it determines the smallest intersection interval within 
which at least m — f  of the peers’ associated offsets lie.

The confidence interval of a peer represents a range of values within which the 
true offset associated with a peer must be located. In relation to a peer i, this 
interval is centred about the peer’s associated offset estimate, and is equal 
in magnitude to twice the value of the root distance, A,, associated with that
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peer. This interval is represented by the expression [Ql -  A,, 6, +  A,]. The root 
distance (A) associated with a peer represents the maximum time error of that 
peer relative to the root of the hierarchy. It is calculated using the root dispersion 
(E ) and root delay (A) which are retrieved from the NTP reply packet associated 
with the peer (see fig. 5.2). The root distance for a particular peer i is calculated 
using equation 5.3.

A, =  y  +  Ei (5.3)

Before describing the selection algorithm in detail, it is first important to 
understand the rationale behind the construction of a peer’s confidence interval. 
This is described in the subsequent section.

5.3.4.1 Confidence Interval Construction

Equation 5.3 stems from an analysis of the time error that can accumulate when 
two NTP nodes synchronise with each other. This error can be divided into two 
core components, the first of which is associated with timestamps and the second 
of which is associated with network delays.

Timestamp errors can be divided into clock reading errors and clock frequency 
errors. As explained in section 2.2, a clock consists of an oscillator that operates 
at a particular frequency / .  Each oscillation increments a counter at intervals 
of p — 1 / /  which represents the resolution of the clock. A timestamp, T(f), 
produced by reading the clock at time t will have a clock reading error represented 
by a random variable x  bounded by the interval [—/9, 0 ]. An oscillator will also 
have a fractional frequency error (see section 2 .2 .1 ) which may change slowly 
over time. The NTP clock discipline algorithm, ensures that the frequency error 
represented by the random variable y is bound by the interval [—(j>, <f>\ where 
0 represents the maximum frequency offset. Thus, the clock error r seconds 
after a clock reading can be represented by the random variable z expressed in 
equation 5.4. The probability density function (pdf) of z resembles a bell-shaped 
curve centred at p/ 2  and grows in width with r.

z =  x +  yr. (5.4)
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The fact that x and y are bounded allows one to determine the error bounds 
associated with timestamps. Referring to the scenario in fig. 5.2 where an NTP 
client, A, attempts to synchronise with an NTP server, B , by obtaining the times
tamps Tj, T j + i ,  Ti+2, and Ti+3, one can represent the frequency error, frequency 
error bound, and clock reading error bound of A and B as { fA,[—(j)A,(j)A],[—pA, 0}) 
and ( / b , [—4>b , 4>b], [—P b , 0]) respectively. Thus, the error bounds associated with 
each of the timestamps T), Ti+\, Ti+2, and Ti+3 can be represented by equations 
5.5, 5.6, 5.7 and 5.8 respectively.

e l  =  [ - / 7 4 ,0 ] (5.5)

^2 =  [~Pb , 0] (5.6)

P b , 0] +  / b (T )+ 2  -  Ti+1) (5.7)

-pAi  0] +  Í a {Tí+3 -  Ti) (5.8)

Consequently, with respect to equations 5.2 and 5.1, the error inherent in 
determining the offset (6 ) and RTD (5) of A  are contained within the bounds in 
equations 5.9 and 5.10 respectively. (NOTE: The expression \i,j] +  a is equivalent 
to [i +  a ,j  +  a]).

{ [—Pa — Pb , Pa +  Pb \ +  / b (7í+ 2  — Tl+1 ) — f A(Ti+ 3  -  Tf) } / 2 (5.9)

[—Pa  — Pb , Pa +  Pb \ +  / b ( 7 ) + 2  — Tt+\) -I- f A(Ti+3 — Tf) (5.10)

To simplify the process of calculating the maximum absolute error inherent in 
determining 9 and 5, the values p, 4>, and T  are set according to equations 5.11, 
5.12, and 5.13 respectively. Thus, A  and B's clocks are assumed to have the same 
resolution, p, and the frequency error of each clock is considered to be bound by 
the interval [—0,0] due to the work of the clock discipline algorithm. These are 
assumptions but are adequate to determine the maximum errors.
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P = m a x {p A. p B) (5.11)

cf) =  max(<pA,<t>B) (5.12)

T  =  Ti+3 -  T (5.13)

The maximum absolute error in determining 9 termed the offset dispersion 
(eg) is then expressed using equation 5.14, and the maximum absolute error in 
determining S termed the delay dispersion is expressed using equation 5.15.

se =  p +  (pT (5.14)

£S =  2(p +  <pT) (5.15)

These maximum errors are associated with the timestamps. While they are 
important, they are typically overshadowed by network delay errors. In relation 
to the timestamps recorded by client A and server B, the upload delay (u) and 
download delay (d) of an NTP packet are u =  (Ti+i -  T,) and d =  (Ti + 3 -  Tl+2) 
respectively. Thus, 6 and S can be represented by equation 5.16 and 5.17

= ( u - d )  
2

(5.16)

S =  u +  d (5.17)

If 0T represents the true offset of A relative to B, then the inequality d < 0T <  
u must hold, since message delays are always positive. This inequality can also be 
expressed using equation 5.18 which from equations 5.16 and 5.17 is equivalent 
to equation 5.19

u +  d 
2

u — d 
2

< e T <
u +  d u -  d 

2
(5.18)
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\ °t \ < |0| +  ^ (5.19)

Equation 5.19 provides bounds for the error related to network delay, but the 
offset and delay dispersion presented in equations 5.14 and 5.15 must be factored 
in. When factored in, they result in equation 5.20 which can also be expressed 
using equation 5.21.

\9t \ <\0\ +  S e ----- --- -  (5.20)

\0T\ <  \9\ +  -  +  2(p +  <j>T) (5.21)

The term 2(p +  (pT) represents the dispersion, e, which was presented in 
section 5.3.3. Combining the network delay error and the dispersion results in a 
quantity termed the synchronisation distance (A) (see equation 5.22).

A =  ^ +  e (5.22)

The term A represents the synchronisation distance between A and B. The 
synchronisation distance between B  and its primary reference is represented by 
the root distance, AR, which is expressed in equation 5.3 and is calculated using 
the root delay (A/*) and root dispersion (ER). Client A obtains these quantities 
via an NTP reply message from B. Before A can provide synchronisation, it must 
recalculate these values. The calculation of A and E  at A are performed using 
equations 5.23 and 5.24 respectively. In equation 5.24, /t represents the update 
interval and 0  represents the final offset value produced by the clock combining 
algorithm (described later).

+a;
o11

<3 (5.23)

E — Ef{ -T £ +  <pp +  <p +  10 1 (5.24)
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5.3.4.2 A lgorithm

The rationale behind the construction of a peer’s confidence interval justifies the 
design of the selection algorithm. Since the confidence interval bounds the true 
offset of a host relative to a peer, the confidence interval of a particular peer that 
does not intersect with the majority of the intervals associated with the remaining 
peers is most likely a falseticker.

As explained earlier, the confidence interval of a peer i can be expressed as 
[iOi — A i, 6, +  A ,]  where 6, represents the midpoint of the interval. In the case of m 
peers where up to /  falsetickers are permitted and f  <  m/2, the NTP selection 
algorithm identifies the smallest intersection of m — f  confidence intervals that 
contains at least m — f  midpoints. This intersection interval is bounded by the 
lower limit, l, and the upper limit, u, and can be represented by the expression 
[ l , u \ .

This is illustrated in fig. 5.6 which depicts the confidence intervals associated 
with four peers. The selection algorithm produces an intersection interval which 
contains the midpoints do, 6\, and 62• The data associated with peer 3 lies 
outside this interval, and so the peer is considered a falseticker and removed from 
the group.

0o - Ao 0o 0o + Ao

;

0 1 -A l 0 1  0 l + A l 
1_________________________

02 - A2 02 02 + A2 
1____________

-<-----------------------►

03 - A3 03 03 + A.3
t

Falseticker (Discarded)

1 u

Intersection Interval (Truechimers)

Figure 5.6: NTP selection algorithm
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5.3.5 Clustering Algorithm

The selection algorithm is responsible for removing those peers that disagree with 
the majority and does this effectively. Nevertheless, the remaining peers and their 
associated offsets typically do not agree due to minor asymmetric delays. Thus, 
the most accurate peer among the remaining must be identified. This is the 
responsibility of the clustering algorithm.

In order for the clustering algorithm to identify this particular peer, it must 
use appropriate quality metrics. The first of these metrics is the peer jitter (ip) 
which is produced by the data filter algorithm presented in section 5.3.3. In 
relation to a particular peer, it represents the RMS of the differences between 
each of the offset samples associated with that peer and the most accurate offset 
sample. In essence, it represents the magnitude of variation of the offset samples 
associated with a particular peer and, therefore, is a good measure of the quality 
of data associated with that peer.

The second metric utilised is the selection jitter (<ps) which represents the RMS 
of the differences between a particular peer’s associated offset and the remaining 
peers’ associated offsets. Thus, in the case of m remaining peers, the selection 
jitter for a peer i is expressed in equation 5.25.

The final metrics employed are the stratum (s ) and root distance (A) of the 
peer. These metrics are used to produce a sort metric denoted by the symbol A. 
The sort metric for a particular peer i is calculated using equation 5.26 where 
A max represents a bias factor termed the maximum distance.

Equation 5.26 is designed to give preference to those peers with lower stratum 
numbers. This is logical, since those peers with lower stratum numbers are typi
cally more accurate than those with higher ones given the structure of the NTP 
hierarchy. Of course, this is not always the case, and so the root distance, A, of 
a peer is also utilised to handle such scenarios. Thus, in the case of two peers i

m — 1 2

(5.25)

A, — A maar.Si +  A , (5.26)
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and j  with stratum numbers 1 and 2  respectively, peer j  will not precede peer i 
unless i's root distance is greater than the maximum distance, Amax, and j ’s root 
distance, A j, combined.

The clustering algorithm commences by first constructing a list with tuples 
of the form (A,, 6,. ipi) for each of the m peers. It then sorts this list by the sort 
metric A. On completion of the algorithm, this order represents their rank as time 
references. The value nmin is chosen to represent the minimum number of peers 
that must remain. Algorithm 2 is then employed. The first part of this algorithm 
calculates the selection jitter, (ps, for each of the m peers. The selection jitter for 
a particular peer i is then multiplied by its associated sort metric A, to produce 
the statistic x,. If the minimum number of peers has not been reached and the 
maximum selection jitter of all peers, <ps,max is greater than the minimum jitter 
of all peers <̂mm, then the peer associated with the highest statistic x is removed, 
and the procedure repeats.

Algorithm 2 Selection Algorithm

loop
for i =  1  —> m do

sum <— 0

for j  =  1  —» m do
sum <— sum +  (#, — 6j )2 

end for
<Ps,i yjsum
x,  ̂ A 7'(^?S)j 

end for
if m < nmin then 

exit loop
else if max(<pS'i) < min(ipj), (0 < i <  m, 0 < j  < m) then 

exit loop 
else

remove peer with maximum x 
m <— m — 1  

end if 
end loop
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An example of the procedure is illustrated in fig. 5.7. Here four peers 1  — 4 
are presented along with their jitter and selection jitter which are represented by 
the width of their associated boxes. The first iteration, illustrated on the left of 
fig. 5.7, identifies the minimum jitter as î 4 and the maximum selection jitter as 
<^s ,2 which are associated with peers 4 and 2 respectively. Because the minimum 
jitter is less than the maximum selection jitter, the peer with the maximum 
statistic x, here assumed to be peer 2, is removed. The second iteration identifies 
the minimum jitter as < and the maximum selection jitter as ips  ̂ which are 
associated with peers 4 and 3 respectively. This time the minimum jitter is 
greater than the maximum selection jitter leaving three survivors: peers 1,3, and 
4. The algorithm completes by ranking these peers based on the sort metric A.

Iteration 1 Iteration 2

Figure 5.7: NTP clustering algorithm
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5.3.6 Combining Algorithm

The output of the selection and clustering algorithm is a set of data associated 
with at least one peer. In the case of a single surviving peer, i, the variables 
associated with i will be used to update the core system variables 0 , A, and E. 
The system offset, 0 , will be set to the offset associated with i, that is, 9i, while 
the root delay, A, and root dispersion, E, will be set according to equations 5.23 
and 5.24 respectively.

In the case of multiple surviving peers, the combining algorithm is employed. 
The combining algorithm is based on an observation that it is possible to obtain 
a more accurate estimate of a host’s offset if the offset of multiple surviving peers 
are averaged according to a suitable weighing scheme. This weighing scheme is 
based on the root distance (A) of a peer whereby those peers with lower values of 
A contribute more to the final estimation of 0 . This is expressed in equation 5.27.

The system variable, ©, is subsequently used by the clock discipline algo
rithm which employs a phase-locked loop to correct the host’s clock offset at an 
appropriate rate.

5.3.7 Clock Discipline Algorithm

The clock discipline algorithm forms the heart of the clock discipline process. 
It operates as a feedback control system that uses the offset value produced 
by preceding algorithms to calculate phase and frequency corrections which are 
subsequently used to control a variable frequency oscillator (VFO).

The operation of the NTP algorithms in terms of a feedback control loop 
is illustrated in fig. 5.8. Here 9C represents the control phase of the VFO and 
9r represents the phase of a reference server. The phase detector produces the 
signal Vj which represents the instantaneous phase difference. The output of one 
or more clock filters are processed by the intersection, clustering, and combining 
algorithms to produce the signal V̂ . This is used by the loop filter to produce

(5.27)
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phase and frequency corrections which are used by the clock adjust process to 
produce the signal \ rc which controls the frequency of the VFO, thus, completing 
the loop.

Figure 5.8: NTP clock discipline algorithm

The loop filter is responsible for producing both phase and frequency adjust
ments from the signal Vs. These are represented by the terms x and y respectively. 
The frequency adjustment, y, is produced using a combination of a phase-locked 
loop (PLL) and frequency-locked loop (FLL). A PLL differs from an FLL in that 
it is used to directly minimise time error while indirectly minimising the fre
quency error. Conversely, an FLL directly minimises the frequency error while 
indirectly minimising the time error. Mills [13] shows that a PLL works bet
ter when system jitter dominates, whereas an FLL works better when oscillator 
wander dominates. By combining both techniques with the proper weightings, 
it is observed that better frequency adjustments can be obtained. The discipline 
algorithm, thus, employs a PLL/FLL hybrid approach.

Within the loop filter, the phase and frequency adjustments x and y are set 
according to equations 5.28 and 5.29. Thereafter, at intervals of one second,
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the clock adjust process uses the adjustments to compute an appropriate phase 
increment which is then passed to a kernel function. This function, typically 
adtjtimeQ, directly updates the system time. This continues until x and y are 
recomputed at the next update.

x =  Vs (5.28)

y =  y +  ypLL +  yF n (5.29)

5.4 Precision Time Protocol

The network time protocol is designed to meet the accuracy requirements of dis
tributed applications that are connected over wide area networks. NTP provides 
a sufficient degree of synchronisation to meet the requirements of a majority of 
these applications. When accuracies as low as 1 millisecond are required, NTP 
may also be employed but, ideally, the link that connects an NTP server to the 
devices that require synchronisation should not introduce delays that might neg
atively impact the protocol’s performance. Thus, the link should be a managed 
one.

There are other applications that require synchronisation levels far beyond 
what NTP can deliver. Measurement, control, and operational applications 
utilised by manufacturing, utility, and telecommunication systems may require 
numerous devices to be synchronised within a few microseconds of each other in 
order to function properly. To provide such a degree of synchronisation requires 
the use of GPS receivers, and when this proves impractical, atomic clocks are the 
only remaining option. Of course, such approaches are extremely expensive. To 
meet an obvious demand, the Institute of Electrical and Electronics Engineers 
(IEEE) published the IEEE 1588 standard in 2002. The IEEE 1588 standard, 
otherwise known as the Precision Time Protocol (PTP), is designed to fill the 
niche that alternative synchronisation protocols cannot by providing a feasible 
means of time synchronising numerous interconnected computing devices within 
microseconds of each other.
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5.4.1 Overview

PTP [9, 53, 54] is designed for systems that require microsecond to sub-microsecond 
accuracies. Such systems can be found in industrial, utility and communication 
sectors. Its design allows for administration free operation over spatially localised 
networks and can accommodate both high and low end devices.

In contrast to NTP and with regard to the accuracies it is designed to achieve, 
PTP makes some core assumptions about the state of the network it operates over. 
The first of these is associated with asymmetry. Similar to XTP, the protocol, 
at its core, employs a variant of the round-trip synchronisation technique and, 
thus, asymmetric two-way packet delays can impact its performance. Thus, PTP 
expects that the underlying network is managed and, thus, assumes that the 
network and its components are selected and configured to minimise asymmetry. 
In addition to this, PTP expects that the traffic patterns on the network are 
controlled so that traffic variation is minimised and. consequently, timing jitter. 
Ideally, the network should be configured such that PTP messages are prioritised 
and, in addition, where possible, internetworking devices should be replaced by 
PTP aware devices such as transparent clocks and boundary clocks. Finally, al
though it can tolerate them, PTP assumes that events associated with missed, 
duplicated, or out-of-order messages are rare.

The PTP protocol itself is a dist ributed one that organises nodes into a master- 
slave hierarchy, the root of which is termed the grandmaster clock. The grand
master clock acts as the time reference for every clock within a PTP domain. 
The network elements that participate in the PTP synchronisation process are 
categorised into one of five PTP device types. Each PTP device type implements 
various features of the protocol. The role that a network element plays within 
a network typically dictates the type of PTP device it becomes within the PTP 
synchronisation hierarchy.

The devices in a PTP system interface with the network via ports. When 
the protocol constructs the synchronisation hierarchy, it places each port on each 
PTP device into one of three primary states: slave, master or passive. Thus, 
although a device typically contains a single physical clock, it is not the device 
itself that enters the slave, master, or passive state but its ports, each of which is
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associated with a distinct protocol engine and a dataset that describes it. During 
the synchronisation process, a slave port determines its clock offset with respect 
to its associated master port using two-way PTP message exchanges.

5.4.2 PTP Synchronisation

Each slave port in a PTP device communicates with a master port on another 
PTP device via an independent communication link. This communication link 
may or may not contain other network elements. If it does, then these elements 
may introduce varying message latencies. If these elements are “PTP aware”, 
then they possess specialised PTP hardware/software that allows them to correct 
for any message latencies they are responsible for.

The goal of a port in the slave state is to determine the propagation delay 
of PTP messages that traverse the link between it and its associated master 
port. Knowledge of this propagation delay permits the port to determine the 
offset between its local clock and its master’s local clock. To accomplish this, the 
standard describes two mechanisms that can be used, namely the delay request- 
response mechanism and the peer delay mechanism. Devices that employ the 
delay request-response mechanism use a variant of the round-trip synchronisation 
technique (described in section 2.4.2) in order to acquire the four timestamps 
(2"i — T4) necessary to calculate their clock offset. Devices that employ the peer 
delay mechanism use a separate sequence of PTP messages in order to determine 
one-way link delays at each port. Using this mechanism, timestamps recorded 
at either end of the link can be corrected using the known link delay, thus, 
eliminating the need for a slave port to acquire all four timestamps (7) — T4).

5.4.2.1 PTP Messages

PTP messages can be categorised into two groups: PTP event messages and PTP 
general messages. The distinction between both is that PTP event messages gen
erate timestamps when transmitted and received, whereas PTP general messages 
do not. Thus, the purpose of PTP event messages is to capture time information, 
whereas the purpose of PTP general messages is to communicate information.

The class of event messages include -
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• Sync

• Delay-Req

• Pdelay-Req

• Pdelay-Resp

The class of general messages include:

• Announce

• Follow^ Up

• Delay-Resp

• Pdelay-Resp-Follow- Up

• Management

• Signaling

To accommodate these message classes, every PTP port possess two logical 
interfaces: the event interface and the general interface. In contrast to the general 
interface, messages that are transmitted via the event interface trigger a reading 
of the local clock both at transmission and receipt. Depending on the type of 
event message and the hardware employed, the generated timestamp may or may 
not be placed into the outgoing message (see next section).

The generation of a timestamp occurs when a specific point in an event mes
sage crosses a particular boundary in one of the communication layers. This point 
is termed the timestamp point. The standard itself specifies a timestamp point in 
an event message for each of the communication layers. Thus, on transit through 
the protocol stack, a detection of the timestamp point at the elected layer trig
gers a reading of the local clock. Of course, the higher the elected layer is in the 
protocol stack, the less precise the recorded timestamp typically is due to various 
system latencies encountered during the clock reading process.

In order to achieve the maximum precision, timestamps should be recorded 
at the physical layer. In such cases, specialised PTP hardware is required which
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Figure 5.9: PTP time stamping

functions independently of the protocol stack (see fig. 5.9). This hardware, when 
it detects the timestamp point in the physical header, reads the local clock directly 
and, subsequently, passes the recorded timestamp via a direct and independent 
path to the protocol engine which runs at the application layer. Thus, all sources 
of non-deterministie system latencies are avoided.

5.4.2.2 Link Propagation Delay

PTP devices that employ the peer delay mechanism can determine the propaga
tion delay of its ports’ associated communication links where a communication 
link represents a connection between two distinct PTP ports. Every port on a 
PTP device that employs the mechanism uses it to determine a delay measure
ment for its associated link. Ports which share the same link, such as a master 
port on one device and a slave port on another, use the mechanism to calculate 
their own independent value for the link propagation delay.

The mechanism itself employs the Pdelay.Req, Pdelay-Resp, and if required, 
Pdelay.Re,sp.Follow. Up messages. The PdelayMeq and Pdelay-Resp event mes
sages generate the necessary timestamps, whereas the Pdelay-Resp-Follow-Up
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message is used to communicate the timestamps.

T4 . .  <- . . C D " "
PdelayResp

T3

T3-T2

Pdelay_resp hoIlow_Hp

© ©

Figure 5.10: PTP peer delay mechanism

The link delay measurement process is illustrated in fig. 5.10. A port that 
wishes to determine the link propagation delay between it and another port that 
shares the same link, termed its link peer, initiates the communication exchange 
by transmitting a Pdelay.Req event message via the event interface. In fig. 5.10 
port 1 and port 2 represent two ports that share a link. Port 1 wishes to determine 
the link delay between it and port 2  and, thus, initiates the communication 
exchange. This transmission triggers the generation of a timestamp denoted Ti 
which represents the transmission time at port 1. The destination port, port 2, on 
receipt of the Pdelay.Req message via the event interface generates the timestamp 
T2 which represents the reception time of the Pdelay.Req message. In response, 
port 2 transmits a Pdelay_Resp event message back to port 1 which generates the 
transmission timestamp T3 at port 2 and the reception timestamp T4 at port 1.

In the particular case depicted in fig. 5.10, at this stage in the process, port 1
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only has access to timestamps 7\ and T4. It must acquire either To and T3, or the 
difference between T2 and T3 in order to calculate the link delay. The acquisition 
of this information can be accomplished in one of three ways:

• The first approach, which is illustrated in fig. 5.10, has port 2 communicate 
the difference between T2 and T3 back to port 1 in a Pdelay-Resp.Follow-Up 
message.

• The second approach has port 2 communicate the difference between T2 

and T3 back to port 1 in the P deday-Resp event message.

• The third approach has port 2 return timestamp To in the Pdelay.Resp 
event message and timestamp T3 in a Pdelay.Resp-Follow-Up message.

Once port 1 has acquired all four timestamps it can calculate the link delay 
and, subsequently, correct timestamps acquired using the synchronisation process 
(next section).

It must be noted that this mechanism assumes symmetric two-way delays. 
Any asymmetry will produce an incorrect estimation of the link delay. As men
tioned earlier, a communication link between a master and slave can have various 
network elements that may introduce asymmetry. These elements, however, can 
be configured to proactively eliminate such asymmetry, as described in subsequent 
sections.

In addition to errors resulting from asymmetry, other less severe errors can be 
introduced if the frequency of port l ’s associated clock differs from that of port 
2’s associated clock. In order to reduce such errors, port 2 should respond to a 
Pdelay-Req event message with a corresponding Pdelay.Resp message as quickly 
as possible after its reception.

5.4.2.3 Synchronisation Process

The general PTP synchronisation process is illustrated in fig. 5.11. The process 
itself employs the Sync, Delay-Req, Delay-Resp, and if required, Follow-Up mes
sages. Each port in a PTP device uses the process independently of other ports 
and, thus, is responsible for constructing and communicating its own PTP mes
sages. Sync and Delay-Req event messages are used to generate the necessary
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timestamps required for a port in the slave state to determine its clock offset. De- 
lay.Resp and Follow.Up general messages are used to communicate timestamps 
recorded by a master port back to a slave port.

Master Slaveo o
Ti Sync

T2
Follo\v_l Ip

T4 Delay_Req

T3

DetayJResp

© ©

Figure 5.11: PTP synchronisation process

The synchronisation process is illustrated in fig. 5.11. The master port ini
tiates the synchronisation process by transmitting a Sync message to the slave. 
This message is transmitted via the event interface which generates the timestamp 
T\. The Sync message is received via the event interface at the slave triggering 
the generation of the timestamp T2. The slave must have access to 7\ in or
der to accurately calculate its local clock’s offset. The acquisition of T\ can be 
accomplished in one of two ways: •

• The timestamp Ti can be placed into the Sync message before transmission 
by the master. This requires specialised hardware.
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• A Follow-up general message can be used by the master to communicate T\ 
to the slave (as illustrated in fig. 5.11)

If the slave and master employ the peer delay mechanism then at this stage in 
the process the slave has enough information to determine its clock offset. Hence, 
it will use the link propagation delay measurements it acquired via the peer delay 
mechanism to correct T2 and, thus, calculate the clock offset.

If the slave and master employ the delay request-response mechanism, then 
the slave must acquire more time information. The slave transmits a Delay-Req 
event message which triggers the generation of timestamp T3 . The master on 
receipt of the Delay-Req message generates the timestamp T4. This timestamp 
must be communicated back to the slave and is done so via a Delay^Resp message. 
At this point the slave has acquired the four timestamps (T) — T4) necessary for 
it to compute its clock offset.

5.4.3 PTP Devices

Almost every network element that is said to be “PTP aware" is termed a PTP 
device. The role an element plays within a network is typically indicative of 
the PTP device it becomes within a PTP network. There are five such PTP 
devices: ordinary clocks, boundary clocks, end-to-end transparent clocks, peer-to- 
peer transparent clocks, and management nodes. Each of these devices implements 
various facets of the standard. Ordinary clocks and boundary clocks represent 
those devices that require synchronisation, whereas transparent clocks represent 
intermediate networks elements that are located on communication links between 
ordinary and boundary clocks. Management nodes, as the name suggests, are 
used for management and configuration of a PTP network. Each of these devices 
are discussed in detail in the following subsections.

5.4.3.1 Ordinary Clock

An ordinary clock represents the most basic device that requires synchronisation. 
This is typically a computing device with a single interface to a network and, 
therefore, possesses a single port. Depending on the role an ordinary clock plays

144



5. Time Synchronisation in Packet-switched Networks

within a PTP network, its sole port is placed in either the master or slave state. 
If an ordinary clock is elected a grandmaster clock, then it acts as the primary 
time reference for every other ordinary and boundary clock within its domain. 
Such a clock is typically synchronised to an external time reference, such as GPS, 
and its port is placed in the master state which provides time information to 
other ports. If not elected a grandmaster clock, its port is placed in the slave 
state which acquires time information from another master port.

Clock Data Sets Port Data Sets

Protocol Engine

General Interface -< -------

Local Clock

Timestamp Generation Event Interface ------

Figure 5.12: PTP ordinary clock

The structure of an ordinary clock is illustrated in hg. 5.12. It possesses 
a single local clock, port, and protocol engine. The protocol engine represents a 
core component of the PTP protocol and is typically associated with an individual 
port. It is responsible for determining the state of the port and for generating the 
necessary sequence of PTP messages required for synchronisation. As mentioned 
earlier, the port interfaces with its associated communication link via two logical 
interfaces: the event interface and the general interface. The event interface itself 
has access to the local clock via a timestamp generation module which timestamps 
incoming and outgoing messages. Access to this timestamp generation module 
distinguishes it from the general interface.

In addition to these core components, the ordinary clock contains two types
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of data sets, one of which is associated with the port and the other which is 
associated with the ordinary clock itself. They are termed the port data sets 
and the clock data sets respectively. The clock data sets hold information that 
describes the local clock, parent clock (device to which it directly synchronises), 
and grandmaster clock. In addition to this, they also hold attributes related to 
synchronisation and the employed timescale. The port data sets hold information 
related to a specific port, in particular its state. It is the protocol engine that 
is responsible for maintaining these data sets. These data sets provide valuable 
information during the construction phase of the PTP master-slave hierarchy, as 
will be described later.

5.4.3.2 Boundary Clock

A boundary clock is the second and only other PTP device that synchronises its 
clock within a PTP network. The biggest distinction between it and an ordinary 
clock is the number of ports it contains (see fig. 5.13). It typically represents 
a network element, such as a bridge, router, or repeater and, therefore, may 
interface with a network via multiple physical links.

A boundary clock contains a single physical clock and a single collection of 
clock data sets. Every physical port on a boundary clock is associated with a 
separate protocol engine and a collection of port data sets. Since more than one 
protocol engine resides on a boundary clock, the protocol engines in a boundary 
clock have the ability to determine which one of the multiple ports on the device 
is responsible for synchronising the local clock.

5.4.3.3 End-to-end Transparent Clock

An end-to-end transparent clock represents a network element such as a bridge, 
router, or repeater that is said to be “PTP aware”. In contrast to ordinary and 
boundary clocks, an end-to-end transparent clock does not synchronise its local 
clock to any particular PTP timescale. The device is typically found on the com
munication link between a master port on one PTP device and the corresponding 
slave port on another PTP device. The purpose of the end-to-end transparent 
clock is to alleviate the negative effects that asymmetric two-way message laten-
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Figure 5.13: PTP boundary clock
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cies have on the delay request-response mechanism. Each end-to-end transparent 
clock is responsible for correcting delays it directly subjects a PTP event message 
to. It accomplishes this by measuring the residence time of PTP event messages 
as they traverse the various communication layers of the device. This residence 
time is appended to the event message and subsequently used by a slave to al
ter/correct timestamps.

Figure 5.14: PTP transparent clock

As illustrated in fig. 5.14, the core component of an end-to-end transparent 
clock is the residence time bridge. The reception of a PTP event message by 
an end-to-end transparent clock triggers the generation of a timestamp at the 
reception port. This timestamp is referred to as an ingress timestamp. When 
the same PTP event message is transmitted by the transparent clock, it triggers 
the generation of a timestamp referred to as an egress timestamp. The difference 
between these timestamps, referred to as the residence time, is calculated by the 
residence time bridge and either appended to a special field in the event message 
called the Correction field or placed into the event message’s corresponding Fol
low. Up. This residence time can then be used by the slave port on an ordinary 
or boundary clock to adjust timestamps generated by its associated master.

An important factor that must be considered when employing end-to-end 
transparent clocks is clock frequency. The residence time of an event message is

148



5. Time Synchronisation in Packet-switched Networks

calculated using a transparent clock’s local clock. This clock is not synthesised to 
the corresponding master and, therefore, may have a frequency offset that might 
introduce error into the residence time calculation. This may be acceptable if the 
error introduced does not impact the accuracy requirements of a time sensitive 
application. However, if not acceptable, methods exist to remedy this.

One such method described in the PTP standard allows a transparent clock 
to synthesise its local clock to that of a master clock. This is accomplished by 
forcing the transparent clock to analyse timestamps in Sync and/or Follow-Up 
messages sent by a master. By comparing the rate of change of its local time 
with respect to the master’s local time, the ratio of one rate to the other can 
be estimated. This ratio of rates can then be used to adjust the frequency of 
the transparent clock’s local clock (directly or via timestamp adjustments), thus, 
synthesising it to the master’s clock. This whole process operates closed loop 
since the adjusted clock’s timescale is used in subsequent estimations.

5.4.3.4 Peer-to-peer Transparent Clock

Peer to peer transparent clocks are almost identical to end-to-end transparent 
clocks with the exception that they support the peer delay mechanism. This 
allows them to measure associated link propagation delays as well as facilitate 
measurement of link delays by link peers.

A peer-to-peer transparent clock determines the link propagation delay be
tween it and its link peer using the communication exchange detailed in sec
tion 5.4.2.2. Since a peer-to-peer transparent clock employs the peer delay mech
anism, unlike an end-to-end transparent clock, it only needs to correct for the 
residence time of Sync messages used in the synchronisation process. The resi
dence time of a Sync message and the link delay are placed into the correction 
field of the Sync or corresponding Follow_ Up message. The link delay value placed 
into the correction field of a message by a transparent clock represents the delay 
of the link that the message was received on, not the sending link. The device 
that subsequently receives the message from the transparent clock, whether it 
is a boundary clock, an ordinary clock, or another transparent clock, makes the 
appropriate link corrections for its reception link.
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It must be noted that peer-to-peer transparent clocks can only be connected 
to the ports of PTP devices that, like it, support the peer delay mechanism. 
Likewise, end-to-end transparent clocks should be connected to devices that only 
support the delay request-response mechanism. PTP devices that support differ
ent mechanisms can only be bridged via a boundary clock with ports that support 
both mechanisms.

5.4.3.5 Management Node

PTP management nodes, as their name suggests, provide a means to administer 
a PTP network through the use of management messages. A management node 
can manage a PTP network automatically and/or provide an interface for manual 
configuration. Unlike other PTP devices, management nodes can be combined 
with any of the other PTP devices.

5.4.4 PTP Network Construction

Once deployed, a PTP network automatically configures itself into a master-slave 
synchronisation hierarchy. In order to establish this synchronisation hierarchy, 
each port on each device must enter an appropriate state. The three states that 
determine the structure of the synchronisation hierarchy are the master, slave, 
and passive states. A port in the master state is the source of time for all 
ports on its associated link, whereas a port in the slave state synchronises to the 
master port on its associated link. A port in the passive state does not take part 
in the synchronisation process. Its purpose is to eliminate cyclic paths in the 
synchronisation topology.

Determining which state a port should enter is the responsibility of the proto
col state machine. Every port on a PTP device is associated with an independent 
copy of this state machine. It determines which state a port should enter by 
analysing PTP Announce messages. Announce messages contain data describ
ing other clocks in the network. By comparing the local clock’s data sets with 
information contained in Announce messages, the future state of a port can be 
determined. The algorithm used to compare the data sets of clocks is termed the 
best master clock algorithm.
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5.4.4.1 Best Master Clock Algorithm

The primary purpose of the best master clock algorithm is to compare the data 
sets of two clocks and determine the better clock. Multiple Announce messages, 
each containing a description of a remote clock, may be received by a particular 
port. It is the duty of the best master clock algorithm to compare such clock 
descriptions to that of the local clock and choose the next state of the port. 
The algorithm itself is composed of two distinct sub-algorithms: the data set 
comparison algorithm and the state decision algorithm.

The data set comparison algorithm is responsible for the actual comparison. 
It performs pair-wised comparisons of clock attributes describing the remote and 
local clock. Each of the attributes used in the comparison have a different prece
dence. These attributes in order of precedence are -

• prority 1 - A value between 0 and 255 configured by a user to indicate the 
priority of a clock. It is used in situations where a master has been selected. 
Lower values take precedence.

• clockClass - A value that represents the traceability of a clock’s time or 
frequency. For example, a value of 6  indicates that a clock is synchronised 
to a primary reference time source, while a value of 7 indicates that a clock 
was synchronised to a primary reference but is now in holdover mode. •

• clockAccuarcy - A value in hex that represents the accuracy of a clock. Each 
hex value is mapped to an accuracy range. For example, the lowest value 
of 20/iex indicates that a clock is accurate to within 25ns, while a value of 
23hex indicates that a clock is accurate to within 1  ps.

• offsetscaledLog Variance - Represents the stability of a clock as measured 
by an almost perfect clock.

• prority 2 - Similar to the priority 1 attribute but with lower precedence.

• clockldentity - A unique identifier. This is used by the data set comparison 
algorithm in the event of a tie.
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In the event that multiple Announce messages that describe the same remote 
clock are received because of cyclic paths in the underlying network topology, 
the data set comparison algorithm uses a distance attribute for comparison. This 
distance attribute which is deduced from a field (stepsRemoved field) in Announce 
messages, represents the number of hops traversed by the message on transit to 
the port.

After the data set comparison algorithm has determined the better clock, the 
state decision algorithm determines the next state of the port. The next state, or 
recommended state, of the port is determined based on the current state of the 
protocol state machine and its transition rules.

Grandmaster

Figure 5.15: PTP master-slave hierarchy

An example of a PTP synchronisation hierarchy is illustrated in fig. 5.15. In 
fig. 5.15 ordinary clock 1 represents the root of the hierarchy and is, therefore, a 
grandmaster clock. It provides synchronisation to boundary clock 1. The port 
through which boundary clock 1  synchronises with ordinary clock 1  must be in the 
slave state. The remaining ports on boundary clock 1 must enter either the master 
or passive states in order to eliminate a cyclic path and yet still synchronise the

152



5. Time Synchronisation in Packet-switched Networks

remaining network. Consequently, two of its remaining ports, 3 and 4, enter the 
master state providing synchronisation to ordinary clock 2  and boundary clock 
2 , while its remaining port, 2 , enters the passive state in order to eliminate the 
cyclic connection between it and boundary clock 2. Similarly, boundary clock 2’s 
ports, 1 and 2, enter the passive state, while its port 4 enters the master state to 
provide synchronisation to ordinary clock 3.

As is evident from fig. 5.15, ordinary clocks represent the leaves in the syn
chronisation hierarchy, whereas boundary clocks typically represent branches. 
The paths connecting the ordinary and boundary clocks may contain transpar
ent clocks which do not participate in the synchronisation process but aid in 
eliminating asymmetric message delays.

5.5 Synchronisation over 802.11 Networks

The previous section detailed the two most dominant time protocols used in PSN 
networks. Each is designed to provide a particular degree of accuracy. NTP 
is designed for large, dynamic, latency-variable networks with nodes that host 
applications requiring millisecond synchronisation. In order to accommodate 
the dynamic nature of such networks, the protocol employs multiple time ref- 
erences/servers located over distinct links. To deal with the variable latencies 
associated with these networks, the protocol employs numerous statistical tech
niques to prune and identify quality data.

In contrast to NTP, PTP is designed for spatially localised networks that host 
applications which require sub-microsecond accuracies. In order to provide such a 
high degree of synchronisation, the network upon which it operates must be con
trolled. The network is assumed to be structured so as to reduce asymmetry. Any 
network elements that might cause variable packet latencies are equipped with 
specialised PTP hardware and software that eliminate the effects of asymmetry.

While both protocols are quite different in terms of their overall operation, 
they still, at their core, employ the round-trip synchronisation technique, albeit in 
different ways. Thus, both must provide methods to deal with asymmetry. PTP’s 
approach proves most effective but more costly as devices must be equipped with 
specialised hardware. NTP’s approach is more feasible, but in certain situations
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it can lead to a significant reduction in accuracy.
One such situation in which accuracy can be degraded is when each NTP time 

reference shares a common communication link that subjects packets to large, 
noil-deterministic, variable latencies. This situation may present itself when an 
NTP client operates on a wireless device. Since the wireless link represents the 
last leg of the journey, naturally, it is shared by all time references. In the case 
of an 802.11 wireless link, large traffic loads can lead to large variable packet 
latencies. The NTP protocol is designed to deal with asymmetric delays but does 
so by referring to its multiple time references which are assumed to be connected 
over distinct paths. In this particular scenario, this is not the case and, thus, each 
packet exchange between an NTP client and its time references may be subjected 
to the same asymmetric delays leading to significant time error, possibly in the 
order of hundreds of milliseconds.

To understand why and how 802.11 wireless links can degrade the performance 
of time protocols such as NTP, it is necessary to examine their operation. The 
following subsections detail the operation of an 802.11 network in the context 
of the NTP protocol. This will provide the reader with the facts necessary to 
appreciate the contribution presented in the next chapter.

5.5.1 802.11 Overview

IEEE 802.11 [3, 55] is a standard that specifies the operation of local area network 
wireless communication within the ISM (industrial, scientific and medical) radio 
bands. In essence, it adapts traditional Ethernet (802.3) to the wireless domain. 
It specifies the operation of two network layers: the physical layer and the MAC 
layer. While details of the MAC layer have remained relatively constant since 
the first standard was published in 1997, later revisions have added new physi
cal layers to accompany the original frequency-hopping spread-spectrum (FHSS) 
and direct-sequence spread-spectrum (DSSS) physical layers. These new physical 
layers have significantly increased the bit rate of 802.11 networks.

Technically speaking, the adaptation of Ethernet technology to the wireless 
domain has been a challenging task. Relative to wired links, wireless links are very 
unreliable. Phenomena such as multipath propagation and signal attenuation
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present issues that are not present in tire wired domain. The use of a shared 
open-access medium with fuzzy undefined boundaries presents other issues in 
terms of hidden nodes and security. To deal with all of these issues, the MAC 
has undergone some major modifications relative to its wired counterpart.

Some of the methods used to deal with these issues include the use of positive 
acknowledgement for retransmission and an access method termed CSMA/CA to 
deal with hidden nodes. In addition to these, 802.11 networks must provide ser
vices that are innate in Ethernet networks. Examples of these include association 
and authentication. Association is used to register a station’s MAC address with 
a distribution system, whereas authentication is used to prevent unauthorised ac
cess to the network. In a wired network, association is equivalent to plugging an 
Ethernet cable into a data jack, whereas authentication is equivalent to physically 
blocking off network equipment from users. This highlights the difficulties and 
challenges that wireless communication presents. The details of 802.11 wireless 
networks in terms of structure and operation follows.

5.5.2 Network Elements and Types

An 802.11 network is generally composed of four core elements. The first of 
these is a wireless station which typically represents a battery powered mobile 
device. The remaining elements provide the infrastructure through which data 
packets can be transmitted to and from stations and include a wireless medium, 
access points, and a distribution system. Access points (APs) perform wireless- 
to-wired bridging functions allowing stations to communicate with other stations 
not within their direct communication range. When several APs are employed to 
cover a large geographical area, they must be interconnected so that information 
related to the location and movement of stations can be communicated between 
them. The distribution system forms both the physical (network backbone) and 
logical components that facilitate this communication. Such communication is 
typically provided via an inter-access point protocol (IAPP).

With these four elements a number of different network types can be con
structed as illustrated in fig. 5.16. The core building block of an 802.11 network 
is a Basic Service Set (BSS) which operates within an area termed a basic service
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area. A BSS consists of a number of stations that communicate with each other. 
Two variants of BSSs exist. The simplest of these is termed an Independent Ba
sic Service Set (IBSS). This consists of a number of stations that communicate 
directly with each other. The most basic IBSS consists of just two stations in 
direct communication with each other.

The second type of BSS is termed an Infrastructure BSS. In such a network, 
stations do not communicate with each other directly. All communication is 
relayed through an AP. Apart from the disadvantage related to communication 
overhead, this type of network offers a number of advantages. The first of these 
is that the basic service area is defined by the communication range of the AP 
only. This simplifies the process of defining network boundaries. Secondly, the 
AP is solely responsible for tracking what stations are in its associated BSS. This 
reduces the complexity that exists in the alternative network type where every 
station has to track the details of neighbouring stations. Finally, since APs act 
as a relay for all packets, they can aid in power saving by buffering packets and 
waking stations when necessary.

To extend the reach of an 802.11 network, a number of BSSs can be linked 
together to form an Extended Service Set (ESS). ESSs are formed by connecting 
APs together via a wired or wireless backbone. It is an ESS that employs the 
aforementioned distribution system to allow for inter-access point communication 
between APs. A station that wishes to send a packet to another station within 
the ESS but in a separate BSS simply sends it to its associated AP. This AP with 
the aid of the distribution system determines the AP associated with the receiver 
and delivers it to it via the distribution system medium or the ESS’s backbone 
network.

5.5.3 M A C  Challenges

The adaptation of a wired based technology such as Ethernet for the wireless 
domain presents many challenges. The leading issue is that concerning the quality 
of the link. Wireless links, particularly those within the ISM band, are subject 
to interference which can lead to attenuated signals. Other devices that operate 
within the same band can introduce noise and corrupt signals. In addition to this,

156



5. Time Synchronisation in Packet-switched Networks

Independent BSS Infrastruture BSS

/
Basic Service Area

Extended Service Set (ESS)

Figure 5.16: 802.11 network types
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physical obstacles that obstruct direct communication between wireless devices 
can lead to multipath propagation and fading.

To deal with such issues, the 802.11 protocol incorporates positive acknowl
edgement of data packets (frames). All uni-cast frames transmitted between two 
devices must be acknowledged by the recipient. If an acknowledgement is not 
received by the sender, the communication is considered a failure and the sender 
attempts to retransmit the frame. This communication exchange between the 
sender and receiver is an atomic operation and must complete fully to be consid
ered a success. In order to avoid the interruption of this atomic communication 
exchange by a third party, stations may reserve the medium for a period of time. 
This is done by advertising the reservation time to other nodes.

Another issue inherent in wireless networks is one termed the hidden node 
problem. This stems from the limited communication range of stations. For 
example, as illustrated in fig. 5.17, a station, A , in the process of transmitting 
a frame to another station, 5 , may not be overhead by a third station, C, due 
to its physical location. Thus, C  is unaware that the medium has been reserved 
and initiates its own communication exchange with B which results in a packet 
collision.

To remedy this, 802.11 networks employ a variant of the network multiple 
access method used in Ethernet networks. This method is termed CSMA/CA or 
carrier sense multiple access with collision avoidance. Rather than just detect a 
collision as a station would do on an Ethernet network, 802.11 stations attempt 
to avoid collisions. This is accomplished by forcing a station, A, that wishes to 
transmit a frame to first transmit a short frame termed a Request to Send (RTS) 
frame. This is responded to by the recipient, B , with a corresponding Clear to 
Send (CTS) frame. The RTS and CTS frames notify all stations in A and B 's 
communication range that the medium is reserved and, thus, any collisions that 
may have resulted are avoided. In reality an RTS/CTS exchange for every frame 
transmission can result in a lot of overhead and, thus, it is typically only employed 
in highly active networks. In addition to this, there exists a RTS threshold that 
specifies the maximum size a frame can be before the RTS/CTS exchange is 
employed. This exists because larger frames take longer to transmit and are, 
thus, more likely to collide with a hidden node’s frame.
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Figure 5.17: Hidden node and RTS/CTS exchange

5.5.4 Carrier Sensing

As mentioned in the previous section, 802.11 employs the CSMA/CA network 
access method. Collision avoidance is provided via the MAC using RTS and CTS 
frames. Carrier sensing, on the ot her hand, is performed at both the MAC and 
physical layers. Continuous physical layer carrier sensing is impractical in wireless 
networks sense most transceivers cannot transmit and receive simultaneously. 
Transceivers that can are generally expensive. Thus, when an 802.11 station 
is transmitting a frame, it cannot simultaneously sense the medium and so a 
collision may not be detected.

To remedy the limitations of physical carrier sensing, a second carrier sensing 
function is employed at the MAC layer. It is termed virtual carrier sensing, 
and it is facilitated via the Network Allocation Vector (NAV). The NAV is a 
simple timer that is used by a station to reserve the medium so that atomic 
communication exchanges can complete uninterrupted. Dissemination of NAV
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timing information is aided via the duration field of a frame. When a sender 
transmits a frame, it places the time period that it intends to reserve the medium 
for into the duration field of the frame. All stations within communication range 
of the sender inspect the duration field of the frame and set their NAV timer to 
its contents. The NAV subsequently counts down from this value. In relation to 
the virtual carrier sensing mechanism, it considers the medium to be busy while 
the NAV contains a non-zero value.

5.5.5 Inter-frame Spacing

Inter-frame spacing plays an important role in 802.11 networks. An inter-frame 
space represents the duration of time between the reception and transmission of 
two consecutive frames. It provides a means to prioritise traffic since a sequence 
of frames separated by a short inter-frame space gain access to a medium and 
reserve it quicker. This proves useful when frames must be fragmented. In such 
a case, the fragments are separated by a shorter inter-frame space than that of 
standard whole-frames. This reduces the chance of another station reserving the 
medium before all fragments have been transmitted.

The various inter-frame spaces (see fig. 5.18) and their duration are constant 
and independent of the physical layer employed with the exception of the EIFS 
(see below). The four types of inter-frame spaces are:

• Short inter-fame space (SIFS) - This has the shortest duration and is there
fore used for the highest priority transmissions. After the medium becomes 
idle and the SIFS time has elapsed, high priority transmissions can com
mence. Examples of such transmissions include a RTS frame’s associated 
CTS frame, a frame’s corresponding acknowledgement and a fragmentation 
burst (sequence of fragments). Typically such transmissions should not be 
interrupted, particularly acknowledgement frames which form part of an 
atomic communication exchange. •

• DCF inter-fame space (DIFS) - This is used by the distributed coordina
tion function (DCF) which controls access to a contention based wireless 
medium (explained later). In such networks, whereby stations compete for
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the medium, the DIFS represents the minimum duration the medium must 
be idle before a station can gain access to the medium. If the medium is still 
idle after this interval, then a station has the right to begin transmission 
immediately.

• PCF inter-fame space (PIFS) - The PIFS is shorter than the DIFS but 
longer than the SIFS. It is used by the point coordination function (PCF) 
which in contrast to the DCF function provides contention free services. In 
reality, the PCF is not employed very often.

• Extended inter-frame space (EIFS) - In contrast to the other inter-frame 
spaces, the EIFS is not a constant value. It is used in the event of an error, 
and its length varies depending on the circumstances.

A

B

ACK Data Data

©
ACK

sirs sirs

Figure 5.18: 802.11 interframe space

In contention based 802.11 networks, a station waits for the medium to be 
idle for a least the DIFS before it attempts to gain access. Once it gains access 
to the medium, all subsequent traffic may be transmitted after the SIFS. This 
ensures that atomic exchanges are not pre-empted. In addition, a station may 
continue to reserve the medium via the NAV, thus, allowing the delivery of a full 
sequence of frame fragments.

5.5.6 Distributed Coordination Function (DCF)

The 802.11 standard defines two coordination functions. These functions are re
sponsible for controlling access to the medium. The first of these is the Distributed
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Coordination Function (DCF) which provides a contention based service similar 
to Ethernet by means of the CSMA/CA mechanism mentioned in section 5.5.4. 
The second, termed the Point Coordination Function (PCF) which is built on 
top of the DCF, provides contention free services by using a centralised access 
control method. In reality, the PCF function is not widely employed and so is 
not discussed further.

The DCF. which is employed in the vast majority of 802.11 networks, provides 
a means for the stations within a BSS to coordinate access to the medium without 
any central management. By following a set of rules, access can be controlled in 
a relatively fair manner.

5.5.6.1 Basic Operation

Before a station can access the medium it must first perform physical and virtual 
carrier sensing (see section 5.5.4) to ensure that the medium is idle for a specific 
duration. This duration depends on the result of the previous transmission.

• If the previous transmission contained errors, then this duration is equal to 
the EIFS.

• If the previous transmission contained no errors, then this duration is equal 
to the DIFS.

Once this interval passes the station may commence transmission. If the 
physical or virtual carrier sense functions indicate that the medium is busy, then 
the station must defer access. When a station defers access, it waits for the 
medium to be idle for at the least the DIFS and then initiates the exponential 
backoff procedure.

5.5.6.2 Exponential Backoff Procedure

The period after the DIFS is termed the backoff window/contention window 
(CW). This window consists of slots, the number of which is based on the amount 
of successive access deferrals by a station. Each subsequent deferral results in 
double the previous number of slots plus an additional slot until the maximum
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number of slots is reached (see fig. 5.19). Thereafter, the number of slots remains 
constant. Only after a successful transmission or in the event that a frame is 
discarded is the contention window reset. The actual length of a slot is dictated 
by the underlying physical layer. Naturally, those physical layers with higher 
speeds have shorter slots.
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Figure 5.19: 802.11 exponential backoff procedure

When a station defers, it randomly picks a slot from the contention window 
and waits the corresponding time interval before sensing the medium again. Since 
each station chooses a slot randomly, access to the medium is conducted in a fair 
and orderly manner.

5.5.6.3 Error Recovery

The transmission of a frame and its corresponding acknowledgement frame is an 
atomic operation and must be completed in its entirety. Due to the manner in 
which the exchange is carried out, it is clearly the responsibility of the sender to 
determine if a transmission is a failure. In such cases, an acknowledgement is not 
received by a sender, and it must retransmit the frame. Obviously retransmissions 
cannot proceed indefinitely and so a retry counter is employed. This retry counter
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is incremented in the event of a failed transmission. A failed transmission not 
only includes the lack of an acknowledgement but also includes a failure to gain 
access to the medium. Once the retry counter expires the frame is discarded.

5.5.7 Fragmentation

In particular cases, a higher layer data unit may be too large to place into a 
single frame. In such cases it is necessary to fragment the data unit into smaller 
units and place them into individual frames. This occurs when the higher layer 
data unit is larger than the network’s configured fragmentation threshold. The 
fragmentation threshold in a network frequently subjected to interference is typi
cally set to a low value in order to improve reliability. In such cases, when a data 
unit is fragmented and the fragment is corrupted by noise, only a small piece 
of the data unit needs to be retransmitted. This can ultimately lead to better 
throughput.

When a data unit is fragmented, it must be reassembled at the receiver in 
the correct order. Every frame in an 802.11 network has an associated sequence 
number which is located in the sequence control field of the frame. This sequence 
number allows stations to identify duplicate frames. When a frame is fragmented, 
it is also given a fragment number to allow a receiver to reconstruct the higher 
layer data unit.

Fragmentation Burst

Frag 0 Frag 1 Frag. 2

O
ACK ACK ACK

Reserved (by Frag. 0) Reserved (by Frag 1)

©

Figure 5.20: 802.11 fragmentation burst
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When fragmentation does occur, it usually occurs in a burst or fragmentation 
burst. This burst is illustrated in fig. 5.20. In fig. 5.20, station A fragments a 
higher layer data unit and transmits the first fragment to B. After B acknowl
edges the fragment, station A since it has already acquired the medium can access 
the medium again after an SIFS period. Station A can continue to reserve the 
channel this way as it is permitted by the 802.11 standard. Since every other 
station must wait for A to finish transmitting all of the fragments, the exchange 
is considered a burst.

5.5.8 M A C  Frame Types

Up to this point, the mechanisms that control access to the wireless medium have 
been described. The structure of an 802.11 frame and its fields form another 
important facet of an 802.11 network. Apart from encapsulating higher-level 
protocol data, 802.11 frames also aid in network management and control. This 
is facilitated via information transmitted in the various fields of frames. 802.11 
MAC frames can be categorised into one of three groups:

• Data Frames - Data frames, as their name suggests, are used to trans
mit higher-level protocol data to remote stations. They represent the core
802.11 frame since every other type of frame either directly or indirectly 
facilitate the distribution of data frames. •

• Control Frames - Control frames are employed to directly aid in the delivery 
of data frames. It is control frames that aid in reliability and medium access. 
Examples of control frames include acknowledgement frames and RTS/CTS 
frames.

• Management Frames - Management frames are used to provide 802.11 ser
vices. Examples of these services include association and authentication, 
which are provided with the aid of association and authentication frames. 
Other management frames such as beacon frames are used to advertise the 
existence of a network as well as disseminate specific information about the 
network so that stations can determine if they are compatible.
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A detailed analysis of every type of frame is outside the scope of this work. 
However, in order to aid in one’s understanding of the next chapter, the following 
sections examine the structure of a generic data frame and detail those fields that 
are relevant .

5.5.9 Data Frame

Fig. 5.21 illustrates the structure of a generic data frame. In comparison to the
802.3 Ethernet frame, there are a number of clear differences, the most dominant 
being the utilisation of two extra address fields. In addition, there exists a field 
termed the frame control field which, among other things, specifies the frame 
type. Also, one can observe a field termed the duration field which aids in medium 
reservation. A detailed analysis of each field follows.

5.5.9.1 Frame Control Field

Every 802.11 frame starts with a two byte long frame control field. Fig. 5.21 
presents the various sub-fields that form the frame control field. Some of the 
more relevant sub-fields are:

• Type and subtype fields - The type and subtype sub-fields together identify 
the type of frame received. The type sub-field specifies the category of 
frame, i.e., data, control or management, while the sub-type specifies the 
type of frame in that category. In an 802.11 data frame, the type is set to 
“10" and the sub-type is set to “0000".

• ToDS and FromDS bits - These bits indicate whether a frame is destined for 
the distribution system. The interpretation of the four address fields that 
comprise a data frame vary depending on where a transmitter and receiver 
are in the network. In a data frame the ToDS and FromDS bits are used 
to interpret the address fields.

The other 1 bit sib-fields also play an important role depending on the sit
uation. For example, the More Fragment bit indicates that the frame has been 
fragmented and not all of the fragments have been received yet, while the Retry
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Figure 5.21: 802.11 data frame
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bit, which is set for retransmitted frames, aids the receiver in identifying duplicate 
frames.

5.5.9.2 Duration/ID Field

The Duration/ID has a number of functions depending on the type of frame. In a 
data frame the 16th bit is set to zero indicating that it holds the amount of time, 
in microseconds, that the medium will remain busy for the current transmission. 
It is used by nearby stations/APs to set their network allocation vector (NAV) 
(see section 5.5.4). The value in the duration/ID field is added to the current 
contents of a NAV timer. It is subsequently used by a station’s virtual carrier 
sensing function to determine when the medium is idle.

5.5.9.3 Address Fields

802.11 address fields, similar to Ethernet address fields, are 48 bits long. However, 
while an Ethernet frame has two address fields, an 802.11 frame may have up to 
four depending on the type of frame. An 802.11 data frame possess each of 
the four fields, but the interpretation of each field and whether they are all set 
depends on where the frame is coming from and going to. The four types of 
addresses that may be found in an address field are -

• Transmitter address (TA) - This represents the address of the station that 
physically transmitted the frame on to the medium.

• Source address (SA) - This is the address of the station that the message 
originated from, that is, the station that created the original message.

• Destination address (DA) - This is the address of the station which is the 
final recipient of the message, that is, the station that hands the message 
to a higher level protocol. •

• Receiver address (RA) - The receiver address represents the address of the 
node that receives a message from the wireless medium but may or may 
not be the final destination.
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• BSSID - The basic service set ID is an address used to differentiate messages 
from multiple BSSs located in the same area. In general, it is set to the 
MAC address of the AP that services the BSS. In an IBSS it is randomly 
assigned.

In an 802.11 data frame the actual type of address found in each of the ad
dress fields 1 — 4 is determined by analysing the ToDS and FromDS bits of the 
frame control field. Table 5.1 lists all possible permutations of these bits along 
with the corresponding address field contents. It can be observed from table 5.1 
that in an infrastructure network the BSSID takes the place of the receiver and 
transmitter address types, since it is also the address of the AP.

ToDS FromDS Addr. 1 Addr. 2 Addr. 3 Addr. 4

0 0 DA SA BSSID N/A

1 0 BSSID SA DA N/A

0 1 DA BSSID SA N/A

1 1 RA TA DA SA

Table 5.1: 802.11 data frame address fields

Determining whether a frame is destined for a single station or multiple sta
tions within a BSS is based on the value of the first bit transmitted onto the 
medium. If it is set to 0, it is a unicast frame, whereas if it is set to 1, it is a 
multicast frame. A broadcast frame has all 48 bits set to 1.

5.5.9.4 Sequence Control Field

The sequence control field is 16 bits long and consists of a 4 bit fragment number 
sub-field and a 12 bit sequence number sub-field. As explain in section 5.5.7, a 
sequence number is associated with each frame in order to allow a receiver to 
detect and discard duplicate frames. The fragmentation field is used to deter
mine the order of the fragments of a higher layer data unit so that they can be 
reassembled at the receiver.
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5.5.9.5 Frame Body

The frame body field holds higher layer data units. The maximum amount of 
data that can be transmitted in a frame is 2,304 bytes with an extra 8 bytes used 
for Wired Equivalent Privacy (WEP)  security.

5.5.9.6 Frame Check Sequence

The frame check sequence (FCS) field, also known as the Cyclic Redundancy 
Check (CRC'), is used to determine the integrity of a frame. The integrity check 
includes all the contents of the header together with the frame body, and 802.11 
uses the same mathematical technique as Ethernet. Naturally, because of dif
ferences between their headers, the FCS must be recomputed by an AP when it 
transmits a frame from an 802.11 network to an Ethernet network and vice versa.

5.5.10 Issues with Synchronisation

The previous sections have detailed some of the core aspects of 802.11 networks 
with a particular focus on features that can affect the performance of higher 
layer time synchronisation protocols. One of those aspects that can lead to such 
performance degradation is an 802.11 network’s use of a shared, low-bandwidth, 
unreliable medium. In contrast to wired networks, the throughput of 802.11 net
works is significantly lower. When a large number of stations contend for the 
medium simultaneously, this can lead to large packet delays. With respect to 
a time synchronisation protocol, such as NTP, which employs a two-way mes
sage exchange, packet delays are not necessarily an issue unless the uplink and 
downlink delays of the request and reply packet respectively, differ. Thus, an is
sue arises when these delays are asymmetric. Unfortunately, in 802.11 networks, 
particularly those with high traffic loads, this is generally the case.

In 802.11 networks, asymmetric packet delays are caused by a number of 
different factors. In addition to the aforementioned factors associated with the 
quality of the medium, another important factor is that concerning the priority 
of wireless nodes. APs and stations both use the DCF to coordinate access to the 
medium and, therefore, have equal priority in terms of medium access. However,
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an AP typically has more packets to transmit as it services all of the stations in its 
associated BSS. In terms of memory and processing resources, an AP is equipped 
to deal with such large traffic loads, but this solely means that rather than discard 
packets, an AP can queue them for longer. When the majority of traffic in a BSS 
is downlink traffic, the Tx (Transmission) queue in the AP ’s wireless interface far 
out-weights that of a stations Tx queue which leads to asymmetric delays in the 
network.

Although less usual, the same issue also arises in the case of a station which, in 
addition to hosting a time synchronisation client, also hosts another application 
that generates significant upload traffic. In this case, the station’s Tx queue will 
out-weight that of the A P ’s Tx queue leading, again, to asymmetric two-way 
message delays between the station and AP

In relation to the synchronisation protocols described in this chapter, the 
performance degradation of NTP in the above scenario would far outweigh that of 
PTP. In fact, the performance of PTP would not be affected if an AP and station 
were equipped with specialised PTP hardware. NTP, although equipped with 
effective statistical techniques for pruning inaccurate data, relies on numerous 
servers located across diverse communication links. In the above scenario, the
802.11 link would represent the first and last leg of the journey and would, thus, 
be shared by all servers. Eventually, a significant clock error would result.

5.5.11 Summary

This chapter detailed the operation of two popular time synchronisation protocols 
employed in packet switched networks, namely NTP and PTP. Each protocol is 
designed to operate over a particular type of network, and each strives to provide 
a different, level of synchronisation accuracy.

NTP is designed for large, dynamic, variable-latency networks and provides 
sub-millisecond synchronisation accuracies. To deal with the dynamic nature of 
such networks, the protocol employs multiple redundant time references located 
across diverse communication links. It uses a suite of statistical algorithms to 
prune a collected data set and employs a hybrid PLL/FLL control loop to make 
gradual clock adjustments ensuring a continuous monotonic local clock.
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PTP, in contrast, is designed for local managed networks and is capable of 
providing microsecond level synchronisation or better under the right conditions. 
To provide such a high degree of synchronisation, the protocol employs an array 
of PTP devices with specialised PTP hardware capable of time-stamping time 
messages at the physical layer of the network. The utilisation of physical layer 
time-stamping eliminates the sources of non-deterministic message latencies and, 
thus, eliminates the negative effects of asymmetric two-way message delays.

Both NTP and PTP are designed for the wired domain. The vast deployment 
of 802.11 networks in the last decade has altered the composition of networks. 
Wireless links now represent a large subset of the extremities of networks. In 
relation to time synchronisation protocols, such networks present issues that are 
far less severe in wired networks. The use of a shared un-reliable communica
tion medium can, in certain cases, result in large asymmetric two-way message 
delays degrading the performance of time protocols that employ round-trip syn
chronisation. While PTP can avoid this problem by employing physical layer 
time-stamping, the same is not true of NTP. Thus, a solution must be found.

The next chapter presents a technique that can be employed in an 802.11 
network in order to alleviate the negative effects that asymmetric packet delays 
can have on time protocols such as NTP.
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Chapter 6

Improving Time Synchronisation 
in 802.11 Networks

The previous chapter focused on the predominant PSN time synchronisation pro
tocols, NTP and PTP. It also detailed the operation of 802.11 networks and 
explained why such networks can negatively impact the performance of a time 
protocol such as NTP. This chapter first quantifies the extent of this problem and 
then presents and validates a solution. With this solution, the latency of time 
messages as they traverse an 802.11 link can be determined in real-time. This 
information can be used to correct temporal data and, thus, increases its quality 
before it is employed by a time synchronisation protocol. Consequently, a time 
protocol such as NTP can utilise a higher quality data set which can lead to an 
improvement in its performance.

The following sections present a detailed analysis of the problem and then 
describe the operation of the aforementioned technique. The effectiveness of the 
technique is proven and quantified via an experimental testbed. The results 
indicate improvement gains that allow time protocols, such as NTP, to achieve 
synchronisation levels equivalent to that achievable over a wired link.
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6.1 Problem Overview

To begin, a detailed analysis of the problem must be presented. The problem 
is presented with respect to the NTP protocol because of its widespread deploy
ment in public IP networks and the increasing prevalence and need for mobile and 
wireless connectivity using 802.11 networks. As explained in section 5.3, NTP 
employs the round-trip synchronisation technique and, unlike PTP, does not em
ploy physical layer time-stamping. Thus, it is susceptible to errors that stem from 
non-deterministic message delays. The components of such non-deterministic de
lays are detailed in section 2.4.1: the send delay, the medium access delay, the 
propagation delay and the reception delay. As explained in section 2.4.1, depend
ing on the level in the protocol stack that a time message is time-stamped, some 
or all of the non-determinism associated with those components can be elimi
nated. While PTP benefits significantly from physical layer time-stamping, NTP 
employs application layer time-stamping and relies on multiple data sources and 
sophisticated statistical techniques to prune the data set.

With respect to 802.11 networks, the component that typically causes the 
greatest source of error is medium access delays. This is particularly the case 
when the network is subjected to large traffic loads. Section 5.5.1 details the 
operation of 802.11 networks and highlights the reason for such large medium 
access delays, namely the use of a low quality and low bandwidth radio link 
that multiple nodes must share. To handle contention in such networks, nodes 
must adhere to a strict set of access rules and those rules must be obeyed by all 
categories of nodes in the network, both station nodes and AP nodes. Since an 
AP services all of the stations in a particular BSS, it typically has a greater work 
load. However, it generally does not have higher priority in terms of medium 
access but instead is equipped with additional hardware capacity to deal with 
greater traffic loads. Equal priority between stations and APs coupled with the 
fact that the majority of traffic within a network is typically down-link traffic 
can lead to a situation whereby a time message spends a significant amount of 
time in an A P ’s buffer. The resulting asymmetry between the up-link and down
link delays of two associated NTP time messages can lead to a time error if not 
identified and eliminated by the NTP algorithms.
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© Up-link Delay

Figure 6.1: Up-link and down-link delays

This situation is illustrated in fig. 6.1. Here an AP and three stations, 51, 52, 
and 53, form a BSS. 53 hosts an NTP client which transmits an NTP request 
message at a particular poll interval. 53 must contend with nodes 51, 52, and 
the AP  for access to the medium. When 53 gains access, it transmits the NTP 
request message, Mi, in an 802.11 data frame to the AP. The AP receives the 
frame and reroutes it to an appropriate node in the distribution system, possibly 
a router. At a later stage, the corresponding NTP reply message, M2, is received 
by the AP from the distribution system. At this stage, the AP has a partially full 
Tx buffer and, therefore, it must queue M2. The NTP reply message, M2, will 
not be transmitted to 53 until the AP has gained access to the medium multiple 
times and transmitted earlier received messages to their appropriate destinations.

When 53 finally receives Mi, there may be a significant difference between 
the up-link delay of the request message and the down-link delay of the reply 
message. When the messages’ associated timestamps are processed, an erroneous
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offset estimate will be produced. If the NTP client on 53 is configured to poll 
multiple servers and the aforementioned scenario occurs infrequently, affecting 
only the occasional NTP message, then it is detected by the data filter algorithm, 
and the associated data is eventually discarded. If, however, it occurs frequently 
and the 802.11 link is used for all NTP exchanges between the client and its 
servers, then it is not detected and the local clock at 53 eventually becomes 
inaccurate.

This issue is not limited to delays at the AP. If instead delays are incurred by 
an outgoing NTP request message at 53, then a similar situation arises. In this 
case the up-link delay of the NTP request message may be much greater than 
the down-link delay of the associated NTP reply message. Such a situation could 
arise if 53 hosted an application that regularly produced large amounts of up-link 
traffic. Thus, outgoing NTP messages would be delayed in 53’s Tx buffer. In this 
particular situation, it would be more likely that 53 would drop frames before 
they incurred delays similar to that in an AP due to an AP’s larger buffer size.

6.2 Evaluating Magnitude of Asymmetry

6.2.1 Experimental Overview

At this stage it should be clear what issues 802.11 links present to time protocols 
and where exactly they stem from. In order to justify formulating and contribut
ing a solution to the problem, it is first necessary to quantify the magnitude of 
any asymmetry that might occur in an 802.11 network. With this information, 
an estimate of the possible time errors that could result at a client can be deter
mined. The level of “acceptable" error is very much dependent on the application 
that requires synchronised time - this in turn informs the need for a solution.

In order to quantify the magnitude of asymmetric delays within an active 
802.11 network, an appropriate simulation-based experiment is designed. The 
nodes that form an 802.11 network typically possess various communication ca
pabilities and hardware resources. The 802.11 standard defines multiple physical 
layer modulation techniques, each of which offer a variety of data-rates. In the 
case of a BSS with multiple nodes, depending on the services offered by its asso
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ciated AP, stations may operate at a variety of speeds and use different physical 
layer modulation techniques. Furthermore, the hardware capabilities of nodes 
can vary significantly from one BSS to another. In particular, the buffer size 
of APs. Finally, individual BSSs may intersect quite extensively, and this adds 
further complexity to its operation. All of this variety and heterogeneity suggests 
that the up-link and down-link delays observed in one particular 802.11 network 
may differ significantly in comparison to another network.

Rather than attempt to model a typical 802.11 network, a homogenous 802.11 
network is modelled whereby each node employs the same physical layer modu
lation technique and operates at the same data rate. To account for the various 
hardware capabilities of nodes across different networks, in particular the diverse 
buffer sizes of APs, a range of experiments are run whereby the buffer sizes of 
nodes are varied.

NTP Client
File Servers

File Clients

Figure 6.2: Experiment - evaluating magnitude of asymmetry

Fig. 6.2 presents the experimental design. It consists of both wired and wire
less components. The wireless component represents a single BSS composed of 
3 wireless stations and their associated AP. The wired component consists of 3
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wired stations that are connected directly to the wired backbone that forms the 
AP’s associated distribution system.

Wireless station, 53, hosts an NTP client that regularly polls an NTP server 
hosted by the wired station, 54. The objective is to create a scenario whereby 
NTP request messages are subjected to relatively minor delays at 53, and the 
corresponding NTP reply messages are subjected to relatively large delays at the 
AP. To realise this, wireless nodes 51 and 52 are configured with file clients that 
simultaneously dowmload large files from file servers 55 and 56 respectively. The 
large amounts of down-link traffic generated by 55 and 56 should result in large 
wireless Tx buffer delays at the AP. Since the traffic is largely down-link traffic, 
the Tx buffer delays at 53 should remain relatively low in comparison to that 
of the AP's. The situation should produce asymmetric delays the magnitude of 
which can be determined from the experimental results.

All simulations are performed using the NS3 simulator [56, 57]. NS3 is a 
discrete-event simulator that can be used to accurately simulate a variety of 
network scenarios. The simulator allows one to define and construct topologies to 
which one can subsequently add entities termed models that accurately represent 
real-world network devices and protocols. The advantages of simulating a scenario 
such as that, depicted in fig. 6.2 are numerous. Simulation eliminates factors which 
would otherwise be difficult to eliminate in a real-world testbed. Issues, such as 
interference and noise, caused by both intersecting 802.11 networks and other 
devices operating in the same ISM spectrum can be eradicated. In addition to 
this, simulations can be run at a fraction of the speed required to perform a real- 
world experiment and factors such as scalability can be analysed, a task which 
might otherwise prove impractical.

NS3 is designed for network simulation and, thus, provides models for a major
ity of network protocols. It does not, however, model application layer daemons 
and services. Thus, there is no model available to simulate the NTP protocol. 
However, this is not an issue because the only factors of concern are the size 
of the payload the NTP protocol generates and the transport layer protocol it 
employs. With this information one can use other methods to produce similar 
network traffic.

In general, the NTP protocol generates a 48 byte payload (section 5.3) and
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employs the UDP (User Datagram Protocol) transport layer protocol to deliver 
this payload to its destination. Thus, it is necessary to install an application on 
S3 which generates a 48 byte UDP packet at regular intervals destined for S4. In 
addition to this, an application should be hosted on S4 which responds to each 
received packet with a similar size packet. This can be accomplished through the 
use of NS3’s UDPEchoClient application model which can be configured to trans
mit a UDP packet of a specific size at a defined interval. The UDPEchoClient 
application works in combination with NS3’s UDPEchoServer application model 
which simply returns all packets it receives from a UDPEchoClient application. 
These two relatively simple application models can be used to simulate NTP 
protocol traffic to a very high degree.

The next challenge entails the configuration of nodes 51, 52, 55 and 56 such 
that that the scenario depicted in fig. 6.2 can be simulated. These nodes must 
host appropriate NS3 application models that simulate 51 and 52 downloading 
large files from 55 and 56 respectively. As mentioned previously, the key reason 
for employing file client and server applications is to ensure that the majority of 
traffic generated within the network is in the down-link direction with respect to 
53.

There is, however, another motive. Such applications generate TCP (Trans
port Control Protocol) traffic to reliably deliver files to their destination. The TCP 
protocol employs a congestion control mechanism which is designed to ensure that 
the network connecting the receiver to the sender does not become congested with 
TCP packets. The algorithm operates by analysing TCP acknowledgements at 
the sender. From this, it can deduce the number of TCP packets that are being 
dropped by the network and can calculate a suitable transmission rate. This al
gorithm operates in a closed-loop readjusting the transmission rate of the sender 
in response to changes in the network.

The advantage of this in relation to the experiment depicted in fig. 6.2 is that 
the TCP congestion algorithm ensures that the network operates at its peak and, 
thus, ensures that the A P ’s wireless interface Tx buffer is relatively full most of 
the time. Consequently, NTP reply packets sent from 54 to 53 are queued at the 
AP for a longer interval than that of NTP request packets at 53. This results in 
two-way asymmetric delays between 53 and the AP.
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With respect to the simulation of a file download in NS3, this can be ac
complished by employing NS3’s PacketSink application. The purpose of the 
PacketSink application is to consume all traffic of a specific type and specific 
destination address. The application is “attached” to nodes 51 and 52 and is 
configured to consume all TCP traffic received on a particular port. With respect 
to traffic generation at 54 and 55, this can be simulated by first creating an NS3 
TCP socket at both nodes and then connecting these sockets to their respective 
wireless clients, 51 and 52. Once configured, a specific amount of data can be 
transmitted to the wireless clients via the socket API.

6.2.2 Simulations and Results

The previous section presented the experimental setup that is used to quantify 
the extent of asymmetric delays that arise from varying traffic profiles in 802.11 
networks. With respect to the previous section, an NS3 simulation of the experi
ment illustrated in fig. 6 . 2  is implemented using the aforementioned NS3 models. 
In order to analyse the impact of factors such as data rate and hardware capabil
ities, numerous simulations are run whereby the physical layer data rate and AP 
buffer size is varied for each. In particular, both the 802.11b and 802.11a physical 
layer standards which operate at a maximum data rate of 11Mbps and 54Mbps, 
respectively, are employed. In addition, the maximum buffer size of the AP is 
varied from 10 to 100 packets which, with respect to Li et ai. [58], represents a 
reasonable range of sizes. The NTP client ( UDPEchoClient) is configured with 
a transmission interval of 2 0 0 ms and each simulation is run for 60s, a sufficient 
amount of time to collect the required data.

The combined results of these simulations are presented in fig. 6.3. The graph 
presents the average up-link and down-link delays incurred by NTP request and 
reply messages, respectively, as they traverse the link between 53 and the AP. 
In relation to these simulations, the up-link delay represents the time difference 
between when an NTP request message is added to the Tx buffer at 53 and de
tected at the physical layer of the AP. Conversely, the down-link delay represents 
the difference between when an NTP reply message is added to Tx buffer at the 
AP and detected at the physical layer of 53 (see fig. 6.1). In fig. 6.3 these delays
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Figure 6.3: Simulation results - average up-link and down-link delays

are presented for both 802.11b and 802.11a wireless networks with AP buffer sizes 
ranging from 1 0  to 1 0 0  packets.

The results highlight the significant influence that data rate and buffer size 
have on packet delays. In relation to the buffer size, the results seem to suggest 
that simply reducing the size of the A P ’s buffer would alleviate the problem but, 
of course, this would lead to a reduction in the throughput of the network due 
to packet loss. This is verified in fig. 6.4 which presents the percentage of packet 
loss associated with the various AP buffer sizes for each of the simulations. A 
thorough analysis of the effects of buffer size is detailed by Li et al. [58].

In relation to time synchronisation, the factor of interest is the magnitude of 
the asymmetry, that is, the difference between the average up-link and down-link 
delays presented in fig. 6.3. These delays are presented in table 6.1. The impact 
of these delays on a time protocol that employs round-trip time synchronisation 
without any filtering mechanism can be examined by applying equation 5.2. The
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Figure 6.4: Packet loss

resulting time errors would be equal in magnitude to half those delays presented 
in table 6.1. These errors are illustrated in fig. 6.5.

10 25 35 50 60 75 85 100

802.11a 2.28 7.19 9.05 12.96 15.73 19.91 22.67 27.15

802.11b 10.26 30.11 42.53 60.91 74.05 94.16 106.92 124.42

Table 6.1: Simulation results - asymmetric delays (ms)

The errors presented in table 6.1 are quite significant particularly with respect 
to a time-sensitive application that requires sub-millisecond accuracies. Of course, 
if such asymmetries were to arise infrequently, then a protocol like NTP would be 
capable of filtering and discarding this erroneous data. If, however, such traffic 
profiles persisted then those errors would remain. The protocol would perceive 
these values as correct and, thus, make an incorrect adjustment to the local
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Figure 6.5: Time error

clock. One must also note that the results displayed in fig. 6.3 are average values. 
Maximum asymmetric delays in the order of 190 milliseconds are observed in the 
802.11b simulation with an AP buffer size of 100 packets. A graph illustrating 
the raw up-link and down-link delays for one of the simulations (802.11b with AP 
buffer size of 50) is presented at the top of fig. 6 .6 . A distinctive feature of this 
graph is the ’sawtooth’ pattern formed by the down-link delay values. This is 
indicative of the TCP congestion control mechanism as it attempts to determine 
an appropriate transmission rate. One can see that although the average downlink 
delay is 60ms, delays as high as 85ms are observed. The maximum up-link and 
down-link delays recorded for each of the simulations is presented at the bottom 
of fig. 6 .6 .

The experiments up to this point have focused on the effects of large down
link delays relative to up-link delays. This represents the common scenario in a 
network whereby down-link traffic (WWW, media streaming traffic, etc.) dwarfs
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Figure 6 .6 : Raw delay values (802.11b network with AP buffer size of 50 packets) 
(top). Maximum up-link and down-link delays (bottom)
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Figure 6.7: Simulation to determine magnitude of up-link delays

up-link traffic. Nevertheless, situations may arise whereby the opposite scenario 
occurs, that is, the amount of data transmitted bv a wireless node far exceeds the 
amount of data it receives. To determine the impact of such a traffic profile on 
NTP performance, the experiment illustrated in fig. 6.7 is also simulated. In this 
experiment, nodes Si. S2 . and S6  are removed. The wireless node S3 in addition 
to hosting an NTP client is also configured to host a file server that uploads a file 
to the file client S5. Similar to the preceding simulations, the effects of data rate 
and buffer size are also analysed and, thus, varied over numerous simulations.

The results of these simulations are illustrated in fig. 6 .8 . The graph displays 
almost identical characteristics to that of fig. 6.3. These simulations verify that 
a similar issue in terms of asymmetry can occur when the NTP host’s Tx buffer 
becomes congested, and the A P ’s buffer remains relatively empty. The result in 
terms of absolute time error would be similar to the previous case, although as is 
evident from section 5.3, the NTP offset would be opposite in sign.

Although these simulations are quite thorough with regard to the variety of 
factors considered, namely data rate and buffer size, data rates below 11Mbps 
are not considered. As detailed by Li et al. [58], delays as large as 1 second can 
be observed in lower data, rate (l-2Mbps) networks. These are quite significant 
in comparison to the results obtained here and would prove detrimental to a time 
protocol assigned the task of providing millisecond accuracies.
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Figure 6 .8 : Simulation results

6.3 Delay Determination Mechanism

The results in section 6 .2 . 2  clearly show that the effects of asymmetric traffic 
profiles coupled with a default AP priority in a highly active 802.11 network 
can have a significant negative impact on the operation of time protocols and, 
thus, can lead to undesirable time errors at a host. The results of the simulations 
presented in the previous section confirm the need for a solution where application 
requirements are more stringent than NTP can achieve.

The objective here is to improve the quality of the dataset that is presented 
to a time protocol operating on a wireless node. An improved or more accurate 
dataset in turn permits a protocol to produce a more accurate estimation of 
its host’s clock offset and skew. In terms of the NTP protocol, the task involves 
making appropriate adjustments to recorded timestamps (see section 6.3.5) before 
they are processed by the protocol’s algorithms. The appropriate adjustments or 
corrections must be determined by some method. This represents the challenge
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and core contribution of this work.
The mechanism proposed in this work determines the appropriate adjustments 

to NTP timestamps by resolving the up-link and down-link delay of the associated 
request and reply messages respectively. This is accomplished by accessing lower 
layers in the network hierarchy and exploiting the operation of 802.11 networks. 
Clearly, time-stamping NTP packets at lower layers in the hierarchy, similar to 
PTP, allows for the elimination of errors that result from non-deterministic delays 
at higher layers. However, unlike PTP, a general purpose computing system does 
not employ hardware that recognises and automatically timestamps NTP packets. 
Thus, one must utilise more common facilities.

Fortunately, many modern wireless NICs (Network Interface Cards) permit 
MAC layer time-stamping and packet injection, and most current OSs (Oper
ating Systems) provide libraries with standard APIs that allow higher layer ap
plications to interface with lower layer NIC drivers. Combining these facilities 
with a detailed knowledge of the 802.11 standard allows one to design a feasible 
mechanism that can be used to determine/estimate message delays and, thus, 
significantly improve the degree to which a clock’s time can be synchronised over
802.11 networks.

6.3.1 Terminology

To begin some basic terminology must be clarified. The up-link delay and down
link delay are denoted by A u and A d respectively (see fig. 6.9 and fig. 6.11). At 
the highest level, they refer to those delays associated with the link between a 
wireless NTP host and its associated AP. Their exact definitions vary depending 
on the layer within the protocol stack that the transmission and reception event of 
a time message is time-stamped. With respect to the NS3 simulations presented 
in the previous section, these timestamps are recorded at the MAC layer at the 
transmitter and the physical layer at the receiver, respectively (section 6 .2 .2 ). 
These simulations, however, serve to demonstrate and quantify the magnitude of 
time errors that could be associated with an 802.11 link in times of high traffic 
loads. In reality, the transmission event of an NTP request message and the 
reception event of an NTP reply message are time-stamped at the application
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ayer of the wireless NTP host. The AP does not record a timestamp, but this 
is dealt with by the proposed mechanism. In any case, one should note that in 
the subsequent text the definition of both the up-link delay and down-link delay 
differ slightly from that of the simulations. The up-link delay now represents the 
;ime difference between when an NTP request message is time-stamped by the 
NTP protocol at the application layer and when it is received at the MAC layer 
of the AP. The definition of the down-link delay represents the time difference 
between when an NTP reply message is added to the Tx buffer at the AP and 
received at the MAC layer of the NTP host. Furthermore, while the proposed 
mechanism is capable of determining an accurate value for the up-link delay of 
an NTP request message, it is only possible for it to provide an estimate for the 
down-link delay of an NTP reply message.

6.3.2 Determining Up-link Delays

Determining the up-link delay of an NTP time message entails the combined use 
of the facilities described earlier. It is possible to place a modern NIC into a 
mode termed monitor mode. In this state an NIC is capable of routing all 802.11 
network traffic to an application that requests it. This is performed by means 
of an operating system’s packet capture facility. This packet capture facility can 
be interfaced with using a standard API provided by a PCAP library as detailed 
by Garcia [59]. Thus, one can develop a user application that can retrieve and 
analyse 802.11 frames. In addition to providing an application with raw 802.11 
frames, it also provides metadata detailing the size and reception time of the 
frames as recorded by the NIC driver.

Access to 802.11 frames allows one to exploit the operation of 802.11 networks 
for the purpose of determining associated delays. As explained in section 5.5.1, 
the 802.11 standard employs positive acknowledgements to improve the reliabil
ity of RF links. The standard specifies that the transmission of a unicast data 
frame and the reception of its associated acknowledgement (ACK) frame is an 
autonomous operation. Thus, it must complete fully or the transmission is con
sidered a failure. In addition, the time interval between the reception event of 
a data frame and the transmission event of the corresponding ACK frame is a
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Figure 6.9: Up-link delay determination

constant value termed the SIFS. With this information it is possible to determine 
the time that an AP receives an NTP request message at its MAC layer. This is 
achieved by identifying and time-stamping the corresponding 802.11 ACK frame 
transmitted by the AP back to the NTP host.

This process is illustrated in fig. 6.9. Here the NTP client residing on its 
wireless host constructs an NTP request message. It then records and stores 
the timestamp Ta and transmits the message via an operating system call to an 
NTP server. The message is processed by lower layers and eventually presented 
to the NIC driver which appends the appropriate MAC headers and adds it to 
the Tx queue. Once access to the medium is acquired, it is transmitted to the 
AP. The AP, on receipt, responds with an ACK after an SIFS interval. While 
this process occurs, another application monitors incoming and outgoing 802.11 
frames. When it detects an NTP request message, it acquires the subsequent and 
associated ACK and retrieves its MAC timestamp, TJ,, via the PCAP interface.
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The difference between the application layer timestamp, Ta, and the MAC times
tamp, Tj,, is an approximation of the up-link delay (see equation 6 .1 ). There is 
some noise in this data due to both latencies incurred during the time-stamping 
process and propagation delays, but these axe negligible in the context of medium 
access delays.

Ac- «  Tb -  Ta (6 .1 )

6.3.3 Estimating Down-link Delays

As explained in section 6.1, W W W  and media streaming traffic profiles tend to 
be asymmetric and consist predominantly of downlink traffic. This fact along 
with the general case, whereby an Access Point has equal priority in terms of 
medium access, can lead to a bottleneck at the Access Point resulting in greater 
down-link delays and, thus, NTP synchronisation errors.

In section 6.3.2, up-link delays are determined using a passive approach whereby
802.11 ACKs are used to deduce the approximate transmission times of NTP re
quest messages at the MAC layer and, thus, determine the up-link delay of these 
messages. Determining down-link delays is a more difficult task since they are 
the result of queues at the AP. However, by using similar techniques to the ones 
already outlined in combination with active packet injection, a relatively accu
rate estimate of the delay incurred by an NTP reply message at an AP can be 
acquired.

6.3.4 Mechanism

Modern wireless NICs permit packet injection. Thus, it is possible to construct 
raw 802.11 frames at the application layer and deliver them to an NIC driver via 
the PCAP interface. The NIC driver subsequently computes the CRC for the raw 
frame and injects it into the network. This facility, when employed in a particular 
way, can allow one to estimate delays at an AP. This can be accomplished by 
constructing a specific data frame at an NTP host. This particular frame when 
received by an AP is added directly to its Tx buffer for delivery back to the NTP 
host. By determining the transmission and reception time of this ’crafted’ frame,
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a relatively good estimate of the delay incurred by frames at the AP at that 
particular point in time can be obtained. The key structure of this crafted frame 
is illustrated in fig. 6 . 1 0

More
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Power
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Pro. TyP
10

Sub-Typ
ooo o

FromDS More
Data

Retry Order

Dur AP address Host address Host address SC Not used Body F C SFC

Figure 6.10: Crafted frame

The structure of a general 802.11 data frame is detailed is section 5.5.9. Re
ferring to section 5.5.9, in order to construct an appropriate frame, two key field 
types must be configured correctly, namely the frame control field, and the ad
dress fields. Since the frame is a data frame, the type and sub-type subfields of 
the frame control field should be set to ‘10’ and ‘0000' respectively. In addition 
to this, the ToDS and FromDS subfields should be set to ‘1 ’ and ‘0' respectively, 
since an NTP host must transmit it to an AP which is part of the distribution 
system. When the ToDS and FromDS fields are configured with these values, the 
interpretation of the address fields follows that presented in table 5.1. Thus, the 
first address field (receiver address) holds the address of the AP and the second 
address field ( transmitter address) holds that of the NTP host. Finally, the third 
address field ( destination address) also holds that of the NTP host since the AP 
must deliver it back to the transmitter.
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Figure 6.11: Down-link delay estimation

The mechanism used to estimate the queue and access delays of NTP reply 
messages at an AP is illustrated in fig. 6.11. When an NTP reply message is 
received by an NTP host, it is detected by a monitoring application. This initiates 
the immediate injection of the aforementioned crafted frame into the network. 
The associated ACK returned by the AP is identified and its MAC timestamp, 
Tc, is recorded. At a later stage the AP returns the crafted frame to the NTP 
host, as described above. It is detected by the monitoring application which 
records its associated MAC timestamp, TT At this stage, an estimation of the 
down-link delay associated with the NTP reply message can be calculated using 
equation 6.2. Since a crafted frame is actively injected after the NTP reply packet 
is received by a host, it can only be described as an estimate of the down-link
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delay, due to the dynamic nature of AP traffic.

An ~  Td -  Tc (6.2)

6.3.5 Timestamp Correction

The two techniques described so far are implemented as an application layer 
module that runs as a background process continuously determining the up-link 
delay and estimating the down-link delay of NTP request and reply messages 
respectively. This information must be used to correct NTP timestamps before 
they are passed to the NTP daemon running on a wireless host.

The formula used by the NTP protocol to calculate the clock offset of a host 
is presented in equation 6.3. In 6.3, 9y denotes the un-corrected offset whereby 
the up-link and down-link measurements have not been incorporated into the 
equation and, thus, any asymmetry has not been corrected for. If one modifies 
timestamp X) by adding the value of the up-link delay. Ay, to it one gets TC\. 
This represents a more accurate value for the transmission time of the NTP 
request message, since the delay it encounters before it is transmitted onto the 
medium is removed. Similarly, if one modifies timestamp 7)+ 3 by taking the 
value of the down-link delay, A p, from it one gets TCi+3 . This represents a more 
accurate value for the actual transmission time of the NTP reply message, since 
much of the delay encountered by the message at the AP is removed.

When these corrected values are incorporated into equation 6.3, one gets equa
tion 6 .6 . In equation 6 .6 , 6c  denotes the corrected offset. Altering the equation 
allows one to express it in the form 6.7. From equation 6.7, one can observe 
that only one of the timestamps require modification before being processed by 
the NTP daemon. Thus, the module need only modify one timestamp, Xi+3, by 
adding the result of (A y -  A p ) to it.

(Tt+ 1 — Tf) +  (Ti + 2 -  Ti+3) (6.3)
2

Ti =  T Q  -  Ay (6.4)
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Ti+3 — TCi+z + Ad (6.5)

9n =
{Ti+i — (Ti + A (/)) + (Ti+2 — (Ti+3 — Ad))

ec  =
{Ti+1 — Ti) +  (Ti+2 -  (T,+3 -  A d + Ad))

(6.6)

(6.7)

6.3.6 Implementation

As stated in the previous sections, the aforementioned mechanism is implemented 
as an application layer software module. The module, which is composed of a 
packet sniffer and injector, is implemented in plain C. The motivation for em
ploying plain C is one regarding speed and efficiency. In order for a sniffer to 
detect both application layer NTP packets and their associated MAC layer ACK 
frames, it is necessary to monitor all traffic transmitted and received on a wire
less interface. Thus, all 802.11 frames received via the pcap interface must be 
analysed. In times of high traffic loads, this may mean analysing thousands of 
frames per second. In order for the module to stay responsive and cope with such 
demand, it should execute a minimum number of instructions when analysing 
frames and, thus, any language that might present unnecessary overhead through 
additional but unnecessary features (garbage collection) is not be suitable. Addi
tionally, the libpcap library is designed to be used with C and C ++. Its use with 
another language, such as Java or Perl, requires a wrapper which presents fur
ther overhead. Finally, in this work, the module is used in conjunction with the 
NTP daemon which itself is developed in C. Developing the module in C rather 
than C + +  allows for natural integration of the module with the NTP daemon if 
required.

While there are many performance benefits to developing such a module in 
plain C, there are disadvantages in terms of the development process itself. Pro
gramming large applications in a procedural language as opposed to an object 
orientated ( 0 0 )  language can be more difficult and typically requires additional 
lines of code which in turn increases the risk of producing “buggy” code. With
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respect to the work in this thesis, it is vital to decrease the chance of producing 
erroneous code that might affect the outcome of subsequent experiments. Thus, 
it is preferable to obtain the performance benefits of plain C while still possess
ing the development benefits of an 0 0  language. In this respect, the module is 
implemented in C but developed in an 0 0  fashion.

The development of objects in plain C is achieved through the use of struct 
constructs in conjunction with function pointers. An example of a String object 
developed in this manner is presented in figures 6.12, 6.13 and 6.14.

Fig. 6.12 presents the contents of a Sting.h file which defines a String struc
ture and declares the function prototypes used by an initialised String ‘object’. 
Figures 6.13 and 6.14 present snippets from a String.c file which contain the im
plementation details for the function prototypes declared in Sting.h. The most 
interesting function is the newString function which is responsible for returning 
instances of String objects. This function allocates any required memory from 
the heap and assigns declared function pointers to corresponding function defini
tions. Another interesting function is the String .free function which de-allocates 
memory used by a String object, thus, destroying it. This eliminates the need 
for a garbage collector but places responsibility on a programmer to explicitly 
destroy objects. Finally, the bottom of fig. 6.14 illustrates the code required to 
instantiate, utilise, and destroy a String object.

Using this approach, the application is developed in a modular fashion and 
each module/object is tested individually, minimising the chance of producing 
erroneous code. The core objects constructed in this manner include: •

• LinkedList - A generic collection object used to store other objects in a 
linked list

• TimeTools - An object with a set of functions for manipulating, converting, 
and formatting NTP timestamps

• IEEE80211RadioTap - An object for analysing 802.11 RadioTap headers

• IEEE80211 - An object for analysing 802.11 headers

• LLC - An object for analysing Logical link control headers
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t y p e d e f  s t ru c t  S t r in g  (

//Variables (O b je c t  A ttr ibu tes )

ch a r  * v a lu e ;
int l e n g t h ;
ch a r  * c u r r e n t p o s ;

HTunction  pointers  tO b je c t  M ethods)  
v o i d  ( * set ) ( s t ru c t  S t r in g  ", ch a r  * ); 
v o i d  ( * a p p e n d  ) ( s t ru c t  S t r in g  *, char  * ); 
in t  ( " e q u a l s  ) ( s t ru c t  S t r in g  *, char  * ); 
in t  ( '  s a m e  ) ( s t ru c t  S t r in g  *, s t ru c t  S t r in g  * ); 

in t  ( * c o m p a r e  ) ( s t ru c t  S t r in g  *, s truct  S t r in g  *); 
in t  ( '  h a s M o r e l n t  ) ( s t ru c t  S t r in g  '  ); 
in t  ( * g e t N e x t l n t  ) ( s t ru c t  S t r in g  * ); 
v o i d  ( * f r e e  ) ( s t ru c t  S t r in g  ’  ); 
in t  ( * c o m p a r a t o r  )(  v o i d  *, v o i d  *); 
v o i d  ( * f r e e r  )( v o i d  * );

) S t r in g ;

//Function prototi/pes

S t r in g  * n e w S t r in g (  ch a r  * );
v o i d  S t r in g _ s e t (  S t r in g  * , char  * );
v o i d  S t r i n g _ a p p e n d (  S t r in g  *, ch a r  * );
int S t r in g _ e q u a l s (  S t r in g  *, ch a r  * );
int S t r in g _ s a m e  ( S t r in g  *, S t r in g  * );
int S t r i n g _ c o m p a r e  ( S t r in g  *, S t r in g  * );
int h a s M o r e I n t (  S t r in g  * );
int S t r in g _ g e t N e x t I n t (  S t r in g  ’  );
v o i d  S t r in g _ f r e e (  S t r in g  * );
int S t r i n g _ c o m p a r a t o r (  v o i d  *, v o i d  * );
v o i d  S t r in g _ f r e e r (  v o i d  * );

Figure 6.12: Definition of a String object using C structs and function pointers
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S t r in g  " n e w S t r i n g (  ch a r  * v a lu e  ) (

//Allocate m em ory  f o r  S tr ing '  s tru ct  (S tring  O bjec t )  
S t r in g  * s = NU1 L;
s = ( S t r in g  * ) m a l l o c (  s i z e o f (  S t r in g  ) );

//Initialise variables with default  values  
s -> v a lu e  = N U L L ;  
s -> le n g t h  = 0; 
s - > c u r r e n t p o s  = N U L L ;

//Initialise fu n c t io n  pointers  
s -> se t  = S t r in g _ s e t ;  
s -> e q u a l s  = S t r in g _ e q u a ls ;  
s -> s a m e  = S tr in g _ s a m e ;  
s - > a p p e n d  = S t r in g _ a p p e n d ;  
s - > c o m p a r e  = S t r in g _ c o m p a r e ;  
s - > h a s M o r e !n t  = S t r in g _ h a s M o r e I n t ;  
s -> g e t N e x t ln t  = S tr in g_g e tN ’ extInt;  
s -> f r e e  = S tr in g _ £ re e ;  
s - > c o m p a r a t o r  = S t r in g _ c o m p a r a t o r ;  
s->t 'reer = S t r in g _ f r e e r ;

//Set specified value  
s -> se t (  s, v a lu e  ); 
r e tu rn  s;

Figure 6.13: Instantiation of a String object
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//Sets the c o n te n ts  o f  a S tring O b je c t '  to a specified value 
v o i d  S t r in g _ s e t (  S i r in g  * s,  ch a r  * v a lu e  ) ( 

int s iz e  = s l r l e n (  v a lu e  ); 
i f (  s -> v a lu e  == N U L L  ) (

s -> v a lu e  = ( ch a r  '  ) m a l l o c (  s i z e o f (  c h a r [ s i z e + l )  ) ); 
s t r c p y (  s -> v a lu e ,  v a lu e  );

I
e l s e  i f (  s -> le n g t h  != s iz e  ) ( 

f r ee (  s -> v a lu e  );
s -> v a lu e  = ( ch a r  * ) m a l l o c (  s i z e o f (  c h a r [ s i z e + l ]  ) );

s t r c p y (  s -> v a lu e ,  v a lu e  ); 
s - > c u r r e n t p o s  = s -> v a lu e ;  
s -> le n g t h  = s iz e ;

//Free up m em ory  used by a Str ing  O bjec t '  
v o i d  S t r in g _ f r e e (  S t r in g  * s ) {

i f (  s -> v a lu e  != N U L L  )
tree (  s -> v a lu e  );

f r ee (  s );

//Create a new 'S tring  O b je c t '  
S t r in g  * s = n e w S t r in g (  " H e l l o "  );

//Alter c o n te n ts  o f  'S tring  O b je c t '  
s -> se t (  s, " B y e "  );

//Destroy 'S tring  O b je c t '  
s -> f re e (  s );

Figure 6.14: String object method implementation snippet (top). String object 
instantiation, employment, and destruction (bottom).
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• IP - An object for analysing IP headers

• UDP - An object for analysing UDP headers

• NTP - An object for analysing NTP headers

• IEEE80211 Radio TapCrafter - An object for crafting 802.11 RadioTap head
ers

• IEEE80211 Crafter - An object for crafting 802.11 headers

• LLCCrafter - An object for crafting Logical link control headers

• Stat - An object for producing statistics from a list of numerical data

• GnuPlotGrapher - An object for producing various types of gnuplot gener
ated graphs

• NTPData - An object for storing all timestamps associated with an NTP 
exchange, including the timestamps of associated crafted packets and ACKs. 
This object also contains functions that calculate the associated up-link and 
down-link delays.

The application itself is developed using the aforementioned objects and the 
libpcap library. The libpcap library provides a function called pcapJoop with the 
signature pcapJoop( pcap.t *p, int cnt, pcapJxandler callback, u.char *user ). 
The function allows a user application to provide a handler function which is 
called whenever the interface captures an incoming or outgoing packet. This 
handler function is passed a pointer to a byte array which holds a copy of the 
captured packet. The flowchart in fig. 6.15 illustrates the process flow on receipt 
of a captured packet/frame from a wireless interface. The frame is first analysed 
by decoding the various protocol headers. On receipt of an NTP Request, NTP 
Response, crafted, or ACK  frame, the respective process flows illustrated in fig
ures 6.16 and 6.17 commence. The reception of any other packet type completes 
the process until the next packet capture.

Fig. 6.16 illustrates the process flow on receipt of an NTP Request packet. 
All timestamps associated with an NTP exchange are stored within an NTPData
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object. Since an NTP client may poll multiple servers, each NTP association is 
assigned a distinct NTPData object instance. Each NTPData object is stored in 
a linked list. When an NTP Response packet is detected, the list is searched for 
the relevant NTPData object, and it is updated. If an NTPData object does not 
exist for the particular NTP association, then a new one is created and appended 
to the list. In addition to this, a reference to the object is created so that the list 
does not need to be searched when the NTP Response packet’s associated 802.11 
ACK is received (see fig. 6.17).

Fig. 6.16 also illustrates the process flow on receipt of an NTP Response 
packet. In this case, the list is searched again, and the relevant NTPData object 
is retrieved and updated. Subsequently, a frame is crafted in accordance with 
section 6.3.4 and injected into the network.

Fig. 6.17 illustrates the process flow on receipt of the crafted frame from the 
AP as well as its corresponding ACK. On receipt of the crafted frame’s associated 
ACK, all relevant NTPData objects in the list are updated. Relevant objects are 
those that pass specific validity checks and have an NTP Response Rx times
tamp associated with them. Subsequently, a timestamp file, containing modified 
T4 timestamps (in accordance with equation 6.7) for each NTP association, is 
updated using the respective NTPData objects.

Communication between the module and the NTP daemon is carried out 
through use of the timestamp file. The NTP daemon process, on receipt of an 
NTP Response packet from a peer, refers to this file for any available corrections 
to the T4 timestamp. This requires some modifications to the NTP code base, in 
particular the ntp-proto.c file. Here a new function named correctT4 is defined 
and called within the NTP function process.packet which among other things is 
responsible for calculating the peer offset. The flow of the function correctT4 is 
illustrated in fig. 6.18. The function iterates through each line in the timestamp 
file searching for corrections to the T4 timestamp associated with the packet 
been currently processed. If a correction is found, then the offset is calculated 
using the corrected T4 timestamp. If not, then the process sleeps for a number 
of milliseconds. A number of attempts are made to find a relevant correction, 
and if not successful then the function completes and the original T4 timestamp 
is employed.
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Figure 6.15: High level process flow on receipt of a captured packet/frame from 
the wireless interface
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Process NTP Request

Figure 6.16: Process flow on receipt of NTP request and response packets
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Process Crafted Frame

Store
Rx

Timestamp

Process NTP Request ACK

Update object 
using reference

Process Crafted Frame ACK

Figure 6.17: Process flow on receipt of crafted frame and relevant ACKs
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Figure 6.18: CorrectT4 function flow

The rational for searching the file multiple times with sleep intervals in be
tween is one related to process scheduling and system delays. Since the module 
runs as a separate process relative to the NTP daemon, there is no guarantee that 
it can receive an NTP Response packet and carry out all subsequent operations 
before the daemon refers to the timestamp file. Thus, the module is given a rel
evant amount of time to carry out these operations by placing the NTP daemon 
into numerous sleep states.

6.4 Mechanism Validation

6.4.1 Testbed Overview

The previous sections outline a mechanism to significantly increase the quality of 
temporal data employed by time synchronisation protocols that reside on wireless 
hosts operating in busy and contentious 802.11 networks. The mechanism is 
tested in a real wireless environment in order to determine its effectiveness. To 
do this the experimental testbed illustrated in fig. 6.19 is deployed.

The testbed is somewhat similar to that illustrated in fig. 6.2 for the simula-
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NTP Client

Request/Response NTP Server
\  20 Pkt pm

Traffic

Figure 6.19: Validation testbed

tions but with a number of modifications. The wired component of the testbed 
consists of a single station, 54, which hosts an NTP server and is connected di
rectly to the AP via a 100Mbps wired link. The wireless component of the testbed 
consists of 3 wireless clients 51, 52, and 53 which together with their associated 
AP represent a small BSS. Wireless station, 53, hosts an NTP client that trans
mits NTP request packets to 54 at a rate of 20 packets per minute. The NTP 
server hosted by 54 responds to each NTP request packet with a corresponding 
NTP response packet. It should be noted that the NTP transmission rate in this 
testbed is much greater than that which could be used in a real world deployment. 
NTP only permits a maximum configurable rate of 3 packets per minute. In this 
testbed it is purposefully set to a higher rate in order to increase the amount of 
data collected during the experiment. Nevertheless, it is much lower than the 
rate used in the simulations presented in section 6.2.2. The simulations, however, 
only model simple network elements and traffic and, thus, the rate can be set 
higher without impacting the results of the experiments.

Similar to the design of the simulation experiment detailed in section 6 .2 .1 , 
the objective here is to recreate delay asymmetries typical of real-world conditions 
in order to test the effectiveness of the mechanism. To accomplish this, station
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51 hosts a traffic generator. The traffic generator operates by first opening up 
a TCP connection with station 52. It subsequently initiates the transmission 
of raw TCP packets (header only) to 52 at a rate of 1500 packets per second.
52 responds to each TCP packet with a corresponding TCP acknowledgement 
packet. Since all traffic generated by 51 and 52 is routed through the AP, the 
wireless Tx buffer at AP remains relatively full producing the desired scenario.

It should be noted that the reason that this testbed differs from that used in 
the simulations (see section 6 .2 .1 ) is for control reasons. One of the advantages of 
using a simulator to run an experiment is that certain attributes of the network 
can be set to unrealistic values. This allows one to eliminate factors that might 
add noise to results. In the simulation, the wired link connecting the AP to the 
servers is configured such that NTP packets do not incur relatively significant 
delays while traversing the wired link. In a real testbed, this is not possible so in 
order to ensure NTP packets do not incur significant delays over the wired link, 
the real-world experiment is redesigned so that no additional traffic traverses the 
wired link. Thus, all non-NTP traffic in the real-world testbed is generated within 
the wireless component of the network.

With respect to the hardware employed in this testbed, all stations excluding 
the AP run the Ubuntu distribution of the Linux OS. Each of the wireless nodes 
employ an 802.l lg  compliant wireless network interface card (NIC). The mech- 
anism/module runs on 53 and, thus, requires an NIC capable of packet sniffing 
and injection. Therefore, 53 employs an NIC with an Atheros chipset which is 
run by the ath5k driver and provides the required functionality. In relation to 
traffic generation at 51, the hping3 packet generator is employed. Its interface 
allows one to specify a TCP packet transmission rate. With regard to the chosen 
rate of 1500 packets per second, this value is chosen carefully via trial and error 
so that the AP ’s buffer remains relatively full while still coping with the traffic 
load.

Finally, this testbed focuses on generating large down-link delays between 53 
and the AP. A testbed that focuses on the alternative scenario of larger up-link 
delays is considered less important for two reasons: firstly, in a real world scenario 
down-link delays typically dominate; secondly, with respect to the mechanism 
detailed in previous sections, the task of determining the down-link delay of time
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messages is more challenging than determining their up-link delay and, thus, if 
successful then it adequately highlights the module’s capability.

6.4.2 Experiments and Results

An experiment is run for a duration of 1 hour. It is initiated by the NTP client at 
time T0 which begins transmitting NTP request packets to the NTP server. The 
server responds with NTP response packets. Non-NTP traffic is not introduced 
until time T\ which represents the 16th minute. The traffic generation continuous 
until the experiment completes at time X2 . The traffic produced by 51 and 52 is 
illustrated in fig. 6 .2 0 .

Non-NTP Traffic is not introduced into the experiment until a later time so 
that the clock skew between the NTP client’s host and the NTP server’s host 
can be calculated. Thus, the clock offset between 53 and 54 is recorded between 
times T0 and 7\. These values are then used to determine their relative clock 
skew using linear regression. Provided that both clocks remain stable, which is a 
reasonable assumption given that their temperature remains stable, the relative 
clock skew can be used to determine their true relative clock offset, denoted 0Tl 
at a future point in time. It is important to note that although the NTP protocol 
is employed in this experiment the NTP algorithms are disabled at the client 
so that the delay determination mechanism can be validated. Thus, the clock 
offset and clock rate are not modified by the NTP daemon. In addition, the NTP 
server at 54 does not synchronise with another NTP server, and so its clock is 
not altered by the protocol.

When a value for Or is obtained at T\, the network is loaded with TCP traffic. 
The offset values produced by the NTP client with and without the aid of the 
module are logged. Offset values produced without the aid of the module are 
termed un-corrected offsets and are denoted by 6U: whereas those produced with 
the aid of the module are termed corrected offsets and denoted by 6c- These 
values are collected from time T\ to T2 . The absolute difference between the 
true offset, dT , and the un-corrected offset Oa is denoted by ty and is calculated 
using equation 6 .8 . The absolute difference between the true offset, 0t , and the 
corrected offset, 6C, is denoted by ec and is calculated using equation 6.9.
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Figure 6.20: Traffic - number of 802.11 frames detected on network during exper
iment
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ft/ — I(Bt ~ $i/)| (6.8)

eC =  \{Bt — By) I (6.9)

The results of the experiment are presented in fig. 6.21. The graph in fig. 6.21 
is a combination of the results displayed in figures 6.22, 6.23. It 6.24 and plots the 
values Of, By. and By for the duration of the experiment. In addition, it presents 
the average (p), maximum, and standard deviation (cr) of the errors ey and ey.

The first interesting feature of the graph illustrated in fig. 6.21 is the line 
produced by 6t - The line has a clear slope which indicates that S3’s clock operates 
at a different frequency to 54 ’s clock, that is, there is a relative skew offset. The 
slope of the line represents the magnitude of the frequency difference/error which 
is equal to 71 ppm. This is equivalent to a rate of 6.13 seconds per day, a value not 
atypical of computer clocks that employ relatively cheap quartz crystal oscillators.

Prior to time Ti, the point at which non-NTP traffic is introduced into the 
network, each offset value represented by By and By is, in terms of the degree 
of synchronisation under focus, accurately determined by the NTP protocol and 
has minor or negligible error. However, once traffic is introduced at Ti, the offset 
values corresponding to By deviate considerably from 0r  indicating significant 
error. In contrast, the offset values corresponding to By deviate far less.

A quantitative analysis of the results indicates that, in this particular scenario, 
the mean error (/x) produced with the module is 90% less than the mean error 
produced without the module as it is reduced from 13.6ms to 1.5ms. In addition 
to this, the maximum error is reduced from 82.5ms to 23ms, and the standard 
deviation (a) of the error is reduced from 18.7ms to 2ms, a 60% and 90% reduction 
respectively. The standard deviation of the errors ey and ey are illustrated in 
fig. 6.25 and fig. 6.26 respectively.

6.4.3 Limitations

The mechanism detailed in this work, while validated above, has some limitations 
of use that need to be understood. The first and foremost limitation is one con-
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Figure 6.22: Down-link delays
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Figure 6.23: Up-link delays
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Figure 6.24: Errors with (ec) and without (eu) module
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cerning the availability of appropriate hardware. While many chipsets currently 
on the market are natively capable of providing the required functionality, they 
may be restricted by the driver that runs them. Thus, in general it is the driver 
that must support “monitor" mode and be capable of packet “injection”. The 
Linux OS supports many of these chipsets. Out of 127 chipset variants known to 
be supported by Linux, 72% of them support monitor mode while 87% of those 
support packet injection. Thus, 63% of the chipsets support both mechanisms. 
Those chipsets are employed by 17 adapter manufacturers (Atheros, Broadcom, 
Intel, Intersil, Ralmk, Realtek, ST-NXP, ZyDAS) 8  of which provide adapters 
that possess the required functionality. This is a large proportion and, thus, the 
hardware and software limitations are not so much a limitation in a Linux en
vironment but rather other environments such as Windows. Details regarding 
Windows support are difficult to find, yet it is probably fair to say that it does 
not provide the support to the same extent as Linux.

Regardless of this limitation, the benefits of this mechanism with regard to 
synchronisation improvement gains justify the effort involved in purchasing the 
appropriate adapter in environments where time-sensitive applications or appli
cations that can benefit from time synchronisation are deployed. As outlined in 
section 5.1. a wide range of such applications either exist or are emerging, and 
it is reasonable to assume that as the demand for improved synchronisation over 
wireless increases, manufactures will respond by employing appropriate chipsets 
in their adapters as well as providing appropriate drivers.

Another limitation of this mechanism is one concerning wireless encryption. 
The mechanism does not handle encryption, and the experiments presented in 
section 6.4.2 are performed in an open access network. Such an issue can be over
come if the employed driver provides an interface that permits one to specify that 
an injected packet should be encrypted before transmission. The implementation 
of such a facility would be trivial and could be provided with ease if required.

6.4.4 Summary and Contribution

This chapter detailed the design, operation, and validation of a mechanism that 
improves the performance of time synchronisation protocols operating on 802.11
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based wireless hosts. The extent to which highly active 802.11 networks can 
degrade the effectiveness of time synchronisation techniques, in particular round- 
trip synchronisation, was quantified via appropriate experimental designs and 
associated simulations. The results of these simulations indicated that the data 
rate and buffer size of 802.11 nodes directly influence the magnitude of delays in 
such networks. Thus, in high traffic, low data rate networks composed of nodes 
that possess large buffers, these delays can be quite significant and can lead to 
considerable time errors with respect to time-sensitive applications that require 
single millisecond accuracies. It is also noted that reducing the buffer size of 
nodes whilst reducing delays does so at expense of increased packet loss.

The design of a mechanism used to combat this issue was described in detail. 
The mechanism consists of two components that leverage facilities provided by 
current wireless XICs and exploit particular 802.11 protocol operations in order to 
determine the up-link and down-link delays of time messages respectively. These 
values can subsequently be used to improve the temporal dataset employed by 
time protocols, such as NTP. thereby improving their performance.

The verification and quantification of this mechanism’s effectiveness in a real- 
world scenario was performed via experimentation in a real-world testbed. The 
results indicated significant improvement gains with as much as a 90% reduction 
in the mean error of temporal data when the mechanism was employed. In 
addition, reductions in the order of 60% and 90% for the maximum error and 
standard deviation of the error respectively were observed.

The experimental results clearly highlight the benefits of employing this mech
anism in a wireless network. Its use in conjunction with a time synchronisation 
protocol can result in considerable improvements in accuracies. This significant 
mitigation of time error makes possible the successful migration of several time 
sensitive applications from the wired domain to the wireless domain (see sec
tion 5.1). In addition, it opens up the possibility for new types of applications 
and techniques whose correct operation on 802.11 wireless hosts would not be 
possible without millisecond synchronisation.

The mechanism is currently limited to particular scenarios. The required 
hardware facilities are not yet provided by all NICs on the market and there are 
issues related to security. These limitations, however, can be overcome. They
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are primarily associated with NIC driver limitations, and such drivers could be 
modified in response to consumer demand.
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Chapter 7

Conclusions and Future Work

This thesis has outlined and validated two significant research contributions 
within the scope of time synchronisation over wireless networks. The first of 
these focused on energy efficient time synchronisation in WSXs. It presented 
the design, operational details, and benefits of an alternative WSN time proto
col, namely the Dynamic Flooding Time Synchronisation Protocol (D-FTSP), an 
extension of the Flooding Time Synchronisation Protocol (FTSP). D-FTSP is de
signed to minimise energy wastage that results from communication overhead in 
WSNs operating in dynamic/temperature-varying environments. Its deployment 
in such environments can lead to substantial energy savings, thus, pro-longing 
the battery-life of WSNs. Energy use/battery life is often a key constraint in 
WSN deployments and, thus, this contribution is significant.

The second contribution focused on significantly improving the performance 
of two-way PSN time synchronisation protocols such as NTP over IEEE 802.11 
networks, in particular, busy networks. A solution was presented in the form of a 
technique/mechanism that leverages facilities provided by current Wireless Net
work Interface Cards (WNICs) and exploits the standard operational details of
802.11 networks in order to determine delays incurred by time packets traversing 
such networks. These delays are subsequently used to reduce the error in datasets 
used by time protocols such as NTP. Experiments reveal reductions in errors as 
great as 90% which can lead to a significant improvement in performance, similar 
to that achievable over wired links. This proves a significant contribution since 
the improvement of synchronisation levels over 802.11 networks is currently a big

220



7. Conclusions and Future Work

issue.

7.1 Core Contributions

The core research contributions of this thesis can be summarised as follows:

7.1.1 D-FTSP

• Saves energy - D-FTSP, a dynamic WSN time synchronisation protocol 
capable of providing accuracies equivalent to those of current static WSN 
time protocols but with a reduced number of transmissions in dynamic en
vironments. Its use in dynamic environments can lead to significant energy 
savings, pro-longing the battery-life of WSN’s.

• Saves time - D-FTSP configures the transmission rate of WSN nodes au
tomatically post-deployment and, therefore, eliminates the need for pre
deployment configuration. This speeds up the network deployment phase 
since an analysis of the dynamics of the operating environment is not re
quired.

• Responsive - D-FTSP is capable of providing accuracies equivalent to those 
of current dynamic WSN time protocols but may react much more rapidly to 
changing skew and with no additional hardware requirements. In addition, 
D-FTSP monitors a node’s clock drift directly and, therefore, can deal 
with multiple sources of drift, including that which results from relatively 
unstable oscillators.

7.1.2 Improved Synchronisation over 802.11 Networks

• The core contribution is a mechanism in the form of a software module that 
delivers synchronisation levels over 802.11 networks similar to those achiev
able over wired networks, thus, representing a significant improvement. It 
dynamically determines/estimates delays incurred by time messages as they
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traverse an 802.11 link that connects a wireless station and its associated 
access point.

• Knowledge of network delays associated with a time packet can be used 
to reduce those errors associated with non-deterministic message latencies. 
This leads to greatly improved synchronisation accuracy.

• Although the contribution is validated using the NTP protocol, the module 
can be used in conjunction with any internet time protocol that employs 
the round-trip or uni-directional synchronisation technique.

7.2 Future Work

While both research contributions were validated through rigorous experimenta
tion, some scope for further research was identified, as detailed below.

7.2.1 D-FTSP Maximum and Minimum Intervals

It may be possible to further improve the efficiency of D-FTSP by having it 
dynamically alter the minimum and maximum transmission intervals of nodes 
with respect to the node density of a WSN. Referring to chapter 4, D-FTSP, as 
it stands, is statically configured with a minimum and maximum transmission 
interval. The maximum interval is necessary to prevent the transmission inter
val from incrementing indefinitely. The difference between the minimum and 
maximum interval forms a range from which the actual transmission interval is 
dynamically chosen in response a node’s clock drift. The minimum and maximum 
interval could be dynamically chosen with respect to an application’s accuracy 
requirements, thus, delivering a more responsive and efficient solution.

To clarify, one can consider a scenario whereby an ideal D-FTSP maximum 
transmission interval is chosen, and a node that receives messages at this interval 
accumulates an error less than the application error bound. If this node has one 
parent, it will eventually receive messages at the maximum transmission interval 
and still remain synchronised. If, however, this node has two parents, then it will
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most likely receive more messages than is necessary for it to remain synchronised. 
In this case, if the node’s parents increase their maximum transmission intervals 
such that the maximum time difference between both parent’s message trans
missions never exceeds the originally configured maximum transmission interval, 
then further energy savings could be gained.

This, however, is not a trivial task. For it to work, the parents of a node 
would first have to determine how many additional parents their child has. This 
could be achieved by having D-FTSP nodes broadcast the number of parents 
they have in time messages. Of course, t he number of parents alone would not be 
enough information to guarantee an error free solution, since it is possible that 
all parents could be transmitting at almost the same time. The node’s parents 
would also have to know the maximum time interval between any two consecutive 
messages received by their child. Thus, the problem could get relatively complex 
with respect to any energy savings gained.

7.2.2 Module API

The mechanism detailed in chapter 6  was implemented as a software module that 
runs as a separate process relative to the NTP daemon process. For experimental 
purposes, the NTP application code was modified such that it could retrieve delay 
measurements from the module process via a file and modify/correct generated 
timestamps. This, however, was the extent of the interaction between the pro
cesses. If the module was implemented in the form of a library with a standard 
API that time protocols could employ, then this would make deployment more 
transparent and simple and improve the performance of the module in terms of 
efficiency as the module/synch protocol would exist as a single process.

To elaborate, the module implemented in the form of a library with a standard 
API would allow a time protocol to alter the behaviour of the module directly 
in response to certain events and/or requirements. Even the most basic API 
with simple start and stop functions could drastically improve the modules ef
ficiency by reducing overhead. Thus, rather than the current situation whereby 
the module monitors traffic continuously, it could be started and stopped by 
the NTP daemon in response to NTP packet transmission and reception events.
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Consequently, wireless traffic would only be monitored between transmission and 
reception events, thus, significantly reducing overhead.

In addition to this, the module could be configured to inject a controlled 
sequence of “crafted” packets into the network between NTP packet transmission 
and reception events. This burst of packet injections would provide numerous 
down-link delay measurements that when averaged, or processed by some other 
means, could provide an improved estimate for the down-link delay of an NTP 
response packet. This could potentially improve the accuracy of down-link delay 
estimations by the module. Such data could also be used to analyse trends in 
the down-link delay measurements and possibly make predictions about future 
delays.
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FTSP (t = 30s) (stable) - Nodes' offsets

Offset (ticks)

FTSP (t = 60s) (stable) - Nodes' offsets

Figure 1: Raw data for FTSP experiments in stable environment with r  -  30s
(top) and r  =  60s (bottom)
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Figure 2: Raw data for FTSP experiments in stable environment with r  -  120s
(top) and r  =  180s (bottom)
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Figure 3: Raw data for FTSP experiments in unstable environment with r  =  30s
(top) and r  =  60s (bottom)
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Figure 4: Raw data for FTSP experiments in unstable environment with r  -
120s (top) and r  =  180s (bottom)
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Appendix A

D-FTSP (stable) - Nodes' offsets

Offset (ticks)

-10

Offset (ticks)

Figure 5: Raw data for D-FTSP experiments in stable (top) and unstable (bot
tom) environment with eavg =  1  tick
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Appendix A

FTSP (x = 30s) - Nodes' offsets

FTSP (t = 60s) - Nodes' offsets

Figure 6 : Nodes’ mean offset (ft) and standard deviation (a) for F I SP exper
iments in stable and unstable environment with r =  30s (top) and r -  0 s 
(bottom).
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Appendix A

FTSP ( t  = 120s) - Nodes' offsets

Figure 7: Nodes’ mean offset (p) and standard deviation {a) for FTSP experi
ments in stable and unstable environment with r  =  120s
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Appendix A

FTSP (t = 180s) - Nodes' offsets

Figure 8: Nodes’ mean offset (/x) and standard deviation (a) for FTSP experi
ments in stable and unstable environment with r  =  180s
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Appendix A

D-FTSP - Nodes' offsets

Figure 9: Nodes’ mean offset (//) and standard deviation {a) for D-FTSP exper
iments in stable and unstable environment with tavg =  1 tick
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