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Abstract
The recent development of high-throughput genomics techniques and their
subsequent applications have completely transformed the study of biology. The
analysis, interpretation and storage of the resulting large volumes of data have
created a wide range of computational challenges and opportunities that have
driven the majority of recent bioinformatics research. In this thesis we focus on
four research questions grounded in functional genomics and epigenomics, yielding
novel methodologies and biological insights.
The first research question relates to whether miRNA activity, as a general
regulatory effect, is a heritable trait. To do this, we used Affymetrix Human
Exon Microarray and RNA-seq data from the International HapMap project. We
confirmed such an association in humans using the regulatory effect score (REscore) of a miRNA, which has previously been defined as the difference in the gene
expression rank of targets of the miRNA compared to non-targeted genes. We also
identified a SNP in the miRNA processing gene DROSHA, which is associated with
inter-individual difference in miRNA regulatory effect.
During this analysis we noted that correlations between gene expression measures from RNA-seq and gene expression microarray platforms were often relatively poor. This led us to develop a method to improve the estimation of gene
expression from microarrays. Our method uses samples for which there is both
microarray and RNA-seq data available and builds statistical models which learn
the relationship between probe level gene expression, as measured by the microarrays, and gene level expression, as measured by RNA-seq. These models can
then be used to estimate gene expression on separate sets of microarray samples.
We have assessed the performance of our method in comparison to Affymetrix
Power Tools (APT). To do this, we fitted models for all genes on a training set
of the HapMap YRI samples and tested performance on the HapMap CEU (both
microarray and RNA-seq data are available for all of these samples). Overall,
our method improves within sample correlations with RNA-seq substantially, but
does not achieve the same level of performance as APT in terms of across sample
correlations.
The third research question aimed to determine whether or not it was possible
to ascertain a consistent pattern of differential methylation in a limited number
of ulcerative colitis (UC) biopsies, using data generated with the Agilent Human
CpG Island microarray. Although there were no statistically significant differences between the sample groups at CpG island or probe level, we did uncover
evidence of overall CpG island hypermethylation in UC. Subsequently, gene set

analysis (GSA) revealed highly significant results for several GO biological processes. It became apparent that these results were a consequence of a sampling
effect, which stems from the large differences in numbers of probes (targeting CpG
sites) associated with genes in different gene sets.
The fourth and final research question consisted of the development of a
method to correct the bias in GSA analysis of these data. We applied our method
to both the UC microarray dataset and a previously published genome-wide CpG
island study of DNA methylation in lung cancer. We obtained novel biological
insights into both of these conditions, consistent with their respective pathologies.
Finally, we showed that this bias is also found with next generation sequencing
based methylation assays, which we demonstrated using a HELP-seq dataset.
In conclusion, this thesis presents novel analytical strategies encompassing
gene expression and genome-wide methylation, and it also introduces methodologies that link microarray and RNA-seq measures of expression. It documents for
the first time a correction for an intrinsic bias in GSA associated with many CpG
island methylation platforms, and yields results of biological consequence with regard to endogenous RNAi regulatory processes and the epigenetic characterization
of several human diseases.
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Chapter 1
Introduction
1.1

Gene regulation

The regulation of gene expression is a complex process and is still only beginning
to be fully understood. Gene expression can be modulated at any stage, from
transcriptional control to post translational protein modification and degradation
[13] [1] (Fig. 1.1). Expression levels can directly determine the phenotypic traits
of a cell (e.g. cancer or normal) and thus, the molecular mechanisms controlling
expression are key to all aspects of biology [14]. Much of the work in this thesis is
based on high-throughput gene regulation and gene expression data; hence, this
section will review some of the most widely studied aspects of gene regulation,
with particular emphasis on microRNAs (miRNAs) and DNA methylation, which
are discussed in chapters 2, 4 and 5.

Figure 1.1: Types of gene regulation. Sourced from [1].
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1.1.1

Transcriptional control by DNA binding proteins

Transcriptional control is the first possible stage of gene regulation and it is particularly important, as it is only at this point that a cell can ensure that it does
not create superfluous transcripts [2]. In eukaryotes, protein coding genes are
transcribed by the enzyme RNA polymerase II, which is aided by a set of proteins called general transcription factors. These are required for transcription of
almost all genes [15]. General transcription factors are responsible for steps such
as recognizing the transcription start site, positioning the RNA polymerase and
unwinding the DNA [16]. In higher organisms, transcription is a highly complex process that varies subtely from gene to gene. In fact, the human genome
is thought to encode as many as 2,000 proteins which perform some regulatory
function [2]. Figure 1.2 (A) illustrates how a typical genomic locus may appear
when a gene is primed for transcription. General transcription factors and RNA
polymerase II have bound to the gene promoter region and regulatory proteins
known as activators have bound to up- and downstream DNA sequences called
enhancers. In some cases, these regulatory sequences may be as many as 50 kilobases [17] from the gene which they control and the expression of one gene is often
influenced by many regulators [15].
DNA looping allows these regulatory proteins to interact with the proteins
assembled at the transcription start site (TSS). In figure 1.2 (B) the DNA has
looped to allow the regulatory proteins to initiate transcription, through the intermediary of a protein complex called Mediator [18]. Many regulatory proteins
interact with the TSS through the Mediator complex, but some others directly
influence RNA polymerase and/or general transcription factors [2]. There also
exist a class of repressor proteins, which bind to similar regulatory sequences,
but are associated with inhibition of transcription [19]. Differential expression
of these enhancer and repressor proteins can have an effect on the expression of
the genes that they regulate [20]. In eukaryotes, DNA is wrapped around histone
proteins (described below) and this further complicates the transcription process,
as transcription cannot occur until these regulatory regions can be bound by the
necessary proteins. This is discussed in detail in the following subsections.
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Figure 1.2: Transcriptional regulation by DNA binding proteins. Sourced from
[2].

1.1.2

Epigenetics

The mechanisms that control transcription factor binding in gene promoters include histone modification and DNA methylation. These are a class of epigenetic
modifications, which means that they may be passed to daughter cells and thus,
these types of modifications in germ line cells can cause heritable changes in
gene expression (and hence phenotype), without changing the underlying DNA
sequence [21]. Epigenetic modifications have been linked to a number of human
diseases, for example obesity [22] and cancer [23]. Because epigenetic changes
are more easily reversed than genetic mutations, they are of particular interest as
therapeutic targets, with a number of drugs already developed, for example, for
the treatment of leukemia [21]. The following subsections discuss these regulatory
mechanisms in detail.

3

Histone modification
Histones are a highly conserved class of protein that form the building blocks
of nucleosomes; in eukaryotic cells, chromosomal DNA is wrapped around nucleosomes into a compact form called chromatin. This allows the DNA strands, which
would normally total about 1.8 meters in length (in humans), to be stored in a
tiny space in the cell nucleus [24]. Proteins H2A, H2B, H3 and H4 are known as
the core histones and typically, 2 of each of these proteins assemble into a single nucleosome complex, along with a H1 protein, which binds to the assembled
nucleosome to lock the formation in place [25].
Histone proteins are subject to post translational modifications, including
methylation (not to be confused with DNA methylation), phosphorylation, acetylation and ubiquitation [26]. Modifications at the N-terminal histone tails are
particularly important in controlling gene expression and have been extensively
studied. These tails protrude from the body of the nucleosome and their modification can regulate the ability of the transcriptional machinery to access the
underlying DNA and thus, regulate gene expression [27]. There are many examples of specific types of histone modifications and their affect on activation and
repression of transcription; for example, methylation of H3K4 at promoters is associated with active transcription [28] and H3K27 tri-methylation has been linked
to transcriptional repression [29].
DNA methylation
DNA methylation is another type of modification, that is also associated with
changes in gene expression. It typically involves the addition of a methyl group
to a cytosine nucleotide located in the context of a CpG site [30][31]. This results in two 5-methylcytosine (5mC) located diagonally across from each other on
opposite DNA strands [32]. Methylation is primarily mediated by DNA methyltransferase (DNMT) enzymes. These include DNMT1, which is primarily responsible for maintenance of a methylated state, and DNMT3A and DNM3B which
are responsible for de novo methylation, although there is though to be overlap
between these roles [33] [34].
In some parts of the genome, particularly gene promoter regions, CpG sites
tend to cluster in higher concentrations to form CpG islands [35] (normally defined
as regions of length at least 200bp with GC content > 50% and observed/expected
CpG ratio > 60% [36] [37]). The promoters of more than half of protein coding
genes contain a region which satisfies this definition [38]. Methylation is most
widely studied in this context and it has been observed that CpG sites within
CpG islands, tend to be unmethylated approximately 90% of the time in healthy
tissue [39][40]. Methylation of the promoter region of a gene is normally associated with silencing of expression; it is thought that this occurs either by directly
4

blocking the binding of transcription factors or by recruitment of methylated CpG
binding proteins, that are associated with changes in chromatin structure, thus
blocking transcription initiation [41] [36]. In healthy tissue, genes repressed due to
methylated CpG islands are normally subject to long term silencing, for example,
imprinted genes or genes that are only expressed during embryonic development
[38]. Aberrant CpG island methylation has been observed in many diseases, including cancer [42][43], where it has been shown to be associated with silencing
of tumor-suppressor genes [44][45][46].
The mechanisms that cause de novo DNMT enzymes to target particular CpG
sites are not well understood [38], although recent research suggests that, at least
in some circumstances, methylation is used as a type of “lock” to reinforce a
silenced state that has already been induced by chromatin remodeling [47] (although this was observed in the context of X chromosome inactivation). Other
observations of cellular dynamics during differentiation suggest that methylation
itself is directly affecting expression, although further work is required to fully
understand these processes [38].
In the remainder of the genome (outside of CpG islands), CpG sites are underrepresented, as a result of a deamination process, by which methylated cytosine
can be spontaneously or enzymatically converted to thymine, thus altering the
DNA sequence [48]. Despite this, methylation at these sites is still thought to
play an important role. The study of methylation of CpG sites within gene bodies has recently revealed that these sites also affect gene regulation. However, gene
body methylation is not associated with silencing of expression [49]; in fact, there
have been reports of a positive association between gene body methylation and
gene expression levels in human, plants and animals [50][51][52]. One confirmed
function of gene body methylation is blocking transcription of parasitic DNA such
as retrotransposons, whereby the methyl tags block transcription of these elements
but allow for elongation of the host mRNA [53]. High throughput sequencing assays have shown that exons are more likely to be methylated than introns [54] and
it has also been suggested that gene body methylation affects alternative splicing
[55]. Recently, it was found that methylation affects CTCF (a transcriptional
represser protein) binding on exons, which slows RNA polymerase II elongation,
allowing the spliceosome time to recognize splice sites, leading to differential exon
inclusion; thus for the first time elucidating one of the mechanisms by which gene
body methylation influences alternative splicing [56].
CpG sites in intergenic regions also tend to be methylated in normal tissue. As with gene bodies, this is thought to prevent transcription from parasitic
DNA. However, in cancer cells, the genome (outside of CpG islands) undergoes
widespread hypomethylation and the absence of these methyl tags is associated
with genomic instability [41]. This widespread genomic hypomethylation causes
an increased tendency for mutation and is thus thought to be an important driving
5

force in cancer [57][12].

1.1.3

Post-transcriptional gene regulation

In complex organisms, there is an additional layer of gene regulation, which
acts after RNA polymerase has begun RNA synthesis. This is known as posttranscriptional regulation and these mechanisms allow further fine tuning of gene
expression levels, between transcription and translation [13]. Here, we will discuss
some of the mechanisms which are currently of most interest to researchers.
miRNAs
microRNAs (miRNAs) are a class of small non-coding RNA molecule of approximately 21 nucleotides in length, that regulate gene expression. They typically
bind to complementary loci (known as the seed region) in the 30 untranslated
region (UTR) of target mRNA and prevent translation to mature protein. An
individual miRNA can regulate the expression of hundreds of genes. Some genes,
particularly those with longer 30 UTRs, are often the targets of multiple miRNAs
and miRNA mediated regulation tends to result in the fine tuning of the expression of many proteins within a cell [58][59]. In mammals, miRNAs are thought to
regulate the expression of as many as 50% of protein coding genes [60]. miRNA
expression impacts on almost every cellular process and miRNA dysregulation has
been implicated in many pathologies [61][58].
miRNAs regulate a range of biological pathways associated with cancer including apoptosis [62] and cell proliferation [63]; dysregulation of miRNAs has
also been widely observed in cancer [64]. For example overexpression of miR-155
has been implicated in Hodgkin’s and Burkitt’s lymphoma [65], while miR-15
and miR-16, which target the anti-apoptotic gene BCL2, have been shown to be
dysregulated in chronic lymphocytic leukemia [66]. miRNAs have been found in
many of the genomic regions associated with chromosomal abnormalities in cancer, including regions of amplification, which may contain oncogenes, regions of
loss of heterozygosity, which may harbor tumor suppressor genes and fragile sites
which are preferential sites for translocation, deletion, amplification, sister chromatid exchange and insertion of tumor associated viruses like human papilloma
virus [67].
While many specific maturation steps have been uncovered for different miRNAs, most known human miRNAs are thought to be processed in the same way
by the miRNA biogenesis pathway. This process is as follows; miRNA precursors,
known as primary miRNA (pri-miRNA) are transcribed by RNA polymerase II
or III. These transcripts are subsequently cleaved by the microprocessor complex DROSHA-DGCR8 to form the pre-miRNA, which is transported from the
6

nucleus to the cytoplasm by XPO5-RAN-GTP. There, it is cleaved by DICER1TRBP to form the two stranded miRNA duplex; the passenger strand is detached
and normally degraded, although in some cases it acts as a separate functional
miRNA. The remaining functional strand combines with E1F2C2 (AGO2) proteins and forms the RNA-induced silencing complex (RISC). The miRNA then
guides RISC to prevent translation of target mRNAs. Translation is prevented
by mRNA deadenylation, mRNA target cleavage or translational repression [3].
Of the mechanisms of post-transcriptional regulation by miRNAs, lowered mRNA
levels (mRNA cleavage or deadenylation) accounts for most (>84%) of decreased
protein production [68]. This implies that it is possible to assess levels of miRNA
mediated gene silencing from the mRNA levels of a miRNA’s target transcripts
[69] and we have made use of this observation in chapter 2.

Figure 1.3: Canonical miRNA biogenesis pathway. Sourced from [3].
Several other classes of small RNAs have been discovered that regulate gene
expression; of these, the most widely studied are siRNAs. These were originally
reported in 1998, as a class of double stranded RNA (dsRNA), which inhibit transcription of target RNA through the RNAi pathway [70]. There is considerable
overlap in the mechanisms which process siRNAs and miRNAs, with DICER and
AGO proteins playing a vital role in both cases [71]. siRNAs were originally
thought to be primarily exogenous in origin, for example, RNA transcribed by
invading viruses [70][72]. This exogenous RNA is recognized by the RNAi pathway and used to directly silence matching transcripts, using mechanisms similar
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to the miRNA biogenesis pathway [73] . It has been confirmed that RNAi plays a
key role in genome defense, for example, silencing viral transcripts and transcription from parasitic DNA; however more recently, this picture has become more
complex, with several reports of endogenous dsRNAs being incorporated into the
RNAi pathway and these RNAs have also been shown (like miRNAs) to sometimes regulate endogenous genes [74][75]. RNAi is thought to possess therapeutic
potential; siRNAs tend to bind with greater specificity than miRNAs [71], which
means that, in theory, they can be engineered to target the expression of a single
gene and RNAi based therapeutics are expected to be commercialized within the
next 5-10 years [76].
miRNA Target Prediction
In chapter 2, we used a methodology which relies on the expression estimates of
a miRNA’s target genes to infer miRNA activity. These types of approaches rely
on miRNA target prediction algorithms, which we will briefly discuss here. The
miRNA seed region is small and in animals, miRNAs tend to bind imperfectly
to their target mRNAs; these factors mean that prediction of miRNA targets using simple pattern matching is impossible, as the set of matches produced would
include an enormous number of false positives [77]. Thus, many miRNA target
prediction algorithms have been developed, that take account of additional information to identify true miRNA-mRNA interactions. Databases of validated
miRNA targets also exist, but at present, the number of verified targets is small
in comparison to the likely large number of true interactions [13]. Recently, Baek
et al. [4] used a proteomics approach to compare the accuracy of some of the
most widely used prediction algorithms. Their method used quantitative mass
spectrometry to measure the response of proteins after introducing microRNAs
into cultured cells. TargetScan [78] performed best, followed by PicTar [79]. Thus,
our work in chapter 2 primarily uses TargetScan (which is also the most widely
used algorithm [69]) and here, we briefly discuss how this algorithm works. Some
other target prediction tools take quite a different approach, such as GenMiR++,
which applies a Bayesian data analysis algorithm to samples for which there is
both miRNA and mRNA expression data available to identify miRNA-mRNA
interactions [80].
TargetScan takes account of several criteria when calculating the likelihood of
an interaction between a miRNA and a mRNA. First, the seed match is considered,
which describes how the miRNA binds to the mRNA target 3’UTR. The miRNA
“seed” is a 7 base sequence, from base 2 to 8 in the 5’ end of the miRNA, which
forms a complementary bond to a seed match region in the 3’UTR of target
mRNA. TargetScan recognizes four different possible types of interaction. These
are (in order of strongest to weakest bond):
8

• “8mer” which is a match to positions 2 to 8 of the miRNA followed by an
“A” in the mRNA sequence.
• “7mer-m8” which is an exact match to positions 2-8.
• “7mer-1A” which is a match in positions 2-7 followed by an “A”.
• “3’ compensatory” which is an imperfect match to the 5’ seed region of the
miRNA but when a pairing to the miRNA 3’ region can compensate for the
nucleotide mismatch in the seed.

Figure 1.4: miRNA seed matches. Sourced from [4].
Because there are so many non-functional seed matches, TargetScan also calculates the “probability of conserved targeting” (PCT), which is an estimate of the
level of evolutionary conservation (between human, mouse, rat, dog and chicken)
of the target site, as it is known that true seed matches are more likely to be
conserved across species. Finally, TargetScan calculates the “total context score”,
which is a measure of other characteristics, aside from the seed match, which are
helpful in identifying true targets. The score is calculated as a function of five
criteria, which are, AU-rich nucleotide composition near the seed site, proximity
to other binding sites for co-expressed miRNAs, proximity to residues pairing to
miRNA nucleotides 13-16, positioning within the 3’UTR and positioning away
from the center of long UTRs [59].
Alternative splicing
Alternative splicing is the process by which a single gene can produce different
RNA transcripts, and hence multiple proteins, by including/excluding different
exons [81]. Splicing allows organisms to produce vastly more proteins than there
are genes, thus may facilitate greater phenotypic diversity [82]. Splicing normally
occurs co-transcriptionally, that is, while the gene is being transcribed by RNA
polymerase [83]. The molecular machinery responsible for this process is a complex
of RNA and proteins collectively known as the spliceosome [84]. Currently it is
estimated that 92-94% of human genes are alternatively spliced [85] and that 1560% of human genetic diseases involve splicing errors [86], for example increased
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inclusion of exons 16 and 26 of ERBB4 in brain tissue has been shown to be
associated with schizophrenia [87].
Other methods of post-transcriptional control of gene expression
Here, we will briefly describe some of the other post-transcriptional controls that
occur in humans.
• Riboswitches are regions of mRNA which can bind small molecules such as
metabolites and thus cause transcription to be aborted [88]. Most known
riboswitches are in bacteria, but this mechanism has recently been discovered
for the first time in humans [89]
• Post transcriptional cleavage of mature mRNA has been shown to sometimes produce functional byproducts, including small RNAs, coding RNAs
and long non-coding RNAs. This means that cleaved RNA transcripts are
not always degraded and recycled, but are also an important factor in transcriptome diversity [90].
• RNA editing is a process which can alter the sequence of RNA transcripts.
Some RNA-editing is known to occur in humans [91], but how widespread
this is has been a source of controversy in recent times. A 2011 study using
high throughput sequencing technologies and mass spectrometry identified
over 10,000 sites which were thought to be altered due to RNA editing [92].
However, this work has been widely criticized and it has been suggested by
several groups that much of what was thought to be RNA editing can be
explained by sequencing error [93][94].
• The decay rate of mRNA molecules is also subject to regulation, for example,
by decapping enzymes, which can remove the 50 cap on an mRNA molecule
and thus cause rapid degradation [95].
• Regulation of transcription is recognized as the primary means by which gene
expression is adjusted, but there are also mechanism to regulate translation
[2]. For example, translational represser proteins can bind to the 30 or 50
end of mRNA and prevent translation initiation. Sequences in the 30 ends of
mRNA also determine to which cellular region a synthesized protein should
be transported (known as localization) [96] and eukaryotic cells also possess
mechanisms to modulate global levels of protein synthesis, for example in
response to environmental stress [2].
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1.2

Introduction to high throughput genomics
techniques

The recent development of high throughput genomics techniques, such as DNA
microarrays and next generation sequencing technologies (NGS) is transforming
the study of biology, which is becoming an ever more quantitative science. These
methods allow many thousands of simultaneous measurements, for example, the
expression levels of all genes in a sample. Analysis of these data is generally highly
computationally intensive, usually requiring specialized statistical techniques. As
the cost of high throughput experiments drops and their applications are better
understood, the volume of data produced continues to increase. This has driven
the demand for novel bioinformatics approaches, which fully utilize the information captured. This thesis is focused on the development of improved methods
for the analysis of these data and the application of these (and existing) methods to reveal novel biological insight. We focus mostly on problems relating to
gene regulation, specifically miRNAs and DNA methylation, although much of the
work is also applicable in a broader context. This Introduction chapter contains
an overview of high throughput genomics platforms and a review of some of the
tools, technologies and methodologies that have been used throughout the thesis.

1.3

DNA microarrays

DNA microarrays are a high throughput technology which are used to measure the
quantity of many target DNA or RNA molecules in parallel. Their applications
include measuring the expression levels of genes [97], genotyping [98], identification
of protein binding sites [99] and quantification of small RNA expression [100]. A
microarray contains many thousands of spots, each of which constitute millions
of single stranded DNA oligonucleotides called probes. The sequence of these
probes is complementary to the specific sequence which the spot targets; thus,
the targeted sequence will tend to hybridize to a particular spot, forming covalent
bonds. These target molecules will have first been labeled with a fluorescent
dye. The level of fluorescence at each spot is thus indicative of the number of
target molecules which have hybridized and hence, their abundance in the original
sample. After sample preparation and hybridization, the florescence intensity at
each spot is measured with a scanner, which outputs this information as a text
file. These text files are generally the starting point for bioinformatics analysis
[101] (although analysis of the raw image files is also an active area of research
[102][103]).
Both single channel and two channel microarrays have been developed. Two
channel arrays allow two different DNA samples to be hybridized to the same array,
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where each sample is identified by labeling with a different colored fluorescent
dye. These types of array are popular in applications like ChIP-chip or DNAmethylation analysis, where the level of DNA bound to a particular protein or
methyl tag is usually compared to the level of all genomic DNA, known as “input
DNA” [104]. Single channel arrays allow only one sample to be hybridized to each
array and these are the more common choice in gene expression experiments. At
the time of writing, the Affymetrix GeneChip, which is a single channel array for
estimating gene expression, has been by far the most widely used platform, with
expression estimates from over 100,000 human samples deposited in the online
repository GEO.

1.3.1

The Affymetrix GeneChip and Exon microarrays

The GeneChip contains 1,000,000 distinct oligonucleotide features and each of
these spots contains millions of copies of a particular 25 base DNA oligonucleotide.
Each gene is typically (but not necessarily) targeted by 11 pairs of probes, collectively termed a probeset. This set of probes contains 11 perfect match (PM)
probes, which are exactly complementary to a locus in the 30 region of the target
mRNA. Each PM probe has a corresponding mismatch probe (MM), which contains the same 25 base sequence as the PM probe, except that the middle base, is
substituted for its complement; for example, a G in the 13th base of a PM probe
will be replaced with a C in the matching MM probe [105]. This allows estimation
of the level of non-specific binding, which occurs when non-targeted mRNA binds
to a PM probe [106].

Figure 1.5: Affymetrix GeneChip microarray shown with a matchstick for scale.
Sourced from [5].
Affymetrix Exon arrays are a more recent technology, which allow measurement of expression from individual exonic regions. These arrays contain over 6
12

million probes and allow for the study of both gene expression and alternative
splicing. Typically 4 probes (known as a probeset) target each exon with an
average of approximately 40 probes for each gene (known as a metaprobeset).
Non-specific binding is estimated using a set of background probes, which do not
target a known exonic sequence [107]. In chapters 2 and 3 of this thesis, we have
used of a set of 178 Affymetrix Human Exon 1.0 ST array samples, that were
used to measure gene and exon expression in the lymphoblastoid cell lines of the
International HapMap project.

1.3.2

miRNA expression arrays

Microarrays are also widely used to detect miRNA expression levels, with Affymetrix,
Illumina, Agilent and Exiqon all having developed products. In chapter 2, we have
used data generated from Exiqon miRCURYTM LNA arrays to assess miRNA expression in the HapMap cell lines. These arrays use Locked Nucleic Acid (LNA)
probes, which is a modified type of RNA that forms a more stable bond with
miRNA than standard DNA probes, allowing for more accurate expression measures [108]. Other than this, the processes of labeling the sample with a fluorescent
dye, hybridizing to the array and reading results with a scanner are similar to those
of gene expression arrays. Analysis and interpretation of the results are also very
similar.

1.3.3

Tiling arrays

Tiling arrays are similar in design to gene expression arrays, but instead of targeting sequences matching expressed mRNAs, their probes match sequences on the
genome itself, such as promoter regions or even the whole genome [109]. Their
utility depends on how the DNA hybridized to the array is isolated. For example, the ChIP-chip protocol uses an antibody to isolate DNA bound to a specific
protein of interest. A tiling array can then be used to compare the level of this
protein bound DNA to input DNA across all regions which are represented on
the array [110], which gives an indication of where on the genome the protein is
bound. Other examples of tiling array applications include analysis of structural
variation in genes, such as copy number variation [109]. In chapter 4 of this thesis,
we used a type of tiling array, which targets CpG sites located in CpG islands.
This was used to assess differential methylation in sigmoid colon tissue of individuals suffering long standing ulcerative colitis. Methylated DNA was isolated using
methylated DNA immunoprecipitation (MeDIP), which is similar to ChIP-chip,
but uses an antibody which targets 5-methylcytosine (5mC). These arrays are also
the main focus of chapter 5, where we describe a method to correct a severe bias
that occurs when gene set analysis (GSA) is applied to these data.
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1.3.4

Quality issues in microarray data

Several quality issues commonly arise in microarray experiments, which need to
be addressed to ensure that results are reliable and reproducible [111]. Quality control may result in the exclusion of certain samples from further analysis,
spots/genes being filtered out, or in extreme cases, the experiment being discarded
altogether. The first issue is the phenomenon of ambient florescence surrounding
each feature. This fluorescence is additive to the real signal at each spot, thus
causing inaccurate measurement of the true intensity level. The causes of this
include binding of labeled RNA to the glass surface of the array, contamination
from the wash stage or even noise introduced by the scanner itself [112][113]. Some
level of background noise affects all types of microarrays; in fact, even if labeled
sterile water is hybridized to an array, some fluorescence is still measured [114].
The process of removing these signals is called “background correction” and there
have been many of algorithms developed.
The most basic method of background correction is to subtract the local background estimates (returned by the scanner) from the corresponding intensity value
for each spot; however, this method is not widely used and has even been shown to
produce less reliable results than when no background correction is applied [115].
One popular method is implemented in the widely used Robust Multi-array Average (RMA) algorithm (which provides background correction, normalization and
summarization in one function) [116]. This method works by assuming that the
observed signal is the convolution of a normally distributed background and an
exponential foreground signal [117]. A similar method has also been adopted for
two channel arrays and tests comparing the performance of background correction
algorithms (using spike-in control data), have shown this to be one of the most
effective approaches [115].
The next common issue is differences in the overall brightness of microarrays
in the same experiment. Reasons for this include slightly different quantities
of starting DNA/RNA in samples or differences in detection efficiency between
dyes used [118]. To allow biologically meaningful comparison across arrays, these
differences must be corrected. As with background noise, this issue affects all
microarray platforms and many different algorithms have been developed to address the problem. Severe scaling differences between one or more arrays could
indicate a hybridization problem, that may not be correctable with normalization; hence it may be necessary to remove these arrays from the analysis [119].
The most convenient means to assess if severe scaling differences are evident, is
to view boxplots of log-transformed probe level expression intensities, before and
after normalization (Fig. 1.6). In the case of two channel microarrays, it may
be necessary to visualize these data for both channels separately and for the log
intensity ratios.
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Figure 1.6: Boxplots of raw log2 transformed probe intensity values (left) and
boxplots of RMA preprocessed log2 intensities (right) of the same 12 Affymetrix
GeneChip arrays. Normalization has adjusted the small scaling differences between the arrays.
The most commonly used normalization algorithm is quantile normalization
[120], which is also implemented as part of the RMA procedure [116]. This algorithm coerces the data in such way so that the gene at any particular rank, has
the same expression level in all samples. This is achieved by calculating the mean
expression level of the Nth ranked gene across all samples and then setting this
value as the expression level for the Nth ranked gene in every sample. The algorithm can be applied to any type of expression matrix, be it probe (as is the case
in RMA) or gene level intensities from a one channel array, or either channel or
the log-ratios from a two channel array. Other popular normalization techniques
include the VSN [121] and MAS5 [122] algorithms.
The next quality issue is spatial artifacts, whereby certain regions of an array
have an obvious bias towards higher/lower expression levels, which can be caused
by, for example, scratches, marks or poor handling of the chip [123]. These can
be easily visualized by generating pseudo array images, which will highlight any
obvious artifacts (Fig. 1.7). Severe spatial artifacts may lead to an array being
discarded from further analysis, or a particular set of probes being filtered out.

15

Figure 1.7: Pseudo array images of red and green channels of a two channel
microarray. There is a clear spacial artifact in the center of the array, where a
group of spots have higher expression than the surrounding regions.
The next issue is clustering of samples. It is normally expected that the
quantity measured (e.g. gene expression) is more similar within a particular experimental condition. For example, if a gene expression microarray experiment
consists of 12 samples, 6 of which are from lung cancer tissue and 6 of which are
from healthy lung tissues, it would be expected that the gene expression profiles
of the 6 lung cancer samples are more similar to each other, than they are to the
normal lung tissue. Two of the more commonly used tools to create a visual representation of similarity between arrays are hierarchical clustering and principle
component analysis (PCA) [124]. PCA is a technique that can reduce multidimensional datasets to lower dimensions for analysis and can determine the key
features of high-dimensional datasets [125]. It works by identifying the directions
of greatest variance in high dimensional datasets. In the context of gene expression data, it can be used to visualize the similarity of expression profiles between
different samples in two or three dimensions. Hierarchical clustering attempts to
build hierarchies of clusters; there are many methods available, which are broadly
classed as either agglomerative, where each observation starts as its own cluster
and these are subsequently joined together, or divisive, where all observations
start as one cluster and these are split recursively [126]. Examples of these types
of plots for an experiment containing 12 Affymetrix GeneChip samples are shown
in figure 1.8. Samples labeled “Nxx.CEL” are from one experimental condition
(cases) and “Pxx.CEL” are from the other (controls). Both plots convey similar
information; in both cases, the sample “N7S.CEL” groups with samples of the
wrong phenotype, indicating a possible problem with this array. Typically, if a
small number of samples do not cluster as expected, this may indicate a problem
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with these samples and further consideration should be taken before including
these samples in downstream analysis. If samples of different phenotypes do not
cluster at all, this may indicate that there are either technical problems with the
arrays or that a confounding variable is affecting expression to a greater degree
than is the experimental condition, in which case it may be difficult to achieve
statistically significant results in, for example, a differential expression analysis
[127].
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Figure 1.8: Heirarchical clustering (left) and PCA plot (right) of raw probe
level data from 12 Affymetrix gene chip samples. Note non-grouping of sample
NS7.CEL.
The next issue is genes whose expression cannot be reliably detected above
background noise. As already outlined, labeled DNA will sometimes bind to
probes for which it is not a target. This leads to a residual florescence from all
probes, regardless of whether their target RNA is expressed. Methods for predicting whether a probe or set of probes are expressed above background are
very much platform specific. In the case of the Affymetrix GeneChip, the MAS5
algorithm implements a method that considers probesets detected present if the
expression of the PM probes is significantly higher than their matching MM probes
[122]; eliminating these unreliable probesets from downstream differential expression analysis has been shown to significantly increase the ratio of true positive to
false positive results [128]. Due to array design, the procedure for the Affymetrix
Exon array is different. In this case, Affymetrix have included an explicit set of
background probes on the array, with approximately 1000 of these probes per
GC content count [129]. The Affymetrix “detected above background” (DABG)
algorithm can be used to estimate the likelihood that a probeset’s expression is
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detectable above background, by comparing the probeset’s signal intensities to
those of the background probes (on the same array) with the same GC content
[129].
Here, we have outlined many of the common quality issues, that are broadly
applicable to most microarray platforms. However, at the time of writing, experiments using 765 different types of microarray platform from Affymetrix alone
have been uploaded to GEO. The issues outlined here aside, a diligent researcher
should always take account of the specific consideration of the platform being
used and the experiment undertaken. For example, Affymetrix have released a
whitepaper [130] which gives specific guidelines on plots and quality metrics for
Exon and Gene arrays. With less established platforms, it is particularly important to give close attention to the manufacturers guidelines and if possible, to
identify previously published studies of similar design in the scientific literature.

1.3.5

Summarization of gene expression microarray data

Gene expression microarrays target transcripts using several different probes, for
example, the Affymetrix Exon array typically uses 4 probes to target each exon.
These fluorescence intensity measures must be combined to yield a biologically
meaningful measurement that is useful in downstream analysis. This is the final
step in preprocessing gene expression microarray data and is known as “summarization”. At the most basic level, summarization could be achieved by simply
calculating the mean or median value of all probes which target a particular gene,
but as with background correction and normalization, many more complex approaches have been developed. As an example, the popular RMA preprocessing
function uses the median polish algorithm. This summarizes the expression of
a gene, while taking account of probe and chip effects. The starting point is a
matrix containing the gene’s constituent probe expression levels (rows), in each
sample (columns), then the following steps are applied [131].
1. Calculate the median for each row (the row effect). Subtract this value from
each value in the row.
2. Calculate the median of the vector of row effects. Record this value as the
“overall effect”, then subtract this value from each of the row effects.
3. Calculate the median for each column (the column effect) then, for each
column, subtract the column effect from each value in the column.
4. Calculate the median of the column effects and add this value to the overall
effect, then subtract this value from each of the column medians.
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5. Continue the above until the change in row/column medians drops below
a predefined threshold, or a particular number of iterations has been completed.
6. The expression level for each gene, in any particular sample, is then calculated by the overall effect plus the column effect for that sample.
In chapter 2 of this thesis we propose a novel summarization method called seqArray. This method uses samples for which both RNA-seq and Affymetrix Exon
array data are available, to build statistical models which learn the relationship
between probe level gene expression, as measured by the microarrays, and gene
level expression, as measured by RNA-seq. These models can then be used to
estimate gene expression on separate sets of microarray samples.

1.3.6

Analysis of summarized microarray data

Typically, preprocessing of raw gene expression microarray data transforms a set
of probe level fluorescence intensities into a matrix of normalized gene level expression estimates, which are the starting point for analysis. The most common
type of assay is differential expression analysis, whereby gene expression levels in
one set of samples are compared to those in another. For example, comparing
gene expression between lung cancer samples and normal lung tissues could provide insight into which genes play a role in tumorigenesis and/or tumor function
and hence potentially lead to novel interventions. Again, there are a large number
of tools for these types of analysis, some of the most popular include the Bioconductor package limma [132] and the standalone package Significance Analysis of
Microarrays (SAM) [133]. Some of the tools which we have used for summarization of gene expression and differential expression analysis are discussed later in
this chapter. Gene expression microarrays have also been widely used for class
prediction, whereby an algorithm can learn which gene’s expression characterize,
for example, a cancer subtype [134], or response to a treatment [135]. The most
popular program for this type of analysis is “Prediction Analysis for Microarrays”
(PAM) [136]. The high throughput nature of microarray expression data has also
allowed the inference of gene regulatory networks [137].
There are many other interesting applications of gene expression arrays, particularly when these data are integrated with other microarray platforms. For
example integration of gene expression microarray and SNP array data have lead
to dramatically increased understanding of the genetic basis of gene expression
[138]. Integration of gene expression and other types of tiling array platforms
has lead to many more insights, for example the interaction between CpG island
methylation, genetic polymorphisms and gene expression on a genome-wide scale
[139].
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1.4

High throughput DNA sequencing technologies

DNA sequencing is the process of determining the sequence of nucleotide bases
in a DNA molecule. Until recently, Sanger sequencing (also known as chaintermination sequencing) had dominated this field for over 30 years and was a
crucial technology in the completion of the Human Genome Project [140]. The
method relies on radioactively or fluorescently labeled chain terminating nucleotides,
which when applied to a PCR amplified DNA segment, results in a library of DNA
fragments of varying length ending in one of the four nucleotides at each position;
these fragments can be size separated by gel electrophoresis and the sequence
read [141]. While a major advance over previous methods, by modern standards,
Sanger sequencing is expensive and slow. A further notable advance was made in
1990, with the introduction of DNA sequencing by capillary electrophoresis, which
drastically reduced the time required to separate DNA fragments (previously done
by gel electrophoresis); the use of these capillary gels in electrophoresis and detection increased the speed of sequence analysis by over an order of magnitude
[142]. A major advance occurred in 2005, when 454 Life Sciences released their
new parallelized version of pyrosequencing, which reduced sequencing costs 6-fold
compared to automated Sanger sequencing [143]. Other companies have since
begun to market similar non-Sanger based high-throughput sequencing products;
these platforms vary in characteristics like read length, read accuracy, production
of paired-end reads and cost [144], but all share the ability to sequence a large
number of DNA molecules in parallel. A typical run produces millions of sequence
reads in only a few hours, dramatically increasing throughput and decreasing cost
when compared to traditional approaches. Collectively these are frequently referred to as “High throughput sequencing” (HTS) technologies. The terms “Next
generation sequencing” (NGS) or “deep sequencing” are also often used to describe
these platforms. The rapid uptake of HTS poses many bioinformatics challenges,
such as data storage, analysis and interpretation [145]; current HTS technologies produce reads which are shorter than those from previous Sanger sequencing
experiments, which means that the algorithms used in their analysis are often
considerably different, although newer HTS technologies are beginning to produce longer reads [144]. The continually growing rate of production of sequence
data by centers all over the world means that this area will be a focus of research
for the foreseeable future.
HTS is generally applied to either re-sequencing problems, where the read
fragments are aligned to a reference genome and hence requires less coverage,
or de novo sequencing, where a set of contigs or a whole genome is constructed
without prior knowledge of the underlying sequence [143]. These technologies have
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been applied to several types of problems, for example whole-genome sequencing
[146], detection of DNA binding by proteins (ChIP-seq) [147], DNA methylation
analysis [148] and sequencing of the transcriptome (RNA-seq) [149][85].

1.4.1

Illumina sequencing

At the time of writing, the Illumina Genome Analyzer has been by far the most
widely used HTS platform (based on the number of samples uploaded to GEO).
It was used to generate the RNA-seq data in chapters 2 and 3. Illumina provide
a standard set of protocols for sequence library preparation [150], an overview of
which is presented in figure 1.9, although researchers have found that there are
adjustments that can be made to optimize these steps [6]. With RNA-seq, the
first step is reverse transcribing extracted mRNA to its DNA complement. In the
case of genomic sequencing, this step is unnecessary. DNA is then fragmented
(usually by sonication), end-repaired, adenylated and adapter oligos are ligated
to both ends of the molecules. These sequences are then size selected using gel
electrophoresis [6] and the resulting size selected fragments are normally PCR
amplified.
Prepared DNA is loaded onto a flowcell, which is a small glass slide (Fig.
1.10). A flowcell normally contains 8 separate lanes and a large number of oligonucleotides are bound to the surface of each lane. When the prepared DNA library
is loaded, individual DNA molecules bind to the lawn of oligonucleotides on the
flowcell (Fig. 1.11) [6]. Each of these molecules is extended and copied. Each
copy is then bound to the flowcell surface, this process results in millions of unique
clusters, with many copies of the same DNA fragment in the same cluster (Fig.
1.12). The reverse strand of each DNA molecule is removed and a sequencing
primer is hybridized to the remaining strands. All clusters are now sequenced
simultaneously. Each of the four nucleotides is fluorescently labeled with a different color and loaded onto the flowcell. During each round of sequencing the
four nucleotides compete with each other to bind to the next position of each of
the DNA templates, following which, the clusters are excited with a laser. The
color of the florescence reveals the newly added base. The fluorescent label and
blocking group are then removed and the process is repeated until the required
number of bases have been sequenced [151].
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Figure 1.9: Typical Illumina Genome Analyzer sequencing workflow. Sourced
from [6].
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Figure 1.10: Photograph of an Illumina flowcell (sourced from [7]) and a diagrammatic representation of the millions of oligonucleotides present on the surface of
the flowcell (sourced from [8]).

Figure 1.11: Single DNA fragments
bound to the surface of the flowcell.
Sourced from [8].
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Figure 1.12: Clusters of DNA following
bridge amplification of individual fragments. Sourced from [8].

1.4.2

Sequencing the transcriptome with RNA-seq

RNA-seq is a newly developed method of sequencing the transcriptome, to which
in principle, any next-generation sequencing technology can be applied. The approach is normally used to quantify gene/transcript expression. RNA-seq overcomes many of the problems of gene expression microarrays, such as poor dynamic
range, high levels of noise due to non-specific binding and the need for complicated normalizations when comparing expression levels across samples [152][153]
and RNA-seq has been shown to provide a more accurate measure of absolute
expression levels [154]. Unlike microarrays, which rely on previous annotations
of the genome, RNA-seq can be used to discover novel transcripts in unannotated regions of the genome [153]. Reads mapping to splice junctions can be used
to identify new transcripts, by determining novel connectivity patterns between
exons. RNA-seq reads can also be used to identify sequence polymorphisms in
transcribed regions [155].
Typically, an RNA-seq experiment begins by extracting the poly(A)+ fraction
of RNA from a sample, as protein coding mRNAs normally have a poly(A)+
tail. The isolated RNA is reverse transcribed and the cDNA library is sequenced
for the required number of bases, as described in the previous subsection. DNA
fragments may be sequenced from one or both ends generating either single-end
or paired-end reads [155]. The sequencer outputs millions of short sequence reads,
which must be analysed by a computer in order to estimate gene expression levels.
For RNA-seq, the first step in data analysis is alignment of reads to the reference genome. This procedure attempts to match each short read to its most
similar sequence in the genome and thus the most likely location from which the
read originated. Once reads have been aligned, other tools are used to quantify
gene and transcript expression, based on the locations of the mapped reads. Before and after alignment, steps should be taken to ensure the quality of the data.
Read alignment, quality control and expression analysis are discussed in detail
below, in subsections 1.4.3, 1.4.4 and 1.4.5. An overview of the tools used in these
procedures is presented in section 1.5.

1.4.3

Aligning sequenced reads to the genome

Sequence mapping programs and algorithms have existed since Sanger sequencing,
but HTS introduces new computational challenges because of the shorter read
lengths and far greater number of reads [9]. Recently, there have been new tools
developed for mapping these reads, which are aimed at meeting the challenges of
the data. In the case of RNA-seq there is the additional challenge in mapping
reads which span introns [9].
The major computational challenge faced by short-read mappers is handling
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the volume of data in a practical manner. When billions of sequences are being
mapped to a genome, memory and processing resources must be used highly efficiently if the data are to be processed in a reasonable time-frame using a typical
desktop computer [156]. The first problem is handling reads which map equally
well to multiple regions of the genome, which is inevitable given the short length
of reads and the size of the the genome. The problem is exacerbated by the
fact that sequencing errors sometimes occur and that the reference genome will
not perfectly match the genome for the individual being mapped. Aligners use
a number of different strategies to deal with this, including reporting multiple
positions, picking one alignment at random or discarding multi-mapped reads[9].
Many programs will also attempt to calculate a quality score for each alignment,
which gives an indication of the likelihood that a read is mapped to the correct
position, which can be useful in downstream analysis.
RNA-seq reads that map to splice junctions contain information that facilitates
the estimation of isoform expression and the identification of previously unknown
gene transcripts. Specialized algorithms are required for this task. These spliced
alignment algorithms fall into two categories, those that rely directly on known
gene annotations and those that do not. Algorithms that rely on annotations are
limited by those annotations, while alignment without known gene annotations
are limited by the ability of the underlying algorithms generate an accurate representations of the data. Details of the algorithms used by TopHat and MAQ
(TopHat is a spliced-aligner, MAQ is not) are discussed in section 1.5.
The main challenge facing sequence alignment in the near future will be the
longer reads produced by newer platforms. Many of the current generation of
tools are designed to handle reads of up to 100bp, but it is unclear how these
algorithms will scale beyond this point. There is also currently poor support for
insertions and deletions and the usefulness of mapping qualities in downstream
analysis is yet to be fully explored. Ultimately however, the future of sequence
mapping will be determined by the nature of the next batch of high throughput
sequencing technologies produced by companies like Illumina and ABI Solid [9].

1.4.4

Quality issues in high throughput sequencing data

To ensure reliable results, it is important to quality assess sequence data. Given
the divergent nature of microarray and HTS platforms, there is very little overlap
in typical quality control procedures. When mapping to a reference genome,
quality assessment steps should be taken before and after read mapping. Based
on the results of quality control, a researcher will usually either remove a subset
of bad reads from the sample, trim a number of bases from either end of reads,
completely discard some or all samples from the experiment or take no action
and proceed with the analysis. At the time of writing, HTS quality procedures
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remain ad-hoc and many different approaches have been implemented for different
platforms and types of experiments. Here, we outline some of the common known
issues and methodologies.
The first issue is the number of reads in each sample, this should typically
be comparable across samples, both before and after mapping (in the case of resequencing). If one or more samples have drastically different numbers of reads,
or a much smaller proportion of reads align to the genome, this is likely indicative
of a problem and further investigation should be carried out. The regions to
which reads map is also of interest, for example, in an RNA-seq experiment, the
majority of reads are expected to map to annotated exons. These can be easily
tested by loading the data in R (or a similar programming environment) or by
using a quality assessment tool like RNA-SeQC [157].
The next issue (which applies to both re-sequencing and de novo sequencing) is
sequence degradation from 30 to 50 end. This is more commonly observed in RNAseq and is manifested as poorer sequence quality scores and more N calls (where
the sequencer was unable to make a base call with sufficient confidence) towards
the 30 end of reads. Better quality samples will have higher and more consistent
quality scores and less “N calls” across read bases. To assess the level of sequence
degradation in a particular sample, one can create boxplots of sequence qualities
and numbers of “N calls” across all reads in a sample (Fig. 1.13 and 1.14). There
are no strict guidelines on how to deal with this issue, but for sequence quality
degradation, the widely used program “FastQC” will flag a warning if the lower
quartile quality score of any base is less than 10 or if the median is less than 25;
a sample will fail this test if the lower quartile of any base is less than 5 or if the
median is less than 20. For “N calls”, FastQC will raise a warning if any position
has more then 5% N content and failure for more than 20%. Commonly, if there
is strong evidence that sequence quality degrades drastically, one may chose to
trim the poor quality reads [158].
The next important issue is the sequence content of the reads and identifying
over-representation of any of the four possible nucleotide bases. This is typically
manifested as higher than expected GC content. The change in base content
across reads in a sample can be plotted using FastQC or a similar program (Fig.
1.15 and 1.16). With RNA-seq, high GC content is commonly observed in the first
few bases of reads, this is due to the nature of the primers used in many RNA-seq
experiments [159]. When GC content is considered unacceptably high, one may
again chose to trim the reads, or apply one of the normalization procedures which
have been developed to correct for this [160].
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Figure 1.13: Typical per base sequence
quality plot from an RNA-seq experiment. A trend towards loss of quality
at the 30 end of the reads is clear.

Figure 1.14: Per base N content plot
from an RNA-seq experiment. On very
close inspection, there is a slight wobble
in the graph between positions 30 and 35,
indicating an increase in N calls towards
the 30 end of reads.

Figure 1.15: Per base sequence content
from an RNA-seq experiment. This gives
an indication of which bases are most
likely to occur at which position of a
read.

Figure 1.16: Per base GC content from
an RNA-seq experiment. This shows the
percentage GC content across the base
positions in a sample. Higher GC content
is evident in the first few bases.
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The next issue is overall sequence quality in a each sample. It is expected
that sequence quality scores and GC content should be similar across samples and
above a certain threshold. Again, these thresholds will vary based on the type
of experiment and the type of sequencing platforms used. Typically, a plot of
sequence quality scores within a sample will yield a unimodal distribution (Fig.
1.17) and the mode of this distribution should be high (FastQC raises a warning
if the mode of the distribution has quality score below 27 (equating to a .02%
error rate) and raises failure if this is below 20, equating to a 1% error rate). A
bimodal distribution indicates that there is a subset of poor quality sequences and
it may be necessary to consider removing these sequences from further analysis.
If all sequence quality scores in a sample are low, this may indicate a systematic
problem and that sample may be omitted completely from further analysis. In
each sample, sequence GC content is also expected to follow a normal distribution
(Fig. 1.18); a shift to the left or right of GC count per read may indicate a
systematic bias and an unusually shaped distribution may indicate the presence
of some contaminant in the library.

Figure 1.17: Per sequence quality plot for
RNA-seq sample.

Figure 1.18: Per sequence GC content
plot for RNA-seq sample.

The next issue is sequence duplication. The proportion of duplicate reads
expected in a sample depends on the type of sequencing being undertaken. Normally, the majority of sequences in a library are expected to be unique. However,
in most RNA-seq experiments, some level of duplication is inevitable; in order
to detect expression of low copy number transcripts, highly expressed transcripts
(for example housekeeping genes) must be over-sequenced, which means that, because of the large number of sequences originating from these transcripts, some
duplication is expected. Very high levels of duplication may however indicate a
PCR effect, whereby some sequences have been preferentially amplified. Badly
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PCR duplicated libraries can produce extremely high levels of sequence duplication (> 90%) [161]. There are many tools which can be used to calculate the
proportion of duplicate reads in a sample, for example SAMtools [162]; FastQC
also allows the proportions of duplicates to be plotted (Fig 1.19). Samtools also
implements a feature which can identify and remove potential PCR duplicates.
Because of the problems introduced by PCR duplication, amplification-free sequence library preparation protocols have been developed and are beginning to
gain in popularity [163]. It is also possible to further investigate exactly which sequences are overrepresented and identify sequences that may originate from highly
expressed genes (in the case of RNA-seq) or possible containments; for example,
FastQC has a feature which can identify the possible source of contamination by
searching a database of known contaminants, such as PCR primers. Finally, a
ligation bias can sometimes occur, whereby PCR primers may be more likely to
bind to certain kinds of sequences, distorting the RNA profiles, these kinds of
problems have been overcome by using different kinds of adapters [164][165].

Figure 1.19: Duplication levels in an RNA-seq sample. In this case, the peak for
sequences duplicated 10+ times is a result of a large proportion of reads originating
from a small set of highly expressed genes.

1.4.5

Estimating gene and transcript expression from RNAseq data

Once sequence reads are aligned to the genome, it is possible to quantify gene
and/or transcript expression. In this thesis, we have used two approaches to
quantifying expression in RNA-seq data. The first method is based on a custom pipeline in the programming language R; this pipeline counts the number
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of mapped reads overlapping the exonic regions of each gene and normalizes using “reads per kilobase of exon model per million mapped reads” (RPKM) [152]
procedure. We have also used Cufflinks [166], a standalone command line based
program that can estimate both gene and transcript expression. Cufflinks and
splice-junction read mapper TopHat (both tools developed by the same group),
can be used together to identify novel transcripts and splice isoforms. The tools
can also work from a known gene model. These are discussed in more detail in
the next section.

1.5
1.5.1

Tools and technologies used in data analysis
R/Bioconductor

R is a free open-source software environment, for statistical computing and graphics, released under GNU General Public License (GPL) [167]. It runs on a wide
variety of UNIX platforms, Windows and MacOS. The design of R has been heavily influenced by two existing languages, S and Scheme [167]. The main appeal is
its functionality for statistical procedures, such as linear models, nonlinear regression models, time series analysis, classical parametric and nonparametric tests,
clustering and smoothing. There is also a powerful graphical environment for creating publication standard plots [168]. The main disadvantage of R is that it is
sometimes slow; as with any interpreted programming language, it carries much
greater overhead than a compiled language like C. This means that for some tasks,
for example looping operations, it can be 100s of times slower [169], although these
types of bottlenecks can be avoided by coding them as functions in C, which can
be called directly from R.
Bioconductor is an open source collection of R libraries that provide tools for
the analysis of genomic data [170]. It is widely used in bioinformatics and support
is provided for hundreds of different microarray platforms and many different types
of sequence data. Examples of the types of analysis include data normalization
and summarization, clustering, differential expression analysis, gene annotation,
data visualization and gene set analysis. Bioconductor is constantly updated
with new materials, such as novel analysis procedures and pipelines; all of these
improvements are released free of charge as part of the biannual releases of R
[171].
R and Bioconductor have been the primary environment used in all data analysis in this thesis. We have, on occasion, built external functions in C; Python
has also been used for some tasks. For computationally intensive tasks, it has also
been possible to split R jobs across multiple processing nodes of a Beowulf cluster, using the Rmpi [172] library. Other Bioconductor packages used extensively
include affy [114] and limma [173] for microarray analysis, GOstats [174] for gene
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set analysis and GenomicRanges [175] and GenomicFeatures [176] for sequence
analysis.

1.5.2

Tools for Microarray analysis

The limma package
Limma [132] is an R library, which is part of the Bioconductor project and is
used primarily for differential expression analysis of gene expression microarray
data. It is based on linear models and Bayesian statistics. The procedure first
fits a linear model to the expression level of each gene, dependent on phenotype.
Next limma uses a method called Empirical Bayes shrinkage, which computes
p-values for each gene, by shrinkage of the standard errors towards a common
value, which is estimated borrowing information from the expression levels of all
genes. This method has the advantage of providing a stable result, even when
the number of arrays in an experiment is small [132]. The package includes an
extensive collection of other functions for analysis of microarray data, including
background correction, normalization and visualization.
Affymetrix Powertools
Affymetrix Powertools (APT) is a standalone command line based application, developed by Affymetrix. It is used for preprocessing of data from their various gene
expression microarray platforms. As Bioconductor support for the Affymetrix
Exon microarray is relatively poor in comparison to other platforms, in chapters
2 and 3, we have used APT for preprocessing of these arrays. APT provides
the RMA preprocessing and DABG algorithms (discussed earlier in this chapter)
and, for Exon arrays, is capable of summarizing expression estimates at gene or
exon level. These results are output to flat text files, which can be subsequently
imported and analysed using R or other tools.

1.5.3

Tools for aligning RNA-seq data

MAQ
MAQ [177] is a popular aligner that can be used with single or paired-end short
sequences. It aligns reads to a reference genome for subsequent analysis (for
example quantification of gene expression) and can also infer variants like SNPs
and indels. It was the first short read aligner to incorporate the concept of a
quality score; instead of discarding poorly aligned data, the probability that a
read is mapped to the correct position is calculated and retained for downstream
analysis, allowing for better use of these reads than simply rejecting them.
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To align a read, MAQ first searches for the ungapped alignments with the
lowest number of mismatches using an algorithm called spaced seed indexing, this
algorithm is described in detail in figure 1.20. Next, the probability that a read
is correctly mapped is calculated using a Bayesian statistical model [177]. The
probability that a read is correctly mapped to a given position is calculated from
the error probabilities of the mismatch bases; however, the final quality score
for any alignment is also a function of the quality scores at all other alignment
positions in the reference genome. As this is impractical to calculate, the authors
have derived a formula which approximates this based on the quality score at
the second best hit and the number of other hits having the same number of
mismatches as the second best hit. A quality score of 0 is assigned if a read maps
equally well to multiple positions. In many analysis, these reads will be later
discarded, but in some circumstances may provide useful information and some
tools have begun to make use of these reads [177].
Tophat
TopHat is a splice junction mapper. It features the ability to discover novel splice
junctions by aligning reads without prior knowledge of splice sites in the reference
genome. While not the first de novo splice junction mapper, TopHat shows impressive performance gains over its competitors, which allows many typical RNA-seq
experiments to be analysed in less than a day on a standard desktop computer.
TopHat is built on the short-read aligner Bowtie [178], which is developed and
maintained by the same group.
The TopHat pipeline first uses Bowtie to map non-junction reads to the genome.
Based on the locations of these aligned sequences, TopHat invokes a function
(which is part of MAQ) to identify contiguous “islands” of sequences which it
infers to be exons. The remaining unmapped reads are then mapped to putative
exon-exon boundaries in order to identify gene splicing patterns. TopHat’s alignment algorithm is based on a technique known as the Burrows-Wheeler transform,
this is described in more detail in figure 1.21.
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Figure 1.20: Spaced Seeds Indexing
(used by MAQ). This algorithm first divides the reference genome into paired
seeds and stores them in a lookup table,
which allows fast searching. Then, each
read is divided into four equally sized
seeds and each seed pair is aligned to the
reference. For each read, there are 6 possible combinations of pairs of seeds, each
of which is aligned using the lookup table. As MAQ allows at most two mismatches in the read sequence, 4 of the
6 possible seed combinations must align
perfectly to a particular locus, if the read
is to have a chance of mapping there. After this initial pass, the resulting set of
candidate regions is small enough that
other seed regions can be checked individually and the read mapped to the best
matching region. Sourced from [9].
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Figure 1.21: Burrows-Wheeler Transform (used by TopHat). This algorithm
first creates a memory efficient representation of the reference genome using
the Burrows-Wheeler transform, a technique originally developed to improve
data compression. Using this method the
entire human reference genome can be
stored in under 2 gigabytes of memory,
small enough for analysis on a typical
desktop computer. The search algorithm
works by aligning reads one character
at a time, with each successive character narrowing down the likely positions
that the read may map. While more
complicated than the spaced seeds algorithm used by MAQ, this approach is also
more than 30 times faster, owing to the
speed of the Burrows-Wheeler search algorithm. Sourced from [9]

1.5.4

Tools for estimating gene expression in RNA-seq
data

Custom R pipeline
Bioconductor provides a framework for analysis of short-read sequence data. When
estimating expression in RNA-seq data, there are advantages to using this approach in parallel with the TopHat/Cufflinks pipeline. R/Bioconductor affords
an experienced user much greater power and flexibility for closely examining and
manipulating data; for example, counting reads which map to individual exons of
a gene, investigating reads mapped to regions like introns and 30 and 50 untranslated regions, or manually computing metrics which may be useful for interpreting
the data. These outputs can then be seamlessly integrated with subsequent analysis pipelines, taking full advantage of the plethora of statistical analysis tools
available in R.
Bioconductor is beginning to implement some functionality for sequence alignment (for example in the Biostrings library). However, these tools are still in their
infancy, when compared to some of the more sophisticated aligners available, so for
this pipeline, reads were aligned using MAQ. The ShortRead [179] library (which
is capable of handling aligned reads in a number of different formats) was used to
import aligned data and perform various quality assessment and filtering steps.
GenomicFeatures [176] was used to download reference genome annotations and
GenomicRanges [175] was used to quantify reads mapped to genomic locations of
interest, such as exons. As this pipeline was computationally expensive, the Rmpi
[172] library was used to divide the workload across nodes of a high-performance
Beowulf cluster. Differential expression analysis of RNA-seq data is also possible
in R, for example, using the DEseq [180] or edgeR [181] libraries.
Cufflinks
Cufflinks is a standalone command line based program available on Linux and Mac
OS X platforms [166]. It can be used to estimate gene and/or transcript expression in RNA-seq experiments and can also perform differential expression analysis.
It works from single or paired-end RNA-seq spliced alignments (for example from
TopHat) and works with or without a known gene model. To estimate transcript
abundance, Cufflinks uses an algorithm based on graph theory, to construct a set
of parsimonious transcripts which best explain the observed alignments. Expression levels are normalized using the “Fragments Per Kilobase of exon per Million
fragments mapped” (FPKM) procedure, which is equivalent to the aforementioned
RPKM (but “fragment” may refer to a single read or to two paired reads). Cufflinks’ statistical models estimate the likelihood that the abundance assigned to
any particular transcript is accurate, which means that all expression estimates
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are accompanied by a confidence interval. Sequence bias is also corrected (this
occurs when certain sequences are preferentially amplified, usually during PCR
or reverse transcription steps); the algorithm learns which sequences introduce
bias and incorporates this information into expression estimates. Cufflinks also
attempts to deal with the aforementioned problem that some reads map equally
well to multiple positions. These multi-mapped reads are initially down-weighted
based on the number of positions to which they map, for example a read which
maps equally well to 4 positions will be given 25% the weight of a normal read
at each of those four positions; then, after the initial expression estimate of each
of the transcripts to which the read maps, Cufflinks will attempt to recalculate
the likelihood that the sequence maps to any one of the putative locations, based
on the expression of each transcript, the inferred fragment length (in the case of
paired-end reads) and sequence bias estimations [166].

1.6
1.6.1

Applications of high throughput genomics
techniques
Gene set analysis

Gene-set analysis (GSA) is frequently used to discover meaningful biological patterns from lists of genes generated from microarray or high-throughput sequencing
experiments. The objective is typically to identify similarities between the genes
in the list, with respect to annotations available from sources such as the Gene Ontology (GO) [182] or Kyoto Encyclopedia of Genes and Genomes (KEGG) [183].
GSA approaches fall into two categories, “overrepresentation analysis” (ORA)
and “functional class scoring” (FSC) [184]. ORA (the more popular approach)
begins with a user supplied list of “foreground” genes, for example, genes that are
differentially expressed in a set of samples at some arbitrary p-value and/or fold
change threshold. These genes are then tested for over- or under-representation in
biologically meaningful gene sets (e.g. genes annotated with specific GO terms),
compared to a ‘background’ set of genes (which could be all genes in a genome or
all genes represented on a microarray). Popular tools that make use of this approach include GOstats [174] and DAVID [185][186]. The FSC approach does not
divide genes into foreground and background sets, but rather scores each gene (e.g.
by statistical significance, in a differential gene expression setting) and from that
attributes a score to each functional category, based on the scores of the individual
genes in the category. FSC methods can be further divided into “competitive”,
where significance of differential expression in the gene set is compared to that of
all other genes and “self-contained”, where only the genes within the gene set are
examined [187]. The most popular FSC method is Gene-set Enrichment Analysis
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(GSEA) [188]. A significant result for a gene set is typically interpreted as evidence that the corresponding biological function or process is perturbed in the
experimental condition. Chapter 5 of this thesis discusses a severe bias when GSA
is applied to high throughput genome wide methylation data. We also propose a
method to correct this bias.

1.6.2

The International HapMap project and genome wide
associated studies (GWAS)

The International HapMap Project was initiated to develop a haplotype map
of the human genome, which catalogs the pattern of common human genetic
variation. The project aimed to identify a set of tag SNPs, which would allow
the determination of an individuals haplotypes at less expense than previously
[189][190]. The HapMap project used DNA isolated from lymphoblasts and the
common sites of genomic variation were identified using SNP microarrays; during
the project, over 1,000 individuals in 11 populations have been genotyped. The
HapMap project also genotyped some related individuals, which allows researchers
to investigate patterns of heritability. Other groups have performed gene and
miRNA expression analysis on some of the HapMap cell lines and all of this data
is freely available.
GWAS
The HapMap project has facilitated genome-wide association studies (GWAS),
because large cohorts can now be genotyped (capturing most common variants
using only tag SNPs) at less expense and this data can be used to assess the
genetic basis for various traits and diseases. GWAS examines the association of
common variation in genome sequence, with phenotypic traits (e.g. height, BMI,
disease etc.). The result of over 1,000 GWAS studies have been deposited in the
online database “GWAS catalog” and this continues to grow [191]. One example
is the 2007 Welcome Trust Case Control Consortium [10]. This study genotyped a
subset of 15,000 individuals from the British population, to assess the genetic basis
of 7 diseases. The study was successful in uncovering many new susceptibility loci.
A summary of these results is plotted in Fig.1.22.
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Figure 1.22: Manhattan plots showing p-values for SNP associations with each of
seven diseases, as identified by Welcome Trust Case Control Consortium. P-values
of < 10−5 are highlighted in green [10].
While GWAS has been successful in identifying a large number of new disease
susceptibility loci, some authors have deemed the approach a failure [192], as in
almost all cases, the SNPs identified still only explain a small fraction of the total
genetic component (as calculated from pedigree studies) of diseases. For example,
twin studies have revealed that between 60% and 80% of susceptibility to Crohn’s
disease can be explained by genetics [193], but the SNPs identified by GWAS have
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only captured approximately 10% of this [194]. The remaining genetic variance
has been referred to as the “missing heritability” [195]. One explanation is that
a large number of SNPs have a very small effect, below the threshold of what can
be detected by GWAS. This has been shown to be the case for many diseases and
in the case of Crohn’s disease, models considering all SNPs simultaneously have
explained up to 40% of the genetic variance [196]. The remaining heritability is
thought to be explained by rare variants, which are not genotyped on current
SNP arrays. As the cost of high-throughput sequencing continues to drop, it
is hoped that it will soon be possible to identify many of these rare variants
[192]. In this thesis, we have used the genotype and gene expression data from
the HapMap project to assess the genetic basis for inter-individual differences in
miRNA regulatory effect. In the following subsection we will briefly discuss some
of the key issues when performing GWAS analysis.
GWAS data quality control and filtering
Prior to GWAS, it is important to filter and quality assess SNP data. In most
cases there are no universally accepted thresholds or guidelines for this [197], but
some of the important criteria to consider are as follows. Firstly SNPs with low
minor allele frequency are normally filtered out, as these SNPs have little power to
detect an association, but contribute to the multiple testing problem. Next, both
SNPs and individuals with low call rate (where the SNP could not be determined
with high confidence) are normally removed, as these cannot provide reliable results. Also, each SNP is normally tested for deviation from Hardy-Weinberg
equilibrium. This describes the relationship between genotype distribution seen
in the data and allelic frequency in an idealized population. Deviation from the
expected proportions can theoretically occur because of selective pressure, mixture of genetically heterogeneous populations, cryptic relatedness (kinship among
the individuals that is not known), or genotyping errors due to limitations in
microarray or other experimental technologies [198].
Population structure is also an important issue in GWAS. Normally, it must
be ensured that individuals originate from a genetically homogeneous population,
as population stratification will cause spurious results. This happens when a trait
varies between sub-populations and these populations happen to have different
allele frequencies at a genotyped SNP [197]. Because of this, different populations
are normally analysed separately.
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Chapter 2
The regulatory effect of miRNAs
is a heritable genetic trait in
humans
The content of this chapter was published as:
Geeleher, P., Huang RS., Gamazon ER., Golden, A. and Seoighe, C. (2012).
The regulatory effect of miRNAs is a heritable genetic trait in humans.
BMC Genomics, 13:383.

2.1
2.1.1

Abstract
Background

microRNAs (miRNAs) have been shown to regulate the expression of a large
number of genes and play key roles in many biological processes. Several previous
studies have quantified the inhibitory effect of a miRNA indirectly by considering
the expression levels of genes that are predicted to be targeted by the miRNA.
This approach has been shown to be robust to the choice of prediction algorithm.
Given a gene expression dataset, Cheng et al. defined the regulatory effect score
(RE-score) of a miRNA as the difference in the gene expression rank of targets of
the miRNA compared to non-targeted genes.

2.1.2

Results

Using microarray data from parent-offspring trios from the International HapMap
project, we show that the RE-score of most miRNAs is correlated between parents and offspring and, thus, inter-individual variation in RE-score has a genetic
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component in humans. Indeed, the mean RE-score across miRNAs is correlated
between parents and offspring, suggesting genetic differences in the overall efficiency of the miRNA biogenesis pathway between individuals. To explore the
genetics of this quantitative trait further, we carried out a genome-wide association study of the mean RE-score separately in two HapMap populations (CEU
and YRI). No genome-wide significant associations were discovered; however, a
SNP rs17409624, in an intron of DROSHA, was significantly associated with mean
RE-score in the CEU population following permutation-based control for multiple
testing based on all SNPs mapped to the canonical miRNA biogenesis pathway;
of 244 individual miRNA RE-scores assessed in the CEU, 214 were associated
(p < 0.05) with rs17409624. The SNP was also nominally significantly associated
(p = 0.04) with mean RE-score in the YRI population. Interestingly, the same
SNP was associated with 17 (8.5% of all expressed) miRNA expression levels in
the CEU. We also show here that the expression of the targets of most miRNAs is
more highly correlated with global changes in miRNA regulatory effect than with
the expression of the miRNA itself.

2.1.3

Conclusions

We present evidence that miRNA regulatory effect is a heritable trait in humans
and that a polymorphism of the DROSHA gene contributes to the observed interindividual differences.

2.2

Background

Of the mechanisms of post-transcriptional regulation by miRNAs, lowered mRNA
levels (mRNA cleavage or deadenylation) accounts for most (>84%) of decreased
protein production [68]. This implies that it is possible to assess levels of miRNA
mediated gene silencing from the mRNA levels of a miRNA’s target transcripts.
Cheng et al. quantified miRNA activity in this way by defining the regulatory
effect score (RE-score). For each miRNA in each sample, this is calculated by
the average expression rank of genes that are not predicted to be targeted by
the miRNA, minus the average expression rank of the predicted targets of the
miRNA [69]. Thus, the RE-score is intended to measure the extent to which
targets of the miRNA are downregulated in a sample relative to other genes. It is
not informative to compare the RE-scores of different miRNAs, but comparison
of the RE-score of a given miRNA between samples can provide an indication
of a difference in the repressive effect of the miRNA between the samples. For
example, if the targets of a given miRNA relative to non-targets are ranked higher
in a set of cancer samples than in comparable normal tissues, this suggests that
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the miRNA exerts less control over gene expression in the cancer samples. There
have been numerous other studies published that have also investigated miRNA
regulation by assessing changes in expression of mRNA targets [199] [200] [201]
[202] [203] [204].
Messenger RNA targets of each microRNA are deduced using a prediction
algorithm. If a specific microRNA’s inhibitory effect in a particular sample is
large one would expect that the RE-score for that miRNA would also be large, as
its targets would tend to be ranked lower. Conversely, if a microRNA’s inhibitory
effect is small, its targets will tend to be ranked higher and hence the RE-score
will be small.
We sought to investigate whether there is evidence of natural variation in this
phenotype between human individuals, using RE-scores calculated from microarray and RNA-seq data generated from the CEU (Utah residents with ancestry
from northern and western Europe) and YRI (Yoruba in Ibadan, Nigeria) lymphoblastoid cell lines of the HapMap project [189][190][205][206][207]. Microarray
data were available for 56 trios of related individuals in these populations (consisting of two parents and an offspring). We used these data to investigate the genetic
component of the variation in RE-scores. Positive correlation between the value
of a phenotype in an offspring and the mean value in parents provides evidence
of a heritable component in the variation of the phenotype and the slope of the
linear regression line can be used as an estimate of the narrow-sense heritability
[208][209][210] .

2.3
2.3.1

Results and Discussion
Heritability of the regulatory effect of miRNAs

Microarray data [207] were obtained for 56 trios (both parents and an offspring)
from the CEU and YRI populations of the HapMap project [189][190]. Using
miRNA targets predicted by TargetScan (for conserved miRNAs) [211][59] we
compared RE-scores between parents and offspring. For 51% of miRNAs the
mean RE-score of parents and the RE-score of the offspring were significantly
(p < 0.05) positively correlated (Table 2.1). Population of origin was included in
these regressions to model biological and technical differences between the CEU
and YRI cell lines. Histograms of regression p-values for heritability of individual
miRNA RE-scores from TargetScan and a second miRNA prediction algorithm
(PicTar [79]) are shown in figure 2.1.
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Number of miRNAs
Average number of target genes per miRNA
RE-score positively correlated between mean of parent and offspring
Positively correlated (p < 0.05)
Average Heritability (S.D)

244
437
235
124
0.30 (0.15)

Table 2.1: Summary of results for individual miRNA RE-scores calculated for
conserved miRNAs using TargetScan.
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Figure 2.1: Heritability for individual RE-scores. Histograms of p-values for tests
of heritability of individual RE-scores for (a) TargetScan and (b) PicTar algorithms.
We calculated the mean of the RE-score over all miRNAs. Unsurprisingly,
the mean RE-score is also strongly correlated between parents and offspring in
HapMap trios (Fig. 2.2). This correlation is statistically significant using mean
RE-scores calculated from targets predicted by TargetScan (slope = 0.68 ± 0.34;
p = 2 × 10−4 ). The slopes of these regression lines provide estimates of the
narrow-sense heritability of the mean RE-score. We also assessed mean REscore heritability based on targets predicted by three other algorithms (although
TargetScan has previously been found to be most acurate in predicting change
in protein levels during miRNA transfection [4]). PicTar (slope = 0.62 ± 0.36;
p = 1.3 × 10−3 ), miRanda [212](slope = 0.40 ± 0.37; p = 3.6 × 10−2 ) and mirTarget2 [213] (slope = 0.35 ± 0.32; p = 2.8 × 10−2 ) all showed significant evidence
of heritability. The Pearson’s correlation (against TargetScan) of mean RE-score
calculated using mirTarget2, miRanda and PicTar, are 0.73, 0.89 and 0.94 respectively. This indicates that the mean RE-score is relatively robust to choice of
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Figure 2.2: Heritability of mean RE-score using TargetScan. The scatter plot
shows child values of mean RE-score against mean value of both parents. Points
from the CEU are colored blue and YRI are green. The estimated regression line
is shown in red.
It is possible that the apparent genetic contribution to the regulatory effect
of miRNAs is a consequence of the heritability of gene expression, rather than
a novel molecular phenotype. Since the expression levels of a large proportion
of human genes have a strong genetic component [214][215][216], the correlation
in RE-score between parents and offspring could simply reflect the correlation in
the expression levels of a proportion of the genes targeted by the miRNA. We
devised a permutation test to evaluate this possibility. For each set of mRNAs
predicted to be targeted by a given miRNA we replaced predicted target genes by
genes chosen at random (details in Methods). If the apparent heritability of REscores is merely a consequence of heritability of individual gene expression levels,
the RE-scores obtained from sets of random genes should exhibit similar levels
of heritability to the RE-scores based on the true predicted target sets. Greater
evidence of heritability from true predicted targets compared to sets of randomly
selected genes suggests that the RE-score heritability cannot be explained by
43

the heritability of individual gene expression levels. Of 1,000 randomizations,
just eight (p = 0.008) reached a regression p-value as extreme as the target sets
predicted by TargetScan. This approach could be criticized on the grounds that
the TargetScan predictions used conservation to identify putative miRNA binding
sites, as it has previously been shown that conserved genes are more likely to be
highly expressed [217] and also that more highly expressed genes are more likely
to be heritable [218], these factors introduce an obvious bias. To address this
issue, we repeated the analysis, but separated genes into 5 bins based on their
median expression levels across all samples; this time, during the permutations,
genes were only replaced with genes of similar expression level. This approach did
not affect the results, indicating that this potential bias is not an issue.

2.3.2

Genome-wide association of mean RE-score

In order to explore the genetic contribution to RE-score variation further, we
carried out a genome-wide association (GWA) test, treating mean RE-score, calculated using miRNA targets predicted by TargetScan, as a quantitative trait,
and using genotype data from the HapMap project [189][190]. To avoid artifacts
resulting from population structure, we carried out these tests separately on the
CEU and YRI samples and excluded related individuals (offspring of the HapMap
trios). RE-scores were recalculated using expression data derived from RNA-seq
[205][206], which was available for parents but not for offspring of HapMap trios.
Histograms and Manhattan plots of p-values are shown in figure 2.3. The p-value
distributions show a peak towards low p-values, suggesting the presence of some
true positive associations. However, none of these associations remained significant following a permutation-based correction for multiple testing. This is not
surprising given the relatively small number of samples compared to typical GWA
studies.

2.3.3

Association of mean RE-score with SNPs in the miRNA
biogenesis pathway

In their original study, Cheng et al. [69] used the RE-score metric to compare
miRNA repression in Estrogen Receptor Positive (ER+) and Estrogen Receptor
Negative (ER-) breast cancers. They found that miRNAs tended to have higher
RE-scores in ER- and hypothesized that differences between the two cancer subtypes may be attributable to dysregulation of key genes in the microRNA biogenesis pathway [69]. Thus, we used linear regression to investigate the relationships
between the expression levels of seven key genes in the miRNA biogenesis pathway, (DICER1, EIF2C2, DROSHA, DGCR8, XPO5, RAN and TRBP ) and mean
RE-score. We first used all samples from both populations pooled (including pop44

Figure 2.3: Histograms (a & b) of p-values for tests of association between all
SNP markers and mean RE-score and Manhattan plots (c & d) of p-values across
the genome in the CEU and YRI respectively.
ulation of origin as a factor in the model) and also in each of the populations
separately. Expression levels of five of these seven genes were significantly correlated with mean RE-score (Table 2.2), consistent with a contribution of differential
regulation of the miRNA biogenesis pathway to differences in mean RE-score. In
fact, a large proportion (37.8%) of all genes were significantly associated (p < 0.05)
with mean RE-score; however, this proportion was somewhat higher (five out of
seven, or 71.4%) for genes in the miRNA biogenesis pathway. Given this relationship between RE-score and the activities of genes in the miRNA biogenesis
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pathway, these genes are worthy of closer examination for genetic association with
mean RE-score.

DROSHA
DGCR8
XPO5
RAN
DICER1
TRBP
EIF2C2

CEU
Bonferroni P
9.42 × 10−03
0.036
0.47
0.27
8.51 × 10−03
2.95 × 10−05
0.022

Slope
-10.23
11.57
-3.03
0.49
-13.77
12.26
-6.25

YRI
Bonferroni P
1.37 × 10−05
0.95
1.38 × 10−04
0.14
1.97 × 10−09
0.085
1.39 × 10−07

Slope
-22.12
-0.46
-17.85
-0.94
-26.18
8.12
-9.07

Pooled
Bonferroni P
5.19 × 10−06
0.37
2.17 × 10−03
0.75
5.57 × 10−10
2.68 × 10−04
1.88 × 10−08

Slope
-15.64
6.23
-10.74
-0.12
-21.72
10.60
-8.41

Table 2.2: P-values and slopes from the linear regression of expression level of
genes in the miRNA biogenesis pathway against mean RE-score, in the CEU,
YRI and for both populations pooled.

We carried out a second test of association, restricting to 336 SNPs that map
to the genomic regions (according to dbSNP) of these seven key genes involved
in the miRNA biogenesis pathway. A SNP is mapped a gene by dbSNP if it lies
between 2kb upstream and 500bp downstream of the gene. Again there appear
to be more low p-values than would be expected under the uniform distribution,
pointing to a proportion of true positive associations in both populations (Fig.
2.4). The ten SNPs most strongly associated with mean RE-score in CEU and YRI
are shown in Tables 2.3 and 2.4, respectively. One SNP, rs17409624, in an intron
of DROSHA remained statistically significantly (padjusted < 0.05) associated with
mean RE-score in the CEU following Bonferroni and permutation-based control
for multiple testing. This SNP was also nominally significantly associated with
mean RE-score in the YRI (p = 0.04); however, the minor allele frequency was
much lower in YRI, limiting the power to detect an association with a significance
that could survive multiple test correction. The magnitude and direction of the
RE-score differences between genotypes are consistent across the two populations
(Fig. 2.5). Taken individually, the vast majority (214 of 244) of RE-scores are
associated (p < 0.05) with this SNP in the CEU. This number drops to 36 of 244
in the YRI, however the lower minor allele frequency in the YRI again limits the
power to detect the association.
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Figure 2.4: Histograms of p-values for the tests of association between SNP markers mapped to the miRNA biogenesis pathway and mean RE-score in the (a) CEU
and (b) YRI populations.
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(a) CEU and (b) YRI populations.
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rs6994531
rs1633445
rs17409275
rs1209904
rs1187650
rs1187655
rs6575499
rs12881840
rs12889800
rs2292780

rs17409624
rs10078886
rs16901121
rs2279797
rs13183642
rs3805516
rs4867349
rs2287584
rs615344
rs682902

Associated Gene
DROSHA
DROSHA
DROSHA
DROSHA
DROSHA
DROSHA
DROSHA
DROSHA
DROSHA
DROSHA

P-value
1.81 × 10−04
3.32 × 10−04
3.32 × 10−04
3.32 × 10−04
1.25 × 10−03
1.56 × 10−03
1.82 × 10−03
3.27 × 10−03
3.39 × 10−03
3.39 × 10−03

Bonferroni P
0.043
0.079
0.079
0.079
0.3
0.37
0.43
0.78
0.8
0.8

Q-value
0.018
0.018
0.018
0.018
0.054
0.056
0.056
0.073
0.073
0.073

Permutation p-value
0.03
0.051
0.051
0.051
0.16
0.2
0.23
0.33
0.34
0.34

Associated Gene
EIF2C2
DGCR8
DROSHA
DICER1
DICER1
DICER1
DICER1
DICER1
DICER1
EIF2C2

P-value
4.57 × 10−03
0.011
0.012
0.015
0.018
0.018
0.018
0.020
0.020
0.022

Bonferroni P
1
1
1
1
1
1
1
1
1
1

Q-value
0.38
0.38
0.38
0.38
0.38
0.38
0.38
0.38
0.38
0.38

Permutation p-value
0.55
0.77
0.8
0.86
0.9
0.9
0.9
0.9
0.9
0.93

Table 2.4: Top 10 associations for miRNA biogenesis pathway related SNPs (YRI).

Location
chr8:141,544,476
chr22:20,100,596
chr5:31,514,127
chr14:95,563,712
chr14:95,551,554
chr14:95,565,556
chr14:95,622,200
chr14:95,568,003
chr14:95,618,898
chr8:141,561,357

Table 2.3: Top 10 associations for miRNA biogenesis pathway related SNPs (CEU).

Location
chr5:31,528,733
chr5:31,427,441
chr5:31,418,215
chr5:31,428,028
chr5:31,511,106
chr5:31,420,670
chr5:31,536,327
chr5:31,423,007
chr5:31,425,788
chr5:31,423,694

As a further test of the association between rs17409624 and mean RE-score,
we investigated the RE-scores of a particular class of intronic miRNAs (mirtrons),
which are not processed by DROSHA [219]. If the association between the SNP
and mean RE-score is real and is mediated by an effect on miRNA processing
by DROSHA, the SNP should not be associated with the RE-scores of mirtrons.
Consistent with this prediction, we found that a much lower proportion of mirtron
RE-scores (based on TargetScan predictions from CEU RNA-seq data) are associated (at α = 0.05) with the DROSHA SNP (5 out of 13 mirtrons, compared to
214 out of 244 conventional miRNAs; p = 0.0004, from a two-sided Fisher’s exact
test). We have found evidence that the subset of mirtrons that do show an association with the SNP do so because of an overlap between their target gene sets
and the target gene sets of conventional miRNAs. The mirtrons which are most
significantly associated with rs17409624 tend to target genes that are also targeted
by many other miRNAs; and mirtrons that target genes that are targeted by few
conventional miRNAs are less significantly associated with rs17409624 (Fig. 2.6).
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Figure 2.6: Relationship between the strength of association with rs17409624
for mirtrons and the average number of conventional miRNAs that also target
the mirtron’s target genes. This figure is based on TargetScan predictions for
conserved miRNA families on HapMap CEU data (p = 1.2 × 10−3 ).
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2.3.4

Searching for causal SNPs

We investigated the function of SNP rs17409624 using the “SNP Function Prediction” tool, which is part of the SNPinfo suite [220]; however, no significant
results were identified. We also searched the “GWAS Catalog” but did not find
any previous studies which had identified this SNP[221]. To search for other SNPs
that may be causally responsible for this association we used confidence intervals
[222] as implemented in HaploView to calculate haplotype blocks for the CEU
HapMap data. rs17409624 is located within a haplotype block that includes the
DROSHA promoter region (Fig. 2.7). We verified that this is the active promoter
of DROSHA using data recently released by the ENCODE project et al. [223].
Chromatin states for this locus are shown in figure 2.8. The expression level of
DROSHA is significantly associated with mean RE-score (Table 2.2); however,
the genotype of this locus was not significantly correlated with DROSHA expression level (p = 0.39); nor is it correlated with the relative expression level of any
DROSHA transcript isoforms (identified using Cufflinks [224]) or the inclusion of
any of the individual DROSHA exons. A further possibility is that rs17409624
is in linkage disequilibrium (LD) with an exonic SNP that was not genotyped on
the HapMap microarrays. Using SNP calls from genome sequence data released
by the 1,000 Genomes Project [225], we found no coding SNPs with a stronger
association to mean RE-score than rs17409624, the regions assayed included the
30 and 50 UTRs. We caution however, that there was much less statistical power
to detect an association using the 1,000 Genomes data, as there was an overlap
of only 45 samples between the 1,000 Genomes Project dataset (versus 59 for
the HapMap microarray data) and the RNA-seq samples from the CEU used to
calculate RE-scores. This means that it is difficult to rule out the possibility
of linkage of rs17409624 with a causative SNP in the coding region. Thus, the
causal mechanism linking genetic variation at the DROSHA locus to variation in
the RE-score remains unclear.

2.3.5

Integrative analysis of miRNA expression and REscore data

miRNA expression data has recently been generated for some of the HapMap
CEU and YRI cell lines [226]. In the majority of cases, miRNA expression levels and their corresponding RE-scores were not significantly correlated. Average
Spearman correlation between miRNA expression and corresponding TargetScan
based RE-score from the RNA-seq data is only 0.009 in the CEU and -0.0003
in the YRI. Although surprising, this observation is consistent with the findings
of Cheng et al. [69], who, for the original RE-score study, performed Spearman
correlations of the t-scores of comparisons of miRNA expression and RE-scores
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Figure 2.7: Haplotype blocks around rs17409624 as calculated by Haploview, using
the HapMap CEU data. The block which includes rs17409624 is highlighted in
blue; this block also includes the DROSHA promoter region.
Scale
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Figure 2.8: DROSHA promoter region. Chromatin state of DROSHA region for
nine cell lines from the ENCODE project. Active promoter is shown in bright
red. The haplotype block for rs17409624 is shown in black and clearly overlaps
the promoter region.
between ER- and ER+ breast cancers, finding only very weak positive correlation.
Similar results have also been observed on two separate datasets by Liang et al.
[227]. However, we find that in the CEU, the expression of 17 of 201 miRNAs
(Table 6.3 in Appendix A) that were consistently expressed across the cell lines
is associated (p < 0.05) with rs17409624 and that 13 of these associations are in
the same direction as mean RE-score. One miRNA is associated with the SNP
in the YRI, but once again, the lower minor allele frequency of rs17409624 in
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the YRI limits the power to identify associations. Thus, this SNP represents a
trans-eQTL cluster for miRNA gene expression. We hypothesize that this transeQTL reflects inter-individual differences in the efficiency of miRNA processing by
DROSHA. Given that miRNA expression measurements are relative (in this case
miRNA expression was measured using a pooled reference microarray design), it
is possible that this polymorphism may affect the absolute copy numbers of a
large fraction of miRNAs, even though an association between miRNA expression and the SNP is detectable for a relatively small fraction of miRNAs. This
hypothesis could be tested using transcriptome sequencing strategies designed to
measure the abundance of miRNAs relative to other RNA species. Indeed, given
a global and consistent change in expression of all miRNAs in a sample, one may
not expect the expression of any miRNAs to be associated with rs17409624, as the
proportion of the transcript pool occupied by any given miRNA, would remain
unchanged. However, the miRNA regulatory effect polymorphism need not affect
the expression of all miRNAs to exactly the same degree, potentially leading to
both positive and negative associations of miRNA expression with the SNP.
As discussed above, RE-scores of the majority of miRNAs were not correlated
with miRNA expression. This remained the case when we restricted to miRNAs
whose expression varied most across samples. However, the RE-scores of individual miRNAs were correlated with the mean RE-score calculated across all miRNAs. We restricted this analysis to the 20 most variable miRNAs. Of the top 20
in either population, 14 in the CEU and 13 in the YRI had TargetScan prediction
data and therefore RE-scores could be calculated. We only considered these highly
variable miRNAs because quantities that are relatively constant across samples
are not expected to be correlated, given the noise inherent in microarray data.
The correlation between mean and individual miRNA RE-scores is not simply a
consequence of overlaps in genes targeted by different miRNAs, since it holds true
even when the mean RE-score is recalculated, for each miRNA correlation test,
after all of the individual miRNAs targets have been subtracted from the target
sets of the remaining miRNAs. 13 of the 14 highly varying miRNAs in the CEU
and all 13 of 13 in the YRI show a stronger association between the individual
RE-score and (subtracted) mean RE-score, than between the individual RE-score
and the expression of the miRNA itself. In most cases this difference is large
(Tables 6.1 and 6.2 in Appendix A), hence, the mean RE-score in a sample may
be a much better predictor of the expression level of the targets of any particular
miRNA, than is the expression profile of the miRNA itself. It is, perhaps, not
surprising that the expression level of an individual miRNA is not indicative of the
expression of its target genes, given that genes are often targets of a large number
of miRNAs. Of 11,759 genes which are predicted to be targeted by at least one
miRNA (by the full TargetScan set), the average number of miRNAs targeting
each gene is 17.48. In this context, the fact that the mean RE-score has power to
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predict the expression levels of a miRNA targets, even when the mean RE-score
is calculated without considering the targets of that miRNA, is interesting and
points to differences in the effect of the miRNA pathway on target genes across
the samples.

2.4

Conclusions

We have found evidence of heritability of the regulatory effect of miRNAs in
human. We have also identified an association between the regulatory effect of
miRNAs and a SNP in the miRNA processing gene DROSHA. This association
was identified in lymphoblastoid cell lines and it remains to be seen whether
and in which primary cells the regulatory effect of miRNAs is associated with
the DROSHA locus. As noted in the Background, Cheng et al. had observed
that there is a change in miRNA RE-scores between ER- and ER+ breast cancer
subtypes. Thomsom et al. showed that mature miRNA levels are generally lower
in several human primary cancers, despite unchanged pri-miRNA levels and this
has been attributed to defective processing by DROSHA[228], while DROSHA
and DICER have also been shown to be downregulated in endometrial cancer
and specific subgroups of breast cancer[229][230]. Thus, it will be important
to investigate further the phenotypic consequences of inter-individual differences
in miRNA regulatory efficiency and the influence on gene expression, possible
tumorigenesis and the impact of such inter-individual differences in the context of
the use of miRNAs as biomarkers.

2.5
2.5.1

Methods
Data

Raw gene expression microarray data of related individuals from the CEU and
YRI populations of the HapMap project were downloaded from GEO under accession number GSE7792, these data were generated by Huang et al. [207] using
Affymetrix Human Exon 1.0 ST microarrays. Prior to calculating gene expression
level estimates, the data were RMA normalized [116] and genes whose expression level were below the detection threshold, as estimated by the DABG algorithm (p < 0.05), were set to zero; these steps were performed using Affymetrix
Power Tools and R as described in [129]. RNA-seq data for unrelated individuals of the HapMap YRI population were generated by Pickrell et. al [205] and
we obtained these aligned data from GEO under accession number GSE19480.
Similarly, Montgomery et al. [206] used RNA-seq to assess gene expression of
unrelated CEU samples and these data were obtained from ArrayExpress under
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accession number E-MTAB-197. All data were aligned to hg18 using MAQ [177].
We performed gene expression analysis using R/Bioconductor. Data were loaded
in R [167] using the ShortRead [179] library. Following Montgomery et al., only
reads that had a mapping quality score of greater than or equal to 10 were included. The GenomicRanges [175] library was used to compute the number of
reads mapping to exons of each gene and expression values were normalized the
using the RPKM [152] procedure. miRNA prediction data were obtained using
the R library RmiR.Hs.miRNA [231] which provides a database of miRNA targets for several widely used algorithms. The HapMap release 28 (merged data
for phases I, II and III) [189][190] SNP data were downloaded from the HapMap
website, converted to GenABEL format and trimmed to include only samples in
the CEU and YRI populations for which there was matching RNA-seq data.

2.5.2

Estimating Heritability of mean RE-score

Narrow sense heritability of individual miRNA RE-scores and mean RE-score was
estimated using a robust linear regression model [209][208]. The rlm() function
from the R library MASS was used to fit regression model for child value dependent on mean of parents. Population of origin was included as a factor in the
models. The slope of the regression line provides an estimate of heritability.

2.5.3

Permutation testing of heritability of mean RE-score

To calculate a corrected p-value for heritability of mean RE-score of a miRNA prediction algorithm, we performed 1,000 permutations of the prediction algorithm’s
miRNA gene target sets and recalculated heritability of mean RE-score following
each permutation; the permutation p-value was the proportion of permuted sets
that return p-values which are equal to, or lower than, the original raw p-value
for that algorithm. To perform a permutation, we replace each gene target of
each miRNA’s target set with a randomly chosen gene, but only genes for which
expression data is available are replaced or used for replacement, as only these can
affect RE-scores. If a gene is a target of multiple microRNAs, it is replaced by the
same randomly chosen gene in every target set, so as to maintain the structure of
the data.

2.5.4

Genome-wide association test

The R package GenABEL [232][233] was used for filtering and tests of association.
Prior to testing for association, genotype data were filtered as follows. Obvious
close relatives are removed by discarding the child samples and to avoid the effects
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of population stratification CEU and YRI samples are assayed separately. Markers with a low minor allele frequency were filtered by excluding SNPs for which
there were less than 5 copies of the minor allele across all samples. We used only
SNPs genotyped as part of HapMap phase III. Individuals or SNPs were excluded
for a call rate of < 0.95. Tests for Hardy-Weinberg equilibrium were conducted
using Pearson’s χ2 , comparing observed genotype frequencies in the data to the
calculated expected frequencies; a cut-off FDR level of 0.2 was applied. To assess
if any remaining relatedness exists among the samples, the pairwise proportion
of alleles identical-by-state (IBS) was calculated between all individuals based
on 2,000 randomly chosen autosomal markers, ensuring IBS < 0.95 for all samples. For multiple testing correction of association p-values, permutations were
calculated by permuting phenotype labels and performing tests of association as
normal; for each raw p-value, we computed the number of permutations for which
a p-value equal to, or lower than, the original raw p-value was reached and divide
this by the number of permutations, the result of which is the adjusted p-value.
False discovery rates were also assessed using the R package qvalue [234].

2.5.5

Calculating association between individual miRNA
RE-score, mean RE-score and miRNA expression

For each of 14 highly varying miRNAs in the CEU samples and 13 in the YRI, we
fit a multiple linear regression model of individual miRNA RE-score dependent on
the expression of the miRNA and the mean RE-score. For each fit of the model,
mean RE-score was re-calculated with the genes that are targets of the particular
individual miRNA removed from the gene expression matrix, so as to avoid a bias
in the association between the two variables.
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Chapter 3
Improving gene expression
estimates from DNA microarrays
using machine learning
3.1
3.1.1

Abstract
Background

We have devised a method called SeqArray, which aims to improve gene expression
estimates from microarrays, by learning the relationships between probe-level expression intensities and gene expression estimates obtained using RNA-seq, from
samples for which both microarray and RNA-seq data have been generated. We
have used a flexible regression technique, Multivariate Adaptive Regression Splines
(MARS), to learn these relationships for each gene. In the training phase, the
models learn how microarray probe intensities respond to varying expression levels of their corresponding genes. The trained models can then be used to estimate
gene expression in samples for which only microarray data are available. One
of the goals of this approach is to reproduce the association of mean RE-score
with rs17409624 (identified using RNA-seq data) using gene expression microarray data.

3.1.2

Results

We identified 52 and 40 samples from the HapMap YRI and CEU populations,
respectively, for which both microarray and RNA-seq gene expression data were
available. Using the YRI data only we built MARS models for each gene. We
then used these models to estimate gene expression levels in the CEU samples.
We compared the performance of SeqArray and Affymetrix Power Tools (APT)
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by determining the within sample and between sample correlations between gene
expression estimated using these methods and using RNA-seq. The across sample correlation (between expression estimates of a given gene across all samples)
was slightly higher for APT; however, gene expression estimates calculated using
SeqArray had much higher within sample correlation with RNA-seq, indicating
that it has performed much better in estimating the absolute expression level of
each gene. We also developed a related method, that improves the performance
of APT, by omitting probes that are not strongly correlated with the expression
of their target gene (as measured by RNA-seq) in a training set of samples.

3.1.3

Conclusions

We have developed a method which dramatically improves the ability of microarrays to measure absolute gene expression levels. We also developed a method
which improves the performance of APT, a well established tool for estimating
gene expression from raw microarray probe intensities.

3.2

Background

In this Chapter, we propose SeqArray as a novel method to estimate gene expression levels, from probe-level fluorescent intensity data generated by microarrays.
In Chapter 2, we had difficulty in reproducing the RNA-seq based GWAS result using the equivalent microarray data. SeqArray attempts to address this,
improving gene expression estimates in microarrays by learning the relationship
between probe level intensity on a microarray and gene expression level, as measured by an optimal technique. Here we treat RNA-seq as the optimal technique
for gene expression estimation; however, gene expression estimates obtained using
any technique could play this role.
Currently, the most common method of summarizing individual probe expression measures into gene level estimates is the median-polish algorithm, often as
part of the RMA method. This algorithm takes account of probe and sample
level effects in summarizing gene expression (see Introduction chapter). While
there have been some efforts in recent years to introduce improved techniques
[235][236][237], median-polish remains dominant. One of the few novel approaches
in the literature is SCOREM [238], which is for Affymetrix GeneChip microarrays.
It uses a statistical test, Kendall’s W coefficient of concordance, to consolidate expression estimates from redundant probesets to provide a more reliable measure of
gene expression. Frozen RMA (fRMA) [239] is another novel approach, which can
be used to improve normalization of experiments with small sample size and allows comparisons between batches. It works by using information in large publicly
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available databases to estimate variances and probe specific effects for different
microarray platforms (ordinarily these parameters are calculated separately for
each batch by the median-polish algorithm). Outside these developments however, microarray summarization methods have remained largely stable in the last
number of years.
Several studies have compared gene expression estimates from RNA-seq and
gene expression microarrays on the same samples. The results have been consistent in different experiments, with Spearman correlation coefficients between
expression estimates from the two platforms in a given sample, typically of approximately 0.75. However, correlation between expression estimates for a given
gene across samples is typically lower, at approximately 0.15 [160][240][154]. This
indicates that there is often considerable disagreement concerning the change of
expression levels across samples, as measured by the two platforms. As detailed
in the Introduction, RNA-seq has been shown to produce more accurate estimates
of gene expression than microarrays [241][154][242]. Our proposed method makes
use of overlapping gene expression datasets, obtained using both RNA-seq and
microarrays applied to the same set of samples. Using these overlapping datasets,
we build statistical models to learn the relationships between individual microarray probe intensities and the RNA-seq gene expression estimates. The method
could be applied to any microarray platform and it is not limited to training on
RNA-seq data; in theory, any more accurate technology developed in the future
could be used as the basis to train the statistical models. It is also unnecessary to
restrict the method to any particular modeling technique and it is possible that
an as yet undeveloped or untested algorithm will outperform what we have used
in this study. Moreover the application of this approach should allow expression
estimates to be compared more easily between different laboratories and even
different microarray platforms.
Here, we have chosen to use Multivariate Adaptive Regression Splines (MARS)
[243] to learn the relationships between the probe expression intensities and the
gene expression levels. MARS is a flexible extension of linear models that allows
the modeling of non-linearities using splines. A spline is a piecewise function,
meaning that its definition changes based on the value of the independent variable
[244]. For most applications of splines, the piecewise function is constructed from
a set of polynomials (which describe a set of curves); however MARS uses a set of
straight lines. MARS can also be applied to high dimensional data, which makes
it suitable for probe level microarray data. MARS builds models of the following
form:
k
P
fˆ(x) =
ci Bi (x)
i=1
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where Bi is a set of basis functions (the constituent elements of the piecewise
spline function), with each function modeling the relationship between input and
response variables over a particular range of values. A juxtaposition of a linear
model and a MARS model for simulated two-dimensional data is shown below
(Fig. 3.1 and Fig. 3.2); these figures give a clear visual indication of the ability
of MARS to model non-linearities. An illustration of MARS in three dimensions
is provided in figure 3.3. It becomes impossible to visualise these models beyond
three dimensions.
The MARS model in figure 3.2 is represented by the following equation:
ŷ = 20.40 + 5.06 max(0, x − 12) − 2.55 max(0, 12 − x)
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Figure 3.1: Linear Regression on simulated two dimensional data.

Figure 3.2: MARS model on the same set
of two dimensional data.

The positions in the model where MARS infers non-linearities are known as
knots, the basis functions which produce the knots in the graph are known as
hinge functions. In the example given, MARS has identified a knot at x = 12 and
the hinge functions indicate that the slope of the line has changed from 2.55 to
5.06 at this point. MARS calculates the values for these hinge functions in two
steps, the forward pass and the backward pass.
During the forward pass, a MARS model begins as a straight horizontal line
through the mean value of the response variables. MARS then repeatedly adds
59

●

RNA−

● ●●
●

seq G

●

●

B

●

●
●● ● ●
●

●

obe

●
●

●

●

ray
Pr

●

Mic
roa
rray

Mic

roar

vel
ion Le

xpress
ene E

●●
●

●
● ●
●
●

Pro
be A

Figure 3.3: A MARS model fitted on simulated data for the expression level of two
hypothetical microarray probes against the RNA-seq measured expression level of
their corresponding gene.
pairs of mirrored hinge functions, identifying which pairs of functions give the
biggest reduction in sum-of-squares residual error. This process is repeated until
the maximum number of iterations is reached or the residual error reaches a cutoff
threshold. To avoid overfitting MARS implements a backwards pass step, in which
the least effective terms are iteratively removed. These models are then compared
using generalized cross validation (GCV), which estimates model performance
by rewarding for goodness-of-fit while penalizing for model complexity (i.e. the
number of knots). Using these calculations, the best overall model is identified.
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GCV is calculated as follows:

GCV =

SSerr
N ×( 1−E
)2
N

E = N T erms + P enalty ×

N T erms−1
2

Where “SSerr ” is the residual sum of squares, “N” is the number of observations (i.e. the number of microarray probes) and “NTerms” is the number of
hinge function knots in the model, so that GCV penalizes for the number of knots
in the model. “Penalty” can be set to adjust how severely model complexity is
penalized.
Previously, MARS has been successfully applied to many types of problems
across multiple disciplines, for example predicting climate change [245], forecasting
energy prices [246] and breast cancer diagnosis [247]. MARS is useful for predicting gene expression from microarray probe level data because probe intensities do
not necessarily scale linearly with gene expression (Fig. 3.4). Expression profiles
may also be significantly different for probes annotated to the same gene because
of different probe sequences, which leads to differences in levels of cross hybridization and polymorphisms in the target gene sequence [248]. MARS is capable of
capturing this information and learning how each individual probe responds to
changes in overall gene expression.
To test the method, we used RNA-seq and Affymetrix Human Exon 1.0 ST
data generated from the HapMap project [240][160]. This is the same data that
was used in Chapter 2. These datasets are useful for testing SeqArray, as they consist of RNA-seq as well as microarray data from a substantial number of samples.
We used the YRI samples as a training set to build the statistical models and then
used these models to predict gene expression in the CEU. In the training phase,
for each gene, a MARS model was fitted for gene expression level (as estimated by
RNA-seq) as a function of microarray probe level expression intensities. In the prediction phase, the trained models were used to estimate gene expression from probe
level expression, in the CEU microarrays. We then compared the performance of
SeqArray and Affymetrix Power Tools (APT), which is a standard package for estimating gene expression levels in Affymetrix Human Exon microarrays. APT was
run using the RMA background correction/normalization/summarization method.
Our objective was to develop a microarray preprocessing method that mirrors the
RNA-seq expression estimates as closely as possible. Therefore, as an evaluation
of performance, we compared the extent of correlation between the RNA-seq and
the microarrays, preprocessed using our method or APT. As a further evaluation
we considered expression quantitative trait loci (eQTLs) inferred in the CEU sam61

ples. Method performance is evaluated based on similarity in the eQTLs identified
using SeqArray and APT to the eQTLs identified from the RNA-seq data. Note,
however, that the method does not assume that RNA-seq provides accurate gene
expression estimates and results obtained using any alternative gene expression
measurement could be substituted for RNA-seq at the training stage.

3.3
3.3.1

Results and Discussion
SeqArray improves within-sample correlation with
RNA-seq

In our tests SeqArray outperforms APT for within-sample correlation with RNAseq. Scatterplots of gene expression levels, for CEU sample “NA06985”, of RNAseq against APT and SeqArray respectively, are shown below (Fig. 3.4). There
is a much more linear and tightly clustered relationship between RNA-seq and
microarray expression estimates for SeqArray than for APT. This is further supported by the increase in Spearman and Pearson correlations with RNA-seq, from
0.85 to 0.90 and 0.19 to 0.92, respectively, when microarray data are processed
using SeqArray, rather than APT. This means that if we assume the RNA-seq
expression estimates are accurate, SeqArray has outperformed APT in correctly
estimating the expression levels of genes within samples. Because of differences in
probe sequences and varying levels of cross-hybridization, microarrays are not expected to accurately assess the relative expression level of genes within a sample,
meaning that using existing methods, the expression levels of two different genes,
can not be reliably compared within the same sample. Differences in probe sequence and array design also mean that expression levels from different microarray
platforms cannot be reliably compared. This is not the case with RNA-seq, where
normalized expression measures (for example FPKM) for different genes within
a sample are indicative of relative transcript abundance. Our results show that,
following processing with SeqArray, the distribution of microarray expression estimates now closely matches that of RNA-seq. This indicates that SeqArray can
potentially address these problems and, given the availability of suitable training data, can allow comparison of gene expression between different microarray
experiments and potentially even between different microarray platforms.
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Figure 3.4: Scatterplots of log transformed gene expression levels, for CEU sample “NA06985”, of RNA-seq against APT (left) and SeqArray (right). Note the
much more linear and tightly clustered relationship for gene expression estimates
calculated using SeqArray.

3.3.2

Across-sample correlation is not improved

The vastly improved within-sample correlation is, however, not matched with
an overall improvement in across-sample correlation. This is often the major
requirement of gene expression experiments, for example, differential expression
studies, as these kinds of analysis compare expression levels of genes across different samples. Fig. 3.5 and 3.6 illustrate histograms of Spearman correlations
with RNA-seq, of each gene, across all samples of the CEU for APT and SeqArray
respectively. The average across sample Spearman correlation for APT is 0.15,
clearly outperforming SeqArray, whose mean across sample correlation is only
0.06.
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Figure 3.5: Spearman correlations between APT and RNA-seq gene expression levels, across all samples of HapMap
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Figure 3.6: Spearman correlations between SeqArray and RNA-seq gene expression levels, across all samples of
HapMap CEU population.

Adjustments which improve across sample correlation with RNA-seq

We have identified several steps that improve the performance of SeqArray. These
are, (1) silencing probes which are not detected above background noise, (2) setting all genes whose expression is predicted to be negative to zero and (3) fitting
the models using only probes whose expression is strongly correlated with that of
their target gene in the training set.
Affymetrix also annotate unambiguous exonic probesets as belonging to one
of three evidence levels, “core”, “extended” or “full”. The core group are supported by RefSeq annotations and these are typically used in APT analysis; the
extended probesets are supported by EST evidence and the full set includes computationally predicted probesets. The average number of probes per gene, for
core, extended and full probesets is 59.58, 73.19 and 75.96 respectively. However,
the evidence suggests that “core” probes perform best, suggesting that including
these additional probes in the models does not improve performance.
To silence probes not expressed above background noise, we used the “Detected
above background” (DABG) algorithm, which was developed by Affymetrix and
can estimate the probability that probesets expression is detectable above back64

ground noise. It works by comparing the expression level of each probe, to the
expression level of a set of background probes, which have similar GC content,
but whose sequence does not target a real exon. We set the expression level of all
probes that belonged to probesets not detected at a p > 0.05 threshold to zero.
This is done in both the training and prediction phases.
The expression levels of some genes will also have been predicted to be less
than zero by the MARS models. As a negative value for gene expression cannot
exist in reality, the expression level of these genes is set to zero.
Finally, we implemented an approach whereby only probes that are likely to
contain useful information were used in fitting the models; these are identified by
calculating a Spearman correlation between each probe and its target gene (in
the training set) and only using probes which showed a positive correlation. We
examined the effect of using only probes with a positive correlation and probes
with a high positive correlation (selecting only probes in the top 50% of positive
correlations). Adding this step gives the biggest improvement in performance.
A summary of the improvements in correlation with RNA-seq gained by these
adjustments is presented in Tables 6.4 to 6.7 in Appendix B. In all cases applying
DABG and setting non-expressed genes to zero has improved correlations. Within
sample Spearman correlations reach 0.93, but across sample correlations remains
behind APT, with a maximum across sample Spearman correlation of 0.12. Core
probesets yield the best correlations with RNA-seq, suggesting that including the
additional (extended and full) probesets does not improve performance.
When we compare the best SeqArray based approach to APT we see that across
sample correlations are still well behind. The number of significant (p < 0.05)
across sample Spearman correlations for SeqArray is also far less, at 1,925, versus
3,025 for APT (p < 2.2 × 10−16 from Fisher’s exact test)
As noted, the performance of SeqArray improves dramatically when the models are fitted using only probes which are highly correlated with their targeted
gene in the training set. In the analysis above, we arbitrarily selected the top
50% of probes with positive correlations. We have assessed whether a different
cutoff might lead to improved performance. To do this we have selected between
10% and 90% (in steps of 10%) of positively correlated probes and compared the
performance of those with APT. However, while using ever smaller numbers of
highly correlated probes does improve performance, APT also performs better for
these subsets of genes (Fig. 3.7). As the number of probes uses to fit the models
decreases, so does the number of genes for which we have enough probes to fit a
model, e.g. when using only 10% of positively correlated probes, it is only possible
to fit a model for 2500 genes.
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Figure 3.7: Correlations with RNA-seq when fitting MARS models using an ever
smaller number of more highly correlated probes (in increments of 10%), on the
HapMap CEU samples. Correlations for APT are are shown as a blue line and
SeqArray as a green line.

3.3.4

Comparing the performance of SeqArray and APT
on eQTL finding

Next, we compared the performance of SeqArray and APT for a real-world application, specifically, the ability of the two approaches to identify cis-eQTLs in the
HapMap CEU data. For this, we used the best performing SeqArray expression
matrix (in terms of correlation with RNA-seq); this was the data for which only
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the “core” probes are used, where probes belonging to probesets not detected
above background were set to zero, negatively expressed genes were set to zero
and only probes with high (top 50%) positive Spearman correlation with their
target gene in the YRI training set were used to fit the models. We then compared eQTL finding for the set of genes for which we had expression data from
SeqArray, APT and RNA-seq platforms.
Using an additive linear model (see Methods for details), the CEU RNA-seq
data identified a total of 941 significant cis-eQTLs (padj < 0.05). APT finds
733 significant eQTLs with 35.3% of these interactions also identified by RNAseq. Unsurprisingly, given the lower across sample correlations, SeqArray does
not outperform APT, identifying 533 significant eQTLs, with an overlap of 23.8%
with the RNA-seq. This suggests that, at least as it is currently implemented, the
poorer across sample correlation will limit SeqArray in many real world applications.

3.3.5

Identifying genes for which MARS fits better models

As outlined in the background section, MARS uses Generalized Cross Validation
(GCV) to estimate model performance. This method rewards for goodness-of-fit
while penalizing for model complexity (i.e. the number of knots). Lower values
of GCV are indicative of a better model. We have investigated whether a subset
of genes whose associated MARS models have low GCV, can outperform APT.
To do this, we devised a simple analysis, whereby genes were segmented into 100
bins, based on the GCV value of their associated model. We then calculated the
mean across sample correlation of the genes in each bin with RNA-seq. Figure
3.8 shows the change in across sample correlation across these bins. Genes with
low GCV are in lower bins (i.e. genes with the lowest GCV values are in bin
1 and genes with the highest GCV are in bin 100). It is clear that genes with
low GCV do show higher across sample correlation with RNA-seq, indicating that
these models are performing better. However, APT also performs better for these
subsets of genes, suggesting that the factors which allow these genes to estimate
expression more accurately using our method, also apply to APT.

3.3.6

Comparing the performance of MARS models and
linear models

As outlined in the background section, MARS models could be easily substituted
for a different machine learning technique. As such, we have assessed the change
in performance when MARS is substituted with linear models. Whether linear
models outperform MARS is contingent on how linear the relationship between
probe level expression and gene level expression (as measured by RNA-seq) is for
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Figure 3.8: GCV against across sample Spearman correlation for SeqArray and
APT. Performance for core probes with DABG and zeroing applied are shown.
Models with low GCV clearly perform better, but the performance of APT also
increases on this subset of genes.
most probes. If the relationship is, for the most part, highly linear, MARS may
attempt to over-fit the data, incorporating knots where there is no need, which
may mean that linear models will perform better.
Linear models pose a problem, because the number of covariates in the model
must be less than the number of data points. This means that it is not possible to
fit a linear model for a gene which has more probes than the number of samples
available in the training data (52 samples in our YRI training set). Hence, for
the core probesets, when all probes are included, it is possible to fit models in
the YRI training set for only 5,347 genes. Training and testing are conducted as
before; core probesets are used, DABG applied, negatively expressed genes are set
to zero and we assess performance by using the models to predict expression on
the CEU samples and comparing across sample correlations with RNA-seq. For
this subset of genes linear models do not outperform MARS (Table 3.1)
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Across sample Spearman
Across sample Pearson
Within sample Spearman
Within sample Pearson

Linear
0.048
0.054
0.854
0.909

MARS
0.056
0.060
0.908
0.927

Table 3.1: Comparison of linear and MARS models.

We have also fit the linear models for only probes which show high positive
correlation with the expression of their target genes (as measured by RNA-seq)
in the training set. We compare these to our MARS models, which were fit with
only highly positively correlated probes (the best performing MARS models).
The linear models are fit for probes with high Pearson correlation, as opposed to
Spearman correlation for the MARS models, as Pearson correlation also provides a
measure of linearity. Again, the top 50% of probes with highest positive correlation
are selected. Using only a subset of probes now means that it is possible to fit
linear models for 8943 genes. Again, the performance (as measured by correlation
with RNA-seq on this subset of genes) of MARS remains superior to that of linear
models (Table 3.2). The ability to detect significant (p < 0.05) correlations with
RNA-seq is only slightly improved using MARS compared to linear models, with
1345 as opposed to 1272 significant correlations detected (p = 0.12 from Fisher’s
exact test).
Across sample Spearman
Across sample Pearson
Within sample Spearman
Within sample Pearson

Linear
0.069
0.080
0.870
0.844

MARS
0.096
0.101
0.941
0.949

Table 3.2: Comparison of linear and MARS models for models fit using only highly
positively correlated probes.

3.3.7

Improving the performance of APT

As outlined above, fitting the MARS models using only highly positively correlated
probes in the training set, markedly improves performance of the models when
tested against RNA-seq. We have also found that a similar approach can be used
to improve the performance of APT. More recent versions of APT (>= 1.8.0)
allow the user to mask out individual probes when estimating gene expression
in a set of samples. This functionality has previously been used to mask probes
which overlap SNPs [249]. We have found that masking probes which do not
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show high (top 50%) Spearman correlation with RNA-seq in the YRI training
set, improves across sample correlations of gene expression estimates with RNAseq in the CEU. The mean across sample Spearman correlation increases from
0.164 to 0.176, on a set of approximately 12,000 Entrez genes, for which there are
enough probes remaining to estimate expression. The number of genes that were
significantly (p < 0.05) positively correlated (Spearman correlation) between the
microarray and RNA-seq has increased from 3,318 to 3,727 (p = 4.034 × 10−9
from Fisher’s exact test). This suggests that, using this smaller and potentially
more informative set of probes to estimate gene expression, can more accurately
measure change in gene expression between different samples/phenotypes.

3.3.8

Using SeqArray to the investigate the genetics of
miRNA regulatory effect

In the previous chapter, we were unable to achieve a significant association between the SNP rs17409624 in DROSHA and mean RE-score using the microarray
data. No significant SNPs were identified using the array data which suggests that,
unsurprisingly, RNA-seq may have more power to detect such associations. Here,
we try again to reproduce the result, using expression estimates from SeqArray.
We trained the models used to calculate expression in the CEU data have
been trained on the YRI data and the models used to calculate expression in the
YRI have been trained on the CEU. The core probesets were used, the DABG
algorithm was applied and negatively expressed genes were set to zero. RE-scores
were calculated using the TargetScan prediction algorithm. Analysis of association
of mean RE-score with SNPs in the miRNA biogenesis pathway was performed
as previously described. This first approach did not successfully reproduce the
significant result obtained for rs17409624 using RNA-seq (p = 0.89 in the CEU
and p = 0.88 in the YRI; Fig. 3.9)
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Figure 3.9: Stripcharts of mean RE-score against rs17409624 genotypes for the
CEU and YRI, calculated using seqArray gene expression estimates.
Finally, we attempted to reproduce the result by using as much training data
as possible, when predicting expression for each sample. This time, instead of
training the models used to estimate expression in the YRI samples on the CEU
and vise versa, we trained on all available samples (both CEU and YRI), leaving
out the one sample for which we wish to predict expression. Using this method,
gene expression on each sample is estimated using a different set of models, which
were trained on all other available samples. An approach like this could never
have any useful real world application, as clearly one could simply use the RNAseq data, but it is implemented here, to give an indication of whether it may be
possible to improve the performance of SeqArray, by adding more training data
and to establish if it is possible to reproduce the results of the RNA-seq association
analysis using the microarray data. We used the core probesets, applied DABG,
set negatively expressed genes to zero and fit the models using only probes which
showed a high positive correlation with the RNA-seq estimated gene expression
level across all available samples. However, this approach does not improve the
results obtained for rs17409624 (p = 0.89 in the CEU and p = 0.88 in the YRI;
Fig. 3.10). As RE-scores are only meaningful when compared across samples, the
poor across sample correlation achieved between RNA-seq and SeqArray is the
most plausible explanation for this result.
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Figure 3.10: Stripcharts of mean RE-score against rs17409624 genotypes for the
CEU and YRI, calculated using seqArray gene expression estimates and using as
much training data as possible.

3.4

Conclusions and future work

In conclusion, we have developed a novel method to estimate gene expression
from microarray probe-level fluorescence intensities. We have applied this method
to Affymetrix Human Exon ST 1.0 arrays, using matching RNA-seq data as a
training set; we used MARS models to relate microarray probe level intensities to
RNA-seq gene level expression measures. To test the method we used these models
to estimate gene expression on a separate set of samples for which exon array and
RNA-seq data were also available. Our method has not outperformed APT, in
terms of across sample correlation with RNA-seq. This means that our method
is not as sensitive to change in gene expression between different samples. Most
real world applications (for example differential expression analysis) are primarily
concerned with comparing expression levels across samples, which means that we
have, as yet, been unable to develop SeqArray to a level where it is more useful
in these kinds of scenarios.
However SeqArray has far outperformed APT in both Pearson and Spearman
within sample correlation with RNA-seq. This means that it is more accurately
estimating the expression and rank of genes within samples. Because of differences
in hybridization affinity between different probes, estimating absolute expression
level of genes is not an application for which microarrays are often used. This
72

T/T

is illustrated by the poor within sample Pearson’s correlation, averaging at only
0.19 observed in the HapMap CEU, between expression levels estimated by APT
and RNA-seq. This is improved dramatically by our method, which shows an
average within sample Pearson’s correlation > 0.9. Although less common, there
are undoubtedly some applications where accurately estimating the absolute level
of expression of a gene may be useful. One example is a previous study which
assessed the relationship between intron length and gene expression level (which
were measured using microarrays); highly expressed genes were found to tend to
have shorter introns [250]. In this case, our method would have been far more
accurate in estimating which genes were in fact highly expressed.
The training data that we have used here is also very limited. All of the gene
expression estimates are from lymphoblastoid cell lines, which means that, for the
majority of genes, a great deal of variation in gene expression between the different
samples cannot be expected. Without at least some variation in expression in the
training set it is impossible to fit useful, broadly applicable models. This is also
supported by our observation that across sample correlations improve for genes
that have more variable expression in the training set (as measured by RNAseq). There are some other datasets that are becoming available which have
assessed gene expression using both RNA-seq and Affymetrix Human Exon ST
1.0 arrays on the same samples; future work may focus on incorporating more of
these datasets in the training phase, assuming that they are of sufficient quality.
A method similar to what we have outlined in this chapter may also be capable
of estimating transcript level expression in exon microarrays, as opposed to just
gene level expression. There are well established methods of estimating transcript
abundance in RNA-seq data, but at the time of writing we are not aware of a
tool which can accurately estimate the expression of different isoforms from exon
array expression data. The main challenge in this will be taking account of the
expression of overlapping transcripts when fitting the models. This could perhaps
be achieved using models that allow for a multi-variate response (i.e. multiple
transcripts dependent on the expression of multiple probes).
Finally, we have devised a separate method, by which to improve across sample
correlations between APT gene expression estimates and RNA-seq. This works
by estimating gene expression using only probes which show a positive correlation
with their target gene in a training set. As with SeqArray, it is possible that this
method could also be further improved using a more diverse set of training data.
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3.5
3.5.1

Methods
Data Analysis

All data analysis were performed in R. We used the same gene expression data
as in Chapter 2. RNA-seq data were processed as outlined in the Methods section of that chapter. Microarray data were processed by Affymetrix Powertools
as previously described. Training and prediction microarray data were quantile
normalized together at probe level, using the Bioconductor library XPS [251].
This library allows very large datasets to be processed using only a small amount
of memory. It is built on top of the ROOT data analysis framework [252], an
application developed by CERN, which works by indexing the raw data on the
hard disk instead of loading it into memory. This is necessary, as the data are too
large to be loaded on any machine to which we had access, the largest of which
had 32gb of RAM. XPS also implements the DABG algorithm. MARS models
were fit using the mda [253] library in R.

3.5.2

eQTL Finding

We used an additive linear model [254] to identify eQTLs. P-values were corrected
using the Benjamini and Hochberg method and eQTLs were called significant
at an FDR < 0.05. This is a highly computationally intensive task; hence, we
used the “.C” interface in R, to call a function, written in the C programming
language, which performed the calculations. This function was based on the GNU
Scientific Library (GLS) [255]. We only considered cis-eQTLs and regarded a
SNP as associated with a particular gene if it is between 2kb upstream and 500bp
downstream of the gene.
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Chapter 4
Ulcerative Colitis is associated
with CpG island
hypermethylation in sigmoid
colon tissue
Some of the contents of this chapter have been submitted for publication as part of:
Affendi, RRA., Hartnett, L., Newell J., Golden, A. Seoighe C, Geeleher P., Egan, LJ.
Analysis of the interleukin-6/STAT3 signalling pathway and DNA methylation
patterns in patients with short or longstanding inflammatory bowel disease.
Inflammatory Bowel Diseases

4.1
4.1.1

Abstract
Background

Individuals suffering long standing ulcerative colitis (UC) have an increased risk
of developing colorectal cancer [256]. It has been previously shown that aberrant
DNA methylation is associated with colorectal cancer. Previous work has also
shown that there is likely a causative link between DNA methylation in UC and
the increased risk of colorectal cancer. Hence, we have investigated whether there
is evidence of differential CpG island methylation in sufferers of UC, by comparing
the genome-wide methylation pattern in sigmoid colon tissue of 5 UC patients
and 5 healthy controls, using data generated from the Agilent Human CpG Island
microarray.
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4.1.2

Results

We have found evidence of overall CpG Island hypermethylation in UC. This result
is consistent with previous findings in colorectal and other cancers. However,
differential methylation at the level of individual probes or CpG islands was not
significant following correction for multiple testing.

4.1.3

Conclusions

CpG Island hypermethylation is associated with UC, which may be a factor in the
increased risk of carcinogenesis. In this analysis, we have been unable to identify
which individual genes are more likely to be targeted by this methylation. This is
likely due to the small sample size, but it may also be the case that overall CpG
island hypermethylation in UC is not targeted at any particular genes.

4.2

Background

Inflammation is a normal biological response to damage caused by external factors such as physical injury, burns, toxins and infection by pathogens. In humans,
acute inflammation is a vital defense mechanism which is crucial to survival. It
causes infiltration of white blood cells to the affected area and leads to redness,
swelling, heat, pain and disturbance of function [257] [258]. In some cases, a persistent or prolonged inflammatory response may occur; this is known as chronic
inflammation and is the cause of harmful disorders such as celiac disease, asthma
and inflammatory bowel disease (IBD). Chronic inflammation is also associated
with approximately 20% of cancers in humans [259] [260]. Ulcerative colitis (UC)
is a common chromic inflammatory disease. It is a class of IBD and affects up
to 200 in 100,000 individuals in some populations [261]; it is characterized by
chronic inflammation of the gastrointestinal tract [262]. Common symptoms include abdominal pain, blood and pus in stools, diarrhea and weight loss. Medical
interventions include drugs, dietary change [263], or in severe cases, surgical removal of part of the bowel [264].
The causes of UC are not well understood, but early studies on twins revealed
a likely genetic component [265]. More recently, genome-wide association studies
(GWAS) have identified approximately 100 loci which are associated with UC, but
the individual contribution of these alleles is small, suggesting that susceptibility
is influenced by many genomic variants [266] [267] [268]. Sufferers of UC are 2to 3- times more likely than average to develop colorectal cancer (CRC), over
the course of their lifetime. Colitis associated cancer (CAC) is similar to sporadic
CRC, although the frequency and timing of malignancy is thought to be influenced
by the inflammation [256] [269] [270]. The most important factors determining
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risk are the duration, extent and severity of the UC [271] [272]. The use of antiinflammatory drugs has also been shown to significantly decrease the risk of cancer
in individuals suffering chronic inflammation, which establishes strong evidence
for a causal link between chronic inflammation and cancer [273].
Epigenetic changes, particularly DNA methylation and histone modification,
play a key role in cancer [274] (see Introduction chapter for detailed discussion).
CRC is among the cancers affected [275]. Methylation in cancer involves genomic hypomethylation and hypermethylation of gene promoter regions. These
lead to genomic instability and downregulation of tumor suppressor genes; factors
which, followed by a selection process, contribute to uncontrolled cell proliferation
[44][45][46]. Chronic inflammation is associated with aberrant DNA methylation
in several conditions, such as Barrett’s esophagus [276], chronic biliary tract inflammation [277] and IBD [271]. Several previous studies have identified an overlap between genes hypermethylated in UC and CRC (Table 1). This suggests
that inflammation associated DNA methylation in UC, may be a factor in the
increased risk of neoplastic transformation.
Gene Symbol
CDKN2A
ESR1
APC1A
APC2
SFRP1
SFRP2
F2RL1
SOCS3
TUSC3
CDH1
GDNF
ABCB1

Methylation Status
Promoter hypermethylation
Promoter hypermethylation
Promoter hypermethylation
Promoter hypermethylation
Promoter hypermethylation
Promoter hypermethylation
Promoter hypermethylation
Hypermethylation
Promoter hypermethylation
Hypermethylation
Hypermethylation
Hypermethylation

Disease
UC and CAC
UC and CAC
IBD and CAC
IBD and CAC
IBD and CAC
IBD and CAC
UC
CAC
UC
UC
UC
UC

Reference
[278][279][280]
[279][281]
[282]
[282]
[282]
[282]
[283]
[284]
[285]
[286]
[286]
[287]

Array
Y
Y
N
Y
Y
Y
Y
Y
Y
Y
Y
N

Table 4.1: Genes previously identified as differentially methylated in IBD, UC or
CAC [12]. The “Array” column refers to whether a gene is represented on the
Agilent Human CpG Island microarray.

In this chapter, we present the results of a study to characterize the genomewide differential CpG island methylation in UC, using the Agilent Human CpG
Island microarray. We compared promoter methylation in sigmoid colon tissue,
between five individuals suffering UC and five healthy controls. Methylated DNA
was isolated using the methylated DNA immunoprecipitation (MeDIP) protocol
and input DNA and DNA isolated using a 5-methylcytosine (5mC) antibody are
77

competitively hybridized to each array [288][289]. These data were generated in
the National Centre for Biomedical Engineering Science, NUI Galway (see Methods for details). Each microarray probe is targeted to a particular CpG site,
within a CpG island; the log ratio intensity for each probe indicates the level
of methylation of the corresponding targeted region. Comparing these levels of
methylation between UC and control samples gives an indication of the level of
differential methylation between the two phenotypes.
The majority of previous MeDIP-chip based experiments have set out to characterize a methylation pattern in a particular tissue or cell type [290][291]. Tools
such as Agilent Genomic Workbench [292], Ringo [293][294] and Batman [295][296]
have been used to analyse these experiments. Most commonly, methylation microarrays are used in an experimental design in which isolated methylated DNA
from two different phenotypes are hybridized to the same microarray [297][298];
in that case, genes of interest are usually identified using an arbitrary probe level
fold-change cutoff. The dataset discussed in this chapter is different, because
samples of each phenotype have been hybridized to different arrays. At the time
of writing, we are not aware of an equivalent published study, that has used the
MeDIP-chip protocol and this experimental design, with this platform. Thus,
we have analysed these data by developing methods based on existing strategies
for analysis of ChIP-chip and gene expression microarrays. We have compared
the performance of the various approaches by assessing their ability to find genes
which have previously been identified as differentially methylated in UC (Table
4.1).

4.3
4.3.1

Results and Discussion
Data quality assessment

Quality assessment steps for CpG Island methylation microarrays are slightly
different to those typically used for gene expression arrays. We used some of the
steps suggested by Palmke et al. [290] and also applied some methods tailored
specifically to this dataset. Boxplots of raw log intensity ratios did not indicate
any sizable scaling differences between arrays (Fig. 4.1). Quantile normalization
corrected the small differences that were evident (Fig. 4.2). We have also assessed
pseudo array images, which did not reveal any spacial hybridization artifacts (Fig.
6.2 in Appendix C).
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Figure 4.1: Boxplot of raw log intesity ratios. UC samples are highlighted in red.
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Figure 4.2: Boxplot of quantile normalized log intensity ratios. UC samples are
highlighted in red.
We used principle components analysis (PCA) to visualize the similarity between log intensity ratio patterns in UC and normal samples. If the experimental
condition was the main source of variation within the data, one would expect that
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UC and normal samples cluster on opposite ends of principle component 1 (PC1).
This is not the case for the raw or normalized data (Fig. 4.3 and 4.4). This suggests that some unknown factor(s) has a greater influence over the variability in
measured methylation levels in the 10 samples, than their status as UC or normal.
Any number of factors which influence methylation may be responsible, known
examples include smoking [299] and diet [300]. Only age and gender are available
as additional phenotypic information and we have included this on the PCA plots,
but it is clear that neither of these is correlated with PC1. This indicates that
there may be difficulty in achieving statistically significant results. However, UC
and normal samples cluster on PC7, which means that PCA analysis has identified
that there is potentially some subset of probes which vary consistently between
the two phenotypes. These could be identified by statistical analysis. PCs 1-10
are shown in figure 6.1 in Appendix C. The proportion of variance captured by
any of PCs 2-10 is much lower than that of PC1 (Fig. 4.5)
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Figure 4.3: PCA plot for raw log intensity ratio data, showing PC1 (x-axis) and
PC2 (y-axis). UC samples are highlighted in red.
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Figure 4.4: PCA plot quantile normalized log intensity ratio data, showing PC1
(x-axis) and PC2 (y-axis). UC samples are highlighted in red.

Figure 4.5: PCA scree plot, showing the proportion of variance captured by each
PC on the normalized data. This result is similar for the raw data.

4.3.2

Adapting a ChIP-chip approach to identify methylated loci

We have first used a ChIP-chip type approach to quantify the number of methylated loci in each sample. This will give an indication of whether overall hypermethylation is evident in UC. To do this, we used Ringo, which is a Bioconductor
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package designed for the analysis of two color ChIP-chip microarrays and genomic
tiling arrays, but can also be applied to some types of methylation experiments
[293]. Typical ChIP-chip experimental design is similar to MeDIP-chip; the difference is that, in the case of ChIP-chip, an antibody is used to isolate DNA
bound to a protein of interest, but with MeDIP-chip, an antibody is used to isolate methylated DNA. Thus, Ringo can be adapted to characterize methylation
profiles in MeDIP-chip samples [294][290].
The log intensity ratio distribution within a sample, for a typical ChIP-chip
experiment is expected to follow a bimodal distribution [293], with the enriched
probes contained in the smaller of two Gaussian distributions. Unsurprisingly,
this also applies to MeDIP-based two channel microarray experiments [11](Fig.
4.6), but in this case the smaller distribution contains the probes enriched for
methylation. The log intensity ratio distributions of our 10 samples are shown in
figure 4.7. Some of these distributions appear somewhat bimodal, while others do
not. This is not uncommon and the Ringo library implements functionality that
takes account of this when identifying enriched probes. The Agilent documentation provides an explanation for why a clear bimodal distribution is not always
evident, calling attention to the fact that different probes have different binding
affinities (referred to as “melting temperature”). Binning probes based on melting
temperature leads to cleaner enriched distributions and it is recommended that
direct probe comparisons are only made within these bins [11]. Consequently, on
each array, we divided probes into 17 bins of 0.1◦ C (Fig. 4.8). Using this approach,
we determined the number of enriched probes in each sample (see Methods for
details). A one sided t-test shows a greater number of enriched probes in the
UC (p = 0.036; Fig. 4.9), which is consistent with our expectations. To establish if there is evidence of differential methylation between different loci, we have
implemented statistical tests, which are discussed below.

Figure 4.6: Typical bimodal distribution of log-ratios expected from MeDIP-chip
experiment [11].
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4.3.3

Statistical inference of differentially methylated probes

We have used several different methods to identify candidate lists of differentially
methylated genes. None of these methods have been verified experimentally, nor
has any method that we are aware of for this type of experimental design. Because
of this we have used a list of genes previously found to be differentially methylated
in UC, IBD or CAC (Table 4.1) as a benchmark by which to compare the various
methods; 10 of the 12 genes in this table are represented on the Agilent Human
CpG Island microarray.
Identifying differential probe methylation using limma
We used the Bioconductor library limma (normally used for analysis of gene expression microarrays) to assess differential probe methylation between UC and
normal phenotypes. Unlike Ringo, this approach ignores the shape of the log
intensity ratio distribution and instead attempts to directly identify statistically
significant differences between UC and normal, in the quantile normalized log
intensity ratios of probes or groups of probes.
Unsurprisingly, given the results of PCA, none of the individual probes reach
the p < 0.05 threshold, following correction for multiple testing (Table 4.2). A
histogram of the raw p-values reveals that there are many more high p-values (and
hence much fewer low p-values) than would be expected by chance (Fig. 4.10).
Nonetheless, we know that there is some consistent variation between the two
phenotypes (identified by PC7), hence, we identified a list of nominally significant
probes by using the p < 0.05 threshold. This identified 615 probes. Of these
380 showed hypermethylation in the UC, compared to 235 in controls and this
difference is statistically significant (p = 5 × 10−9 from a binomial exact test).
again suggesting CpG island hypermethylation in UC. Of the 380 probes, 2 map
to genes previously identified as hypermethylated in UC (GDNF and APC2 ).
The probability of 2 or more of these 10 genes being identified by chance is 0.09
(this is calculated using the method developed in the next chapter). This test
assumes that all 10 previously reported genes are truly hypermethylated in all 5
of our UC samples; in reality, this is unlikely and as such 0.09 can be considered
a conservative p-value estimate.
Next, we conducted a similar analysis, but this time included PC1 as a covariate in the linear model (which is fitted for each probe using limma); this approach
will improve power to detect differential methylation of probes that are strongly
influenced by PC1, while sacrificing power to detect those which are not. These
types of methods, which use PCA to identify hidden confounding factors, that are
subsequently included in statistical models, have previously been applied to, for
example, eQTL analysis [301]. Again, no significant probes remained following
multiple testing correction. This time, 1,633 hypermethylated probes reached the
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p < 0.05 threshold. However, this did not appear to improve the power to detect
true associations, with only 3 of these probes mapping to the same set of 10 genes
which yields a less significant p-value than previously (p = 0.32). This suggests
that factoring in PC1 has not improved the analysis.
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Figure 4.10: P-value distribution for all probes, from the limma differential methylation analysis.

Probe ID
A 17 P17272535
A 17 P15810386
A 17 P15865576
A 17 P16393414
A 17 P16975164
A 17 P16879789
A 17 P15219918
A 17 P16897414
A 17 P16464772
A 17 P16645611

Gene Symbol
None
None
SLC35D3
LHPP
PIGW
FUS
FAM84A
IRX3
KIAA1394
PCDH9

Log FC
−0.41
−0.56
−0.56
−0.37
−0.65
−0.39
−0.49
−0.49
−0.82
−0.42

P-Value
1.09 × 10−03
1.15 × 10−03
1.35 × 10−03
1.87 × 10−03
2.18 × 10−03
2.70 × 10−03
2.86 × 10−03
3.32 × 10−03
3.50 × 10−03
3.53 × 10−03

Table 4.2: P-values for top 10 probes identified by limma. Negative fold-change
implies hypermethylation in UC. False discovery rates are 1 for all of these probes.
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Identifying differential probe methylation using fold changes and a nonstringent p-value threshold
The MicroArray Quality Control (MAQC) project has suggested, that in the case
of gene expression microarrays, identifying differentially expressed genes using a
fold change and non-stringent p-value cutoff leads to improved reproducibility,
although strict p-value based methods are still much more commonly used [302].
Consequently, we also tried a fold change based approach. We used probes with
p < 0.25 (as identified by limma) and selected 615 probes with the highest absolute value of log fold change. This number of probes was selected to facilitate
comparison with the previous analysis, which identified 615 probes with p < 0.05.
Again, many more of the probes identified are hypermethylated in UC (457 vs
158). Two of the set of ten genes of interest are identified, APC2 (also identified
by the p-value based approach) and SFRP2. This indicates that, for these data,
a fold change based cutoff has approximately the same power to detect differential methylation as a strict p-value cutoff. Importantly, this alternate approach is
again suggestive of CpG island hypermethylation in UC.
Identifying differential probe methylation using variance filter and ttests
We have also attempted to identify differentially methylated probes using t-tests.
To reduce the multiple testing problem, we first filter out 50% of probes, which
show the lowest variance across all samples, as these probes are unlikely to be
differentially methylated [303]. 214 probes reached the p < 0.05 threshold and of
these 165 showed hypermethylation in the UC (again consistent with the previous
approaches). Unsurprisingly, the probes identified are very similar to those obtained using limma, with 211 of the 214 probes also having p < 0.05 in the limma
analysis. However, the high false discovery rates remain and none of the probes
survive Benjamini and Hochberg correction for multiple testing (Table 4.3). Ttests do not improve on limma as regards finding genes which were previously
identified as hypermethylated in UC, with only one (APC2 ) of the two genes
identified by limma reaching p < 0.05.

4.3.4

Assessing differential methylation at CpG island level

The Agilent documentation states that “It is generally observed that CpG islands,
measured on the Agilent catalogue CH3 design array, are either fully methylated
or fully unmethylated”. This statement is not referenced, nor have we found any
supporting evidence in the literature. In fact, there are studies which show differential methylation occurring preferentially at CpG island shores [304]. This has
also been shown to be the case in colon cancer [305]. Nonetheless, we have applied
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Probe ID
A 17 P16393414
A 17 P17272535
A 17 P15000049
A 17 P16879789
A 17 P15366352
A 17 P15810386
A 17 P15865576
A 17 P16645611
A 17 P16672113
A 17 P15427385

Gene Symbol
LHPP
None
PPP2R3B
FUS
ASNSD1
None
SLC35D3
PCDH9
None
STAC

Log FC
−0.37
−0.41
0.34
−0.39
−0.38
−0.56
−0.56
−0.42
−0.41
−0.41

P-Value
5.27 × 10−04
5.96 × 10−04
1.36 × 10−03
2.21 × 10−03
3.60 × 10−03
3.64 × 10−03
4.37 × 10−03
5.20 × 10−03
5.33 × 10−03
5.58 × 10−03

Table 4.3: P-values and false discovery rates for top 10 probes from t-tests. Negative fold-change implies hypermethylation in UC. False discovery rates are 1 for
all of these probes.

two methods to assess whether there is evidence of CpG island level differential
methylation and tested performance as previously. CpG island level also has the
advantage of drastically reducing the multiple testing problem, as there are far
fewer CpG islands than individual microarray probes.
Comparing the median expression level of CpG islands
The first method has summarized each CpG island by their median probe expression level and used limma to assess differential methylation between UC and
normal phenotypes. We included only CpG islands which had at least two associated microarray probes and where all probes on the island were annotated to
the same gene. This yielded a set of 17,322 CpG islands which were associated
with 11,494 genes. Differential methylation analysis revealed a total of 78 CpG
island regions with p < 0.05, but as with the probe level analysis, none of these
was significant following multiple testing correction (Table 4.4). Also, none of
the 10 genes previously identified as hypermethylated in UC were identified as
nominally significant by this method, which gives no evidence that this method
provides meaningful insight.
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CpG Island Location
chr11:56950916-56951226
chr7:72364760-72365376
chr12:50938285-50939010
chr10:126268288-126268493
chr18:2903059-2903307
chr9:129604684-129605387
chr15:89298998-89299619
chrX:48974153-48974464
chr7:909233-909466
chr4:4917339-4917714

Gene Symbol
MSX1
CENTA1
TRIM50
FPGS
LHPP
SLC43A3
KRT7
RCCD1
EMILIN2
CACNA1F

Log FC
−0.26
0.18
−0.19
−0.20
0.20
0.17
0.20
0.19
0.18
0.22

P-Value
4.61 × 10−03
6.62 × 10−03
8.02 × 10−03
8.34 × 10−03
9.48 × 10−03
9.96 × 10−03
1.22 × 10−02
1.24 × 10−02
1.24 × 10−02
1.39 × 10−02

Table 4.4: Top 10 results for differential methylation of CpG islands assessed by
limma from the median log ratio intensity of each CpG island. False discovery
rates are 1 for all of these probes.

Assessing all probe fold changes on CpG islands
We have developed a second method for assessing differential methylation at CpG
island level. This attempts to identify CpG islands where many of the probes are
concordantly differentially hyper- or hypomethylated. To do so, we calculated a
fold change, between UC and normal, for each individual probe; then, for each
CpG island, used a one sample t-test to assess the degree to which these fold
changes deviate from zero. Again, this approach did not identify any significant
differential methylation, following correction for multiple testing; nor were any of
the genes previously identified as methylated in UC found among the nominally
significant genes. This indicates that it is unlikely that this method is useful for
identifying differential methylation in this case.

4.3.5

Gene set analysis

In order to determine the functional significance of the genes identified by our
analysis, we subjected the results to gene set analysis (GSA). We have found that
a severe bias affects this kind of assay. This stems from the fact that different
genes often have very different numbers of associated probes. Several previous
studies have applied GSA to high throughput methylation data and many of
these results are inaccurate. The next chapter contains a detailed discussion of
this bias and we have also proposed a novel method for an unbiased GSA in genome
wide methylation datasets. This approach reveals results which were previously
unidentifiable in this dataset.

89

4.4

Conclusions

We have found evidence of hypermethylation of CpG island regions in UC. This
conclusion is supported by two different approaches; firstly a ChIP-chip assay,
analyzed using the R package Ringo and secondly, a statistical analysis, using
limma. We were unable to identify statistically significant evidence of differential
methylation at the level of individual probes or CpG islands, after correction for
multiple testing. This may be due to the small numbers of samples. However, of
the approaches that we implemented, differential methylation analysis at probe
level, using limma, performed best in identifying genes that were previously found
to be hypermethylated in UC. We selected the genes identified by limma for GSA
and identified a severe bias which affects the analysis. This is the subject of the
next chapter.

4.5
4.5.1

Methods
Identifying methylation using Ringo

Raw microarray data were loaded in R and log intensity ratios were calculated.
As suggested by Agilent, in order to allow comparison, probes were binned by
melting temperature, into 17 bins of 0.1◦ C. These distributions were centered
and enriched probes were identified using the upperBoundNull() function from
the Ringo package. The numbers of enriched probes identified in samples of each
phenotype were then compared using a t-test.

4.5.2

UC Microarray Data

MeDIP was performed to capture methylated DNA sequence as previously described by Weber et al with slight modifications. Briefly, 10µg of 5-methylcytosine
antibody was incubated with 50µl of Dynabeads M-28 Sheep anti-mouse IgG
for 5 hours in immunoprecipitate (IP) buffer at 4◦ C. Genomic DNA was sonicated using the Branson digital sonifier and 4µg of genomic DNA was incubated
with the antibody-beads complex overnight at 4◦ C. Then, the DNA-antibodydynabeads complex was washed three times with IP buffer and incubated with
5µl of proteinase K for 2 hours at 55◦ C. In our experiment, we labeled the IP
DNA with fluorescent dye, cyanine 3 and reference (R) DNA with cyanine 5 and
co-hybridized to the Agilent microarrays. The MeDIP followed by CpG island
microarray analysis enables us to identify the methylated and unmethylated CpG
islands between long standing UC patients and age-matched control patients. Purification of labeled products, array hybridization and scanning were performed
at the functional genomics and high throughput screening facility at the National
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Centre for Biomedical Engineering Science, NUI Galway. These data have been
uploaded to GEO and are available under accession number GSE39188.

91

Chapter 5
Severe bias in gene set analysis
applied to high-throughput
methylation data
The content of this chapter has been submitted for publication as:
Geeleher, P., Hartnett, L., Affendi, RRA., Egan, LJ., Golden, A. and Seoighe, C.
Severe Bias in Gene-Set Analysis Applied to High-throughput Methylation Data.
Oncogene

5.1
5.1.1

Abstract
Background

Changes in DNA methylation play a major role in the development of cancer, for
example by silencing tumor suppressor genes. Because of its biological and clinical significance, several previous studies have compared genome-wide patterns of
methylation between phenotypes. The application of gene set analysis to identify
biological processes that are enriched for differentially methylated genes is often a
major component of these analysis. This can be used, for example, to identify biological processes that are perturbed by methylation in cancer development. This
chapter discusses gene set analysis applied to high throughput methylation data
in the context of the results from the previous chapter, as well as other publicly
available datasets.
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5.1.2

Results

Gene set analysis, as it is typically applied to genome-wide methylation assays
is severely biased as a result of differences in the numbers and sizes of CpG
islands associated with different classes of genes. We demonstrate this bias using
published data from a study of differential CpG Island methylation in lung cancer
and a data set we generated to study methylation changes in patients with longstanding ulcerative colitis (both experiments used the Agilent Human CpG Island
microarray) and show that several of the gene sets that appear enriched would
also be identified with randomized data. We also report a method to correct the
bias. Application of the corrected method to the lung cancer and ulcerative colitis
data sets provides novel biological insights into the role of methylation in cancer
development and chronic inflammation.

5.1.3

Conclusions

Gene set analysis is a very widely used tool in genomics research, but is unreliable
when genes belonging to different gene sets have, a priori, different probabilities
of appearing in the foreground list. We show that this is a particularly important effect in genome-wide methylation analysis and provide a method to correct
the bias. Our results have significant implications for several prior genome-wide
methylation studies that have inadvertently drawn conclusions on the basis of
strongly biased gene set analysis.

5.2

Background

The application of gene set analysis (GSA) is not restricted to the results of highthroughput gene expression measurements; the same approach is used for many
other high-throughput experiments. We focus on the application of GSA to the
results of high-throughput DNA methylation experiments. Microarrays have frequently been used to assess the methylation status of CpG sites and CpG islands
genome-wide. Platforms for this purpose have been developed by Agilent, Illumina and NimbleGen. Here, we analyze data generated using the Agilent Human
CpG Island microarray, which measures methylation levels at 244,000 CpG sites,
located within CpG islands. Applications of this platform have included the study
of CpG island methylation in leukemia [306] and in lung [307], prostate [297] and
breast [308] cancers. Several previous studies have applied GSA to lists of differentially methylated genes obtained using the Agilent Human CpG Island array,
including Helman et al. [298], who applied GSA to hypermethylated genes in
lung cancer, using the Bioconductor package GOstats and Dunwell et al. [309],
who assessed differentially methylated gene sets in childhood acute lymphoblastic
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leukemia (ALL) using the bioinformatics tool DAVID. In both cases, several functional categories of genes were identified as highly enriched among differentially
methylated genes.
We show that when GSA is applied to differentially methylated genes, detected
using microarrays, the results are strongly biased towards certain gene sets. The
bias stems from large differences between genes in the number of probes on the
array that map to CpG islands in the promoter region of the gene. This is because different gene promoters have very different CpG content [310], thus GSA
applied to data from any microarray designed to assay methylation of these CpG
dinucleotides may be affected by this bias. On the Agilent array, the number
of probes associated with each gene ranges from 1 to 285 (Fig. 5.1). Similar
platforms by NimbleGen (Human DNA Methylation 385K Promoter Plus CpG
Island Array) and Illumina (Infinium HumanMethylation450 BeadChip) contain
from 1-80 and 1-1288 probes per gene, respectively (Fig. 6.3 in Appendix D).
Given the criteria typically used to designate genes as differentially methylated
(e.g. [298][309]) genes with higher numbers of associated probes are more likely to
meet the criteria by chance (higher false positive rate). Indeed, there may also be
more power to detect a real differential methylation signal for these genes. These
factors combined mean that genes with more associated CpG probes are more
likely to be called as differentially methylated. Critically, there are often large differences between the mean numbers of probes that map to genes in different gene
sets; hence, gene sets that contain genes with large numbers of associated probes
are more likely to be identified as significant during GSA. We demonstrate this
problem for two kinds of experimental design using the Agilent platform. First, for
the lung cancer study described above and next for a study that we have recently
performed on methylation changes associated with ulcerative colitis (UC). We also
demonstrate that the same bias affects DNA methylation data generated using
high-throughput sequencing. Finally, we propose a method of unbiased gene set
analysis that uncovers previously unidentified, plausible and biologically relevant
patterns of differential methylation in these datasets.
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Figure 5.1: A histogram illustrating the distribution of the numbers of microarray
probes associated with each gene on the Agilent Human CpG Island Array.

5.3

Results and Discussion

Rauch et al. [307] used the Agilent Human CpG Island microarray to assess
methylation in five lung cancer samples compared to normal lung tissue and Helman et al. [298] applied GSA to identify hypermethylated gene sets in this dataset.
CpG islands were called as hypermethylated in a sample “when at least two adjacent probes, allowing a one-probe gap, within the CpG island scored a folddifference factor of > 2 when comparing tumor and normal tissue DNA” [307].
Genes were considered hypermethylated in lung cancer if any associated CpG
island met this criterion in four out of the five samples. A total of 102 hypermethylated genes were identified in this way. The R package GOstats was then
used to assess aberrant methylation of GO biological processes (BP) containing
between 100 and 1,000 genes. Differentiation/developmental and transcription
factor activity related gene sets were identified as highly significantly enriched
among the hypermethylated genes.
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5.3.1

Genes identified as hypermethylated have more associated probes

We obtained the dataset of Rauch et al. [307] from GEO (accession number
GSE9622 ) and, following their methodology (summarized above), we identified
73 genes hypermethylated in lung cancer, 71 of which overlap the 102 identified
in the original study. Our results are slightly different from the results reported
by Rauch et al. [307], as we mapped microarray probes to CpG island regions
of the hg18 human genome build (as opposed to hg17 in the original study).
The 73 hypermethylated genes identified had, on average, a far higher number
of associated probes than non-hypermethylated genes (39.6, compared to 9.7;
p < 2.2 × 10−16 from Wilcoxon rank sum test; Fig. 5.2(a)), suggesting that genes
with more associated reporters are more likely than other genes to appear in the
foreground list.

5.3.2

Strong bias in the results of GSA

We used GOstats to identify enriched gene sets for GO BPs in the size class
range used above and obtained results similar to Helman et al. [298]. The top
ten most significantly enriched GO categories are shown in Table 5.1. The mean
number of probes per gene in these ten gene sets was significantly higher, compared
to the mean for all other genes (15.5, compared to 8.8; p < 2.2 × 10−16 from
Wilcoxon rank sum test), suggesting that larger numbers of associated probes
may be at least partially responsible for the enrichment of these gene sets among
the hypermethylated genes. We performed a permutation test to investigate this
hypothesis further. Log-intensity ratios associated with each probe were permuted
randomly 100 times within each sample; for each permutation we repeated the
inference of differential methylation followed by GSA. To ensure that the results
were comparable with the original data, we modified the fold change cutoff for
differential methylation so that the average number of hypermethylated genes was
the same as in the original data. Given these random permutations, one would
expect approximately 5% of gene sets tested to be significantly enriched at p <
0.05. However, we found that, in 100 permutations, 34% of GO BP terms tested
had a median p-value less than 0.05. In particular, the gene sets in Table 5.1 all
showed evidence of enrichment among the genes called as differentially methylated
in most or all permutations (Fig. 5.2(b)). These results demonstrate that, using
the existing methodology, many of the gene sets tested achieve significance, even
when the input probe log intensity ratios are essentially randomly generated noise.
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Figure 5.2: (A) Number of probes associated with genes called as hypermethylated
and not hypermethylated in the lung cancer dataset. (B) Boxplots of − log10
p-values for the top 10 GO BPs (from Table 5.1) obtained from 100 random
permutations of probe values. The dashed red line shows the p = 0.05 threshold.
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5.3.3

Bias correction
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We used logistic regression to model the association between the odds of a gene
appearing in the foreground list (i.e. being detected as hypermethylated) and
the log-transformed number of microarray probes associated with the gene (Fig.
5.3). The model can be used to predict the probability of a gene appearing in
the foreground list as a function of the number of associated probes. Given these
probabilities, we calculated the expected number of foreground genes in each gene
set, under the null hypothesis of no association between gene set membership
and differential methylation, by summing the probabilities corresponding to each
gene in the gene set. Expected and observed numbers of foreground genes in
each gene set were then compared, either using a chi-squared goodness of fit test
or by simulation (see Methods). However, since the chi-squared goodness of fit
test is unreliable when expected counts are small [311] only the results of the
simulation-based method are discussed in the main text.
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Figure 5.3: Fit of the logistic regression to the lung cancer data. The logistic
regression is shown as the solid green line, with 95% confidence intervals shown
as dashed green lines. The blue points show the proportion of hypermethylated
genes, in bins of minimum size 100 genes. 95% confidence intervals for the bins
are shown as blue lines.
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Expected Count
7.40
1.94
1.10
3.36
3.38
1.63
0.85
4.15
1.29
5.15

P-value
7.48 × 10−17
8.07 × 10−17
2.98 × 10−16
3.74 × 10−16
4.42 × 10−16
7.88 × 10−16
2.56 × 10−15
4.84 × 10−13
1.34 × 10−12
6.79 × 10−12

FDR
1.18 × 10−14
1.18 × 10−14
2.59 × 10−14
2.59 × 10−14
2.59 × 10−14
3.85 × 10−14
1.07 × 10−13
1.77 × 10−11
4.36 × 10−11
1.99 × 10−10

Term
Anatomical Structure Morphogenesis
Embryonic Morphogenesis
Embryonic Organ Development
Embryonic Development
Organ Morphogenesis
Pattern Specification Process
Embryonic Organ Morphogenesis
Regulation of Transcription from RNA Polymerase II Promoter
Regionalization
Transcription from RNA Polymerase II Promoter

Count
21
17
15
25
19
15
35
25
15
13
11

Expected Count
7.34
4.68
3.56
10.87
7.75
5.45
20.91
13.06
6.08
5.21
4.34

P-value
1.00 × 10−06
1.00 × 10−06
1.00 × 10−06
4.00 × 10−06
1.80 × 10−05
7.30 × 10−05
1.15 × 10−04
1.75 × 10−04
1.69 × 10−04
3.61 × 10−04
7.87 × 10−04

FDR
9.77 × 10−05
9.77 × 10−05
9.77 × 10−05
2.93 × 10−04
1.05 × 10−03
3.56 × 10−03
4.81 × 10−03
5.70 × 10−03
5.70 × 10−03
1.06 × 10−02
2.10 × 10−02

Term
Embryonic Morphogenesis
Embryonic Organ Development
Embryonic Organ Morphogenesis
Embryonic Development
Pattern Specification Process
Skeletal System Development
Anatomical Structure Morphogenesis
Organ Morphogenesis
Regionalization
Sensory Organ Development
Anterior/Posterior Pattern Formation

Table 5.1: Top 10 GO BP categories for uncorrected gene set analysis (lung cancer).

Count
35
21
17
25
25
19
15
24
15
25

Table 5.2: GO BP categories with F DR < 0.05 for logistic regression corrected gene set analysis (lung cancer).

GOBPID
GO:0048598
GO:0048568
GO:0048562
GO:0009790
GO:0007389
GO:0001501
GO:0009653
GO:0009887
GO:0003002
GO:0007423
GO:0009952

GOBPID
GO:0009653
GO:0048598
GO:0048568
GO:0009790
GO:0009887
GO:0007389
GO:0048562
GO:0006357
GO:0003002
GO:0006366

The number of GO biological process categories that were significantly enriched
(F DR < 0.05) following correction was much smaller than the number that were
significant if the correction for the number of probes associated with each gene was
not carried out (11, compared to 72). In Table 5.2 “Embryonic Morphogenesis”
is now the most significant category (p = 9.8 × 10−5 , compared to p = 8.1 ×
10−17 , prior to correction). The expected number of hypermethylated probes for
“Embryonic Morphogenesis” rose from 1.94 to 7.34, but this is still considerably
less than the observed number of hypermethylated genes for this category, which is
21. This suggests that the reported hypermethylation of developmental associated
genes in lung cancer is not an artifact of the higher numbers of associated probes.
However, several of the gene sets identified in the original analysis are no longer
significant. These include gene sets related to transcription factor activity and,
perhaps importantly, the gene sets related directly to differentiation. The p-value
for “Regulation of Cell Differentiation” increased from p = 3 × 10−4 to p = 0.17
and “Cell Morphogenesis Involved in Differentiation” from p = 8.8 × 10−3 to
p = 0.34. This may bring into question the validity of the original conclusions of
Helman et al, that hypermethylation silences genes required for maintenance of
the differentiated state.

5.3.4

Application of corrected GSA to differential methylation in ulcerative colitis

We also applied the corrected GSA approach to a dataset that we generated to assess differential methylation in patients with long standing (more than 25 years)
ulcerative colitis (UC). These patients are at risk of developing colorectal cancer (CRC) [271]. We used Agilent Human CpG Island microarrays to compare
methylation patterns in sigmoid colon tissue between five individuals suffering
from ulcerative colitis and five healthy age-matched controls. This is a different
experimental design to the dataset discussed above. Cases and control samples
were hybridized to different microarrays. The Cy3 channels were hybridized with
immunoprecipitated methylated DNA (isolated using the MeDIP [312] approach)
from sigmoid colon tissue and the Cy5 channels were hybridized with input DNA
(both methylated and unmethylated) from sigmoid colon tissue of the same individual (see Methods for details). Thus, the log intensity ratio of a probe is, in this
case, indicative of the extent of methylation of a probe in a given sample. This is
in contrast to the lung cancer dataset, discussed above, which, like the majority
of datasets in the literature, was generated by hybridizing methylated DNA from
cancerous and normal tissue of the same individual to separate channels of the
same two-channel microarray. In this case the log intensity ratio on an array is
indicative of the level of differential methylation between lung and normal tissue.
The experimental design of the UC dataset allows results from gene set analysis
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to be corrected using sample label permutations, an established approach in both
gene expression and gene set analysis, used by tools such as SAM [133] and GSEA
[188]. We can thus assess the performance of our model-based correction for differences in numbers of mapped probes, by comparing to the results obtained from
sample label permutation.
We used the Bioconductor package limma [173] to identify probes that were
hypermethylated in the UC samples (p < 0.05), and all genes associated with at
least one hypermethylated probe were considered hypermethylated (see Methods
for details). This approach identified a foreground list of 380 genes for gene set
analysis, which was carried out using GOstats (Table 5.3). It is clear that many
of the functional categories identified in the lung cancer study are again among
the most significant. In fact, the Pearson correlation between the GO BP − log10
p-values from the lung cancer dataset and the UC dataset is 0.69 (p < 2.2 × 10−16 ;
Fig. 5.4(a)). This indicates that both experiments are finding similar p-values
for the same gene sets. This similarity may be biological, so that similar genes
are differentially methylated in the lung cancer and UC datasets. This would
be of interest since it might shed light on the involvement of chronic UC in the
development of colon cancer. However, because of the strong bias, discussed above,
this similarity could be completely artifactual – a result simply of the tendency
for genes associated with a large number of probes on the microarray to be called
differentially methylated.
To address these issues we performed a corrected GSA on the UC data set.
The logistic regression model again indicates a strong association between the
number of associated probes and probability of differential methylation (p < 2.2 ×
10−16 ; Fig. 5.5). Corrected p-values and corrected expected values for all 22 gene
sets with p < 0.05 are provided in Table 5.5. The Pearson correlation between
the corrected p-values in the UC and lung cancer datasets is considerably lower
than for the uncorrected results (r = 0.17, compared to r = 0.69; Fig. 5.4(b)).
Furthermore, after correction, the number of gene sets with p < 0.05 in the UC
dataset drops from 262 to only 22, suggesting that a large proportion of the results
from the original analysis were indeed artefacts.
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GOBPID
GO:0031589
GO:0008610
GO:0006644
GO:0019637
GO:0006629
GO:0044255
GO:0046486
GO:0043085
GO:0006913
GO:0051169
GO:0009607

GOBPID
GO:0003002
GO:0048562
GO:0009790
GO:0009952
GO:0048568
GO:0007389
GO:0048598
GO:0009887
GO:0016055
GO:0031589

Expected Count
4.23
2.79
11.30
3.06
3.59
5.43
6.38
11.03
3.67
2.54

P-value
8.52 × 10−05
1.04 × 10−04
1.57 × 10−04
2.37 × 10−04
9.44 × 10−04
1.10 × 10−03
1.86 × 10−03
3.45 × 10−03
3.73 × 10−03
3.90 × 10−03

Term
Regionalization
Embryonic Organ Morphogenesis
Embryonic Development
Anterior/Posterior Pattern Formation
Embryonic Organ Development
Pattern Specification Process
Embryonic Morphogenesis
Organ Morphogenesis
Wnt Receptor Signaling Pathway
Cell-Substrate Adhesion

P-value
1.59 × 10−02
2.38 × 10−02
2.38 × 10−02
2.38 × 10−02
3.17 × 10−02
3.17 × 10−02
3.17 × 10−02
3.97 × 10−02
3.97 × 10−02
3.97 × 10−02
3.97 × 10−02

Term
Cell-Substrate Adhesion
Lipid Biosynthetic Process
Phospholipid Metabolic Process
Organophosphate Metabolic Process
Lipid Metabolic Process
Cellular Lipid Metabolic Process
Glycerolipid Metabolic Process
Positive Regulation of Catalytic Activity
Nucleocytoplasmic Transport
Nuclear Transport
Response to Biotic Stimulus

Table 5.4: GO BPs with p < 0.05 for label permutation corrected gene set analysis (UC).

Count
8
12
7
7
20
14
5
17
8
8
9

Table 5.3: Top 10 GO BP categories for uncorrected gene set analysis (UC).

Count
14
11
25
11
11
14
15
21
10
8
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Count
12
8
7
17
7
11
18
7
6
6
14
20
8
8
11
8
10
7
5
9
14
14

Expected Count
5.37
3.15
2.78
9.91
2.92
5.93
11.37
3.26
2.57
2.57
8.30
13.04
3.99
4.01
6.33
4.13
5.65
3.46
2.17
4.91
9.02
8.98

P-value
5.01 × 10−03
7.24 × 10−03
1.27 × 10−02
1.54 × 10−02
1.65 × 10−02
2.15 × 10−02
2.70 × 10−02
2.72 × 10−02
2.80 × 10−02
2.80 × 10−02
2.89 × 10−02
2.94 × 10−02
3.07 × 10−02
3.13 × 10−02
3.32 × 10−02
3.76 × 10−02
3.79 × 10−02
3.79 × 10−02
4.01 × 10−02
4.02 × 10−02
4.72 × 10−02
4.97 × 10−02

Term
Lipid Biosynthetic Process
Cell-Substrate Adhesion
Phospholipid Metabolic Process
Positive Regulation of Catalytic Activity
Organophosphate Metabolic Process
Embryonic Organ Morphogenesis
Positive Regulation of Molecular Function
Regulation of Cellular Component Biogenesis
Organic Acid Biosynthetic Process
Carboxylic Acid Biosynthetic Process
Cellular Lipid Metabolic Process
Lipid Metabolic Process
Nucleocytoplasmic Transport
Nuclear Transport
Anterior/Posterior Pattern Formation
Cellular Cation Homeostasis
Wnt Receptor Signaling Pathway
Nucleoside Monophosphate Metabolic Process
Glycerolipid Metabolic Process
Response To Biotic Stimulus
Regionalization
Positive Regulation of Apoptosis

Table 5.5: GO BPs with with p < 0.05 for logistic regression corrected gene set analysis (UC).

GOBPID
GO:0008610
GO:0031589
GO:0006644
GO:0043085
GO:0019637
GO:0048562
GO:0044093
GO:0044087
GO:0016053
GO:0046394
GO:0044255
GO:0006629
GO:0006913
GO:0051169
GO:0009952
GO:0030003
GO:0016055
GO:0009123
GO:0046486
GO:0009607
GO:0003002
GO:0043065

(A) Uncorrected GSA; R2=0.48
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(B) Logistic regression corrected GSA; R2=0.028
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Figure 5.4: Scatterplot of − log10 p-values for each GO BP category tested in the
lung cancer and ulcerative colitis datasets for (A) the uncorrected GSA and (B)
the corrected GSA. In each plot, a linear regression line is shown in red.
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Figure 5.5: Fit of the logistic regression to the UC data. The logistic regression
is shown as the solid green line, with 95% confidence intervals shown as dashed
green lines. The blue points show the probability of differential methylation,
as calculated by grouping the data by number of associated probes, in bins of
minimum size 100 genes. 95% confidence intervals for the bins are shown as blue
lines.
We also corrected the UC GSA results using sample label permutation (Table
5.4). All 11 of the gene sets identified by label permutation are also identified
by our logistic regression-based correction for differences in numbers of mapped
probes and the top three most significantly enriched gene sets identified by the
two methods are the same. The similarity to the results of an independent and
robust permutation-based approach provides good evidence that our corrected
GSA has performed well. By comparison, only 7 of the 11 gene sets identified
using label permutation were detected using the uncorrected GSA, despite an order of magnitude more processes reported significant in the latter analysis. The
results identified by the corrected method are also highly plausible. Although,
the false-discovery rates are high (Table 5.4), a number of biological processes
related to lipids appear to be hypermethylated in UC. It has recently been shown
that colonic mucus from UC patients has decreased phosphatidylcholine (a class
of phospholipid) content and that the addition of phosphatidylcholine reduced inflammation [313]. Our results suggest, for the first time, that DNA hypermethylation of genes involved in lipid biosynthesis may be one of the causes of decreased
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phosphatidylcholine. The gene CHPT1 (cholinephosphotransferase 1) appears in
our foreground list (ranked 42nd at p = 9.1 × 10−3 ) of candidate genes hypermethylated in UC. This gene is known to catalyze phosphatidylcholine biosynthesis [314] and is included in the foreground list on account of microarray probe
(A 17 P08575667 ), which targets part of a CpG island in the promoter region of
this gene. This suggests that hypermethylation may be the causative mechanism
in the disruption of this process; however, the p-value associated with this probe
is not significant following correction for multiple testing and the relationship
requires further investigation. “Cell-substrate adhesion” was also enriched for hypermethylated genes. Increased intestinal permeability is known to be associated
with UC [315] [316] and hypermethylation of these genes may play a role in this
association.
Where label permutation is possible (e.g. in the UC experimental design but
not in the case of the lung cancer data set) it can be used to perform GSA in a way
that is robust to the differences in the number of probes per gene. However, it is
likely that the corrected method that we describe provides better power to detect
gene sets that are enriched for differentially methylated genes. The statistical
significance that can be achieved by a permutation method can be very limited
due to the relatively small sample sizes that are often encountered in genome-wide
methylation experiments. For example, the minimum p-value that can be obtained
by label permutations in our case with two groups of five samples is 7.9×10−3 (see
Methods). Approaches that make use of the extent of over-representation of a gene
class (beyond comparing the over-representation between observed and permutedlabel data) can achieve much higher power, but at the expense of lower robustness,
for example to confounding factors such as the differences in detection power
between different gene classes (discussed here). By correcting for the bias caused
by differences in the number of associated probes, we detected a larger number of
gene sets that were nominally significant than were detected using permutation
(22 gene sets reached the nominally significant p < 0.05 threshold, compared
to 11 using label permutation). There is evidence to suggest that some of the
additional gene sets are biologically relevant. Using our method we identified
the “Wnt Receptor Signaling Pathway” (p = 3.7 × 10−2 ), but this reached only
p = 0.36 using the permutation based approach. Hypermethylation of genes
in this pathway has been previously identified in IBD and these genes have been
shown to become progressively more methylated during IBD associated neoplastic
transformation [282]. This suggests that correcting for the bias in the number
of probes per gene is still potentially insightful, even when the option of label
permutation is available.
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5.3.5

GSA bias in methylation analysis using high-throughput
sequencing

We have recently performed a HELP-seq assay to study the effect of pro-inflammatory
factor IL-6 on DNA methylation in human epithelial colorectal adenocarcinoma
cells (in preparation). The experiment compared methylation levels in three IL6 treated samples and three controls. The methylation of each CCGG site was
estimated from the angle subtended by the two-dimensional vector comprising
counts of short reads derived from samples digested with MSP1 and HPAII as
described by Suzuki et al. [317]. A gene was considered differentially methylated
if any one of its associated CCGG sites consistently achieved an angle value of
> 60 in one set of samples and < 30 in the other set. Similarly to the case of
the microarray probes, there are large differences in the numbers of CCGG sites
associated with each gene (Fig. 5.6). We assessed hyper- and hypomethylation
of both gene promoters and gene bodies. Unsurprisingly, the same bias that affected the microarrays is evident in HELP-seq, in that genes with more associated
CCGG sites are more likely to be called as “differentially methylated” and hence
more likely to appear in the foreground list for GSA. The corrected analysis was
performed exactly as described for microarrays, except that the number of associated microarray probes per gene is replaced with the number of associated
CCGG sites. Plots of the logistic regression models are provided in figures 6.4 to
6.7 in Appendix D. Tables of the corrected results for GO BPs (of the same size
class as before) are provided in tables 6.8 to 6.11 in Appendix D. Again, there
is clear evidence of a bias and hence, researchers applying GSA to the results of
high-throughput sequencing for genome-wide methylation analysis should account
for this bias either using a permutation strategy, which may have low power, particularly for modest numbers of samples, or by correcting the bias using a method
such as the one we propose.
In general, when different genes and gene sets are associated with different a
priori probabilities of appearing in the foreground list as a consequence of factors
other than those that are of biological interest there is the potential for bias. This
arises in many, if not most GSA applications, including applications of GSA to
the results of genome-wide association studies as well as genome-wide analysis. It
is common in GSA to associate multiple and different numbers of features with
each gene; typically, multiple features are collapsed onto single gene identifiers.
For instance, the popular web-based GSA tool, DAVID [185][186] offers the option
to use microarray probe IDs (e.g. from methylation or gene expression arrays)
as foreground and background lists. These are converted to unique gene IDs
prior to statistical analysis. When there is a difference in the numbers of probes
associated with each gene this can give rise to the bias that we have outlined in
this paper. The approach we used here can account for this bias by modeling the
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Figure 5.6: Histograms illustrating the distribution of the numbers of CCGG sites
associated with each (left) promotor regions and (right) gene body region.
relationship between the number of features (e.g. probes) associated with a gene
and its probability of appearing in the foreground list.

5.4

Conclusions

We have identified a severe bias that causes spurious results in gene set analysis of
results from microarray and high throughput sequencing based DNA methylation
assays. This bias is caused by differences in the numbers of CpG sites associated
with each gene. We have developed a method to correct for this and applied it
to reanalyze the results of a published study of differential methylation in lung
cancer and to a dataset that we generated from ulcerative colitis samples. Based
on our analysis, there is no evidence that the hypermethylation in lung cancer is
targeted towards genes involved in maintaining a differentiated state or towards
transcription factors, as was originally reported, although the evidence for hypermethylation of genes associated with embryonic development remains. The
application of our corrected GSA method to the UC dataset revealed evidence of
hypermethylation of some highly relevant biological processes in ulcerative colitis,
including lipid biosynthesis and cell-substrate adhesion.
Several other published studies have applied gene set analysis to DNA methylation microarray data, using similar experimental designs and analysis methodologies to the lung cancer study discussed here. We have demonstrated the bias
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in the case of one DNA methylation microarray, but the same considerations apply to other similar microarray platforms (from Illumina and NimbleGen) and to
methylation data generated using high-throughput sequencing strategies. Results
obtained by applying uncorrected GSA to these data are likely to be affected by
the bias we describe and should be reanalyzed, taking into account the numbers
of probes or CpG sites per gene. Given the increasing popularity of these types
of experiments, researchers should be aware of and correct for this severe bias.
The method that we have developed can be applied to both microarray and HTS
based assays and has the potential to uncover biologically relevant results that
would otherwise be overlooked.

5.5
5.5.1

Methods
Logistic regression model

We used the glm() function in R [167] to fit a logistic regression model to gene
hypermethylation status as a function of the log-transformed number of probes on
the array that map to the gene. Log-transformation of the explanatory variable,
which had a heavy tailed distribution (Fig. S1), was found to improve the fit
of the model substantially, as judged by the Akaike Information Criterion [318].
Given the regression model we estimated the probability of hypermethylation of
each gene as a function of the number of probes that were mapped to the gene. In
order to visualize the fit of the model to the data (e.g. Fig. 2), we grouped genes
according to the number of associated probes, in bins of minimum size 100 genes.
The probability of methylation was calculated for each bin from the proportion
of hypermethylated genes.

5.5.2

Corrected gene set analysis

Each gene was associated with a probability of hypermethylation from the logistic
regression model, based on the number of probes that map to the gene, independently of gene set membership. Thus, the expected number of hypermethylated
genes in the gene set under the null hypothesis (that hypermethylation is independent of gene set membership, given the number of probes that map to the
gene) is the sum of these probabilities. This expected number of hypermethylated
genes can be compared to the number observed using the chi-squared goodness of
fit test. The chi-squared statistic is
−Eother
set
χ2 = OsetE−E
+ Oother
Eother
set
where
Oset and Eset are the observed and expected numbers of hypermethylated
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genes in a gene set and Oother and Eother are the observed and expected numbers
of hypermethylated genes not in the gene set.
Because the chi-squared goodness of fit test is unreliable when expected counts
are small [311], we also developed an approach based on randomization. One
million foreground/background groups were generated randomly such that the
probability of a gene appearing in the foreground list was equal to its probability
of hypermethylation, given the number of associated probes. GSA was applied
to each randomly generated foreground/background group using GOstats version
2.14.0, with annotations from version 2.4.1 of the org.Hs.eg.db library. A corrected
GSA p-value for each gene set was calculated as the proportion of random data
sets with an enrichment odds ratio at least as extreme as the observed enrichment
odds ratio.

5.5.3

Gene set analysis using label permutation

Sample labels were rearranged in all possible combinations. As there were a total
of 10 samples, split equally between UC and control phenotypes, this yielded a
total of 126 distinct arrangements of the samples. For each of these arrangements
the enrichment odds ratio test statistic was recalculated for each gene set. P-values
were calculated as the proportion of the test statistics that were as extreme, or
more extreme, than the test statistic corresponding to the observed data.
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Chapter 6
Conclusions and scope for future
work
In this thesis we have uncovered novel insights into the genetics of miRNA regulatory effect (chapter 2) and CpG island hypermethylation in ulcerative colitis
(chapter 4). In chapter 3 we have developed a method to improve the absolute
level of gene expression estimates in microarrays and in chapter 5 we have developed a new method to correct gene set analysis on high throughput genome
wide methylation platforms. Much of this work leaves questions which could be
pursued as part of future research projects.
In chapter 2, we discovered that the regulatory effect of miRNAs is a heritable
trait in humans and uncovered an association with a SNP (rs17409624) in and
intronic region of the gene DROSHA. This association was evident in both populations assayed. However, we have thus far been unable to establish the mechanism
by which this SNP affects miRNAs. Interestingly, since the publication of this
work, it has come to our attention that this same SNP is also associated with
BMI in British populations (p = 0.01) [319]. There have also been studies which
have reported that miRNAs play a key role in the differentiation of adipose tissue
and a number of miRNA have been shown to be differentially expressed in these
tissues in overweight individuals [320] [321]. These observations suggest a possible link between obesity and the regulatory effect of miRNAs, although further
research will be required to establish a clear link.
Chapter 3 developed a novel method called seqArray for estimating gene expression in microarray experiments. This method dramatically improved the estimation of absolute gene expression level within samples, which is not an application for which these arrays have traditionally been useful. We have also developed
a method that improves sensitivity to change in gene expression level across samples, by discarding probes which are likely not to be informative. Both of the
approaches would likely benefit from more training data. Presently, there are
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very few datasets publicly available for which both microarray and RNA-seq data
are available and are of suitable quality. A more diverse set of training data would
allow the seqArray models to predict gene expression in a more diverse range of
conditions, which should allow for more broadly applicable models. Similarly for
the alternate method, more training data would allow greater power in detecting
which probes are more useful in estimating expression. It should also be possible
to adapt seqArray to estimate transcript expression. This would require transcript
expression to be estimated on the RNA-seq training set using an application like
Cufflinks and a modeling technique which allows for a multivariate response would
be needed for training. Currently, there is no way of reliably estimating transcript
expression from exon microarray data.
Chapters 4 and 5 analysed CpG island methylation in ulcerative colitis. We
first established that there is evidence of CpG island hypermethylation genome
wide, but we were unable to identify which regions are targeted at gene level.
We also established that a severe bias affects GSA when applied to this type of
data and we developed a method to correct this bias. Then, using the results of
our modified GSA approach, we identified some individual genes which may be
targets of methylation. Among the interesting results are the genes relating to lipid
proteins, with hypermethylation of CHPT1 perhaps particularly relevant, because
of its involvement in catalyzing phosphatidylcholine biosynthesis. However, these
results have as yet not been validated experimentally. There are many other
studies in the literature which have applied GSA to methylation data in a similar
way to the lung cancer study which we have discussed, these studies should be
re-analysed and it is likely that in many cases biologically relevant findings will
be uncovered when an unbiased approach is applied.
The method that we developed could in theory be applied to any GSA where
there is an obvious confounding variable. One example of this is RNA-seq, where
it is known that there is more power to detect differential expression from genes
which have more mapped reads [322]. Our method could easily model the probability of a gene appearing in the GSA foreground list, based on its number of
mapped reads; it would then be possible to correct for this confounder in the
same way as we corrected for the number of associated probes in the methylation
data. With RNA-seq, our method could be particularly useful when sample sizes
are small and sample label permutations have little power. Also, at present our
GSA method has only been implemented as a basic R script, but this could be
implemented as an R package as part of future work.
Overall, this thesis has demonstrated the utility of high throughput genomics
techniques in deriving biological insights, much of which would have been impossible only a few years ago. Our work into the genetics of miRNA regulatory effect
and genome wide CpG island methylation in ulcerative colitis are examples of
this. The major drawback of these kinds of data is that it has never been eas112

ier to generate seemingly meaningful, statistically significant results, using flawed
analysis approaches. Gene set analysis applied to high throughput methylation
data was one example of this. These types of issues are inevitable, but provide
us with the opportunity to develop novel analytical approaches, that properly
account for biases in the data. We have done this in correcting the bias in high
throughput methylation data, which has revealed previously undetectable insight
into the pathology of lung cancer and ulcerative colitis.
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[40] J. F. Costello, M. C. Frühwald, D. J. Smiraglia, L. J. Rush, G. P. Robertson,
X. Gao, F. A. Wright, J. D. Feramisco, P. Peltomaki, J. C. Lang, D. E.
Schuller, L. Yu, C. D. Bloomfield, M. A. Caligiuri, A. Yates, R. Nishikawa,
H. Su Huang, N. J. Petrelli, X. Zhang, M. S. O’Dorisio, W. A. Held, W. K.
Cavenee, and C. Plass. Aberrant cpg-island methylation has non-random
and tumour-type-specific patterns. Nat Genet, 24(2):132–138, Feb 2000.
[41] P. A. Jones and P. W. Laird. Cancer epigenetics comes of age. Nat Genet,
21(2):163–167, Feb 1999.
[42] Peter A Jones and Stephen B Baylin. The epigenomics of cancer. Cell,
128(4):683–692, Feb 2007.
[43] Manel Esteller. Aberrant dna methylation as a cancer-inducing mechanism.
Annu Rev Pharmacol Toxicol, 45:629–656, 2005.
[44] Andrew P Feinberg and Benjamin Tycko. The history of cancer epigenetics.
Nat Rev Cancer, 4(2):143–153, Feb 2004.

117

[45] Manel Esteller. Cpg island hypermethylation and tumor suppressor genes: a
booming present, a brighter future. Oncogene, 21(35):5427–5440, Aug 2002.
[46] A. Merlo, J. G. Herman, L. Mao, D. J. Lee, E. Gabrielson, P. C. Burger,
S. B. Baylin, and D. Sidransky. 5’ cpg island methylation is associated
with transcriptional silencing of the tumour suppressor p16/cdkn2/mts1 in
human cancers. Nat Med, 1(7):686–692, Jul 1995.
[47] L. F. Lock, N. Takagi, and G. R. Martin. Methylation of the hprt gene on
the inactive x occurs after chromosome inactivation. Cell, 48(1):39–46, Jan
1987.
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Lémann, Arie Levine, Cecile Libioulle, Edouard Louis, Dermot P McGovern, Monica Milla, Grant W Montgomery, Katherine I Morley, Craig Mowat,
Aylwin Ng, William Newman, Roel A Ophoff, Laura Papi, Orazio Palmieri,
135

Laurent Peyrin-Biroulet, Julián Panés, Anne Phillips, Natalie J Prescott,
Deborah D Proctor, Rebecca Roberts, Richard Russell, Paul Rutgeerts,
Jeremy Sanderson, Miquel Sans, Philip Schumm, Frank Seibold, Yashoda
Sharma, Lisa A Simms, Mark Seielstad, A. Hillary Steinhart, Stephan R
Targan, Leonard H van den Berg, Morten Vatn, Hein Verspaget, Thomas
Walters, Cisca Wijmenga, David C Wilson, Harm-Jan Westra, Ramnik J
Xavier, Zhen Z Zhao, Cyriel Y Ponsioen, Vibeke Andersen, Leif Torkvist,
Maria Gazouli, Nicholas P Anagnou, Tom H Karlsen, Limas Kupcinskas,
Jurgita Sventoraityte, John C Mansfield, Subra Kugathasan, Mark S Silverberg, Jonas Halfvarson, Jerome I Rotter, Christopher G Mathew, Anne M
Griffiths, Richard Gearry, Tariq Ahmad, Steven R Brant, Mathias Chamaillard, Jack Satsangi, Judy H Cho, Stefan Schreiber, Mark J Daly, Jeffrey C
Barrett, Miles Parkes, Vito Annese, Hakon Hakonarson, Graham RadfordSmith, Richard H Duerr, Séverine Vermeire, Rinse K Weersma, and John D
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Appendix A - The regulatory
effect of miRNAs is a heritable
genetic trait in humans
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152

Subtracted mean RE-score p-val
581.25 × 10−12
101.34 × 10−12
739.98 × 10−12
8.59 × 10−03
3.07 × 10−12
2.92 × 10−12
5.79 × 10−12
73.37 × 10−06
833.80 × 10−03
4.54 × 10−03
213.80 × 10−06
61.10 × 10−06
37.72 × 10−03
228.42 × 10−06

miRNA expression p-val
0.39
0.30
0.54
0.32
0.80
0.60
0.79
0.59
0.20
0.99
0.28
0.55
0.20
0.19

No. of targets genes
564
1039
309
91
319
319
1241
103
5
6
70
172
220
7

Subtracted mean RE-score p-val
96.03 × 10−03
428.63 × 10−27
500.38 × 10−30
42.39 × 10−27
81.90 × 10−27
24.33 × 10−18
358.31 × 10−15
1.40 × 10−18
608.53 × 10−15
126.45 × 10−18
6.27 × 10−12
73.55 × 10−27
26.98 × 10−03

miRNA expression p-val
0.32
0.06
0.72
0.10
0.06
0.65
0.88
0.18
0.73
0.07
0.40
0.01
0.18

No. of targets genes
6
1114
1004
1241
1241
1094
142
73
172
297
141
1037
7

Table 6.2: P-values for the associations between the RE-scores of 13 highly variable miRNAs and “subtracted mean
RE-score” or the actual expression level of the miRNA (YRI).

miRNA name
hsa-miR-151-5p
hsa-miR-17
hsa-miR-27a
hsa-miR-30c
hsa-miR-30e
hsa-miR-340
hsa-miR-361-5p
hsa-miR-628-3p
hsa-miR-642
hsa-miR-768-3p
hsa-miR-768-5p
hsa-miR-9
hsa-miR-933

Table 6.1: P-values for the associations between the RE-scores of 14 highly variable miRNAs and “subtracted mean
RE-score” or the actual expression level of the miRNA (CEU).

miRNA name
hsa-miR-142-5p
hsa-miR-181a
hsa-miR-183
hsa-miR-193a-5p
hsa-miR-221
hsa-miR-222
hsa-miR-30a
hsa-miR-339-5p
hsa-miR-551b
hsa-miR-574-3p
hsa-miR-625
hsa-miR-642
hsa-miR-665
hsa-miR-933

hsa-miR-30c
hsa-miR-542-3p
hsa-miR-30a
hsa-miR-30e
hsa-miR-625*
hsa-miR-140-3p
hsa-miR-634
hsa-miR-30b
hsa-miR-342-3p
hsa-miR-551b
hsa-miR-939
hsa-miR-302d*
hsa-miR-106b
miRPlus 42526
hsa-miR-16
hsa-miR-34b
miRPlus 17858
hsa-miR-642
hsa-miR-620
hsa-miR-32*
miRPlus 28431
hsa-miR-92a
hsa-miR-628-3p
hsa-miR-130a
hsa-miR-768-5p
hsa-miR-485-3p
hsa-miR-30e*
hsa-miR-183
hsa-miR-106b*
hsa-miR-768-3p
hsa-miR-361-3p
hsa-miR-886-5p
hsa-miR-30d
hsa-miR-149*
hsa-miR-365
hsa-miR-483-5p
miRPlus 42521
hsa-miR-513a-5p
hsa-miR-26b
hsa-miR-363

hsa-miR-223
hsa-miR-519e
miRPlus 42487
hsa-miR-19a
hsa-miR-503
hsa-miR-887
hsa-miR-424
hsa-miR-335
miRPlus 42793
miRPlus 42745
hsa-miR-29b-1*
hsa-miR-92b
hsa-miR-933
hsa-miR-487b
hsa-miR-600
hsa-miR-29a*
hsa-let-7f
hsa-let-7e
hsa-miR-491-3p
hsa-miR-29c
hsa-miR-20a
hsa-miR-151-5p
miRPlus 17848
hsa-miR-301a
hsa-miR-105
hsa-miR-23b
hsa-let-7i
miRPlus 27560
hsa-miR-185*
hsa-miR-300
hsa-miR-374a
hsa-let-7c
hsa-miR-193a-5p
hsa-miR-510
hsa-let-7g
hsa-miR-15b
hsa-miR-668
hsa-miR-363*
hsa-miR-340*
hsa-miR-193b*

hsa-miR-30c-2*
hsa-miR-125a-5p
hsa-miR-921
hsa-miR-423-3p
hsa-miR-17
hsa-miR-29b
hsa-miR-550
hsa-miR-620
hsa-miR-574-3p
hsa-miR-33a
hsa-miR-629*
hsa-miR-374b
hsa-miR-18b
hsa-miR-516a-5p
hsa-miR-23a
miRPlus 42856
hsa-miR-141
hsa-miR-339-5p
hsa-miR-637
hsa-miR-24
hsa-miR-27a
hsa-miR-671-5p
hsa-miR-320a
hsa-miR-221
hsa-miR-103
hsa-let-7d
hsa-miR-583
hsa-miR-10a
hsa-miR-625
hsa-miR-183*
hsa-miR-185
miRPlus 17952
hsa-miR-129-5p
hsa-miR-148a
hsa-miR-15a
hsa-miR-107
hsa-miR-340
hsa-miR-222
hsa-miR-675
hsa-miR-32

miRPlus 17869
hsa-miR-186
hsa-miR-9*
hsa-miR-886-3p
hsa-miR-20b*
hsa-miR-525-5p
hsa-miR-7
hsa-miR-21*
hsa-miR-371-5p
hsa-miR-140-5p
hsa-miR-20a*
miRPlus 42780
hsa-let-7a
hsa-miR-923
hsa-miR-665
hsa-miR-185
hsa-miR-181b
hsa-miR-658
hsa-miR-766
hsa-miR-210
hsa-miR-27b
hsa-miR-374b*
hsa-miR-148b
hsa-miR-30b*
hsa-miR-142-3p
hsa-miR-21
hsa-miR-181a
hsa-miR-146b-5p
hsa-miR-574-5p
hsa-miR-93
hsa-miR-130b
hsa-miR-20b
hsa-miR-1
hsa-miR-9
hsa-miR-34a
hsa-miR-885-5p
hsa-miR-150*
hsa-miR-196a*
hsa-miR-519e*
hsa-miR-132

hsa-miR-18a
hsa-miR-101
hsa-miR-29a
hsa-miR-198
hsa-miR-744
hsa-miR-191
hsa-miR-519d
hsa-miR-298
hsa-miR-361-5p
hsa-miR-331-3p
hsa-miR-193b
hsa-miR-765
hsa-miR-518c*
hsa-miR-106a
hsa-miR-590-5p
hsa-miR-549
hsa-miR-155*
hsa-miR-184
hsa-miR-98
hsa-miR-25
hsa-miR-378
hsa-miR-142-5p
hsa-miR-155
hsa-miR-720
hsa-miR-22
hsa-miR-28-5p
hsa-miR-425
hsa-miR-576-3p
hsa-miR-520d-5p
hsa-miR-19b
hsa-miR-25*
hsa-miR-138
hsa-miR-518a-5p/hsa-miR-527
hsa-miR-129*
hsa-miR-26a
hsa-miR-146a
hsa-miR-494
hsa-miR-17*
hsa-miR-423-5p
hsa-miR-138-1*
hsa-miR-524-5p

Table 6.3: The complete list of 201 miRNAs whose expression was tested for
association with rs17409624.
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Core
0.062
0.071
0.062
0.072
0.0778
0.0886
0.0786
0.0897
0.0973
0.1095
0.0980
0.1104

Extended
0.059
068
0.060
0.069
0.0709
0.0845
0.0717
0.0855
0.0874
0.1025
0.0879
0.1033

Core
0.069
0.075
0.067
0.080
0.0848
0.0947
0.0875
0.1002
0.1047
0.1166
0.1073
0.1217

Extended
0.068
0.073
0.065
0.078
0.0783
0.0903
0.0809
0.0957
0.0950
0.1097
0.0972
0.1145

Table 6.5: Across sample Pearson correlations (ATP=0.163).

Only Top 50% Positive Probes

Only Positive Probes

All Probes

Unadjusted
With DABG
With Zeroing
With DABG and Zeroing
Unadjusted
With DABG
With Zeroing
With DABG and Zeroing
Unadjusted
With DABG
With Zeroing
With DABG and Zeroing

Table 6.4: Across sample Spearman correlations (APT=0.154).

Only Top 50% Positive Probes

Only Positive Probes

All Probes

Unadjusted
With DABG
With Zeroing
With DABG and Zeroing
Unadjusted
With DABG
With Zeroing
With DABG and Zeroing
Unadjusted
With DABG
With Zeroing
With DABG and Zeroing

Full
0.067
0.073
0.065
0.078
0.0771
0.0892
0.0798
0.0945
0.0932
0.1084
0.0953
0.1131

Full
0.058
0.067
0.060
0.068
0.0694
0.0830
0.0701
0.0840
0.0856
0.1006
0.0861
0.1014
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Core
0.909
0.918
0.918
0.923
0.922
0.929
0.925
0.930
0.930
0.935
0.932
0.936

Extended
0.904
0.914
0.914
0.920
0.915
0.922
0.918
0.924
0.926
0.932
0.928
0.933

Core
0.923
0.926
0.924
0.927
0.870
0.875
0.871
0.875
0.904
0.906
0.905
0.907

Extended
0.879
0.916
0.883
0.917
0.853
0.861
0.853
0.861
0.886
0.895
0.887
0.895

Table 6.7: Within sample Pearson correlations (ATP=0.196).

Only Top 50% Positive Probes

Only Positive Probes

All Probes

Unadjusted
DABG
With Zeroing
With DABG and Zeroing
Unadjusted
With DABG
With Zeroing
With DABG and Zeroing
Unadjusted
With DABG
With Zeroing
With DABG and Zeroing

Table 6.6: Within sample Spearman correlations (ATP=0.845).

Only Top 50% Positive Probes

Only Positive Probes

All Probes

Unadjusted
With DABG
With Zeroing
With DABG and Zeroing
Regular
With DABG
With Zeroing
With DABG and Zeroing
Regular
With DABG
With Zeroing
With DABG and Zeroing

Full
0.878
0.920
0.881
0.920
0.870
0.878
0.870
0.879
0.883
0.893
0.883
0.894

Full
0.903
0.913
0.913
0.919
0.914
0.921
0.917
0.923
0.925
0.931
0.928
0.932

Appendix C - CpG island
hypermethylation is associated
with ulcerative colitis
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Figure 6.1: Clustering of UC data on principle components 1 to 10.
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Figure 6.2: Pseudo array images of log intensity ratios, for the 10 Agilent Human
CpG Island microarrays.
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Appendix D - Severe bias in gene
set analysis applied to
high-throughput methylation
data
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Figure 6.3: A histogram illustrating the distribution of the numbers of microarray
probes associated with each gene on (a) the NimbleGen Human DNA Methylation
385K Promoter Plus CpG Island Array and (b) the Illumina Infinium HumanMethylation450 BeadChip.
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Figure 6.4: Fit of the logistic regression to the HELP-seq data (for gene body
hypermethylation).
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Figure 6.5: Fit of the logistic regression to the HELP-seq data (for gene body
hypomethylation).
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Figure 6.6: Fit of the logistic regression to the HELP-seq data (for promoter
hypermethylation).
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Figure 6.7: Fit of the logistic regression to the HELP-seq data (for promoter
hypomethylation).
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GOBPID
GO:0048562
GO:0042692
GO:0051960
GO:0048568
GO:0050877
GO:0045595
GO:0060284
GO:0007600
GO:0050767
GO:0061061

GOBPID
GO:0007017
GO:0006913
GO:0051169
GO:0034613
GO:0070727
GO:0006886
GO:0000226
GO:0034504
GO:0019953
GO:0033365

Count
16
12
12
20
20
18
9
8
16
9

Size
255
192
193
434
437
396
153
124
393
167

Expected Count
6.51
4.90
4.93
11.08
11.16
10.11
3.91
3.17
10.03
4.26

P-value
0.00086
0.0038
0.0039
0.01
0.01
0.01
0.02
0.01
0.04
0.03

Corrected p-value
0.0014
0.0028
0.0029
0.01
0.01
0.01
0.01
0.01
0.01
0.01

Count
4
5
6
4
14
9
6
7
5
6

Size
107
132
166
140
763
434
178
363
146
261

Expected Count
0.82
1.01
1.27
1.07
5.84
3.32
1.36
2.78
1.12
2.00

P-value
0.01
0.0034
0.0017
0.02
0.0019
0.01
0.0024
0.02
0.01
0.01

FDR
0.22
0.24
0.24
0.31
0.31
0.42
0.46
0.43
0.64
0.51

Corrected p-value
0.0041
0.01
0.01
0.01
0.01
0.01
0.01
0.02
0.02
0.03

Table 6.9: GSA results from the HELP-seq analysis - gene body hypomethylation.

Term
Embryonic Organ Morphogenesis
Muscle Cell Differentiation
Regulation Of Nervous System Development
Embryonic Organ Development
Neurological System Process
Regulation Of Cell Differentiation
Regulation Of Cell Development
Sensory Perception
Regulation Of Neurogenesis
Muscle Structure Development

Table 6.8: GSA results from the HELP-seq analysis - gene body hypermethylation.

Term
Microtubule-Based Process
Nucleocytoplasmic Transport
Nuclear Transport
Cellular Protein Localization
Cellular Macromolecule Localization
Intracellular Protein Transport
Microtubule Cytoskeleton Organization
Protein Localization In Nucleus
Sexual Reproduction
Protein Localization In Organelle

FDR
0.23
0.16
0.16
0.32
0.16
0.20
0.16
0.32
0.19
0.29

Corrected FDR
0.72
0.72
0.72
0.72
0.72
0.72
0.72
0.85
0.88
0.88

Corrected FDR
0.53
0.53
0.53
0.59
0.59
0.69
0.69
0.69
0.69
0.69
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GOBPID
GO:0009966
GO:0023051
GO:0007178
GO:0010648
GO:0019226
GO:0030099
GO:0051047
GO:0006310
GO:0006917
GO:0012502

GOBPID
GO:0009308
GO:0006575
GO:0032269
GO:0051248
GO:0044283
GO:0044106
GO:0045926
GO:0001558
GO:0034641
GO:0006519

Count
7
4
4
4
5
5
3
4
6
5

Size
391
159
171
177
305
302
111
192
429
345

Expected Count
2.26
0.92
0.99
1.02
1.76
1.75
0.64
1.11
2.48
1.99

P-value
0.01
0.01
0.02
0.02
0.03
0.03
0.03
0.03
0.04
0.05

Corrected p-value
0.0049
0.01
0.01
0.01
0.02
0.02
0.02
0.02
0.02
0.03

Count
13
13
5
6
7
4
3
3
6
6

Size
890
890
145
249
400
143
104
113
323
324

Expected Count
4.69
4.69
0.76
1.31
2.11
0.75
0.55
0.60
1.70
1.71

P-value
0.00069
0.00069
0.00099
0.0019
0.01
0.01
0.02
0.02
0.01
0.01

Corrected p-value
0.0027
0.0027
0.0029
0.0036
0.0046
0.01
0.01
0.01
0.01
0.01

Table 6.11: GSA results from the HELP-seq analysis - promoter hypomethylation.

Term
Regulation Of Signal Transduction
Regulation Of Signaling Process
Transmembrane Receptor Protein Serine/ Pathway
Negative Regulation Of Cell Communication
Transmission Of Nerve Impulse
Myeloid Cell Differentiation
Positive Regulation Of Secretion
Dna Recombination
Induction Of Apoptosis
Induction Of Programmed Cell Death

Table 6.10: GSA results from the HELP-seq analysis - promoter hypermethylation.

Term
Amine Metabolic Process
Cellular Amino Acid Derivative Metabolic Process
Negative Regulation Of Cellular Protein Metabolic
Negative Regulation Of Protein Metabolic Process
Small Molecule Biosynthetic Process
Cellular Amine Metabolic Process
Negative Regulation Of Growth
Regulation Of Cell Growth
Cellular Nitrogen Compound Metabolic Process
Cellular Amino Acid And Derivative Metabolic

FDR
0.16
0.16
0.16
0.24
0.32
0.32
0.32
0.32
0.32
0.32

FDR
0.96
0.96
0.96
0.96
0.96
0.96
0.96
0.96
0.96
0.96

Corrected FDR
0.32
0.32
0.32
0.32
0.32
0.32
0.32
0.32
0.32
0.32

Corrected FDR
0.79
0.79
0.79
0.79
0.79
0.79
0.79
0.79
0.79
0.79

