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Abstract
This thesis aims to provide the state of the art “nature-inspired computing” (NIC) approaches
and investigate their applications in system dynamics (SD) models. Specifically, we will focus
on particle swarm optimisation (PSO), genetic algorithms (GAs) and cooperative coevolutionary approaches (CCEAs), and their application in the beer distribution game (BDG). Three
pieces of work have been conducted in this thesis.
Firstly, we focus on improving the performance of PSO. PSO is an intelligent random search
algorithm, and the key to its success is to effectively balance between the exploration and
the exploitation of the solution space. This thesis presents a new dynamic topology called
“gradually increasing directed neighbourhoods (GIDN)”. Each particle begins with a small
number of connections and there are many small isolated swarms that improve the exploration
ability. At each iteration, we gradually add a number of new connections between particles
which improves the ability of exploitation. A series of experiments show that the PSO with
GIDN performs much better than a number of the state of the art algorithms.
Secondly, we are concerned with the applications of the PSO approaches to the BDG. The
BDG offers a complex simulation environment involving multidimensional constrained parameters. In order to obtain the optimal strategies for the BDG, we proposed the use of our
PSO with GIDN. A number of the state of the art PSO algorithms and GAs have also been
used as benchmarks. Two scenarios for the BDG are examined. In one scenario, all sectors
use the same inventory management strategies while, in the other one, each sector has different strategies. The optimal strategies and their performance for both scenarios are examined.
Furthermore, our PSO’s performance is also investigated.
Finally, we investigate the applications of CCEAs to the BDG. CCEAs are a flexible multipopulation based framework. Each population can evolve independently and have their own
goals. We have developed a coevolutionary framework for evolving strategies across this fourtier BDG. Our results identify the effects of two different management strategies on the supply
chain performance. The first is where sectors are individually oriented, and the second is
where sectors cooperate to achieve a common goal and are group oriented. We design two
fitness approaches to reflect both management strategies. We have used this framework to
identify the impact of these two strategies on the supply chain performance. Furthermore, two
different demand patterns: a step input and uniformly distributed demand are also examined.
A series of managerial insights have been derived from our extensive simulations.
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Chapter 1

Introduction
Complex systems have special responses which cause many of the failures and frustrations
experienced in trying to improve their behavior. As used here the phrase “complex system”
refers to a high-order, multiple-loop, nonlinear feedback structure. All social systems belong
to this class. The management structure of a corporation has all the characteristics of a
complex system. Similarly, an urban area, a national government, economic processes, and
international trade all are complex systems. Complex systems have many unexpected and little
understood characteristics.

—- Notes on Complex Systems in Urban Dynamics (Forrester, 1969, Page 107).

A complex system contains a large number of interconnected components (agents, processes,
etc.) that as a whole exhibit one or more properties (behaviour among the possible properties) not obvious from the properties of the individual components (Bar-Yam, 2003; Tesfatsion, 2002). The most common features of complex systems are: large number of elements
and interactions, non-linearity of characteristics depicting its behaviour, hierarchical structure,
non-decomposability, unpredictability and self-organisation (Auyang, 1999; Bar-Yam, 2003;
Mesjasz, 2009). The complexity stems from multiple nonlinear interacting feedback structures
(Forrester, 1969). Many social systems are complex systems as they have most of characteristics of complex systems (Forrester, 1969; Mesjasz, 2009; Sterman, 2000), and their behaviour
cannot easily or intuitively predicted.

1
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It is always difficult and challenging to make optimal decisions in a complex system. This
arises from the characteristics of complex systems and limits of the human rationality (Forrester, 1969; Morecroft, 1983; Simon, 1957, 1978).
Many characteristics of social systems mislead people. For example, a stock can rise even if
the inflow is falling (obviously, when the inflow, though falling, remains above the outflow).
Similarly, a national debt can grow even as its deficit reduces. Many people find such behaviour highly counterintuitive (Sterman, 2002). Counterintuitive behaviour can significantly
impact our decisions and subsequently system performance. Jay Forrester pointed out that
three counterintuitive behaviours of social systems are especially dangerous (Forrester, 1971).
First, social systems are inherently insensitive to most policy changes that people choose in an
effort to alter the behaviour of systems. For example, it is difficult to change people’s smoking
behaivour. Low tar and nicotine cigarettes may help smokers reduce intake of carcinogens
and carbon monoxide. However, actually the intake is increased as smokers compensate for
the low nicotine content by smoking more cigarettes per day, by taking longer, more frequent
drags, and by holding the smoke in their lungs longer (Sterman, 2001). Second, social systems seem to have a few sensitive influence points through which behaviour can be changed.
Furthermore, these influence points are not straightforward and usually counterintuitive. For
example in an urban system, if one wishes to revive the economy of a city and make it a better
place for low-income as well as other people, housing is a sensitive control point. However
the solution is not to build more low-income housing, but appears that the amount of lowincome housing must be reduced. Finally, social systems exhibit a conflict between short-term
and long-term consequences of a policy change. Take the urban system as an example, in
a short term, building more low-income housing can revive the economy, however, it would
cause traffic congestion, pollution and many other problems in a long term. Forrester further
argues that most people believe cause and effect are closely related in time and space, while in
complex dynamic systems cause and effect are often distant in time and space.
On the other hand, as human beings, we are intendedly rational as we are always trying to
understand problems and make sensible decisions (Jones, 1999; Morecroft, 1985). However,
we only have bounded rationality and are limited by the information and knowledge we have,
the cognitive capability of our minds, and the time we have to make decisions (Morecroft,
1983; Simon, 1957, 1978).
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It may require both deep understanding of the social systems and extensive computational
power to make optimal or even effective decisions. In order to gain a better understanding of
social system problems, many modelling approaches have been proposed and applied such as
System Dynamics (SD) and Agent-based Modelling (ABM) (Epstein, 2007; Forrester, 1958,
1961). SD and ABM model social systems from different perspectives and each has their own
advantages and disadvantages. SD is a modelling approach to policy analysis and design (Forrester, 1958, 1961; Sterman, 2000). SD provides a higher level representation of systems and
processes (Forrester, 1958, 1961; Sterman, 2000). It is extremely useful for identifying the
important variables and their causal linkages in a system (Senge, 2006). It can be applied to
dynamic problems arising in complex social, managerial, economic, or ecological systems –
literally any dynamic systems characterised by interdependence, mutual interaction, information feedback, and circular causality. ABM attempts to understand and even predict complex
system phenomena through simulating actions or interactions of autonomous agents (Epstein,
2002, 2007; Gilbert and Troitzsch, 2005). It is a bottom up modelling approach as it models
real systems from the lower (micro) level of systems and examines the emergent behaviour as
a whole. In an ABM model, individuals such as people and firms can be represented explicitly
and have their own decision rules. ABM enables the inclusion of more detailed information
and more complicated behaviour. However, for many ABM models that contain a large number of agents such as people, vehicles, and products, it is usually difficult to analyse and has
heavy performance burden (Osgood, 2009).
Many models have been successfully developed to provide insight into the behaviour of complex systems, for example, the Beer Distribution Game (BDG) (Jarmain, 1963; Sterman, 1984,
1989a). The BDG has been widely used to examine human decision behaviour, supply chain
management issues, and nonlinear dynamics phenomenon (Barlas and Gunduz, 16 March
2011; Mosekilde and Laugesen, 2007; O’Donnell et al., 2009; Ouyang and Daganzo, 2011;
Patterson, 2009; Sterman, 1989b; Strozzi et al., 2007). However, much remains to be learned
about the dynamics of these models and techniques for identifying policies that improve a
system’s dynamic behaviour. Traditionally, learning about a model is essentially through trial
and error using one simulation at a time (Coyle, 1996). The success of this method depends
on the modelers’ intuition and experience, however, it also consumes considerable effort in
terms of costs and time. Since complex nonlinear models can generate many counterintuitive
behaviours, gaining insight into dynamics of a complex system has often been a challenging
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task (Sterman, 2000).
The emergence of approaches inspired from nature, which are also known as “Nature-inspired
Computing” (NIC), provide a promising solution to tackle the challenges of identifying policies that improve the dynamic behaviour. The advancement of computer science and the remarkable growth of computing power have made the emergence of nature inspired computing possible. Through learning how nature behaves under various situations to solve complex problems, many methodologies have been developed according to principles of selforganisation and complex systems (Holland, 1975; Liu and Tsui, 2006). These methodologies include hill-climbing optimisation, simulated annealing, evolutionary algorithms, particle
swarm optimisation, neural networks and artificial immune systems (Bonabeau et al., 1999;
Darwin, 2008; Goldberg, 1989; Holland, 1975; Kennedy, 2006; Kirkpatrick et al., 1983). For
example, evolutionary algorithms are inspired from the processes of nature evolution such
as inheritance, mutation, selection, and crossover (Darwin, 2008; Goldberg, 1989; Holland,
1975). Particle swarm optimisation is inspired by socially self-organised populations such as
bird flocking and fish schooling (Eberhart and Kennedy, 1995; Heppner and Grenander, 1990;
Kennedy and Eberhart, 1995; Reynolds, 1987). Compared with traditional approaches such
as numeric and gradient-based optimisation, NIC approaches have the advantages of less restrictive requirements, a high level of parallelization, and global search abilities. Therefore,
NIC approaches are especially suitable for modelling and solving complex and dynamic systems, and they have been successfully applied in other disciplines such as biology, physics,
engineering, economy and management (Eberhart and Shi, 2001; Said, 2005).
This thesis aims to investigate the applications of NIC approaches to SD models. Specifically,
we will focus on evolutionary approaches and particle swarm optimisation (PSO) and their
applications in the beer distribution game model.

1.1 System Dynamics Models Analysis with Nature Inspired Computing
SD originated as a modelling approach designed specifically for modeling business and social
systems, by Jay Forrester in the late 1950s (Forrester, 1958, 1961). This field was initially
known as “Industrial Dynamics” due to Forrester’s seminal work including the article from
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Harvard Business Review in 1958: “Industrial Dynamics: a major breakthrough for decision
makers?” and the book “Industrial Dynamics”. These works are still a significant statement of
philosophy and methodology in the field. Within several years of these publications, the span
of applications grew from corporate and industrial problems to include the management of
research and development, urban stagnation and decay, commodity cycles, and the dynamics of
growth in a finite world (Forrester, 1968, 1969, 1971, 1973; Meadows, 1977). It is now applied
in economics, public policy, environmental studies, defense, theory-building in social science,
and other areas, as well as its home field, management (Coyle, 1996; Coyle and Gardiner,
1991; Sterman, 2000).
One of significant challenges of system dynamics is how to analyse models including parameter estimation, model calibration, and policy optimisation. There are several approaches
available to tackle this challenge. The first one is a manual approach. This approach depends
on the modelers’ intuition and experience for improving system behaviour over time (Coyle,
1977). It is essentially a trial-and-error process and therefore can be challenging to get the
model right. It is also time-consuming, especially for beginners. Within the field of SD, there
are two main advances to trial and error experimentation and policy analysis: formal control
theoretic methods, and optimisation through repeated simulation. The formal control theoretic approaches include eigenvalue analysis, linear control theory, model control theory, and
optimal control theory (Kampmann and Oliva, 2006; Mohapatra and Sharma, 1985; Mojtahedzadeh et al., 2004; Sharma, 1985). These approaches can be powerful, but they require
substantial assumptions and a good level of analytical knowledge. Analytic approaches can
provide excellent insight into the dominance shifts in feedback loops, and so help to identify
which loops can be targeted during policy analysis. The idea of simulation by optimisation was
proposed by Keloharju in 1982 (Keloharju, 1983; Keloharju and Wolstenholme, 1988). Since
then it has gained wide popularity and this has become an important dimension of system
dynamics (Coyle, 1985, 1999; Wolstenholme and Al-Alusi, 1987).
The optimisation approach is a significant extension of system dynamics capabilities. Coyle
has stated that “Optimisation is probably the most powerful development in system dynamics
since Forrester’s original stroke of brilliance in inventing the field” (Coyle, 1996). The merits
of using optimisation for policy design in SD models have been demonstrated by many researchers such as Coyle, Keloharju, Wolstenholme and Dangerfield (Coyle, 1985; Dangerfield
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and Roberts, 1996; Keloharju and Wolstenholme, 1989). In summary, this approach has been
used in the following three aspects of SD models analysis (Graham and Ariza, 2003):

1. Policy optimisation. This usually involves using an optimisation approach to identify the
possible optimal policies. The policy in a model is represented by a group of parameters. The parameters can be changed automatically by the optimisation approaches. The
performance of a policy is measured by an objective function which might be minimum
cost or maximum profit. Sometimes, it is not easy to choose an objective function as
a model’s performance is determined by many aspects. Therefore, it should be chosen
with some care.
2. Model calibration. This is also known as data fitting. It also involves objective functions.
However, the objective function here is to measure the goodness of a model to available
data. This is commonly represented as the differences between data produced from the
model and data from real world. Similarly, the optimisation approach is used to identify
a set of parameters that minimise the differences.
3. Simulating decision processes too complex to represent within a SD model. For example, Homer (1999) presents an example where a micro-level model was necessary
to generate the parameters driving macro behaviour in field service dynamics (Homer,
1999). The micro-level model portrays the daily queuing and assignment of service
jobs. In this model he employs integer programming techniques to solve the assignment
problems. More recently, the evolutionary algorithms, especially, genetic algorithms
(GAs) provides an evolutionary and competitive environment, where the agents compete
with each other for survival as they continually adapt to an ever-evolving environment
(Holland, 1975; Holland and Miller, 1991). Furthermore, GAs have been widely used
by these researchers as learning representations for their economic agents (Tesfatsion,
2002).

To date, the majority approaches adopted in SD models analysis are from NIC, including
hill-climbing optimisation, simulated annealing and genetic algorithms. This stems from the
complexity of identifying the optimal combinational parameters (or policies). It is impossible
to solve combinational optimisation problems using traditional approaches with a limited time
(Goldberg, 1989). That is also why NIC approaches are so attractive and useful. The NIC
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approaches are usually used to automatically search for a candidate policy and are generally
applicable to any dynamic model.
In the early stage of SD optimisation research, researchers mainly adopted the hill-climbing
approach. It is an iterative algorithm that starts with an arbitrary solution to a problem, then
attempts to find a better solution by incrementally changing a single element of the solution.
If the change produces a better solution, an incremental change is made to the new solution, repeating until no further improvements can be found. This approach was integrated in
DYSMAP (Dynamic Simulation Model Application Programme) (Cavana and Coyle, 1982)
and is known as DYSMOD (Dynamic Simulation Model Optimiser and Developer) (Keloharju, 1983). Subsequently, the policy design process is greatly facilitated by DYSMOD. For
example, Wolstenholme and Al-Alusi applied this approach to a defence model and concluded
that the optimisation approach can significantly contribute to the analysis of the defence model
by highlighting new interactions between the two fire strategies between two forces (Wolstenholme and Al-Alusi, 1987).
The simulated annealing algorithm is an alternative approach for system dynamics optimisation. This algorithm was proposed by Kirkpatrick et al (Kirkpatrick et al., 1983). This
algorithm is named by analogy to the annealing of metal. When a metal is brought to very
high heat and allowed to cool slowly, the molecules have time to arrange themselves globally
in a low-energy state. Similarly, when parameters are randomly varied, vigorously at first but
then less and less, a selection bias toward better solutions will in theory guide this random
walk to the best global solution. The optimisation process may be relatively well protected
against getting stuck in local optima, a known problem with traditional hill-climbing algorithms. Graham and Ariza have applied this approach to answer dynamic, hard and strategic
questions in a marketing resource allocation problem faced by a high-tech company (Graham
and Ariza, 2003). Their optimisation results revealed a potential valuation increase of roughly
30 percent relative to executives intuitive allocations. Scenario analysis also revealed the basic
policy direction (more advertising) to be robust, and in the process resolved several traditional
conundrums in dealing with adverse events in the marketplace.
Genetic algorithms (GAs) have emerged as a major approach to system dynamics optimisation in recent years. Genetic algorithms provide a promising approach to solve the complex
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problems more efficiently and effectively. Grossman has adopted a genetic algorithm to examine a large scale socio-economic transformation model (Grossmann, 2002). McSharry has
examined malaria infections in Bolivia using a genetic algorithm (McSharry, 2004). Duggan
proposed an equation based policy optimisation based on genetic algorithms (Duggan, 2008).
In summary, a number of approaches have been successfully used to tackle the challenges of
analysing SD models, and especially, NIC approaches provide a promising solution. These approaches can be applied to enhance our understanding of decision making in complex systems,
in particular, the Beer Distribution Game.

1.2 A Motivation Example–The Beer Distribution Game
The BDG was developed by several professors in 1960s at the Massachusetts Institute of Technology (MIT) (Forrester, 1961; Jarmain, 1963). It has become a well known board game and
has been played by thousands of people all over the world (Sterman, 1992, 2000).
The traditional game is normally played by four players, representing four individuals, a retailer, a wholesaler, a distributor and a manufacturer. Each individual faces a challenge involving how they manage their current stock inventories. Each participant in the game seeks to
minimise their total cost by managing their inventories in the face of uncertain demand. This
simple game generates complex and often non-linear dynamics. It has been shown through
simulation and also real life experiments that game participants find it extremely difficult to
perform well in this game. Their decisions commonly result in large divergences which are far
from optimal behaviour. These result in large oscillations, deterministic chaos and other forms
of complex behaviour (Mosekilde and Laugesen, 2007; Sterman, 1989b).
Although the BDG has been used almost for a half century as an introduction to systems thinking, dynamics, computer simulation, and management, this model was, and is still broadly
being used for education and research (Patterson, 2009). It has been widely employed to
educate business and industrial engineering students on the dramatic instabilities (e.g. the
bullwhip effect) and other nonlinear behaviour observed in real-world production and distribution systems (Adams et al., 2005; Chen and Samroengraja, 2000; Cronin and Gonzalez, 2007;
Knolmayer et al., 2007). It also has been employed to demonstrate the benefits of information
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sharing, supply chain management, and eCollaboration in the supply chain. More importantly,
it is also an excellent research model and has been used to conduct research on the effect of
feedback structures on the behaviour of systems (“structure drives behaviour”), supply chain
management issues (e.g. optimisation, coordination, trust and inventory management), nonlinear dynamics, and decision-making behaviour (Barlas and Gunduz, 16 March 2011; Croson
and Donohue, 2005, 2006; Forrester, 1961; Jarmain, 1963; Larsen et al., 1999; Lu et al., 2007;
Mosekilde and Larsen, 1988; Mosekilde and Laugesen, 2007; O’Donnell et al., 2006; Ouyang
and Daganzo, 2011; Patterson, 2009; Senge, 2006; Souza et al., 2000; Sterman, 1989b, 2000,
2006; Strozzi et al., 2007; Thomsen et al., 1992) 1 .

1.2.1

Research Opportunities

Although there is a significant body of research on the BDG, there are still further research
opportunities on this classical multi-stages supply chain. The BDG is a still valuable model to
investigate supply chain management issues. We highlight a number of research opportunities
as follows:

More extensive experimentation with the BDG parameters: There are opportunities to extend the traditional BDG optimisations along a number of dimensions. For example,
most existing research uses the anchoring-and-adjustment heuristic to examine the BDG
proposed by Sterman (Carlsson and Fuller, 2001; Coppini et al., 2009; Kimbrough et al.,
2002; Mosekilde and Laugesen, 2007; O’Donnell et al., 2009, 2006; Patterson, 2009;
Sterman, 1989b; Strozzi et al., 2007). We will discuss this heuristic in detail in Section
2.2.2. This heuristic involves four parameters (α, β, θ, S ′ ). The combination of these
parameters corresponds to a set of behaviour for a given participant. However, most
existing research only considers two parameters (α, β) while ignoring the other two parameters (θ, S ′ ) 2 . This is mainly due to the complexity of the BDG. On one hand,
the parameters (θ, S ′ ) certainly have strong impact on the performance of the BDG. On
the other hand, it is really challenging to identify the optimal combination of these four
parameters for each participant as there will be 16 parameters to be optimised 3 .
1

In Section 2.3 we present a comprehensive review of these existing studies related to the BDG.

2

The value of θ is usually fixed to 0.25, and the value of S ′ is fixed to 17.

3

This occurs when we allow each agent freely choose their policy. Each agent has to decide 4 parameters, and
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In addition to this, more complex demand patterns can be explored. Most existing studies only examine simple customer demand patterns (Carlsson and Fuller, 2001; Coppini
et al., 2009; Croson and Donohue, 2003, 2005, 2006; Kimbrough et al., 2002; Mosekilde and Laugesen, 2007; O’Donnell et al., 2009, 2006; Patterson, 2009; Sterman, 1989b,
2000, 2006; Strozzi et al., 2007). The customer demand is initially fixed at 4 cases of
beer until week 4, and then changes to 8 cases until the game ends. Demand patterns
in the real world certainly would be not so simple. But the impact of complex demand
patterns is still unclear.
New algorithms for the BDG: In order to explore the research opportunities discussed above,
an enhanced NIC approach is required. The PSO approach, as an emerged computational
paradigm, has not been investigated, and therefore it may provide an alternative tool. It
is an open research challenge that is how to enhance the existing PSOs and then apply
them to address the research opportunities in the BDG.
A new method for exploring decision making in the BDG: The existing research mainly assumes that all sectors cooperate to achieve a common goal and are group oriented (Carlsson and Fuller, 2001; Coppini et al., 2009; Kimbrough et al., 2002; O’Donnell et al.,
2009, 2006; Sterman, 1989b; Strozzi et al., 2007). In real supply chains, different sectors
are usually owned and managed by different companies, and subsequently, they are self
interested and individually oriented. Each company may be concerned more about their
own benefit while they ignore the performance of the entire supply chain. Therefore,
a research question worth consideration is what is the impact of different managerial
incentives on supply chain performance? To date, no optimization approaches have explored the relationship between individual oriented and group oriented strategies in the
BDG.

In this thesis we address these three research questions using the NIC approaches. These
include PSOs, GAs and Cooperative CoEvolutionary Approaches (CCEAs) (Eberhart and
Kennedy, 1995; Holland, 1975; Kennedy and Eberhart, 1995; Potter and Jong, 2000). The
new emergent computing paradigm PSOs provide an effective solution to solve the complexity of the BDG. This thesis will present a new PSO algorithm which significantly improves
therefore, four agents will have 16 parameters in total.
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its performance compared with the existing PSOs. Furthermore, this improved PSO is used
to identify optimal policies for each agent in the BDG under a varied of customer demand
patterns. The performance of this PSO for the BDG is also compared to GAs. Finally, the
CCEAs are used to simulate each participant’s decision processes. We have designed a CCEA
framework. This computing framework provides an ideal framework to examine the impact
of different managerial incentives on supply chain performance. Particularly, this framework
is used to identify the effects of two different management strategies on the supply chain performance. The first is where participants are individually oriented or self-interested, and the
second is where participants cooperate to achieve a common goal and are group oriented. We
design two alternative fitness approaches to reflect both management strategies.

1.3 Contributions
The primary contributions of the thesis can be summarised as:

• The development of gradually increased dynamic neighbourhood topologies for PSO
algorithms which significantly improve the performance of the PSO algorithms. This
new algorithm has been extensively evaluated on 31 benchmark test functions. The
results show that the proposed PSO performs much better than a number of the state of
the art algorithms on almost all of the 31 functions, and then the algorithm is applied to
the BDG model.
• The analysis of the BDG with various complex customer demand patterns using the proposed PSO and GA. We have examined two optimisation scenarios. All agents in the
BDG use the same inventory management strategy in one scenario while in the alternative scenario, each agent has different strategies. We have simulated the effects of a
number of customer demand patterns. The impact of these demand patterns on inventory
management and strategy optimisation has been demonstrated. Our results have shown
the potential advantages of the each sector using different strategies in the supply chain.
This differs from previous research findings by Souza et al (Souza et al., 2000). Furthermore, the performance of the proposed PSO to the BDG is statistically significantly
better than GA optimisation approaches.
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• The development of the coevolutionary computational framework to simulate agents’
decision processes. This framework provides an ideal architecture for evolving strategies across this four-tier BDG supply chain. We have used this framework to identify
the effects of two different management strategies on the supply chain performance.
Our simulation results give insights into the effects of individually oriented and group
oriented strategies on the supply chain performance. More importantly, we view the interactions among supply chain members from the evolutionary perspective and present
a novel methodological stance for investigating complex issues in the supply chain management. This coevolutionary framework, which integrates system dynamics and evolutionary methods, captures the independent decision-making behaviour and interactions
among individual agents. This novel approach offers a potentially significant method to
model the impact of various supply chain decision making heuristics.

1.4 Thesis Outline
The rest of this dissertation is organised as follows:

• Chapter 2 provides a comprehensive overview of the BDG. In this chapter, firstly, the
historical development of the BDG is presented. Then, we outline the BDG model including simulation procedure, ordering heuristic and the formulation of each agent’s
goal. Finally, and more importantly, this chapter provides a detailed review of the existing research on the BDG and also a series of motivations for our research. We clarify
our contribution and its differences with previous research.
• Chapter 3 presents NIC approaches involved in this thesis. This includes PSOs, GAs,
and CCEA. For each computational paradigm we will give an extensive overview of
its history, current development and applications. We will also identify a number of
research opportunities to these approaches.
• Chapter 4 presents the proposed PSO. This PSO is based on a new dynamic topology
called “gradually increasing directed neighbourhoods”. This topology provides an effective way to balance between exploration and exploitation in the entire iteration process.
In order to evaluate the performance of this algorithm, a series of experiments has been
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conducted and presented in this chapter.
• Chapter 5 investigates optimised ordering strategies in the BDG when a number of complex customer demand patterns are simulated. In order to obtain the optimal strategies
for the BDG, the proposed PSO is used. A genetic algorithm (GA) has also been used
as a benchmark in this Chapter.
• Chapter 6 presents a coevolutionary computational framework to simulate agents’ decision processes. This framework provides a ideal simulation tool for analysing the
beer game. We have investigated the effects of two optimisation criteria on the performance of the supply chain, and the separate fitness approaches are proposed to represent
individual and group oriented strategies. A comprehensive definition and comparison
between both strategies has been presented. Furthermore, we have also examined two
external customer demand patterns.
• Chapter 7 provides a summary of the presented work. Furthermore, this chapter outlines various aspects of future work resulting from the research presented throughout
the dissertation.

Chapter 2

The Beer Distribution Game
This chapter presents a detailed overview of the BDG. Initially an introduction of the BDG
from a historical perspective is presented. Subsequently, the modeling of the BDG will be
described in detail. This includes the simulation procedure, the ordering heuristic, and the
formalisation of each agent’s objective function in the simulation model of the BDG. Then we
present an extensive literature review related to the BDG. We will also clarify our contribution
and the key differences from related research. Finally, a short summary of this chapter is
presented.

2.1 A Historical Overview of the Beer Distribution Game
The history of the BDG can be traced back to the earliest days of system dynamics. Figure
2.1 shows the development of the BDG in the last decades. System dynamics originated as a
modelling approach designed specifically for modeling business and social systems, by Jay W.
Forrester in the late 1950s (Forrester, 1958, 1961). He published the first article in the field of
system dynamics “Industrial dynamics: a major breakthrough for decision makers?” in Harvard Business Review in 1958. In this article he presents a production-distribution system as
an example of dynamic analysis of a business problem. This article has also been recognised
as the first piece of work in the field of supply chain management (Akkermans and Dellaert,
2005). Several years later, he published further ground breaking research “Industrial Dynamics” (Forrester, 1961). In this seminal work, a description of an early version of the BDG is
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Figure 2.1 – The Beer Distribution Game Development Roadmap

introduced. Figure 2.2 shows Forrester’s multi-stage supply chain model. This model included
a retailer, a distributor, a factory warehouse, and a factory which drove delays associated with
typical supply chain processes. The delays at each level of the supply chain included: clerical order processing, order mailing, filling orders, transporting goods, and handling incoming
goods (Forrester, 1958, 1961). Furthermore, in this model, Forrester formulated the equations
that are later used in the BDG. Based on this model, Forrester investigated a number of supply chain management improvements using system dynamics modelling techniques (Forrester,
1958, 1961), such as reducing time delays and removing a supply chain constituent, which
have become the basis for many modern supply chain management techniques (Towill, 1996).
The production and distribution in Jay W. Forrester’s work was transformed into a game in
the early 1960s, which was played by industrial dynamics students in MIT (Jarmain, 1963;
Meadows, 2007). The earliest description of this production and distribution game is in Jarmain’s book: “Problems in Industrial Dynamics”, in which lays out the goals and the rules of
a game identical to the BDG we all know today, except that there was no long flow sheet to
help participants keep track of flows and steps of play (Jarmain, 1963; Meadows, 2007). This
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Figure 2.2 – Forrester’s multi-stage supply chain model (adapted from Forrester (1958, 1961))
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game was developed as a tool for learning by doing, and as Jarmain explains: “the underlying philosophy does not become a part of a student’s thinking when experienced only through
reading and listening. The problems in this book should help guide him into the learning that
derives from personal experience.”
Later, in 1970s, another book “Managerial Applications of System Dynamics” edited by Edward B. Roberts in MIT is another piece of ground breaking work for the BDG and even system
dynamics since Forrester’s original publication of Industrial Dynamics (Roberts, 1978). This
book deals with managerial applications of system dynamics, including marketing, production
and distribution, research and development, management control and financial applications,
and societal problems. In terms of the BDG, this book introduces modeling and simulation
processes of the production and distribution system based on Forrester (1961), and also provides an analysis of the simulation results. These efforts lead to the BDG. Finally, in 1984,
Professor John Sterman in MIT drafted the guidelines for playing this game, including layout
of boards, setup, play, and discussion. This work became the key reference for those playing
this game.
As the popularity of system dynamics increased, this game has been played by thousands of
people, all over the world, from high-school students to CEOs of major corporations (Sterman,
1992). This game offers a simplified implementation of common real world production and
distribution systems. As shown in Figure 2.4, this system consists of four participants: Retailer,
Wholesaler, Distributor and Manufacturer (R, W, D, M). Each participant has control and
responsibility for their own inventory. The objective of participants in this game is to minimise
the cumulative inventory costs over a defined time period. Therefore, all participants must
aim to keep their inventory levels as low as possible, and avoid out-of-inventory conditions
which cause backlogs. There are two main channels of flow: information and physical goods.
Orders originate at the customer, and flow upstream from sector to sector. Shipments travel
downstream and represent the fulfillment of orders. The presence of delays increases the
complexity of the inventory management challenges, as players must consider more than just
their local stocks to manage overall inventory levels.
A range of different versions of the BDG have emerged over the years including table versions
and software versions. The earliest version of this game uses tokens that are physically moved
on the board to represent orders and stock (Saeed, 2007). The advantage of this version is

CHAPTER 2. THE BEER DISTRIBUTION GAME

18

that people relate well to moving actual objects. However, there are two main disadvantages:
firstly, the board game usually takes a long time to play once as it is cumbersome and complex
to manage; secondly and more importantly, because physical objects are used to represent
inventory on the board, people may take advantage of an unwanted transparency of inventory
levels of other supply chain stages and can thus strategically act upon their knowledge of
incoming stock. In order to improve the play-ability of this game, a team at the University
of Klagenfurt developed another table version of this game, known as “Klagenfurt design”
(Ossimitz et al., 2002). It shows several improvements to the original design such as a leaner
and more pragmatic approach to moving orders and stock in the supply chain. Essentially this
is done by using paper slips on which numbers are written by the players. In this version, the
players may also communicate with each other. It also involves some administrative overhead
such as a bookkeeping person that takes stock of all things happening within the supply chain
(Riemer, 2008).

Figure 2.3 – Goodman et al. developed the software version of the Beer Distribution Game Interface (adapted from Goodman et al. (1993))
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Another important element of the BDG is the various software implementations. According to
Goodman et al. (1993), the earliest software versions emerged in the 1980s (Goodman et al.,
1993). Goodman et al. (1993) developed an electronic BDG that allows the model to be played
in either simulation or gaming mode. This was done through incorporating the heuristic rules
formulated by Professor John Sterman (See their software interface in Figure 2.3). Since then,
there are a number of online versions such as MIT software versions

1

and a web version 2 .

These software simulation tools are freely available, and anyone can play with other people
anywhere in the world or play with the ghost players (computer agents). This greatly benefits
the dissemination of the BDG and educates more people to appreciate the complexity of the
BDG, and the broader discipline of supply chain management. Note that regardless of many
different versions of the BDG, they all share same structure and similar rules specified in
Sterman’s work (Sterman, 1984, 1992). We will present them in detail in following sections.
Although the BDG has been used almost for a half century as an introduction to systems
thinking, dynamics, computer simulation, and management, this model was, and still is, the
prototypical multi-stage supply chain model that is still widely used (Patterson, 2009). It has
been used to educate business and industrial engineering students on the dramatic instabilities
(e.g. the bullwhip effect) and other nonlinear behaviour observed in real-world production and
distribution systems (Adams et al., 2005; Chen and Samroengraja, 2000; Cronin and Gonzalez, 2007; Knolmayer et al., 2007). It also has been employed to demonstrate the benefits of
information sharing, supply chain management, and eCollaboration in the supply chain. More
importantly, it is also an excellent research model and has been used to conduct research on the
effect of feedback structures on systems behaviour (“structure drives behaviour”), supply chain
management issues (e.g. optimisation, coordination, trust and inventory management), nonlinear dynamics, and decision-making behaviour (Barlas and Gunduz, 16 March 2011; Croson
and Donohue, 2005, 2006; Forrester, 1961; Jarmain, 1963; Larsen et al., 1999; Lu et al., 2007;
Mosekilde and Larsen, 1988; Mosekilde and Laugesen, 2007; O’Donnell et al., 2006; Ouyang
and Daganzo, 2011; Patterson, 2009; Senge, 2006; Souza et al., 2000; Sterman, 1989b, 2000,
2006; Strozzi et al., 2007; Thomsen et al., 1992). In Section 2.3 we present a comprehensive
review of these existing works related to the BDG.
1

See: http://beergame.mit.edu/

2

See: http://www.masystem.com/beergame
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2.2 The Modeling of the Beer Distribution Game
The BDG simulation model used in this thesis follows Sterman’s “Instructions for Running
the Beer Distribution Game” (Sterman, 1984). The BDG consists of four participants: Retailer, Distributor, Wholesaler and Manufacturer (R, D, W, M). As shown in Figure 2.4, each
participant has control and responsibility for its own inventory.

Retailer

Wholesaler
Ordering

Customer
Demand

Current
Inventory

Current
Inventory

Shipment

Ordering

Shipment

Distributor
Current
Inventory

Manufacturer

Ordering

Current
Inventory

Shipment

Production
Delay

Figure 2.4 – The structure of the Beer Distribution Game

• Retailer: The retailer receives orders from customers through the “customer demand”.
Subsequently the Retailer must order beer from the Wholesaler to replenish its inventory.
These orders will then arrive after a specified time delay and when the Wholesaler is
capable of fulfilling those orders.
• Wholesaler: The Wholesaler supplies beer from its inventory to fulfill its orders received. The Wholesaler orders and receives beer from the Distributor.
• Distributor: The Distributor supplies beer to the Wholesaler and receives beer from the
Manufacturer.
• Manufacturer: The Manufacturer brews beer in order to maintain its own inventory
and fulfill orders from the Distributor.

Each week, every participant must decide how much to order from its respective supplier or
how much to brew in order to meet current and future demands. These processes are effected
by a number of delays. Delays represent shipping delays and order receiving delays. These
involve the time it takes to receive, process, ship and deliver orders. In the case of the manufacturer these delays also involve the amount of time required to produce product. These delays
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are an intrinsic part of the BDG, and their presence causes significant challenges in attempting
to maintain optimal levels of inventory. The BDG is usually played with a simple demand
pattern that only involves one change during the play. It starts with 4 cases of beer and then
increases to 8 cases after a few periods.
Although the BDG looks simple, it is far more difficult to manage than it might appear. Many
people perform poorly in this game as their costs are up to 10 times worse than the optimal on
average (Sterman, 2000). Their behaviour in playing this game typically results in instabilities
such as oscillation, amplification, and phase lag throughout the supply chain. Figure 2.5 shows
typical results when they face the almost constant demand pattern. In response to the customer
demand increase in Week 5, the retailer starts to order more from the wholesaler. Subsequently
the wholesaler has the unfilled orders and orders more from the distributor. Similarly, the
distributor and manufacturer start to order and brew more beers respectively. But they cannot
get their placed orders immediately as the presence of the delays. Therefore, they continue to
place more orders from their suppliers because there is still not enough inventory right now
(From Week 5 to Week 20). After a few weeks, they receive their orders and their inventories
start to accumulate. Then, they reduce their orders significantly, but the inventory levels still
go up (From Week 20 to Week 40). These processes repeat again and again.
Figure 2.6 shows the stock and flow structure – based on Sterman 2000 – for the retailer in
the BDG. This stock and flow diagram may help us understand why it is difficult to manage
this game. The participants’s objective is to manage their stock in the presence of time delays. From this diagram, we can see that the players should not only manage their stock, but
also should carefully keep an eye on their supply line. The tendency to ignore time delays
and underweight supply line is the main reason why the participants mange this game poorly
(Sterman, 1989a, 2000).

2.2.1

Simulation Procedure

The game runs in weeks and it starts in week 1. In each week, each supply chain participant
or computer agent has to proceed with the following steps:

1. Receive incoming delivery (the manufacturer receives the products from the factory) and
update their available inventory.
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Figure 2.5 – Typical results in the BDG

CHAPTER 2. THE BEER DISTRIBUTION GAME

23

Figure 2.6 – The stock and flow structure for the retailer in the Beer Distribution Game

2. Advance the shipping delays (the manufacturer advances the production delay).
3. Receive incoming orders and calculate the total amount that has to be shipped (all incoming orders plus orders in backlog).
4. Fill orders. If the amount to ship exceeds the available stock, then you have to deliver
whatever is available, otherwise you will simply fulfil the order.
5. Update your inventory or backlog after delivery. If the outstanding orders cannot be
fulfilled, then put the remaining items on backorder.
6. Advancing order receiving delay and the brewery brews. That is, the manufacturer converts the production request from last week into cases of beer and puts the cases in the
first production delay.
7. Place and record your orders. Manufacturer places and records its production requests.

Before starting this game, each player or agent usually has 12 cases of beer in their inventory.
The retailer, wholesaler and distributor players or agents also have two orders in the supply
line and another two orders under processing. The manufacturer has one production request
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and two orders under shipment. Each order (or production request for the manufacturer) is 4
cases of beer. There are two weeks order receiving delays and two weeks shipping delays for
the retailer, wholesaler and distributor’s players or agents. There are three weeks production
delays for the manufacturer players or agents. The customer demand for the retailer is usually
fixed at 4 cases until week 4 and then steps to eight cases of beer per week. Therefore, this
game is initially set in equilibrium.
Notice that of the seven steps of the game, only the last, placing orders, involves a decision.
The first six steps only involve updating inventory and orders. In order to examine game
participants’ decision behaviour, Professor Sterman developed an ordering policy which mimicked their decision making behaviour (Sterman, 1989a,b). This ordering policy has become
vital for simulating the BDG in order to conduct research based on computer simulation of
the BDG (Lu et al., 2007; Mosekilde and Laugesen, 2007; O’Donnell et al., 2006; Patterson,
2009; Strozzi et al., 2007). This ordering policy is presented in next section.

2.2.2

Ordering Heuristic

In building a model of the ordering heuristic, Sterman (1989) proposes that a rational player
should place sufficient orders to:

• Satisfy Expected Demand: The participants should order enough to satisfy the demand.
However, to predict the exact future customer demand is often a difficult task. In this
thesis, we use an exponential smoothing of incoming orders to model future customer
demand.
• Adjust Stock Levels: There is a chance of prediction errors from the previous principle.
Therefore, it is necessary to adjust orders above or below the expected orders. This
serves to correct actual stock levels in line with desired stock levels.
• Adjust for Orders Currently in the Supply Line: Orders currently in the supply line
should be factored into future ordering decisions. Therefore, a participant should be capable of ensuring a stable response to rapid changes in customer demand. It is pointless
to place orders for items already ordered in previous time steps.
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Based on these three principles, Sterman proposed the ordering policy and has successfully
modeled the participants’ decision-making behaviour. This ordering policy is an anchoring
and adjustment heuristic, wherein each supply chain constituent simultaneously starts at a
given reference point, the anchor, and then subsequently adjusts their ordering strategy using
externally-available information. The anchor, the expected loss rate (or expected demand),
in the ordering policy utilised here is based on the constituent’s previous expected demand
and the number of previous incoming orders. Subsequent adjustments are made based on the
constituent’s desired inventory, desired supply line, actual inventory, and actual supply line
levels.
This ordering heuristic can be formalised as follows:
OPt = max(0, EDt + ASt + ASLt )

(2.1)

where OPt represents the actual orders placed at week t, and EDt represents the expected
demand at week t, ASt is the stock adjustment that aims to correct discrepancies between
the desired stock (S ∗ ) and the actual stock (St ), and ASLt is the supply line adjustment that
aims to correct discrepancies between the desired supply line (SL∗ ) and the actual supply line
(SLt ).
The expected demand (EDt ) (or the anchor) in Equation (2.1) is modeled by the exponential
smoothing of incoming orders:
EDt = θ ∗ CDt−1 + (1 − θ) ∗ EDt−1

(2.2)

where EDt and EDt−1 are the expected demand at week t and t − 1, CDt−1 is the customer
demand at week t − 1, and θ describes the rate at which the demand expectations are updated.
The stock adjustment (ASt ) is the discrepancy between the desired stock (S ∗ ) and the actual
stock (St ), factored by a weight α:
ASt = α(St∗ − St )

(2.3)

Similarly, the supply line adjustment (ASLt ) is linear in the discrepancy between the desired
supply line (SL∗ ) and the actual supply line (SLt ):
ASLt = αSL (SL∗t − SLt )

(2.4)
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Defining β = αSL /α and S ′ = S ∗ + βSL∗ , we can get the following equation:
OPt = max(0, θ ∗ CDt−1 + (1 − θ) ∗ EDt−1 + α(S ′ − St − βSLt ))

(2.5)

This equation represents the ordering heuristic involving the aforementioned three principles.
This decision rule involves four parameters (α, β, θ, S ′ ). The combination of these parameters corresponds to a set of behaviour for a given participant. The role of each parameter is
summarised as follows:

(α) This is the fraction of the inventory shortfall or surplus ordered each period. This can also
be explained as the adjustment rate of the discrepancy between the desired and actual
inventory. This parameter is usually represented in the range (0 6 α 6 1).
(β) This represents the fraction of the supply line taken into account. This parameter is also
usually represented in the range (0 6 β 6 1). If β = 1, the participant factors in all
orders in the supply line or conversely, if β = 0, the participant ignores all existing
orders in the supply line. As β = αSL /α, then it is also a measure of the level of
“harmony” between both adjustment weightings.
(θ) This refers to the weight assigned to the most recent observation. The higher θ value
means that the forecasting method gives a higher weight to the incoming orders in the
previous period, and subsequently, the forecast will reflect more on the recent change.
This parameter is also in the range of [0, 1].
(S ′ ) This refers to the value of the desired stock and supply line that decision makers should
maintain. The value of S ′ depends on a number of factors such as demand patterns and
time delays.

These four parameters are interrelated and are used to represent decision makers’ strategies. In
our simulation model of the beer game (in Chapter 5 and 6), Equation (2.5) is used to determine
how much beer to order from one’s respective supplier (determine how much beer to produce
in the case of the manufacturer).
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2.2.3 Formalisation of Each Agent’s Goal In the Beer Distribution Game
The objective of each sector is to minimise cumulative costs over N weeks by maintaining inventories as low as possible while avoiding out-of-inventory conditions which cause backlogs.
The beer game commonly uses the following costs to penalise inventory holding and backlogs.
The cost of inventory holding is $0.5 for each case of beer per week and the cost of backlogs
is $1.0 for each case of beer per week. It is intuitive for a player to order more beer when
inventory falls below a desired level. Similarly a player is likely to order less beer when stocks
begin to accumulate.
Table 2.1 – The Objective Function for Each Agent in the Beer Distribution Game

Role
R
W
D
M
Entire Chain

Objective Function
∑
i
i
CR = H
i=1 (0.5 ∗ IN VR + 1.0 ∗ BLR )
∑H
i + 1.0 ∗ BLi )
CW = i=1 (0.5 ∗ IN VW
W
∑H
CD = i=1 (0.5 ∗ IN VDi + 1.0 ∗ BLiD )
∑
i
i
CM = H
i=1 (0.5 ∗ IN VM + 1.0 ∗ BLM )
CT = CR + CW + CD + CM

Table 2.1 shows the objective functions for individuals in each sector of the game. These are
the retailer CR , wholesaler CW , Distributor CD , and manufacturer CM . Finally we show the
collective costs CT of all sectors over H weeks. In this table, the inventory level and backlogs
at each end of week are presented as IN V and BL, respectively.

2.3

Related Research to the Beer Distribution Game

Broadly speaking, the BDG has been used for education and research. In the following sections, we first summarise the application of the BDG in education, then review the related
research on decision-making behaviour, nonlinear dynamics and supply chain management.
Finally, we identify the limitations of the existing research and outline a number of research
opportunities.
This board game is being used in both business and academia to introduce the principles of
“feedback structure drives behaviour”, system thinking and supply chain management (Meadows, 2007; Senge, 1990, 2006; Sterman, 1984, 1989a,b, 1992). The dynamic interactions
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between multiple players create a complex and unpredictable business scenario that is difficult to replicate with other games. Therefore, the players can experience the pressures and
complexities of decision making, and also the consequences of their decisions in this complex
multi-stage supply chain system. As an excellent example of the organisational impact of nonsystemic thinking and actions, the BDG is introduced in Peter Senge’s book “The Fifth Discipline” (Senge, 1990, 2006). It is used to demonstrate many of the systems thinking concepts
such as the impact of delays, structural influences on behaviour, the counter-intuitive nature of
policy, the oscillations in organisational behaviour as a result of management decision making.
It has been widely reported that the use of the BDG in education can significantly improve students’ or other participants’ understanding of supply chain concepts, system thinking concepts
and stock and flow concepts as well (Ammar and Wright, 1999; Chen and Samroengraja, 2000;
Knolmayer et al., 2007). For example, Ammar and Wright introduce the BDG as one of eight
in-class activities that are used to complement traditional theoretical presentation in operations
management courses. They found that these in-class activities can help students understand
operations management issues. Not only the students’ interest in learning operations management grows, but also the instructors have a lot more fun (Ammar and Wright, 1999). Chen and
Samroengraja (2000) developed a variant of the BDG, called “the stationary beer game”, in
their MBA operations management course. The major difference with the traditional BDG is
the customer demand pattern. During the game play, they used a stationary market where the
customer demands in different periods are independent and identically distributed. Furthermore, all players know this information. They argued that this variant makes this game more
realistic, and challenges students to formulate their inventory management strategies using the
demand distribution information. Interestingly, they also observed the bullwhip phenomenon
or the variance amplification phenomenon from downstream players to upstream players, in
the stationary beer game. Recently, Knolmayer et al. (2007) went a step further as they required their students to replicate or even build their own simulation models based on the BDG.
This raised a big challenge for students as this teaching approach requires prior knowledge
on operations management as well as modelling and simulation approaches. However, their
teaching experience with a small group of students was seen as a success. They observed more
intense learning behaviour among students, and a few students managed to replicate published
results.
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In summary the BDG as an effective teaching tool has benefited thousands of people. In the
following, we review the BDG’s impact on research.

2.3.1

Bounded Rationality and Human Decision-making Behaviour

It has been shown through simulation and also real life experiments that game participants
find it extremely difficult to perform well in the BDG. Their decisions commonly result in
large divergences which are far from optimal behaviour. These result in large oscillations,
deterministic chaos and other forms of complex behaviour (Larsen et al., 1999; Mosekilde and
Larsen, 1988; Mosekilde and Laugesen, 2007; Sterman, 1989b; Thomsen et al., 1992).
These game participants’ poor performance clearly demonstrates their bounded rationality.
According to Simon, bounded rationality is a property of decision-making that reflects people’s cognitive limitations (Simon, 1957, 1978, 1986, 1997). Individuals faced with complex
systems are unable to make objectively rational decisions but they are trying to understand
problems and make sensible decisions. In other words, individuals are intendedly rational although they are unable to make fully rational decisions in many situations. This is because (1)
they cannot generate all the feasible alternative courses of action, (2) they cannot collect and
process all the information that would permit them to predict the consequences of choosing
a given alternative, and (3) they cannot value anticipated consequences accurately and select
among them.
There is a significant amount of research on impact of bounded rationality in behavioral economics and decision theory (Kahneman, 2003; Simon, 1986, 1997, 2000). Interestingly, the
ideas of bounded rationality and system dynamics have common backgrounds and appeared
around the same time (the mid-1950s) (Grőßler, 2004). For instance, in 1950s Herbert Simon,
who is a founding father of many subjects including behavioural economics, cognitive psychology, and computer science, published a paper in which he applied servo-mechanism theory to
inventory management—an idea that parallels the system dynamics approach (Forrester, 1961;
Simon, 1952).
Morecroft’s work formed the basis of a formal consideration of the principle of bounded rationality in system dynamics (Morecroft, 1983, 1985). In the article “system dynamics: portraying bounded rationality”, he addressed bounded rationality in a system dynamics context,
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and explored the linkages between system dynamics and bounded rationality. He pointed out
that the principles of bounded rationality can be directly expressed in feedback structures that
are the key concept of system dynamics. First, he discussed three features of human decision
making behaviour in an organisation based on the work of Cyert and March (Cyert and March,
1963). They are:
• Factored Decision Making: This means that decision making responsibility in an organisation is factored or parceled out among a number of subgroups or subunits. For
example, many organisations are divided into several departments such as marketing,
production and finance. Each subunit has their own responsibility in the forms of subgoals. This arrangement will work well provided that there are no inherent conflicts
among subgoals.
• Partial and Certain Information: People tend to use a small proportion of information that is available, and avoid the use of information that is uncertain. The standard
operation procedures or rules of thumb are usually used in an organisation.
• Rules of Thumb: These represent the accumulated knowledge and experience in the
factored decision making organisation. Also, rules of thumb only need local feedback
information. These three features of decision making can be considered as a practical
realization of the concept of bounded rationality.
Morecroft then argues that these features are implicity in the structure and policy formulations
of Forrester’s “market growth model” (Forrester, 1968). Figure 2.7 shows the causal loop of
this model. This model describes the policies governing the growth of sales and production capacity in an unlimited market. It consists of four subunits: customer ordering processing unit,
labour management unit, order filling unit and production capacity management unit. These
divisions reflect factored decision making. All subunits’ decision making use partial and certain information, which is a small fraction of the total available information. He also identified
a number of rules of thumb for decision making in this model. Furthermore, he examined the
feedback structures of this model, which is formed through the decision functions, the subunits and their linkages. His simulation results show that the policies for marketing, ordering
management, and capacity expansion are intendedly rational. This means that the policies can
work well and produce reasonable behaviour when only considered in isolation or in simple
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combinations. However, the policies fail to work together and the market is striving for growth
even when they face unlimited market size. Therefore, he demonstrated that the intendedly
rational policies can produce unexpected and undesirable outcomes which are characteristic
of bounded rationality. Finally, he discussed the implications of these results for system dynamics. He suggested that the recognition of bounded rationality in feedback structures would
aid system dynamicists in model construction and in communication to other social science
disciplines.

Figure 2.7 – The causal loop diagram loop for the market growth model

In a related article Morecroft (1985) proposes two methods of analysis of a behavioural simulation model: premise description and partial model testing. Both methods can be used to examine the connections between model building assumptions and their simulated consequences.
Premise description examines the bounded rationality of policies or decision functions in the
model, pointing out the process and cognitive limitations assumed in decision making. The
main strength of this method over traditional methods such as equation-by-equation description is that this method makes the behavioural and cognitive assumptions much more explicit.
Partial model tests are usually used to debug subsystems before the entire system tests. Morecroft went a further step and suggested that partial model tests should be served as a model
analysis tool. Specifically, the partial model tests should be used to test the intended rationality
of subunits in an organisation. This involves an assumption that decision making in a subunit
is rational, while their premises in the model are intendedly rational. Given this assumption,
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the partial model tests should reveal that decisions in subunits are rational and are well adapted
to their local environment. However, the assumption of intended rationality does not imply the
entire system’s behaviour is rational or sensible. Just like the aforementioned market growth
model, dysfunctional behaviour is highly likely to happen although each individual subunit
acts rationally. The advantage of the partial model tests are most obvious when counterintuitive behaviour occurs in a whole model. The contrast of partial and entire model tests can
provide an effective explanatory method for behaviour analysis. Morecroft used a simple sales
organisation model to illustrate how a premise description of decision making followed by
partial model testing can give insight into a system dynamics behavioural model. In summary,
premise description and partial model testing are effective diagnostic tools for model analysis.
They not only can improve the quality of model formulation and analysis but also can help
explain the theory implicit in the model to wider audiences. Although Morecroft’s two articles
are organised in a broadly similar way, the approaches used are different. The first article uses
an existing model to confirm the proposition that bounded rationality is an implicit constituent
of system dynamics models, whereas the second article uses the concept of bounded rationality
as a starting point for building a model.
As evidenced by the empirical results, the BDG model falls firmly in the tradition of bounded
rationality as developed by Simon and others (Simon, 1957, 1978, 1986, 1997). Both cognitive
limitations and information limitations caused by organisational structures are captured in this
model. Sterman (1989b) conducted research into the cognitive processes of those who played
the BDG and explained the origins of their poor performance. He analysed data collected from
192 participants over a period of four years (Sterman, 1989b). An anchoring and adjustment
heuristic for stock management is proposed as a model of the participants’ decision processes
(see more information about this in Section 2.2.2). Through this analysis, Sterman identified
a number of “misperceptions of feedback” which account for the poor performance of the
participants. These “misperceptions of feedback” include misestimation of the desired stock,
misperception of delays, and misattribution of the dynamics to external variables. His results
show that the players underestimated the desired stock levels on their initial stock level. The
stock level should be much higher as the customer demand jumped from 4 cases of beer to 8.
This may stem from the fact that the players have neither the time or information to calculate
the optimal desired stock level. In addition, most players failed to take into account the delays
in their supply line. This is mainly indicated by the very low estimated value of β that reflects
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the level of individuals’ awareness of their supply line. Furthermore, most players blame
their poor performance on external events such as fluctuating customer demand. However, the
customer demand is nearly constant over time. Sterman’s seminal work has inspired much
research on the BDG, and the heuristic rule he proposed has become a key element of BDG
simulation models.
A key element of our research, described fully in Chapter 6, provides a novel computational analysis for experimenting with the BDG. We aim to examine the impact of the agents’
bounded rationality behaviour on the performance of the supply chain. Two sets of behaviour
are examined. One is selfish and individually oriented rationality, while the other is more
altruistic and group oriented. In order to conduct this research, we have designed a novel
coevolutionary simulation framework which allows agents’ strategies to evolve over time.

2.3.2

Nonlinear Dynamics

Compared with a real word supply chain, the BDG is a much simpler supply chain. However,
from a modeling perspective, it is quite a complex system as it is a high order non-linear
system with 27 system variables (Mosekilde and Laugesen, 2007; Patterson, 2009). Due to its
complexity traditional analytic methods used to study nonlinear systems are largely infeasible
and may not provide useful insights into a real world counterpart (Patterson, 2009). There are
a number of technologies that have emerged to examine the nonlinear dynamics in the BDG.
Mosekilde and Larsen (1988) are first to show that a continuous-time version of the beer model
can produce deterministic chaos and other forms of highly complex dynamics (Mosekilde
and Larsen, 1988). Deterministic chaos refers to the phenomenon that the behaviour of a
system is intrinsically unpredictable in practice although this system is perfectly deterministic.
Deterministic systems means that their future behaviour is completely determined by their
initial conditions, with no random effect involved. These systems are highly sensitive initial
conditions. This behaviour is also known as the butterfly effect.
Mosekilde and Larsen used an ordering policy in the BDG that is formalised in terms of three
parameters. They are inventory adjustment time, fractions of unfilled orders accounted for
the ordering policy, and fractions of anticipated shipments taken into account. Actually, this
ordering policy is quite similar to the heuristic proposed by Sterman (1989a). Their simulation
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results show that the BDG is very sensitive to initial conditions and can produce deterministic
chaos.
Later, to further examine nonlinear dynamics in the BDG, Larsen et al. (1999) adopted the
ordering heuristic that was proposed by Sterman (1989b) (Larsen et al., 1999). Specifically,
they explored the parameters (α and αSL ) (See Eq. 2.3 and 2.4) that represent weights on
stock and supply line adjustment separately. They used Lyapunov exponents3 to characterise
the different types of nonlinear dynamic behaviour. They found even more complicated modes
of behaviour in the BDG, including stationary periodic, quasiperiodic as well as chaotic and
hyperchaotic motions. More interestingly, they found that the game participants in Sterman’s
experiments actually used strategies in a sensitive area where small changes in the parameters
(α and αSL ) of the decision rule can totally change the qualitative and quantitative behaviour
of the system. This may explain why the game participants’ performance is so poor from a
nonlinear dynamics analysis perspective.

Figure 2.8 – Dynamic behaviour observed in the BDG. White indicates a stable fixed point, light
gray indicates periodic behaviour, dark gray indicates quasiperiodic behaviour, and black indicates
various forms of chaotic and hyperchaotic dynamics (taken from Mosekilde and Larsen (2007)).

Recently, Mosekilde and Larsen (2007) also adopt this ordering policy to illustrate how a more
formal bifurcation analysis of the beer model can help us understand its complicated dynamics. A bifurcation is a qualitative or topological change in system’s behaviour as the control
3

Lyapunov exponents (λi ) are a quantity that characterises the rate of contraction (when λi < 0) or expansion
(when λi > 0) close to a fixed point. Positive one dimensional Lyapunov exponents indicate that two nearby
trajectories diverge exponentially.
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parameters are smoothly varied. They use modern bifurcation theory to investigate complex
phenomena such as periodic behaviour, quasiperiodic behaviour, and various forms of chaotic
and hyperchaotic dynamics. Figure 2.8 shows the dynamic behaviour observed in the BDG.
Furthermore, they also demonstrate the strange character and the significant complexity of the
bifurcation phenomena in the BDG. Their research helps us gain insight into the complexity
of the BDG.
More recently, Patterson (2009), in his doctoral thesis, use data shifting methods 4 to systematically investigate nonlinear dynamics in the BDG with various settings. Specifically, he first
examines a number of different implementations of the BDG including a continuous-valued
implementation, and discrete-valued implementations with three different round functions. His
experimental results show that the impact of inventory discretisation is strongly dependent on
stock level information and the rate of stock adjustment. If the inventory volumes are comparatively low, the discrete-valued implementations have significantly impact the inventory costs.
In all these implementations, he observed similar nonlinear dynamic behaviour and also the
bullwhip effect.
Secondly, he investigates the transient behaviour in the BDG. The transient behaviour refers
to a temporary blip or an instability in a system on the way to settling down into equilibrium.
In the BDG, there is a clear beginning and end to the exaggerated oscillations in orders and
inventory levels for the bullwhip effect and other nonlinear instabilities, referred as the BDG’s
transient behaviour. He examines the pertinent transient performance metrics such as settling
time, stock outages, and average and cumulative transient operating costs. His results show
a strong correlation between higher S ′ values (See Eq. 2.5) and desired system behaviours
such as lower average costs, lower cumulative costs, decreased settling time, and fewer stock
outages. Moreover, he also found that shorter transient periods often have much higher average
transient costs.
Finally, he examined the impact of Electronic Data Interchange (EDI) and Radio Frequency
Identification (RFID) technologies on the nonlinear dynamics of the BDG. EDI is used to
transfer electronic documents or business data between organisations. Therefore, EDI can
4

According to Patterson (2009), data shifting techniques are easily implemented numerical schemes that are less
computationally expensive than calculating system’s Lyapunov exponents and minimise the amount of time
needed for simulations. More information about these technologies can be found in North and Macal’s work
(North and Macal, 2002).
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reduce delays associated with clerical order processing and errors. In his implementation of the
BDG using EDI, he simply removed the order processing delays. Similarly, RFID can be used
to improve the efficiency of inventory tracking and management. Therefore, RFID is another
means to reduce delays. He removed one week of the shipment delays in the BDG when
RFID is implemented. In other words, he investigated the impact of reduced time delays on
the behaviour and performance of the BDG. His results show that EDI and RFID can provide
significant performance gains on the supply chain such as lower costs, and lower stock levels.

2.3.3 Supply Chain Management Perspective
Forrester’s production and distribution model in his seminal work “Industrial Dynamics”,
from which the BDG is derived, has been recognised as the first piece of work in the field
of supply chain management (Akkermans and Dellaert, 2005; Forrester, 1961; Jarmain, 1963).
The BDG has been widely used to examine bullwhip effect, information sharing, coordination,
and trust issues in supply chain management.
The bullwhip effect is a phenomenon that the orders tend to be distorted or amplified as they
move from a downstream member to an upstream member in the supply chain. This phenomenon was discovered by Forrester in 1960s and thus it is also known as Forrester effect
(Forrester, 1961). In his book “Industrial Dynamics”, Forrester describes the bullwhip effect
as follows:
“The central core of many industrial companies is the process of production and distribution.
A recurring problem is to match the production rate to the rate of final consumer sales. It
is well known that factory production rate often fluctuates more widely than does the actual
consumer purchase rate. It has often been observed that a distribution system of cascaded
inventories and ordering procedures seems to amplify small disturbances that occur at the
retail level... How does the system create amplification of small retail sales changes? We shall
see that typical manufacturing and distribution practices can generate the types of business
disturbances which are often blamed on conditions outside the company.”
Furthermore, Forrester investigates a number of supply chain management improvements based
on his production and distribution model (Forrester, 1958, 1961), such as reducing time delays
and removing a supply chain constituent. These solutions have become the basis for many
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modern supply chain management techniques (Towill, 1996).
As the bullwhip effect is a major source of inefficiency in many supply chains, many researchers have explored its causes and possible countermeasures (Lee et al., 1997; Sterman,
2000, 2006). There are two mainstream views for the causes of the bullwhip effect: operational factors and behavioural factors (Croson and Donohue, 2005; Sterman, 2006). From the
operational side, assuming the optimal or rational behaviours of members in the supply chain,
Lee et al. (1997) demonstrate that this phenomenon is an outcome of the strategic interactions
among rational supply chain members (Lee et al., 1997). In this research, Lee et al. (1997)
identify four causes of the bullwhip effect (demand signal processing, the rationing game, order batching, and price variations) and also give some possible remedies including lead time
reduction, shared capacity and supply information and so on.
From the behavioural side, through analysing the results from laboratory experiments, Sterman
(1989b) believes that the bullwhip phenomenon is a consequence of game players’ supply line
underweighting (Sterman, 1989b). Furthermore, recently, Croson and Donohue (2003, 2005
and 2006) have conducted a series of laboratory experiments, and have examined the value of
information sharing on reducing bullwhip effect and supply chain costs. They first examine the
impact of point of sale (POS) data, used as a mechanism of information sharing in the BDG
(Croson and Donohue, 2003). Their analysis shows that sharing POS data can help reduce the
bullwhip effect and also the supply chain costs when demand is stationary and known. This
stems from helping upstream members better anticipate their customers’ need without biasing
their estimates of the future demand. However, they also found that the game participants
consistently underweight their supply line whether or not POS data are available.
Secondly, they have found that giving supply chain members access to downstream inventory
information is more effective at reducing order oscillation, and its associated costs, than similar access only to upstream inventory information (Croson and Donohue, 2005). Finally they
demonstrate the persistence of the bullwhip effect even when they eliminated the operational
factors in the beer game (Croson and Donohue, 2006). The operational factors include order
batching, price fluctuations, inventory rationing and demand estimation (Lee et al., 1997). Actually, order batching, price fluctuations and inventory rationing do not exist in the BDG since
there is no inventory capacity limitation, setup times, or price fluctuations. The only factor left
is demand estimation. They partially removed this factor through revealing customer demand.
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Their results imply the existence of the bullwhip behaviour when the demand information is
known. In another experimental setting they further allowed participants to know one another’s inventory levels during play. This greater level of information sharing indeed reduces
the bullwhip effect and associated costs, however, the upstream members gain the most from
information sharing.

2.3.4 Optimisation analysis of the BDG
A number of researchers have employed optimisation approaches, especially the techniques
inspired from nature, to find optimal parameter values that reduce the bullwhip effect for the
BDG (Coppini et al., 2009; Kimbrough et al., 2002; O’Donnell et al., 2009, 2006; Strozzi et al.,
2007). The techniques inspired from nature present an alternative approach to minimise the
bullwhip effect across the supply chain. These techniques are heuristic and provide the capability to search for optimal solutions to complex problems. Furthermore, for the BDG problem,
it does not require information sharing among members. These nature inspired techniques can
be applied to search for the global optimal ordering policy for all the members.
Kimbrough et al. (2002) have modeled the game players as adaptive artificial agents by means
of GAs (Kimbrough et al., 2002). Each agent’s ordering strategy is simply coded as the current
demand (x) plus an adjustment (y) and is called “x + y” rule. The current demand (x) is served
as an anchor, which plays a same role as the expected demand in Sterman’s ordering heuristic.
The adjustment (y) is encoded in a GA algorithm using 6-bit binary string. Agents learn rules
using the GA. Their simulation results show that the artificial agents can play the BDG much
better than MBA and undergraduate students in terms of supply chain costs. Furthermore, the
bullwhip effect is greatly reduced when artificial agents play the game. However, they only
examine a limited number of simple customer demand patterns, including the one step change
demand and stochastic demand patterns.
Based on the work of Kimbrough et al. (2002), O’Donnell et al. have investigated the effectiveness of GAs to minimise the bullwhip effect when the agents face more complex situations
such as deterministic or random lead times, and sales promotions (O’Donnell et al., 2009,
2006). Similar to the GA implementation in Kimbrough et al. (2002) study, they use a GA
algorithm to minimise the total supply chain cost. They also adopted the “x + y” ordering
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policy developed by Kimbrough et al. (2002). A 6-bit binary string representation is also used
in their GA implementation. Their experimental results demonstrate that the GA can find a
good enough ordering policy that greatly reduces the supply chain costs and the bullwhip effect, whether or not the lead times are deterministic or random, or customer demand patterns
have a large spike.
Strozzi et al. (2007) have also examined the optimisation of the BDG using GAs (Strozzi et al.,
2007). However, they adopt the ordering heuristic proposed by Sterman (Sterman, 1989b). A
binary coded GA is used to identify the best parameters combinations (α, β). Each parameter
is encoded in 10 bit strings. They examine two optimisation scenarios. In one scenario, all
agents use the same (α, β), while the agents can use different (α, β) in the other scenario. In
both scenarios, the fitness function is the total supply chain costs. The GA is used to minimise the costs. Interestingly, their simulation results demonstrate that the BDG has numerous
local minima. The landscape of the fitness function is very complex. They also show that
the GA algorithm is capable of finding good parameters. However, their study is limited by a
number of assumptions. First, they only consider two parameters (α, β) in the four-parameter
(α, β, θ, S ′ ) heuristic. In other words, they ignore the parameters (θ, S ′ ) that have significant
impact on the performance. Secondly, they only examine a number of simple demand patterns. These demand patterns only involve one change in the whole period. For example, the
customer demand jumps from 4 cases of beer to 10 or 14 cases from week 5 and then remains
constant over time.
Coppini et al. (2009) have examined the degrees of the bullwhip effect that each sector suffered
in the BDG under a number of customer demand patterns (Coppini et al., 2009). Interestingly,
they have shown that the sectors who generate lower bullwhip (the upstream sectors like the
manufacturer) are those who suffer more from its effects. However, the methods used to conduct this study are not specified in their paper.
These recent optimisation studies on the BDG are summarised in Table 2.2. Chapter 5 builds
on recent studies of the BDG. We also aim to examine optimal solutions for the BDG. The
optimal solutions refer to the best set of strategies for the overall efficiency of the supply
chain, thereby minimising the total costs for all participants of the game. However, our work
differs from the existing research in several respects.

GAs

GAs

O’Donnell et
al.
(2006);
O’Donnell et al.
(2009)

et

Optimisation
Methods
GAs

Strozzi et al.
(2007)

Kimbrough
al. (2002)

Contributors

Binary coding
(6 bits)

Binary coding
(10 bits)

Encoding Methods
Binary coding
(6 bits)

Two parameters
(α, β)

One parameter
(y)

“x + y” rule

Parameters
Considered
One parameter
(y)

Sterman’s ordering heuristic

“x + y” rule

Ordering Policy

One
step
change demand
and random demand patterns

Demand
Patterns
One
step
change demand
and
stochastic
demand
patterns
One step change
demand pattern

Table 2.2 – Summary of optimisation studies for the BDG

Identify
the
optimal parameters for the
BDG
Reduce the bullwhip effect using GAs

Show the computer
agents
play the BDG
better

Key Ideas
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• We consider the four-parameter (α, β, θ, S ′ ) heuristic rather than two. In our experimental setting, agents can freely choose these four parameters or their policies. Therefore, it
is more challenging to identify the optimal solutions to the BDG.
• We propose to use a new optimisation technique, PSO, in order to tackle this challenge.
Furthermore, we have improved this algorithm through designing a new dynamic topology (See Chapter 4).
• We introduce a number of more complex customer demand patterns. The more complex
demand patterns may increase difficulties of inventory management for the sectors in
the BDG. This could subsequently affect the difficulty of the supply chain optimisation.

2.4 Summary
In summary, we have provided a comprehensive overview of the BDG in this chapter. This
includes a historical overview of the BDG and the detail information on building simulation
model of the BDG. More importantly, an extensive literature review on the BDG is presented.
Furthermore, we also compare our work with the existing research, and highlight our contribution and its differences with previous research.
A number of challenges and limitations of the existing research have been identified. This
mainly includes the challenges of analysing decision behaviour and identifying the optimal
solutions for the BDG. In order to tackle the challenge of analysing decision behaviour, we
propose to use a cooperative collaborative approach that we will describe in the next chapter.
Regarding the challenges of optimising the BDG, the existing research mainly adopts GAs.
They only examine a number of simple demand patterns, and address a limited search space.
In our study, we propose to use a new optimisation paradigm–PSO to tackle this challenge. The
relevant research on the PSO will be presented in the next chapter. In summary, the approaches
inspired from nature provide a promising way of solving these research problems.

Chapter 3

Nature Inspired Computing
3.1 Introduction
Many new computing paradigms have been developed for solving complex problems by observing how nature behaves under various situations (Liu and Tsui, 2006). In the field of
complex system optimisation, there are two major schools of thought: Swarm Intelligence (SI)
and Evolutionary Computation (EC) (Bonabeau et al., 1999; Goldberg, 1989; Holland, 1975;
Kennedy, 2006). Figure 3.1 shows a classification of these technologies.
SI is the emergent collective intelligence of groups of simple agents. Natural examples of
SI systems include bird flocking, fish schooling, animal herding, bacterial growth, and many
other social insects such as ants, bees and termites. Each individual in these systems seems
simple, and does not have high intelligence. They are self-organised and there are no supervisors in these systems. Each individual interacts locally with another in their environment.
However, these decentralised and self-organised agents can work together effectively to solve
many complex problems such as exploitation of food sources and environments that could
not be achieved by any single agent acting alone. Inspired by these natural SI examples, two
main computing paradigms have been developed: Ant Colony Optimisation (ACO) and Particle Swarm Optimisation (PSO) (Dorigo and Gambardella, 1997; Eberhart and Kennedy, 1995;
Kennedy and Eberhart, 1995).
PSO appears to be more suitable to solve the BDG optimisation problem. In this thesis we will
focus on PSO due to the following facts:
42
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Figure 3.1 – An illustration of Nature Inspired Computing Approaches
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• ACO is more suitable to solve combinatorial optimisation problems such as the travelling salesman problem and routing of vehicles (Bonabeau et al., 1999).
• PSO is developed to solve continuous optimisation problems 1 .
• The parameters in the BDG are real values or continuous.
• PSO has the advantages of fast convergence and small computational requirements
(Mendes, 2004).

EC is a general term for a number of computational techniques that are inspired by the evolution of biological life in the natural world. These techniques include genetic algorithms (GAs)
(Holland, 1975), coevolutionary approaches (CEAs) (Potter and Jong, 1994; Rosin and Belew,
1996), evolution strategies (Rechenberg, 1973; Schwefel, 1977), evolutionary programming
(Fogel et al., 1966), and genetic programming (Koza, 1992). These techniques share a common conceptual computation paradigm. They are all population-based and model the processes
of natural selection and evolution. Each individual in a population encodes a part or entire solution to a problem. The population is evolved via processes of selection, recombination, and
mutation. The evolution processes are repeated until they reach a termination criterion. GAs
have been used to identify the optimal parameters for the BDG. Therefore, in this thesis, GAs
are used as a benchmark to evaluate the performance of our PSO on the BDG. CEAs provide
an ideal framework to coevolve agents’ strategies in the BDG. Therefore, we also focus on the
development of the GAs and CEAs in the following.

3.2 Particle Swarm Optimisation
3.2.1

Introduction

PSO was developed by Eberhart and Kennedy in 1995 (Kennedy and Eberhart, 1995). It is
inspired by the socially self-organised populations such as bird flocking and fish schooling
(Heppner and Grenander, 1990; Reynolds, 1987). The basic idea of this technology stems
from the predatory behaviour of birds. Imagine this scenario: a flock of birds search for food
in an open field. Suppose there is only one food source in the area, and all the birds do not
1

A few variants of PSOs are also developed to solve combinatorial optimisation problems at present.
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know where it is, but they are able to perceive how far away they are from it. So how to find
food? It is better to communicate with their peers in the process of foraging for food, and then
adjust their flying speed and direction. Thereby it increases the probability of finding food.
Eberhart and Kennedy have simulated this process and have developed PSO.
PSO algorithms (PSOs) have gained increasing popularity in recent years. The PSOs have
been widely used in many science and engineering domains (AlRashidi and El-Hawary, 2009;
Eberhart and Shi, 2001). This is mainly due to its fast convergence rate and few parameters to
tune.

3.2.2

PSO Algorithms

In the PSO, there is a population of solutions referred to as a swarm. Each particle corresponds to a solution. Particles fly around the d-dimensional solution space, and are evaluated
according to a fitness criteria after each iteration. Then each particle adjusts its flying speed
and direction by combining some aspect of its own experience and best locations (best-fitness)
found by one or more members of the swarm, with some random perturbations. The next iteration takes place after all particles have been updated. This process is repeated many times.
The swarm as a whole, like a flock of birds collectively looking for food, is likely to move
close to an optimum in the solution space. Figure 3.2 shows the computational procedure of
the PSO.
→
Each particle in a swarm is associated with three vectors: its current position (−
x i,t ), velocity
→
−
→
(−
v )2 , and previous best position ( pb ). The i-th particle’s position is represented by the
i,t

i,t

→
vector −
x i,t = (xi1 , xi2 , . . . , xid ) (where t is the iteration counter). The flying velocity for a
→
particle i is represented by the vector −
v = (v , v , . . . , v ).
i,t

i1

i2

id

In every iteration, each particle’s flying velocity is updated according to the following two
positions. The first one is the position at which its best fitness has been achieved so far. This
−
→
position is a “personal best position” (cognitive component) and is denoted by a vector pb i,t .
The second position is the best position obtained so far by the particles in its neighbourhood3 .
This position is a “neighbourhood best position” (social component) and is represented by
2

As defined in physics, velocity is used to measure the rate and direction of change in the position of an object.
Therefore, it has both magnitude and direction.

3

Note that a particle’s neighbourhood refers to the particles that are directly linked.
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−
→
nbi,t .
Originally, the velocity update equation is:
−
→
−
→
−
→
→
→
v i,t = −
v i,t−1 + U [0, c1 ] ⊗ ( pb i,t−1 − −
x i,t−1 )
−
→
−
→
→
+ U [0, c2 ] ⊗ (nbi,t−1 − −
x i,t−1 )

(3.1)

−
→
where U [m, n] is a vector of random real numbers distributed over [m, n], and ⊗ is a vector
multiplication symbol. After updating the velocity, each particle updates its position based on
its velocity using the following equation.

−
→
→
→
x i,t = −
x i,t−1 + −
v i,t

(3.2)

From the discussion above, we can see that the PSO mainly includes two components: the cognitive and social components. The cognitive part refers to that where the particle has memory
on its past including its current position, velocity and personal best position. The social component refers to the particles communicating with other particles exchanging information. The
social component plays a key role in the success of the PSO. We usually use the neighbourhood topologies to depict the social interactions among particles. There is a body of research
on the neighbourhood topologies which we discuss in next section.
The original PSO proposed by Eberhart and Kennedy in 1995 uses a fully connected topology
(also known as gBest) that any pair of particles in the swarm are directly connected (Kennedy
and Eberhart, 1995). The PSO using the gBest topology and the equations 3.1 and 3.2 is
widely known as the original PSO.
→
In the original PSO, each particle’s velocity (−
x i,t ) is kept within the range [−V max, V max]
(V max > 0). It is usually hard to choose the parameter V max as it is problem dependent
and can significantly influence the balance between exploration and exploitation. Exploration
refers to the search for new and useful solutions, and exploitation refers to the use of known
solutions or fine tuning of the known solutions (Holland, 1975). Both exploration and exploitation are essential for PSOs. Generally speaking, exploitation produces more certain and
immediate returns, however, it makes the discovery of genuinely novel solutions unlikely and
can result in obsolescence in the long run. On the other hand, exploration enables the discovery of profoundly novel solutions, however, it typically causes a degradation of performance
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in the short run because searches for novel solutions usually fail. Therefore, exploration and
exploitation are a dilemma.
In order to improve the performance of the original PSO, a number of modified versions of
the velocity update equation have been proposed. Shi and Eberhart propose to use an inertia
weight to better control the particles’ velocity (Shi and Eberhart, 1998). This is shown in the
following equations:

−
→
−
→
→
−
−
→
→
→
→
→
 −
v i,t = w ∗ −
v i,t−1 + U [0, c1 ] ⊗ ( pb i,t−1 − −
x i,t−1 ) + U [0, c2 ] ⊗ (nbi,t−1 − −
x i,t−1 )
→
→
→
 −
x =−
x
+−
v
i,t

i,t−1

i,t

where w is the inertia weight. w is typically set in the range of [0.4, 0.9]. The performance
of the PSO can be significantly improved by selecting the appropriate inertia weight (w). The
higher w, the larger step particles move and the more areas they can explore in the search
space. In other words, the higher w provides a better exploration ability. On the contrary, the
smaller w, the smaller step particles move and results in fine tuning a local area. Therefore, it
is usually linearly decreased from 0.9 to 0.4 during a run in order to balance exploration (larger
step at the beginning) and exploitation (smaller movements resulting in fine tuning) (Shi and
Eberhart, 1998).
Another important variant of updating velocity is proposed by Clerc and Kennedy (Clerc and
Kennedy, 2002). They introduce a constriction factor χ making the following equation.
−
→
−
→
−
→
→
→
v i,t = χ(−
v i,t−1 + U [0, φ1 ] ⊗ ( pb i,t−1 − −
x i,t−1 )
−
→
−
→
→
+ U [0, φ2 ] ⊗ (nbi,t−1 − −
x i,t−1 ))
where χ =

|2−φ−

√2

φ2 −4φ|

(3.3)

, φ = φ1 + φ2 and φ > 4.0. Most researchers set both φ1 and φ2 to

2.05, thus having φ = 4.1. Subsequently, the value of constriction factor χ is approximately
0.729. Actually, this is algebraically equivalent to using the inertial weight with w ≈ 0.729
and c1 = c2 ≈ 1.49445 (Mendes, 2004). This updating velocity method guarantees the PSO
converges over time. The PSO using the ring topology and the equations (3.3) and (3.2) have
become the standard PSO (Bratton and Kennedy, 2007).
The PSO described above requires the swarm size to be set. Like many other population
based algorithms, the population or swarm size has significant impact on the performance
of the PSO. In general a larger population will enhance the swarm’s search capabilities and
have a better chance to find the global optimal solution. However, the larger population the

CHAPTER 3. NATURE INSPIRED COMPUTING

49

more computing time is required. This is the famous “no free lunch theorems” in optimisation
(Wolpert and Macready, 1997). Fortunately, due to the fast convergence of the PSO, compared
to other algorithms such as genetic algorithms, PSOs generally need a smaller population size.
It is also related to the topological structure of population. It is typically set to 30 to 60. In
practical applications, it should be tested several times to find a good balance between time
and efficiency.

3.2.3 Neighbourhood Topologies
The neighbourhood topology or sociometric structure indicates the connections between particles. It determines the spread of the information4 . The information flows faster between
connected pairs of individuals while it is slowed down by the presence of the intermediaries.
The greater connectivity speeds up convergence, but it does not tend to improve the population’s ability to discover global optima. The neighbourhood topology has a strong influence
on the particles’ search behaviour, and subsequently on the PSO’s success.
In order to find a topology that works for a wide range of problems, various topologies have
been proposed and examined. In the following, we first discuss the representation of the
topologies, and then review the existing topologies including static and dynamic topologies.

3.2.3.1 Representation
Neighbourhood topologies in the PSOs are usually defined informally, using only ordinary
language or diagrams. It is unambiguous for many simple topologies, but not for more complex
and dynamic topologies due to its inherent imprecision.
In order to more accurately represent neighbourhood topologies in the PSOs, Mendes used
undirected graphs to represent social topologies (Mendes, 2004). Undirected graphs can only
be used to model symmetric relations or bidirectional interactions. In order to model more
general relationships, such as single direction communications between particles, we need a
model of directed graphs. Figure 3.3 shows an example of undirected and directed graphs.
A directed graph or digraph G is a triple consisting of a vertex set V (G), an edge set E(G),
4

The information mainly refers to the best positions in the swarm.

CHAPTER 3. NATURE INSPIRED COMPUTING

50

Figure 3.3 – Undirected and directed Graphs

and a function ℜ(G) assigning each edge an ordered pair of vertices. The first vertex of the
ordered pair is the tail of the edge, and the second is the head. Each ordered pair or each edge
in a digraph is the (tail, head) pair that represents a link from tail to head. We can see that
the population structure in the PSOs can be easily represented by a digraph G. The vertex set
V (G) is all the particles (p1 , p2 , . . . , pn ). Note that the neighbourhood topologies may change
at each iteration in a dynamic topology. In this case, we can use Gt to denote the topology at
iteration t.
The neighbourhood of a particle relates to the concepts of in-neighbourhood set and outneighbourhood set. The group of the particles that exerts influence over the particle pi at
iteration t is the in-neighbourhood set Ht+ (pi ) = {x ∈ V (G) : x → pi }. In other words,
the particles from the in-neighbourhood set send their personal best positions to the particle
pi , or they share information with pi . The out-neighbourhood set is the group of particles
to whom the particle pi contributes its personal best information. It is formally defined as
Ht− (pi ) = {x ∈ V (G) : pi → x}. These two sets are complementary. Therefore we only
need to specify one set when we define a topology. In this thesis, we prefer to define the
in-neighbourhood set to construct a topology.
The main advantages of using the digraph representation is that we can explicitly model the
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information flow direction. Most recent work on neighbourhood topologies has adopted this
representation (McNabb et al., 2009; Mohais et al., 2004; Zavala et al., 2009).

3.2.3.2 Static Topologies

Figure 3.4 – gBest and lBest topologies

In the static (or fixed) topologies, the connections do not change over time. The earliest and
most commonly used topologies are the gBest and lBest topologies (Bratton and Kennedy,
2007; Eberhart et al., 1996; Shi and Eberhart, 1998). Figure 3.4 shows an example of these two
topologies. In the gBest topology, all particles are fully connected with each other, and the
information flows fastest. Subsequently, the PSOs using the gBest converge quickly but are
likely to be trapped in local optima. In the lBest topology, each particle shares its information
with two adjacent neighbours. Therefore, the flow of information is much slower. The PSOs
adopted lBest have a stronger ability to explore different regions, but take a longer time to
converge. There are also several variants of lBest topologies. For example, Figure 3.5 shows
each particle connects with an other 6 and 8 neighbours.
Inspired by the idea of “small worlds”, Kennedy studied the effects of randomly changed
connections of a number of social networks including gBest and lBest (Kennedy, 1999; Watts
and Strogatz, 1998). The test results show that the neighbourhood topologies can significantly
affect the PSO’s performance, and the effects are also dependent on the test functions.
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Figure 3.5 – Another two variants of lBest topologies

Recently, Kennedy and Mendes have systematically examined 70 different topologies (Kennedy
and Mendes, 2002; Mendes, 2004). These topologies not only include the traditional regular
topology such as von Neumann, pyramid and lBest topologies, but also a large number of
random graphs5 with varying degrees of separation or levels of clustering. Figure 3.6 shows
two different representations of the von Neumann topology. They find that the von Neumann
topology performs reasonably well among these topologies, but their research has not precisely
identified the topology factors that lead to the best performance on a range of problems. All the
topologies mentioned above are only considered mutual communications between connected
pairs of particles.

Figure 3.6 – Two different representations of von Neumann topology
5

These random graphs do not change during a trial, and therefore they are also static topologies.
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More recently, Muñoz-Zavala et al. (2009) have proposed a new neighbourhood structure,
called ”singly-linked ring”. There is no mutual interactions between adjacent particles (Zavala
et al., 2009). In this topology a particle k only communicates with particles k − 2 and k + 1
as neighbours (not k − 1 and k + 1 as in the original ring structure). The information in this
topology flows even slower than that in the ring topology. Their simulation results show its
superiority over the ring and von Neumann topologies in a small range of problems.
These studies above are based on the standard PSOs that each particle is influenced by the
best performer among its neighbours. Mendes et al. have proposed a new variant of the
PSO, called fully informed particle swarm (FIPS) (Mendes et al., 2004). The FIPS changes
the way of processing the information. Each particle is influenced by all its neighbours and,
thus, the particles are ”fully informed”. The FIPS still faces the same problem of finding a
neighbourhood topology that works well on a wide rang of problems. There are already a
number of studies on this problem (Jordan et al., 2008; Kennedy and Mendes, 2006).
In summary, there is no a static topology that performs effectively for a wide range of problems.
Recently, randomised topologies and dynamic topologies have gained more attention.

3.2.3.3 Dynamic Topologies
In the dynamic topologies, the connections between particles may change over iterations. A
number of techniques have been used to manipulate the neighbourhood topologies such as
clustering, randomly adding, removing, or migrating edges, and reconstructing the neighbourhood periodically.
Suganthan (1999) designed a neighbourhood operator in order to balance the exploration and
exploitation (Suganthan, 1999). For each particle, a certain percentage of particles close to it
were considered as its neighbours. In the early stages, each particle only has a small number
of neighbours, while near the end of the algorithm, each individual’s neighbourhood consists
of the entire population. Specifically, a particle pi ’s neighbourhood is determined by the distance rate between pi and any other particle in the population, and a threshold fraction. The
threshold fraction is defined: f ra = (3.0t + 0.6max t)/maxt , where t is the current iteration,
maxt is the maximum iteration number. If f ra > 0.9, then the pi ’s neighbours are the entire
population, otherwise, it is taken to consist of all particles whose distance d from pi satisfies
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d/max d < f ra, where max d is the maximum distance between pi and any other particle in
the population.
Kennedy (2000) has used a clustering technique (k − means) to reconstruct the populations
into several groups at each iteration (Kennedy, 2000). The particles in one group or cluster are
very close in the search space. The effects of using cluster centers as an alternative to using an
individual’s previous best pb or its neighbourhood previous best nb are studied. The preliminary study demonstrates that particle swarm search is relatively effective when individuals are
influenced by the centers of their own clusters, and is not generally good when they are influenced by the neighbours’ cluster centers. However, the clustering using k − means adds some
extra computational cost. Liang and Suganthan (Liang and Suganthan, 2005) have introduced
a dynamic multi-swarm PSO (PSO-DMS). In the PSO-DMS, the population is divided into a
number of swarms randomly, and the particles in each swarm are organised using the lBest
topology. These swarms are regrouped frequently in order to exchange information between
swarms.
Mohais et al. (2004, 2005) have proposed to use random neighbourhoods in the PSOs, together
with dynamism operators (Mohais et al., 2005, 2004). Their random neighbourhoods can be
represented using directed graphs as the relationships between particles are single directional.
Both the size and member of the in-neighbourhood set Ht+ (pi ) are generated uniformly. Two
methods of dynamism called random edge migration and total re-structuring are given in (Mohais et al., 2005, 2004).
A number of other dynamic topologies have also been examined such as the scale-free characteristics topologies and self-adjusting neighbourhoods (Chen et al., 2010; Godoy and Von Z.,
2009).

3.2.4

PSO Applications

After more than ten years of development, PSOs have been used to solve a large number
of engineering problems, such as neural network training, parameter estimation, scheduling
problems and supply chain management (Eberhart and Shi, 2001).
PSOs have been successfully applied to artificial neural networks (ANNs) training in three
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main areas: network connection weights, network structure (network topology, transfer functions), and network learning algorithms (Yi and Ge, 2005). Most of the existing work has
focused on network weights and topology evolution. PSOs are also used as an alternative
to the back propagation (BP) learning algorithm in ANN training. The BP algorithm is a
gradient-based method. Some inherent problems are frequently encountered in the use of this
algorithm, e.g., very slow convergence speed in training, and it easily gets stuck in a local minimum (Yi and Ge, 2005). Many experimental results show that PSOs are a promising approach
for ANNs training in most cases as it is faster and achieves better results (Eberhart and Shi,
1998; Settles et al., 2003). As an example of neural networks evolution, the PSO algorithm
has been successfully used for analysis of human tremor of Parkinson’s syndrome and other
diseases (Eberhart and Hu, 1999).
As an optimisation algorithm, PSOs have been applied to a variety of parameter estimation
and optimisation problems, such as power system stabiliser parameter settings (Abido, 2002a;
AlRashidi and El-Hawary, 2009), optimal power flow problems (Abido, 2002b), and motor
control problems (Kim and Shin, 2007). PSO has also been used to solve many scheduling
problems including manufacturing system scheduling (Guo et al., 2009), vehicle routing problems (MirHassani and Abolghasemi, 2011; Y. et al., 2010) and flow shop scheduling problems
(Zhang et al., 2010).
Furthermore, PSOs have been applied to solve a number of supply chain management problems such as supply chain network design, supplier management problems, and inventory
management. Huang et al. have applied PSO to optimise a dynamic supply chain network.
Their simulation results demonstrate that PSO is more efficient than a traditional fuzzy neural
network (Huang et al., 2008). Haq and Kannan use PSO and GA to formulate a multi-echelon
distribution inventory supply chain model (Haq and Kannan, 2006). They investigate the impact of forecasting methods on the total cost of this supply chain. Their model is validated by
considering the case study in a tyre industry located in the southern part of India. PSO has
also emerged as an alternative optimisation approach to the supplier management problems
(Mehdizadeh and Tavakkoli-Moghaddam, 2009; Soares et al., 2008).
Kuo and Huang propose to use PSO to solve a bi-level linear programming problem (BLPP)
(Kuo and Huang, 2009). The BLPP is developed for decentralised planning systems. It is a
special case of multi-level linear programming problems with a two-level structure. The upper
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level is termed as the leader and the lower level pertains to the objective of the follower. In the
BLPPs, each decision maker tries to optimise its own objective function without considering
the objective of the other party, but the decision of each party affects the objective value of
the other party as well as the decision space. They compare the performance of the PSO with
a GA. Moreover, they treat solutions obtained from a software as best solutions. Then, they
are able to calculate the error rate and and standard deviation of the solutions obtained by the
PSO or GA. The error rate and standard deviation are used to measure accuracy and stability
respectively. Their experimental results indicate that PSO algorithm outperforms the GA in
accuracy and has better stability.
More recently, Rabelo et al. have used PSO to examine a simple manufacturing supply chain
proposed by Sterman (Rabelo et al., 2011; Sterman, 2000). Their goal is to minimise oscillatory behaviour in the supply chain. This is implemented by minimising the accumulated
deviations from equilibrium using a PSO algorithm. They tested their methodology by increasing and decreasing the customer orders in the supply chain. The experimental results
show that their approach can significantly stabilise the behaviour of the supply chain despite
these fluctuations.

3.2.5

Research Opportunities

This section has presented a detailed review of PSO algorithms. Special attention is given to
the research on neighbourhood topologies as they have become an active research direction.
These existing studies on the various topologies have gained insight into the effects of the
topologies on the performance of the PSOs.
Table 3.1 shows the summary of the existing studies on neighbourhood topologies. However,
the research opportunities on neighbourhood topologies are still there, as these studies have
the following common disadvantages.

• Only a small number of test functions (usually 6 functions) are used to validate the
proposed topologies, and consequently the effectiveness of the topologies is not fully
examined.
• Much extra computation cost is added for some complex dynamic topologies, which
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Table 3.1 – Summary of neighbourhood topology studies on PSO

Literature
Eberhart et al. (1996), Shi
and Eberhart (1998)
Kennedy (1999)
Kennedy and Mendes (2002),
Mendes (2004)
Muñoz-Zavala et al. (2009)
Suganthan (1999)
Kennedy (2000)
Liang and Suganthan (2005)
Mohais et al. (2004, 2005)
Godoy and Von (2009)
Chen et al. (2010)

Features
Examined two static (lBest and gBest) topologies
Investigated the effects of “small worlds” topologies
Examined von Neumann, pyramid, lBest and a large
number of random topologies
Examined a singly-linked ring topology
Examined a dynamic neighbourhood operator
Proposed a dynamic topology using a cluster technique
Introduced a dynamic multi-swarm PSO
Proposed to use random neighbourhoods, together with
dynamic operators
Examined scale-free characteristics topologies
Introduced self-adjusting neighbourhood topologies

makes the PSOs run much slower.

In Chapter 4, we present a new dynamic topology in order to balance between exploration
and exploitation of search space. To address the disadvantages mentioned above, we validate
this topology on a wide range of test functions. Furthermore, our topology requires very little
extra computation cost compared with the original PSOs. Furthermore, our PSO provides an
alternative approach to the BDG optimisation, which will be examined in Chapter 5.

3.3 Genetic Algorithms
3.3.1

Introduction

A genetic algorithm (GA) is a global stochastic optimisation algorithm that mimics the process of natural biological evolution and genetics (Holland, 1975; Holland and Miller, 1991).
In nature, the evolution driving force is the joint action of natural selection and recombination
of genetic materials that occurs during reproduction. In terms of natural selection, individuals
compete for scarce resources such as food and space, and subsequently, the competition results
in survival of the fittest individuals. Essentially, the fitness of an individual is determined by
its genetic content. A basic unit in the genetics is called a “gene”. A set of genes controlling
features of an individual forms a “chromosome”. Therefore, chromosomes play a key role
during the evolution of a species. Natural selection leads to survival of the fittest individuals,
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and it also implicitly results in survival of the fittest genes. During reproduction, genes of
the next generation are the recombination of their parents’ genes, and may also involve some
mutations. The next generation evolves through the mechanism of natural selection, and subsequently, the stronger genes survive, while the weaker genes die out. Therefore, genes of a
species adapt to a competitive environment over time.
GAs are inspired by these phenomena in nature. The originator of GAs is Professor John
Holland who developed it in the early 1970s (Holland, 1975). GAs manipulate a population
of individuals that encode potential solutions to an optimisation problem. Each individual is
measured by a fitness function and, subsequently, each individual is associated with a fitness
value. The fitness value reflects how good it is. The higher fitness value of an individual
means the higher chances of its survival and reproduction. This is determined by the selection
operator that is an analogy of natural selection. Two additional operators involved in GAs are
crossover and mutation. The crossover operator simulates the process of the recombination
of genetic material during reproduction, and plays the role of information exchange among
individuals. The mutation operator randomly changes the solution and also has a direct analogy
from nature.
Figure 3.7 shows the computational procedure of GAs. An implementation of a GA begins
with a population of individual agents that encodes candidate solutions to a problem. For each
generation G, each individual agent is evaluated and assigned a fitness value. After evaluation,
the selection operator is applied to the population according their fitness value and an intermediate population is created. The algorithm applies recombination and mutation to create the
next population in G + 1. Once evaluation, selection, recombination and mutation are completed, this new population is then used and the process repeats over successive generations.
This process continues for a predefined period of time (G), or until the optimal solutions are
found.
From the discussion above, we can see that the GAs involves the following components:
• Encoding methods,
• Fitness function,
• Selection operator,
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• Crossover operator,
• Mutation operator,
• Termination criteria.
We discuss these components in detail in the following.

3.3.2

Encoding Methods

GAs are essentially computer programs. Therefore, we need to encode potential solutions to
problems in a form that computers can process before the GA can work. Encoding methods
not only determine the form of how an individual’s chromosomes are arranged but also affects
the implementation of the crossover and mutation operators . Existing research has shown
that encoding methods have a strong impact on the behaviour and performance of the GAs
(Goldberg, 1989; Liang et al., 2007; Liepins and Vose, 1990). A good encoding method could
make crossover and mutation operations easier to implement and execute. A poor encoding
method is likely to make crossover and mutation operations difficult to achieve, and also may
produce many infeasible solutions.
The importance of choosing proper encoding methods for a given problem has been widely
recognised. However, it is still a challenge to develop a general theory on encoding methods
(Liang et al., 2007). Up to now, a number of encoding methods have been developed.
One common encoding approach is binary encoding. Every potential solution is encoded into
a sequences of string bits: 1 and 0. The length of the binary string bits is dependent on the
required accuracy of the solution. Binary coding method has the following advantages:
1. Encoding and decoding operations are quite simple.
2. Easy to implement crossover and mutation operators.
3. Complies with the principle of the minimum alphabets on encoding6 .
4. Facilitates the use of schema theorem theoretical analysis of algorithms.
6

This principle is used to measure the quality of encoding methods. Basically, the less alphabets you use for a
given set of the data, the better encoding quality you will achieve. Holland argues that the binary coding method
complies with this principle (Holland, 1975).
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However, the binary encoding needs decoding (or translation) for many problems and may lose
some precision.
Another popular approach is to encode solutions directly as the true value of decision variables,
known as “floating-point coding method”. The coding length for each individual is equal to
its number of decision variables. This encoding approach enables greater precision of the GAs
and often “is intuitively closer to the problem space” (Fleming and Purshouse, 2002). Furthermore, it can improve computational efficiency of the GAs as no more decoding methods are
required. It is also much easier to deal with complex decision variable constraints. Therefore,
this encoding method has become very popular.
A third approach is to represent individuals in a GA as a set of symbols. The symbol set can be
an alphabet, such as {a, b, c, d, ...}, can also be a digital number set, such as {1, 2, 3, 4, 5, ...},
can also be a code table, such as {A1, A2, A3, A4, A5, ...} and so on. This encoding method
is commonly used to solve problems such as the traveling salesman. The main advantage of
this approach is that it facilitates the use of domain knowledge to solve complex problems.
However, crossover and mutation operators usually need to be carefully designed in order to
meet the requirements of the various constraints.

3.3.3 Fitness Function
In the GAs, a fitness function is used to measure how good potential solutions are. The fitness
value of an individual determines the probability of its survival in the next generation. The
evaluation process of an individual’s fitness is:

1. Obtain the individual’s phenotype. In case of binary coding, it needs a decoding process,
but no decoding is needed for the floating-point coding method.
2. Calculate the objective function value according to its phenotype.
3. Transform the objective function value into the individual’s fitness according to a certain
transformation rule.

In particular the third step is optional as the objective function value can be directly used
as fitness value for many problems. However, given that for some GAs implementation the
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fitness value has to be positive, it is generally necessary to develop transformation rules to
map the objective function value into the fitness value. Also in practice, the direct calculation
of a fitness function may lead to rapid convergence, or slow convergence. For example, in the
early stages of the GAs, maybe a very small number of individuals have very high fitness. If
the fitness-proportionate selection operator is used to determine the individuals to be copied
over into the next generation, then these individuals with very high fitness will be in the next
generation in a high percentage. This is more prone to premature optimisation. Therefore, it
may be necessary to scale the fitness value for a certain optimisation problem.

3.3.4 Selection Operator
The selection operator performs natural selection artificially and is used to select new members to reproduce from the existing population. There are a number of selection operators
existing in the literature. The most widely used selection methods are fitness-proportionate
selection, roulette-wheel selection, elitist selection, rank selection and tournament selection.
Among these selection methods, Goldberg and Deb show that both ranking and tournament selection methods maintain strong population fitness growth potential under normal conditions
(Goldberg and Deb, 1991).
The fitness-proportionate selection method is quite straightforward. The more fit individuals
are more likely, but not certain, to be selected. The basic idea is that each individual is selected
with a probability proportional to its fitness (Goldberg, 1989). The probability of individual i
is selected is:
pi = fi /

m
∑

fk

(3.4)

k=1

where fi is the fitness value of individual i, and m is the number of individuals in the population.
The roulette-wheel selection is an implementation of fitness-proportionate selection. Conceptually, the fitness-proportionate selection can be represented as a game of roulette. Each
individual gets a slice of the wheel, but more fit ones get larger slices than less fit ones. The
individuals are chosen by spinning the wheel.
The elitist selection is a strategy that guarantees the survival of the best individuals in the next
generation. Many GAs do not use pure elitism, but instead use a modified form where the
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single best, or a few of the best, individuals from each generation are selected into the next
generation. The advantage of this strategy is that good solutions once found are never lost
unless even better solutions are found.
The rank selection is similar to fitness-proportionate selection except that selection probability is proportional to relative fitness rather than absolute fitness. First, each individual in the
population is assigned a numerical rank according to its fitness value. Then the selection is
based on the rank rather than the fitness. The advantage of this method is that it tends to
prevent premature convergence. In early generations of the GAs, large fitness differentials
usually occur. However, the rank selection method reduces the differential and thus tempers
selection pressure through preventing a few individuals with high fitness from gaining dominance in early generations. Conversely, at late generations, there are only very small fitness
differentials among individuals. The rank selection can amplify small fitness differentials in
late generations. Subsequently, selection pressure is increased and results in fast convergence
in late generations.
The tournament selection method chooses individuals through running several “tournaments”
among subgroups of individuals randomly chosen from the population. The winner of each
tournament is selected to reproduce. The tournament size determines selection pressure. If
the tournament size is larger, selection pressure is bigger and subsequently, less fit individuals
have a smaller chance to survive.

3.3.5

Crossover Operator

Similar to the selection operator, the crossover operator mimics a recombination process that
occurs to chromosomes during sexual reproduction. This involves choosing two individuals to
swap segments of their chromosomes, forming two artificial “offspring” that are combinations
of their parents. The crossover operator in GAs plays an important role and it is the key component for generating new individuals. The popular crossover methods are one point crossover
and two point crossover (Goldberg, 1989).
In one point crossover, a single crossover point is randomly selected. All data beyond that
point in either chromosome is swapped between the two parent chromosomes. As shown
in Figure 3.8, this results in two new chromosomes. In two point crossover, two crossover
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points are randomly chosen. Everything between the two points is swapped, rendering two
new chromosomes.

Figure 3.8 – The GA Operators

3.3.6

Mutation Operator

The mutation operator is used to maintain the genetic diversity of the population. It is analogous to biological mutation. Individuals are randomly chosen and changed a little bit after applying crossover. The probability of applying mutation is controlled by the mutation
rate. It is usually set between 0.5%–2%. The implementation of the mutation operator is
dependent on the coding methods. In the case of binary coding, individuals mutation means
the flipping of variable values because every variable has only two states (0 and 1). Figure
3.8 shows one example of applying the mutation operator. In the case of floating-point coding, the variations are usually proportional to the range of genes. For example, Equation 3.5
shows Mühlenbein’s mutation implementation (Mühlenbein and Schlierkamp-Voosen, 1993).
In Equation 3.5, gi ∈ [ai , bi ] is a gene to be mutated, and the mutation range is normally set
to 0.1 ∗ (bi − ai ). Furthermore, to keep all genes legal, it usually requires initialising a new
gene once it becomes infeasible.
′

gi = gi ± range

3.3.7

(3.5)

Termination Criteria

There are a number of termination criteria to decide whether to continue searching or not. The
most popular way is to set a maximum generation number. An alternative criterion is to set a
maximum evolution time. This means that the evolution stops when the elapsed evolution time
exceeds the user-specified evolution time. Other alternative termination criteria include setting

CHAPTER 3. NATURE INSPIRED COMPUTING

65

a fitness threshold, and population convergence. The fitness threshold is a termination method
that stops searching until the individuals find the user-specified fitness threshold or even better
solutions. The population convergence termination criterion is implemented through checking
the convergence state. When the population is deemed as converged searching then stops.

3.3.8 Applications
GAs have been developed for nearly 40 years, and that is much longer than the PSOs development. As a generic optimisation approach, GAs have been extensively used to solve many
complex problems such as routing and scheduling, electrical engineering, system engineering,
financial markets, and supply chain management.
GAs have been employed to solve many routing and scheduling problems (Deris et al., 1999;
He and Mort, 2000; Jensen, 2003). These problems are know to be NP-hard, meaning that no
method is known to identify an optimal solution in a realistic time (Welsh and Powell, 1967).
For example, Deris et al. used GAs to solve university timetable problems (Deris et al., 1999).
In their approach, a GA is combined with a constraint-based reasoning procedure in order to
process and validate individuals generated by the GA operators. Their approach is tested using
a real university timetable data set. Their study shows that the GA is capable of finding a
near-optimal solution in a reasonable amount of time. Jensen shows that it is possible to find
robust and flexible job shop schedules using GAs (Jensen, 2003).
GAs are also a powerful tool for finding optimal solutions to many electrical engineering and
system engineering problems (Grady et al., 2005; Majhi et al., 1995). For example, Majhi et
al. used a GA to solve a problem that is to partition a circuit across multiple chips (Majhi
et al., 1995). Essentially, partitioning is a combinatorial optimisation problem. Their study
demonstrates the effectiveness of GAs on this complex problem. GAs are widely used to solve
wind turbine related problems such as placement (Emami and Noghreh, 2010; Grady et al.,
2005), positioning (Zhang et al., 2011), and installation (Lee et al., 2010).
GAs have also been successfully used to examine many financial market problems. For example, recently, Sun et al. adopted a GA to optimise a dynamic financial distress prediction model (Sun et al., 2011). GAs are also widely used to predicate financial markets such
as bankruptcy prediction and composite index forecasting (Leigh et al., 2002; Shin and Lee,
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2002; Wu et al., 2007). Other successful applications include trading system designs (NunezLetamendia, 2007), and patterns detecting in stock markets (Kim and Shin, 2007).
Furthermore, GAs also play an important role in supply chain management. In the past, mathematical programming approaches such as nonlinear programming, stochastic programming
and dynamic programming were used to solve many supply chain management problems.
However, when a problem has too many decision variables or constraint conditions are too
complex, mathematical programming approaches usually result in low efficiency, and can easily be trapped in locally optimal solutions. However, GAs provide a promising approach to
solve these complex problems. For example, Altiparmak et al. use a GA to find a set of
Pareto-optimal solutions for a supply chain network design problem (Altiparmak et al., 2006).
The network design problem involves multiple and conflicting objectives such as cost, service
level, resource utilisation, etc. They tested a number of GAs implementations, and demonstrate that GAs are able to find Pareto-optimal solutions. Naso et al. examine a case study
in the distribution of ready-mixed concrete using GAs (Naso et al., 2007). This problem is
actually a scheduling problem which is an NP hard problem. In order to solve this problem,
they develop a GA with two heuristic procedures which improve the search abilities of the
GA. More interestingly, GAs have been used to identify optimal solutions for the BDG. More
information can be found in Section 2.3.4.

3.4 Cooperative Coevolutionary Approaches
3.4.1

Introduction

An important feature of evolution is that individual entities interact over time, and influence
each other’s evolutionary trajectory. This idea, known as coevolution, plays a vital role in the
evolutionary process. Coevolution describes a process of “evolutionary moves and countermoves” where the evolution of one species impacts the evolution of another. For example, a
predator might develop faster running speeds, only for the prey to evolve better camouflage as
part of a “coevolutionary arms race ad infinitum” (Beinhocker, 2006). In the wider academic
context, interest in coevolutionary theory as a means of framing, understanding and managing
interactions between the human and natural worlds has grown (Winder et al., 2005), and ecological economists have also used this idea as a paradigm of coupled economic change, and
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as a means to describe positive feedback between ecological and economic systems (Kallis,
2007).
Coevolutionary approaches (CEAs) are a subset of evolutionary algorithms (EAs) (Wiegand,
2003). CEAs are inspired by natural coevolution phenomena, where entities, through a process
of moves and countermoves, evolve in tandem in a given environmental setting. CEAs model
an ecosystem that consists of two or more species. Each species is represented by a population.
As in nature, the species are genetically isolated. Individuals only mate with other members in
their species. CEAs usually involve two or more populations, and each population represents
part of an unsolved problem. Thus, CEAs allow a modeler to divide an unsolved problem into
constituent parts, where each part can be solved with respect to its own fitness function.
The major difference between CEAs and the traditional EAs is that the fitness of an individual in CEAs is a function of the other individuals in the populations (Rosin and Belew, 1996;
Wiegand, 2003). Individuals from different populations interact with each other, and an individual’s fitness is based on the results of the interactions.
Two basic computational paradigms of CEAs have been developed: competitive coevolution
approaches and cooperative coevolution approaches. In competitive coevolution approaches,
the fitness of an individual in one population is based on by a series of direct competitions with
some individual(s) from other populations (Rosin and Belew, 1996). Competitive coevolution
can result in an “arms race”, and the populations reciprocally interact with each other which
leads to better performance and complexity. In cooperative coevolution approaches (CCEAs),
the fitness of an individual in one population is determined by a series of collaborations with
some individual(s) from other populations (Potter and Jong, 2000).
This thesis focuses on CCEAs that are more relevant to our research on the BDG, as supply
chains are generally seen as a cooperative structure. In the following, we first introduce the
CCEAs paradigm, then summarise the current research and applications.

3.4.2

CCEAs Paradigm

CCEAs usually employ two or more distinct populations. Each population corresponds to
one part of a problem. EAs such as GAs are usually used to evolve each population. Each
population is allowed to use its own evolutionary parameters such as encoding methods and
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genetic operators. This provides increased search abilities to solve more complex problems
(de Jong, 2003; Wiegand, 2003).
Algorithm 1: Pseudo code of cooperative coevolutionary approaches
// Create M agent populations
for Species s ← 1 to Species M do
Initialise N individuals (or agents);
for i ← 1 to M ax Generations do
// Measure each agent’s fitness in all agent populations
for Species s ← 1 to Species M do
for Agent k ← 1 to Agent N do
Select the representatives from other species and form a collaboration;
Evaluate the fitness of this collaboration through simulating the shared
domain model which involves the objective function;
// Evolve each agent population through the GA
for Species s ← 1 to Species M do
Apply selection operator;
Apply crossover operator;
Apply mutation operator;

Algorithm 1 shows a pseudo code representation of the cooperative coevolutionary framework. As shown, we first randomly generate M species (or called populations) where each
population has N individuals (or called agents). This results in a uniform distribution of agent
strategies in each agent population. Then we evaluate each agent’s fitness which involves selecting representatives (or collaborators) from other agent populations. This is because any
given individual from one population represents only a subcomponent of the problem. A set
of collaborators from other populations is needed to be selected to form a complete solution
to the problem. Then we repeat this process for every individual in all the populations. Subsequently, the selection, crossover and mutation operators will be applied in each population
independently. This process will continue repeatedly until it reaches the maximum allowed
generations.
A pictorial illustration of coevolution processes in an CCEA is shown in Figure 3.9. Although
there are three populations involved in this illustration, the number of populations may be more
or less in actual applications. This figure shows the fitness evaluation phase of the CCEA from
the perspective of the three populations. Note that this illustration shows a sequential pattern
of evaluation, where each population is evaluated in turn, however, the populations could also
be evaluated in parallel.
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Each population in the coevolutionary framework evolves independently through GAs (or
other EAs), except for evaluation, and furthermore, individuals from one species interact with
the individuals from other species through a shared domain model. For example, a shared
domain could be the BDG, where each population is based on a game sector. An individual’s
fitness itself becomes a measurement of interacting individuals. This feature allows the potential for evolving greater complexity by allowing different constituent parts of a problem to
evolve in tandem. Furthermore, this framework also has the ability to capture the independent
decision-making behaviour and interactions among individual agents.

3.4.3

Current Research

Existing research on CCEAs mainly focuses on parameter analysis. In terms of parameter
analysis, problem decomposition and collaborators selection are the main concern when applying CCEAs to a problem. An ideal CCEA should decompose a large problem into independent subcomponents. In other words, the interdependencies among different subcomponents
should be minimal. A number of problem decomposition methods have been proposed. They
are one-dimensional based method, the splitting-in-half method and the group-based method
(Liu et al., 2001; Potter and Jong, 1994; Schmidt and Lipson, 2008; Yang et al., 2008).
The one-dimensional based method decomposes a N -dimensional problem into N subcomponents (Potter and Jong, 1994). Thus there will be N populations involved if using this
approach. This method is straightforward and effective when all dimensions of the problem
are separable and independent.
The splitting-in-half method decomposes a N -dimensional problem into two equal halves (Liu
et al., 2001). Then the problem becomes two N/2-dimensional problems and two populations
will be involved. Note that we may apply the splitting-in-half method recursively when the
dimension of the problem is too large.
For both the one-dimensional based method and the splitting-in-half method, it does not consider interdependencies among dimensions for many nonseparable problems. Therefore, it
may be unable to solve nonseparable problems satisfactorily. Recently, Yang et al. proposed a
group-based method that is to split a N -dimensional problem into m s-dimensional subgroups
randomly (assuming n = m ∗ s) (Yang et al., 2008). Furthermore, the grouping structure is
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regenerated periodically. Each subgroup is evolved with an EA like the standard CCEAs. Although this method does not guarantee to eliminate all the interdependencies among different
subgroups, it may provide a better solution to deal with problem decomposition.
To assess individual’s fitness from one population, collaborations are formed with representatives from each of the other populations. A number of existing research papers show that
the choice of collaborators (or representatives) has a strong impact on the performance of the
algorithm (Bull, 1997, 2001; Wiegand et al., 2001, 2002). There are two methods for selecting
collaborators:
• CCEA-1 Select only one individual with a high fitness value from every population
except for the current population.
• CCEA-2 Select two individuals: one is the best individual and the other one is randomly
chosen.
The CCEA-1 forms only one collaboration. Thus, the fitness of that individual is simply just
the fitness of this collaboration. However, the CCEA-2 can form a large number of collaborations depending on the size of the population. Then we need to assign the fitness of the
individuals who are assessed. This problem is known as “fitness credit assignment” (Wiegand,
2003). Wiegand et al.’s research shows that assigning an individual’s fitness value is equal
to the value of its best collaboration and is generally the best mechanism for fitness credit
assignment (Wiegand et al., 2001, 2002).

3.4.4

Applications and Research Opportunities

CCEAs are an interesting and useful extension to the more traditional evolutionary algorithms
such as GAs. The specialised features of this framework such as multi-populations and fitness
evaluation schemes, provide the potential for solving more complex problems. Furthermore,
this framework is also an ideal tool to model independent decision-making behaviour and
interactions among individual agents in a multi-agent system.
In terms of the applications on optimisation, CCEAs have been applied to a wide variety of
problems. For example, Hillis has applied a CCEA to identify minimal sorting networks that
are a parallelisable device for sorting lists with a fixed number of elements (Hillis, 1990).
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Garcia-Pedrajas et al. propose a general framework for designing neural network ensembles
by means of cooperative coevolution (Garcia-Pedrajas et al., 2005). The proposed model is
evaluated through being applied to ten real-world classification problems. Their experimental
results show the performance of the proposed model is better than the existing methods.
CCEAs offer great potential for concurrent multi-agent learning domains (Panait et al., 2006).
Yong and Miikkulainen show that CCEAs provide an efficient and robust framework to coordinate a team of agents to achieve a common goal (Yong and Miikkulainen, 2001).
However, until now, this powerful framework has not been proposed to examine SD models.
Therefore, there is a great research opportunity to examine how to apply CCEAs in system
dynamics research. Our work in Chapter 6 has made a first step, and shows that this novel
framework provides a potentially significant method to model the impact of various supply
chain decision making heuristics.

3.5 Summary
This chapter has presented a number of important nature inspired computing approaches which
are fundamental to the research outlined in this dissertation. The nature inspired computing
approaches have two major computational paradigms: swarm intelligence and evolutionary
computation. A detailed discussion of these techniques are provided with special attention to
PSO, GAs and CCEAs. These approaches, their current research and applications are reviewed
in detail. More importantly, we also have identified a number of research opportunities:
• Research on the design of new topologies for PSO.
• A new optimisation approach (PSOs) for the BDG optimisation.
• Potential applications of CCEAs in system dynamics.
PSO is an emerging computational paradigm and has had increasing popularity since it was
proposed in 1995. There are a number of research opportunities on PSO, especially in the
direction of population topologies. We have given a detailed review on this research area,
which laid the groundwork for the next chapter.
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A detailed discussion of GAs is provided. Each component of GAs such as encoding methods,
selection operator and crossover operator is reviewed. Furthermore, we outline the advantages and disadvantages of each alternative implementation. A series of GA-based successful
applications are also summarised.
Finally, we have presented CCEAs. This includes a detailed implementation of CCEAs, their
current research and applications. This powerful framework provides an ideal tool to co-evolve
agents’ strategies in the BDG model. We will present the related results in Chapter 6.

Chapter 4

PSO with Gradually Increasing
Directed Neighbourhoods
4.1 Introduction
Like many other population-based algorithms, the performance of the PSO depends on its
ability to balance exploration and exploitation of the search space. In this chapter, we aim to
tackle this challenge through the design of a new neighbourhood topology. A neighbourhood
topology that captures the interactions or connections between particles is a vital property
of the PSO. The neighbourhood topologies of the swarm determine the speed of information
flow in the entire population and, furthermore, the speed of information flow could be used to
control exploration and exploitation of the search space (Suganthan, 1999).
Various alternative topologies such as wheel, von Neumann and random networks have been
proposed (Chen et al., 2010; Kennedy and Mendes, 2006; Mohais et al., 2004; Suganthan,
1999; Zavala et al., 2009). More information about these topologies can be found in Section
3.2.3. However, an open research challenge is to find a topology that performs well on a wide
range of optimisation problems.
The most commonly used topologies are gBest (or the fully connected topology) and lBest
(or the ring topology) (Kennedy and Mendes, 2002). In the gBest topology, all the particles
are connected, and consequently at each iteration, the best position attracts all the particles
towards that location. The information flow in the gBest is extremely fast. The PSO with
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the gBest topology has strong ability on exploitation (the use of known solutions), but could
be easily trapped into local optima and cause the premature convergence problem. As for the
lBest, each particle is only directly connected with two adjacent neighbours, and therefore the
information flow spreads around the population quite slowly, which improves the PSO’s ability
on exploration (the search for new solutions). However, it eventually impacts the convergence
speed of the PSO and usually requires a large number of objective function evaluations.
Therefore, we could say that the gBest and lBest topologies represent the two extremes of
the information flow speed. But we could also state that the lBest topology meets the requirements of exploration in the early stages, while the gBest topology satisfies the requirements
of tuning the search areas in the late stages. If we can dynamically adapt the topologies, it
will provide an effective way to balance between exploration and exploitation in the entire
convergence period.
This chapter presents a dynamic neighbourhood topology through gradually increasing the
number of connections for each particle in the population. We have formalised this topology
using random graph representations. In order to validate our proposed method, we have tested
the PSO on 31 benchmark test functions. The results show that the changes in the PSO result
in better performance than a number of the state of the art algorithms on almost all of the
functions.
The rest of this chapter is organised as follows. The proposed PSO-GIDN is presented in
Section 4.2. In Section 4.3 we will provide our experimental results and analysis. Finally in
Section 4.4 we will briefly summarise the contributions of this chapter.

4.2 Proposed PSO with Gradually Increasing Directed Neighbourhoods
Our work is related to the existing research on topologies for PSOs. Figure 4.1 shows the
popular topologies for PSOs. More information about these topologies have been discussed in
Section 3.2.3.
We aim to provide a neighbourhood topology that can effectively balance between the exploration and exploitation of the solution space. In the early stage of the iteration, the PSOs should
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Figure 4.1 – Typical topologies for PSOs

focus on exploring the whole parameter space in order to find a promising search space, and
in the late stage all the particles should work together to exploit the best area found so far.
We design a new neighbourhood topology, called “Gradually Increasing Directed Neighbourhoods (GIDN)”, to satisfy the desired balance between exploration and exploitation in the entire stage. Specifically, at the beginning each particle only communicates with a small number
of particles. This forms many small swarms in the population and thus, improves the exploration ability in the early stage of the evolution. The neighbourhood of each particle increases
over time, and each particle is connected with more individuals. In the late stage, all particles
will be connected with each other, and share all the information together which improves the
exploitation ability.
In our model, we gradually add connections between particles and these connections between
particles are randomly chosen and also have directions. Figure 4.2 illustrates these processes.
We choose a random directed graph G(N, b, γ, t) to formally define our GIDN. We define
the in-neighbourhood set Ht+ (pi ) for any particle (pi ) in the G(N, b, γ, t) first. The size of
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Figure 4.2 – An illustration of gradually increasing directed neighbourhoods
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Ht+ (pi ) at iteration t is determined by the following equation.
|Ht+ (pi )| = ⌊(

t γ
) ∗ N + b⌋
maxt

(4.1)

where ⌊x⌋ is the largest integer not greater than x (the floor function), maxt is the maximum
iteration number, N denotes the size of the population, b and γ are two parameters. The parameter b is the number of neighbours that each particle begins with. We suggest that b is set to
a small number such as 2 or 3 in order to create lots of small swarms in the population. The parameter γ controls the neighbourhood size increasing speed and subsequently the information
t
flow speed. Thus, γ can be used to control exploration and exploitation. f (γ) = ( max
)γ is a
t

decreasing function because of 0 <

t
maxt

≤ 1. Therefore, the neighbourhood size increases

faster as the γ becomes smaller. Our results show that γ = 2 provides a better balance between
exploration and exploitation.
Algorithm 2: Proposed PSO with Gradually Increasing Directed Neighbourhoods (PSOGIDN)
Step 1 : Initialisation: randomly generate each particle’s position and velocity; Set each
+
particle’s neighbour number (|Ht=0
(pi )| = 0);
Step 2 : Renew each particle’s neighbourhood. Firstly, obtain each particle’s neighbour
number (|Ht+ (pi )|) using Equation (4.1), then update the topology as follows:
for i ← 1 to N do
+
if |Ht+ (pi )| > |Ht−1
(pi )| then
+
Randomly choose |Ht+ (pi )| − |Ht−1
(pi )| distinct particles that still do not have
connections with the particle pi as pi ’s new neighbours;
Step 3 : Evaluate: update each particle’s fitness according to the fitness function;
−
→
→
−
Step 4 : Update: l) If the current position is better than pb i,t , then update pb i,t . 2) If
−
→
−
→
this is a better position than nbi,t in its neighbourhood, then update nbi,t ;
Step 5 : Update each particle’s position and velocity according to Equation (3.2) and
(3.3);
Step 6 : Check stop criterion: If not, return to Step 2 , otherwise output the best
solution found so far.
Algorithm 2 shows our proposed algorithm (PSO-GIDN). The step 2 in the PSO-GIDN indicates the process of the GIDN.

4.3 Experimental Results and Evaluation
In this section, we first examine the parameter settings for the PSO-GIDN, and then evaluate
its performance through comparing it with a number of the existing PSOs.
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Table 4.1 – Test Functions (Uni.=Unimodal, Multi.=Multimodal, Sh.=Shifted, SR=Shifted and
Rotated, HC=Hybrid Composition, RHC=Rotated and HC, GB=Global on Bounds, NC=NonContinuous, and NM=Number Matrix)

No.
f1
f2
f3
f4
f5
f6
f7
f8
f9
f10
f11
f12
f13
f14
f15
f16
f17
f18
f19
f20
f21
f22
f23
f24
f25
f26
f27
f28
f29
f30
f31

Type
Uni.
Uni.
Multi.
Multi.
Multi.
Multi.
Uni.
Uni.
Uni.
Uni.
Uni.
Multi.
Multi.
Multi.
Multi.
Multi.
Multi.
Multi.
Multi.
Multi.
Hybrid
Hybrid
Hybrid
Hybrid
Hybrid
Hybrid
Hybrid
Hybrid
Hybrid
Hybrid
Hybrid

Description
Sphere
Rosenbrock
Ackley
Griewank
Rastrigin
Schaffer
Sh. Sphere
Sh. Schwefel 1.2
SR Elliptic
f8 with noise
Schewefel 2.6 GB
Sh. Rosenbrock
SR Griewank
SR Ackley GB
Sh. Rastrigin
SR Rastrigin
SR Weierstrass
Schwefel 2.13
Sh. Expanded F8F2
SR Scaffer F6
HC Function
RHC Function 1
f22 with noise
RHC Function 2
f24 with basin
f24 with GB
RHC function 3
f27 with NM
NC Rotated f27
RHC function 4
f30 without bounds

Bounds
[-5.12, 5.12]
[-2.048, 2.048]
[-30, 30]
[-600, 600]
[-5.12, 5.12]
[-100, 100]
[-100, 100]
[-100, 100]
[-100, 100]
[-100, 100]
[-100, 100]
[-100, 100]
[0, 600]
[-32, 32]
[-5, 5]
[-5, 5]
[-0.5, 0.5]
[-π, π]
[-3, 1]
[-100, 100]
[-5, 5]
[-5, 5]
[-5, 5]
[-5, 5]
[-5, 5]
[-5, 5]
[-5, 5]
[-5, 5]
[-5, 5]
[-5, 5]

Optimum
0.0
0.0
0.0
0.0
0.0
0.0
-450
-450
-450
-450
-310
390
-180
-140
-330
-330
90
-460
-130
-300
120
120
120
10
10
10
360
360
360
260
260
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Figure 4.3 – The landscape of the six standard test functions
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Table 4.1 shows all the test functions used in our experiments. The first 6 functions (f1
∼ f6 ) are some standard test problems which have been widely used to validate new algorithms (Kennedy and Mendes, 2006; Liang and Suganthan, 2005). The landscape and description of these functions are shown in Figure 4.3. The rest of 25 functions (f7 ∼ f31 ) are
proposed by Suganthan et al (Suganthan, 2005). These 25 functions are constructed from some
basic test functions through adding noise, shifting, rotating or hybrid composition, etc. Due to
these adjustments, these functions become more challenging to optimise.
We use the following parameter settings for all the experiments unless otherwise specified.
These parameters are used in most of the existing research (Chen et al., 2010; Kennedy and
Mendes, 2006; Mohais et al., 2004; Suganthan, 1999; Zavala et al., 2009). The population size
(N) is set to 60. The parameter χ is set to 0.72984, both φ1 and φ2 are set to 2.05, and b is
set to 3. For the functions f1 ∼ f6 , the iteration number is 1000, while for f7 ∼ f31 it is set
to 5000 as these functions are more complex. The dimensions for all the functions are set to
30. Each set of the results are from 25 independent runs. We conduct all the experiments on
an Intel (R) CPU T8300, 2.40 GHz, 4 GB RAM and Windows 7 OS computer using the Java
language.

4.3.1

Parameter Setting Analysis for PSO-GIDN

The first 6 functions (f1 ∼ f6 ) are used to analyse the parameter settings in the PSO-GIDN.
The main concern for the PSO-GIDN is the parameter γ setting which determines the speed
of information flow among particles. Another interesting issue is that how to choose their
neighbours when the particles dynamically increase their neighbours. These two parameters
are examined in the following.

4.3.1.1 How to determine the value for γ
As discussed earlier, γ determines the evolution of population topologies in the PSO-GIDN.
In order to find a proper value for γ, we examine the convergence of the PSO-GIDN under
a group of settings. Specifically, γ is set to 0.5, 1, 2 and 3. The particles randomly choose
their new neighbours. From Equation (4.1), we can get: N > ck (γ = 0.5) > ck (γ = 1) >
ck (γ = 2) > ck (γ = 3) > 2. Therefore, at early stage of the evolution, the convergence rate

CHAPTER 4. PSO WITH GRADUALLY INCREASING NEIGHBOURHOODS

0.1

GPSO
PSO-GIDN(γ=0.5)
PSO-GIDN(γ=1)
PSO-GIDN(γ=2)
PSO-GIDN(γ=3)
SPSO

0.08

Fitness

0.06

0.04

0.02

0
0

100

200

300

400

500 600
Iterations

700

800

900

1000

900

1000

(a) Sphere

100

GPSO
PSO-GIDN(γ=0.5)
PSO-GIDN(γ=1)
PSO-GIDN(γ=2)
PSO-GIDN(γ=3)
SPSO

90
80

Fitness

70
60
50
40
30
20
0

100

200

300

400

500 600
Iterations

700

800

(b) Rosenbrock

Figure 4.4 – Convergence: Sphere and Rosenbrock functions
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Figure 4.5 – Convergence: Ackley and Griewank functions
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Figure 4.6 – Convergence: Rastrigin and Schaffer functions
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should be: GPSO > PSO-GIDN (γ = 0.5) > PSO-GIDN (γ = 1) > PSO-GIDN (γ = 2)
> PSO-GIDN (γ = 3) > SPSO (the GPSO and SPSO represents the PSO with gBest and
lBest topologies respectively). Our experimental results confirm this. However, we are more
interested in the performance in the late stage. Therefore, in Figures 4.4, 4.5 and 4.6, we only
show the convergence curves in the late stage. From these curves, we observe that no single
γ value can always perform better on all the 6 functions. For example, PSO-GIDN (γ =
0.5) performs better on two unimodal functions (Sphere and Rosenbrock), while PSO-GIDN
(γ = 1) performs better on Rastrigin. However, PSO-GIDN (γ = 2) generally performs
better on most of the multimodal functions and also performs well in the unimodal functions.
Accordingly, we recommend that γ is set to 2.

4.3.1.2 How to choose a neighbour?
In the PSO-GIDN, each particle dynamically increases the size of their neighbourhood. It
might be interesting to investigate the impacts of choosing neighbour strategies on the performance of the PSO-GIDN. We examine three different strategies. The first one is to choose
particles randomly as their new neighbours. Another one is to choose the particles that are
nearest in the search space. The last one is to choose the nearest particles in the function
space.
Table 4.2 – PSO-GIDN Performance with Different Choosing Neighbour Strategies

No.
f1
f2
f3
f4
f5
f6

Random neighbours
Mean (STD)
2.85E-16 (2.61E-16)
2.32E1 (2.57E0)
1.06E-7 (9.68E-8)
6.99E-3 (1.02E-2)
4.52E1 (1.16E1)
7.35E-2 (1.85E-2)

Time (S)
0.739
0.937
0.905
0.937
0.958
0.757

Nearest neighbours
in Search Space
Mean (STD)
Time (S)
2.38E-16 (3.57E-16)
3.073
2.24E1 (3.62E0)
3.296
9.39E-8 (5.6E-8)
3.184
1.04E-2 (1.06E-2)
3.174
4.76E1 (1.14E1)
3.163
8.08E-2 (2.03E-2)
2.959

Nearest neighbours
in Function Space
Mean (STD)
Time (S)
1.42E-15 (2.81E-15)
0.981
2.51E1 (1.1E1)
1.217
1.67E-7 (1.22E-7)
1.088
7.49E-3 (7.08E-3)
1.046
6.76E1 (1.63E1)
1.051
7.59E-2 (2.48E-2)
0.860

Table 4.2 shows the results obtained from different choosing strategies. Here, γ is fixed to
2. The nearest neighbours in the search space strategy has better performance on first three
functions, however, it consumes much more time that the other two strategies. While the
randomly choosing neighbour strategy works better on the last three functions that are more
difficult to optimise, and it also performs well on the first three functions. Furthermore, this
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strategy consumes less time than the other two strategies. Based on these results, we suggest
choosing each particle’s new neighbours randomly.

4.3.2 Comparisons with Other PSO algorithms
Table 4.3 – PSO Algorithms Used in the Comparisons

Algorithm
SPSO
GPSO
VPSO
PSO-NO
PSO-RDN
PSO-DMS

Topologies
lBest
gBest
von Neumann
Neighbourhood Operator
Randomized Directed Neighbourhood
Dynamic Multi-swarm

Ref.
(Bratton and Kennedy, 2007)
(Shi and Eberhart, 1998)
(Kennedy and Mendes, 2002)
(Suganthan, 1999)
(Mohais et al., 2004)
(Liang and Suganthan, 2005)

To validate the proposed PSO-GIDN, we compare the PSO-GIDN with a number of existing
PSO algorithms on the 31 functions. We select the existing PSO algorithms as comparisons
based on neighbourhood topologies. These PSO algorithms are shown in Table 4.3. The
neighbourhood topologies chosen represent the state of the art topologies:

SPSO: This is the PSO with the ring topology and is known as the standard PSO (Bratton
and Kennedy, 2007).
GPSO: This is the PSO with the fully connected topology or the gBest topology (Shi and
Eberhart, 1998).
VPSO: This is the PSO with the von Neumann (or Square) topology (Kennedy and Mendes,
2002).
PSO-NO: This is the PSO with a neighbourhood operator that was proposed by Suganthan (Suganthan, 1999).
PSO-RDN: This is the PSO with randomised directed neighbourhoods and edge migrations
that is proposed by Moais et al. (Mohais et al., 2004).
PSO-DMS: The PSO uses many small swarms and regroups these swarms frequently (Liang
and Suganthan, 2005).
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In these 6 topologies, lBest, gBest and von Neumann topologies are static while the rest are
dynamic topologies. In order to compare the effects of neighbourhood topologies, we keep all
other settings the same among the PSO algorithms. All these PSO algorithms employ Equations (3.3) and (3.2) to update each particle’s velocity and position. This setting is different
with the original settings in the PSO-DMS and GPSO. However, this should not affect the performance of these algorithms as both equations are proven to be effective and become a part
of the standard PSO (Bratton and Kennedy, 2007; Clerc and Kennedy, 2002). The parameters
χ, c1 and c2 are set as stated earlier. For the PSO-RDN, the neighbourhood size for each particle is generated randomly between 1 and 4, and the migration rate of 1 per iteration is used.
For the PSO-DMS, each swarm has 3 particles, and the regroup period is set to 10. For the
PSO-GIDN, the γ is set to 2, and the randomly choosing neighbour strategy is applied.
Table 4.4 – Comparisons between PSO-GIDN and other PSO Algorithms

No.
f1
f2
f3
f4
f5
f6
f7
f8
f9
f10
f11
f12
f13
f14
f15
f16
f17
f18
f19
f20
f21
f22
f23
f24
f25
f26
f27
f28
f29
f30
f31

PSO-GIDN
Mean (STD)
2.85E-16 (2.61E-16)
2.32E1 (2.57E0)
1.06E-7 (9.68E-8)
6.99E-3 (1.02E-2)
4.52E1 (1.16E1)
7.35E-2 (1.85E-2)
-358.98 (91.49)
-375.68 (255.46)
6267643 (8517300)
1745.86 (1424.34)
8486.32 (1056.27)
1764509 (2554673)
4847.81 (48.98)
-119.12 (0.06)
-265.21 (14.53)
-222.16 (23.28)
117.44 (2.7)
9338.53 (6689.24)
-126.14 (0.98)
-287.56 (0.4)
450.8 (140.63)
251.6 (27.08)
273.2 (38.58)
998.33 (15.52)
1004.86 (15.76)
1007.03 (11.13)
1042.45 (227.39)
1394.24 (30.07)
1024.04 (110.06)
463.61 (4.87)
2080.97 (223.59)
Better
Worse

SPSO
Mean (STD)
6.41E-9 (3.73E-9)
2.39E1 (2.67E0)
7.03E-4 (3E-4)
1.69E-3 (3.73E-3)
4.97E1 (8.76E0)
1.45E-1 (3.16E-2)
542.3 (507.22)
30.33 (725.02)
7710409 (6294142)
10967.21 (3155.72)
10620.86 (1555.64)
26285911 (18942482)
4944.71 (50.8)
-119.11 (0.04)
-250.15 (6.94)
-201.26 (32.81)
117.49 (3.17)
9231.07 (7488.09)
-125.26 (0.92)
-287.65 (0.22)
421.34 (95.91)
269.05 (25.23)
354.56 (22.64)
1042.03 (11.97)
1036.68 (12.96)
1029.48 (14.2)
1336.66 (155.14)
1422.47 (27.7)
1346.62 (139.12)
780.89 (180.16)
2064.28 (178.45)

GPSO
Mean (STD)
1.88E-21 (3.85E-21)
3.35E1 (2.38E1)
1.11E0 (8.47E-1)
1.01E-2 (1.05E-2)
5.34E1 (1.35E1)
1.18E-1 (4.23E-2)
-103.29 (394.69)
1386.51 (2838.2)
48064757 (45618893)
5909.19 (6819.21)
12152.89 (2378.88)
7030737 (6664173)
4969.01 (96.73)
-119.07 (0.05)
-255.0 (20.48)
-191.69 (39.34)
117.22 (4.63)
22194.72 (18354.1)
-125.73 (1.25)
-287.61 (0.48)
614.64 (146.66)
393.05 (144.12)
479.05 (201.08)
1049.27 (24.4)
1044.82 (20.96)
1069.18 (31.25)
1420.82 (230.38)
1468.69 (45.48)
1403.86 (202.68)
773.84 (407.61)
2216.93 (173.24)

26
5

28
3

VPSO
Mean (STD)
2.41E-12 (1.89E-12)
2.46E1 (1.61E0)
8.64E-6 (4.74E-6)
4.56E-3 (8.13E-3)
4.54E1 (7.93E0)
7.82E-2 (1.33E-2)
-52.41 (278.48)
-100.6 (562.31)
6546530 (7183801)
3283.85 (1518.82)
8285.75 (984.11)
3856860 (3088324)
4858.35 (32.47)
-119.11 (0.06)
-264.38 (12.98)
-244.66 (18.05)
117.45 (3.16)
15727.59 (11808.76)
-126.31 (0.94)
-287.91 (0.38)
540.22 (129.92)
240.93 (22.66)
271.16 (29.58)
1011.26 (10.85)
1014.09 (11.01)
1015.65 (12.48)
1087.22 (166.98)
1387.45 (17)
1139.15 (210.43)
505.16 (28.43)
2236.79 (120.2)
Summary
23
8

PSO-NO
Mean (STD)
2.96E-21 (5.8E-21)
2.26E1 (1.9E0)
8.26E-1 (7.91E-1)
3.24E-2 (7.17E-2)
4.94E1 (9.32E0)
1.12E-1 (3.27E-2)
36.19 (561.05)
1759.26 (3201.93)
14596032 (15094962)
4203.11 (4526.62)
10733.54 (2195.99)
4920850 (4995025)
4933.28 (78.29)
-119.1 (0.06)
-263.38 (19.06)
-215.78 (35.43)
119.35 (2.29)
20742.44 (22648.59)
-126.03 (0.85)
-287.79 (0.63)
568.5 (144.24)
281.8 (53.86)
339.57 (95.16)
1039.65 (25.78)
1025.61 (20.36)
1025.53 (21.87)
1229.7 (274.19)
1441.79 (38.98)
1394.97 (224.12)
527.06 (202.34)
2091.93 (171.21)

PSO-RDN
Mean (STD)
1.01E-10 (8.46E-11)
2.73E1 (1.06E1)
5.02E-5 (1.91E-5)
7.19E-3 (8.06E-3)
4.99E1 (1.66E1)
6.34E-2 (1.97E-2)
-58.65 (365.46)
984.66 (1531.7)
11951976 (9738194)
4106.26 (1663.76)
8595.76 (1379.38)
5105230 (4205608)
4888.9 (38.34)
-119.19 (0.03)
-278.94 (11.76)
-186.09 (38.94)
118.47 (4.52)
24464.86 (18775.45)
-125.42 (1.38)
-287.57 (0.32)
500.92 (144.62)
291.04 (40.42)
342.53 (34.31)
1015.41 (8.79)
1010.55 (9.43)
1009.99 (10.55)
1196.23 (212.13)
1394.22 (27.61)
1206.37 (208.47)
502.13 (57.36)
2157.19 (183.79)

PSO-DMS
Mean (STD)
1.35E-8 (7.12E-9)
2.53E1 (1.2E0)
7.08E-4 (2.44E-4)
7.52E-4 (2.11E-3)
9.37E1 (1.1E1)
8.9E-2 (2.18E-2)
2397.59 (540.74)
4784.2 (1837.98)
37355691 (14378455)
12454.32 (2225.33)
11839.66 (1299.09)
88985497 (39786538)
5101.59 (40.22)
-119.06 (0.05)
-247.23 (14.02)
-161.09 (33.75)
113.43 (3.05)
23403.82 (9472.82)
-122.01 (1.56)
-287.39 (0.34)
499.04 (93.54)
324.37 (24.63)
390.71 (24.15)
1043.49 (13.42)
1047.03 (14.16)
1041.28 (15.07)
1438.75 (106.17)
1442.71 (23.7)
1469.97 (64.86)
1058.28 (133.27)
2229.2 (126.48)

28
3

26
5

29
2

Table 4.4 shows the mean value and standard deviation over 25 individual trials for these PSO
algorithms. We find that the PSO-GIDN performs better than the other PSO algorithms on
almost of all the 31 functions. Specifically, the PSO-GIDN performs better than the SPSO on
26 functions, better than the GPSO on 28 functions, better than the VPSO on 23 functions,
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Table 4.5 – T-test Results

f1
f2
f3
f4
f5
f6
f7
f8
f9
f10
f11
f12
f13
f14
f15
f16
f17
f18
f19
f20
f21
f22
f23
f24
f25
f26
f27
f28
f29
f30
f31

SPSO
T-value (P-value)
-8.592 (0.000)
-0.944 (0.350)
-11.715 (0.000)
2.440 (0.018)
-1.548 (0.128)
-9.763 (0.000)
-8.743 (0.000)
-2.641 (0.011)
-0.681 (0.499)
-13.317 (0.000)
-5.676 (0.000)
-6.415 (0.000)
-6.866 (0.000)
-0.693 (0.491)
-4.676 (0.000)
-2.598 (0.012)
-0.060 (0.952)
0.054 (0.958)
-3.273 (0.002)
0.986 (0.329)
0.865 (0.391)
-2.357 (0.023)
-9.094 (0.000)
-11.148 (0.000)
-7.797 (0.000)
-6.222 (0.000)
-5.344 (0.000)
-3.452 (0.001)
-9.092 (0.000)
-8.802 (0.000)
0.292 (0.772)

GPSO
T-value (P-value)
5.460 (0.000)
-2.151 (0.037)
-6.553 (0.000)
-1.062 (0.293)
-2.303 (0.026)
-4.819 (0.000)
-3.155 (0.003)
-3.092 (0.003)
-4.503 (0.000)
-2.988 (0.004)
-7.043 (0.000)
-3.689 (0.001)
-5.589 (0.000)
-3.201 (0.002)
-2.033 (0.048)
-3.333 (0.002)
0.205 (0.838)
-3.291 (0.002)
-1.291 (0.203)
0.400 (0.691)
-4.032 (0.000)
-4.823 (0.000)
-5.027 (0.000)
-8.808 (0.000)
-7.619 (0.000)
-9.368 (0.000)
-5.844 (0.000)
-6.828 (0.000)
-8.234 (0.000)
-3.805 (0.000)
-2.403 (0.020)

Statistically Better
Statistically Same
Statistically Worse

21
9
1

26
4
1

No.

VPSO
T-value (P-value)
-6.375 (0.000)
-2.308 (0.025)
-9.000 (0.000)
0.931 (0.356)
-0.071 (0.944)
-1.031 (0.308)
-5.229 (0.000)
-2.227 (0.031)
-0.125 (0.901)
-3.693 (0.001)
0.695 (0.491)
-2.610 (0.012)
-0.897 (0.374)
-0.589 (0.558)
-0.213 (0.832)
3.819 (0.000)
-0.012 (0.990)
-2.354 (0.023)
0.626 (0.534)
3.172 (0.003)
-2.335 (0.024)
1.511 (0.137)
0.210 (0.835)
-3.414 (0.001)
-2.401 (0.020)
-2.577 (0.013)
-0.793 (0.431)
0.983 (0.331)
-2.424 (0.019)
-7.203 (0.000)
-3.069 (0.004)
Summary
15
14
2

PSO-NO
T-value (P-value)
5.460 (0.000)
0.939 (0.353)
-5.221 (0.000)
-1.754 (0.086)
-1.411 (0.165)
-5.124 (0.000)
-3.476 (0.001)
-3.323 (0.002)
-2.403 (0.020)
-2.589 (0.013)
-4.611 (0.000)
-2.813 (0.007)
-4.628 (0.000)
-1.179 (0.244)
-0.382 (0.704)
-0.752 (0.455)
-2.697 (0.010)
-2.414 (0.020)
-0.424 (0.673)
1.541 (0.130)
-2.921 (0.005)
-2.505 (0.016)
-3.232 (0.002)
-6.866 (0.000)
-4.030 (0.000)
-3.769 (0.000)
-2.628 (0.011)
-4.829 (0.000)
-7.428 (0.000)
-1.567 (0.124)
-0.195 (0.847)

PSO-RDN
T-value (P-value)
-5.969 (0.000)
-1.880 (0.066)
-13.113 (0.000)
-0.077 (0.939)
-1.160 (0.252)
1.869 (0.068)
-3.986 (0.000)
-4.380 (0.000)
-2.197 (0.033)
-5.389 (0.000)
-0.315 (0.754)
-3.395 (0.001)
-3.303 (0.002)
5.217 (0.000)
3.673 (0.001)
-3.975 (0.000)
-0.978 (0.333)
-3.795 (0.000)
-2.127 (0.039)
0.098 (0.923)
-1.242 (0.220)
-4.053 (0.000)
-6.714 (0.000)
-4.788 (0.000)
-1.549 (0.128)
-0.965 (0.339)
-2.473 (0.017)
0.002 (0.998)
-3.867 (0.000)
-3.346 (0.002)
-1.317 (0.194)

PSO-DMS
T-value (P-value)
-9.480 (0.000)
-3.702 (0.001)
-14.506 (0.000)
2.994 (0.004)
-15.169 (0.000)
-2.711 (0.009)
-25.132 (0.000)
-13.903 (0.000)
-9.301 (0.000)
-20.265 (0.000)
-10.014 (0.000)
-10.939 (0.000)
-20.021 (0.000)
-3.841 (0.000)
-4.452 (0.000)
-7.448 (0.000)
4.922 (0.000)
-6.064 (0.000)
-11.209 (0.000)
-1.619 (0.112)
-1.428 (0.160)
-9.940 (0.000)
-12.909 (0.000)
-11.005 (0.000)
-9.952 (0.000)
-9.141 (0.000)
-7.896 (0.000)
-6.330 (0.000)
-17.453 (0.000)
-22.296 (0.000)
-2.885 (0.006)

20
10
1

17
12
2

27
2
2
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better than the PSO-NO on 28 functions, better than the PSO-RDN on 26 functions, and better
than the PSO-DMS on 29 functions. Furthermore, in order to verify whether the performance
differences are statistically significant, a t-test was conducted. We use the conventional criteria
to determine whether differences are significant. That is if the two tailed p value is less than
5%, the difference is statistically significant, or else, it is not. The t-test results are shown in
Table 4.5. From the summary in Table 4.5, there are only a very few cases that the PSO-GIDN
performs statistically significantly worse than the other PSO algorithms. In contrast, the PSOGIDN performs statistically significantly better over the SPSO, GPSO, PSO-NO, PSO-RDN
and PSO-DMS on the majority of the functions. Overall the PSO-GIDN also performs better
than the VPSO as it performs statistically significantly better on 15 functions and statistically
the same on 14 functions. From these results, we can conclude that the PSO-GIDN provides a
better topology and generally performs better than the existing PSO algorithms.

4.4 Conclusions
Like many other population-based algorithms, the performance of the PSO depends on its
ability to balance exploration and exploitation of the search space. In this chapter, we aim to
improve this trade-off through the neighbourhood structure design. Our study suggests that
a productive balance between exploration and exploitation can be achieved by a gradually increasing directed neighbourhood topology. This dynamic topology can support the exploration
of promising regions in the search space, while gradually improving the ability of exploitation.
Although our results are promising, future research should continue to test the current topology
on more problems and explore other alternative topologies, and we hope that the work we
present here represents an important stepping stone to uncovering more nuanced underpinnings
between neighbourhood topologies and performance.
The BDG provides us an opportunity to further investigate the performance of our PSO. As
we analysed earlier, the BDG is a high order nonlinear system and has many parameters,
subsequently, it is challenging to identify the optimal parameters. Our PSO will be used to
tackle this challenge in next chapter.

Chapter 5

Strategy Optimisation Using PSO and
GA Approaches
5.1 Introduction
In this chapter, we aim to explore optimal solutions for the BDG. The optimal solutions refer to
the best set of strategies for the overall efficiency of the supply chain, thereby, minimising the
total costs for all participants of the game. Our study in this chapter builds on recent studies for
the BDG (Coppini et al., 2009; Kimbrough et al., 2002; O’Donnell et al., 2009, 2006; Strozzi
et al., 2007). These recent optimisation studies on the BDG have been examined in Chapter 2.
More information can be found in Section 2.3.4.
However, our work differs from the existing research in several respects. Firstly, we introduce
a number of more complex customer demand patterns. The more complex demand patterns
may increase difficulties of inventory management for the sectors in the BDG. This could subsequently affect the difficulty of the supply chain optimisation. Secondly, we examine the
four-parameter (α, β, θ, S ′ ) heuristic that is proposed by Sterman (1989a), while the existing
studies only consider two parameters (α, β) and fix the value of the other two parameters. The
(θ, S ′ ) parameters are an integral part of the heuristic and have significant impact on the performance of the BDG. Furthermore, in our experimental setting, agents can freely choose these
four parameters or their policies. Therefore, it is more challenging to identify the optimal solutions to the BDG. Finally, we propose to use another approach from artificial intelligence–PSO.
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Specifically, the novel PSO proposed in last chapter will be adopted to identify the optimal solutions for the BDG under various scenarios. In order to evaluate the solution obtained by our
PSO, we use a GA as a benchmark due to the fact that GA approaches have been successfully
used in the supply chain optimisation. As the search space for the BDG is in real number field,
we employ a real-coded GA which differs from the existing binary-coded GA implementation.
The effectiveness of our optimisation approaches are demonstrated through a series of experimental results. Specifically, for each instance of each demand pattern, we examine two different scenarios. In the first scenario, all sectors use the same strategies to manage their inventories. In the alternative scenario each sector can use different strategies, therefore the sectors in
this scenario are more autonomous or have more freedom to choose their strategies. In terms of
the optimisation, the second scenario involves many more parameters compared with the first
scenario, therefore, it is a much more computationally complex problem. Examples of both
scenarios can be found in real life. For example, some traditional command-and-control hierarchy companies may use the same management strategies for all their subcompanies, while
the large-scale companies with complex supply chain networks may allow each subcompany to
mange their inventory independently. We will examine the optimal solutions in both scenarios
with our optimisation approaches. The performance differences between our PSO and several
existing approaches including a number of the PSO algorithms and the GA are statistically
analysed. Furthermore, we also examine the implications and significance of our simulation
results in the context of supply chain management.
The following sections of this chapter are structured as follows. In Section 5.2, we will give a
detailed introduction of our customer demand design. Two simulation scenarios are outlined in
Section 5.3. Our optimisation process design is introduced in Section 5.4. Section 5.5 provides
information on our experimental setup. Our experimental results are shown in two sections. In
Section 5.6 we will provide an examination of the performance of our PSO. Then the impact
of complex demand patterns are shown in Section 5.7. In Section 5.8 we will outline our
conclusions, while finally in Section 5.9 we will briefly summarise the contributions of this
chapter.
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5.2 Customer Demand Design
We introduce a number of customer demand patterns (CDP) to the BDG. Our experiments
examine the impact of these demand patterns. These demand patterns use a common mean
value which is set to 8. Then we can compare the participants’ behaviour when they use the
best policies obtained from PSO or GA. As has been outlined by Yan and Woo, we can model a
number of alternative customer demand patterns (Yan and Woo, 2004). These demand patterns
are as follows:
• One Step Demand (OSD): This demand changes only once in the period of this simulation. It is typically set that the customer demand is four cases of beer per week until
week 4 and then steps to eight cases of beer per week.
• Stationary Demand (SD): The mean demand remains constant over time. The distribution of the demand conforms to a normal distribution. We use the mean of 8 and the
standard deviation of 2.
• Uniform Demand (UD): This demand fluctuates randomly and is generated using a
uniform distribution in the range of [0, 16].
• Cyclic Demand (CD): This pattern varies cyclically over time, usually in response to
some seasonal effect or the standard business cycle. The mean value of demand changes
periodically. The cycle of the demand is 50 weeks. In every cycle of the first 25 weeks
we use a normal distribution with the mean of 10 and the deviation of 2; In the following
25 weeks, we use a normal distribution with the mean of 6 and the deviation of 2.

These demand patterns are illustrated in Fig. 5.1. As the SD, UD, and CD patterns are stochastic, only one instance of these demand patterns is shown in this figure. The One Step Demand
pattern is the most commonly used demand pattern when analysing the BDG (Sterman, 1989b;
Strozzi et al., 2007). These other three demand patterns are more realistic and reflect a closer
representation of real market dynamics. For example, demand for goods such as rice normally
follows the SD pattern, demand for Christmas ornaments normally follows the CD pattern
while new product demand normally follows the UD pattern.

16

16

14

14
Customer Demand

Customer Demand
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Figure 5.1 – Demand Patterns used in the experiments
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Furthermore, the SD, UD and CD demand patterns involve stochastic behaviour. In order to
verify the robustness of our simulation results, we randomly generate 10 instances for each of
these stochastic demand patterns.

5.3 Simulation Scenarios
For each instance of the demand patterns, as mentioned previously we will examine two distinct experimental scenarios (Sa and Sb ):
• Sa : all individuals use the same α and β strategies. This works as if there is a “central
planner” who takes decisions for all the sectors.
• Sb : all individuals can use different α and β values. This works such that each sector
makes their own decisions and has a high degree of autonomy.

These two distinct scenarios will be used to compare the performance of our PSO and GA
solutions. These scenarios fundamentally change the optimisation problem involved. In Sa ,
all individuals use the same ordering policy and therefore only four parameters must be optimised. In Sb , four individuals use different policies and therefore sixteen parameters need
to be optimised. Furthermore, for each instance of a demand pattern, we will examine the
optimal policies for Sa and Sb separately.
In the case of all these experiments, optimality is considered as the collective optimal solution
for the entire supply chain. This differs from using individual optimality for an individual
participant in the BDG. For example, the optimal solution for the Distributor may well be
different, if we were to assume he is acting in a selfish manner. However, in this case the
collective performance of the supply chain among all its participants is our fundamental concern. Therefore we define the optimal solution as “those parameters which provide the optimal
performance across the entire supply chain”. This optimal policy is formally specified through
the minimum cost as calculated through Equation CT in Table 2.1.
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5.4 Optimisation Process Design
Fig. 5.2 shows our PSO and GA optimisation process. This optimisation process involves
simulating many individual runs of the BDG. Specifically, we have to simulate the BDG once
in order to evaluate each particle or individual fitness in each generation. The optimisation by
repeated simulation has been widely used in many research domains, such as system dynamics
(Coyle, 1996).
Generate initial population with N particles
for(int i=0; i<Max_Allowed_Iterations; i++)
{
for (each particle)
{
Ealuate its fitness through simulating the BDG once;
}
for (each particle)
{
Update its position and velocity ;
}
}
(a) PSO

Generate initial population with N individuals
for(int i=0; i<Max_Allowed_Generation; i++)
{
for (each individual)
{
Evaluate its fitness through simulating the BDG once;
}
Selection;
Crossover;
Mutation;
}
(b) GA

Figure 5.2 – PSO and GA Optimisation Process

5.4.1 Our PSO implementation
As mentioned earlier, we will use the novel PSO that we proposed in the last chapter. As our
PSO is based on gradually increasing directed neighbourhoods (GIDN), we will refer our PSO
to PSO-GIDN. The detailed implementation can be found in Section 4.2.
Furthermore, we will also use a number of existing PSO algorithms in order to validate the
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effectiveness of our algorithm on the BDG. These algorithms include SPSO, GPSO, VPSO,
PSO-NO and PSO-DMS. More information about these algorithms can be found in Section
4.3.2.

5.4.2 Our GA implementation
Our implementation involves a selection operator which selects the best individuals (as determined by their fitness), one point recombination operator, and a mutation operator. As Equation 5.1 shows, our mutation operator is similar to Mühlenbein’s implementation (Mühlenbein
and Schlierkamp-Voosen, 1993). As shown in Equation 5.1, gi ∈ [ai , bi ] is a gene to be mutated, and the mutation range is normally set to 0.1 ∗ (bi − ai ). Furthermore, to keep all genes
legal, we will reinitialise a new gene once it is infeasible.

′

gi = gi ± range

(5.1)

5.5 Experimental Setup
Our experiments are divided into two parts. In the first part, we aim to investigate the impact
of complex demand patterns on the BDG. Our PSO algorithm (PSO-GIDN) proposed in the
previous chapter is used. In the second part, we aim to investigate the performance of our
PSO algorithm through comparison with a number of existing algorithms including PSO and
GA approaches. These examinations involve a number of parameter settings. This includes
parameter settings in the BDG and the optimisation approaches.

5.5.1

The BDG Parameter Settings

The parameters involved in our BDG are as follows. The total simulation length is 50 weeks.
The α, β and θ values exist in the range of [0, 1]. The S ′ value used is set in the range of [0, 50].
Delays equal 4 weeks and the desired inventory levels are set to 17. The inventory holding cost
(Ch ) is 0.5 for each case of beer per week and the cost of backlogs (Cb ) is 1.0 for each case
of beer per week. For the customer demand patterns, SD, UD and CD involve randomness. In
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order to reduce the impact of the randomness, 10 instances of each stochastic demand pattern
are used.

5.5.2

Parameters in the Optimisation Approaches

All the PSO approaches used in our simulations share a number of parameters including χ,
φ1 and φ2 . The parameter χ is set to 0.72984, both φ1 and φ2 are set to 2.05. For our PSO
(P SO − GIDN ), γ is set to 2 and b is set to 3. For the PSO-DMS, each swarm has 3 particles,
and the regroup period is set to 10.
In order to have a appropriate fair comparison between the PSO approaches and the GA, we
have tuned our PSO and GA parameters to the BDG. Based on our preliminary experiments,
the following parameters are used. For our GA implementation, the selection rate is set to 0.9,
the crossover rate is 0.85 and the mutation rate is 0.2.
There are two additional important parameters for these optimisation approaches. They are the
swarm size (also called population size) and iteration number (also called generation number).
We will test these two parameters at the end of the first part of our experiments. For all the
rest of the experiments in this chapter, the population size (N) is set to 100, and the maximum
iteration number is 500.

5.6 Experimental Results: Evaluation of PSO-GIDN for the BDG
In this section, we will conduct a series of experiments in order to investigate the performance
of our PSO for the BDG in both scenarios through comparing with a number of the existing algorithms. The algorithms used for comparison are shown in Table 5.1. The detailed
information on these algorithms can be found in sections 5.4.1 and 5.4.2.
In the following we compare our PSO-GIDN with all the algorithms in Table 5.1 in both
scenarios. Furthermore, in each scenario, we first do the comparisons using all the instances
of the demand patterns. As each demand pattern has 10 instances, there are 40 test cases in
total. Secondly, one instance of each demand pattern is used to further investigate the impact
of population size and generation number. This is due to the fact that the population size and
generation number are major factors in determining their solution quality. Different population
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Table 5.1 – The Algorithms Used in the Comparisons

Algorithm
SPSO
GPSO
VPSO
PSO-NO
PSO-DMS
GA

Topologies
lBest
gBest
von Neumann
Neighbourhood Operator
Dynamic Multi-swarm
Genetic Algorithm

Ref.
(Bratton and Kennedy, 2007)
(Shi and Eberhart, 1998)
(Kennedy and Mendes, 2002)
(Suganthan, 1999)
(Liang and Suganthan, 2005)
(Mühlenbein and Schlierkamp-Voosen, 1993)

sizes and varying generation numbers are examined for each scenario. The population sizes
used are 50, 100 and 150 while the maximum generation numbers used are 200, 500 and 1000.

5.6.1

Solution Quality in Scenario A

In order to evaluate the solution quality obtained by our PSO-GIDN, we first compare with
the existing approaches using all the instances of the demand patterns. The population size
and maximum generation number are set to 100 and 500 respectively. Table 5.2 shows the
experimental results from 50 individual runs for each test case. From this table, we observe
that our PSO-GIDN generally performs better than the other algorithms in most test cases.
Specifically, in all the 40 cases, it does better than SPSO in 34 cases, better than GPSO in 39
cases, better than VPSO in 21 cases, better than PSO-DMS in 31 cases, better than PSO-NO
in 39 cases, and better than GA in all the 40 cases. Furthermore, in order to verify whether
the performance differences are statistically significant, a t-test was conducted. We use the
conventional criteria to determine whether differences are significant. That is if the two tailed p
value is less than 5%, the difference is statistically significant, or else, it is not. The t-test results
are shown in Table 5.3. From the summary in Table 5.3, there is only one case that the PSOGIDN performs statistically significantly worse than the other PSO algorithms. In contrast, the
PSO-GIDN performs statistically significantly better over the SPSO, GPSO, PSO-NO, PSODMS and GA on the majority of the test cases. Overall the PSO-GIDN performs statistically
the same compared with the VPSO, since it performs statistically significantly better on 2 test
cases and statistically the same on the other 38 test cases. From these results, we can conclude
that the PSO-GIDN provides a better optimisation approach and generally performs better than
the existing algorithms. This mainly stems from the GIDN topology designed in the previous
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Table 5.2 – Comparisons between PSO-GIDN and other algorithms using all test cases in Sa

Test Case
OSD1
OSD2
OSD3
OSD4
OSD5
OSD6
OSD7
OSD8
OSD9
OSD10
SD1
SD2
SD3
SD4
SD5
SD6
SD7
SD8
SD9
SD10
U D1
U D2
U D3
U D4
U D5
U D6
U D7
U D8
U D9
U D10
CD1
CD2
CD3
CD4
CD5
CD6
CD7
CD8
CD9
CD10

PSO-GIDN
Mean (STD)
157.9 (16.3)
162.6 (17.1)
157.6 (16.8)
160.6 (19.9)
156.6 (14.6)
158.0 (16.3)
160.4 (16.3)
158.4 (16.4)
165.0 (18.9)
162.8 (18.5)
442.9 (9.7)
410.8 (5.3)
629.0 (26.2)
522.0 (3.9)
602.0 (19.7)
503.4 (12.2)
475.0 (20.9)
735.6 (21.5)
320.2 (29.1)
510.4 (15.7)
1782.9 (35.7)
1019.1 (5.2)
980.3 (7.6)
1502.1 (59.5)
1353.4 (18.0)
1554.4 (9.7)
1332.9 (17.4)
1213.0 (2.3)
1219.7 (3.2)
855.8 (2.6)
2056.6 (13.3)
1691.1 (6.3)
1676.7 (4.1)
1646.0 (1.0)
1839.9 (5.1)
1680.0 (2.5)
1653.0 (3.6)
1705.6 (2.8)
1953.9 (5.7)
1850.6 (4.4)
Better
Worse

SPSO
Mean (STD)
192.1 (19.8)
186.2 (18.7)
189.9 (20.2)
195.0 (16.6)
194.1 (21.2)
194.6 (25.5)
189.8 (21.1)
192.8 (20.2)
187.3 (18.1)
192.7 (21.3)
446.3 (7.2)
413.8 (3.1)
624.2 (20.6)
521.3 (4.3)
613.1 (17.3)
494.1 (14.5)
479.9 (18.3)
746.6 (12.3)
330.6 (13.8)
519.6 (13.9)
1791.6 (9.0)
1024.0 (7.3)
993.6 (11.5)
1501.3 (18.6)
1358.5 (15.1)
1569.9 (18.0)
1344.8 (18.7)
1214.2 (3.6)
1222.4 (2.4)
868.2 (15.3)
2062.5 (8.5)
1691.8 (5.8)
1678.0 (4.4)
1646.0 (1.7)
1841.1 (4.6)
1680.0 (2.3)
1654.2 (3.4)
1709.4 (5.2)
1954.2 (4.9)
1850.8 (4.4)
34
6

GPSO
VPSO
Mean (STD)
Mean (STD)
185.6 (43.1)
167.5 (14.4)
195.5 (65.1)
170.9 (14.2)
199.5 (64.0)
167.6 (14.4)
201.0 (59.9)
168.2 (14.2)
179.1 (48.3)
163.9 (12.6)
190.9 (47.4)
163.7 (14.2)
188.3 (50.9)
169.1 (15.0)
186.0 (45.5)
174.7 (14.9)
180.4 (47.2)
167.8 (13.2)
180.2 (34.4)
167.2 (15.1)
460.4 (53.3)
443.2 (6.6)
456.6 (83.2)
410.2 (4.3)
646.3 (25.2)
632.1 (24.0)
527.4 (41.1)
518.9 (5.2)
638.0 (79.4)
598.6 (12.8)
497.2 (19.8)
499.0 (13.1)
522.0 (43.0)
473.9 (18.4)
825.8 (76.7)
738.2 (22.8)
410.9 (67.3)
334.6 (45.6)
611.8 (72.4)
528.2 (44.5)
1887.3 (134.8) 1781.2 (5.9)
1068.3 (92.3)
1018.9 (5.6)
1102.2 (134.2) 998.8 (48.8)
1613.8 (124.4) 1500.0 (38.4)
1396.6 (110.6) 1350.1 (16.4)
1649.9 (144.7) 1564.2 (43.9)
1468.0 (137.5) 1341.2 (40.5)
1232.6 (81.6)
1211.7 (2.9)
1221.6 (5.2)
1219.0 (3.2)
1021.3 (254.3)
855.5 (2.1)
2080.8 (26.5) 2059.8 (13.2)
1709.3 (28.3)
1689.8 (5.5)
1681.9 (6.4)
1675.5 (3.2)
1652.2 (18.3)
1645.9 (1.6)
1842.4 (6.9)
1838.2 (6.0)
1683.7 (8.3)
1679.1 (2.7)
1660.0 (10.9)
1652.2 (3.5)
1718.8 (16.9)
1706.9 (3.5)
1960.8 (6.7)
1954.7 (4.7)
1858.4 (10.7)
1848.5 (4.2)
Summary
39
21
1
19

PSO-DMS
Mean (STD)
200.8 (17.6)
204.3 (16.8)
203.5 (17.1)
202.6 (19.5)
196.0 (17.5)
201.8 (15.6)
203.5 (15.8)
202.3 (22.2)
202.0 (17.8)
201.2 (18.5)
445.7 (6.2)
414.4 (3.2)
615.0 (8.7)
523.1 (2.6)
607.8 (10.3)
497.5 (12.2)
475.3 (5.5)
748.8 (8.2)
329.8 (13.8)
520.9 (12.6)
1791.5 (8.5)
1024.8 (5.8)
997.6 (7.5)
1511.9 (14.3)
1359.6 (13.4)
1571.6 (10.3)
1354.0 (12.2)
1213.6 (0.9)
1222.4 (2.4)
863.2 (6.4)
2058.9 (5.3)
1688.6 (5.6)
1675.8 (1.1)
1645.6 (1.2)
1837.8 (5.9)
1679.4 (2.0)
1653.1 (2.6)
1706.7 (3.0)
1952.9 (5.0)
1849.3 (3.7)

PSO-NO
Mean (STD)
181.7 (51.0)
179.8 (44.9)
175.0 (40.9)
195.6 (55.5)
184.2 (44.5)
178.5 (42.1)
178.6 (39.5)
186.2 (51.4)
179.2 (33.2)
187.6 (52.3)
469.4 (61.6)
429.5 (61.4)
646.3 (25.1)
525.5 (30.8)
639.6 (77.0)
500.9 (12.6)
506.0 (46.8)
804.9 (73.2)
385.3 (71.8)
594.9 (74.6)
1862.4 (125.0)
1053.8 (79.6)
1084.1 (127.3)
1583.7 (120.1)
1361.0 (50.1)
1667.0 (146.6)
1458.9 (129.5)
1224.4 (58.5)
1221.2 (5.1)
952.5 (209.8)
2089.2 (21.9)
1704.5 (25.4)
1684.8 (16.6)
1656.3 (22.7)
1842.9 (5.8)
1682.1 (6.1)
1658.3 (9.6)
1717.2 (14.5)
1958.8 (6.8)
1859.6 (10.6)

GA
Mean (STD)
225.1 (66.2)
206.9 (61.3)
212.0 (56.2)
189.9 (58.4)
215.5 (61.5)
195.7 (43.9)
209.5 (60.7)
211.7 (55.9)
213.0 (62.9)
219.4 (68.9)
500.7 (69.9)
509.8 (98.8)
656.5 (21.0)
558.4 (62.1)
641.1 (75.9)
511.2 (15.1)
522.2 (48.7)
848.8 (71.1)
440.4 (44.0)
621.5 (61.3)
1839.5 (106.6)
1071.6 (76.7)
1137.0 (111.4)
1562.4 (93.6)
1388.7 (85.5)
1688.3 (138.3)
1532.9 (110.3)
1235.7 (81.6)
1230.7 (10.2)
900.8 (78.3)
2081.1 (20.1)
1710.2 (8.0)
1695.3 (10.1)
1656.4 (5.2)
1855.0 (8.9)
1698.4 (11.1)
1670.9 (9.9)
1723.6 (10.7)
1971.3 (8.5)
1872.3 (12.8)

31
9

39
1

40
0
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Table 5.3 – T-test results using all the test cases in Sa

OSD1
OSD2
OSD3
OSD4
OSD5
OSD6
OSD7
OSD8
OSD9
OSD10
SD1
SD2
SD3
SD4
SD5
SD6
SD7
SD8
SD9
SD10
U D1
U D2
U D3
U D4
U D5
U D6
U D7
U D8
U D9
U D10
CD1
CD2
CD3
CD4
CD5
CD6
CD7
CD8
CD9
CD10

SPSO
T-value (P-value)
-5.334 (0.000)
-3.843 (0.000)
-4.932 (0.000)
-6.004 (0.000)
-5.565 (0.000)
-4.544 (0.000)
-4.335 (0.000)
-5.268 (0.000)
-3.671 (0.001)
-4.306 (0.000)
-1.329 (0.189)
-2.524 (0.014)
0.666 (0.508)
0.496 (0.622)
-1.880 (0.065)
1.975 (0.053)
-0.784 (0.436)
-2.313 (0.024)
-1.798 (0.077)
-1.943 (0.057)
-1.552 (0.126)
-2.105 (0.040)
-3.651 (0.001)
0.081 (0.936)
-0.980 (0.331)
-2.757 (0.008)
-1.933 (0.058)
-1.055 (0.296)
-3.175 (0.002)
-2.663 (0.010)
-1.868 (0.067)
-0.357 (0.722)
-0.897 (0.373)
0.000 (1.000)
-0.769 (0.445)
0.000 (1.000)
-1.049 (0.298)
-2.340 (0.023)
-0.179 (0.859)
-0.136 (0.892)

GPSO
T-value (P-value)
-2.087 (0.041)
-1.654 (0.104)
-2.142 (0.036)
-2.198 (0.032)
-1.521 (0.134)
-2.260 (0.028)
-1.787 (0.079)
-1.973 (0.053)
-1.058 (0.294)
-1.620 (0.111)
-1.078 (0.285)
-1.813 (0.075)
-2.047 (0.045)
-0.433 (0.667)
-1.485 (0.143)
0.994 (0.324)
-3.518 (0.001)
-3.844 (0.000)
-4.358 (0.000)
-4.593 (0.000)
-2.534 (0.014)
-1.756 (0.084)
-2.992 (0.004)
-2.892 (0.005)
-1.284 (0.204)
-2.174 (0.034)
-3.232 (0.002)
-0.791 (0.432)
-1.160 (0.251)
-2.144 (0.036)
-2.934 (0.005)
-2.108 (0.039)
-2.572 (0.013)
-1.116 (0.269)
-1.132 (0.262)
-1.455 (0.151)
-2.093 (0.041)
-2.566 (0.013)
-3.167 (0.002)
-2.361 (0.022)

Statistically Better
Statistically Same
Statistically Worse

18
22
0

22
18
0

Test Case

VPSO
T-value (P-value)
-1.956 (0.055)
-1.692 (0.096)
-2.024 (0.047)
-1.490 (0.142)
-1.691 (0.096)
-1.174 (0.245)
-1.715 (0.092)
-3.228 (0.002)
-0.587 (0.560)
-0.840 (0.404)
-0.125 (0.901)
0.402 (0.689)
-0.382 (0.704)
1.860 (0.068)
0.719 (0.475)
1.020 (0.312)
0.175 (0.861)
-0.346 (0.731)
-1.000 (0.321)
-1.302 (0.198)
0.326 (0.745)
0.109 (0.914)
-1.246 (0.218)
0.148 (0.883)
0.594 (0.555)
-0.732 (0.467)
-0.663 (0.510)
1.390 (0.170)
0.657 (0.514)
0.411 (0.683)
-0.727 (0.470)
0.692 (0.492)
1.069 (0.289)
0.198 (0.844)
0.872 (0.387)
1.013 (0.315)
0.683 (0.497)
-1.151 (0.254)
-0.492 (0.625)
1.489 (0.142)
Summary
2
38
0

PSO-DMS
T-value (P-value)
-7.409 (0.000)
-7.431 (0.000)
-8.084 (0.000)
-6.445 (0.000)
-6.942 (0.000)
-8.366 (0.000)
-8.147 (0.000)
-6.181 (0.000)
-6.175 (0.000)
-6.233 (0.000)
-1.215 (0.229)
-2.968 (0.004)
3.140 (0.003)
-1.154 (0.253)
-1.404 (0.166)
1.452 (0.152)
-0.090 (0.928)
-3.422 (0.001)
-1.660 (0.102)
-2.393 (0.020)
-1.554 (0.125)
-3.001 (0.004)
-6.911 (0.000)
-1.061 (0.293)
-1.303 (0.198)
-5.063 (0.000)
-4.790 (0.000)
-1.438 (0.156)
-3.175 (0.002)
-3.747 (0.000)
-0.946 (0.348)
1.311 (0.195)
1.377 (0.174)
1.028 (0.308)
1.092 (0.279)
0.861 (0.393)
-0.107 (0.915)
-1.113 (0.270)
0.586 (0.560)
1.020 (0.312)

PSO-NO
T-value (P-value)
-1.522 (0.133)
-1.244 (0.218)
-1.378 (0.173)
-2.051 (0.045)
-2.022 (0.048)
-1.580 (0.119)
-1.492 (0.141)
-1.764 (0.083)
-1.365 (0.177)
-1.543 (0.128)
-1.414 (0.163)
-1.003 (0.320)
-2.054 (0.044)
-0.374 (0.710)
-1.598 (0.115)
0.599 (0.551)
-2.139 (0.037)
-3.092 (0.003)
-2.939 (0.005)
-3.715 (0.000)
-2.078 (0.042)
-1.436 (0.156)
-2.686 (0.009)
-2.185 (0.033)
-0.493 (0.624)
-2.530 (0.014)
-3.200 (0.002)
-0.642 (0.523)
-0.932 (0.355)
-1.519 (0.134)
-4.730 (0.000)
-1.727 (0.089)
-1.598 (0.115)
-1.495 (0.140)
-1.584 (0.119)
-1.115 (0.269)
-1.794 (0.078)
-2.626 (0.011)
-2.220 (0.030)
-2.750 (0.008)

GA
T-value (P-value)
-3.324 (0.002)
-2.362 (0.021)
-3.161 (0.002)
-1.634 (0.108)
-3.138 (0.003)
-2.791 (0.007)
-2.646 (0.010)
-3.114 (0.003)
-2.492 (0.016)
-2.687 (0.009)
-2.719 (0.009)
-3.301 (0.002)
-3.759 (0.000)
-1.931 (0.058)
-1.686 (0.097)
-1.599 (0.115)
-3.135 (0.003)
-5.198 (0.000)
-8.624 (0.000)
-5.932 (0.000)
-1.730 (0.089)
-2.254 (0.028)
-4.633 (0.000)
-2.040 (0.046)
-1.354 (0.181)
-3.188 (0.002)
-5.959 (0.000)
-0.917 (0.363)
-3.518 (0.001)
-1.893 (0.063)
-3.848 (0.000)
-7.412 (0.000)
-5.968 (0.000)
-6.565 (0.000)
-5.412 (0.000)
-5.434 (0.000)
-5.879 (0.000)
-5.505 (0.000)
-6.455 (0.000)
-5.520 (0.000)

19
20
1

16
24
0

32
8
0
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chapter.
The data in Table 5.4 show the the average cost (µ) and standard deviation (σ) for 50 individual
runs using different population sizes and generation sizes. From this table, we observe that the
average cost is generally reduced as the generation number increases while the population size
keeps constant. Conversely, the average cost is also generally reduced as the population size
increases while the generation number keeps constant. This is one of the properties of GA and
PSO approaches. However, the cost is not significantly reduced for the BDG as the population
size and the generation number increase.
We also observe that the results from our PSO-GIDN are marginally better than the results from
other approaches in most situations. Specifically, in 36 test cases, the PSO-GIDN performs
better than GPSO, PSO-NO and GA in all cases, better than SPSO in 34 cases, better than
VPSO in 29 cases, and better than PSO-DMS in 30 cases. In order to verify the differences
between the two sets of results obtained by our PSO-GIDN and the other approaches, like
we did earlier, a t-test was conducted. From the t-test results shown in Table 5.5, statistically
significant differences are found in more than half of the cases except for the VPSO. Notably,
there are no test cases that our PSO performs statistically worse than these algorithms. In other
words, our PSO performs statistically better or the same in all the cases. Therefore, we can
conclude that the PSO generally performs better than the other approaches.

5.6.2

Solution Quality in Scenario B

In Sb , all sectors are able to freely use their own strategies. Thus, there are more parameters
involved and, subsequently, it significantly increases the complexity of identifying the optimal
solutions for each sector. In order to verify the effectiveness of our PSO-GIDN in this scenario,
we compare our PSO with a number of the state-of-art optimisation approaches.
Like we did in Sa , we first use all the instances of the demand patterns in order to compare our
PSO-GIDN with the existing approaches. The population size and maximum generation number are set to 100 and 500 respectively. We show the experimental results from 50 individual
runs for all the test cases in Table 5.6. From this table, we also observe that our PSO-GIDN
generally performs better than the other algorithms in most test cases. Specifically, our PSO
performs better in all the 40 cases than SPSO, GPSO, PSO-DMS, and GA. It does better than

CHAPTER 5. STRATEGY OPTIMISATION USING PSO AND GA APPROACHES

102

Table 5.4 – Comparisons between PSO-GIDN and other algorithms under a number of population
and generation numbers in Sa

Test
Case

Pop
50

OSD1

100

150

50

SD1

100

150

50

U D1

100

150

50

CD1

100

150

Gen
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
Better
Worse

PSO-GIDN
Mean (STD)
210.6 (38.1)
170.6 (19.6)
167.8 (21.8)
186.1 (17.4)
157.7 (15.6)
150.1 (13.3)
173.5 (15.3)
155.9 (13.7)
148.0 (12.8)
453.5 (9.9)
448.2 (9.3)
445.6 (8.9)
447.3 (8.3)
446.2 (27.2)
437.8 (8.1)
444.5 (9.3)
439.3 (8.3)
437.8 (8.9)
1830.9 (87.3)
1791.6 (51.7)
1798.9 (74.8)
1787.2 (8.3)
1777.8 (3.9)
1776.3 (5.0)
1783.5 (6.3)
1775.9 (2.2)
1774.8 (1.0)
2079.8 (19.7)
2068.5 (16.9)
2065.4 (18.6)
2066.0 (15.5)
2057.0 (12.2)
2053.2 (10.4)
2058.5 (11.4)
2051.9 (13.9)
2049.7 (9.4)

SPSO
Mean (STD)
252.1 (40.8)
207.2 (28.0)
186.8 (26.8)
226.4 (26.7)
194.3 (19.6)
170.6 (13.8)
228.1 (23.0)
184.0 (20.2)
168.8 (10.5)
457.8 (6.7)
452.8 (15.0)
448.0 (7.8)
456.5 (6.9)
447.7 (6.3)
443.9 (6.2)
453.6 (5.4)
446.7 (7.0)
442.3 (5.3)
1860.0 (82.2)
1828.9 (75.2)
1802.9 (61.1)
1809.7 (16.0)
1792.5 (13.0)
1782.9 (5.9)
1808.1 (12.5)
1787.9 (7.7)
1779.2 (3.8)
2075.5 (16.4)
2068.5 (11.3)
2070.0 (14.6)
2066.3 (9.7)
2061.1 (6.6)
2058.3 (5.7)
2061.7 (5.5)
2058.7 (4.7)
2055.2 (5.4)
35
1

GPSO
VPSO
Mean (STD)
Mean (STD)
239.1 (66.6)
220.1 (30.1)
215.4 (66.6)
177.4 (19.5)
203.4 (67.9)
164.2 (20.6)
208.3 (59.8)
213.5 (33.6)
203.3 (62.1)
169.3 (14.4)
171.0 (39.7)
157.1 (12.6)
194.0 (52.6)
200.8 (20.5)
178.1 (52.9)
163.4 (12.4)
173.5 (36.7)
151.2 (11.8)
502.5 (78.1)
454.4 (7.1)
508.8 (83.6)
449.6 (25.3)
520.3 (85.6)
450.9 (24.7)
459.6 (47.1)
449.7 (6.0)
473.2 (64.3)
443.9 (5.8)
453.1 (35.6)
439.6 (6.3)
463.7 (58.5)
446.7 (6.9)
471.4 (64.9)
441.0 (6.2)
453.0 (44.0)
435.9 (4.5)
1952.3 (128.1) 1822.1 (60.9)
1926.6 (134.9) 1791.9 (39.7)
1870.0 (129.4) 1789.6 (51.5)
1901.5 (133.8) 1806.4 (44.4)
1857.6 (124.6) 1783.0 (16.0)
1893.3 (132.6) 1780.9 (36.7)
1865.5 (123.3) 1792.7 (7.2)
1839.9 (110.5) 1779.2 (4.1)
1844.5 (120.2) 1774.8 (0.5)
2093.8 (26.9) 2075.2 (19.0)
2087.3 (25.1) 2070.5 (15.3)
2084.8 (24.0) 2071.6 (17.7)
2085.5 (26.7) 2068.7 (13.4)
2075.4 (28.1)
2057.7 (8.7)
2078.9 (27.9) 2056.4 (11.5)
2078.9 (26.6) 2062.1 (11.2)
2077.0 (31.4)
2056.4 (7.8)
2076.4 (29.9) 2052.4 (10.5)
Summary
36
29
0
7

PSO-DMS
Mean (STD)
263.4 (33.4)
216.9 (31.1)
185.8 (16.9)
244.7 (23.3)
201.6 (16.5)
180.1 (12.5)
242.5 (21.1)
198.8 (13.8)
175.5 (11.2)
460.7 (6.7)
451.0 (7.3)
445.1 (5.5)
455.7 (6.9)
446.9 (5.2)
441.4 (5.9)
452.9 (6.8)
444.7 (5.2)
439.1 (5.1)
1823.6 (24.8)
1800.4 (11.0)
1787.8 (8.4)
1807.3 (12.7)
1793.9 (9.3)
1783.4 (5.1)
1807.4 (10.0)
1790.3 (7.0)
1781.3 (3.7)
2073.1 (13.1)
2065.7 (12.0)
2061.6 (11.7)
2067.6 (8.6)
2058.4 (6.6)
2055.4 (8.4)
2064.1 (6.8)
2058.8 (6.7)
2053.5 (3.7)

PSO-NO
Mean (STD)
237.3 (69.9)
210.8 (62.3)
183.1 (35.4)
204.2 (57.8)
192.6 (55.0)
188.3 (47.2)
190.7 (55.7)
170.4 (44.7)
169.5 (41.9)
475.1 (63.9)
485.8 (67.6)
482.6 (69.5)
485.8 (67.5)
477.1 (71.5)
458.7 (55.0)
461.2 (53.3)
450.7 (36.0)
450.2 (43.5)
1935.4 (135.7)
1940.0 (138.8)
1893.3 (133.8)
1888.3 (130.5)
1844.5 (115.2)
1840.1 (115.6)
1848.6 (113.8)
1853.3 (119.4)
1827.0 (102.8)
2093.2 (25.3)
2089.6 (24.5)
2096.6 (23.8)
2081.4 (27.9)
2090.2 (24.3)
2077.9 (27.1)
2079.5 (23.4)
2078.3 (26.6)
2072.4 (25.7)

GA
Mean (STD)
325.3 (75.5)
249.4 (71.9)
214.0 (58.0)
244.6 (71.1)
212.5 (60.9)
206.6 (52.5)
230.9 (58.1)
180.1 (44.2)
168.0 (36.2)
552.4 (77.2)
501.3 (67.4)
523.4 (77.7)
489.4 (57.0)
468.6 (32.8)
482.3 (56.8)
482.4 (53.8)
472.8 (49.4)
457.4 (26.1)
1963.7 (136.5)
1927.0 (142.1)
1911.8 (143.5)
1895.4 (125.4)
1812.5 (82.5)
1832.9 (107.5)
1887.3 (131.7)
1802.7 (71.9)
1793.1 (40.9)
2105.2 (21.1)
2096.2 (21.8)
2090.0 (20.3)
2098.1 (21.1)
2084.1 (22.1)
2084.5 (18.4)
2092.6 (21.0)
2088.2 (19.6)
2078.4 (19.1)

30
6

36
0

36
0
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Table 5.5 – T test results for the comparisons between PSO-GIDN and other algorithms under a
number of population and generation numbers in Sa

Test
Case

Pop
50

OSD1

100

150

50

SD1

100

150

50

U D1

100

150

50

CD1

100

150

Better
Same
Worse

Gen
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000

SPSO
T-value (P-value)
-3.088 (0.003)
-4.106 (0.000)
-2.193 (0.032)
-4.771 (0.000)
-5.790 (0.000)
-4.488 (0.000)
-7.491 (0.000)
-4.382 (0.000)
-5.717 (0.000)
-1.759 (0.084)
-0.973 (0.335)
-0.901 (0.371)
-3.860 (0.000)
-0.358 (0.722)
-2.792 (0.007)
-4.382 (0.000)
-3.070 (0.003)
-2.229 (0.030)
-1.052 (0.297)
-1.561 (0.124)
-0.189 (0.851)
-4.511 (0.000)
-3.692 (0.000)
-3.442 (0.001)
-6.323 (0.000)
-5.093 (0.000)
-3.788 (0.000)
0.759 (0.451)
0.000 (1.000)
-0.900 (0.372)
-0.083 (0.934)
-1.571 (0.122)
-2.275 (0.027)
-1.399 (0.167)
-2.857 (0.006)
-2.638 (0.011)

GPSO
T-value (P-value)
-1.365 (0.177)
-2.197 (0.032)
-1.710 (0.093)
-1.213 (0.230)
-2.404 (0.019)
-1.715 (0.092)
-1.273 (0.208)
-1.373 (0.175)
-2.261 (0.027)
-2.064 (0.043)
-2.385 (0.020)
-2.872 (0.006)
-0.858 (0.395)
-1.359 (0.179)
-1.409 (0.164)
-1.079 (0.285)
-1.627 (0.109)
-1.134 (0.262)
-2.984 (0.004)
-3.249 (0.002)
-1.752 (0.085)
-2.814 (0.007)
-2.110 (0.039)
-2.907 (0.005)
-2.191 (0.032)
-1.908 (0.061)
-1.911 (0.061)
-1.628 (0.109)
-2.361 (0.022)
-2.514 (0.015)
-2.328 (0.023)
-2.117 (0.038)
-2.993 (0.004)
-2.481 (0.016)
-2.583 (0.012)
-2.913 (0.005)

23
13
0

20
16
0

VPSO
T-value (P-value)
-0.903 (0.370)
-1.046 (0.300)
0.519 (0.605)
-2.616 (0.011)
-2.384 (0.020)
-1.652 (0.104)
-4.158 (0.000)
-1.783 (0.080)
-0.802 (0.426)
-0.353 (0.725)
-0.180 (0.858)
-0.698 (0.488)
-1.118 (0.268)
0.558 (0.579)
-0.814 (0.419)
-0.897 (0.373)
-0.773 (0.443)
1.037 (0.304)
0.400 (0.691)
-0.021 (0.983)
0.497 (0.621)
-1.420 (0.161)
-1.064 (0.291)
-0.412 (0.682)
-3.915 (0.000)
-2.577 (0.012)
0.000 (1.000)
0.722 (0.473)
-0.385 (0.701)
-1.043 (0.301)
-0.588 (0.559)
-0.224 (0.824)
-0.849 (0.399)
-0.962 (0.340)
-1.481 (0.144)
-0.785 (0.435)
Summary
5
31
0

PSO-DMS
T-value (P-value)
-4.630 (0.000)
-4.718 (0.000)
-3.032 (0.004)
-7.852 (0.000)
-8.062 (0.000)
-7.127 (0.000)
-10.239 (0.000)
-9.346 (0.000)
-7.189 (0.000)
-2.945 (0.005)
-1.095 (0.278)
0.242 (0.810)
-3.524 (0.001)
-0.173 (0.863)
-1.709 (0.093)
-3.463 (0.001)
-2.775 (0.007)
-0.660 (0.512)
0.516 (0.608)
-1.123 (0.266)
1.050 (0.298)
-5.001 (0.000)
-5.604 (0.000)
-4.194 (0.000)
-7.574 (0.000)
-6.711 (0.000)
-5.746 (0.000)
1.394 (0.169)
0.649 (0.519)
0.869 (0.388)
-0.475 (0.636)
-0.536 (0.594)
-0.753 (0.454)
-2.163 (0.035)
-2.476 (0.016)
-2.223 (0.030)

PSO-NO
T-value (P-value)
-1.222 (0.227)
-2.105 (0.040)
-1.372 (0.175)
-1.022 (0.311)
-2.074 (0.042)
-2.645 (0.010)
-1.010 (0.317)
-1.059 (0.294)
-1.675 (0.099)
-1.111 (0.271)
-1.829 (0.072)
-1.751 (0.085)
-1.876 (0.066)
-1.403 (0.166)
-1.249 (0.216)
-1.029 (0.308)
-1.038 (0.304)
-0.935 (0.353)
-2.437 (0.018)
-3.474 (0.001)
-2.254 (0.028)
-2.552 (0.013)
-1.908 (0.061)
-1.818 (0.074)
-1.884 (0.064)
-2.136 (0.037)
-1.673 (0.100)
-1.646 (0.105)
-2.709 (0.009)
-4.073 (0.000)
-1.764 (0.083)
-4.390 (0.000)
-2.959 (0.004)
-2.888 (0.005)
-3.183 (0.002)
-2.871 (0.006)

GA
T-value (P-value)
-4.880 (0.000)
-3.584 (0.001)
-2.588 (0.012)
-2.695 (0.009)
-2.945 (0.005)
-3.523 (0.001)
-3.232 (0.002)
-1.787 (0.079)
-1.798 (0.077)
-4.214 (0.000)
-2.591 (0.012)
-3.295 (0.002)
-2.428 (0.018)
-2.107 (0.039)
-2.576 (0.013)
-2.314 (0.024)
-2.228 (0.030)
-2.445 (0.017)
-3.080 (0.003)
-3.098 (0.003)
-2.523 (0.014)
-2.842 (0.006)
-1.386 (0.171)
-1.734 (0.088)
-2.596 (0.012)
-1.228 (0.224)
-1.474 (0.146)
-3.655 (0.001)
-3.951 (0.000)
-3.689 (0.000)
-4.758 (0.000)
-3.920 (0.000)
-5.431 (0.000)
-5.196 (0.000)
-5.811 (0.000)
-4.833 (0.000)

22
14
0

15
21
0

30
6
0
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Table 5.6 – Comparisons between PSO-GIDN and other algorithms using all test cases in Sb

Test Case
OSD1
OSD2
OSD3
OSD4
OSD5
OSD6
OSD7
OSD8
OSD9
OSD10
SD1
SD2
SD3
SD4
SD5
SD6
SD7
SD8
SD9
SD10
U D1
U D2
U D3
U D4
U D5
U D6
U D7
U D8
U D9
U D10
CD1
CD2
CD3
CD4
CD5
CD6
CD7
CD8
CD9
CD10

PSO-GIDN
Mean (STD)
125.0 (0.2)
125.1 (1.3)
124.9 (0.2)
125.0 (0.3)
125.0 (0.2)
125.0 (0.7)
124.9 (0.2)
124.9 (0.2)
124.9 (0.2)
124.9 (0.2)
348.3 (14.0)
372.6 (44.4)
529.2 (17.4)
410.5 (21.4)
538.6 (39.8)
398.8 (29.8)
413.7 (23.3)
560.7 (55.4)
321.3 (24.6)
404.7 (16.9)
984.4 (15.7)
644.6 (45.0)
585.7 (29.2)
788.4 (17.7)
756.9 (19.3)
783.6 (14.1)
652.7 (13.5)
736.7 (54.8)
786.1 (28.5)
557.5 (45.8)
1501.4 (54.1)
1369.9 (15.9)
1354.0 (17.3)
1287.8 (11.1)
1486.0 (20.1)
1310.9 (14.6)
1358.9 (17.6)
1296.2 (13.6)
1482.5 (10.5)
1372.2 (12.9)
Better
Worse

SPSO
Mean (STD)
125.4 (0.9)
125.3 (0.5)
125.3 (0.5)
125.4 (0.7)
125.3 (0.5)
125.2 (0.5)
125.3 (0.6)
125.3 (0.6)
125.6 (1.5)
125.2 (0.5)
355.3 (13.8)
407.7 (30.6)
547.3 (14.1)
429.8 (18.1)
555.4 (28.0)
412.7 (22.1)
428.2 (21.6)
602.3 (29.7)
334.1 (17.5)
417.6 (18.0)
1006.8 (16.0)
694.3 (34.7)
628.0 (31.9)
805.3 (15.2)
775.7 (16.3)
801.1 (14.5)
664.0 (11.8)
774.1 (41.8)
810.2 (22.1)
586.1 (32.2)
1540.7 (36.8)
1384.9 (12.1)
1371.8 (14.5)
1301.0 (8.8)
1504.3 (13.0)
1327.3 (13.5)
1374.2 (13.2)
1309.0 (10.9)
1500.3 (8.9)
1396.0 (11.5)
40
0

GPSO
VPSO
Mean (STD) Mean (STD)
158.3 (81.8)
129.8 (34.3)
177.0 (98.4)
125.0 (0.3)
170.5 (91.6)
125.0 (0.1)
156.3 (76.3)
124.9 (0.2)
166.5 (89.5)
124.9 (0.3)
139.8 (51.1)
125.0 (0.2)
158.2 (78.6)
124.9 (0.2)
148.4 (69.7)
124.9 (0.2)
141.3 (58.6)
125.0 (0.2)
143.5 (59.2)
125.0 (0.3)
375.0 (44.5)
344.5 (12.2)
422.7 (51.7)
389.7 (34.6)
547.8 (24.3)
532.6 (12.8)
433.7 (39.2)
411.1 (18.3)
569.4 (57.4)
529.4 (29.7)
408.9 (52.1)
396.9 (24.1)
441.5 (47.0)
406.9 (19.1)
600.9 (54.0)
570.1 (38.5)
343.4 (38.3)
323.8 (18.4)
441.3 (57.7)
400.6 (13.2)
1016.4 (58.6) 989.2 (11.5)
711.1 (80.1)
647.7 (25.0)
631.4 (73.3)
587.5 (17.6)
798.7 (31.5)
783.3 (15.1)
784.9 (56.2)
760.3 (17.1)
804.0 (24.4)
785.5 (11.2)
659.3 (20.6)
650.4 (14.8)
777.7 (71.7)
730.6 (34.7)
814.1 (59.1)
784.6 (27.5)
582.4 (60.5)
547.8 (35.4)
1548.5 (64.2) 1500.0 (39.9)
1372.2 (21.9) 1372.1 (11.7)
1374.5 (35.8) 1353.2 (16.4)
1304.8 (41.8) 1290.9 (9.5)
1502.9 (37.9) 1490.0 (12.0)
1329.4 (32.0) 1313.9 (11.0)
1368.9 (21.8) 1358.7 (14.3)
1311.6 (18.0) 1297.5 (11.5)
1506.5 (44.3) 1485.8 (8.2)
1391.6 (28.3) 1378.7 (11.0)
Summary
40
21
0
19

PSO-DMS
Mean (STD)
125.3 (0.5)
125.2 (0.5)
125.4 (1.3)
125.2 (0.4)
125.2 (0.4)
125.2 (0.5)
125.1 (0.4)
125.1 (0.4)
125.3 (0.5)
125.2 (0.7)
362.6 (11.1)
406.3 (28.0)
555.6 (11.7)
431.8 (12.0)
550.6 (26.5)
410.6 (23.2)
433.0 (14.9)
585.9 (27.4)
337.0 (18.5)
420.2 (15.2)
1014.1 (12.5)
693.0 (26.0)
615.9 (19.4)
810.6 (13.1)
776.2 (14.1)
804.5 (10.4)
669.7 (10.3)
758.8 (25.8)
817.5 (22.0)
584.8 (37.2)
1533.6 (30.6)
1394.6 (9.5)
1380.4 (14.8)
1307.3 (8.5)
1513.4 (10.9)
1332.6 (12.8)
1379.0 (10.3)
1316.9 (8.5)
1503.0 (9.4)
1398.5 (11.9)

PSO-NO
Mean (STD)
152.6 (75.4)
142.3 (58.6)
151.6 (74.9)
143.1 (59.9)
131.9 (35.4)
131.8 (37.3)
143.2 (57.7)
155.8 (77.7)
155.8 (78.3)
172.7 (91.5)
358.8 (33.4)
417.9 (61.1)
546.2 (20.7)
415.0 (37.4)
566.0 (51.1)
400.3 (53.5)
432.0 (52.5)
617.5 (45.7)
339.0 (36.8)
426.7 (52.7)
1004.6 (30.8)
688.0 (81.9)
630.4 (83.5)
793.9 (31.4)
770.8 (28.2)
797.4 (25.2)
652.7 (24.9)
774.1 (70.0)
810.7 (55.6)
578.1 (62.5)
1554.5 (64.1)
1378.5 (34.1)
1367.1 (28.8)
1307.6 (31.3)
1508.2 (35.1)
1324.3 (37.4)
1370.0 (28.1)
1311.2 (20.3)
1492.9 (17.1)
1387.7 (19.9)

GA
Mean (STD)
127.4 (9.4)
145.2 (68.0)
127.8 (12.5)
140.2 (59.4)
128.3 (13.1)
128.5 (15.5)
125.1 (0.4)
125.4 (1.5)
137.4 (50.3)
133.2 (38.2)
375.4 (25.9)
423.7 (52.8)
557.6 (21.0)
443.7 (42.5)
573.6 (56.6)
429.7 (52.4)
449.3 (53.8)
632.1 (56.0)
362.5 (36.4)
453.7 (47.1)
1063.9 (39.2)
718.6 (56.0)
672.7 (76.1)
842.3 (30.1)
816.9 (33.6)
855.3 (34.9)
698.3 (29.8)
833.8 (53.7)
871.0 (58.3)
644.8 (70.2)
1554.9 (50.4)
1395.7 (26.1)
1387.4 (27.7)
1318.4 (21.3)
1515.6 (21.3)
1343.3 (20.6)
1381.2 (18.5)
1327.7 (17.8)
1513.1 (17.3)
1399.6 (20.6)

40
0

39
1

40
0
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Table 5.7 – T-test results using all the test cases in Sb

OSD1
OSD2
OSD3
OSD4
OSD5
OSD6
OSD7
OSD8
OSD9
OSD10
SD1
SD2
SD3
SD4
SD5
SD6
SD7
SD8
SD9
SD10
U D1
U D2
U D3
U D4
U D5
U D6
U D7
U D8
U D9
U D10
CD1
CD2
CD3
CD4
CD5
CD6
CD7
CD8
CD9
CD10

SPSO
T-value (P-value)
-1.457 (0.150)
-0.854 (0.396)
-2.594 (0.012)
-1.848 (0.070)
-1.945 (0.056)
-1.114 (0.270)
-2.172 (0.034)
-2.172 (0.034)
-1.535 (0.130)
-1.945 (0.056)
-1.519 (0.134)
-3.161 (0.002)
-3.694 (0.000)
-3.099 (0.003)
-1.664 (0.102)
-1.770 (0.082)
-1.988 (0.051)
-3.529 (0.001)
-2.034 (0.046)
-2.174 (0.034)
-4.217 (0.000)
-4.072 (0.000)
-4.038 (0.000)
-3.242 (0.002)
-3.351 (0.001)
-3.641 (0.001)
-2.803 (0.007)
-2.537 (0.014)
-3.105 (0.003)
-2.462 (0.017)
-2.931 (0.005)
-3.512 (0.001)
-3.561 (0.001)
-4.294 (0.000)
-3.802 (0.000)
-3.596 (0.001)
-3.271 (0.002)
-3.371 (0.001)
-5.815 (0.000)
-6.083 (0.000)

GPSO
T-value (P-value)
-1.341 (0.185)
-1.738 (0.087)
-1.640 (0.106)
-1.352 (0.182)
-1.528 (0.132)
-0.954 (0.344)
-1.396 (0.168)
-1.111 (0.271)
-0.922 (0.360)
-1.035 (0.305)
-1.957 (0.055)
-2.977 (0.004)
-2.400 (0.020)
-1.893 (0.063)
-1.687 (0.097)
-0.618 (0.539)
-1.902 (0.062)
-2.225 (0.030)
-1.826 (0.073)
-2.072 (0.043)
-1.786 (0.079)
-2.651 (0.010)
-2.022 (0.048)
-1.044 (0.301)
-1.622 (0.110)
-2.665 (0.010)
-1.012 (0.316)
-1.781 (0.080)
-1.525 (0.133)
-1.283 (0.204)
-2.259 (0.028)
-0.329 (0.743)
-1.843 (0.070)
-1.330 (0.188)
-1.429 (0.158)
-1.866 (0.067)
-1.420 (0.161)
-2.668 (0.010)
-1.775 (0.081)
-2.212 (0.031)

Statistically Better
Statistically Same
Statistically Worse

29
11
0

10
30
0

Test Case

VPSO
T-value (P-value)
-0.461 (0.646)
0.500 (0.619)
-2.445 (0.017)
1.364 (0.178)
1.052 (0.297)
0.000 (1.000)
0.000 (1.000)
0.000 (1.000)
-1.501 (0.139)
-1.052 (0.297)
0.911 (0.366)
-1.409 (0.164)
-0.746 (0.459)
-0.096 (0.924)
0.873 (0.386)
0.227 (0.821)
1.027 (0.308)
-0.674 (0.503)
-0.383 (0.703)
0.886 (0.379)
-1.171 (0.246)
-0.317 (0.752)
-0.270 (0.788)
0.983 (0.329)
-0.584 (0.562)
-0.486 (0.629)
0.473 (0.638)
0.472 (0.639)
0.163 (0.871)
0.779 (0.439)
0.099 (0.922)
-0.528 (0.599)
0.145 (0.885)
-0.951 (0.346)
-0.876 (0.385)
-0.771 (0.444)
0.040 (0.968)
-0.329 (0.744)
-1.148 (0.256)
-1.720 (0.091)
Summary
1
39
0

PSO-DMS
T-value (P-value)
-1.945 (0.056)
-0.427 (0.671)
-1.264 (0.211)
-1.560 (0.124)
-1.607 (0.113)
-1.114 (0.270)
-1.607 (0.113)
-1.607 (0.113)
-2.594 (0.012)
-1.400 (0.167)
-3.688 (0.000)
-3.224 (0.002)
-6.171 (0.000)
-4.554 (0.000)
-1.235 (0.222)
-1.450 (0.152)
-3.486 (0.001)
-2.237 (0.029)
-2.397 (0.020)
-3.002 (0.004)
-6.809 (0.000)
-4.832 (0.000)
-4.242 (0.000)
-4.766 (0.000)
-3.836 (0.000)
-5.647 (0.000)
-4.679 (0.000)
-2.037 (0.046)
-4.059 (0.000)
-2.113 (0.039)
-2.709 (0.009)
-6.833 (0.000)
-5.197 (0.000)
-6.510 (0.000)
-6.364 (0.000)
-4.965 (0.000)
-5.090 (0.000)
-6.503 (0.000)
-6.415 (0.000)
-6.540 (0.000)

PSO-NO
T-value (P-value)
-1.206 (0.233)
-0.967 (0.337)
-1.175 (0.245)
-0.996 (0.323)
-0.642 (0.523)
-0.601 (0.550)
-1.045 (0.300)
-1.310 (0.195)
-1.300 (0.199)
-1.721 (0.090)
-1.018 (0.313)
-2.321 (0.024)
-2.530 (0.014)
-0.384 (0.702)
-1.667 (0.101)
-0.090 (0.929)
-1.126 (0.265)
-3.592 (0.001)
-1.517 (0.135)
-1.361 (0.179)
-2.106 (0.039)
-1.695 (0.095)
-1.742 (0.087)
-0.559 (0.578)
-1.552 (0.126)
-1.749 (0.085)
0.000 (1.000)
-1.660 (0.102)
-1.420 (0.161)
-1.031 (0.307)
-2.550 (0.013)
-0.813 (0.419)
-1.446 (0.153)
-2.058 (0.044)
-2.018 (0.048)
-1.163 (0.250)
-1.252 (0.215)
-2.330 (0.023)
-1.931 (0.058)
-2.463 (0.017)

GA
T-value (P-value)
-0.841 (0.404)
-0.974 (0.334)
-0.764 (0.448)
-0.843 (0.403)
-0.830 (0.410)
-0.744 (0.460)
-1.607 (0.113)
-1.096 (0.277)
-0.819 (0.416)
-0.716 (0.477)
-3.349 (0.001)
-2.981 (0.004)
-4.173 (0.000)
-2.510 (0.015)
-1.942 (0.057)
-1.882 (0.065)
-2.140 (0.037)
-3.835 (0.000)
-3.567 (0.001)
-3.384 (0.001)
-6.576 (0.000)
-4.093 (0.000)
-3.712 (0.000)
-5.702 (0.000)
-5.695 (0.000)
-6.659 (0.000)
-4.940 (0.000)
-5.411 (0.000)
-4.685 (0.000)
-3.930 (0.000)
-3.147 (0.003)
-3.140 (0.003)
-3.824 (0.000)
-4.608 (0.000)
-4.212 (0.000)
-4.935 (0.000)
-3.649 (0.001)
-5.512 (0.000)
-5.621 (0.000)
-4.217 (0.000)

29
11
0

9
31
0

28
12
0
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VPSO in 21 cases and performs better than PSO-NO in 39 cases. In order to verify whether
the performance differences are statistically significant, a t-test was also conducted. The t-test
results are shown in Table 5.7. From the summary in this table, we find that our PSO-GIDN
performs statistically significantly better or the same in all test cases than the other PSO algorithms. Specifically, our PSO-GIDN performs statistically significantly better over the SPSO,
PSO-DMS and GA on the majority of test cases. Our PSO-GIDN performs statistically significantly better in 10 and 9 cases compared with the GPSO and PSO-NO respectively. However,
it performs statistically significantly better only in 1 of the test cases than VPSO. In summary,
our PSO-GIDN performs better in most test cases than the existing algorithms.
Secondly, we examine the impact of population size and generation number. A number of
population sizes are used: 50, 100 and 150. The maximum generation numbers used are
200, 500, and 1000. The data in Table 5.8 show the average cost (µ) and standard deviation
(σ) for 50 individual runs using different population sizes and generation sizes. From this
table, we can also observe the similar finding that the average cost is reduced overall as the
generation number and the size of the population increase. We also notice that the results
from our PSO-GIDN are better than the results from the other approaches in the majority
of situations. Specifically, our PSO-GIDN performs better in all 36 situations than GPSO,
PSO-NO and GA. It performs better than SPSO in 35 cases, better than VPSO in 21 cases,
and better than PSO-DMS in 34 cases. In order to clarify our observation on the differences
between the two sets of results obtained by our PSO-GIDN and the existing approaches, we
conducted a t-test to demonstrate the significance of the differences. Moreover, we also use
the conventional criteria as specified earlier. The t-test results are shown in Table 5.9. As the
results from this table show, it is quite remarkable that our PSO does not perform statistically
significantly worse in any test situation. Furthermore, it performs statistically significantly
better than SPSO, PSO-DMS and GA in most test cases. Therefore, we can conclude that our
PSO-GIDN performs better than most of the state of art algorithms in Sb .

5.6.3 Computation Time
To compare the computation time, the population size was set to 100 and the generation number was 500 in the stationary demand pattern for both the PSO and the GA. Our simulation is
implemented in Java and conducted on an Intel(R) CPU T8300, 2.40 GHz, 4 GB RAM and
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Table 5.8 – Comparisons between PSO-GIDN and other algorithms under a number of population
and generation numbers in Sb

Test
Case

Pop
50

OSD1

100

150

50

SD1

100

150

50

U D1

100

150

50

CD1

100

150

Gen
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
Better
Worse

PSO-GIDN
Mean (STD)
133.2 (28.4)
130.0 (34.3)
124.9 (0.2)
125.8 (2.4)
125.0 (0.7)
124.9 (0.2)
125.1 (0.8)
124.9 (0.2)
124.8 (0.2)
368.2 (19.6)
351.4 (16.9)
351.2 (12.4)
357.9 (14.9)
345.9 (13.5)
343.3 (12.0)
348.1 (12.9)
339.7 (11.3)
337.4 (14.1)
1023.7 (34.8)
1003.0 (19.2)
997.5 (21.7)
1001.3 (14.3)
992.0 (12.9)
986.8 (14.0)
999.4 (16.5)
984.5 (13.6)
983.2 (11.5)
1568.5 (60.3)
1530.7 (52.9)
1510.3 (57.0)
1532.2 (46.8)
1489.4 (45.6)
1489.2 (43.1)
1515.7 (51.6)
1476.6 (40.1)
1461.9 (35.1)

SPSO
Mean (STD)
145.1 (51.3)
128.1 (6.2)
130.0 (31.5)
126.8 (2.5)
125.4 (1.3)
125.0 (0.3)
126.7 (3.0)
125.1 (0.4)
124.9 (0.2)
390.6 (19.9)
362.8 (21.0)
358.0 (17.2)
381.0 (20.2)
356.6 (12.3)
350.8 (12.9)
377.3 (17.9)
354.0 (11.5)
341.6 (9.6)
1059.1 (26.6)
1020.7 (20.8)
1008.3 (17.2)
1049.2 (18.4)
1007.6 (17.5)
996.7 (9.9)
1046.1 (19.8)
1003.6 (15.2)
993.2 (11.4)
1614.0 (40.6)
1556.2 (46.9)
1542.0 (41.8)
1594.2 (37.5)
1536.3 (39.6)
1509.7 (40.1)
1572.5 (35.6)
1522.0 (32.2)
1495.7 (27.8)
35
1

GPSO
Mean (STD)
185.7 (100.1)
203.2 (112.6)
181.3 (101.5)
145.5 (58.4)
152.2 (74.3)
158.6 (77.5)
157.0 (79.2)
137.1 (48.6)
142.9 (58.6)
392.5 (56.9)
385.2 (49.9)
377.0 (49.4)
367.3 (38.8)
367.6 (45.4)
355.4 (29.1)
383.5 (58.6)
367.3 (51.4)
355.9 (31.6)
1048.1 (53.7)
1038.6 (90.3)
1039.6 (113.5)
1015.5 (35.2)
1002.5 (30.2)
1003.4 (28.2)
1006.5 (30.0)
1000.3 (28.5)
990.4 (23.0)
1578.7 (77.2)
1584.5 (58.3)
1567.5 (49.9)
1569.0 (58.0)
1550.8 (71.8)
1546.5 (68.2)
1545.1 (59.4)
1536.7 (63.2)
1529.4 (66.6)
Summary
36
0

VPSO
Mean (STD)
132.3 (34.2)
125.4 (1.7)
144.6 (66.5)
126.2 (3.0)
124.9 (0.2)
124.8 (0.2)
125.3 (0.7)
124.8 (0.2)
124.8 (0.2)
370.0 (14.6)
353.6 (14.3)
345.4 (14.4)
364.0 (11.9)
346.0 (10.0)
337.6 (14.0)
357.9 (13.8)
339.8 (10.1)
334.7 (11.2)
1027.2 (20.4)
1001.2 (19.6)
988.9 (18.6)
1017.4 (16.1)
991.2 (14.4)
984.0 (12.5)
1006.6 (11.8)
986.7 (10.2)
976.0 (15.6)
1582.8 (43.1)
1532.9 (53.4)
1522.2 (51.3)
1545.4 (38.3)
1499.9 (40.0)
1484.9 (35.5)
1532.9 (26.2)
1487.9 (23.1)
1466.6 (26.3)

PSO-DMS
Mean (STD)
135.4 (35.7)
129.6 (28.7)
125.0 (0.3)
127.4 (4.2)
125.1 (0.4)
124.9 (0.2)
125.6 (0.6)
125.0 (0.3)
124.9 (0.2)
404.2 (20.5)
367.9 (15.7)
353.3 (10.7)
392.7 (18.8)
362.4 (12.3)
348.1 (11.1)
390.7 (12.8)
358.4 (10.4)
343.8 (10.2)
1066.7 (18.4)
1018.7 (16.7)
998.2 (12.7)
1052.0 (20.1)
1013.3 (11.3)
994.6 (9.3)
1043.6 (17.6)
1008.8 (10.5)
992.7 (10.3)
1612.6 (44.8)
1559.1 (42.0)
1515.5 (33.8)
1594.6 (36.0)
1535.0 (29.3)
1505.1 (23.2)
1584.4 (31.3)
1535.5 (23.2)
1497.3 (20.0)

PSO-NO
Mean (STD)
155.7 (74.5)
183.2 (101.7)
190.8 (107.6)
149.4 (68.1)
156.4 (80.8)
155.0 (78.3)
144.9 (58.4)
137.4 (51.3)
133.8 (38.8)
386.1 (51.4)
375.6 (46.3)
378.5 (48.8)
375.9 (42.5)
369.9 (41.9)
357.1 (27.6)
363.6 (31.5)
354.2 (30.7)
361.7 (37.9)
1040.4 (80.6)
1020.2 (40.6)
1024.2 (24.5)
1014.8 (28.7)
1006.5 (28.2)
994.4 (26.0)
1011.7 (30.4)
999.6 (25.8)
989.3 (23.9)
1591.2 (59.1)
1558.4 (59.4)
1545.9 (67.6)
1542.1 (67.2)
1539.6 (59.8)
1524.5 (67.2)
1533.4 (72.0)
1521.7 (67.1)
1511.0 (65.7)

GA
Mean (STD)
206.4 (109.2)
155.2 (70.7)
137.6 (50.1)
150.5 (62.0)
130.2 (35.5)
125.3 (0.5)
134.6 (21.4)
125.0 (0.3)
125.0 (0.4)
452.2 (64.3)
393.6 (54.9)
393.6 (42.8)
398.2 (36.7)
379.4 (29.1)
371.3 (28.5)
387.2 (21.6)
364.3 (28.0)
362.8 (25.7)
1129.0 (79.3)
1075.8 (59.0)
1059.1 (40.3)
1085.6 (34.2)
1043.8 (45.8)
1040.9 (33.4)
1062.3 (26.3)
1041.6 (32.4)
1035.2 (35.3)
1632.9 (41.2)
1598.0 (57.1)
1575.3 (59.3)
1593.3 (57.2)
1561.5 (53.9)
1529.1 (62.4)
1576.7 (48.1)
1550.2 (51.8)
1530.9 (49.9)

21
15

34
2

36
0

36
0

CHAPTER 5. STRATEGY OPTIMISATION USING PSO AND GA APPROACHES

108

Table 5.9 – T test results for the comparisons between PSO-GIDN and other algorithms under a
number of population and generation numbers in Sb

Test
Case

Pop
50

OSD1

100

150

50

SD1

100

150

50

U D1

100

150

50

CD1

100

150

Better
Same
Worse

Gen
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000
200
500
1000

SPSO
T-value (P-value)
-0.741 (0.461)
0.375 (0.709)
-0.533 (0.596)
-1.209 (0.231)
-0.985 (0.329)
-1.052 (0.297)
-1.745 (0.086)
-1.607 (0.113)
-1.501 (0.139)
-3.389 (0.001)
-1.681 (0.098)
-1.239 (0.220)
-3.575 (0.001)
-2.568 (0.013)
-1.766 (0.083)
-5.111 (0.000)
-3.745 (0.000)
-1.201 (0.234)
-3.775 (0.000)
-2.588 (0.012)
-1.797 (0.077)
-8.093 (0.000)
-2.787 (0.007)
-2.777 (0.007)
-7.273 (0.000)
-3.839 (0.000)
-2.630 (0.011)
-3.066 (0.003)
-1.596 (0.116)
-2.127 (0.038)
-4.745 (0.000)
-3.462 (0.001)
-1.515 (0.135)
-4.398 (0.000)
-4.049 (0.000)
-3.480 (0.001)

GPSO
T-value (P-value)
-1.714 (0.092)
-2.122 (0.038)
-1.831 (0.072)
-1.111 (0.271)
-1.206 (0.233)
-1.433 (0.157)
-1.327 (0.190)
-0.827 (0.412)
-1.018 (0.313)
-1.390 (0.170)
-2.206 (0.031)
-1.710 (0.093)
-0.787 (0.435)
-1.561 (0.124)
-1.347 (0.183)
-1.981 (0.052)
-1.761 (0.083)
-1.891 (0.064)
-1.437 (0.156)
-1.293 (0.201)
-1.218 (0.228)
-1.307 (0.196)
-1.125 (0.265)
-1.893 (0.063)
-0.757 (0.452)
-1.786 (0.079)
-1.006 (0.318)
-0.411 (0.683)
-2.813 (0.007)
-3.356 (0.001)
-1.964 (0.054)
-2.708 (0.009)
-2.662 (0.010)
-1.518 (0.134)
-3.012 (0.004)
-3.249 (0.002)

20
16
0

8
28
0

VPSO
T-value (P-value)
0.081 (0.936)
0.972 (0.335)
-0.976 (0.333)
-0.413 (0.681)
0.881 (0.382)
1.501 (0.139)
-0.836 (0.406)
1.501 (0.139)
0.000 (1.000)
-0.347 (0.730)
-0.447 (0.656)
1.237 (0.221)
-1.470 (0.147)
-0.028 (0.978)
1.251 (0.216)
-2.156 (0.035)
-0.029 (0.977)
0.690 (0.493)
-0.448 (0.656)
0.277 (0.783)
1.348 (0.183)
-3.058 (0.003)
0.170 (0.866)
0.659 (0.513)
-1.700 (0.094)
-0.609 (0.545)
1.443 (0.154)
-0.924 (0.359)
-0.124 (0.902)
-0.683 (0.497)
-0.994 (0.324)
-0.769 (0.445)
0.350 (0.728)
-1.616 (0.111)
-1.268 (0.210)
-0.504 (0.616)
Summary
2
34
0

PSO-DMS
T-value (P-value)
-0.191 (0.849)
0.040 (0.968)
-1.052 (0.297)
-1.215 (0.229)
-0.646 (0.521)
0.000 (1.000)
-2.352 (0.022)
-1.052 (0.297)
-1.501 (0.139)
-5.312 (0.000)
-3.114 (0.003)
-0.573 (0.569)
-5.742 (0.000)
-3.960 (0.000)
-1.280 (0.205)
-9.980 (0.000)
-5.318 (0.000)
-1.754 (0.085)
-5.854 (0.000)
-2.749 (0.008)
-0.144 (0.886)
-7.912 (0.000)
-5.520 (0.000)
-2.285 (0.026)
-7.620 (0.000)
-6.581 (0.000)
-2.713 (0.009)
-2.771 (0.007)
-1.936 (0.058)
-0.403 (0.688)
-4.925 (0.000)
-4.195 (0.000)
-1.730 (0.089)
-5.800 (0.000)
-6.593 (0.000)
-4.570 (0.000)

PSO-NO
T-value (P-value)
-0.981 (0.331)
-1.704 (0.094)
-2.018 (0.048)
-1.142 (0.258)
-1.280 (0.205)
-1.267 (0.210)
-1.117 (0.268)
-0.803 (0.425)
-0.764 (0.448)
-1.131 (0.263)
-1.699 (0.095)
-1.831 (0.072)
-1.378 (0.173)
-1.868 (0.067)
-1.617 (0.111)
-1.594 (0.116)
-1.535 (0.130)
-2.083 (0.042)
-0.670 (0.505)
-1.365 (0.177)
-3.334 (0.001)
-1.512 (0.136)
-1.659 (0.102)
-0.936 (0.353)
-1.295 (0.200)
-1.876 (0.066)
-0.822 (0.415)
-1.149 (0.255)
-1.425 (0.159)
-1.622 (0.110)
-0.463 (0.645)
-2.615 (0.011)
-1.662 (0.102)
-0.771 (0.444)
-2.138 (0.037)
-2.394 (0.020)

GA
T-value (P-value)
-2.194 (0.032)
-1.147 (0.256)
-0.835 (0.407)
-1.312 (0.194)
-0.483 (0.631)
-2.594 (0.012)
-1.462 (0.149) )
-1.052 (0.297)
-1.607 (0.113)
-4.264 (0.000)
-2.509 (0.015)
-3.237 (0.002)
-3.559 (0.001)
-3.712 (0.000)
-3.180 (0.002)
-5.759 (0.000)
-2.848 (0.006)
-3.161 (0.002)
-4.292 (0.000)
-4.022 (0.000)
-4.894 (0.000)
-7.981 (0.000)
-3.697 (0.000)
-5.244 (0.000)
-7.582 (0.000)
-5.705 (0.000)
-4.802 (0.000)
-4.296 (0.000)
-3.582 (0.001)
-3.313 (0.002)
-3.301 (0.002)
-4.117 (0.000)
-2.011 (0.049)
-3.760 (0.000)
-4.419 (0.000)
-4.342 (0.000)
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Windows Vista OS computer. Here the computational time is averaged over 50 individual runs
for all the approaches. As shown in Table 5.10, the computational time for our PSO-GIDN is
quite similar to that for the other algorithms. This means that our approach does not add extra
computational cost. However, the computational time for all the approaches is not excessively
long.
Table 5.10 – Average Computational Time over 50 Individual Runs
Method
PSO-GIDN
SPSO
GPSO
VPSO
PSO-DMS
PSO-NO
GA

Sa
6811ms
6590ms
6806ms
6567ms
6683ms
8888ms
6955ms

Sb
7699ms
7099ms
7934ms
7913ms
8052ms
10071ms
7435ms

5.7 Experimental Results: Impact of More Complex Demand Patterns
The results in the previous section show that our PSO generally performs better than the state
of the art algorithms. In this section we will only use our PSO to investigate the impact of the
more complex demand patterns on the BDG. This will be examined in two scenarios. In each
scenario we examine the complex demand patterns’ impact on the performance of the supply
chain and the optimal strategies to manage the BDG. Then we compare the results from these
two scenarios.

5.7.1

Simulation Results in Scenario A

In Sa , all the sectors use the same α, β, θ and S ′ , therefore, four parameters are involved. For
the stochastic demand patterns (SD, UD and CD), we randomly generate 10 instances for each
demand pattern in order to test the robustness of our simulation results. We run our PSO 50
times for each instance of the demand patterns separately.
The average cost (µ) and standard deviation (σ) for each instance of the demand patterns
from these 50 runs are shown in Table 5.11. Furthermore, we also show the average costs
in Figure 5.3. From Figure 5.3 or Table 5.11 we clearly find that the total supply chain
cost differs significantly when alternative customer demand patterns are used. Specifically,
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Table 5.11 – The average optimal results in Sa

Instances
1
2
3
4
5
6
7
8
9
10

OSD
µ (σ)
157.9 (16.3)
162.6 (17.1)
157.6 (16.8)
160.6 (19.9)
156.6 (14.6)
158.0 (16.3)
160.4 (16.3)
158.4 (16.4)
165.0 (18.9)
162.8 (18.5)

SD
µ (σ)
442.9 (9.7)
410.8 (5.3)
629.0 (26.2)
522.0 (3.9)
602.0 (19.7)
503.4 (12.2)
475.0 (20.9)
735.6 (21.5)
320.2 (29.1)
510.4 (15.7)

UD
µ (σ)
1782.9 (35.7)
1019.1 (5.2)
980.3 (7.6)
1502.1 (59.5)
1353.4 (18.0)
1554.4 (9.7)
1332.9 (17.4)
1213.0 (2.3)
1219.7 (3.2)
855.8 (2.6)

CD
µ (σ)
2056.6 (13.3)
1691.1 (6.3)
1676.7 (4.1)
1646.0 (1.0)
1839.9 (5.1)
1680.0 (2.5)
1653.0 (3.6)
1705.6 (2.8)
1953.9 (5.7)
1850.6 (4.4)
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Figure 5.3 – The simulation results in Scenario A
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for any instance from OSD, SD, UD and CD, the average costs obtained by our PSO satisfy
µOSD < µSD < µU D < µCD . This means that the demand patterns have a significant effect
on the overall performance of the supply chain.
Total costs vary significantly across the various customer demand patterns. We believe this
correlates strongly with the degree of complexity involved in interpreting each of these demand
patterns. It is plausible to argue that where complexity is represented as C that COSD <
CSD < CU D . It appears that the CD is more complex, or more difficult to interpret than the
UD. While the standard deviation of the actual customer demand in each of these patterns
would lead us to believe the converse, the actual amplification effects on inventory levels is
the primary driver of this behaviour (Yan and Woo, 2004). Furthermore, this problem may
be influenced through our optimisation approaches “overfitting” for a particular period of the
cycle in the CD. This means that the policies identified for the CD may be more suitable for one
phase of demand, but become less suitable for the next phase. This effect would be reduced
when the period used in the CD is reduced and therefore the CD changes more regularly over
shorter periods. We can therefore conclude that CU D < CCD . The total cost becomes larger
as the demand pattern becomes more complex. So the simulation results show that the more
complex the demand pattern, the more difficult to manage the inventory when the participants
use the same strategies.
Table 5.12 – The average best α, β, θ and S ′ for all participants in Sa

Customer
Demand
OSD
SD
UD
CD

α

β

θ

S′

0.8157
0.9429
0.9632
0.3471

0.9926
0.9949
0.9993
0.7755

0.0205
0.0242
0.0043
0.8603

24.2148
24.2822
26.6847
18.2372

Figures 5.4, 5.5, 5.6 and 5.7 show how the strategies (α, β, θ and S ′ ) evolve over time. In
Table 5.12, we show the average best ordering parameters for all participants obtained by the
our PSO in 50 runs from one instance of the demand patterns1 . In the existing research, θ
is typically set to 0.25, and S ′ is typically set to 17 (Mosekilde and Laugesen, 2007; Strozzi
et al., 2007). However, the value of θ and S ′ are significantly different from the value that is
1

The results in this table are actually from the final iteration in Figures 5.4, 5.5, 5.6 and 5.7 separately. These
optimal strategies are more interesting, and we provide an analysis of these results in the context of the BDG.
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set in the existing research. First, we notice that the value of θ is very low for the OSD, SD
and UD. It is around 0.02 (or even 0.004). Notice that the θ represents the weight assigned
to the recent observation in the exponential forecasting method. Therefore, the small value of
the θ for the OSD, SD and UD reflects that they do not react much to recent changes in the
customer demand. Thus, the expected demand (EDt ) is quite steady over time (See Equation
2.2). It should be around 8, which provides an ideal anchor for the ordering heuristic2 . On the
other hand, we observe that the values of α and β are close to 1 for the OSD, SD and UD. This
reflects that the sectors pay enough attention to adjust their desired inventory level and supply
line level. The value of S ′ does not vary much for the OSD, SD and UD, and it is around
24. This is significantly higher than the existing setting. S ′ represents the value of the desired
stock and supply line that the sectors should maintain. The higher S ′ means that the sectors
try to keep a higher level of desired stock and supply line level in order to cushion the impact
of the demand variations.
However, the strategies become significantly different when they face a more complex demand
pattern–CD. Firstly, the value of θ is much higher, and it is 0.8603. This means that the sectors
react quickly to the recent change in the demand. The customer demand in the CD changes
cyclically over time. Therefore, the anchor or the expected demand (EDt ) should also change
cyclically in order to correctly reflect the customer demand change. The higher value of θ helps
make adjustments on the anchor. Secondly, the α and β values do not evolve to 1. Furthermore,
the S ′ is also lower than that for the OSD, SD and UD. It is plausible to argue that due to the
special characteristic of the CD pattern, game participants are better to use lower α, β and S ′
values. Thereby not factoring in all orders in their supply chain, or trying to fully correct their
inventory levels, sectors can perform better.

5.7.2

Simulation Results in Scenario B

In this scenario, each sector can use different ordering strategies (α, β, θ and S ′ ), therefore,
sixteen parameters need to be optimised by our PSO for each instance of the four different
customer demand patterns. Like in Sa , we also run our PSO 50 times for each instance of the
demand patterns separately. In Table 5.13 and Figure 5.8, we show the results obtained from
2

Note that the customer demand that follows the OSD, SD and UD patterns, varies around 8 over time. Therefore,
we say that the value 8 provides an ideal anchor.
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using our PSO approach in Sb . From these results, we also observe that total costs increased as
more complex customer demand patterns were simulated. This reinforces the same observation
which we discussed in Sa .
Table 5.13 – The average optimal results in Scenario B

Instances
1
2
3
4
5
6
7
8
9
10

OSD
µ (σ)
125.0 (0.2)
125.1 (1.3)
124.9 (0.2)
125.0 (0.3)
125.0 (0.2)
125.0 (0.7)
124.9 (0.2)
124.9 (0.2)
124.9 (0.2)
124.9 (0.2)

SD
µ (σ)
348.3 (14.0)
372.6 (44.4)
529.2 (17.4)
410.5 (21.4)
538.6 (39.8)
398.8 (29.8)
413.7 (23.3)
560.7 (55.4)
321.3 (24.6)
404.7 (16.9)

UD
µ (σ)
984.4 (15.7)
644.6 (45.0)
585.7 (29.2)
788.4 (17.7)
756.9 (19.3)
783.6 (14.1)
652.7 (13.5)
736.7 (54.8)
786.1 (28.5)
557.5 (45.8)

CD
µ (σ)
1501.4 (54.1)
1369.9 (15.9)
1354.0 (17.3)
1287.8 (11.1)
1486.0 (20.1)
1310.9 (14.6)
1358.9 (17.6)
1296.2 (13.6)
1482.5 (10.5)
1372.2 (12.9)

Figure 5.9, 5.10, 5.11 and 5.12 show the evolution of the ordering strategies (α, β, θ and S ′ )
for each participant as they faced the OSD, SD, UD, CD, respectively. These results are the
average best strategies obtained by our approach in 50 individual runs from one instance of
our demand patterns. From these figures, we can observe a number of interesting phenomena
which are different in the Sa . Firstly, the strategies for the retailer are significantly different
from the remaining sectors. Particularly, the values of α, β and S ′ are very low. As we analysed
earlier, the lower value of the θ leads to a steady expected demand. According to Equation 2.5,
we can see that OPt will be mainly determined by the expected demand part (EDt ) if the
values of α and S ′ are very low. Therefore, the orders from the retailers are very steady over
time. This would greatly benefit the upstream sectors and the overall supply chain3 . However,
this is on the cost of the retailers. Secondly, we find that the more upstream sectors tend to use
higher α, β, θ and S ′ values whatever the customer demand patterns they face. This means
that the more upstream sectors pay more attention to adjusting their inventory level and supply
line in order to maintain the desired level. This reflects that the upstream sectors prefer maketo-stock, as the inventory cost is relatively low due to less value added and relatively high
capacity change cost. In contrast, the downstream sectors prefer to maintain high inventory in
3

These phenomena will be discussed in the next chapter.
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order to satisfy the variable customer demands.

5.7.3 Comparison of Results in both Scenarios
Table 5.14 – The Percentage cost reduction in Sb compared with Sa
CDP
OSD
SD
UD
CD

Sa
µ (σ)
160.0 (2.6)
515.1 (111.8)
1281.4 (270.5)
1775.3 (135.4)

Sb
µ (σ)
125.0 (0.1)
429.8 (79.2)
727.7 (117.8)
1382.0 (76.2)

Average cost
reduction in Sb
21.9%
16.6%
43.2%
22.2%

In order to compare the results from Sa and Sb , we calculate the average cost and standard
deviation from the 10 instances of each stochastic demand pattern in both scenarios. For
the OSD, we just use the results from one instance as it is a static demand pattern. From
analysing the results from both scenarios, we can find that better solutions are achieved in Sb
than in Sa . The percentage of the average total cost reduced in Sb compared with that in Sa
is shown in Table 5.14. However, this observation is different to that suggested by Robert
de Souza et al (Souza et al., 2000). Robert de Souza et al used specified parameters and
found that there is no essential difference in performance for both scenarios. However, we
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have adopted optimisation techniques to determine the optimal parameters for both scenarios.
We believe that the differences stem from our application of the optimisation techniques. In
Sa these strategy values are constrained so that the same α, β, θ and S ′ values are used by
all participants in the supply chain. Sb differs significantly, as all individuals are free to use
different α, β, θ and S ′ values to their peers on the supply chain. This results in a much
larger set of possible optimal solutions in the game. This larger, more complex landscape is
further augmented when more complex customer demand patterns are simulated. This results
in a heightened degree of difficulty when attempting to determine the optimal α, β, θ and S ′
values.

5.8

Conclusions

The research outlined in this chapter has investigated optimised ordering strategies in the BDG
when a number of complex customer demand patterns are simulated. This research holds
particular significance for those interested in classic supply chain problems.
It is worth noting that previous research examining this optimisation problem has used genetic
algorithm approaches to this problem. Existing research has predominantly examined much
simpler customer demand patterns. This chapter has extended this existing research to include
much more complex customer demand patterns and also introduces for the first time a PSO approach to this optimisation problem. This PSO approach offers a new and alternative approach
to these BDG optimisation problems. Furthermore, the performance of our PSO is investigated
through comparing a number of the state of art PSO algorithms and one GA approach. Specifically, our PSO generally performs better than the existing algorithms in both scenarios. Even
though, from examining previous research, and the results outlined here, we can confidently
conclude that our PSO approach performed better in the optimisation tasks.
Our results have also shown that customer demand patterns have implications for inventory
management. It is apparent that as these patterns become more complex the total cost increases
as game participants struggle to cope with the increased complexity. The more complex customer demand patterns used in this research demonstrate a more realistic interpretation of the
BDG.
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The different managerial mechanisms also have a great impact on inventory management.
As our results show, when sectors use different strategies, the supply chain cost has been
significantly reduced compared with that when all sectors use the same strategies. As explained
previously, this stems from the greater freedom to individuals and their specific strategy choice
when each sector can use different strategies. However, the strategy space is significantly
limited when all individuals must use the same management strategies.

5.9 Summary
This chapter has examined strategy optimisation in the BDG. A number of contributions have
been made by this research:
• We have examined the four-parameter (α, β, θ, S ′ ) heuristic that is proposed by Sterman
(1989a), while the existing studies only consider two parameters (α, β) and fix the value
of the other two parameters.
• We have simulated the effects of a number of customer demand patterns. The impact
of these demand patterns on inventory management and strategy optimisation has been
demonstrated.
• Our results have shown the potential advantages of the each sector using different strategies in the supply chain. This differs from previous research findings by Souza et al.
(2000).
• A new and alternative approach (PSO-GIDN) is proposed to examine the BDG. Furthermore, the effectiveness of our approach is validated by comparing it with a number of
state of the art algorithms. Statistically significant differences have been identified.

We have explored particularly, Sb , the scenario where individual sectors can select their own
behaviour characteristics (α, β, θ and S ′ ). However, we have only used a single global objective function which assumes all sectors are aiming for the same goal. This may not align
well with real supply chains, where sectors often act solely in their own interest. In the following chapter, we build on this idea and present our final research contribution, which is a
comprehensive exploration of both individual and group oriented decision making in the BDG.

Chapter 6

A Coevolutionary Analysis of the Beer
Distribution Game
6.1 Introduction
Evolutionary theory, and the underlying core principles of replication, selection and mutation Nowak (2006), has inspired thinking in diverse fields such as organisational science, economics and computer science Hannan and Freeman (1977). Nelson and Winter (1982) develop
an evolutionary theory of the capabilities and behaviour of firms operating in a market environment, and propose this as a way to analyse factors that influence economic change, such as
shifts in product demand, factory supply conditions or innovations on behalf of firms Nelson
and Winter (1982). Adamides and Pomonis (2009) investigate how a manufacturing strategy
evolves from the interaction of product, production and supply chain decisions Adamides and
Pomonis (2009). Related contributions in the field of organisational development and firm
dynamics include the work of Choi et al., Kauffman and Macready, and McCarthy Choi et al.
(2001); Kauffman and Macready (1995) and McCarthy (2004).
The coevolutionary idea of moves and countermoves, of action and counteraction, has parallels
with the engineer’s concept of feedback, defined as a “closed loop of action and information”
where a variable in a closed loop of influences, and in turn responds to the behaviour of the
other Richardson (1991). For example, the growth of the “Wintel” - characterised by positive feedback loops Sterman (2000) - can also be viewed as a process of “coevolutionary
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lock-in” Burgelman (2002), where led to the dominant market position for both organisations.
Interactions and feedbacks across organisational boundaries have been a dominant theme of
system dynamics research, including the production-distribution system models in Industrial
Dynamics Forrester (1961), the market growth model Forrester (1968), the work on bounded
rationality in the analysis of behavioural simulation models Morecroft (1985), and the body of
empirical and experimental work on the beer distribution game, commencing with the findings
of Sterman (1989b).
In this chapter, we propose to use evolutionary approaches to examine supply chain members’
decisions. From the evolutionary perspective, the sectors in the beer game interact and adapt
with each other over time. As the sectors in the supply chain are mutually interdependent, any
sector’s decision can significantly affect the success of other sectors’ decisions. Furthermore,
the interactions between sectors are dynamic and can be viewed as processes of coevolution.
For example, a sector may find a better management strategy during the play, which might
affect the performance of other sectors. Subsequently, other sectors may also decide to change
their strategies in order to improve performance, which in turn might affect the sector’s performance and cause the sector to try another strategy. Each strategy’s performance or fitness
can be evaluated by returns generated such as profits or costs. The sectors may learn and
keep better strategies, and remove some less fit strategies over time through these dynamic
interactions.
Coevolutionary approaches from computer science can provide a viable method to examine
the coevolution of decision-making in the supply chain. Inspired by these biological mechanisms, researchers from computer science have developed a number of evolutionary algorithms including genetic algorithms, evolution strategy and coevolutionary approaches. These
approaches have been widely used to model biological evolution and optimisation of complex
problems Potter and Jong (2000). Particularly, there are plausible mappings between coevolution processes in the beer game and coevolutionary approaches. For example, the four sectors
in the beer game can be viewed as four “species”. Each sector’s inventory management strategy pool or set corresponds to a population of individuals in a species.
More importantly, one of the central concepts of coevolutionary approaches is the evolutionary fitness of an organism. Fitness is measured by an organism’s ability to survive and reproduce, which determines the size of its genetic contribution to the next generation Holland

CHAPTER 6. A COEVOLUTIONARY ANALYSIS OF THE BEER GAME

125

(1975). Correspondingly, it is also important for a firm in the supply chain to determine their
approaches to measure the fitness of their management strategies. In the supply chain management context, it is plausible to assume that each sector evaluates their strategies according
to their own benefits, but may have little or no knowledge or interest in the remaining players
in the supply chain, especially in the loosely coupled, self-organising supply networks Chen
(1999); Lee and Whang (1999). However, it is also possible that all sectors in the supply chain
have a common goal to minimise the total costs, for example, when all sectors are owned by
one organisation. Our research goal is to develop a coevolutionary model to analyse supply
chain decision-making by highlighting the interplay between decision heuristics and supply
chain performance. In this chapter, thereby we will show two sets of experiments which reflect the evolution of agent strategies1 in the beer game. Two evolved beer game strategy sets
will be discussed:

1. Strategies that evolve when individual fitnesses are evaluated based on their individual
costs. This represents an approach in which each agent chooses to minimise their own
cost regardless of the whole supply chain cost in the beer game. This reflects that agents
are individually oriented, or intendedly rational, where their decision rules produce reasonable and sensible results if the actual environment were as simple as the decision
maker presumes it to be Sterman (2000).
2. Strategies that evolve when individual fitnesses are evaluated based on collective supply
chain costs. In the beer game, this represents an approach in which all agents cooperate
to achieve a common goal, and thus reflects that agents are group oriented.

Throughout the simulations presented in this chapter we will compare the outcome of using
these two approaches in a coevolutionary framework. Agent strategies will evolve using genetic algorithms independently in each sector of the game. This reflects that each sector of
the game has certain unique properties related to its position relative to the other sectors. The
agent population in each sector will evolve independently over many generations.
The main contribution of this chapter is the development of the coevolutionary framework
to simulate agent decision making. We have used this framework to subsequently identify
1

In this chapter, the agent strategies correspond to the inventory management strategies that we will introduce in
the next section. The strategies refer to individual and group oriented strategies.
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the effects of individually oriented and group oriented strategies on the supply chain performance. Furthermore, we have investigated the performance of co-evolved strategies using two
different demand patterns: a step input and uniformly distributed demand. We find that the
two strategies perform differently, with improved supply chain performance when individuals
adopt group oriented strategies. Group oriented strategies not only improve total supply chain
costs, but also minimise costs for all sectors, except the retailer. Our results are robust across
the two demand patterns investigated. Moreover, we show that cost is higher when demand is
uniformly distributed than when it is a step increase.
The following sections of this chapter are structured as follows. In Section 6.2 we will outline
the coevolutionary computation and propose the coevolutionary model for the beer game. A
number of hypotheses are proposed in Section 6.3 and a detailed examination of our experimental results is given in Section 6.4. Finally, Section 6.5 presents a series of discussions and
conclusions.

6.2 Proposed Coevolutionary Beer Game Model
6.2.1

Coevolutionary Framework

In the following, we briefly outline the coevolutionary framework, and the more detailed discussion of GA and EAs can be found in Sections 3.3 and 3.3 respectively.
Coevolutionary computation is an extension of conventional evolutionary algorithms (EA). It
usually employs genetic algorithms (GA) to model the evolution of each species. GA is inspired by Darwin’s theory about evolution and was developed by Holland (1975). The key
operators for the GA are selection, crossover, and mutation operators. Before we explain more
about these operators, the information about the chromosome is discussed. The chromosome
encodes the solution information. The popular way of encoding includes binary encoding and
real value encoding. In binary encoding, every chromosome is a string of bits, 0 or 1. The
binary encoding needs decoding (or translation) for many problems and may lose some precision. However, for some problems such as the beer game, real value encoding may be more
natural and also increases precision as the decoding is not needed. Therefore, we adopt the

CHAPTER 6. A COEVOLUTIONARY ANALYSIS OF THE BEER GAME

127

real value encoding method in this chapter. In the species population, each chromosome corresponds to an individual (also called an agent) and is also associated with a fitness which
measures the solution quality that the chromosome represents. The selection operator is used
to select the parents from the population to crossover. There are many ways to apply selection
including roulette wheel selection and rank selection. The crossover and mutation operators
are the most important part of the GA. The crossover operator selects genes from parent chromosomes and creates two new offsprings. It involves firstly randomly choosing some crossover
point and then swaps the genes according to this point. The frequency of applying this operator
is controlled by the crossover rate. The crossover rate should be quite high, about 60% − 95%.
The mutation operator changes randomly the new offsprings. For the binary encoding we can
switch a few randomly chosen bits from 1 to 0 or from 0 to 1 according to the mutation rate.
The mutation rate should be very low, about 0.5% − 2%.
The process of the GA involves firstly randomly generating a population and subsequently
evaluating each individual. Then the selection, crossover, and mutation operators are employed. Over repeated iterations of the specified process, a population will evolve with respect
to the fitness landscape involved. Genes associated with the most fit individuals are propagated
throughout the population while less fit genes are less likely to propagate. In a game context,
these processes are found to be effective analogues of economic agent strategic learning Tesfatsion (2002). A strategy can be represented as a chromosome, and the GA processes are
models of learning. In the GA, the reproduction operator can be interpreted as learning by
imitation, the crossover operator can be interpreted as learning through communication, and
the mutation operator is interpreted as learning by experiment Riechmann (2001).
Another important feature of the coevolutionary computation is the fitness evaluation procedure. As each species only encodes part of the solution information, the fitness evaluation procedure involves choosing representatives from other species to form a collaboration
(a complete solution). After selecting the representatives, then we can evaluate the agent’s
fitness through simulating the shared domain model. There are many methods to choose representatives, such as choosing the current best individual agent from each species to be the
representative, or randomly selecting an individual agent from each species to be the representative Potter and Jong (2000). The method of choosing representatives models the interaction
mechanisms among agents from multiple populations.
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As has been outlined previously, each agent population in the coevolutionary framework evolves
independently through the GA (or other EA), and furthermore, agents from one species interact
with the agents from other species through a shared domain model. Therefore, this framework
has the ability to capture the independent decision-making behaviour and interactions among
individual agents. This framework should provide a promising platform for the modeling and
analysis of supply chain games such as the beer game.

6.2.2

Proposed Simulation Model

Wholesaler

Retailer

GA
Population

representatives

fitness
individual

Beer Distribution
Game Model

Distributor

Population

representatives

Manufacturer

GA
Population

GA

GA

representatives

Population

Figure 6.1 – The Simulation Model

Figure 6.1 shows the entire simulation model. In this model, there are four agent populations:
retailer PR , wholesaler PW , distributor PD and manufacturer PM . Through our coevolution
approach each population evolves independently from the other agent populations. Figure 6.1
indicates the particular phase of the simulation model when we are evaluating the agents from
the retailer agent population (PR ). Each of the other agent populations (PW , PD , PM ) provides
agent representatives to participate in the process. In our model, we select all the agents from
other agent populations as representatives. As a result, each agent from the retailer will play
an instance of the beer game with all the representative agents from the other sectors. This
means that each agent from the retailer population (PR ) will participate in N M −1 interactions
with the other representative agents. N is the agent number in the population and M is the
number of the populations. The representative agents will fulfill only the role defined by their
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associated sector. For example, an agent from the distributor agent population will always
play the role of a distributor in all games it participates in. This is similar to a round robin
type implementation whereby each of the relevant agents are paired in order to participate in
an instance of the game.
Based on the agents’ objective function, their total cost incurred is averaged over all these
interactions (N M −1 ), and this value represents their individual fitness. This is an equitable approach in order to compare the performance of individuals in each agent population. We evaluate the agent populations in a sequential pattern. The sequential pattern is: retailer, wholesaler,
distributor and finally manufacturer. However, this process could also be evaluated purely in
parallel. Once all agents in the sector population have an associated fitness we then apply
selection, crossover, and mutation operators to that sectors agent population.
Furthermore, in order to evaluate an agent’s fitness, we need to define the objective (or fitness)
function for the agents. In the context of the beer game, the fitness function reflects their
management strategies. In this chapter, we define the following two fitness approaches:

1. Individual Fitness Function (IF F ): The agents from each population PR , PW , PD ,
and PM use CR , CW , CD and CM as their fitness function respectively as shown in
Table 2.1. These objective functions reflect that each agent is self-interested and seeks
to minimise its individual cost regardless of the whole supply chain cost. This reflects
how these agents are rewarded in our evolutionary algorithm based on their individual
performance, thereby ignoring the performance of other individuals in the supply chain.
This has the effect of rewarding individually rational behaviour even if this behaviour
may not be beneficial for the entire supply chain. The agents adjust their strategies
according to their own benefit and promote their own fitness over each generation in our
coevolutionary model. The agents using IF F are individually oriented.
2. Global Fitness Function (GF F ): All the agents from PR , PW , PD ,and PM use the
whole supply chain cost as their objective function (See CT in Table 2.1). This indicates
a situation whereby all agents are rewarded through our evolutionary algorithm based
on the performance of the entire supply chain, thereby ignoring whether their actions
are self-interested. They are rewarded if they help maximise the efficiency of the overall
supply chain, even if this is at their own individual expense. Thereby, this is significantly
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different with IF F . These agents take account of the entire supply chain performance,
and the agents using GF F are group oriented.
These two fitness evaluation approaches provide us with a basis to investigate the effects of
different management strategies on the performance of the supply chain and the evolution of
the agent strategies. In the following, we will provide a series of simulation results related to
these two fitness evaluation approaches.

6.2.3

Experimental Settings

There are two sets of parameters involved in our simulation model. First, for our simulation
of the beer game, the following parameters are used throughout our simulations. The total
simulation length is 50 weeks. The α, β and θ values are all in the range of [0, 1]. The S ′ value
is in the range of [0, 50] . The time delays involved are 4 weeks. We examine the following
two different external demand patterns for the beer game.
One Step Change Demand: The customer demand is initially four cases per week and increases to eight cases per week in week 5 and remains at that level thereafter. As it only
changes once during the simulation, thus we will refer to this demand pattern as “One
Step Change Demand”.
Uniform Distribution Demand: This demand fluctuates randomly over time and is generated
using a uniform distribution in the range of [0, 16].
For our coevolutionary model, as shown in Figure 6.1, four agent populations are involved.
Each population size (N ) is set to 10 and the total number of iterations (generations) is 150.
The population size used is quite small due to the computationally intensive nature of this approach. The GA parameters selected are based on a sensitivity analysis of the simulation. We
use a real value encoding method to construct chromosomes. Each chromosome is a sequence
of real values (α, β, θ, S ′ ). A selection operator which selects the best individual (as determined by their fitness) is used. A single point crossover operator is implemented. Our mutation
operator is similar to Mühlenbein’s implementation as shown in Equation (6.1) Mühlenbein
and Schlierkamp-Voosen (1993).
′

gi = gi ± range

(6.1)
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where gi ∈ [ai , bi ] is a gene to be mutated, and the mutation range is normally set to 0.1 ∗
(bi − ai ).

6.3 Hypotheses Testing of the BDG Coevolutionary Framework
It is intuitive to hold the view that incentive misalignment among sectors could affect the
supply chain performance significantly. In the individually oriented setting, members aim
to minimise their own cost and make their decisions based on their own benefit and thereby
ignoring other members. This could cause order oscillations throughout the supply chain.
Furthermore, the order oscillations for the upstream members can be more dramatic due to
the bullwhip effect, which leads to higher inventory costs, and subsequently a higher entire
chain cost. In the group oriented setting, by contrast, agents act to benefit the entire chain
even at their own costs. Therefore, actions derived from the group oriented strategy should
reduce order oscillations and improve the overall supply chain performance. In addition, it
is a plausible hypothesis that upstream members should benefit most as the bullwhip effect
can be significantly dampened from these well-coordinated actions. However, the downstream
members will most likely have to make sacrifices for the sake of the overall supply chain.
Furthermore, the external ordering patterns could also exert an influence upon the the supply
chain performance. As the customer demand patterns become more volatile, there are increasingly more challenges and complications for players to manage their inventory in this game.
In relation to the coevolutionary process itself, the agents interact and adapt with each other
over time. Following on from this, and as a result of the preceding discussion, we now propose
the following hypotheses:
Hypothesis 1: Individually oriented strategies will disadvantage further upstream members
more than downstream members.
Hypothesis 2: Group oriented strategies will improve overall supply chain performance and
will mostly benefit upstream sectors.
Hypothesis 3: Stochastic demand patterns will increase supply chain costs.
Hypothesis 4: Agents will learn better strategies to play this game during the evolution processes. This is mainly manifested by the reduced inventory cost for themselves and the entire
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supply chain over time.

6.4

Simulation Results

In our simulation each agent records a number of important metrics. Firstly, each agent
records the average cost incurred by the entire supply chain (CT ) over a number of interactions (N M −1 ) in a generation. Secondly, each agent records its own average cost incurred
over these interactions. Thirdly, each agent has its own individual strategies (α, β, θ, S ′ ). Finally, all agents record their own fitness in each generation. As mentioned above, the fitness
value is equal to the average of its individual cost or the average of the entire supply chain
cost depending on whether we are using individual or group oriented strategies. Our following
experimental results are from the agents that have the best fitness among each sector’s agent
population. Furthermore, each result set is averaged from 50 individual runs of our coevolutionary algorithms. µ and σ represent the mean value and standard deviation of each result
set.

6.4.1

Sensitivity Analysis for the Coevolutionary Approach

There are three main parameters (selection rate, crossover rate, mutation rate) involved in the
coevolutionary model. The best choice of these parameters usually depends on the specific
problem, and therefore could have significant influence on the performance. Because of this,
we first perform a comprehensive and computationally intensive sensitivity analysis of the
coevolutionary mechanism. The selection rate2 is fixed to 0.7, 0.8 and 0.9 separately while the
crossover rate is varied from 0.6 to 0.9, and the mutation rate gradually changes from 0 to 0.3
on an incremental change of 0.02.
The entire supply chain costs are shown in Figure 6.2, Figure 6.3 and Figure 6.4 when all
agents are individually or group oriented under the one step change demand pattern. From
these figures, we observe that the entire supply costs are much higher when the mutation and
crossover rates are very low. On the other side, the total costs are not very variable or in
a fairly flat plateau when the mutation rate is higher. This may be caused by a number of
2

Our selection operator only selects the best agents. There are only ten agents in each population. We select 7, 8,
and 9 best agents separately which corresponds to 0.7, 0.8 and 0.9 for the selection rate.
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Figure 6.2 – Sensitivity analysis using the one step change demand pattern with selection rate =
0.7
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Figure 6.3 – Sensitivity analysis using the one step change demand pattern with selection rate =
0.8
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Figure 6.4 – Sensitivity analysis using the one step change demand pattern with selection rate =
0.9
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factors. Firstly, the values tested in our experiments are already in the recommended range
of the optimal settings for the evolutionary algorithms. Secondly, as this figure shows the
average costs over 50 individual runs for each parameter combination, the differences may
thus become smaller. When the agents are individually oriented (or using IF F ), we identify
that the best selection rate, crossover rate and mutation rate are 0.9, 0.62 and 0.18 separately.
When parameters are group oriented, the best selection rate, crossover rate and mutation rate
are 0.9, 0.6 and 0.18. Because of these sensitivity results, in the following experiments we will
use 0.9, 0.62 and 0.18 for the selection rate, crossover rate and mutation rate respectively.

6.4.2

Simulation Results Analysis
Table 6.1 – Each Member and Supply Chain Costs

Demand Patterns

One Step Change

Uniform Distribution

Role
R
W
D
M
Entire Chain
R
W
D
M
Entire Chain

Individually Oriented
µ (σ)
101.93 (23.54)
141.13 (25.92)
161.42 (36.16)
143.97 (35.54)
620.54 (45.37)
189.76 (27.67)
261.93 (28.51)
361.66 (33.59)
422.73 (39.86)
1262.39 (84.22)

Group Oriented
µ (σ)
95.88 (17.69)
117.89 (25.46)
124.69 (34.03)
98.99 (23.66)
521.69 (56.69)
232.30 (23.05)
180.43 (21.12)
157.49 (25.27)
142.32 (22.57)
776.47 (62.14)

Each member and overall supply chain costs are shown in Table 6.1 and Figure 6.5, when
all agents are individually or group oriented under the one step demand and uniform distribution demand patterns. From these results, we can test the first three hypotheses discussed
previously.
From Figure 6.5 or Table 6.1, we first observe that the inventory costs increase as one moves
further upstream when agents are individually oriented, except that the manufacturer’s cost is
lower than the distributor’s in the one step change demand. In the setting of the beer game,
the manufacturer has the advantage of a constant supply line. However, this advantage is
undermined by the known bullwhip effect when they face a more variable demand pattern
(uniform distribution demand). To further test the cost differences between the sectors, we run
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Table 6.2 – Tukey’s Test Results (Individually Oriented Strategy)

R-W
R-D
R-M
W-D
W-M
D-M

One Step Change Demand
Q value
P value
-8.99
< 0.01%
-13.65
< 0.01%
-9.64
< 0.01%
-4.65
0.65%
-0.64
96.91%
4.00
2.63%

Uniform Distribution Demand
Q value
P value
-15.56
< 0.01%
-37.08
< 0.01%
-50.25
< 0.01%
-21.51
< 0.01%
-34.69
< 0.01%
-13.17
< 0.01%
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Figure 6.5 – Each Member and Supply Chain Costs
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a formal statistical test called Tukey’s test. Tukey’s test is widely used to compare more than
two means. The test results are shown in Table 6.2, where the most comparison pairs show
statistically significant differences. In only one case there is no significant statistical difference,
and this is between the wholesaler’s cost and the manufacturer’s cost in the one step change
demand. Our hypothesis 1 states that individually oriented strategies will disadvantage further
upstream members more than downstream members. The results from the one step demand
partially support it, while the results from the uniform distribution demand completely support
it.
When the agents are group oriented, we observe that all the sectors’ costs and the entire supply
chain cost are reduced except that the retailer’s cost is significantly increased in the uniform
distribution demand. It is not a surprise that the costs are reduced as individuals throughout the
supply chain adjust their strategies based on the common goal of minimising the whole supply
chain cost. Individuals will ignore their individual profit in order to benefit the performance of
the overall supply chain. In fact, the downstream sectors (mainly the retailer) can make the supply chain performance very different. If the down stream sectors’ order rate were very steady
regardless of external demand patterns, then the order oscillations throughout the supply chain
would be greatly reduced, which would lead to cost reductions for the entire supply chain and
upstream members. Our simulation results show this strategy3 is adopted by the retailer agents
when they face the uniform distribution demand. Indeed, for this particular demand pattern,
this strategy greatly benefits the entire supply chain, however, it causes the retailer agents to
suffer when the agents face a more variable demand pattern. As the one step change demand
is nearly constant over time, the retailer agents actually gain a little bit from this strategy as
our results show. Table 6.3 shows the percentage of reductions for each sector and the entire
chain when agents are group oriented. From this table, we can observe that except retailer’s,
all other sectors’ and the entire chain’s performance get significantly improved. Furthermore,
the agents gain more benefit from group oriented strategies as one moves from downstream to
upstream. The upstream agents get most benefit from group oriented strategies. In order to
verify whether these differences are statistically significant, a statistical t-test was conducted.
We use the conventional criteria to determine whether differences are significant. That is if the
two tailed p value is less than 5%, the difference is statistically significant, or else, it is not.
3

The strategies (α, β, θ, S ′ ) of the retailer are (0.08, 0.63, 0.16, 29.7) when they face the uniform distribution
demand. The very low values of α and θ make the order rate very steady (See Equation (2.5)).
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The t-test results are also shown in Table 6.3, where the statistically significant differences are
found. Our hypothesis 2 states that group oriented strategies will improve overall supply chain
performance and will mostly benefit upstream sectors. These results support it.
Table 6.3 – Comparison between the group oriented strategy and the individually oriented strategy

Demand Patterns

One Step Change

Uniform Distribution

Role
R
W
D
M
Entire Chain
R
W
D
M
Entire Chain

Cost
Reduced (%)
5.93%
16.46%
22.75%
31.24%
15.92%
−22.41%
31.11%
56.45%
66.33%
38.49%

t Score
1.45
4.52
5.23
7.44
9.62
-8.35
16.23
34.33
43.28
32.82

Two-tailed
P value
15.0%
< 0.1%
< 0.1%
< 0.1%
< 0.1%
< 0.1%
< 0.1%
< 0.1%
< 0.1%
< 0.1%

Significant
NO
YES
YES
YES
YES
YES
YES
YES
YES
YES

We also notice that just as our hypothesis 3 states, the costs involved in the uniform distribution
demand are much higher than these in one step demand. This is subject to the stochastic pattern
of the uniform distribution demand. The variability leads to a higher level of order oscillations
throughout the supply chain and subsequently higher costs. The differences between these
demand patterns are also verified through the t-test as shown in Table 6.4. From this table,
the costs for the sectors and the entire chain increase with statistical significance regardless
of the individual or group oriented strategies used when they face a more complex uniform
distributed demand pattern.
Our final hypothesis involves the evolution of the agents’ strategies and costs. In the simulation of the beer game, the parameters (α, β, θ, S ′ ) represent each agent strategies. A high
α represents an agent’s high attention to the inventory, a high β represents an agent’s high
attention to the supply line comparison with the inventory. θ reflects how much weight the
agents put on the recent demand changes when they forecast future demand. S ′ represents the
desired inventory and supply line level. Figures from 6.6 to 6.13 show the evolution of the
most fit strategies or these called “optimised coevolved strategies” (α, β, θ, S ′ ) when agents
are individually oriented or group oriented under the two demand patterns. Table 6.5 and Table
6.6 show the average optimised strategies under the two demand patterns separately. Firstly,

CHAPTER 6. A COEVOLUTIONARY ANALYSIS OF THE BEER GAME

140

1

0.8

α

0.6

0.4
Retailer’s α
Wholesailer’s α
Distributor’s α
Manufacturer’s α

0.2

0
15

30

45

60

75
90
Generation

105

120

135

150

135

150

(a) Individually Oriented

1

0.8
Retailer’s α
Wholesailer’s α
Distributor’s α
Manufacturer’s α

α

0.6

0.4

0.2

0
15

30

45

60

75
90
Generation

105

120

(b) Group Oriented

Figure 6.6 – The average α when agents face one step change demand
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Figure 6.7 – The average α when agents face uniform distribution demand
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Figure 6.8 – The average β when agents face one step change demand
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Figure 6.9 – The average β when agents face uniform distribution demand
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Figure 6.10 – The average θ when agents face one step change demand
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Figure 6.11 – The average θ when agents face uniform distribution demand
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Figure 6.12 – The average S ′ when agents face one step change demand
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Figure 6.13 – The average S ′ when agents face uniform distribution demand
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Figure 6.14 – The average sector costs when agents face one step change demand
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Figure 6.15 – The average sector costs when agents face uniform distribution demand
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Figure 6.16 – The average entire supply chain cost using IF F and GF F
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Table 6.4 – Comparison between the uniform distribution demand and the one step demand

Role

Individually Oriented Strategy

Group Oriented Strategy

R
W
D
M
Entire Chain
R
W
D
M
Entire Chain

Cost
Increased (%)
86.16%
85.59%
124.05%
193.63%
103.43%
142.26%
53.05%
26.31%
43.77%
48.84%

t Score
-17.09
-22.16
-28.68
-36.90
-47.43
-33.19
-13.36
-5.47
-9.36
-21.41

Two-tailed
P value
< 0.1%
< 0.1%
< 0.1%
< 0.1%
< 0.1%
< 0.1%
< 0.1%
< 0.1%
< 0.1%
< 0.1%

Significant
YES
YES
YES
YES
YES
YES
YES
YES
YES
YES

Table 6.5 – The agents strategies when they face one step demand pattern

α
Role
R
W
D
M

IF F
µ (σ)
0.56 (0.34)
0.82 (0.20)
0.85 (0.18)
0.75 (0.20)

β
GF F
µ (σ)
0.45 (0.33)
0.38 (0.32)
0.70 (0.30)
0.87 (0.12)

IF F
µ (σ)
0.92 (0.14)
0.94 (0.06)
0.93 (0.05)
0.91 (0.07)

S′

θ
GF F
µ (σ)
0.85 (0.17)
0.90 (0.13)
0.94 (0.06)
0.89 (0.08)

IF F
µ (σ)
0.61 (0.30)
0.58 (0.32)
0.67 (0.30)
0.71 (0.20)

GF F
µ (σ)
0.48 (0.39)
0.49 (0.35)
0.65 (0.30)
0.70 (0.21)

IF F
µ (σ)
22.8 (3.88)
21.8 (3.08)
20.7 (2.67)
18.9 (1.75)

GF F
µ (σ)
24.6 (5.09)
27.3 (7.48)
24.3 (6.69)
19.0 (1.72)

we compare the group oriented strategies with individually oriented strategies, and we notice
that:
• For the group oriented downstream agents, the α and θ evolve to lower values. Especially, the value of α is 0.08 for the group oriented retailer agents, while it is 0.59
for the individually oriented retailer agents when they face the uniform distribution demand. The smaller values of α and θ make the order rate more steady according to
Equation (2.5). The steady order rate from downstream sectors can significantly reduce
the oscillations of orders throughout the supply chain, and leads to significantly reduced
costs for upstream agents. Furthermore, for the group oriented strategies, α and θ evolve
to higher values as one moves from downstream to upstream. This reflects that the group
oriented upstream agents pay more attention to the inventory and the recent changes on
the demand side. Consequently, this greatly benefits the entire supply chain.
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Table 6.6 – The agents strategies when they face uniform distribution demand pattern

α
Role
R
W
D
M

IF F
µ (σ)
0.59 (0.26)
0.67 (0.32)
0.83 (0.24)
0.53 (0.39)

β
GF F
µ (σ)
0.08 (0.04)
0.20 (0.24)
0.67 (0.35)
0.94 (0.06)

IF F
µ (σ)
0.90 (0.14)
0.94 (0.07)
0.97 (0.02)
0.91 (0.13)

S′

θ
GF F
µ (σ)
0.63 (0.20)
0.88 (0.14)
0.92 (0.15)
0.89 (0.10)

IF F
µ (σ)
0.49 (0.33)
0.58 (0.28)
0.49 (0.28)
0.62 (0.33)

GF F
µ (σ)
0.16 (0.27)
0.37 (0.36)
0.56 (0.35)
0.73 (0.22)

IF F
µ (σ)
22.0 (2.41)
22.4 (2.49)
24.7 (2.19)
19.6 (3.31)

GF F
µ (σ)
29.7 (8.95)
29.3 (7.52)
23.0 (5.38)
18.9 (2.33)

• The β always evolves to a high value (around 0.9) except when the group oriented retailer agents face the uniform distribution demand (around 0.62). The value of 0.9 indicates the agents pay high attention to their supply line. The lower value (0.62) is not
a wise choice for the retailer agents and consequently causes a higher cost as we have
analysed earlier, however, it indeed benefits the upstream sectors as our results show.
• For the group oriented downstream agents, the S ′ evolves to a higher value compared
with that for the individually oriented downstream agents. Furthermore, the downstream
agents generally use a higher S ′ than the upstream agents. The larger value of S ′ can
increase the expected inventory level which could buffer the rapid changes in the demand
side, however, it increases the inventory holding cost.

Furthermore, we also observe that the agents’ strategies are quite different when they face
different demand patterns. Especially for the group oriented retailer agents, the values of α,
β, θ and S ′ in the uniform distribution demand are significantly different with that in the
one step demand. The retailer agents’ α, β, θ and S ′ are 0.45, 0.85, 0.48 and 24.6 in the
one step change demand while they are 0.08, 0.63, 0.16 and 29.7 in the uniform distribution
demand. As we have analysed earlier, the retailer agents’ strategies stabilise the order rate,
and subsequently the group oriented upstream agents face much more steady demand patterns.
Therefore, the group oriented upstream agents can use similar strategies even when they face
different demand patterns. In other words, the differences between strategies are much smaller
for the group oriented upstream agents. However, when the agents are individually oriented,
the upstream agents face more variable demand because of the bullwhip effect. Consequently,
the strategies evolve to different values for the individually oriented agents in different demand
patterns. These similarities and differences indicate the impact of the demand patterns on the
evolution of the optimised coevolved strategies.
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Table 6.7 – Damped Trend Exponential Smoothing Model Parameters (In this table, OSCD is abbreviated for the one step change demand, UD is abbreviated for the uniform distribution demand,
and T is abbreviated for the total supply chain cost.)

Model
R OSCD

W OSCD

D OSCD

M OSCD

T OSCD

R UD

W UD

D UD

M UD

T UD

Alpha (Level)
Gamma (Trend)
Phi (Trend damping factor)
Alpha (Level)
Gamma (Trend)
Phi (Trend damping factor)
Alpha (Level)
Gamma (Trend)
Phi (Trend damping factor)
Alpha (Level)
Gamma (Trend)
Phi (Trend damping factor)
Alpha (Level)
Gamma (Trend)
Phi (Trend damping factor)
Alpha (Level)
Gamma (Trend)
Phi (Trend damping factor)
Alpha (Level)
Gamma (Trend)
Phi (Trend damping factor)
Alpha (Level)
Gamma (Trend)
Phi (Trend damping factor)
Alpha (Level)
Gamma (Trend)
Phi (Trend damping factor)
Alpha (Level)
Gamma (Trend)
Phi (Trend damping factor)

Individually Oriented
Estimate T value P value
0.688
7.314
0.000
1.000
3.452
0.001
0.863
22.872
0.000
0.663
7.594
0.000
0.998
3.774
0.000
0.891
32.151
0.000
0.727
8.697
0.000
1.000
4.092
0.000
0.889
33.498
0.000
0.707
8.639
0.000
0.999
4.273
0.000
0.899
38.432
0.000
0.806
10.442
0.000
1.000
4.429
0.000
0.881
31.594
0.000
0.738
8.257
0.000
0.541
3.395
0.001
0.913
33.929
0.000
0.667
7.469
0.000
0.736
3.375
0.001
0.892
28.044
0.000
0.666
8.192
0.000
0.999
3.647
0.000
0.873
25.754
0.000
0.796
9.783
0.000
1.000
4.040
0.000
0.868
25.165
0.000
0.890
10.767
0.000
1.000
4.473
0.000
0.876
29.741
0.000

Group Oriented
Estimate T value P value
0.768
9.036
0.000
0.999
4.125
0.000
0.882
30.382
0.000
0.798
8.699
0.000
1.000
3.836
0.000
0.868
25.289
0.000
0.819
9.939
0.000
0.999
4.162
0.000
0.870
27.574
0.000
0.835
10.250
0.000
1.000
4.277
0.000
0.872
28.334
0.000
0.793
10.166
0.000
0.999
4.574
0.000
0.895
38.122
0.000
0.584
6.970
0.000
0.999
3.760
0.000
0.901
35.343
0.000
0.815
8.917
0.000
1.000
3.682
0.000
0.852
22.375
0.000
0.931
10.616
0.000
1.000
4.204
0.000
0.860
25.144
0.000
1.000
13.005
0.000
1.000
5.278
0.000
0.898
30.896
0.000
0.904
10.780
0.000
1.000
4.524
0.000
0.881
31.696
0.000

Although there are many differences during the evolution of the strategies, one common thing
is that they evolve to better strategies. This is mainly manifested by the reduced inventory cost
for the sectors and the entire chain as Figures 6.14, 6.15, 6.16 show. These results support our
hypothesis 4. In order to formally test hypothesis 4 through time series analysis, we tested
to see if a downward trend is present in the cost-generation data. This additional analysis is
motivated by the fact that standard regression analysis would require independence of the response (cost) values at the various time points. Graphs of the sample autocorrelation (SAC)
along with rigorous t-tests and Ljung-Box procedure, strongly suggest autocorrelation at various lags. Hence standard regression methods are replaced by either autoregression, or ARIMA
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(Autoregressive integrated moving average) or other time series methods like exponential or
other smoothing. A detailed analysis of the data that included a study of the SAC and the sample partial autocorrelation (SPAC) suggested a damped trend exponential smoothing model.
For all the data sets involved in the cost evolution, the damped trend model had statistically
significant level, trend and damped trend coefficients (all three p-values were close to 0) as
our results in Table 6.7 show. In other words, there is a significant downward trend in all the
cost-generation data sets and the time series analysis supports our hypothesis 4.

6.5

Discussion and Conclusions

This chapter has presented a coevolutionary approach for analysing the beer game. Two forms
of coevolutionary strategies are examined, individually oriented and group oriented strategies.
These are clearly defined and explained in Section 6.2.2. The chapter uses two external customer demand patterns throughout the experiments.
It should be acknowledged that these two customer demand patters reflect a tiny fraction of
the possible demand functions. Therefore, further experimentation could identify many other
features not outlined in this chapter. Aside from this, the primary contribution of this chapter
are the consequences of our coevolutionary framework, and the differences identified between
individually and group oriented strategies in the BDG.
Our coevolutionary model allows us to evolve individual populations of strategies in each
of the sectors of the BDG in order to determine the fittest strategies for each sector. This
multi-population structure of our coevolutionary approach is a key contribution of this chapter
and the source of our main conclusions. In this framework, each population is considered
independent as it has its own gene pool and objective function. The agents across the BDG
sectors interact with each other via the BDG and coevolve over time.
Through the coevolutionary framework, we have investigated a number of hypotheses relating
to the impact of individual and group oriented strategies on the performance of the supply
chain when alternative customer demand patterns are studied. Our results have shown that
group oriented strategies provide a better solution for inventory management over individually
oriented strategies. This arises from the group oriented strategies providing better coordination
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among the supply chain members. However, the downstream members, especially the retailers,
may have to pay higher costs in order that the entire supply chain benefits. Meanwhile, the
upstream members benefit most from this approach. The external customer demand patterns
may also have a significant impact on the supply chain performance as the more variable
demand pattern may raise more challenges for the sectors to manage their inventories.
In summary, the contribution of this chapter is twofold. Firstly, our simulation results give
insights into the effects of individually oriented and group oriented strategies on the supply
chain performance. Secondly and more importantly, we view the interactions among supply
chain members from an evolutionary perspective and present a novel methodological approach
for investigating complex issues in the supply chain management. The coevolutionary framework outlined integrates system dynamics and evolutionary methods, and also reflects the independent decision-making behaviour and interactions between individual agents. This novel
approach offers a potentially significant method to investigate many system dynamics models
that have coevolutionary characteristics.
The results outlined in this chapter are through repeated simulations of the BDG using our
coevolutionary framework to evolve agent strategies. What are the generality of these results?
Would real world participants adopt similar strategies to those identified in our simulations?
In a real world context it is difficult to conduct an experiment that would examine individually
oriented or group oriented strategies.
In actual play, we usually require real players to act as a team to minimise the overall supply
chain cost (similar to our group oriented agents). In order to encourage teamwork, a reward is
often promised to the team who performs best. Despite this, it is still challenging to reach this
goal as incomplete information, limited information processing capability, inadequate ordering
policies, and inadequate understanding of the role of delays and accumulations, in particular
leads to an insufficient adjustment to the supply line of previous orders Sterman (1989b).
Furthermore, in an evolutionary model individual strategies are tried and tested repeatedly
with only the best performing strategies being chosen for reproduction. This gives a major
advantage over any real world game participant who has only their own limited experience to
rely on. Therefore, it is plausible that the performance from the real players would be worse
than either of our coevolutionary approaches (Individual or Group Oriented).
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Table 6.8 shows the cost comparison between our simulation and the real play from Sterman
(1989b). From this table, we can observe that the individually oriented agents perform much
better than the real world players4 .
Through comparing the strategies shown in Table 6.9 and Table 6.5, we can find that some
strategies used by the real players such as the retailer’s α is very close to our coevolved strategies, however, most other strategies are significantly different, especially the β parameter. β
is around 0.25 for the real players while it is around 0.9 for the agents in our simulation. We
acknowledge that this comparison is somewhat unfair as the real players are at a major disadvantage. Our simulated agents play the BDG thousands of times while real players usually
play the game only once.
Table 6.8 – The cost comparison between our simulation and real play from Sterman (1989b)

Real play from Sterman (1989)
IF F
GF F

R
µ
383
101.93
95.88

W
µ
635
141.13
117.89

D
µ
630
161.42
124.69

M
µ
380
143.97
98.99

Total cost
µ
2028
620.54
521.69

Table 6.9 – The statistical characteristics of the estimated strategies from Sterman (1989b)

Role
R
W
D
M

α
µ (σ)
0.42 (0.41)
0.25 (0.30)
0.29 (0.34)
0.48 (0.32)

β
µ (σ)
0.23 (0.13)
0.17 (0.13)
0.26 (0.18)
0.38 (0.23)

θ
µ (σ)
0.35 (0.77)
0.36 (0.25)
0.39 (0.35)
0.25 (0.34)

S′
µ (σ)
13.5 (9.22)
24.4 (7.91)
12.2 (5.27)
17.8 (7.81)

Note that our goal in the coevolutionary framework is not to identify the optimal costs as
per those developed by Sterman (1989), but rather it is to provide a framework to evolve the
two sets of strategies. As our fitness evaluation function is based on the average cost over
N (M −1) interactions (See Section 3.2), and not the minimum cost. We selected this evaluation
mainly because it can be viewed as being closer to the way real world agents make supply
chain decisions. However, in order to benchmark the results against Stermans optimal values
within the context of our existing model, we have rerun the entire model where the fitness
4

We could not conduct a T test for this comparison as the standard deviation is not given in Sterman (1989b).
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evaluation is based on the lowest cost over N (M −1) interactions. Furthermore, in order to
make the simulation conditions similar to these in Sterman (1989b), the simulation period is
set to 36, and the delay for the manufacturer is one week. Table 6.10 shows the benchmarks
from Sterman (1989b) and the optimal results obtained by our approach in 50 runs. The total
cost identified by our approach is significantly lower than that in Sterman (1989b). It’s not
clear which optimisation method Sterman used. But one significant limitation in Sterman’s
optimisation setting is that all sectors use the same parameters as a means of reducing the
search space. There is no limitation like this in our setting as each sector can freely choose
their own strategies. Therefore, our approach can explore a much larger parameter space and
thereby, identify a better solution. The optimal parameters for all sectors found by Sterman
are α = 1, β = 1, θ = 0, and S ′ = 28 (20 for the manufacturer). However, the optimal strategies
identified by our approach are also significantly different as shown in Table 6.11.
Table 6.10 – The cost comparison between our best results and the benchmark from Sterman
(1989b)

Benchmark from Sterman (1989)
Best results from our approach

R
46
69.0

W
50
30.5

D
54
22.5

M
54
21.0

Total cost
204
143

Table 6.11 – The optimal strategies identified by our approach

Role
R
W
D
M

α
0.15972
0.15075
0.52678
0.26426

β
0.12658
0.83557
0.80366
0.85668

θ
0.00170
0.37053
0.47059
0.93821

S′
28.78687
20.38771
16.44659
14.22069

It should also be noted that the customer demand patterns have a significant impact on the
agents’ performances. In this chapter we have studied the more realistic demand pattern referred to here as the uniform distribution demand. This demand pattern makes this game much
harder to play and as a result each of the sectors incurred increased costs. The group oriented
strategy represents an ideal cooperation state between agents. While this approach benefits the
entire supply chain costs, it requires the retailer to make a sacrifice on behalf of the entire supply chain. Therefore, this would be quite a difficult scenario to achieve in a real world context,
and any retailer would more than likely require recognition in order to agree to such a strategy
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Chapter 7

Conclusions and Future Work
The nature inspired techniques are a significant extension of traditional optimisation approaches.
These techniques have the capacity of solving complex problems such as exploring high dimensional parameter space or other kinds of NP-hard problems. Therefore, they are very
powerful tools and have a huge potential to tackle the challenges of analysing system dynamics models. The work presented in this thesis demonstrates the advantages of a series of nature
inspired techniques and their applications in the analysis of the BDG and specifically:

• We have proposed a new PSO algorithm and its performance is significantly better than
the state of the art algorithms.
• We have used this approach to identify optimal inventory management strategies for
the BDG. A thorough analysis is conducted in order to investigate optimal strategies to
manage the BDG and also the impact of complex demand patterns.
• We have described and analysed the performance of two sets of coevolutionary strategies: individual oriented and group oriented strategies. With the aid of the coevolutionary approach, we are able to characterise the performance of these two strategies.

In the following sections we will outline a series of conclusions stemming from each of our
results chapters. Furthermore, we will also discuss these conclusions collectively in a broader
context. Finally, we will summarise potential future work.
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PSO with Gradually Increasing Directed Neighbourhoods

PSO as an emergent computational paradigm has attracted much attention. There are a number of research opportunities available such as velocity updating strategies, hybrid algorithms
and neighbourhood topologies. Especially, research on neighbourhood topologies has become
a promising research area. Neighbourhood topologies indicate how the particles connect or
interact with each other. Neighbourhood topologies of the swarm determine the speed of
information flow in the entire population and, furthermore, the speed of information flow
can be used to balance exploration and exploitation of the search space (Suganthan, 1999).
It is always challenging to get a good balance between exploration and exploitation for any
population-based algorithm.
In order to identify a topology that works for a wide range of problems, various alternative
topologies have been proposed and investigated such as ring, star, wheel, von Neumann and
random networks topologies (Chen et al., 2010; Eberhart et al., 1996; Kennedy and Mendes,
2006; Mohais et al., 2004; Shi and Eberhart, 1998; Suganthan, 1999; Zavala et al., 2009).
However, the effectiveness of these topologies is not fully examined as only a small number
of test functions (usually 6 functions) are used to validate. Furthermore, the complex dynamic
topologies that have been proposed recently, require significant additional computational time
(Chen et al., 2010; Liang and Suganthan, 2005; Mohais et al., 2005, 2004; Zavala et al., 2009).
In Chapter 4, we present a dynamic neighbourhood topology through gradually increasing the
number of connections for each particle in the population. This topology is formalised by a
random graph. In order to validate this topology, we have compared its performance with the
state of the art topologies on 31 benchmark test functions. Our statistical results indicate that
this topology can perform significantly better than a number of the state of the art algorithms
on almost all of the functions. Furthermore, we also have examined the convergence of this
topology. Our study suggests that a productive balance between exploration and exploitation
can be achieved by this topology. This dynamic topology helps the swarm explore promising
regions in the early stage of the optimisation process, while gradually improving the ability of
exploitation.
This effectiveness of our proposed topology is further validated though its successful applications on the BDG, which is examined in Chapter 5.
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Strategy Optimisation Using PSO and GA Approaches

It is a significant challenge to identify the optimal policy to manage inventory for all the sectors
in the BDG. A number of researchers have employed techniques inspired from nature, such
as GAs, to find optimal parameter values that reduce the bullwhip effect or inventory cost for
the BDG (Coppini et al., 2009; Kimbrough et al., 2002; O’Donnell et al., 2009, 2006; Strozzi
et al., 2007). These techniques present an alternative approach to minimise the bullwhip effect
and inventory cost across the supply chain. These techniques are heuristic and have a global
search capability. Furthermore, for the BDG problem, it does not require information sharing
among members.
In the existing research, Sterman’s anchoring-and-adjustment heuristic are used to investigate
the optimal policy for the BDG (Coppini et al., 2009; Kimbrough et al., 2002; O’Donnell
et al., 2009, 2006; Strozzi et al., 2007). This heuristic successfully mimics humans’ decision
behaviour. It involves four parameters (α, β, θ, S ′ ). The existing research only uses a simple
binary-coded GA to identify the best combination of the α and β, while ignoring the other two
parameters. Furthermore, they only examine a number of simple demand patterns that involve
one step change.
The work presented in this thesis has extended the existing research in a number of aspects.
Firstly, we bring in an alternative optimisation technology to the BDG. The PSO proposed in
Chapter 4 is used to minimise the total supply chain cost. Secondly, we introduce a number
of more realistic customer demand patterns including stationary demand, uniform demand and
cyclical demand patterns. These demand patterns have a strong impact on the performance
of the supply chain. Finally, we consider all the four parameters (α, β, θ, S ′ ) in Sterman’s
anchoring-and-adjustment heuristic. Furthermore, we consider two managerial mechanisms.
One is that all the sectors use all the same strategies, while the other one is that all the sectors
can freely choose their own strategies.
Our experimental results in Chapter 5 clearly show the advantages of our new PSO algorithm.
It not only performs significantly better in most scenarios than the GA but also performs better
than the state of the art PSO algorithms. We also show that the customer demand pattern
can exert pressure over players to manage the BDG. Specifically, the more complex demand
patterns can result in a higher supply chain cost. We also observe that, when sectors can freely
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choose their own strategies, the supply chain cost has been significantly reduced compared
with that when all sectors use the same strategies.

7.3

A Coevolutionary Analysis of the Beer Distribution Game

Note that our work in Chapter 5 has a strong assumption that all participants or computer
agents work together to minimise the cost of the entire supply chain. This may be not realistic
[Sterman 89b]. In real supply chains, different stages are usually owned and managed by separate companies. Each company would concern more about their own benefit while ignoring
the performance of the entire supply chain. In other words, sectors involved in real supply
chains are usually self-interested. However, it is also possible that all sectors in the supply
chain have a common goal to minimise the cost. Therefore, an important research question is
to investigate the impact of different managerial incentives on supply chain performance.
Our work in Chapter 6 has investigated this research question using a cooperative coevolutionary approach. We design two sets of coevolutionary strategies. They are individual oriented
and group oriented strategies. In the individual oriented strategies, all agents aim to minimise
their own cost regardless of the whole supply chain cost. In the group oriented strategies, all
agents work together like a team to minimise the entire supply chain cost. This reflects that
all agents cooperate with each other to achieve a common goal and thus we say they are group
oriented.
We propose to use the cooperative coevolutionary approach to examine the impact of different
managerial incentives on supply chain performance. It actually provides an ideal framework
to coevolve the strategies over time. This stems from the multi-population structure of the
coevolutionary framework. In this framework, each population is relatively independent as
it has their own gene pool and objective function. The agents across the multi-populations
interact with each other and coevolve over time.
Using this framework, we have investigated a number of hypotheses on the impact of both
strategies and external customer demand patterns on the performance of the supply chain.
We found that group oriented strategies provide a better solution for inventory management
to individually oriented strategies. This stems from the group oriented strategy providing
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better coordination among the supply chain members. However, the downstream members,
especially the retailers, may have to sacrifice their own benefit. Meanwhile, the upstream
members benefit most from this strategy. The external customer demand patterns also have a
significant impact on the supply chain performance. As we observed in Chapter 5, the more
complex demand patterns make it more difficult to manage inventories.

7.4

Future Work

There are a number of future work directions to complement and expand upon the work presented in this thesis. These topics are listed below. Each topic will be followed by a brief
discussion.

1. PSO Topologies: Although our dynamic neighbourhood topology presented in Chapter
4 is promising, future work should continue to search for better topologies. It would be a
good idea to think of the topologies as a way of organizing agents, and then the question
is how to divide or group agents in order to achieve better team work.
2. Beer Distribution Game Related Topics: Our work in Chapter 5 and 6 uses a standard version of the BDG. It is a simple implementation of real world supply chains as
there are no random effects or competition among sectors. In future, it may be worth
investigating the effects of a stochastic lead time. The lead time plays an essential role
in improving the quality of customer service. There are many factors which can make a
lead time uncertain such as weather, production short ages and strikes. However, it will
be challenging to optimise this problem because it involves a random element.
It may be also interesting to extend the structures of the BDG in order to investigate
more advanced supply chain topics. The BDG is a serial model and there is only one
retailer, one wholesaler, one distributor and one manufacturer. In reality, there is usually
more than one sector, and there are some forms of competition among sectors. It will
be useful to look into other more complex structures that have multiple retailers and
suppliers. Furthermore, consumer behaviour also plays an important role in competition.
Therefore, it is necessary to bring consumer behaviour into the model. So far, we have
done some initial work on this area. Our model is a two-tier supply chain that has
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multiple retailers and consumers.
3. Coevolutionary Approaches: As our work in Chapter 6 shows, coevolutionary approaches are a versatile framework. They are a flexible multi-population based framework. Each population can evolve independently while the agents from different populations can indirectly interact with each other and have their own goals. It would be
worthwhile to deploy our computational framework to investigate additional system dynamics models that exhibit coevolutionary characteristics, for example, Forrester’s classic market growth model.
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Appendix A

Implementation of the BDG using
Java
A.1 The overall structure
Figure A.1 shows our design of the BDG. The class Player is an abstract class, and contains
all the general information and functionality across the four sectors. The classes Retailer,
Wholesaler, Distributor and Manufacturer are the generalisation of the class Player and have
their own features. The class Simulator composes the classes Retailer, Wholesaler, Distributor
and Manufacturer, and control the sequences of playing the BDG.

Figure A.1 – The UML model of the BDG

The detailed implementations of these classes are shown in the following sections.
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The abstract class: Player

import java . u t i l . ∗ ;
public abstract class Player {
p r o t e c t e d double alpha =0.4;
p r o t e c t e d double beta =0.15;
p r o t e c t e d double t h e t a =0.25;
private

double t o t a l C o s t =0.0;

p r o t e c t e d double inventory =12.0;
p r o t e c t e d double desireStockLevelQ =17.0;
p r o t e c t e d double backOrders =0.0;
p r o t e c t e d double backOrderCost =1.0;
p r o t e c t e d double inventoryCost =0.5;
p r o t e c t e d double currentReceivedOrder =4.0;
p r o t e c t e d double orderInSupplyChain =12;
p r o t e c t e d double lastExpectedDemand =4;
protected

double outgoingShipments =4;

p r o t e c t e d double receivedShipments =0;
p r o t e c t e d double orderPlaced =4.0;
p r o t e c t e d L i n k e d L i s t s h i p m e n t s I n Q u e u e =new L i n k e d L i s t ( ) ;
p r o t e c t e d i n t timeDelay =4;
private

i n t t i m e s t e p =0;

public Player ()
{
f o r ( i n t i = 0 ; i <t i m e D e l a y ; i ++)
{
shipmentsInQueue . addLast ( 4 . 0 ) ;
}
}
p u b l i c Player ( double alpha , double beta , double theta ,
d o u b l e DSQ)
{
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t h i s . s e t P a r a m e t e r ( a l p h a , b e t a , t h e t a , DSQ ) ;
f o r ( i n t i = 0 ; i <t i m e D e l a y ; i ++)
{
shipmentsInQueue . addLast ( 4 . 0 ) ;
}
}
p u b l i c void s e t P a r a m e t e r ( double alpha , double beta ,
d o u b l e t h e t a , d o u b l e DSQ)
{
t h i s . alpha=alpha ;
t h i s . beta=beta ;
this . theta=theta ;
t h i s . d e s i r e S t o c k L e v e l Q =DSQ ;
}
public double c a c u l a t e T o t a l C o s t ( )
{
return totalCost+ this . inventoryCost ∗ this . inventory
+ t h i s . backOrderCost ∗ t h i s . backOrders ;
}
public a b s t r a c t void update ( ) ;

p r o t e c t e d void increaseTimestep ( )
{
t i m e s t e p ++;
}
protected i n t getTimestep ()
{
return timestep ;
}
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p u b l i c double sendShipment ( )
{
r e t u r n ( Double ) s h i p m e n t s I n Q u e u e . r e m o v e F i r s t ( ) ;
}
public void receivedShipment ( double shipment )
{
t h i s . receivedShipments=shipment ;
}
public void receivedOrders ( double order )
{
this . currentReceivedOrder=order ;
}
p r o t e c t e d double caculateExpectedDemand ( )
{
double currentExpectedDemand ;
currentExpectedDemand= t h i s . currentReceivedOrder
∗ t h i s . t h e t a +(1− t h i s . t h e t a ) ∗ t h i s . l a s t E x p e c t e d D e m a n d ;
t h i s . lastExpectedDemand=currentExpectedDemand ;
r e t u r n Math . r o u n d ( c u r r e n t E x p e c t e d D e m a n d ) ;
}

public double caculateOrderPlaced ( )
{
double orderPlaced ;
orderPlaced = t h i s . caculateExpectedDemand ()+ t h i s . alpha ∗
( t h i s . d e s i r e S t o c k L e v e l Q −t h i s . i n v e n t o r y + t h i s . backOrders
−t h i s . beta ∗ t h i s . orderInSupplyChain ) ;
i f ( o r d e r P l a c e d <0)

APPENDIX A. IMPLEMENTATION OF THE BDG USING JAVA
o r d e r P l a c e d =0;

r e t u r n Math . r o u n d ( o r d e r P l a c e d ) ;
}
public double sendOrder ( )
{
return this . orderPlaced ;
}
public double getInventory ( )
{
r e t u r n t h i s . i n v e n t o r y −t h i s . backOrders ;
}
public double getOrderPlaced ( )
{
return this . orderPlaced ;
}
public double getShipment ( )
{
return t h i s . orderInSupplyChain ;
}
}

A.3

Retailer

import java . io . BufferedReader ;
import java . io . File ;
import java . io . FileInputStream ;
import java . io . InputStreamReader ;
import java . u t i l . ∗ ;
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public class Retailer extends Player {
p r i v a t e L i n k e d L i s t a c t u r a l C u s t o m e r D e m a n d = new L i n k e d L i s t ( ) ;
p u b l i c R e t a i l e r ( d o u b l e a l p h a , d o u b l e b e t a , d o u b l e t h e t a , d o u b l e DSQ) {
s u p e r ( a l p h a , b e t a , t h e t a , DSQ ) ;
/ / r e a d t h e c u s t o m e r demand from a f i l e
String inputLine ;
try {
F i l e i n F i l e = new F i l e ( ” C : / Demandd / C o n s t a n t C u s t o m e r . d a t ” ) ;
B u f f e r e d R e a d e r b r = new B u f f e r e d R e a d e r ( new
I n p u t S t r e a m R e a d e r ( new F i l e I n p u t S t r e a m ( i n F i l e ) ) ) ;
while ( ( i n p u t L i n e = br . r e a d L i n e ( ) ) != n u l l ) {
acturalCustomerDemand . addLast ( I n t e g e r . valueOf (
inputLine . trim ( ) ) ) ;
}
br . close ( ) ;
} c a t c h ( E x c e p t i o n ex ) {
}
}
public void update ( ) {
/ / receive shipments
t h i s . i n v e n t o r y += t h i s . r e c e i v e d S h i p m e n t s ;
/ / receive order
this . currentReceivedOrder = ( Integer )
acturalCustomerDemand . removeFirst ( ) ;
/ / update order
t h i s . b a c k O r d e r s += t h i s . c u r r e n t R e c e i v e d O r d e r ;
i f ( t h i s . backOrders < t h i s . inventory ) {
t h i s . i n v e n t o r y −= t h i s . b a c k O r d e r s ;
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outgoingShipments = t h i s . backOrders ;
t h i s . backOrders = 0;
} else {
outgoingShipments = t h i s . inventory ;
t h i s . b a c k O r d e r s −= t h i s . i n v e n t o r y ;
t h i s . inventory = 0;
}
t h i s . shipmentsInQueue . addLast ( outgoingShipments ) ;
t h i s . orderInSupplyChain = t h i s . orderInSupplyChain
− t h i s . receivedShipments ;
t h i s . o r d e r P l a c e d = Math . r o u n d ( t h i s . c a c u l a t e O r d e r P l a c e d ( ) ) ;
t h i s . orderInSupplyChain = t h i s . orderInSupplyChain +
this . orderPlaced ;
this . increaseTimestep ( ) ;
}
}

A.4

Wholesaler

public c l a s s Wholesaler extends Player {
public Wholesaler ( ) {
super ( ) ;
}
p u b l i c W h o l e s a l e r ( d o u b l e a l p h a , d o u b l e b e t a , d o u b l e t h e t a , d o u b l e DSQ)
{
s u p e r ( a l p h a , b e t a , t h e t a , DSQ ) ;
}
public void update (){
t h i s . i n v e n t o r y += t h i s . r e c e i v e d S h i p m e n t s ;
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t h i s . b a c k O r d e r s += t h i s . c u r r e n t R e c e i v e d O r d e r ;
i f ( t h i s . backOrders <t h i s . i n v e n t o r y )
{
t h i s . i n v e n t o r y −= t h i s . b a c k O r d e r s ;
outgoingShipments= t h i s . backOrders ;
t h i s . backOrders =0;
}
else
{
outgoingShipments= t h i s . inventory ;
t h i s . b a c k O r d e r s −= t h i s . i n v e n t o r y ;
t h i s . i n v e n t o r y =0;
}
t h i s . shipmentsInQueue . addLast ( outgoingShipments ) ;
t h i s . orderInSupplyChain= t h i s . orderInSupplyChain −
t h i s . receivedShipments ;
o r d e r P l a c e d =Math . r o u n d ( t h i s . c a c u l a t e O r d e r P l a c e d ( ) ) ;
t h i s . orderInSupplyChain= t h i s . orderInSupplyChain+ t h i s . orderPlaced ;
super . increaseTimestep ( ) ;
}
}

A.5

Distributor

public class Distributor

extends Player {

public Distributor ()
{
super ( ) ;
}
p u b l i c D i s t r i b u t o r ( d o u b l e a l p h a , d o u b l e b e t a , d o u b l e t h e t a , d o u b l e DSQ)
{
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s u p e r ( a l p h a , b e t a , t h e t a , DSQ ) ;
}
public void update ( )
{
t h i s . i n v e n t o r y += t h i s . r e c e i v e d S h i p m e n t s ;
t h i s . b a c k O r d e r s += t h i s . c u r r e n t R e c e i v e d O r d e r ;
i f ( t h i s . backOrders <t h i s . i n v e n t o r y )
{
t h i s . i n v e n t o r y −= t h i s . b a c k O r d e r s ;
outgoingShipments= t h i s . backOrders ;
t h i s . backOrders =0;
}
else
{
outgoingShipments= t h i s . inventory ;
t h i s . b a c k O r d e r s −= t h i s . i n v e n t o r y ;
t h i s . i n v e n t o r y =0;
}
t h i s . shipmentsInQueue . addLast ( outgoingShipments ) ;
t h i s . orderInSupplyChain= t h i s . orderInSupplyChain −
t h i s . receivedShipments ;
o r d e r P l a c e d =Math . r o u n d ( t h i s . c a c u l a t e O r d e r P l a c e d ( ) ) ;
t h i s . orderInSupplyChain= t h i s . orderInSupplyChain+ t h i s . orderPlaced ;
super . increaseTimestep ( ) ;
}
}

A.6

Manufacturer

import java . u t i l . ∗ ;
public c l a s s Manufacturer extends Player {
p r i v a t e L i n k e d L i s t p r o d u c t i o n L i n e =new L i n k e d L i s t ( ) ;
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public Manufacturer ( ) {
super ( ) ;
}
p u b l i c M a n u f a c t u r e r ( d o u b l e a l p h a , d o u b l e b e t a , d o u b l e t h e t a , d o u b l e DSQ)
{
s u p e r ( a l p h a , b e t a , t h e t a , DSQ ) ;
/ / t h i s agent has l e s s time delay
f o r ( i n t i = 0 ; i <t i m e D e l a y −1; i ++)
{
productionLine . addLast ( 4 . 0 ) ;
}
}
public void update ( )
{
t h i s . r e c e i v e d S h i p m e n t ( ( ( Double )
productionLine . removeFirst ( ) ) . doubleValue ( ) ) ;
t h i s . i n v e n t o r y += t h i s . r e c e i v e d S h i p m e n t s ;
t h i s . b a c k O r d e r s += t h i s . c u r r e n t R e c e i v e d O r d e r ;
i f ( t h i s . b a c k O r d e r s <= t h i s . i n v e n t o r y )
{
t h i s . i n v e n t o r y −= t h i s . b a c k O r d e r s ;
outgoingShipments= t h i s . backOrders ;
t h i s . backOrders =0;
}
else
{
outgoingShipments= t h i s . inventory ;
t h i s . b a c k O r d e r s −= t h i s . i n v e n t o r y ;
t h i s . i n v e n t o r y =0;
}
t h i s . shipmentsInQueue . addLast ( outgoingShipments ) ;
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t h i s . orderInSupplyChain= t h i s . orderInSupplyChain −
t h i s . receivedShipments ;
t h i s . o r d e r P l a c e d =Math . r o u n d ( t h i s . c a c u l a t e O r d e r P l a c e d ( ) ) ;
productionLine . addLast ( t h i s . orderPlaced ) ;
t h i s . orderInSupplyChain= t h i s . orderInSupplyChain+ t h i s . orderPlaced ;
this . increaseTimestep ( ) ;
}
}

A.7

Simulator

import java . io . ∗ ;
import j a v a . t e x t . DecimalFormat ;
import java . u t i l . ArrayList ;
public class Simulator {
public Simulator (){
}
/∗ r e t u r n the t o t a l supply chain cost for
∗ given p o l i c i e s .
∗/
p u b l i c double run ( double a r , double b r , double t h e t a r , double q r ,
double a w , double b w , double theta w , double q w ,
double a d , double b d , double theta d , double q d ,
double a m , double b m , double theta m , double q m ,
int simulation length )
{
double c o s t =0;
try {
Retailer

r e t a i l e r =new R e t a i l e r ( a r , b r , t h e t a r , q r ) ;

W h o l e s a l e r w h o l e s a l e r =new W h o l e s a l e r ( a w , b w , t h e t a w , q w ) ;
D i s t r i b u t o r d i s t r i b u t o r =new D i s t r i b u t o r ( a d , b d , t h e t a d , q d ) ;
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M a n u f a c t u r e r m a n u f a c t u r e r =new M a n u f a c t u r e r ( a m , b m , t h e t a m ,
q m);

f o r ( i n t i = 0 ; i <s i m u l a t i o n l e n g t h ; i ++)
{
/ / r e t a i l e r receive inventory
r e t a i l e r . receivedShipment ( wholesaler . sendShipment ( ) ) ;
//

retailer

fill

orders

r e t a i l e r . sendShipment ( ) ;
//

r e t a i l e r u p d a t e i n v e n t o r y and b a c k l o g

r e t a i l e r . update ( ) ;
//

r e t a i l e r place orders

wholesaler . receivedOrders ( r e t a i l e r . sendOrder ( ) ) ;
c o s t += r e t a i l e r . c a c u l a t e T o t a l C o s t ( ) ;
/ / wholesaler receive inventory
wholesaler . receivedShipment ( d i s t r i b u t o r . sendShipment ( ) ) ;
/ / w h o l e s a l e r u p d a t e i n v e n t o r y and b a c k l o g
wholesaler . update ( ) ;
/ / wholesaler place order
d i s t r i b u t o r . receivedOrders ( wholesaler . sendOrder ( ) ) ;
c o s t += w h o l e s a l e r . c a c u l a t e T o t a l C o s t ( ) ;
/ / d i s tr i b ut o r receive inventory
d i s t r i b u t o r . receivedShipment ( manufacture . sendShipment ( ) ) ;
/ / d i s t r i b u t o r u p d a t e i n v e n t o r y and b a c k l o g
d i s t r i b u t o r . update ( ) ;
/ / d i s t r i b u t o r place order
manufacture . receivedOrders ( d i s t r i b u t o r . sendOrder ( ) ) ;
c o s t += d i s t r i b u t o r . c a c u l a t e T o t a l C o s t ( ) ;
manufacture . update ( ) ;
c o s t += m a n u f a c t u r e . c a c u l a t e T o t a l C o s t ( ) ;
}
} catch ( Exception e )
{
e . printStackTrace ( ) ;
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}
return cost ;
}
p u b l i c s t a t i c v o i d main ( S t r i n g [ ] a r g s ) {
/ / TODO Auto−g e n e r a t e d method s t u b
}
}
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