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”What role might text play in Virtual Reality (VR)? One could convincingly argue
there is no real direct competition. VR is useful for simulation and training.
Hypertext serves for text materials. Can the two be combined? In particular, can
the space of virtual reality be hypertextualized?
One way to introduce text into virtual reality would be to write upon the surfaces
in the virtual space. (...) A more radical possibility would be to turn the entire
virtual space into a symbolic structure. Such a hypertextualized virtual space might
allow the creation of text unlike any that have ever been written.”
Jay D. Bolter [1992]
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Abstract

This thesis develops a novel strategy for accessing Hypertextualized Virtual Environments
(HiVEs), integrated information spaces where symbolic (hypertext) and visual (3D graphics)
data are simultaneously available and linked (e.g., 3D content on the Web). The work focuses
on user interface design. It begins with the introduction of hypertext and the Web as well as
3D computer graphics and virtual environments; we present arguments for combining these
mediums and outline our research and design approach to this topic. As a prerequisite to the
effective user interface design is an understanding of the users and their tasks, we then focus on
an understanding of the fundamental tasks users may engage in while exploring Web-based 3D
virtual environments. We introduce a ”taskonomy of 3D Web use”, a simple taxonomy we use
later to identify the tasks that the user interface for HiVEs must support. We then introduce
a Dual-Mode user interface, an interface that has two modes between which a user can switch
anytime: the driven by simple hypertext-based interactions hypertext ”don’t-make-me-think”
mode, where a 3D scene is embedded in hypertext and the more immersive 3D ”take-me-tothe-Wonderland” mode, which immerses the hypertextual annotations into the 3D scene; we
also describe the interface’s support for hypermedia and virtual environment tasks described
in our taskonomy. Furthermore, we describe Copernicus, a wiki-type authoring environment
allowing the rapid development of HiVEs, a testbed allowing for the experimentation and
for the assessment of both hypertext and 3D modes of the Dual-Mode user interface. Our
Dual-Mode user interface, implemented in Copernicus, was evaluated iteratively using several
methods for usability studies. The evaluations illustrated that people like to use Copernicus
and appreciate the interactive possibilities offered by its user interface. The results from the
competitive user study suggest users performed better with the Dual-Mode user interface over
alternatives.
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Introduction
The mission of the Digital Enterprise Research Institute is ”Enabling networked knowledge”.
In our work, we focus on developing collaborative access to networked knowledge to assist
humans, organisations and systems with their individual as well as collective problem solving,
creating solutions to problems that were previously thought insolvable, and enabling innovation and increased productivity on individual, organisational and global levels. However,
what is Networked Knowledge and why is it important?
”Besides the creation of knowledge through observation, networking of knowledge
is the basic process to generate new knowledge. Networking knowledge can produce
a piece of knowledge whose information value is far beyond the mere sum of the
individual pieces, i.e., it creates new knowledge. With the Web we now have a
foundational infrastructure in place enabling the linking of information on a global
scale.”
Enabling Networked Knowledge [Decker and Hauswirth, 2008]
In this chapter, we introduce hypertext and the Web as well as 3D computer graphics and
virtual environments. We present arguments for combining these mediums; we introduce Hypertextualized Virtual Environments (HiVEs) - integrated information spaces where hypertext
and 3D graphics are simultaneously available and linked; finally we outline our research and
design approach to user interface design for HiVEs.

1.1

Background and Motivation

Two different developments provide the foundation for this thesis. The first one is the evolution of hypertext and the spectacular success of the World Wide Web, which provides a
publicly accessible, shared global information space - a phenomenon which has never before
existed in the history of mankind. The second one is the growing popularity and importance of three-dimensional (3D) computer graphics for our economies. Both topics are briefly
introduced here.
1
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Hypertext and the Web

Hypertext is usually seen as originating in the Vannevar Bush’s historical article ”As We
May Think” [Bush, 1945], where he identified the information-overload problem and proposed
cross-references within and across documents to better organize and manage the huge amount
of available scientific information. His vision influenced and inspired two researchers generally
credited with the invention of hypertext, Ted Nelson and Douglas Engelbart. Ted Nelson
coined the term ”hypertext” for non-sequential writing and reading in the 1665 while he was
working on Xanadu [Nelson, 1965]. During the 1960s, Douglas Engelbart worked on the ”oNLine System” (NLS), a revolutionary computer collaboration system that employed hypertext
point-and-click features and mouse [Engelbart and English, 1968]. By the mid-1980s many
hypertext systems were developed.
Hypertext has become a mainstream interface paradigm with the emergence of the World
Wide Web that opened the closed hypertext systems to the Internet and connected everyone’s hypertexts into one hyperspace. Nowadays, billions of people use the Web to access
information, take care of their daily chores, and also have a source for entertainment. They
use Google to search; they read articles on Wikipedia to learn; they watch videos on YouTube
to have fun; they hang out on Facebook to ”socialize” or play online games. The Web has
truly changed the way people spend their work and leisure time.
The Web evolved from a text-based system to the current rich and interactive medium that
supports 2D graphics, audio and video. However, the vision was always bigger. The inventor
of the World Wide Web, Tim Berners-Lee’s dream behind the Web was to create ”a space
in which anything could be linked to anything” [see Berners-Lee and Fischetti, 1999, Waving
the Web, page 4]. We argue that 3D graphics and virtual environments are equally viable
and compelling ”documents” of interest on the Web. This thesis focuses on research and
development of techniques of incorporating 3D graphics into a hypertext-based Web user
interface.

1.1.2

3D Graphics and Desktop Virtual Environments

3D computer graphics has also managed to find its way into the lives of all of us. Expressing
information through 3D visualization is bringing huge benefits for a variety of applications
ranging from video games (e.g., World of Warcraft) through the latest special effects in movies
(e.g., Avatar), virtual environments (e.g., Second Life) to serious applications (e.g., engineering or medical visualizations, cultural heritage preservation). Computer graphics technology
has reached the point where 3D models can be rendered, often in real time on commodity
hardware, at a fidelity that is almost indistinguishable from the real thing. It should be
possible to use 3D models rather than 2D images to represent various objects.
3D virtual environments (VEs) are computer representations of real world spaces or imaginary
spaces through which users can navigate and in which they can interact with objects in
real time. Unlike immersive VEs, which use specialized displays and interaction devices
such as head-mounted displays to create a sense of presence for the users within the virtual
world, desktop virtual environments (DVEs) exploit common, general-purpose hardware for
interaction, i.e., mouse and keyboard.
Online DVEs provide us with an opportunity to have experiences that would otherwise be
impossible. For instance, they allow a web user to enter digital recreations of places that
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are too dangerous to visit physically, or historical sites that no longer exist (e.g., Gardens of
Babylon), or other interesting places that are simply inaccessible for an average Internet user.
They allow for architecture walkthroughs, simple product configuration, or even augmented
reality experiences. They open up countless other interesting application scenarios in various
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Figure 1.1: How to design a user interface that combines hypertext and 3D graphics?
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3D Geometrical Objects
This is an example of a HiVE. It describes four 3D geometrical objects: a cube, a torus, a sphere,
and a pyramid.
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1.3

The cube (here in blue) is a threedimensional solid object bounded by six
square faces, facets or sides, with three
meeting at each vertex.
A torus is a surface of revolution generated
by revolving a circle in 3D space about an
axis coplanar with the circle.
A sphere is a perfectly round geometrical
object (here in green). Like a circle in two
dimensions, a perfect sphere is completely symmetrical around its center, with all points on the
surface laying the same distance from the center point. This distance is known as the radius of
the sphere. The maximum straight distance through the sphere is known as the diameter of the
sphere.
A pyramid is a polyhedron formed by connecting a polygonal base and a point, called the apex.
Each base edge and apex form a triangle.
Three of these geometrical objects (a cube, a sphere, and a pyramid) can be viewed in the 3D
viewing window.

Hypothesis

Designing such user interface presents some interesting challenges; in particular, we need to
combine interactive 3D graphics know-how with well established user interface conventions of
the Web.
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3D Geometrical Objects
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dimensions, a perfect sphere
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center point. This distance is

This is an example of a HiVE. It describes four 3D geometrical objects: a cube, a torus, a sphere,
and a pyramid.
The cube (here in blue) is a threedimensional solid object bounded by six
square faces, facets or sides, with three
meeting at each vertex.
A torus is a surface of revolution generated
Sphere
by revolving a circle in 3D space about an
Cube
axis coplanar with the circle.
Pyramid
A sphere is a perfectly round geometrical
object (here in green). Like a circle in two
dimensions, a perfect sphere is completely symmetrical around its center, with all points on the
surface laying the same distance from the center point. This distance is known as the radius of
the sphere. The maximum straight distance through the sphere is known as the diameter of the
sphere.
A pyramid is a polyhedron formed by connecting a polygonal base and a point, called the apex.
Each base edge and apex form a triangle.
Three of these geometrical objects (a cube, a sphere, and a pyramid) can be viewed in the 3D
viewing window.
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A pyramid is a polyhedron
formed by connecting a
polygonal base and a point,
called the apex. Each base
edge and apex form a triangle.

Figure 1.2: The two modes of the proposed user interface for HiVEs.
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The central hypothesis of this work is that for the HiVE user interface to be both effective and
usable, it should have two modes between which the user can switch anytime: the hypertext
mode, where hypertext is the main information carrier and where a 3D scene is embedded
in hypertext, and the 3D mode, which reverts the situation and immerses the hypertextual
annotations into the 3D scene and where 3D graphics is the main information carrier.
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Cube

A pyramid is a polyhedron
formed by connecting a
polygonal base and a point,
called the apex. Each base
edge and apex form a triangle.

Hypertext Mode: This mode of the user interface should build upon well established principles for including graphical resources in hypertext - an interactive 3D scene should be
displayed by the browser ”inline” with presented hypertext information (see Figure 1.2).
In this mode the hypertext should be the primary information carrier: it should be possible to read without the 3D scene; the information should not be embedded into the
scene, but rather presented in a concise form familiar to the Internet users. This mode
should provide users with the ability to interact with the 3D scene (e.g., view the 3D
content from different points of view) using simple hypertext-based interactions (e.g., a
single mouse click on a hyperlink).
3D Mode: If the user wanted to have more freedom in terms of the viewpoint control, he or
she should be able switch to the 3D mode of the interface. Such mode should support
unconstrained navigation through the 3D scene: as the user navigates, he or she should
be able to access the information related to the objects in the space by simply clicking
on them. The hypertextual information should be presented adjacent to associated
scene objects (Figure 1.2 presents 3D scene with annotations that are rendered on 2D
semi-transparent white polygons in screen space). Compared to the hypertext mode,
the 3D mode should be much more interactive and thus provide users with a greater
comprehension and retention of visual content.
We claim that HiVEs, with the proposed user interface, should be instructive and engaging
in ways static hypertext documents cannot while remaining easy to use; the hypertext mode
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of the interface should allow users for limited interaction with 3D environments while not
drastically changing the web-type style of interaction. Our design should allow the users to
adapt gradually, over the time, to the new approach of presenting 3D information. On the
other hand, a HiVE is not just a 3D virtual environment that we can walk through and inspect
like a museum full of artifacts. The 3D mode of the proposed UI should allow users to drill
down and find more hypertextual data about anything that seems important. In this way
users should easily form links between the 3D information and the hypertextual information
which relates to it.

1.4

Design Methodology

HiVEs can become a medium of choice to effectively convey rich information, making both
the Web more interactive and virtual environments more useful, if integrated with a useable
interface and efficient interaction techniques. This potential motivated us to investigate the
interface and interaction issues involved in HiVEs. Our goal is to formalize the design space
and create useful principles for the development of effective and usable user interfaces for
Hypertextualized Virtual Environments.

The second part (Chapter 3) develops a novel
strategy for accessing Hypertextualized
Virtual Environments (e.g., viewing 3D
content on the Web). We introduce a DualMode user interface.

The third part (Chapter 4) presents
Copernicus, a wiki-type authoring
environment allowing the rapid
development of HiVEs, a testbed
allowing for the experimentation
and for the assessment of both
hypertext and 3D modes of the DualMode user interface.

The fourth part (Chapter 5)
describes the evaluations that
assessed different aspects of
our user interface design.

The first part (Chapter 2) aims to clarify the foundations of
this thesis. We describe the fundamental tasks users engage
in while exploring integrated information spaces where
hypertext and 3D graphics are simultaneously available and
linked and introduce a "taskonomy of 3D Web use".

Figure 1.3: Our thesis in the context of Shneiderman’s ”three pillars of successful userinterface development” [2004].

One of the most accepted and effective methodologies for the design of good user interfaces is
based on Shneiderman’s ”three pillars of successful user-interface development” [Shneiderman
and Plaisant, 2004]. The architecture consists of a number of distinct parts (see Figure 1.3).
The stylobate, the stepped platform on which colonnade is placed, represents academic research that lays the foundation for the design. Standing upon the stylobate are the three

6
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pedestals: Theories & Models, Algorithms & Prototypes, and Controlled Experiments, which
support the columns: Guideline Documents & Processes, User Interface Software Tools, and
Expert Review & Usability Testing. Finally, the columns are joined by their entablature,
Successful User Interfaces.
These pillars specify how to design user interfaces from the ground up based on scientific
work; they provide designers with a clear and concise specification of the steps that need
to be taken to build good user interfaces. The thesis at hand is structured into four parts
based on Shneiderman’s philosophy as shown in Figure 1.3. The first part introduces the
foundations and lists related academic work. The second part develops a modal user interface
for HiVEs. The third part describes a HiVE testbed environment. The fourth part presents
the evaluations that assessed different aspects of our UI design. The thesis ends with a
summary and conclusions and by posing future directions for our work. In the following, the
content of the chapters is described in more detail:
• Chapter 1 introduces hypertext and the Web as well as 3D computer graphics and
virtual environments. We present arguments for combining these mediums; we introduce
Hypertextualized Virtual Environments (HiVEs) and outline our research and design
approach to user interface design for HiVEs.
• Chapter 2 aims to clarify the foundations of this thesis. Firstly, we present a brief
history of hypertext and 3D computer graphics. We then try to shed some light on
the fundamental tasks users engage in while exploring integrated information spaces
where hypertext and 3D graphics are simultaneously available and linked: we provide
an overview and discussion of several field studies that provide insights on how the Web
is used and we present a comprehensive review of the state of the art of mouse-based 3D
interaction techniques for desktop 3D Virtual Environments. Finally, we introduce a
”taskonomy of 3D Web use” that integrates the most common activities while browsing
the Web and exploring a 3D virtual environment.
• Chapter 3 develops a novel strategy for accessing Hypertextualized Virtual Environments (e.g., viewing 3D content on the Web), where the objective is to pair interactive
3D graphics know-how with well established user interface conventions of the Web. We
introduce a Dual-Mode user interface, an interface that has two modes between which
a user can switch anytime: the driven by simple hypertext-based interactions hypertext
”don’t-make-me-think” mode, where a 3D scene is embedded in hypertext and the more
immersive 3D ”take-me-to-the-Wonderland” mode, which immerses the hypertextual
annotations into the 3D scene; we also describe the support of these interface modes
for hypermedia and virtual environment tasks that we described and classified in a
taxonomy in Chapter 2.
• Besides the theoretical framework, we also need practical tools to carry out our research. Chapter 4 presents Copernicus, a wiki-type authoring environment allowing the
rapid development of HiVEs, a testbed allowing for the experimentation and for the
assessment of both hypertext and 3D modes of the Dual-Mode user interface. In this
chapter we describe Copernicus and present its UI’s evolution from the 2LIP-based user
interface (Copernicus v1.0) to the Dual-Mode user interface (Copernicus v2.0). Our
testbed will allow us to test our UI design decisions presented in the previous chapters
of this thesis.
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• As the HiVE user interface, both in the hypertext and the 3D mode, supports interaction
styles that are quite different from the ones that can be found in common traditional
user interfaces, we put emphasis on a more systematic and methodical approach to
user interface evaluation. Chapter 5 describes the evaluations that assessed different
aspects of the 2LIP and later Dual-Mode UI designs. Firstly, we discuss our design
and evaluation methodology. We then report on the formative evaluation of the 2Layer Interface Paradigm that led to the design of the new Dual-Mode user interface.
We present our study of using different techniques for integrating text with video and
animated 3D graphics on text readability. We then present a competitive user study,
which characterizes the Dual-Mode UI in terms of its efficiency and usability. Finally,
we report on usability inspections and expert reviews, as well as observations of novices
interacting with hypertextualized virtual environments using Copernicus.
• Chapter 6 provides a summary and conclusions, as well as gives starting points for
future research work.

1.5

What this work is NOT about

This doctoral thesis is concerned with design and evaluation of the user interface and interaction techniques for HiVEs. It does not attempt to define a formal technical solution for
creating HiVE content - such technical issues (i.e., changes in the HTML and X3D specifications) are out of scope of this thesis and will be only briefly discussed. We want to stress out
that our focus is on the HCI perspective of the problem.
We will not talk about the 3D Internet. The thesis at hand focuses solely on research and
development of techniques of incorporating 3D graphics into an existing, well established
hypertext-based Web user interface. Not in the scope of this thesis are 3D content issues,
such as format, compression, etc. Further, issues as 3D user interfaces (interfaces of ”off-thedesktop” systems such as immersive virtual environments and augmented reality) or stereoscopic 3D graphics issues are not in the primary scope of the thesis.

8

CHAPTER 1. INTRODUCTION

Chapter

2

Foundations
Human-computer interaction (HCI) is the study of interaction between people (users) and
computers. The Association for Computing Machinery (ACM) defines it as ”a discipline
concerned with the design, evaluation and implementation of interactive computing systems
for human use and with the study of major phenomena surrounding them”. This includes
developing new interaction techniques for supporting user tasks, providing better access to
information, and creating better forms of communication.
Interaction between users and computers occurs at the human-computer interface (user interface (UI) or simply interface). The interface can be described as the point of communication
between the human user and the computer. For example, for a typical web browsing scenario,
users interact with computers using hypertext displayed by a web browser (software) on a
computer’s monitor and hardware peripherals such as keyboards and mice.
As Ben Shneiderman put it in his book Designing the User Interface [2004], ”user interfaces
change people’s lives”. Effective user interfaces allow doctors to make accurate diagnoses,
pilots to fly airplanes safely, and children to learn more effectively. Currently, the interfaces
are also critical to the success of products in the marketplace, since users expect efficient, but
also enjoyable and pleasing interaction experience.
A prerequisite to the effective UI design is an understanding of the users and their tasks the tasks for which that interface will actually be used. Consequently, designers can translate
this knowledge into usable systems and like in regular engineering tasks, previous experiences
and theory on HCI can help them in the process.
This chapter aims to clarify the foundations of this thesis - we give a summary of the research on user interface design that underlies our work. Firstly, we present a brief history
of hypertext and 3D computer graphics; we also discuss the state of 3D graphics on the
Web. We then try to shed some light on the fundamental tasks users engage in while exploring integrated information spaces where hypertext and 3D graphics are simultaneously
available and linked. Firstly, we provide an overview and discussion of several field studies
that provide insights on how the current version of the Web is used focusing on the tasks
that users carry out. Secondly, we present a comprehensive review of the state of the art
of mouse-based 3D interaction techniques (Viewpoint Control, Selection and Manipulation,
and System Control) for Desktop 3D Virtual Environments (DVEs), the environments that
exploit common, general-purpose desktop hardware for interaction, i.e., mouse and keyboard.
9
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Finally, we will introduce a simple taxonomy - a ”3D Web Taskonomy” that was designed to
assists designers and developers of interactive 3D Web applications to better evaluate their
options when choosing and implementing an interaction technique, and show how it can be
used for the development of new designs.
* We note that this chapter is largely based on a paper: ”A Taskonomy of 3D Web Use”
[Jankowski, 2011] presented at the 16th International Conference on 3D Web Technology
(Web3D’11) in Paris, France in June, 2011.

2.1

Brief History of Hypertext and 3D Computer Graphics

Hypertext and 3D computer graphics have managed to find their way into the lives of all of us.
On the one hand, we use the Web, today’s largest and most important hypertext-based online
information infrastructure, to access information, take care of our daily chores, and also have
some fun. On the other hand we have computer games, virtual realities, engineering, medical
visualizations or the latest special effects in movies - we use and experience 3D graphics and
harness its power without giving any thought about the technology behind it. In this section
we briefly look at the historical development of hypertext and 3D computer graphics. Fuller
description of this interesting subject can be found in [Nielsen, 1995, Carlson, 2003].
As We May Think

Hypertext
HiVE
3D Computer Graphics

1945

1955

1945Figure

2.1.1

1965

1975

1985

1995

2005

2015

2011
2.1: Approximate time line showing research on hypertext and 3D graphics.

Computer Graphics and Graphical User Interface

The term ”Computer Graphics” was coined in 1960 by William Fetter, a graphic designer for
Boeing. He developed and used human figure simulation to maximize the efficiency of the
layout inside Boeing’s airplane cockpits. However, it is Ivan Sutherland who is acknowledged
by many to be the ”grandfather” of interactive Computer Graphics, Graphical User Interfaces,
and Human-Computer Interaction.
In 1963, as a grad student supervised by Claude Shannon (the ”father” of Information Theory)
at Massachusetts Institute of Technology (MIT), Ivan Sutherland submitted his PhD thesis
entitled Sketchpad: A Man-machine Graphical Communications System [Sutherland, 1963].
This sketching application enabled users, for the very first time, to interactively create images
on a computer display. It is often regarded as the ”father” of all CAD programs.
”Sketchpad pioneered the concepts of graphical computing, including memory
structures to store objects, rubber-banding of lines, the ability to zoom in and
out on the display, and the ability to make perfect lines, corners, and joints. This
was the first GUI (Graphical User Interface) long before the term was coined.”
Wayne Carlson [2003]
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In his thesis, Sutherland made fundamental contributions in several areas of graphical computing and human computer interaction, including Direct Manipulation that underlies all
techniques for interacting with 3D graphics. Direct Manipulation (the term was introduced
by Shneiderman [1983]) is an interaction style which involves continuous representation of
objects of interest, allowing a user to point at and interact with objects displayed on a screen.
An example of direct manipulation is resizing a graphical shape, such as a window in an
operating system, by dragging its corners or edges with a pointing device.

2.1.2

The Mother of All Demos

In the same year (1963), Douglas Engelbart set up the Augmentation Research Center at
the Stanford Research Institute. He directed his lab to develop groupware system called
NLS (On-Line System), a revolutionary computer collaboration system designed to augment
human intellect. To facilitate computer interaction a new pointing device was designed three-button palm-sized device called a ”mouse”.
This now-familiar device was first demonstrated by Doug Engelbart to the public during the
Fall Joint Computer Conference on December 9, 1968 [Engelbart and English, 1968]. However,
the mouse was only one of many innovations presented that day. The demo introduced
several technologies that have since become commonplace: interactive text editing, video
conferencing, teleconferencing, email, shared-screen collaboration, and ... hypertext. The
demonstration has become known as ”The Mother of All Demos” - it outlined concepts that
would presage the next 40 years of computing.

2.1.3

Hypertext and the Web

Hypertext is usually seen as originating in the Vannevar Bush’s historical article ”As We
May Think” from July 1945. He identified the information-overload problem and proposed
cross-references within and across documents to better organize and manage the huge amount
of available scientific information. His idea was based on the fact that the human mind works
by association. He suggested building memex, a device in which one can store all his books,
records, and communications (on microfilm), and which is mechanized so that it may be
consulted with exceeding speed and flexibility (using e.g., eye-tracking so readers could follow
cross-references by looking at them).
”Wholly new forms of encyclopedias will appear, ready-made with a mesh of associative trails running through them, ready to be dropped into the memex and there
amplified. The lawyer has at his touch the associated opinions and decisions of
his whole experience, and of the experience of friends and authorities. The patent
attorney has on call the millions of issued patents, with familiar trails to every
point of his client’s interest. The physician, puzzled by its patient’s reactions,
strikes the trail established in studying an earlier similar case, and runs rapidly
through analogous case histories, with side references to the classics for the pertinent anatomy and histology.(...)
The inheritance from the master becomes, not only his additions to the world’s
record, but for his disciples the entire scaffolding by which they were erected.”
Vannevar Bush [1945]
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This vision influenced and inspired two researchers generally credited with the invention of
hypertext, Ted Nelson and Douglas Engelbart.
Hypertext and Hypermedia
Ted Nelson coined the term ”hypertext” for non-sequential writing and reading in 1965, while
he was working on Xanadu, with the following words: ”Let me introduce the word hypertext
to mean a body of written or pictorial material interconnected in such a complex way that
it could not conveniently be presented or represented on paper” [Nelson, 1965]. He wanted
to create a unified global-scale literary environment, in which hypertext enables a dynamic
organization of information through links and connections (called hyperlinks). The term
”hypermedia” is used as a logical extension of the term hypertext in which graphics, audio,
Error! No text of specified style in document.
video, or animations can be presented as a non-linear medium of information. 1
At the same time as Nelson began to theorize hypertext and hypermedia, Doug Engelbart was
developing the first hypertext system [Engelbart and English, 1968]. As we already mentioned,
1.1 Interaction
Tasks - Hypertext
his oNLine System
was hypertext-based
application aimed at structured information that
could be easily manipulated. This system was used to store research works in a shared
1.1.1 Some Introduction – Delete this heading
workspace that could be cross-referenced with each other.
Linear Text
Lorem ipsum dolor
sit amet, consectetur
adipisicing elit, sed
do eiusmod tempor
incididunt ut labore
et dolore magna
aliqua.
-1-

Duis aute irure
lorem ipsum dolor
sit amet, consectetur
adipisicing elit, sed
do eiusmod tempor
incididunt ut labore
et dolore magna.
-2-

Lorem ipsum dolor
sit amet, consectetur
adipisicing elit, sed
do eiusmod tempor
incididunt ut labore
et dolore magna
aliqua.
-3-

Duis aute irure
lorem ipsum dolor
sit amet, consectetur
adipisicing elit, sed
do eiusmod tempor
incididunt ut labore
et dolore magna.
-4-

Hypertext
Lorem ipsum dolor
sit amet, consectetur
adipisicing elit, sed
do eiusmod tempor
incididunt ut labore
et dolore magna
aliqua.
-x-

Duis aute irure
lorem ipsum dolor
sit amet, consectetur
adipisicing elit, sed
do eiusmod tempor
incididunt ut labore
et dolore magna.
-x-

Lorem ipsum dolor
sit amet, consectetur
adipisicing elit, sed
do eiusmod tempor
incididunt ut labore
et dolore magna
aliqua.
-x-

Lorem ipsum dolor
sit amet, consectetur
adipisicing elit, sed
do eiusmod tempor
incididunt ut labore
et dolore magna
aliqua.
-x-

Duis aute irure
lorem ipsum dolor
sit amet, consectetur
adipisicing elit, sed
do eiusmod tempor
incididunt ut labore
et dolore magna.
-x-

Figure 2.2: A hypertext reader is not bound to a particular sequence like in a book, but
can browse through information following his interests by clicking on a highlighted keyword
or phrase in one document to bring up another, associated document. This figure illustrates
this difference.

By the mid-1980s many hypertext systems were developed (see Jeff Conklin’s hypertext survey
article in IEEE Computer [1987]), including:
• HES: In the late 1960s, Andries Van Dam with Ted Nelson at Brown University developed HES - Hypertext Editing System [van Dam, 1988]. It was used by NASA to produce documentation for the Apollo Space Program. FRESS (File Retrieval and Editing
System) and Intermedia systems were also developed at Brown University [Yankelovich
et al., 1985, 1988];
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• Carnegie-Mellon University’s ZOG, a menu-based display system, was developed in
1972. It introduced the ”frame/card” model of hypertext later popularized by HyperCard [McCracken and Akscyn, 1984]. It later had developed into KMS - Knowledge
Management System [Akscyn et al., 1988];
• Shneiderman’s HyperTIES, the first system where highlighted items in the text could
be clicked on to go to other pages, was developed in 1983 [Shneiderman, 1986, Koved
and Shneiderman, 1986];
• NoteCards, developed by Xerox PARC in 1984 [Halasz, 1988]; it is an extensible information analyst’s support tool designed to help formulate, structure, compare, and
manage ideas;
• Probably the most influential hypertext system, which significantly helped to bring
the idea to a wide audience, was Bill Atkinson’s HyperCard for Apple Mac computers.
HyperCard was originally released in 1987, withdrawn from sale in March 2004; however
it is still in use. It had a significant impact on the Web as Robert Cailliau was using
HyperCard at CERN.
In 1987, during the First Hypertext Conference, Andries van Dam gave a keynote speech and
listed a number of key areas we should be looking at including the need for standards, accessibility guidelines, version control and what is important for us, user-controlled 3D animation:
”My first concern is that systems may develop great infrastructure, great hypertext
glue, but what’s at the nodes? As with the 2D animation in BALSA, I think we
should be aiming at user-controlled 3D animation, where the interactive user has
control over what is being shown, the level of detail, the visualizations employed,
and so on. This is just a wide-open area that needs a lot of study, not to mention
vast hardware power.”
Andries van Dam [1988]
For a more complete history of hypertext see Jacob Nielsen’s book: ”Multimedia and Hypertext: The Internet and Beyond” [1995].
The World Wide Web
Hypertext attained widespread use and has become a mainstream interface paradigm with
the emergence of the World Wide Web that opened the closed hypertext systems to the
Internet and connected everyone’s hypertexts into one hyperspace. The World Wide Web
project, abbreviated as WWW and commonly known as the Web was initiated by English
engineer and computer scientist Tim Berners-Lee at CERN (European Laboratory for Particle Physics/Conseil Europeen pour la Recherche Nucleaire) in Geneva, Switzerland in 1989,
originally as an information system for the particle physics community [Berners-Lee et al.,
1994]. Berners-Lee together with Belgian computer scientist Robert Cailliau proposed to use
Hypertext as ”a way to link and access information of various kinds as a web of nodes in
which the user can browse at will”. The first working prototype browser and server was up
and running on Christmas day, 1990.
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Nowadays, billions of people use the Web to access information, take care of their daily chores,
and also have a source for entertainment. They use Google/Bing to search; they read articles
on Wikipedia to learn; they watch videos on YouTube to have fun; they hang out on Facebook
to ”socialize” or play online games. The Web has truly changed the way people spend their
work and leisure time.
The Web evolved from a text-based system to the current rich and interactive medium that
supports images, 2D graphics, audio and video but the vision was always bigger. The inventor
of the World Wide Web, Tim Berners-Lee’s dream behind the Web was to create ”a space in
which anything could be linked to anything” [see Berners-Lee and Fischetti, 1999, Waving the
Web, page 4]. We believe that 3D graphics and virtual environments are equally viable and
compelling ”documents” of interest on the Web.

2.1.4

3D Computer Graphics

Sutherland, in his further work on the ”Ultimate Display” [Sutherland, 1965], demonstrated
his vision of the immersive 3D experience. He proposed a 3D interactive environment as the
basis of human-computer interaction. According to his vision, the ultimate display would
act as a looking glass into a mathematical wonderland. It would display information in
three-dimensional fashion, represented in utterly believable virtual world.
”The ultimate display would, of course, be a room within which the computer can
control the existence of matter. A chair displayed in such a room would be good
enough to sit in. Handcuffs displayed in such a room would be confining, and a
bullet displayed in such a room would be fatal. With appropriate programming
such a display could literally be the Wonderland into which Alice walked.”
Ivan Sutherland [1965]
In 1966, Ivan Sutherland, as an associate professor at Harvard University, with his student,
Robert Sproull, used head-mounted display (HMD) to create the first Virtual Reality (VR).
Their VR was primitive both in terms of user interface and realism: HMD was so heavy it had
to be suspended from the ceiling and the virtual environment was a simple wire-frame room.
During this time, Sutherland outlined also the basis for augmented reality (AR), in which
synthetic, computer-generated images are superimposed on a view of a physical real-world
environment.
In the late 1960s, Ivan Sutherland joined Dave Evans at the University of Utah and established the most influential computer graphics program that has pushed the computer graphics
discipline to where it is today. Some of their most important research results include: hidden surface removal, rendering, texture mapping, shadows, antialiasing, shading, lighting,
atmospheric effects, facial animation, procedural modelling, and splines [Carlson, 2003].
Applications of 3D Computer Graphics
Since the early developments of user interfaces, hardware technology has continued to advance rapidly. The spectacular progress of semiconductor technology was responsible for the
advent of inexpensive processors and memory. Specialized 3D graphics hardware has made it
increasingly faster and cheaper to do 3D transformations, hidden-surface removal, texturing,
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and lighting of complex objects, typically described by millions of polygons. As a result,
computers with powerful graphics capabilities became commodity products.
Three-dimensional graphics started to offer significant opportunities for industry. Application
areas that benefit from 3D graphical interfaces include:
Computer Aided Design (CAD) - interactive graphics is used to design components and
systems of mechanical, electrical, and electronic devices, including automotive, shipbuilding, and aerospace industries, industrial and architectural design.
Education, Training and Simulation - 3D graphics is used to create virtual environments
(VE) that are similar to the real world. Such VEs can be used for example in simulations
of combat training, surgery planning or guiding visitors through Cultural Heritage sites
(museums, national parks, etc.).
Information Visualization - 3D graphics is used to create visualizations of mathematical,
physical and economic data. The main purpose is to present meaningfully and concisely
the trends and patterns - to clarify complex data and facilitate decision making.
Medical Imagery - 3D techniques have been developed to enable Computed Tomography
(CT) and Magnetic Resonance Imaging (MRI) to produce 3D images for the physician.
Entertainment - 3D graphics is used to produce animated movies (e.g., Toy Story that was
the first film released to use only computer-generated imagery) and computer games (id
Software’s Doom is recognized for pioneering interactive 3D graphics).
We argue that 3D computer graphics has also the potential to support web user interfaces.

2.1.5

3D Internet

Desktop 3D Virtual Environments (DVEs) are computer representations of real world or
imaginary spaces through which users can navigate and in which they can interact with
objects. They exploit common, general-purpose desktop hardware for interaction, i.e., mouse
and keyboard. Online DVEs are virtual environments that can be accessed on the Internet.
Online DVEs can provide us with an opportunity to have experiences that would otherwise
be impossible. For instance, they allow an average Internet user to enter digital recreations of
places that are too dangerous to visit physically, or historical sites that no longer exist (e.g.,
Gardens of Babylon), or other interesting places that are simply inaccessible for the user;
they allow users to become someone they are not and live and play through a created avatar.
The most prominent examples of Internet-based DVEs include:
Second Life - Second Life (SL)1 is the most popular Internet-based non-gaming virtual
world. It was developed by Linden Lab and launched online in 2003. SL’s user interface
(the Viewer) enables its users to interact with each other through avatars. The users
can explore the world, meet other users, socialize, participate in activities (e.g., lectures,
concerts, etc.), and create and trade virtual goods with one another.
1

Second Life official website: www.secondlife.com
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World of Warcraft - With more than 10.3 million subscribers (as of November 2011), World
of Warcraft2 is currently the world’s most-subscribed massively multiplayer online roleplaying game (MMORPG). As with other MMORPGs, players control an avatar within
a game world, exploring the landscape, fighting various monsters, completing quests,
and interacting with non-player characters or other players.
Second Life, World of Warcraft and other online virtual universes are seen by some as the
foundation for the future ”3D Internet” [Alpcan et al., 2007], where the networked 3D environments create a virtual shared space - the space that can be compared to Neal Stephenson’s
”Metaverse” [1992]. Stephenson coined this term specifically to describe a virtual realitybased successor to the Internet.
This thesis, however, does not attempt to address this issue - we will not talk about the 3D
Internet. It focuses solely on research and development of techniques of incorporating 3D
graphics into an existing, well established hypertext-based Web user interface.

2.1.6

3D Web

The idea of integrating 3D computer graphics into the Web infrastructure has already been
discussed. Back in the 1990s there was a huge R&D activity devoted to the Virtual Reality
Markup/Modelling Language (VRML), a simple, text-based format for describing virtual
worlds. This term was coined by Dave Raggett in a paper submitted to the First International
Conference on the World Wide Web in 1994, and first discussed at this conference at VRML
BoF that was organized by Raggett and Tim Berners-Lee3 . Shortly afterwards, in November
1994, the first version of VRML was specified.
To further manage the development of the format, the VRML Consortium4 has been formed.
In 1997, a second version of the format was finalized, as VRML97 (also known as VRML 2.0)
and has been accepted as an ISO international standard. VRML entered its third generation
as X3D [Brutzman and Daly, 2007], which adds XML capabilities to better integrate with
other World Wide Web technologies.
What went wrong?
This early web standard provoked much interest but has never seen much serious widespread
use. We believe that there were few reasons for this:
Plug-in Dependency - VRML needed a viewer (plug-in) to run in a Web browser - users
had to deal with plug-in installation (security and compatibility issues);
Lack of Bandwidth - Slow (in that time usually dial-up) internet access resulted in users
having to wait for long periods of time (sometimes even minutes!) to download VRML
scenes;
Poor Graphics Performance - Low frame rate did not provide the illusion of smooth
motion - animations did not look realistic; this affected the user’s willingness to interact
with virtual environments;
2

Blizzard’s World of Warcraft community site: http://www.worldofwarcraft.com
Extending WWW to support Virtual Reality: http://www.w3.org/People/Raggett/vrml/vrml.html
4
It was later renamed to Web3D Consortium: http://www.web3d.org/
3
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Low Usability - Exploring VRML environments was (and still is!) difficult, especially from
the point of view of the new-to-3D users. Inadequate support to user navigation often
resulted in users getting ”lost-in-space” and ultimately leaving the site.
Poor Integration with a Web User Interface - VRML was all about 3D graphics; it did
not ”fit in” into a hypertext-based Web user interface.
In recent years, some of these problems seem to have been solved. Today, 3D acceleration is
a standard feature on most video cards. Bandwidth is not an issue anymore (at least in most
”developed” countries...).
Some problems are being solved: WebGL, a successor of Canvas3D [Vukicevic, 2007], is a
JavaScript API specification analogous to the OpenGL API for C++ [Khronos, 2010]. It
aims to bring plugin-free 3D to the web, implemented right into the browser; at the time of
this writing (May, 2011), WebGL is supported in the nightly build versions of the most major
web browsers: Apple’s Safari, Google’s Chrome, and Mozilla’s Firefox.
Finally, some issues still need to be considered and addressed. In this thesis, we study both
”Low Usability” and ”Poor Integration with a Web User Interface” problems. We want to
design a usable user interface that will allow users to simultaneously deal with hypertext and
three-dimensional graphics, two very different mediums that in our opinion should both be
appreciated equally.
The remainder of this chapter focuses on identifying and understanding of the tasks (both
Web and 3D tasks) that the user interface for a 3D Web site must support. In the next
sections we describe several empirical studies that provide insights on how the Web is used;
we then present a review of the state of the art of mouse-based 3D interaction techniques;
finally, we construct a simple taxonomy - a ”3D Web Taskonomy” that can help identify the
functionality that a 3D Web user interface should offer.

2.2

User Interface Design - Hypertext and the Web

A prerequisite to the effective user interface design is an understanding of the users and their
tasks - the tasks for which that interface will actually be used. Consequently, designers can
translate this knowledge into usable systems and like in regular engineering tasks, previous
experiences and theory on HCI can help them in the process.
The World Wide Web is today’s largest and most important hypertext-based online information infrastructure. A great deal of research interest has been devoted to the Web; however,
most of this research effort has focused on the technical and application aspects of the Web.
Our concern, however, is with how users interact with the Web. In order to design simple
yet interactive 3D hypermedia interface for the Web users, it is necessary to first understand
the tasks users engage in while browsing the Web. That is, in order to determine which HCI
techniques and/or approaches are most likely to aid in 3D Web user interface design, it is
first necessary to understand what users actually do with their time while using the Web.

2.2.1

Empirical studies

Empirical studies are valuable sources of knowledge on how users interact with Web-based
systems, thus, in the next two sections we provide an overview and discussion of several
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field studies that provide insights on how the Web is used in daily life and the tasks that
users carry out. We describe field studies from two categories: observational short-term
studies, which provide data on the users and their tasks as collected through screen captures,
video recording, diaries or questionnaires, and click-through long-term studies, which provide
quantitative data on the actual user navigation behavior. For a more complete and detailed
description of how users interact with the Web see Eelco Herder’s PhD Thesis: ”Forward,
back and home again: analyzing user behavior on the web” [Herder, 2006].
Observational studies
One of the most influential observational studies, with focus to gain a clearer understanding
of the tasks users engage in while browsing the Web, was carried out by Byrne et al. [1999].
Participants were asked to browse the Web and provide verbal protocols describing what they
were doing; a video camera was set up to record both the protocol and the user’s screen as they
browsed. Based on collected data, the authors presented a taxonomy of tasks (”taskonomy”)
undertaken on the WWW that consists of six general classes:
Use Information: Using information from the Web, e.g., reading/viewing/downloading;
Locate on Page: Locating something ”interesting”, a specific string or image;
Go to Page: Any activity which causes the browser to display an URL (e.g., using a hyperlink, back button, bookmark);
Provide Information: Providing authentication information or search string;
Configure Browser: Changing the state of the browser, e.g., adding a bookmark or changing the cache size;
React to Environment: times when the browser demands something of the user, e.g., responding to a dialog.
The results show that, unsurprisingly, some tasks were more frequent than others and some
took both more total time and more time per task. In terms of total time Use Information
dominated users’ browsing. The next most time-consuming activity was Locate on Page
followed by Go to Page (due to the loading time).
Sellen et al. [2002] categorized various kinds of activities carried out on the Web. Their study
was based on a combined diary and interview methodology. By examining a two-day set
of Web activities from 24 people, the authors sorted the activities into six categories, each
having common characteristics and goals:
Finding (24%): Using the Web to find some specific, well-defined information;
Information Gathering (35%): Researching a specific topic by gathering information.
Browsing (27%): Visiting sites with no specific goal in mind, but rather to be informed,
stay up to date or be entertained;
Transacting (5%): Using the Web to execute transactions (e.g., online banking, ordering a
product);
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Communicating (4%): Participating in chatrooms or discussion groups;
Housekeeping (5%): Checking or maintaining the accuracy and functionality of Web resources.
Information Gathering activities were the most frequent and were followed by Finding and
Browsing categories.
Observational studies provide us with qualitative insights on Web activities. However, it
remains unclear to what extent the results - which may be biased by the test-environment
setting and which rely heavily on the interpretation by the experimenter - can be observed
in everyday Web usage. On the other hand, quantitative evidence can be provided by clickthrough long-term client-side studies.
Click-through studies
The second category of field studies, click-through long-term studies, focuses on gathering
quantitative data on the actual user navigation behavior by logging user browsing activities.
There are only few this kind of studies - this may partly be explained by the fact that browsing
is considered a private activity.
The first long-term click-through study was carried out in 1994, when the Web was relatively
new, by Catledge and Pitkow [1995]. During a period of 21 days, the Web activity of 107
participants was collected using an instrumented version of XMosaic browser at university
Sun computers of the Georgia Institute of Technology. Following hyperlinks (52%) and the
browser’s back button (40.6%) were by far the most frequent mechanisms for navigation, with
regards to frequency of use. With regards to within-site navigation, users operated in a small
area - the navigation structure resembled a hub and spoke distribution model due to the
frequent use of backtracking. Based on these results the authors conclude that ”must see”
information should be accessible within two to three clicks away from the site’s home page.

Table 2.1: Comparing three long-term click-through web usage studies* (based on [Weinreich et al., 2008]).
Catledge and Pitkow

Tauscher and Greenberg

Weinreich et al.

Time of study

1994

1995 - 1996

2004 - 2005

Link following

45.7%

43.40%

43.50%

Direct access

12.60%

13.20%

9.40%

New window/tab

0.20%

0.80%

10.50%

-

4.40%

15.30%

Back

35.7%

31.70%

14.30%

Reload

4.30%

3.30%

1.70%

Forward

1.50%

0.80%

0.60%

-

2.30%

4.80%

Submit

Other

*Weinreich et al. recalculated some of the values of previous studies to use the notion of navigation
action that they defined.
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Tauscher and Greenberg [1997], who conducted their study on Web usage behavior in late
1995, focused on history support and analyzed the revisitation behavior of their participants.
The study involved twenty three subjects; the web-browser used was XMosaic. The results
confirmed Catledge and Pitkow’s results that link following and back button usage were the
most frequently used methods for Web navigation. The authors defined the ”recurrence rate”
as the probability that any page visit is a repeat of a previous visit. A measured rate of 58%
led them to the conclusion that the Web is a ”recurrent system”.
Another long-term click-through study was carried out by Cockburn and McKenzie [2001]
in 1999, who were motivated by the dramatic growth of the Web, the emergence of new
browsers (Netscape and Internet Explorer), and the increased usage of search engines. The
authors observed that browsing is a rapidly interactive activity; users often visit many pages
within seconds successively. This implies that response time is an important issue (pages
should be designed to load quickly); in addition, pages should be kept short and ”scannable”
(supporting evidence to Nielsen’s web design guidelines [Nielsen, 2000]).
From 1999 to 2004 the Web has dramatically changed. Web sites have evolved from static
hypertext information resources to dynamic and interactive applications. To examine the
consequences of these changes on user behavior, Weinreich et al. [2008] conducted another
long-term click-through Web usage study in Winter 2004/2005. The study involved twentyfive participants over a period of two to four months; interviews were used to obtain qualitative
data about the tasks and habits of the participants. The authors’ major findings were: the

Figure 2.3: Most web browsers have the following user interface elements: (1) Menu bar:
File, Edit, View, History, Bookmarks, Tools, Help menus; (2) Navigation toolbar: Back
and forward buttons, a refresh button, a stop button, a home button, an address bar, a
search (typically Google) bar; (3) Bookmarks (or Favorites) toolbar; (4) Browser tabs: In the
example three tabs are open and show different webpages; (5) A status bar (displays progress
in loading the resource and also the URI of links when the cursor hovers over them).
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decreasing prominence of backtracking in Web navigation; the usage of multiple windows and
tabs has partly replaced back button usage; Web browsing is a rapid activity even for pages
with substantial content (again, this fact calls for designs that allow for cursory reading);
click maps revealed that most activity happens on the top-left quarter of the page. Table 2.1
presents results of the study and compares them with previous long-term browser usage
studies. Link following continues to be the most common navigation action (45% of all page
transitions). ’Direct access’ to pages via the bookmark menu/toolbar, home page button, or
the address bar accounted for about 10% of actions. The most noteworthy changes are: the
increased number of pages opened in new browser windows/tabs, the raised importance of
form submissions (e.g., search), and the decrease in back button usage.

2.3

User Interface Design - 3D Graphics and DVEs

As already mentioned in Section 2.2, a prerequisite to the effective user interface design is an
understanding of the users and their tasks - the tasks for which that interface will actually be
used. In the previous section we identified the hypertext tasks that the 3D Web user interface
must support. In this section we will identify and describe the ”3D tasks” (interaction with
3D graphics) that our UI must implement.
The interaction in DVE systems can be characterized in terms of three universal interaction
tasks [Hand, 1997, Bowman et al., 2001, 2004]:
Viewpoint Control (3D Navigation) - refers to the task of moving user’s viewpoint
through an environment; includes a cognitive component - wayfinding;
Selection and Manipulation - refers to techniques of choosing object and specifying its
position and orientation;
System Control - refers to communication between user and system which is not part of
the virtual environment.
The problem of providing a user with an interface for exploring 3D environments is strongly
related to all above listed problems. In the following we will describe these three interaction
tasks with regards to DVE systems and survey the relevant work.

2.3.1

Viewpoint Control - 3D Navigation

Virtual Environments usually represent more space than can be viewed from a single point.
Users have to be able to get around within the environment in order to obtain different views
of the scene. This process of getting around a virtual environment while keeping track of
one’s whereabouts and task objectives is the subject of a number of techniques often referred
to by such names as wayfinding, locomotion, navigation, and camera control [Wernert and
Hanson, 1999].
Developing an effective technique for mouse and keyboard based 3D Navigation is difficult:
1. Viewpoint control involves six degrees of freedom (6DOF): three dimensions for positional placement (translation) and three for angular placement (rotation). The problem
is the number of parameters to be controlled by the user - the major limitation inherent
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in using 2D devices is that at least one change of state is required to cover all transitions
and rotations.
2. Another problem is the type of viewpoint control required by a given task. Mackinlay
et al. [1990] distinguish four types of viewpoint movement for interactive 3D workspaces
(we provide corresponding Bowman’s goals for the navigation in brackets):
General movement. Exploratory movement, such as walking through a simulation of
an architectural design (corresponds to Bowman’s exploration goal).
Targeted movement. Movement with respect to a specific target, such as moving
in to examine a detail of an engineering model (corresponds to Bowman’s search
goal).
Specified coordinate movement. Movement to a precise position and orientation,
such as to a specific viewing position relative to a molecule or a CAD solid model
- the user has to supply the exact position and orientation of his destination.
Specified trajectory movement. Movement along a position and orientation trajectory, such as a cinematographic camera movement.
3. In addition to the difficulties of controlling the viewpoint, effective techniques for 3D
Navigation should satisfy general interface requirements (e.g., is easy to use, prevents
user disorientation, etc.)
In recent years many types of viewpoint movement techniques for interactive 3D workspaces
have been implemented or proposed (for detailed survey see [Christie et al., 2008]). In the
following we will classify them into four categories proposed by Mackinlay et al. [1990].
General movement
As we already mentioned, in an exploratory movement (such as walking through a simulation
of an architectural design), the user does not have any specific goal. Its purpose is to rather
gain knowledge of the environment. We classify it into two groups:
Sweep-Pan-Zoom Sweeping, panning, and zooming are the primary camera movements
used in almost every 3D modelling environments (e.g., Autodesk’s 3ds Max and Maya). They
are natural ways to inspect objects, and work well with a pointing device such as a mouse
since all of them are at most 2-dimensional operations.
• Sweep (also referred to as tumble or rotate) - refers to orbiting the camera around a
central point in any direction - the sweep operation sweeps the camera around horizontally and vertically on a virtual spherical track, keeping it focused at the same reference
point.
• Pan - this operation does the opposite: it changes the orientation of the camera but
keeps it at a fixed position.
• Zoom (Dolly) - refers to translation of the camera along its line of sight.
Sweep-Pan-Zoom technique requires the user to accomplish a movement by shifting back and
forth among simple navigation modes (assigning the mouse to ”sweep”, ”pan”, or ”zoom”
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operations) [Phillips and Badler, 1988]. Such interaction model can be not optimal if the
menu has to be used frequently.
To solve this problem, Zeleznik and Forsberg [1999] proposed gestural interaction for invoking
camera functionality. Their approach, called UniCam, requires only a single-button mouse to
directly invoke specific camera operations within a single 3D view; remaining mouse buttons
can be used for other application functionality.
Walking/Driving/Flying The other way of allowing users to navigate in 3D environment
is simply to let them walk along the ground, drive a vehicle or fly a plane [Bowman et al.,
1997, Ware and Osborne, 1990]. This technique requires the user to continuously modify
the camera position using e.g., arrow keys or controls (button widgets) superimposed on the
screen and controlled by the mouse.
In the video game world this technique corresponds to first person perspective (FPP) game
navigation, where a graphical perspective is rendered from the viewpoint of the player character (this may be also the viewpoint from the cockpit of a vehicle). Many different genres
have made use of FPP navigation, ranging from adventure games to flight simulators. Perhaps the most notable genre to make use of this technique is the first-person shooter (FPS).
Wolfenstein 3D and Doom are video games that are generally regarded as having popularized
this genre and helped to shape the overall direction of the gaming industry.
As the multi-touch technology is becoming more available (e.g., in laptop computers like
Apple MacBook), some research has been made on how to use this new input device. Kim
et al. [2008] introduce a Finger Walking in Place (FWIP) interaction technique that allows
a user to travel in a virtual world as her/his bare fingers (representing human legs) slide on
a multi-touch sensitive surface. The user can move forward and backward, and rotate in a
virtual world.
Targeted movement
A targeted movement is a movement with respect to a specific target (such as moving in to
examine a detail of an engineering model). Its purpose is to gain knowledge of specified by
the user part of the environment. We classify it into the following subcategories:
Point of Interest (POI) Logarithmic Flight Mackinlay et al. [1990] describe Point
of Interest (POI) Logarithmic Flight, a technique that supports rapid controlled movement
through a virtual 3D workspace. POI movement requires the user to simply choose a target
”point of interest” (POI) on an object in the scene by using the mouse, and the virtual camera
moves logarithmically towards this target (the camera jumps to the goal position that the user
had specified). The viewpoint is automatically oriented during the flight to face the surface
being approached by using the surface normal at the POI. Due of the logarithmic nature of
this navigation technique, rapid motion is achieved when the distance to the target object is
large and controlled movement is achieved as this distance gets shorter.
Tan et al. [2001] describe Speed-coupled Flying with Orbiting - technique that allows users to
not only transition between local environment-views and global overviews of the world, but
to also orbit around an object of interest in order to examine it. To separate the intention
to freely navigate from that of constrained object inspection the technique determines where
the user first starts dragging the mouse. If the user drags on free space (i.e. the sky or
the ground), the system assumes that the user is trying to freely navigate. If, however, the
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user starts dragging the mouse on an object, the system assumes that the user is trying to
examine it (changing the cursor indicates changes of modes). The technique couples speed
control to height (position) and tilt (viewpoint) control to give the user the ability to transition
seamlessly between and navigate within local as well as global views of the world. The authors
suggest that this allows the user to acquire landmark, procedural, and survey knowledge and
to effectively perform exploration and search tasks. They also showed that that this technique
was generally superior in performance and preferred by users in comparison to several other
techniques.
Navidget [Hachet et al., 2008] is another targeted movement approach where the endpoint of a
trajectory is selected for smooth camera motions. Compared to the existing POI techniques,
it does not automatically estimate how the viewpoint is oriented. Instead, it provides visual
feedback for fast and easy interactive camera positioning: 3D widget is used in order to let
the user control the viewing direction at destination.
Path Drawing Igarashi et al. [1998] propose a Path Drawing technique for walkthrough in
3D environments, which is an extension of the POI technique. The technique uses user-drawn
strokes to control the virtual camera. A stroke is projected onto the walking surface and used
as a path for the camera. The path can be updated at any time by drawing a new stroke. The
evaluation showed that the technique was slightly slower on average than walking/driving and
POI techniques. However, the drawing technique was preferred by most users. The authors
also point out that the technique is most suitable for pen-based or touch panel systems.

Figure 2.4: Example of a sketch-based navigation from [Hagedorn and Döllner, 2008]: the
user draws a curve on the street and combines this command with a circle like gesture; the
derived animation will move the camera along the sketched path and rotate for inspecting
the target area.

Hagedorn and Döllner [2008] present another navigation method based on sketching navigation commands (see Figure 2.4). Their system interprets the sketches according to their
geometry, spatial context, and temporal context. The authors state that unlike other sketchy
navigation techniques, their approach identifies the hit objects of the underlying 3D scene
and takes advantage of their semantics and inherent navigation affordances.
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Hyperlinks and Bookmarked Views Hyperlinks in VEs allow fast (or even instantaneous) direct movement between places that are far apart and therefore can greatly reduce
navigation time and allow for the design of flexible layouts compared to conventional techniques. These are the same advantages that hypertext has over conventional texts. Accordingly, the disadvantage of such hyperlinks is that they are likely to cause some cognitive
difficulties such as disorientation. Some effects of hyperlinks on navigation in virtual environments were studied by Ruddle et al. [2000].
Some 3D viewing applications (e.g., VRML/X3D browsers) provide a viewpoint menu offering
a choice of viewpoints, usually denoted by a brief textual description that helps make clear the
intended purpose of each view. Authors of 3D scenes can place several viewpoints (typically
for each point of interest) in order to allow easy navigation for users, who can then easily
navigate from viewpoint to viewpoint just by selecting a menu item. The process is analogous
to the creation of a set of custom hyperlinks to specific HTML document positions.
An interesting way to assist users in navigation was developed by Elvins et al. [1997, 1998].
They introduced a new technique that captures a 3D representation of a virtual environment
landmark into a 3D thumbnail, which they call a worldlet. The worldlets are miniature virtual
world subparts that may be interactively viewed (one could manipulate them to obtain a
variety of views) to enable users getting familiar with a travel destination. In the evaluation
conducted by the authors to compare textual, image, and worldlet landmark representations
within a wayfinding task, subjects who had been shown the worldlets performed significantly
better than subjects who had been given pictures of landmarks or verbal instructions.
Navigation by query Van Ballegooij and Eliens [2001] propose navigation by query, an
interesting navigation technique based on Information Retrieval. This technique augments
interface of virtual environment by allowing users to navigate a virtual world by means of
querying its content. The authors’ experiments indicate that this type of navigation may help
users to find locations and objects that would otherwise be hard to find without prior knowledge of the world. However, the authors make an assumption that the world is sufficiently
annotated.
Specified coordinate movement
Specified coordinate movement is a movement to a precise position and orientation, such
as to a specific viewing position relative to a car model - the user has to supply the exact
position and orientation of his destination. This type of camera positioning is used in CAD
and 3D editing software. The users can simply enter a pair of x, y, z coordinates (for position
and orientation) using a keyboard. It is important to stress that this technique can be used
efficiently only by the designers who are familiar with the 3D model/environment being under
development.
Specified trajectory movement
Specified trajectory movement is a movement along a position and orientation trajectory, such
as a cinematographic camera movement. Compared to previous techniques, where the users
are free to roam and explore, the techniques of this category empower the author to bring
structure to the experience. Such viewpoint control limits the user’s freedom while travelling
through a virtual world. It constrains the audience’s movement to interesting and compelling
places, and thus avoids the classic problem of users getting ”lost-in-cyberspace”.
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Guided Navigation Guided Navigation was introduced by Galyean [1995], who proposed
a new method for navigating virtual environments called ”The River Analogy”. He envisioned
the navigation paths as the rivers flowing through a landscape, and the user as a metaphorical
boat floating down the river with some control while also being pushed and pulled by the
predefined current of the water. Since the boat flows continuously down the river regardless of
whether or not there is input, the river metaphor guarantees an uninterrupted flow. Elmqvist
et al. [2008] have presented a similar method that uses motion constraints to guide the user
on a pre-defined tour through the environment while still allowing users to control their speed
as well as to deviate locally from the tour. The authors also include an empirical evaluation
of the effectiveness of such a guidance method for real user tasks.
Constrained Navigation Hanson and Wernert [1997] propose a navigation technique that,
rather than controlling an unconstrained vehicle in 3D space, uses the 2D control device to
move the user on a constrained subspace, the ”guide manifold”, a kind of virtual 2D sidewalk.
”Virtual sidewalks” can be authored by constructing virtual constraint surfaces and specifying
gaze direction, vistas, and procedural events (e.g., fog and spotlights) along the sidewalk.

Figure 2.5: Example StyleCam experience. Top: system components and their reaction to
user input. Bottom: what the user sees (from [Burtnyk et al., 2002]).

Burtnyk et al. [2002] describe StyleCam, a system that builds upon the guided and constrained navigation ideas but differs by providing authoring elements that enable a more
stylized experience. It is an approach for authoring 3D viewing experiences that seamlessly
integrates spatial camera control with the temporal control of animation playback. StyleCam
allows the author to significantly tailor what and when the users see. Its aim is to create a
viewing experience that can approach the visual richness of sophisticated visual content such
as television commercials or feature films and at the same time, allow for a satisfying level of
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interactivity. StyleCam uses camera surfaces which spatially constrain the viewing camera,
animation clips that allow for visually appealing transitions between different camera surfaces,
and a simple interaction technique that permits the user to seamlessly and continuously move
between spatial-control of the camera and temporal-control of the transitions (Figure 2.5).
Fitzmaurice et al. [2008] have developed a concept called Safe 3D Navigation where they
augment navigation tools with properties to reduce the occurrence of confusing situations
and improve the learning experience. They have defined seven properties that work together
to achieve a safe 3D navigation experience: (1) cluster and cache tools; (2) create task and
skill-based tool sets; (3) provide orientation awareness; (4) enhance tool feedback; (5) offer
pre-canned navigation; (6) prevent errors; and (7) recover from errors.
Path/Motion Planning Path/Motion Planning methods can be useful as a way to automatically create visits of monuments or engaging presentations of architectural visualization.
They can also be useful in the context of interactive systems to create a first constrained path
to help the user navigate an environment.
Drucker and Zeltzer [1994] describe an intelligent camera control in a 3D virtual environment.
They present a methodology for designing the underlying camera controls based on an analysis
of what tasks are to be required in a specific environment. They presented the first approach
for automatic navigation in 3D environment using path planning: the plan is computed using
a well known graph searching technique called A*.
Salomon et al. [2003] and Nieuwenhuisen and Overmars [2003] present similar approaches
for interactive navigation in complex 3D environments. Their techniques are based on an
algorithm that precomputes a global roadmap of the environment by using a variant of a
randomized motion planning algorithm along with a reachability-based analysis. At runtime,
the algorithm can automatically compute a collision-free and constrained path between two
user specified locations. Oskam et al. [2009] extend the idea and present an approach for
computing visibility-aware paths.
Gran et al. [2004] present another automatic system for the generation of walkthroughs in 3D
environments that can be segmented using a cell-and-portal approach. The approach splits
the environment into cells (e.g., rooms), and portals (e.g., doors or windows) that connect
the cells. The decomposition of the scene together with an entropy-based measure of the
relevance of a view-point can be used to determine a path which traverses all the relevant
cells.
Assisted and adaptive navigation Guided tours technique, which is based on Guided
Navigation, was developed to support (especially novice) users in navigating the virtual world,
finding points of interests, and learning how to interact with them by exploiting an animated
character that leads the user on a guided tour of the virtual environment.
Wernert and Hanson [1999] propose a design that incorporates a personal ”guide” that serves
two important functions: keeping the user oriented in the navigation space, and pointing to
interesting objects/places as they are approached. The design has some interesting features:
• If the user is active, these cues may be ignored. However, if the user stops, the gaze
shifts automatically toward whatever the guide was interested in;
• This design allows any given viewer to be seen as the guide of one or more viewers
following behind;
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• The leading virtual guide (the authors selected a guide dog for this avatar, see Figure 2.6
(a)) can remind the leading live human guide of interesting sites to point out.
For the 3D Web context, Chittaro et al. [2003] propose the adoption of a humanoid animated
character to lead the user on a guided tour of the world (see Figure 2.6 (b)). The authors
suggest that introduction of an animated character has the additional advantage of making
the virtual world more lively and attractive for the user.

Figure 2.6: Assisted navigation: (a) assisted collaborative exploration by Wernert and
Hanson [1999]; (b) the adoption of an animated virtual human (from [Chittaro et al., 2003]).

Adaptive hypermedia systems build a model of the goals, preferences and knowledge of each
individual user, and use this model throughout the interaction with the user, in order to adapt
to the needs of that user [Brusilovsky, 2001]. Such design approach is widely used on the Web
where users are recognized through their login/password or cookies, and receive customized
versions of web sites. Similarly, some works propose adaptive architectures for generating
dynamically personalized 3D worlds [Chittaro and Ranon, 2002, Walczak and Cellary, 2002].
Hughes et al. [2002] have focused on adaptive navigation support for virtual environments.
The authors proposed to develop navigation techniques based on established methods from
adaptive hypermedia: direct guidance (a strict linear order through the navigation space),
hiding (restricting the number of navigation options to a limited subset), sorting (altering
the order in which navigation decision are presented to the user), annotation (displaying
additional information on navigation options). Celentano et al. [2004] have also focused on
interaction adaptivity; their agent based approach is used for monitoring the user activity
and for proactively adapting interaction. Much broader discussion of the concepts, issues and
techniques of adaptive 3D Web sites is presented in [Chittaro and Ranon, 2007].
Object Inspection During inspection of an object, the navigation above its surface can
become complex. Khan et al. [2005] describe HoverCam, a technique for navigating around
3D objects at close proximity. It allows users to move around the object while maintaining
a fixed distance from the surface and while keeping the object centred in the field of view.
HoverCam integrates tumbling, panning, and zooming camera controls so the users can focus
on the task at hand instead of continuously managing the camera position and orientation.
Burtnyk et al. [2006] describe ShowMotion, an interactive system for 3D design review of CAD
models. Their system replaces traditional ”bookmarked” static views with moving ”shots”
interspersed with cinematic visual transitions.
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Wayfinding
In addition to the difficulties of controlling the viewpoint, there is a problem of wayfinding,
especially in large virtual worlds. It is related to how people build up an understanding
(mental model) of a virtual environment. This problem, also known as a problem of users
getting ”lost-in-cyberspace”, may manifest itself in a number of ways [Darken and Sibert,
1996]:
• Users may wander without direction when attempting to find a place for the first time.
• They may then have difficulty relocating recently visited places.
• They are often unable to grasp the overall topological structure of the space.
Efficient wayfinding is based on the navigator’s ability to conceptualize the space. This
type of knowledge, as defined by Thorndyke [1982], who studied the differences in spatial
knowledge acquired from maps and exploration, is based on: survey knowledge (knowledge
about object locations, inter-object distances, and spatial relations) and procedural knowledge
(the sequence of actions required to follow a particular route). Based on the role of spatial
knowledge in wayfinding tasks, designers have concerned themselves with developing design
methodologies that aid navigation.
Darken and Sibert [1996] present a toolset of techniques based on principles of navigation
derived from real-world analogs. Their evaluation shows that subjects’ wayfinding strategies
and behaviours were strongly influenced by the environmental cues. Vinson [1999] proposes
design guidelines for landmarks to support navigation in Virtual Environments; he focuses
on the design and placement of such navigation aids. In the following we highlight some of
these guidelines:
• It is essential that the VE contain several landmarks.
• Include different types of landmarks such as paths, fences, statues.
• Landmarks should be distinctive, not abstract, visible at all navigable scales.
• Landmarks should be placed on major paths.
Vinson created a classification of landmarks based on Lynch’s classification [1960]. Table 2.2
summarizes Vinson’s design guidelines for the different classes of landmarks.
Table 2.2: The functions of different kinds of landmarks in VEs (from [Vinson, 1999]).
Lynch’s Types

Examples

Functions

Paths

Street, canal

Channel for navigator movement

Edges

Fence, river bank

Indicates district limits

Districts

Neighborhood

Reference region

Nodes

Town square, public building

Focal point for travel

Landmarks

Statue

Reference point
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Another technique for supporting interaction and navigation is augmenting virtual environments with interactive personal marks [Grammenos et al., 2006]. Darken and Sibert [1993]
were first to present the concept: users can drop breadcrumbs, which are markers in the form
of simple cubes floating just above the ground plane. Edwards and Hand [1997] describe
similar technique, trailblazing, and the use of maps as examples of planning tools for navigation. While researching the relation between wayfinding and motion constraints, Elmqvist
et al. [2008] found out that navigation guidance allows users to focus less on the mechanics
of navigation, helping them in building a more accurate cognitive map of the 3D world.

2.3.2

Selection and Manipulation

Another typical task performed in a 3D virtual environment is object selection and its direct
manipulation [Hand, 1997, Bowman et al., 2001]. Interaction techniques for the 3D manipulation include three fundamental tasks: object translation (positioning), object rotation, and
object scaling.
Object Selection
The most common way to select objects in Desktop VEs is position a mouse cursor over given
object and clicking a mouse button. The technique is based on ray casting; it uses the ray
from the eye point through the pixel currently selected by the mouse pointer to find the first
intersection point with the scene (the surface of the target or to its approximated surface,
e.g., bounding box). If the virtual ray intersects an object, it can be selected for further
manipulation. For more information see the work of Argelaguet and Andujar [2009].
Elmqvist and Fekete [2008] adapt the concept of semantic pointing to a 3D context for improving object picking performance. The adaptation works by shrinking empty space and
expanding target sizes in motor space. The authors also present a user study comparing the
performance of object selection in two different game-like 3D environments with and without
semantic 3D pointing.
Looser et al. [2005] examined pan-based target acquisition in 3D first-person computer games.
They verified that Fitts’ Law, which is widely used for modeling human performance for pointing in 2D user interfaces [MacKenzie, 1992], accurately models this type of target selection.
Another technique used in CAD and 3D editing software is indirect selection of objects from
a list.
Object Manipulation
Manipulating objects is another basic task performed in a 3D virtual environment, especially
during scene construction. When designing a scene with multiple objects, users have to
repeatedly realign and adjust different parts. It is important to provide an efficient object
manipulation technique.
The mouse, an excellent input device for 2D user interfaces, is commonly used to position
objects in 3D environments. This causes the problem of how to map a fundamentally 2D
input device into different operations with different degrees of freedom.
One solution to the problem is to provide users with a set of tools, dialog boxes, menu items,
or other kinds of 2D UI elements for changing between manipulation modes, where mode is
a mapping of an input to a possible output (see Figure 2.7 (left)).
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Figure 2.7: The same functions presented with tools and with a dialog box (left)), and with
a manipulator (here controlling the pyramid).

Much simpler and more efficient solution is to provide users with manipulators (see Figure 2.7
(the pyramid)) for explicit and more direct manipulation [Nielson and Olsen, 1987, Strauss
and Carey, 1992]. Strauss et al. [2002] define manipulators as visible graphic representations of
an operation on, or state of, an object, that is displayed together with that object. This state
or operation can be controlled by clicking and dragging on the graphic elements (handles) of
the manipulator. Straus et al. also list some of the advantages of manipulators:
• Manipulators are located in the scene with the objects they control. When the users
edit these objects, their locus of attention stays with the object, not off to the side with
the tools. This reduces the amount of mouse traffic, and reduces mode error.
• The users have a number of different controls available at the same time, so they can
perform any one of several related operations at any time without an extra click to
change tools. This cuts the number of clicks significantly and reduces memory load,
since all the possible controls are displayed where they are needed.
• This solution allows the users to separate the desired 3D movement into simpler 1D or
2D components.
• Manipulators can graphically show what they are operating on and how they will work.
They also show what operations are possible, in a given context, and can give the users
additional feedback about intermediate states.
• Manipulators invite experimentation. They make using the software more enjoyable.
In Straus et al.’s notes from SIGGraph 2002 course on ”The Design and Implementation of
Direct Manipulation in 3D”, there are also useful recommendations for manipulator behaviour
and look.
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Manipulators, which currently are adopted by most CAD and 3D editing software applications, evolved initially from ideas associated with interactive manipulation using 2D control
devices.
Positioning Manipulators Positioning manipulators originate from the work carried out
by Bier [1987] on skitters and jacks tools for interactive 3D positioning. His technique
aimed to reduce the complexity of the traditional scene composition by restricting the
user to translate, rotate, and scale about one kind of feature, namely an orthogonal
Cartesian coordinate frame. Bier also developed a very useful technique for snapdragging in 3D [Bier, 1990].
Rotation Manipulators Rotation manipulators are built upon Chen et al.’s work on Virtual Sphere [1988] and Shoemake’s ArcBall [1992]. Both techniques are based on a concept of a virtual ball that contains the object to manipulate. They utilize the projection
of the mouse location onto a sphere to calculate rotation axis and angle. Comparison of
mouse-based interaction techniques for 3d rotation can be found in [Bade et al., 2005].
Phillips et al. [1992] describe a technique for augmenting the process of 3D manipulation by
automatically finding an effective placement for the virtual camera. They provide automatic
features for maintaining smooth visual transitions and avoiding viewing obstructions.
Some research has been done to exploit knowledge about real world (e.g., gravity) and natural
behaviour of objects (e.g., solidity) to provide simple and intuitive interaction techniques for
object manipulation [Houde, 1992, Bukowski and Séquin, 1995, Goesele and Stuerzlinger,
1999, Smith et al., 2001].
Bukowski and Séquin [1995] employ a combination of pseudo-physical behaviour and goaloriented properties called ”Object Associations” to position objects in a 3D scene. In their
approach objects selected for relocation actively look for nearby objects to associate and align
themselves with; an automated implicit grouping mechanism also falls out from this process.
They summarize some of the desirable paradigms of this kind of manipulation and some of
the behavioural aspects of objects:
• Selected objects should follow the mouse pointer, so that ”point and place” becomes an
integral, intuitive operation.
• Objects typically should not float in mid-air but rest on some supporting surface. If the
cursor points to the surface of a desk, it can be implied that the user wants to move the
selected object to that particular surface.
• Associations of objects with reference objects should be maintained even when the
reference object moves or is changed in other ways; however, they must also be breakable
so that objects can be lifted off a surface easily and moved somewhere else.
Bukowski and Sequin have found that mixing the ”magical” capabilities of 3D editing systems
with some simulations of real behaviour reduces the degrees of freedom the user has to deal
with explicitly and results in a very attractive and easy-to-use 3D manipulation technique.
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Goesele and Stuerzlinger [1999] built upon the work
of Bukowski and Sequin on Object Associations and
Bier’s technique for snap-dragging and introduced Semantic Constraints. They noticed that in addition to
the physical properties people expect objects in a natural environment to behave according to their experience: ”People know that a chair will be standing on a
floor and a painting will be hung on a wall. Hanging
the chair on the wall and placing the painting on the
floor is against common sense.”
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Figure 2.8: Table, lamp and floor with

The authors’ system builds scenes based on a prede- offer areas (dashed) and binding areas
fined library of objects, where each object is given pre- (dotted). Orientation vectors are perdefined offer and binding areas. These areas are used pendicular to the offer or binding areas
to define surface constraints between objects. Offer and define their binding direction [Goeareas are places on the object surface where other ob- sele and Stuerzlinger, 1999].
jects can connect to the object. Binding areas are their counterpart and mark areas on the
object surface where it can connect to other objects (see Figure 2.8).
Smith et al. [2001] presented the evaluation of Bukowski and Sequin’s Object Associations [1995] and Goesele and Stuerzlinger’s Semantic Constraints [1999]. They showed that in
most cases constraints provide more than a factor of two speed-up combined with a significant
increase in accuracy.
Gleicher and Witkin [1992] describe a body of techniques for controlling the movement of a
camera based on the screen-space projection of an object (the user indicates desired position
of object on the screen). While they focus on camera motion, their system works primarily
for object manipulation tasks.
Inspired by Gleicher and Witkin’s work, Reisman et al. [2009] describe a screen-space method
for multi-touch 3D interaction. Just like 2D multi-touch interfaces allow users to directly
manipulate 2D contexts with two or more points, their method allow the user to directly
manipulate 3D objects with three or more points. The idea is that each contact point defines
a constraint which ensures the screen-space projection of the object-space point ”touched”
always remains underneath the user’s fingertip.
Apart from the fundamental manipulation tasks of selecting, positioning, rotating and scaling
of 3D objects, Hand [1997] adds 3D editing (creating, editing/modelling, deleting of objects) to
the list of interaction techniques for the 3D manipulation. The variety of reported interaction
techniques for 3D editing is overwhelming and their full analysis is beyond scope of this work.

2.3.3

Application Control

As we already mentioned, the interaction in desktop virtual environment systems can be characterized in terms of three universal interaction tasks: Navigation, Selection and Manipulation, along with Application/System control. Application Control describes communication
between user and system which is not part of the virtual environment [Hand, 1997]. It refers
to a task in which a command is applied to change either the state of the system or the
mode of interaction [Bowman et al., 2001]. Hand and Bowman et al. point out that although
viewpoint movement and selection/manipulation have been studied extensively, very little
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research has been done on system control tasks. However, application control techniques
have been studied intensively over the past 40 years in 2D ”point-and-click” WIMP graphical
user interfaces (interfaces based on windows, icons, menus, and a pointing device, typically a
mouse).
Screen-Space WIMP Application Control
The HCI and UI communities agree that a good application control technique should be easy
to learn for novice users and efficient to use for experts; it has to also provide the means for
the novice users to gradually learn new ways of using the interface. WIMP interfaces have
proven to support all these characteristic. People using computer applications have become
intimately familiar with a particular set of WIMP user interface components: windows, icons,
menus, and a mouse. Since the introduction of WIMP interfaces in early 80’s, they are still
the dominant type of interaction style.
Basics The issuing of command in a WIMP-type interface is simple and it can typically
be done through different means, for example, finding and clicking the command’s label in
a menu (pull-down menus), finding and clicking the command’s icon (e.g. icon toolbar), or
recalling and activating a shortcut.
Menus and icon bars are easier to learn as they are self-revealing - the set of available commands is readily visible during the use of the software. These interface components were
designed specifically to help users learn and remember how to use the interface without any
external help (such as on-line help). Shortcuts address the problem of efficiently accessing the
increasing number of functions in applications and limited physical screen space (menu items
and toolbar icons must be physically accessible). The most common type of a shortcut is a
keyboard shortcut, the sequence of keys which executes a function associated with a menu
item or toolbar icon (e.g. Ctrl-C/Ctrl-V - Copy/Paste). To facilitate users learning new
keyboard shortcuts, they are usually displayed next to related menu items.
Theoretical models, experimental tools and real applications have resulted in a generally
very good understanding of traditional WIMP interfaces for 2D applications (such as word
processing and spreadsheets). However, what if the information is represented in threedimensional space?

Figure 2.9: World of Warcraft’s user interface of an experienced player (courtesy of Cyan).
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Computer Games Currently, computer and video game industry leads the development
of 3D interactive graphics and it is where many cutting edge interface ideas arise. From what
we can observe, the most of game interfaces are designed in a way, where application control
interface components are placed in a screen-space - on a 2D plane called HUD (head-up
display) that is displayed side-by-side with a 3D scene or overlays a 3D scene.
As we already mentioned, World of Warcraft is one of the most successful games of all time.
From its release in 2004, its interface evolved only a little and we believe that it is a good
example of how to design a game interface properly.
World of Warcraft’s user interface (see Figure 2.9) provides players with a great amount of
useful information, while allowing them to easily and intuitively make actions they want.
This balance was achieved through an emphasis on the following:
• The controls are clear - their physical appearance tell how they work (Donald A. Norman
in his book ”The Design of Everyday Things”, points out: ”Design must convey the
essence of a device’s operation” [1990]);
• At the beginning of the adventure in the Warcraft universe there are only few available
UI components (health and mana bars, mini-map, few available capabilities or spells,
experience bar, menus to change options and settings, text messages, chat text boxes).
As the players gain more experience and more abilities, they can gradually enhance
their interfaces and add more functionality to their toolbars (see Figure 2.9);
• Help is embedded throughout the interface. It allows players to click on any UI component for an explanation.
We found several works that are dedicated to game design, where the authors include some
discussion around creating 3D game’s interfaces [Rouse, 2000, Salen and Zimmerman, 2003].
Richard Rouse, in his book ”Game Design: Theory & Practice” [2000], while analyzing the
Sims game, pointed out that the best interface is the one that is difficult to notice:
”The best a game’s interface can hope to do is to not ruin the players’ experience.
The interface’s job is to communicate to players the state of the world and to
receive input from players as to what they want to change in that game-world.
The act of using this input/output interface is not meant to be fun in and of
itself; it is the players’ interaction with the world that should be the compelling
experience.”
Richard Rouse [2000]
While playing in the game’s virtual environment, the most important part of the experience
is the sensual immersion in an imaginary 3D space. As the game user interface (e.g., the use
of options, text-based chat) reminds the player that the game is a structured experience, it
might be treated as an unwanted component. Greg Wilson, in his ”Off With Their HUDs!”
article in Gamasutra [2006], describe the shift of the game user interfaces away from a reliance
on traditional heads-up displays.
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”Game developers’ goal is to achieve a cinema-quality experience in a video game.
One of the key ingredients for such an experience is the successful immersion of
the player into the game world. Just as a filmmaker doesn’t want a viewer to
stop and think, ’This is only a movie’, a game developer should strive to avoid
moments that cause a gamer to think, ’This is just a game’.”
Greg Wilson [2006]
For example, Far Cry 2 has a traditional HUD. However, it only appears in certain situations,
and then fades out when it is not needed (the health bar appears when the player is hurt; the
ammo shows up when a gun is running low).
Screen-space WIMP application control approach splits the user interface into two parts with
very different user interface metaphors. While the navigation and manipulation functionality
is accessible through a 3D user interface, the rest of the system’s functionality can only be
controlled through a conventional 2D GUI. This can lead to a problem with supporting the
feeling of immersion and directness. Hand [1997] points out that this is a general problem
with application control, since it may require the user to change from talking directly to the
interface objects, to talking about them, thereby stepping outside the frame of reference used
when manipulating objects or the viewpoint. If this shift is too great then the engagement of
the user may be broken.
Object-Space Post-WIMP Application Control
WIMP GUIs, with their 2D interface components, were designed for 2D applications (such
as word processing and spreadsheets) controlled by a 2D pointing device (such as a mouse).
However, when the information is represented in three-dimensional space, the mapping between 3D tasks and 2D control widgets can be much less natural and introduce significant
indirection and ”cognitive distance” [van Dam, 1997]. Andries van Dam argues that this new
forms of computing necessitate new thinking about user interfaces. He calls for the development of new, what he calls ”post-WIMP” user interfaces that rely on, for example, gesture
and speech recognition, eye/head/body tracking, etc.
In this thesis we are concerned with a design of user interfaces and interaction techniques that
exploit common mouse and keyboard as input devices. Object-space post-WIMP application
control involves integration of interface components into a 3D scene. Typically, user interface
designers transform system control techniques used in 2D interfaces, such as buttons and
menus, and implement them in 3D environments.
Compared to the screen-space WIMP techniques the object-space techniques maintain a user
interface metaphor supporting the feeling of immersion. However, such adaptation is not
straightforward - 2D objects that are placed in 3D space may undergo disproportion, disparity,
occlusion. Moreover, selection (manipulation of a cursor) in 3D can be difficult to perform;
users, for example, can have problems with selecting an item in a 3D menu floating in space.
3D Information Workspaces In the seminal work on information visualization using
3D interactive animation, Robertson, Card, and Mackinlay [1993] use Interactive Objects as
a basic input/output mechanisms for the Information Visualizer’s user interface. They are
used to form the basis for coupling user interaction with application behaviour and build 3D
widgets that represent information or information structure. These widgets can be used for
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Figure 2.10: Interfaces of the Information Visualizer (left) and the Web Forager (right).

a variety of purposes, such as movement, new interface building blocks, and task assistance.
The authors presented a number of types of Interactive Objects, including: text entry (see
the search textbox in Figure 2.10 (left)), set selection, checkmark, simple buttons, doors, and
sliders.
The Web Forager [Card et al., 1996] is an information workspace for the Web built upon
the Information Visualizer. Its interface is arranged hierarchically into three main levels (see
Figure 2.10 (right)): (1) a Focus Place showing an open book for direct interaction between
user and content; (2) an Immediate Memory space (the air and the desk), where pages or
books can be placed when they are in use, but not the direct focus; (3) a Tertiary Place (the
bookcase) where many pages and books can be stored.
Pierce et al. [1999] present toolspaces and glances to provide a mechanism for storing, accessing, and retrieving 3D widgets and other objects in interactive 3D worlds. Toolspaces are
attached to the user’s avatar; objects placed in these spaces are always accessible (yet out
of the user’s view until needed). Users access these toolspaces through a type of lightweight
navigation called glances.

Figure 2.11: Task Gallery from Microsoft (left) and 3DNA Desktop (right).

Robertson et al., during their further work on information workspaces, developed Task
Gallery, a window manager that uses interactive 3D graphics to provide direct support for
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task management and document comparison [2000]. In this system, user tasks appear as
artwork hung on the walls of a virtual art gallery, with the selected task on a stage (see
Figure 2.11 (left)). The application inspired some companies to produce commercial 3D front
ends for operating systems, e.g., 3DNA Desktop5 (see Figure 2.11 (right)).
Three-dimensional Widgets Dachselt and Hinz [2005] propose a classification of existing
three-dimensional widget solutions for system control6 . The classification is based on interaction purpose/intention of use and it was created for desktop 3D systems. They suggest
the following subgroups of widgets for application control: State Control/Discrete Valuators,
Continuous Valuators, Special Value Input, Menu Selection and Containers.
Dachselt, in his further work on the CONTIGRA (COmponent-orieNted Three-dimensional
Interactive GRaphical Applications) research project, focused on menu selection subgroup.
Together with Hubner [2007], they provide a comprehensive survey of graphical 3D menu solutions for all areas of the mixed reality continuum: Virtual Reality, Augmented Reality, and
desktop Virtual Reality. In order to describe, compare, and classify 3D menus, the authors
present several characterizing categories and properties along with a taxonomy considering
their hierarchical nature. As we aim to assist researchers and developers in creating new interaction techniques and improving existing ones for the context of the 3D Web, we constructed
a taxonomy of user tasks of the most common activities while exploring 3D Web.

2.4

Taxonomy of User Tasks

As we have already mentioned, to design a good user interface we need to possess a good
understanding of the UI’s users and their tasks. An important component of this process is
classification that can be done in the form of taxonomies. By classifying, categorizing, and
decomposing the tasks, we gain a much deeper understanding of them and provide ourselves
with a framework that can be further used to help design new interaction techniques.
The interaction tasks that a web-based 3D user interface needs to support can be divided
into hypermedia tasks, such as following hyperlinks and placing bookmarks, and virtual environment tasks, such as navigation and object manipulation. We constructed a taxonomy
of 3D Web user tasks (see Figure 2.12) that illustrates these two categories (both Web and
”3D”) of tasks, the taxonomy that integrates the most common activities while browsing the
Web and exploring a 3D virtual environment. Our ”taskonomy of 3D Web use” is based on:
(1) the taxonomy of Web tasks created by Byrne et al. [1999] (the adaption was motivated
by the changes in the capabilities of the Web and Web browsers) and (2) classification works
of Hand [1997], Bowman et al. [2001] and Mackinlay et al. [1990].

2.4.1

Web User Tasks

The taxonomy consists of two general classes: Web tasks and 3D tasks. The five subclasses
of Web tasks include: Use Information, Locate on Page, Go To Page, Provide Information,
and Configure Browser.
5
6

3DNA Desktop: http://3dna.net/
Online widget classification: www.3d-components.org
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Figure 2.12: Taxonomy of 3D Web user tasks.

Use Information Read, View, Listen, Watch: Reading text is one of the most common
activities while browsing the Web. The Web also allows users to view images, listen to
music, watch videos, etc. Select and Copy Information (Ctrl-C): This task refers to the
popular, simple Copy-and-Paste method of reproducing text or other data from a source to
a destination. Typically, it involves selecting the text by dragging over the text with the
mouse and using of the key-combination Ctrl-C (or using a context menu). Download, Print:
Information stored on the Web can be downloaded to a local disc or printed - it then can be
used offline.
Locate on Page: Specific Keyword (Ctrl-F): Web users can find a keyword or phrase on
a web page they are viewing by pressing Ctrl-F, entering the word they are looking for, and
clicking on the ”Find Next” button: their browsers will automatically locate and highlight
the word. Scan for something ”Interesting”: In this class of task a user is seeking no specific
word or concept, but is simply scanning the page for something that might catch his or her
interest. Use Local Hyperlink: A local hyperlink is a reference or navigation element in a
Web document to another section of the same document. This type of link is often used to
implement tables of contents. Scroll: If a Web page is too long to be displayed on one screen,
the user has to navigate on the page by scrolling it with the help of a scrollbar, arrow keys
or using a mouse scroll wheel.
Go to Page Follow Hyperlink: Link following is the most common navigation action. It
causes the target document to replace the document being displayed; users can also open the
target document in a new tab or window using the browser’s context menu. Use Back and
Forward Buttons: These buttons allow users to return to previously visited webpages. They
make the users more confident, since they know they can always backtrack. Use Bookmark:
Bookmarks, also called favorites in Internet Explorer, can be accessed through a web browser’
menu or toolbar. They allow users for direct jumps to their favorite places on the Web.
Provide URL: Users can type URL, the ”address” of a webpage, directly into the address bar
of their browsers to open the webpage.
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Provide Information Submit a Form: This task refers to providing information such as
authentication information or search criteria in a webform. Edit Page: Web 2.0 websites,
such as social-networking sites, blogs, and wikis allow their users to interact/collaborate with
each other as content creators. Upload Files: Web 2.0 web sites also allow their users to
upload and share photos (e.g., Flickr, Facebook), video clips (e.g., YouTube), etc. Chat:
Some websites allow users to communicate in real time using easily accessible browser-based
chat services (e.g., Facebook).
Configure Browser Zoom In and Out: All major web browsers allow users to increase
or decrease the size of web pages to improve readability. Add Bookmarks: Web browsers let
users add bookmarks as they work. They can also use web-based social bookmarking services
that let them save bookmarks on a remote web server, accessible from anywhere.

2.4.2

3D User Tasks

The ”3D task” class consists of five subclasses: Navigation, Wayfinding, Selection, Manipulation and System Control.
Navigation Navigation refers to the task of moving user’s viewpoint through an environment. General movement - Exploratory movement, such as walking through a simulation of
an architectural design; Targeted movement - Movement with respect to a specific target, such
as moving in to examine a detail of an engineering model; Specified coordinate movement Movement to a precise position and orientation, such as to a specific viewing position relative
to a car model; Specified trajectory movement - Movement along a position and orientation
trajectory, such as a cinematographic camera movement.
Wayfinding Wayfinding is related to how people build up an understanding (mental model)
of a virtual environment. Use of Landmarks - Using landmarks (such as paths, fences, statues)
support navigation in VEs; Use of Maps - Wayfinding can be a difficult also in the real world
- people often have difficulties when dealing with unfamiliar physical environments. Including
global maps to the local views (a technique that became a common practice in games) can
greatly improve navigation performance. Use of Personal Marks - Users should be able to
use visual markers or ”virtual breadcrumbs”, which may be dropped as a means of assisting
navigation.
Selection Selection refers to techniques of choosing an object. Direct Selection - The most
common way to select objects in 3D space is positioning a mouse cursor over given object and
clicking a mouse button (it is based on ray casting). Indirect Selection - Selection of objects
can also be done indirectly from a collection of objects (similarly to selecting viewpoints that
are defined for a 3D scene).
Manipulation Manipulation refers to techniques of specifying object’s position, orientation and scale. Use of Manipulators - Clicking and dragging on the handles of the manipulator
displayed together with the object. Automatic Viewing Control - Manipulation can be augmented by automatically finding an effective placement for the virtual camera. Constrained
Manipulation - Manipulation can also be simplified by exploiting knowledge about real world
(e.g., gravity) and natural behaviour of objects (e.g., solidity).
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System Control System Control refers to communication between a user and a system
which is not part of the virtual environment. It refers to a task in which a command is
applied to change either the state of the system or the mode of interaction.

2.5

Summary

This chapter aimed to clarify the foundations of this thesis - we gave a summary of the research
on user interface design that underlies our work. We focused on an understanding of the
fundamental tasks users may engage in while exploring Web-based 3D virtual environments.
We provided an overview and discussion of several field studies that provide insights on
how the current version of the Web is used. We then presented a comprehensive review of
the state of the art of mouse-based 3D interaction techniques (Viewpoint Control, Selection
and Manipulation, and System Control) for Desktop 3D Virtual Environments. Finally, we
introduced a simple taxonomy - a ”3D Web Taskonomy” that was designed to assists designers
and developers of interactive 3D Web applications to better evaluate their options when
choosing and implementing an interaction technique. We intended to develop the classification
at a level that allows researchers of HCI, the Web and Computer Graphics domains to easily
understand the topic at hand. The taxonomy developed in this chapter will be used to identify
the tasks that the user interface for HiVEs must support.
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Chapter

3

Dual-Mode User Interface Design
During the first Hypertext Conference in 1987, Andries van Dam gave a keynote speech and
listed user-controlled 3D graphics as one of the key issues we should be looking at while
researching and developing hypertext systems:
”If a picture is worth a thousand words, a dynamic picture of time-varying objects
is worth a thousand static ones. We need dynamics at the nodes, not just static
pictures and text.”
Andries van Dam [1988]
23 years have passed and Andy’s vision is still just a vision. The World Wide Web, today’s largest and most important hypertext-based online information infrastructure, does not
support 3D content and, although various approaches have been proposed (most notably
VRML/X3D), there is still no clear design methodology for user interfaces that integrate
hypertext and interactive 3D graphics.
In this chapter we present a novel strategy for accessing Hypertextualized Virtual Environments (e.g., viewing 3D content on the Web), where the objective was to pair interactive 3D
graphics know-how with well established user interface conventions of the Web. We introduce a Dual-Mode user interface, an interface that has two modes between which a user can
switch anytime: the driven by simple hypertext-based interactions hypertext ”don’t-makeme-think” mode, where a 3D scene is embedded in hypertext and the more immersive 3D
”take-me-to-the-Wonderland” mode, which immerses the hypertextual annotations into the
3D scene; we also describe the support of these interface modes for hypermedia and virtual
environment tasks. Our goal is to formalize the design space and create useful principles for
the development of effective and usable user interfaces for HiVEs.
* We note that this chapter is largely based on a paper written together with Stefan
Decker: ”A Dual-Mode User Interface for Accessing 3D Content on the World Wide Web”
[Jankowski and Decker, 2012] submitted to the 21st International World Wide Web Conference
(WWW’12) in Lyon, France.

43

44

CHAPTER 3. DUAL-MODE USER INTERFACE DESIGN

3.1

Factors Driving the Design

There were six main driving factors in designing the user interface for HiVEs: (1) User’s
primary tasks; (2) Meeting the needs of both novice and experienced users; (3) Principles
of designing multimedia environments; (4) Existing body of UI design work for integrated
information spaces where text and 3D graphics data are simultaneously available and linked;
(5) Web usability principles and 3D design guidelines; (6) Our previous work on 2-Layer
Interface Paradigm (2LIP) - our first attempt to combine the advantages of interactive 3D
graphics with hypertext.

3.1.1

User’s Primary Tasks

A prerequisite to the effective user interface design is an understanding of the users and
their tasks - the tasks for which that interface will actually be used. In the previous chapter
(see also [Jankowski, 2011]) we focused on an understanding of the fundamental tasks users
may engage in while exploring Web-based 3D virtual environments. We constructed a ”3D
Web Taskonomy”, where we divided these tasks into hypermedia tasks, such as following
hyperlinks, and virtual environment tasks, such as 3D navigation. We also included a review
of mouse-based 3D interaction techniques useful in the context of 3D Web.
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Figure 3.1: Taxonomy of 3D Web user tasks.

3.1.2

Varying User Experience Levels

One of our major goals was to provide an interface that meets the needs of both novice
and experienced users. We assumed that most users would be new to 3D interactions. We
therefore needed to design our UI in favor of novices. This meant adhering to well-established
UI conventions and making 3D navigation as simple as possible. On the other hand, there
are 3D knowledgeable users who can find the limitations and constraints of a novice interface
frustrating. As we did not want to diminish the 3D interaction experience in any way, we
needed to provide these expert users with much more freedom with regards to the 3D task
support.

3.1. FACTORS DRIVING THE DESIGN

3.1.3
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Principles of Designing Multimedia Environments

New information and communication technologies led to an increase of multimedia information. Its presentation was studied extensively within psychology, aiming at extracting
principles that guarantee an effective design and facilitate learning; the central claim of multimedia is that providing information in more than one medium of communication will lead
to better understanding [Mayer, 2009, Mousavi et al., 1995].
How different media should be integrated? Multimedia research is based on the idea that
multimedia documents should be designed in light of how the human mind works. There are
three assumptions about how the mind works based on research in cognitive science:
• Dual channel assumption: Humans possess two separate information processing channels for verbal and visual material (Paivio’s dual-coding theory [Paivio, 1986]);
• Limited capacity assumption: There is only a limited amount of processing capacity
available in the verbal and visual channels (Chandler and Sweller’s cognitive load theory [Chandler and Sweller, 1991]);
• Active processing assumption: Meaningful learning involves cognitive processing including building connections between verbal and pictorial representations (Wittrock’s
generative-learning theory [Wittrock, 1989]; Mayer’s active learning theory).
In Figure 3.2 the theory of multimedia learning is represented as a series of boxes arranged
into two rows and five columns, along with arrows connecting them. The two rows represent
the dual-channel assumption; the five columns represent the modes of knowledge representation: physical representations, sensory representations, shallow and deep working memory
representations, and long-term memory representations; the arrows represent cognitive processing.

Figure 3.2: Cognitive theory of multimedia learning [Mayer, 2005].

The theory suggests that if active processing takes place in both visual and verbal cognitive
subsystems, learning is improved; dual coding of information is more effective than single
coding; it is also critical that both visual and verbal representation are actively constructed,
together with the connections between them.
Supporting multimedia theory, studies have shown that verbal and visual representations in
combination are often more effective than either in isolation [Mousavi et al., 1995, Faraday
and Sutcliffe, 1997, 1999, Mayer and Moreno, 1998]. On the other hand, Nielsen and Loranger
[2006] warns that unconstrained use of multimedia can result in user interfaces that confuse
users and make it harder for them to understand the information:
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”Many non-technical users have become familiar with following hyperlinks,
scrolling to read text, clicking on images to enlarge them, seeing text and images
animate, and even using VCR-like onscreen controls to play audio and video. As
the technologies that enable people to produce multimedia improve, Web designers
and developers are increasingly interested in supplementing their sites’ text and
images with audio, video, and animation. But multimedia can be a blessing or a
curse. Integrated thoughtfully-in proper context and skillfully implemented- motion and sound can aid usability, making content not only more entertaining and
”immersive,” but also more accessible. Unconstrained use of multimedia numbs
the sensory experience, creating disruptive interactions and confusing site visitors
with a cacophony of sights and sounds. In their enthusiasm for cool new tools,
Web designers can lose sight of their primary responsibility: solving communication problems by making information easily available to their audience.”
Jakob Nielsen [2006]
Mayer listed the basic principles for how to design multimedia learning environments in
Cambridge Handbook of Multimedia Learning [Mayer, 2005]:
• Multimedia principle: People learn better from words and pictures than from words
alone;
• Spatial contiguity principle: People learn better when corresponding words and pictures
are presented near to each other rather than far from each on the page or screen;
• Temporal contiguity principle: People learn better when corresponding words and pictures are presented simultaneously rather than successively;
• Coherence and signalling principles: People learn better when extraneous material is
excluded rather than included and when cues are added that highlight the organization
of the essential material;
• Segmenting principles: People learn better when a multimedia message is presented in
learned-paced segments rather than as a continuous unit;
We believe that understanding and adhering to these principles is crucial to integrating hypertext and 3D graphics. Consequently, they will guide our design decisions throughout the
user interface development process.

3.1.4

Existing Body of UI Design Work

We are concerned with the design of a user interface that enables exploration of integrated
information spaces where hypertext and 3D graphics data are simultaneously available and
linked. In this section we survey the work that has been done in this area: we start from describing two early 3D hypermedia systems - Intermedia and Hyper-G, we then describe current
approaches for integrating HTML and 3D graphics on the Web, we talk about InformationRich Virtual Environments, and finally we present the body of research related to labeling
and annotating 3D illustrations.
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Early 3D Hypermedia Systems
Brown’s Intermedia was one of the first hypermedia systems that integrated 3D documents
[Yankelovich et al., 1988]. It allowed authors to create a linked body of material that included
not only text and static images but also animated graphics, timelines, video, and sound.
With the InterSpect viewer, users could manipulate three-dimensional images by rotating
them, zooming in or out, or hiding parts of the model. Another remarkable 3D hypermedia
system was developed by researchers from Graz University of Technology [Andrews, 1992,
1994, 1996, Andrews and Pichler, 1994, Pichler, 1993]. Their Hyper-G system was the first to
combine 3D graphics and hyperlinking across the Internet. Harmony, a graphical hypermedia
client for Hyper-G, would later become the VRweb/VRwave browser for the VRML. These
hypermedia systems were window-oriented, which means that they used document clusters
to form groups of related documents and all document types stayed separated in their own
windows. As a result, they were not bound to a particular UI metaphor. They also had
separate link databases that enabled linking from and to different kinds of media; this allowed
links to be bidirectional.

Figure 3.3: Early window-based 3D hypermedia systems: Intermedia (InterSpect document
- lower right) [Yankelovich et al., 1988] and the Harmony client for Hyper-G [Andrews, 1996].

Integrating HTML and 3D Graphics on the Web
In contrast to the presented early window-oriented hypermedia systems, the Web is a multimedia document based hypermedia system. Its user interface is based on single documents
(HTML web pages) consisting of several parts of information of different types. The documents are designed and composed by a web designer who is responsible for placement of texts
and media elements, and the overall aesthetics of the site.
A web browser can normally only display HTML text and images. In order to view and
interact with 3D graphics, a special browser plug-in is required that allows the 3D scene and
UI controls to be displayed within the main web browser window. There is a number of
plug-in based approaches to integrate 3D technologies on the Web including VRML/X3D,
Flash, Unity3D, WPF, Java3D, and MPEG4 (a broad overview of the current state of 3D on
the Web can be found in [Behr et al., 2009]). These plug-ins usually provide users with the
means for navigation through a 3D scene:
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• On the one hand, UI designers often choose to implement only one 3D navigation
technique - the technique that is best suited for a given task (e.g., car configurators
offer a sweep/tubmle navigation mode or a guided tour).
• On the other hand, VRML/X3D browsers offer the user more than one way of interacting
with the 3D scene. For example, Bitmanagement’s BS Contact and ParallelGraphics’
Cortona3D, two of the most advanced VRML/X3D viewers, provide the methods of
interaction based on examine, fly, walk and fly-to/jump (POI); the browsers also allow
the user to switch between the viewpoints that are defined for the 3D scene. The issuing
of a navigation command can be done using navigation dashboards or through a context
menu.
The first approach limits interaction for the sake of simplicity. However, as having a 3D
graphics underlay invites interaction, some viewers offer more freedom in terms of viewpoint
control. Our goal is to combine the most useful features of these approaches into our user
interface.
Information-Rich Virtual Environments
Another closely related work is the research on integrating perceptual and symbolic information in VEs, and the further work on Information-Rich Virtual Environments (IRVEs) done by
Bolter, Bowman, Polys and their colleagues [Bolter et al., 1995, Bowman et al., 1998, 1999a,
2003, Polys and Bowman, 2004, Polys et al., 2005, Polys, 2006]. IRVEs combine the power
of VEs and information visualization, augmenting VEs with additional abstract information
such as text, numbers, or graphs. IRVE applications show promise in increasing the utility of
the VE experience. Usability studies conducted in the Virtual Venue environment [Bowman
et al., 1998] proved that the experience was enjoyable and useful. Work on Virtual Habitat
[Bowman et al., 1999a] shown the potential of IRVEs for education.

Figure 3.4: Object-space vs. Screen-space techniques of annotating VEs [Polys et al., 2005].

In his PhD thesis, Nicholas Polys focused on information design for IRVEs [2006]; he investigated rendering and layout issues including managing the display space for visibility,
legibility, association, and occlusion of the various data. In one of their experiments, Polys
et al. [2005] evaluated the depth and association cues between objects and their labels using
two categories of annotation techniques (see Figure 3.4):
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• Object-space techniques: annotations are embedded into a 3D scene relative to their referent; this technique provides strong association cues; on the other hand text displayed
in 3D undergoes pitch, yaw, and roll transformations.
• Screen-space techniques: annotations are placed on a 2D plane that overlays a 3D scene;
such techniques ensure better legibility of text.
Their experiment showed that screen-space interfaces outperformed object-space layouts on
nearly all counts of accuracy, time, and ratings of satisfaction and difficulty across tasks. This
was one of the reasons why we decided to use solely screen-space techniques for displaying
hypertextual annotations in our user interface. Polys et al. [2005] also suggested the development and evaluation of a richer set of viewport-space layout capabilities. In Chapter 5 we
will explore the effects of different screen-space techniques of integrating text with animated
3D graphics on text readability.
Labeling and Annotating 3D Illustrations
Another closely related work is the small but growing body of research related to labeling
and annotating 3D illustrations.
Labeling 3D Illustrations Illustrations in scientific or technical documents typically employ labels to effectively convey co-referential relations between textual and visual elements.
For centuries labels have proven their worth as powerful tools to support learning tasks (see
Figure 3.5 for an example from Henry Gray’s Anatomy of the human body [Gray, 1918]).

Figure 3.5: Textual labels in 2D [Gray, 1918] and 3D [Hartmann et al., 2005] illustrations
of a human heart.

With regards to 3D interactive illustrations, most notable work was carried out by a group
of researchers under the direction of Thomas Strothotte. Hartmann et al. applied artificial
dynamic potential fields for label layout [2004]. Ali et al. [2005] proposed a variety of realtime label layout algorithms that aim to produce nice and clean layouts; the authors also
state the requirements for dynamic labeling, classify layout styles; they also proposed the
evaluation criteria to measure the quality of layouts. In their further work, Gotzelmann,
Ali, Hartmann and Strothotte focused on functional and aesthetic attributes of label layouts
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[Hartmann et al., 2005, Gotzelmann et al., 2005]; they provide a classification of label layouts
based on hand-drawn illustration analysis. Gotzelmann et al. [2007a] present an approach to
illustrate dynamic procedures in tutoring materials by analyzing corresponding animations.
It identifies ”calm” regions where colors do not change throughout all frames of an animation
and use it for labeling.
Stein and Decoret [2008] present a greedy algorithm for the labeling; they used Apollonius
diagrams to select labels in an appropriate order and compensate the drawback of the greedy
approach. Cmolik and Bittner [2010] aim to improve the previous methods especially in the
areas with many labels - they use fuzzy logic and greedy optimization. Real-time automatic
labeling algorithms were also used in Augmented Reality environments (e.g., [Bell et al., 2001,
Azuma and Furmanski, 2003]).
Annotating 3D Illustrations One of the first approaches for correlating text with illustrations of 3D objects was presented by Preim et al. [1997]. Their system, Zoom Illustrator,
maintains a close relationship between images and associated text, with interaction on the
textual part influencing the appearance of the graphical part and vice versa; it reserves part
of a view plane for textual descriptions connected by lines to the referenced objects. Ritter
et al. [2003] use shadow of 3D objects for both emphasizing scene objects and as a reference
for annotations. Sonnet et al. [2004] introduce Expanding Annotations, the methodology
to present text information adjacent to associated scene objects. The scrollable annotations
expand smoothly on demand and are rendered as 2D semi-transparent polygons in screen
space.

Figure 3.6: The conditions for evaluation used by Sonnet et al. [2005].

Sonnet et al. [2005] conducted a study in which they have compared methods of associating
text with its 3D model; they evaluated the effects of text positioning, connectivity, and visual
hints on comprehension under three different conditions: (a) annotations are directly attached
to scene objects using translucent polygonal shapes; (b) annotations are located within the
objects’ shadows in the scene; (c) area showing the 3D model and text area are separated
(see Figure 3.6). The authors suggest that technique in setting a works well for short labels,
while for extensive texts, setting c seems to be applicable because a user can explore a scene
without any occlusions from the text. These findings support our design decision to create a
dual-mode interface.
Gotzelmann et al. [2006] present a real-time agent-based algorithm to integrate labels of
arbitrary size into 3D visualizations. In their approach comprehensive dynamic content can
be displayed in annotation boxes (see Figure 3.7). Their layout system displays annotation
boxes as large as possible while preventing overlaps with scene objects; the distance to their
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works the author shares his insightful thoughts on the subject, thoughts that are backed up
with empirical data. Based on his ”Designing Web Usability” [2000] and Steve Krug’s ”Don’t
Make Me Think” [2005], we summarize what we consider to be the main principles of Web
usability:
• Websites should explain themselves: Users should be able to learn what they are and
how to use them without expending any effort thinking about it.
• People do not read pages; they scan them: Most people spend little time reading web
pages, they simply scan (or skim) them for the first thing that looks good.
• People are creatures of habit: If they find something that works, they stick to it; they
tend not to look for a better way. Designers should use existing Web conventions.
• People tend to get ”lost in space”, so: Make it easy to go home (so users can start over);
Highlight current location in navigational UI components; Allow local search;
• Typography - Readability and Legibility: The primary goal of Web design is to convey
information. Designers should choose typography that communicates.
• Allow going back : People are more comfortable when they know that they can undo or
alter their actions.
3D Design Guidelines
Currently, computer and video game industry leads the development of 3D interactive graphics
and it is where many cutting edge interface ideas arise. Based on the observation of interfaces
of popular 3D games, several works dedicated to game design (e.g., Rouse [2000]) and design
guidelines for virtual environments [Kaur, 1998, Shneiderman, 2003], we summarize what we
consider to be the main 3D design guidelines:
• Text: Keep text readable, give users control over explanatory text and let users select
for details on demand;
• Navigation: Minimize the number of navigation steps for users to accomplish their
tasks, simplify user movement (keep movements planar, use collision detection), allow
teleportation (selecting destination in an overview);
• Wayfinding: Provide overviews so users can see the big picture (e.g., maps), provide
history keeping (undo/redo);
• Manipulation: Provide users with manipulators, exploit knowledge about real world
(e.g., gravity) and natural behaviour of objects (e.g., solidity);
The presented Web usability principles and 3D design guidelines will guide our design decisions
throughout the our user interface development process.
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2-Layer Interface Paradigm

The last driving factor in designing the user interface for HiVEs that we need to mention
is the work done by ourselves prior to this. 2-Layer Interface Paradigm (2LIP) was our first
attempt to marry the advantages of interactive 3D graphics with the most useful features and
conventions of the hypertext-based Web [Jankowski and Kruk, 2008, Jankowski and Decker,
2009].

Figure 3.8: The idea behind 2LIP.

2LIP assumes that building graphical user interfaces involves the integration of two layers
(see Figure 3.8 and Figure 3.9: Runtime Layer):
• The background - a 3D scene;
• The foreground - a 2D information and interaction layer.
The hypertext information, together with graphics, multimedia and interaction interface, is
presented semi-transparently on the foreground layer. This is the primary information carrier
of the 2LIP-based UI. The key concepts presented by the given web site are presented on
this layer. The information presented on this layer should consist of hypertext, images and
a number of multimedia elements, such as videos and 3D visualizations. It should not be
overwhelmed with large and non-transparent items.
The background layer introduces the additional entertainment and educational aspect to the
information presented in the foreground. Information presented on the foreground can be
visualized with the related 3D representation displayed in the background of the interface.
For navigation in 3D scenes (in both layers) we decided to use the constrained 3D navigation
metaphor to facilitate the interaction and to avoid the classic problem of users getting ”lostin-cyberspace”. It is possible to ”browse” the scene following predefined paths (interpolated
camera moves) invoked from the interaction interface on the foreground layer simply by
clicking on hyperlinks. For the duration of the background animation the opacity of the front
layer is automatically lowered to 0 (fully transparent).
DRM-Based 2LIP Hypermedia Model
The Dexter Hypertext Reference Model (DRM) is ”an attempt to capture, both formally and
informally, the important abstractions found in a wide range of existing and future hypertext
systems” [Halasz and Schwartz, 1994]. It defines standard hypertext terminology and specifies
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Figure 3.9: A depiction of the three layers of the 2LIP model (based on the DRM [Halasz
and Schwartz, 1994] and the AHM [Hardman et al., 1994]).

common abstractions in different hypertext systems. In the following we briefly describe
the DRM-based model of 2LIP. Our model was also strongly influenced by the Amsterdam
Hypermedia Model (AHM) [Hardman et al., 1994] that adds time and context to the Dexter
model. Table 3.1 presents how the elements of our model are placed in DRM and AHM.
Figure 3.9 presents the three layers of the 2LIP model: run-time layer (it is responsible for
presentation of the component to the user), storage layer (it models the basic node/link
network structure) and within-component layer (it is concerned with the contents and the
structure within the components - in our case web resources that can be addressed by URIs).
The main difference between the 2LIP model and the Dexter model is in the storage layer.
As in HTML, we do not define a separate link entity. Such an approach has one obvious
drawback - users cannot create bi-directional links. However, defining links in text using
inline style became an established technique - even novice Internet users can create such links
Table 3.1: 2LIP and DRM/AHM.
DRM/AHM

2LIP Model

Runtime Layer

Data representation in two layers

Presentation Specification

Background: 3D scene; Foreground: hypertext+multimedia (3D, video, ...)

Storage Layer

Composites (metadata+textual content with links to external resources or
internal components)

Anchoring

Source anchors: parts in text; Destination anchors: for 3D models: coordinates in space, for video and sound: time in recording

Within-Component Layer

Resources that can be addressed by URIs
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using HTML. In Figure 3.9, the Storage Layer contains the pseudo-code needed to render the
page shown in the Runtime Layer. The notation of the links with uri=uri#1 and uri=uri#2
(video and sound respectively) is based on AHM. The coordinates and duration elements in
the notation of the links with uri=uri#3 and uri=uri#4 define the position of the camera
(x1,y1,z1), the viewpoint (x2,y2,z2), and time of the camera movement.
We created the model that, in our opinion, can fit into the existing web infrastructure. We
aimed to facilitate the development of new usages on the Web and lay a foundation for new
web hypermedia applications (e.g., [Jankowski et al., 2009b]).
Evaluation of 2-Layer Interface Paradigm
We have identified the number of hypotheses related to how the 2LIP model (hypertext +
3D graphics) can enhance the classic HTML model (hypertext + 2D graphics):
• Using 2LIP-based integrated information spaces has a positive effect on the visual and
associative memory. Users are able to remember presented information longer, and with
more details.
• The 2LIP model improves spatial cognition of presented information. Users can actually
see the location of objects presented in the hypertext; they can better understand and
remember shapes and relative distances of described items.
• A 3D scene in the background layer and hypertext in the foreground, together with
simple 2D-based navigation increases overall user’s satisfaction. Users are more likely
to spend more time reading and interacting with presented information, than when
compared to classic 2D model of the hypertext rendering solutions.
The evaluation of 2LIP in the context of aforementioned three hypotheses (see Chapter 5) has
shown that due to only a slight modification of the current web browsing interaction model,
users had no problems interacting with the 2LIP-based user interface. They have gained,
however, by having a more entertaining style, which improved their spatial cognition and
increased satisfaction.
This evaluation of our 2LIP paradigm, its further informal user studies, observations of people
using our technology, and expert reviews (see Chapter 5) confirmed that 2LIP’s very simple
hyperlink-based interaction model can fit into the existing web infrastructure and is suitable
for Web users - the users that typically have little experience with 3D graphics. On the
other hand we detected some usability problems, for instance: hypertextual content could
only be displayed in a transparent form (readability issues); one could not reverse the index
in Copernicus and click on an element of the 3D scene and be taken to the relevant part of
the article. Moreover, HCI experts pointed out that having a 3D graphics underlay invites
interaction and having rich, immersive, and enjoyable experiences. Therefore, the concept of
2LIP has been substantially re-elaborated - we decided to develop a new user interface for
information spaces integrating hypertext with 3D graphics.
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3.2

Proposed Dual-Mode User Interface Design

In the previous section we described the main driving factors in designing the interface for
accessing integrated information spaces, where hypertext and 3D graphics data are simultaneously available and linked. Designing such interface clearly presents some challenges as some
factors contradict others. For this purpose we have developed a Dual-Mode User Interface
(DMUI) that has two modes between which the user can switch anytime (see Figure 3.10):
Hypertext ”don’t-make-me-think” Mode driven by simple hypertext-based interactions, where a 3D scene is embedded in hypertext;
3D ”take-me-to-the-Wonderland” Mode, which immerses the hypertextual annotations into the 3D scene.
In the following we will describe in detail the two modes of the Dual-Mode User Interface.
Please note that in this section we will focus on the proposed user interface design; the
interaction tasks which the Dual-Mode UI needs to support, both hypermedia (e.g., following
hyperlinks) and ”3D” (e.g., navigation) tasks, will be discussed in section 3.3.

3.2.1

Hypertext ”Don’t-Make-Me-Think” Mode

3D Web was (and still is) believed to have potential to be the next step in the Web’s evolution, since it could benefit from graphics hardware and provide users with new and exciting experiences. Nevertheless, while various approaches have been proposed (most notably
VRML/X3D), they have never seen much serious widespread use. One reason for the limited
acceptance is the lack of 3D interaction techniques that are optimal for the hypertext-based
Web interface.
Our approach to this problem is the hypertext mode of our user interface (see Figure 3.10
(left)). This mode introduces a level of 3D-based interactivity and couples it with well adapted
hypertext-based interactions. Our intention was to create, based on the Nielsen’s [2000] and
Krug’s [2005] work on Web usability, a ”don’t-make-me-think” type of user interface. In the
following we will describe the components of the hypertext mode of DMUI: hypertextual
information and the embedded viewing window, where the 3D content appears.
Hypertextual Information
We define hypertextual information as an information set that can contain: textual information, non-textual information (e.g., static and animated images, audio, video), interactive
information (e.g., flash interactive illustrations), navigational means (e.g., hyperlinks). In the
hypertext mode, hypertextual information is the primary information carrier. It is possible
to read it without any interaction with a 3D scene - the information is not embedded into the
3D scene, but rather presented in a concise form familiar to the Internet users. Compared
with standard hypertextual information that can be found e.g., on the Web, the hypertext
mode of DMUI introduces two new user interface components/mechanisms: 3D-hyperlinks
and hypersections.
3D-Hyperlinks Ben Shneiderman and his colleagues first proposed the idea of having the
text itself be the link marker (a concept also known as embedded menus or illuminated links)
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3D Geometrical Objects
This is an example of a HiVE. It describes four 3D geometrical objects: a cube, a torus, a sphere,
and a pyramid.
The cube (here in blue) is a threedimensional solid object bounded by six
square faces, facets or sides, with three
meeting at each vertex.
A torus is a surface of revolution generated
Sphere
by revolving a circle in 3D space about an
Cube
axis coplanar with the circle.
Pyramid
A sphere is a perfectly round geometrical
object (here in green). Like a circle in two
dimensions, a perfect sphere is completely symmetrical around its center, with all points on the
surface laying the same distance from the center point. This distance is known as the radius of
the sphere. The maximum straight distance through the sphere is known as the diameter of the
sphere.
A pyramid is a polyhedron formed by connecting a polygonal base and a point, called the apex.
Each base edge and apex form a triangle.
Three of these geometrical objects (a cube, a sphere, and a pyramid) can be viewed in the 3D
viewing window.
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A sphere is a perfectly round
geometrical object (here in
green). Like a circle in two
dimensions, a perfect sphere
is completely symmetrical
around its center, with all
points on the surface laying
the same distance from the
center point. This distance is
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A pyramid is a polyhedron
formed by connecting a
polygonal base and a point,
called the apex. Each base
edge and apex form a triangle.

Figure 3.10: The hypertext and 3D modes of the Dual-Mode user interface for HiVEs.
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[Koved and Shneiderman, 1986]. Since then, people using Web applications have become
intimately familiar with this navigational user interface component.
In our user interface, hyperlinks constitute not only a mechanism for navigation between
hypertext documents, but also for navigation within 3D scenes. For example, in an
HTML-based HiVE document it should be possible to change or set the current viewpoint using the <a> HTML element: if the document contains the following hyperlink:
<a href=”scene.x3d#viewpoint1”>...</a>, and scene.x3d contains a viewpoint node named
viewpoint1, selecting the hyperlink should smoothly animate the camera from its current position to the selected vantage point. By introducing 3D links, we aim to provide users with
the ability to view 3D content from different points of view with a single mouse click.
Visual cues are given as to where source anchors are located in a document. We use light blue
highlighting as the default color for ”hypertext links” and light red highlighting as the default
color for ”3D links” (see Figure 3.10). Both types of links can be embedded in hypersections.
Hypersections Hypersections define sections of hypertextual information in a HiVE document; they are analogous to divisions in an HTML document defined by the <div> tag
that is often used to group block-elements to format them with styles. The difference is that
hypersections are not only designed to contain the hypertextually structured information.
They are also designed to be:
• Annotations of related 3D objects: Hypersections become annotations when the user
switches to the 3D mode;
• Links between hypertextual and 3D information: When a mouse cursor passes over a
hypersection, the hypersection and the corresponding object in the 3D viewing window
are automatically highlighted and the mouse cursor changes its shape; the user is given
visual cues as to what information is related to what object and where the related object
is on the scene.
• Navigational UI components: Pressing the left mouse button over the hypersection
animates the camera from its current position to the corresponding object and optionally
triggers a predefined for the given object camera movement (e.g., orbiting).
By introducing 3D-hyperlinks and hypersections, we aim to facilitate the interaction: we want
to make possible for users with little knowledge of 3D interaction techniques to browse a 3D
scene simply by making a single mouse click.
3D Viewing Window
The hypertext mode of DMUI builds upon well established principles for including graphical
resources in hypertext. For example, in the HTML code, we use the <img> tag to link to
the image; the browser then displays the image where the tag occurs with the text flowing
around the image (it is default behavior; CSS is usually used to define the appearance and
layout of the page). Similarly, in the hypertext mode, the 3D viewing window is displayed
by the browser ”inline” with presented hypertextual information. This window renders 3D
scenes through which the users can navigate and in which they can interact with objects in
real time.
There is also a practical, as well as aesthetic, reason for such design decision. As the size of
the 3D viewing window is a factor in the time it takes to render the 3D scene, making the
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window smaller may make animations and movement through the scene noticeably smoother,
especially for more complex virtual environments.
Selectable Objects Hypertext browsers often draw hyperlink objects in a different color
so that users can easily find them. The Dual-Mode UI (in both hypertext and 3D mode)
provides two mechanisms to make certain that users could find selectable objects (objects
in the scene that are designated as anchors for links to related hypertextual information or
external resources) in a virtual environment:
• They can be identified using labels, short textual descriptions connected to their referent
objects with lines extending into the virtual scene (these labels are also links to more
comprehensive explanations displayed in the 3D mode);
• Cyclic temporary highlighting of all selectable objects allows users to view all objects of
a possible interest in the visible area of the 3D scene. Some alternatives for highlighting
selectable objects are described by Pichler [1993];
• When a mouse cursor passes over a selectable object, the object, its label and the related
hypersection are automatically highlighted; information at both ends of the link is made
more visible/prominent to indicate a particular scope of information to the reader.
Easy Modeless Navigation While designing the hypertext mode of the dual-mode UI
we have tried to accommodate as broad audience as possible by offering multiple ways to
control the viewpoint, either by clicking selectable objects (easy for everybody), dragging the
mouse across the 3D viewing window (more immersive, but also requiring some practice), or
scrolling that gives people the option to see the whole scene in a guided tour.
• We reserved a single left mouse button click in the 3D viewing window while the cursor
is over a selectable object for targeted movement navigation Mackinlay et al. [1990],
Tan et al. [2001]. The click on an object of interest smoothly animates the camera from
its current position to the selected object and optionally triggers a predefined for the
given object camera movement (e.g., orbiting). Such approach was used to preserve the
primary interpretation of clicking in the web browser window as following a hyperlink.
The technique is easy to use (users simply have to select the point to which they want
to fly to), fast (it operates within controlled completion times), and cognitive-friendly
(enhances the perception of the virtual environment); it can also be easily integrated
with other techniques Mackinlay et al. [1990], Hachet et al. [2008]. On the other hand
it has a major drawback: the target is always a selectable object.
• The second possible interaction in the 3D viewing window is mouse dragging (moving
the mouse while holding the left or right mouse button down) and is reserved for general
movement navigation. This approach should, if possible, emulate real world behaviors
and take into account information about the scene and the task at hand. For example,
geographic VEs often employ a walking metaphor of camera motion where user positions
are restricted to the 2D plane of the terrain; examine metaphor is often used to view
different sides of objects and it is suitable for tasks where the user’s goal is to view an
object as though he or she were holding it. If the user’s goal can be reliably determined,
the moding between the navigation techniques should be automated.
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• There are some problems inherent in using general movement techniques. As they are
designed to allow for unconstrained movement to any part of the virtual environment,
the user may move to unknown and unwanted locations, look at things from awkward
angles or miss seeing important locations/features [Fitzmaurice et al., 2008]. As a
result, one cannot ensure that the user receives the intended message.Like Galyean
[1995] and Burtnyk et al. [2002], we believe that empowering the author to bring some
structure to the interaction experience can make VEs more suitable for the new-to3D users. Therefore, in addition to the above mentioned navigation techniques, our
design balances the exploration methods with an ability to guide the user, while at the
same time maintaining a sense of pacing or flow through the experience. We reserved
scrolling for specified trajectory movement navigation. As users can navigate on a page
by scrolling it, when the cursor hovers over a 3D scene, the mouse scroll wheel can also
be used to navigate between the viewpoints that are defined for this scene. Such guided
or constrained 3D navigation limits the user’s freedom while travelling through a virtual
world. It constrains the audience’s movement to interesting and compelling places, and
thus avoids the classic problem of users getting ’lost-in-cyberspace’.
If the user wants to have more freedom in terms of viewpoint control, he or she can switch
to the 3D mode using a button located on a browser’s tool bar (see Figure 3.10).

3.2.2

3D ”Take-Me-to-the-Wonderland” Mode

Having a 3D graphics underlay invites interaction and having rich, immersive, and enjoyable
experiences. Yet, for sake of simplicity, the hypertext mode design limits interaction with
that layer. This can lead to a problem with supporting the feeling of immersion. However,
what is immersion and why do we need it?
Immersion is often explained as ”the state of being absorbed or deeply involved”. It is critical
to Virtual Reality and can best be attained by visually immersing a user with an HMD
[Sutherland, 1968], CAVE [Cruz-Neira et al., 1993], and Fish Tank VR [Ware et al., 1993],
by using stereo displays and head tracking. However, immersion is also possible in Desktop
Virtual Environments, using desktop displays and common, general-purpose hardware for
interaction, i.e., mouse and keyboard; as the user directly controls the interaction and focuses
on it, he or she can be drawn into a 3D world [Robertson et al., 1997].
The successful sensual immersion of the user in an imaginary 3D space is a very important
part of the experience while interacting in a virtual environment. Achieving a close to real-life
experience in a virtual world, creating a feeling of being there is crucial to give a potential
virtual tourist the sensation of what the site is really like. Tan, Robertson, and Czerwinski
[2001] assert that the level of immersion that the user experiences greatly affect the navigation task and performance. The more immersed the user is, and the more easily the user
can mentally integrate information acquired, the greater the chances of efficient navigation
[Robertson et al., 1997]. Certainly, much of a presence has to do with a quality of the presented material and the manner in which the user experiences it. Immersion can take place
while we are playing a well designed video game, watching a quality movie, or even while
reading of good novel, in spite of the lack of visual or perceptual immersion.
Comparing to the hypertext mode, the 3D mode of the Dual-Mode UI was designed to make
users feel more present in an environment - more immersed. In this mode 3D graphics is the
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main information carrier. The 3D mode provides users with much more freedom with regards
to the 3D task support; it was designed to support unconstrained interactive browsing and
navigation through a 3D scene. Furthermore, in this mode hypertextual data relating to an
environment is embedded into that environment. The design of this, what we call ”take-meto-the-Wonderland” mode, was inspired and can be compared to the work on IRVEs Bowman
et al. [2003] and the work on labeling and annotating 3D illustrations Sonnet et al. [2005].
In the following we will describe the components of the 3D mode of our interface: the viewing
window, where the 3D content appears, hypertextual annotations, a dashboard designed to
manage interactive browsing and navigation, and a mini-map designed to aid wayfinding.
3D Viewing Window
In the 3D mode of DMUI, 3D scenes appear in the viewing window that spans the entire
available screen space. A dashboard, a map and hypertextual information about an environment are rendered on top of the viewing window in screen-space, a 2D plane called HUD
(head-up display) that overlays the 3D scene. Such technique ensures better legibility of the
hypertextual information.
In general, with regard to functionality, the viewing window in the 3D mode is similar to the
one in the hypertext mode. By default, it offers the same navigation metaphors (a viewpoint
control technique that is best suited for a given task), the same behavior of selectable objects,
etc. However, this mode provides a user with more than one ”default” way of interacting
with the 3D scene - the user can choose to use other methods of navigation (e.g., change from
walk to fly or examine).
For example, a visitor of a virtual museum may be provided with the walk navigation
metaphor that is the only way of interaction in the hypertext mode and the default one
in the 3D mode; as the user may want to see the artifacts from different angles, he/she can
change the metaphor to examine while being in the 3D mode of the Dual-Mode UI.
Hypertextual Information
One of the underlying premises of this research is that communicating information about 3D
environments can be significantly improved by attaching annotations to the environment’s
objects. The 3D mode allows users to interactively recall and view the attached hypertextual information by clicking on labels connected to objects of interest during navigation. In
response, the hypertextual information is presented in screen-space adjacent to associated
objects in scrollable annotation boxes (as we have already mentioned, Polys [2006] examined existing approaches to information layout in IRVEs for details-on-demand interaction
and suggested using screen-space techniques). In fact, these hypertextual explanations are
hypersections from the hypertext mode of our UI. Consequently, the annotation boxes may
contain information from hypertext, through images and movies, to multimedia animations.
They may also contain 3D hyperlinks for navigation within the 3D scene. Users may move
and resize the annotation boxes, and toggle their visibility; they can also minimize them into
labels [Gotzelmann et al., 2006].
In some sense, this idea of presenting additional information about an environment within
that environment derives from the augmented reality (AR) concept [Feiner, 2002]. Instead of
creating a layer over a view of the real world, we put the information hypertext-based layers
on the top of the computer generated three-dimensional scene.
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Overlapping opaque annotations can obscure parts of a 3D scene users may need to see.
Moreover, having two sources of information, visual in the background and (mainly) verbal in
the foreground, users must make choices about what to attend to and when. On the one hand,
they may need to focus their attention exclusively on e.g., textual description of an object
without interference from the virtual scene. On the other hand they may need to time share
or divide their attention between the object and its referent description. To better support
human attention, better maintain the fluency of work, and to improve workspace visibility
without harming interaction performance, in a 3D mode of the Dual-Mode user interface,
annotations are rendered as semi-transparent user interface objects [Harrison et al., 1995,
Harrison and Vicente, 1996, Ishak and Feiner, 2004]. However, as the contents of the virtual
scene and annotations will always interfere with each other to some extent, the advantages
of transparent layered displays must be weighed against the perceptual interference between
the 3D scene in the background and the annotations in the foreground. To minimize visual
interference, in Chapter 5 we will explore the effects of different screen space techniques of
integrating text with animated 3D graphics on text readability [Jankowski et al., 2010].
In a dynamic 3D mode of our user interface an effective label and annotation layout must
fulfill a number of requirements [Fekete and Plaisant, 1999, Ali et al., 2005, Mayer, 2005,
Polys, 2006]: Readability (labels must not overlap), Unambiguity (labels clearly refer to
their objects), Pleasing (prevent visual clutter), Real-Time (compute layouts at interactive
rates), Spatial-Coherency (prevent visual discontinuities), Temporal-Contiguity (corresponding words and pictures are presented simultaneously), Compaction (reduce the layout area).
Automated real-time integration of labels and annotations within an interactive 3D environment is therefore a big challenge. With regard to a possible web-based implementation, we
believe that techniques and algorithms for labeling and annotating objects (e.g., [Gotzelmann
et al., 2006]) in a virtual space should be implemented right into Web browsers.
Dashboard
As we have already mentioned, for a given scene type and a task at hand, a designer should
decide on the most intuitive mapping between input and interaction technique. However, very
often there is insufficient input DOF for the task and user input must be moded. Therefore,
the user has to be given explicit control of the different modes of navigation.
A graphical dashboard (in Figure 3.10 presented at the bottom of the viewing window) provides ready access to the most important 3D interaction tools. By default, this control panel
should provide the methods of navigation based on examine, walk, fly and fly-to (POI); it
should also allow the user to switch between the viewpoints that are defined for the 3D scene.
If a hypertextualized virtual environment is designed in a way that allows users to add objects
to the scene, manipulate and modify them, the users should be able to switch to the more
advanced dashboard that provides such editing functionality. A user should be able to hide
the dashboard to create more space in a 3D viewing window.
With regard to a possible web-based implementation, the control panel should be implemented
into Web browsers; they should have a standard look and feel, making them more usable.
On the other hand, Web designers should be able to change their look (e.g., a Web designer
working for BMW should be able to create a control panel that integrates with an existing
corporate design).
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Mini-Map
In addition to the difficulties of controlling the viewpoint, there is a problem of wayfinding,
especially in large virtual worlds. It is related to how people build up an understanding
(mental model) of a virtual environment. This problem may manifest itself in a number of
ways Darken and Sibert [1996]: Users may wander without direction when attempting to find
a place for the first time, they may then have difficulty relocating recently visited places, they
are also often unable to grasp the overall topological structure of the space. This problem is
known as a problem of users getting ”lost-in-cyberspace”.
Efficient wayfinding is based on the navigator’s ability to conceptualize the space. Maps
proved to be an invaluable tool for acquiring and maintaining orientation and position in a
real environment. According to Darken and Sibert study [1996], this is also the case in a
virtual environment. Influenced by computer games, we decided to include a mini-map to the
3D mode of DMUI (see the miniature map, placed in a top left corner of the 3D mode of the UI
- Figure 3.10 (bottom)). It displays terrain, important locations and objects. It dynamically
updates the current position of the user with respect to the surrounding environment.

3.3

Supported User Tasks

As we have already mentioned, the interaction tasks which the user interface for HiVEs needs
to support can be divided into hypermedia tasks, such as following hyperlinks and placing
bookmarks, and virtual environment tasks, such as navigation and object manipulation. In
the previous chapter we constructed a taxonomy of 3D Web user tasks (see Figure 3.11) that
illustrates these two categories (both Web and ”3D”) of tasks, the taxonomy that integrates
the most common activities while browsing the Web and exploring a 3D virtual environment.
In the following our ”taskonomy of 3D Web use” will be used to identify and discuss task
support in the hypertext ”don’t-make-me-think” and 3D ”take-me-to-the-Wonderland” modes
of the Dual-Mode user interface.
3D Web Task
Web Task
Use
Information

Locate on
Page

Go to Page

3D Task
Provide
Information

Configure
Browser

Navigation

Wayfinding

Selection

Manipulation

General
Movement
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Use a
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Targeted
Movement
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Indirect
Selection
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Upload Files
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Chat
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Read, View,
Listen, Watch
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(e.g., Google Search)
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Scan for
Something
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Forward Button

(Wiki, Blog, SNS)

Download,
Print
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Add Bookmark
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System
Control

Constrained
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Figure 3.11: Taxonomy of 3D Web user tasks. The tasks: Navigation > Specified Coordinate Movement, Wayfinding > Use of Maps & Use of Personal Marks, Manipulation, and
System Control are not supported in the hypertext mode of the Dual-Mode UI.
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Task Support in the Hypertext Mode

Web Tasks
We divided Web tasks into five general classes: Use Information, Locate on Page, Go To
Page, Provide Information, and Configure Browser:
Use Information Read, View, Listen, Watch - The hypertext mode of the DMUI clearly
supports these most common web activities. In addition, it allows users for limited interaction
with 3D environments. Select and Copy Information - Standard support for text and images.
The hypertext mode should also implement simple Copy-and-Paste method of reproducing
3D data (w.r.t. objects form a scene or whole scenes) from a source to a destination. With
regards to a possible web-based implementation, this would let people simply add 3D content
to their web pages and consequently would speed up the growth of 3D graphics on the Web.
Download, Print - Download task is analogous to the Select and Copy Information task. A
browser should be capable of printing a HiVE page together with a currently rendered view
of a 3D scene; ideally, it should also support 3D printing of selected virtual objects.
Locate on Page Specific Keyword (Ctrl-F) - Standard support for text. If a browser
located a given keyword or phrase in a hypersection, the virtual camera should show the
object that is related to this hypersection. Scan for something ”Interesting” - Standard
support for hypertextual content. A user can also scan (in a limited by the hypertext mode
fashion) a 3D scene for something that might catch his or her interest. Use Local Hyperlink
- Standard support for hypertextual information (navigation within one document). In the
hypertext mode of the Dual-Mode interface, hyperlinks constitute also for navigation within
3D scenes so users can view 3D content from different points of view with a single mouse click.
As an end of a link can be attached to an offset within a document, in case of a 3D hyperlink
the offset can be interpreted as a Cartesian coordinate. Scroll - To display information that
exceeds the browser’s window size, a user can navigate on a page by scrolling it with the help
of a scrollbar, arrow keys or using a mouse scroll wheel. When the cursor hovers over a 3D
scene, the mouse scroll wheel can also be used for (a) zooming or (b) navigating between the
viewpoints that are defined for this scene.
Go to Page Follow Hyperlink - Standard support for this most common navigation action.
If the target document is a HiVE, and the link points to a viewpoint on the document’s 3D
scene, the browser should animate the camera immediately upon the user’s arrival at the new
site. The mechanism should be similar if the user right-click on a local 3D hyperlink to open
the same document in a new tab or window. Use Back and Forward Buttons - Normally these
buttons allow users to return to previously visited documents. Similarly to standard behavior
of saving the usage of local hyperlinks into navigation history of web browsers, usage of 3D
Hyperlinks and POI movement should also be saved into the navigation tree. Use Bookmark Bookmarks of HiVEs should store information regarding the current state of the embedded 3D
scene (position and orientation of the virtual camera). Therefore, the virtual camera should be
animated to the given viewpoint immediately upon the user’s arrival at the bookmarked site.
An interesting way to assist people in using bookmarks is a technique developed by Elvins
et al. [1997] that captures a 3D representation of a virtual environment into a 3D thumbnail
called worldlet - a miniature virtual world subpart that may be interactively viewed. Provide
URL - Standard support.
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It is worth to mention that for video, audio and images, W3C Media Fragments Working
Group already addresses temporal and spatial media fragments on the Web using URIs1 .
Provide Information Submit a Form - Standard support. Edit Page - HiVEs can be
designed as social-networking sites, blogs, and wikis. Such HiVE 2.0 sites should allow their
users to interact/collaborate with each other also with regards to 3D content (see the next
chapter). Upload Files - Standard support. HiVE 2.0 sites should also allow their users
to upload and share 3D objects (see the next chapter). Chat - We can imagine HiVEs as
platforms that allow users to communicate in real time; such communication can be enhanced
by displaying users’ avatars in the 3D mode of the Dual-Mode UI.
Configure Browser Zoom In and Out - Increasing or decreasing the size of HiVEs should
be analogous to zooming in and out web pages. Add Bookmarks - Users should be able to
define their own HiVE bookmarks with locations to which they can easily teleport when
necessary. Apart from the address/location/id of the HiVE document, saved bookmarks
should also store information regarding the current state of the 3D scene, e.g., location of the
camera.
3D Tasks
We divided 3D tasks into five general classes: Navigation, Wayfinding, Selection, Manipulation, and System Control:
Navigation Navigation techniques, even simple ones, can be very difficult to learn, resulting
in many users giving up 3D interaction and leaving VE before reaching their targets of interest.
This problem becomes even more critical in the case of web-based virtual environments, where
users are likely to leave the sites if they encounter any usability problems. As we have already
said numerous times throughout this thesis, the success of the Web can be partially attributed
to its simple UI. We tailored our design accordingly by providing easy modeless hypertext
mode of the Dual-Mode user interface. General movement - We reserved mouse dragging
for exploratory movement. As we have already mentioned, this approach should, if possible,
emulate real world behaviors and take into account information about the scene and the task
at hand. For example, geographic virtual environments should employ a walking metaphor,
where user positions are restricted to the two-dimensional plane of the terrain; examine
metaphor should be used to view different sides of objects. Targeted movement - We reserved
a single left mouse button click in the 3D viewing window while the cursor is over a selectable
object for point of interest (POI) navigation. As we have already described in the UI design
section, the click on an object of interest smoothly animates the camera from its current
position to the selected object and optionally triggers a predefined for a given object camera
movement. Such approach was used to preserve the primary interpretation of clicking in the
web browser window as following a hyperlink. Specified coordinate movement - Movement,
in which the exact position and orientation are supplied, is not supported in the hypertext
mode of DMUI. Specified trajectory movement - We reserved scrolling for movement along
a specified 3D trajectory (analogous to a cinematographic camera movement). When the
cursor hovers over a 3D scene, the mouse scroll wheel can be used to navigate between the
viewpoints that are defined for this scene. Such guided or constrained 3D navigation limits
1

W3C Media Fragments Working Group: http://www.w3.org/2008/WebVideo/Fragments/
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the user’s freedom while travelling through a virtual world; it constrains the movement to
interesting places, and thus avoids the classic problem of users getting ”lost-in-cyberspace”.
Wayfinding Use of Landmarks - Using landmarks (such as paths, fences, statues) support
building up an understanding (mental model) of a virtual environment. Use of Maps - Not
supported in the hypertext mode. Use of Personal Marks - Not supported in the hypertext
mode.
Selection Direct Selection - Standard support for selection of objects based on ray casting
(positioning a mouse cursor in a 3D viewing window over a given object and clicking a mouse
button). The response to selection can be POI movement (moving towards the object) and
highlighting the hypersection related to that object. Indirect selection - In the hypertext
mode of the Dual-Mode user interface, selection of objects can also be done indirectly by
clicking on related hypersections.
Manipulation Direct manipulation (techniques of specifying object’s position, orientation
and scale) should not be supported in the hypertext mode of the Dual-Mode interface.
System Control System Control (communication between user and system which is not
part of the virtual environment) is not provided in the hypertext mode. As we have already
mentioned, if the user’s goal can be reliably determined, changing either the state of the
system or the mode of interaction should be automated.

3.3.2

Task Support in the 3D Mode

In the following we will focus on the differences between the hypertext mode and the 3D
mode of the Dual-Mode user interface.
Web Tasks
In the following we will describe 3D mode support for the five general classes of Web tasks:
Use Information, Locate on Page, Go To Page, Provide Information, and Configure Browser.
Use Information Read, View, Listen, Watch - While 3D graphics is being used in the
3D mode of DMUI as the primary information carrier, there is complementary information
included in annotations that can be read, viewed, listened, or watched. One should note that
only information included in hypersections is accessible in the 3D mode (not all hypertextual
information available in the hypertext mode must be displayed in the 3D mode). Select
and Copy Information - Standard support for text and images included in annotation boxes.
W.r.t. 3D objects - see the hypertext mode task support description. Download, Print - Task
supported in the same way as in the hypertext mode.
Locate on Page Specific Keyword (Ctrl-F) - The search box can be included to the dashboard UI component. If the browser locates a given keyword or phrase in an annotation, the
virtual camera should show the object that is related to this annotation (users should be able
to navigate a virtual scene by means of querying its content - see also [van Ballegooij and
Eliens, 2001]). Scan for something ”Interesting” - A user can freely explore a 3D scene for
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something that might catch his or her interest and view hypertextual content displayed on demand. Use Local Hyperlink - As in the hypertext mode of DMUI, in the 3D mode hyperlinks
can be used for navigation within 3D scenes. Users can explore a virtual environment, i.e.
navigate from one point of view to a different point of view, by clicking on the 3D hyperlinks
that are embedded in annotations. Scroll - A user can scroll the content of annotations to
display information that exceeds the annotation’s box size. W.r.t. scrolling over a 3D scene,
see the hypertext mode task support description.
Go to Page Follow Hyperlink - Task supported in the same way as in the hypertext mode.
Use Back and Forward Buttons - W.r.t. the usage of 3D Hyperlinks and POI movement, see
the hypertext mode task support description. W.r.t. unconstrained navigation, Simon and
Stern [2007] described the active guideline technique that records a history of the user’s motion
and allows immediate and convenient travel back (and forth) along a trace of the previously
traveled path. Use Bookmark - Task supported in the same way as in the hypertext mode.
Provide URL - Standard support. The results of the tasks from ”Go to Page” category should
be displayed in the mode in which the tasks were initiated.
Provide Information Submit a Form - Annotation boxes may contain forms that allow
users to enter data and send it for processing. Edit Page - As we have already mentioned,
HiVEs can be designed as social-networking sites, blogs, and wikis. However, editing HiVE
2.0 sites (integrating text and 3D graphics) should rather be performed in the hypertext mode
of DMUI (see the next chapter). Upload Files - Standard support - an annotation box can
include a control for uploading files. Chat - We believe that the 3D mode of the Dual-Mode
UI can be perfect for 3D-avatar-based real-time communication. Annotation boxes can be
used for displaying dialogs; some dashboard space can be used for typing messages.
Configure Browser Zoom In and Out - The 3D mode should allow users to increase or
decrease the font size of labels and textual content in annotation boxes. Add Bookmarks Task supported in the same way as in the hypertext mode.
3D Tasks
In the following we will describe 3D mode support for the five general classes of 3D tasks:
Navigation, Wayfinding, Selection, Manipulation, and System Control.
Navigation The 3D mode of the Dual-Mode UI offers the same navigation metaphors as
the hypertext mode. However, this mode provides users with more than one ”recommended”
way of interacting with a 3D scene - the users may choose from other methods of interaction
that are provided in the dashboard UI component. General movement - By default, this
task is supported in the same way as in the hypertext mode. The difference is that users
can reassign mouse dragging to different general movement techniques (e.g., from walking to
flying or examining). They are not limited to the one provided in the hypertext mode. The
users should also be able to control the camera (or their avatars) using arrow keys. Targeted
movement - Task supported in the same way as in the hypertext mode (the Path Drawing
technique can be an option for touchscreen-based systems). The dashboard should allow
users to switch between the viewpoints that are defined for a 3D scene. Specified coordinate
movement - Movement, in which the exact position and orientation are supplied, can be
supported to help experienced 3D designers add objects to the scene, manipulate and modify
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them (such users should be able to switch to the more advanced dashboard that provides 3D
editing functionality). Specified trajectory movement - The dashboard should also give people
an option to see the whole scene in a guided tour (e.g., by using play/pause/stop buttons).
Wayfinding Use of Landmarks - Task supported in the same way as in the hypertext
mode. Use of Maps - Wayfinding can be a difficult also in the real world - people often have
difficulties when dealing with unfamiliar physical environments. Including global maps to
the local views (a technique that became a common practice in games) can greatly improve
navigation performance [Vinson, 1999, Darken and Sibert, 1996]. Use of Personal Marks In the 3D mode of the Dual-Mode UI, users should be able to use visual markers or ”virtual
breadcrumbs”, which may be dropped as a means of assisting navigation.
Selection Direct Selection - Standard support for direct selection of objects (based on Ray
Casting). The response to selection can be POI movement and/or displaying the annotation
related to that object. Indirect Selection - In the 3D mode of DMUI, selection of objects can
also be done indirectly by selecting the viewpoints that are defined for the 3D scene (as the
viewpoints can be connected to the selectable objects).
Manipulation In some HiVE applications, e.g., during scene construction, there can be a
need for manipulation of objects - a need to virtually reach into the VE and specify object’s
position, orientation and scale. A usable and efficient object manipulation system should
enable the following tasks: Use a Manipulator - Manipulators are simple and efficient solutions
for explicit and direct manipulation [Strauss et al., 2002]. These graphic representations of an
operation on an object should be displayed together with that object. View Control - Users
often move a virtual camera while performing modifications in a 3D scene. Therefore, if
possible, the manipulation process should be augmented by automatically finding an effective
placement for the camera. Changing the view should be as effortless and transparent to
the user, as possible. Constrained Manipulation - Manipulation can also be simplified by
exploiting knowledge about the real world (e.g., gravity) and natural behavior of objects
(e.g., solidity).
System Control System Control refers to communication between user and system which
is not part of the virtual environment. It refers to a task in which a command is applied to
change either the state of the system or the mode of interaction. In the 3D mode of the DualMode UI, all system control options are provided in the dashboard UI component. Keyboard
shortcuts should be provided to allow experienced users to bypass the dashboard.

3.4

Conclusions

The success of the Web and its enabling infrastructure, the Internet, has changed the way we
live. It turned the web browser into a central application for billions of people. However, we
believe that the huge potential of the Web is still yet to be realized. As computer graphics
technology continues to improve, new hardware-accelerated graphics in-browser support is on
the horizon [Khronos, 2010] and bandwidth is not an issue anymore, we believe that the Web
is ready for the next chapter of its revolution, namely, the support of interactive 3D graphics.
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However, there have been already a number of approaches over the last years to integrate
3D technologies on the Web and most of these systems and standards disappeared or barely
survived. Our explanation is that this is because research was focused mostly on 3D graphics
and 3D graphics alone. The focus of research did not include the search for user interaction
techniques that are optimal for the hypertext-based Web user interface. However, what good
is a realistic 3D environment if an average internet user cannot interact with it?
In this chapter we have presented a novel strategy for accessing Hypertextualized Virtual Environments (e.g., viewing 3D content on the Web), where the objective was to pair interactive
3D graphics know-how with well established UI conventions of the Web. We have introduced
a Dual-Mode user interface, an interface that has two modes between which a user can switch
anytime: the driven by simple hypertext-based interactions hypertext ”don’t-make-me-think”
mode, where a 3D scene is embedded in hypertext and the more immersive 3D ”take-me-tothe-Wonderland” mode, which immerses the hypertextual annotations into the 3D scene; we
also described the support of these UI modes for hypermedia and virtual environment tasks.
We believe that HiVEs have a chance to become a medium of choice to effectively convey rich
information, making both the Web more interactive and virtual environments more useful.
On the one hand, HiVEs can be instructive and engaging in ways static hypertext documents
cannot while remaining easy to use; the hypertext mode of the Dual-Mode UI allows users
for limited interaction with 3D environments while it does not drastically change the webtype style of interaction. It allows the users to adapt gradually, over the time, to the new
approach of presenting 3D information. On the other hand, a HiVE is not just a 3D virtual
environment that we can walk through and inspect like a museum full of artifacts. The 3D
mode of DMUI allows users to drill down and find more hypertextual data about anything
that seems important. In this way users can form links between the 3D information and the
hypertextual information which relates to it.
We are convinced that people can gain a lot from using HiVEs, integrated information spaces
where hypertext and interactive 3D graphics are simultaneously available and linked. Understanding of the textual information may be enhanced because of this coupling, and in
the same way, value of the 3D environment could be augmented since additional information
about the environment is available.
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4

Copernicus - Testbed for HiVE Interaction
”Of all discoveries and opinions, none may have exerted a greater effect on the
human spirit than the doctrine of Copernicus.”
Goethe
In the previous chapter we have presented a novel strategy for accessing Hypertextualized
Virtual Environments: we have introduced the Dual-Mode user interface that has two modes
between which a user can switch anytime: the driven by simple hypertext-based interactions
hypertext ”don’t-make-me-think” mode, where a 3D scene is embedded in hypertext and the
more immersive 3D ”take-me-to-the-Wonderland” mode, which immerses the hypertextual
annotations into the 3D scene.
However, besides the theoretical framework, we also need practical tools to carry out our research and as HiVEs or similar information spaces may become more popular, it is clear that
we need a firm understanding of their interaction principles. In particular, designers need
guidance in finding a balance between 3D and hypertext interactions. Therefore, we have
implemented Copernicus, a wiki-type authoring environment allowing the rapid development
of HiVEs, a testbed designed for the experimentation and for the assessment of HiVE interaction techniques. Our testbed allowed us to test the user interface design decisions presented
in this thesis. In this chapter we describe Copernicus and present its UI’s evolution from
the 2LIP-based user interface (Copernicus v1.0) to the Dual-Mode user interface (Copernicus
v2.0).
* We note that this chapter is partially based on three papers:
• 2LIP: Filling the Gap between the Current and the Three-Dimensional Web [Jankowski
and Decker, 2009] presented at the 14th International Conference on 3D Web Technology
(Web3D’09) in Darmstadt, Germany in June, 2009;
• A Dual-Mode User Interface for Accessing 3D Content on the World Wide Web
[Jankowski and Decker, 2012] submitted to the 21st International World Wide Web
Conference (WWW’12) in Lyon, France.
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4.1

What is a Testbed?

As we have already mentioned, testbeds are platforms for the experimentation and for the assessment of user interface designs and interaction techniques. Their purpose is to represent or
reproduce characteristic (for a given problem) sets of tasks and settings. The performance of
interaction techniques can be measured by running them through the range of components of
a testbed. Comparing to other kinds of formal experiments testbed evaluations combine multiple tasks with multiple settings (multiple independent variables) to obtain a more complete
picture of the performance characteristics of an interaction technique.
Bowman et al. [1998, 1999] describe testbeds as environments and tasks that involve all
of the important aspects of a task, that test each component of a technique, that consider
outside influences (factors other than the interaction technique) on performance, and that have
multiple performance measures. They provide a perfect example to explain what is a testbed:
”proving ground for automobiles”, where cars are tested in cornering, braking, and other
tasks, over multiple types of terrain, and in various weather conditions; task completion time
is not the only performance variable considered; rather, many quantitative and qualitative
results are tabulated, such as accuracy, passenger comfort, and the ”feel” of the steering.
In the following we will describe the testbeds for Web technologies, virtual environment
interaction techniques, and IRVE user interfaces, experimental environments that strongly
influenced the Web and VE user interface design.
Testbeds for Web Technologies
Tim Berners-Lee wrote the first web browser (that was also an editor that could be used to
create and update documents directly on the Web), called WorldWideWeb, finishing the first
version on Christmas day, 1990 [Berners-Lee et al., 1994]. At first it was the only way to view
the Web. Later, more and more early browsers started to appear - the most notable examples
include: ViolaWWW (1992), Mosaic (1993), Netscape Navigator (1994).
Dave Raggett (the same Dave Raggett that coined the term VRML) developed Arena1 in
1993/94 to demonstrate the ideas from the HTML+ specification. This was the first browser
to support background images, tables, text flow around images and inline mathematical
expressions. The browser was further developed by CERN and later W3C as an experimental
platform, an early testbed for the web technologies. It served as the W3C’s testbed browser
from 1994 to 1996 when it was succeeded by the Amaya project2 . Similarly to WorldWideWeb,
Amaya testbed is a Web editor, i.e. a tool that can be used to create and update documents
directly on the Web. Browsing features were seamlessly integrated with the editing features in
a uniform environment. This follows the original vision of the Web as a space for collaboration
and not just a one-way publishing medium. Copernicus, our testbed for HiVE interaction, is
also an authoring environment allowing the rapid development of HiVEs.
Testbeds for Virtual Environments
Bowman et al. [1998, 1999] presented testbed evaluations of immersive virtual environment interaction techniques, focusing on the common VE tasks of travel and object selection/manipulation. Here we want to acknowledge that we were greatly inspired by this work.
1
2

Arena web browser: http://www.w3.org/Arena/
Amaya web browser: http://www.w3.org/Amaya/
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With regards to desktop virtual environments, one of the ways to evaluate interaction techniques and to have realistic simulations and sophisticated graphics is to use standard PCs
running game software [Lewis and Jacobson, 2002]. As developers of game engines of for example Quake and Unreal Tournament make their source code available (usually keeping only
the graphics engine code proprietary), their capabilities can and are repurposed for research
(e.g., Kaminka et al. [2002]). Alice 3D authoring tool3 [Conway et al., 2000] was used as a
testbed for example by Tan et al. [2001] for exploring 3D navigation.
Information-Rich Virtual Environment Testbed
As we have already mentioned in the previous chapter, one of the most closely related works
to the current research on HiVEs is the work on Information-Rich Virtual Environments
(IRVEs), which combine the power of VEs and information visualization, augmenting VEs
with additional abstract information such as text, numbers, or graphs [Bowman et al., 2003].
Based on the navigation testbed used by Bowman et al. [1999b], the IRVE testbed was
developed. It was used, among others, to evaluate navigation and text display techniques in
IRVEs [Chen et al., 2004]. Since the testbed was designed for evaluating user interfaces and
interaction techniques in immersive virtual environment conditions, it could not be used in
desktop-based HiVEs where system input and output channels are so different.
HiVE user interface design decisions must be made with great care in order to produce useful
and usable systems that can be later accessible e.g., on the Web. Since there is a lack of data
regarding HiVE interaction techniques, we believe that there is a need for formal evaluation
of user interfaces and interaction techniques that can later result in the development of formal
guidelines and principles.
We decided to build a testbed, a platform for the experimentation and for the assessment
of both hypertext and 3D modes of the Dual-Mode user interface, as testbeds proved to be
effective, powerful and useful tools for assessment of both Web and VE interaction techniques.

4.2

Copernicus v1.0 - 2LIP-based User Interface

Initially our testbed, a system called Copernicus, was not created for the purpose of evaluating
our Dual-Mode user interface. The first evolution was implemented in order to illustrate and
evaluate the 2-Layer Interface Paradigm that we described in the Factors Driving the Design
section of the previous chapter (see also [Jankowski and Decker, 2009]).
Wikipedia - Our Design Inspiration
Wikipedia, which emerged in January 2001, currently ranks among the top ten most-visited
websites worldwide. As of December 2010, Wikipedia had approximately 17 million articles
in 257 languages4 . It is one of the most cited sources at the moment; people from all over
the world are using it to learn more on different subjects. Questions arise: Can Wikipedia be
improved? Is it possible to build a competitive 3D web application, e.g., a three-dimensional
social encyclopedia? Can such solution offer a better user experience?
These questions inspired us to design a 2LIP-based application that resembles Wikipedia. We
decided to try to bring this most popular online encyclopedia into the ”third dimension”.
3
4

Alice 3D authoring tool: http://www.alice.org/
Wikipedia about Wikipedia: http://en.wikipedia.org/wiki/Wikipedia
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(a) The first mockup of ”3D Wikipedia”

(b) The first working Copernicus prototype

(c) The last version of 2LIP-based Copernicus

Figure 4.1: The evolution of 2LIP-based Copernicus. Top-left: the first design/mockup of
”3D Wikipedia” created using GIMP for one of the weekly meetings of Corrib Clan (circa April
2007); Top-right: the first working prototype of 2LIP-based Copernicus (circa September
2007); Bottom: the last version of 2LIP-based Copernicus - it had some authoring features,
free navigation mode (b), and implemented physics engine (circa July 2008).
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The Design of 2LIP-Based Copernicus
With regard to UI design, pages with articles in 2LIP-based Copernicus were similar to those
from Wikipedia. Their layout was generally the same; the menu on the left hand side, the
article on the right hand side. The menu part provided additional options: users could change
the font size and the transparency of the presented text using a set of sliders; they could
make their reading experience more convenient by adjusting these parameters. In addition to
a classic wiki page, the background was a three-dimensional visualization of the place/object
described in the article.
While reading an article, the user could be presented with details from the 3D scene; clicking
on the blue hyperlinks (there were two kinds of links in the articles: the blue links (c-links) to
the places on the 3D scene and the red links to the other, external web resources), e.g., related
to interesting places triggered a predefined camera movement. For example: a user reading an
article about Polish Heritage Park in Olsztyn (see Figure 4.1c) could be interested in taking
a closer look at a ”flag used during the great rebelion”. Clicking the ”flag” link would trigger
the animation. The camera would smoothly move over the 3D scene following the predefined
motion path; it would stop behind the workshop showing this historical artifact. For the
duration of the animation the opacity of the front layer was automatically lowered to 0 (fully
transparent). Users could also switch to the free navigation mode (see Figure 4.1 (right (b)))
at any time - it supported 3D interactions such as translate and rotate. This mode would
later become the 3D mode of the Dual-Mode user interface.
Authoring Wiki Pages in 2LIP-Based Copernicus
2LIP-based Copernicus allowed potential
users to edit existing wiki pages. We developed a content editor (see Figure 4.2), conceptually similar to the one from MediaWiki.
The process of authoring Copernicus pages
was very basic: it consisted of writing an article using a wiki-type markup language for
one of the 3D scenes developed for Copernicus.
Once the author had written the article, the
interesting places in the 3D scene could be
selected and connected to the links in the
text. To create such c-link the author had
to switch to the free navigation mode, position the camera, and click the get coordinates
Figure 4.2: Text editor of 2LIP-based Copernicus.
button. After that, the system would automatically switch back to the edit mode with the coordinates in the textbox (see Figure 4.2);
the author could use them to create the c-link:
[[[c-link name|x1,y1,z1|x2,y2,z2|t]]]
where: (x1,y1,z1) - the position of the camera, (x2,y2,z2) - the viewpoint, t - time of the
camera movement. This notion was chosen to be similar to the notion of a link in the
MediaWiki markup.
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4.3

Copernicus v2.0 - Dual-Mode User Interface

The evaluation of our 2LIP-based Copernicus, its informal user studies, observations of people
using our technology, and expert reviews (see Chapter 5) confirmed that hyperlink-based 3D
navigation model can fit into the existing web infrastructure and is suitable for Web users
- the users that typically have little experience with 3D graphics. On the other hand we
detected some usability problems, for instance: hypertextual content could only be displayed
in a transparent form (readability issues); one could not reverse the index in Copernicus and
click on an element of the 3D scene and be taken to the relevant part of the article. Moreover,
HCI experts pointed out that having a 3D graphics underlay invites interaction and having
rich, immersive, and enjoyable experiences.
Therefore, the concept of 2LIP has been substantially re-elaborated. We developed a new
user interface for viewing and interacting with HiVEs. Accordingly, the implementation of
Copernicus undergone many enhancements. From the 2LIP-based prototype application that
mimicked Wikipedia’s look and feel, it grew to a full-fledged wiki engine on top of which
we started to implement our Dual-Mode user interface. Copernicus became a true wiki - a
simple to use, asynchronous, Web-based collaborative HiVE authoring system, where users
are allowed to create and later modify hypertextualized virtual environments.
In the next two sections we describe the implementation of the Dual-Mode UI in Copernicus
- the interface that supports viewing hypertextualized virtual environments, and the author
interface - the interface that supports authoring new and editing existing HiVEs.

4.3.1

User Interface

The new version of Copernicus implements the Dual-Mode UI, so it has two modes between
which a user can switch anytime: the driven by simple hypertext-based interactions hypertext ”don’t-make-me-think” mode, where a 3D scene is embedded in hypertext and the more
immersive 3D ”take-me-to-the-Wonderland” mode, which immerses the hypertextual annotations into the 3D scene. However, due to technical difficulties and limited time, not all UI
components described in theoretical framework (see previous chapter) have been implemented
for both indoor and outdoor environments (see Table 4.1).
Moreover, during the development&testing process, we have learned that some of the designed
interactions (such as a guided tour ) are impossible when a mouse (and a mouse scroll in
particular) is not available (e.g., on laptops). We therefore added the play/pause/stop buttons
that can be used to to navigate between the viewpoints that are defined for a 3D scene.
Another notable change is that the button for switching between the two modes of DMUI is
located in the bottom left corner of the interface of Copernicus. While adding custom buttons
to browser’s toolbars is not difficult, WPF technology has very limited access to browser’s
functionality and vice-versa.
Figure 4.3 shows several examples of the hypertextualized virtual environments displayed
both in the hypertext and the 3D mode of the interface. One of the examples is a virtual
environment representing a museum of World of Warcraft. It allows users, while in the
hypertext mode, to read about the collection and easily navigate through the rooms of the
virtual museum using 3D hyperlinks and hypersections. The same HiVE also allows users to
walk through the rooms of the museum and view the exhibition; the user can click on object’s
labels to read more comprehensive explanations displayed in annotation boxes.
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(a) Stonehenge (hypertext mode of DMUI)

(b) Warcraft’s Horde (hypertext mode of DMUI)

(c) Warcraft’s Horde (3D mode of DMUI)

(d) Warcraft’s Alliance (h-mode)

(e) Warcraft’s Alliance(3D mode)

(f) Mont Saint Michel (h-mode)

(g) Mont Saint Michel (3D mode)

(h) Colosseum

(i) Saint Basil Cathedral

(j) US Capitol

(k) Sydney Opera House

Figure 4.3: Examples of hypertextualized virtual environments displayed both in the hypertext and the 3D mode of the Copernicus’s user interface. The button for switching between
the two modes is located in the bottom left corner of the UI.
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Table 4.1: Summary of implemented UI components.
Hypertext Mode

3D Mode

3D Hyperlinks

Indoor/Outdoor

Indoor/Outdoor

Hypersections

Indoor

N/A

Selectable Objects

Indoor

Indoor

Navigation: Point of Interest

Indoor/Outdoor*

Indoor/Outdoor**

Navigation: General Movement

Indoor/Outdoor

Indoor/Outdoor

Navigation: Guided Navigation

Indoor/Outdoor

Indoor/Outdoor

Labels and Annotations

N/A

Indoor

Mini-Map

N/A

Indoor

*In an outdoor environment one can only use the 3D hyperlinks for POI-type navigation;
**In an outdoor environment one can only use the viewpoint menu;

4.3.2

Author Interface

As we have already mentioned, Copernicus is a wiki - it implements an editor, i.e. a tool that
can be used to create and update HiVE documents directly on the Web. Our testbed offers
a workflow that unites 3D design with wiki-way editing approach. It ensures that the hypertextual information, 3D graphics, and underlying interaction model can be simultaneously
evolved, resulting in the creation of rich interactive hypertextualized virtual environments.
In Copernicus, different types of information, from text, through images and video clips, to 3D
graphics, can be easily collected, linked, and later made available as HiVEs in the hypertext
based environment (the hypertext mode) or within the context of a virtual environment (the
3D mode of DMUI). Our goal was to engineer an authoring environment that will allow to
create HiVEs without any specialized training. In the following we describe, step-by-step, the
process of authoring an article for Copernicus: from preparing multimedia content, through
creating a 3D scene, creating 3D viewpoints, creating and writing a new article, including
images, video clips and 3D scenes in the article, creating 3D and hypertext links in the article,
to saving the article in the database.
Preparing Multimedia Content
The author can upload images (bmp, png, jpg), video clips (wmv, avi) and 3D objects (at
the moment it is possible to import zipped Collada 3D objects from Google 3D Warehouse).
Creating a 3D Scene
The task of creating a 3D scene from scratch is difficult. To simplify the problem, we focused
on the creation of editing environment, that would allow to build 3D scenes based on a library
of existing objects. We have built two distinct 3D editors for indoor and outdoor scenes.
Indoors, the virtual environment is created as a set of interconnected rooms. Outdoors,
the virtual environment is a landscape of plains and hills upon which the author can place
buildings, trees, cars, etc.
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(a) Specifying the outlines of the rooms

(b) Connecting the rooms with passages

(c) Images can be hanged as paintings

(d) Objects can be placed on the pedestals

(e) Defining viewpoints and animated views

(f ) Including images, videos and 3D scenes

(g) The result in the hypertext mode

(h) The result in the 3D mode

Figure 4.4: Step-by-step process of authoring an article for Copernicus.
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Indoor scenes Our 3D indoor editor allows a user to create simple single-floor museum-like
environments. The procedure is straightforward and involves: (1) changing the mode to the
edit mode through a toggle on/off button; (2) specifying the outlines of the rooms by drawing
and dragging squares on the surface that represents the floor; (3) making the walls visible
by using the Show Walls toggle button; (4) connecting the rooms with doors or passages clicking with the right mouse button on a wall brings up a context menu that allows to create
such connections; (5) once the layout is finished, the author can decorate the rooms: (5a) the
user can search for images in the Media menu - the found images can be hanged as paintings
on the walls by simply selecting the image in the results list and clicking on some space on
the wall; the created paintings can be then repositioned and scaled; (5b) the user can also
search for 3D objects - the objects can be placed on the pedestals which the user has to create
beforehand (by using the floor context menu); the objects can be then positioned and scaled
(the user has to click twice on the object while being in the edit mode); (6) finally, when the
author is happy with the design, the 3D scene can be saved in the database.
Outdoor scenes Our wiki engine also contains a terrain editor that can be used to sculpt
landscapes having some variety of geological features. It is a simple height-based terrain
system - features like arches and caves are impossible to create. The authoring procedure is
simple: (1) A terrain block is initialized with a flat plane; (2) then the terrain editing tools
(embedded in the terrain context menu) can be used to modify the geometry and its texture:
(2a) terrain geometry can be edited using additive and subtractive sculpting brushes having
either a circular (Uplift and Lower brushes) or square shape (Flatten-Up and Flatten-Down
brushes); to edit terrain, the user has to pick a brush type and select amplitude, size, and
range of a brush; then the user needs to simply click on an existing piece of terrain in the scene
and drag the mouse; material will either be added or removed from the terrain depending
on whether an additive or subtractive sculpting brush is selected; (2b) terrain texture can
be edited using a simple square brush: the user has to first select a texture from the terrain
palette and the size of the brush and then simply paint the terrain with the selected texture;
(3) the next step is to add scenery onto the underlying ground surface; the user can search
for 3D objects in the Media menu - the found objects can be included to the scene by simply
selecting the object in the results list and clicking on some place on the terrain; the object
can be then positioned and scaled; (4) finally, when the author is happy with the design, the
3D scene can be saved in the database.
When designing a scene, the author can adjust his/her viewpoint at anytime. To navigate in
the 3D scene, the user has to turn off all editing features in the menu and use one from the
three navigation modes (Translation, Rotation, Look Around) provided by our interface.
Creating 3D Destinations
Once the author has created the 3D scene, the interesting places in that scene can be selected
and marked as 3D destinations. Our 3D editor supports defining viewpoints and animated
views for such points of interest in order to let the author later connect them to the links in
the text and ultimately allow easy link-based navigation for the end-users.
Viewpoints A viewpoint is simply a specific camera position and orientation defined by
a pair of x, y, z coordinates, that is, a specific view of the 3D scene. Viewpoints can be
defined by navigating to the desired viewing position and then defining the current position
as a destination.
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Animated Views Static viewpoints very often do not show ”3D-ness” of virtual objects as Andy van Dam mentioned: ”if it ain’t moving, it ain’t 3D”. Therefore, the editor allows
to define a destination anchor that is an animated view of a model. To produce such anchor,
the author has to create two or more viewpoints as discussed earlier and use them as a set of
key frames in an animation of the camera. The spline interpolation is used as an animation’s
interpolation method since it produces smooth camera motions.
Selectable Objects An object on a scene can also be made a source anchor, that is, a
selectable object. In the World of Warcraft museum shown here, a selectable object is being
created from the Illidan object. Such object can be then connected to a viewpoint or an
animated view. As a result, a click on the object will smoothly animate the camera from its
current position to the selected object and optionally trigger an animated view.
Creating and Writing a New Article
To create a new page for Copernicus the author needs to type the title of the new article
in the search box and then click ”Go” button. If the Search Results page reports ”You can
create a new article about” followed by the article name in red, then the user can click the red
article name to start editing the article. We developed a WYSIWIG-type rich-text content
editor that allows for the rich formatting of text, including common structural treatments
like lists and headings, and formatting treatments like bold and italic text.
Including Images, Video Clips and 3D Scenes in an Article
Copernicus supports including inline images, video clips and 3D scenes in text documents
in a similar way. The procedure is simple: the user needs to select a cursor position in a
document, click on one of the Add-Media type buttons located in the toolbar, search for a
resource, and finally insert the resource to the document.
Creating Links and Hypersections in an Article
Links, both internal links to other articles and 3D links to specific views of a 3D model, can
also be defined interactively in the wiki article editor. The procedure is similar for both types
of links: (1) First, the user has to select a region of text to define the region as a source
anchor; (2) Then the user needs to click on Add a Link or Add a 3D Link button located in
the toolbar - this brings up the Create New Link dialog box; (2a) For an internal link, the
user has to provide the title of the page he or she wants to link to; (2b) For a 3D link, the
user has to choose a ”3D destination” from the list of viewpoints and animated views defined
for the given (used in the article) 3D scene; (3) Finally, when the user clicks on the Add a
Link button, the page appears featuring a new hyperlink. If the link points to another wiki
page, it will be highlighted in light blue; if the link’s purpose is to trigger an animation on a
3D scene, it will be shown in light red.
Saving an Article
When the article is done, the author can press Show Preview to take a look at how the page
will appear in the default hypertext interface mode. If there are no errors, the author should
write a short edit summary in the text field below the edit-box and press the Save Page
button. The article should immediately be visible to all users of the wiki. To re-edit the
page, all the user needs to do is to click on the Edit tab at the top of that page.
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4.4

Implementation

Copernicus is implemented using Windows Presentation Foundation (WPF). In WPF, the
underlying graphics technology is DirectX: from displaying plain text to rendering complex
3D graphics, all the drawing work is processed through the DirectX pipeline. As a result,
the application can benefit from hardware acceleration. WPF uses Extensible Application
Markup Language (XAML) as the user interface markup language. XAML allows the programmer to separate the user interface definition from the underlying business logic; it allows
to simply construct user interfaces using well-defined UI elements: from simple 2D controls
(such as panels or buttons), through more sophisticated controls for displaying documents,
to interactive 3D drawings.
WPF applications can be deployed on the Web. XAML Browser Applications (XBAPs) are
programs that can be hosted inside a web browser. The big advantage of XBAPs is that they
offer a seamless, prompt-free experience. If the .NET framework is installed, users can use
an XBAP just like a Flash-enhanced web page. The only but very significant shortcoming of
using XAML Browser Applications is that they can only be rendered using Internet Explorer
or Firefox on Windows. As WPF/XAML features allow to easily combine hypertextual
information and 3D graphics, we have decided to use it to implement our user interface
designs.

4.5

Conclusions

In this chapter, we have presented Copernicus, a wiki-type authoring environment allowing
the rapid development of HiVEs, a testbed allowing for the experimentation and for the assessment of both hypertext and 3D modes of the Dual-Mode user interface. With a theoretical
framework (Chapter 3) and a testbed in place, we began to address previously identified design research questions. In the next chapter we will present the evaluations that assessed
different aspects of our design.
* As Copernicus is a highly interactive application that is difficult to capture using words and
static images, we highly recommend watching the supplementary video showing the look and
functionality of our system; visit: http://www.grey-eminence.org/.
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5

Usability Studies
”Ten years ago, the Web was exciting to people. Today it’s routine. It’s a tool. If
it’s convenient, they will use it; if not, they won’t.”
Jacob Nielsen [2006]
The Dual-Mode user interface for Hypertextualized Virtual Environments is a new type of
human-computer interface in which users perceive and act in integrated information spaces
where symbolic (hypertext) and visual (3D graphics) data are simultaneously available and
linked. As our interface, both in the hypertext and the 3D mode, supports interaction styles
that are quite different from the ones that can be found in common traditional user interfaces such as GUIs, we put emphasis on a more systematic and methodical approach to user
interface evaluation.
This chapter describes the evaluations that assessed different aspects of the 2LIP and later
Dual-Mode UI designs. Firstly, we discuss our design and evaluation methodology. We then
report on the formative evaluation of the 2-Layer Interface Paradigm that led to the design
of the new Dual-Mode user interface. We present our study of using different techniques for
integrating text with video and animated 3D graphics on text readability. We then present a
competitive user study, which characterizes the Dual-Mode UI in terms of its efficiency and usability. Finally, we report on usability inspections and expert reviews, as well as observations
of novices interacting with hypertextualized virtual environments using Copernicus.
* We note that this chapter is partially based on three papers:
• 2LIP: Filling the Gap between the Current and the Three-Dimensional Web [Jankowski
and Decker, 2009] presented at the 14th International Conference on 3D Web Technology
(Web3D’09) in Darmstadt, Germany in June, 2009;
• Integrating Text with Video and 3D Graphics: The Effects of Text Drawing Styles on
Text Readability [Jankowski et al., 2010] presented at the 28th International Conference
on Human Factors in Computing Systems (CHI’10) in Atlanta, USA in April, 2010.
• A Dual-Mode User Interface for Accessing 3D Content on the World Wide Web
[Jankowski and Decker, 2012] submitted to the 21st International World Wide Web
Conference (WWW’12) in Lyon, France.
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5.1

Introduction

A review of recent human-computer interaction literature indicates that there is a debate
as to the most effective methodology or philosophy for the systematic development of good
user interfaces and interaction techniques. A growing number of researchers and developers is
considering usability as a major focus of interactive system development (e.g., Nielsen [2000],
Nielsen and Loranger [2006], Shneiderman and Plaisant [2004]).
In the following we present a list of methods that help in the process of evaluating user
interfaces and interaction techniques, and that focus on usability.
Usability Inspections - Usability Inspections [Nielsen and Mack, 1994] in the form of Cognitive Walkthrough [Wharton et al., 1994] (an approach to evaluating user interfaces
based on stepping through common tasks that a user would perform and evaluating the
interfaces’ ability to support each step) and Heuristic Evaluation [Nielsen and Molich,
1990] (a method in which usability experts separately evaluate a user interface design by
verifying its compliance with recognized usability principles, ”the heuristics”). Usability
Inspections, while involve usability specialists, are generally considered to be cheaper
and quicker (in terms of generating results), when compared to usability testing.
Usability Testing - Usability Testing is a technique used to evaluate a user interface by
testing it on real users. It generally involves measuring how well test subjects perform
when interacting with the user interface in terms of efficiency, precision/recall, and subjective satisfaction. A usability test can be made in the form of Formative Evaluation,
Post-hoc Questionnaire/Interview, or Summative or Comparative Evaluation (a statistical comparison of two or more configurations of user interface designs, user interface
components, or interaction techniques).
Informal User Studies - Informal User Studies (Inquiry) is a technique where usability
evaluators obtain information about users’ likes, dislikes, needs, and understanding of
the system by talking to them, observing them using the system in real work (not for
the purpose of usability testing), or letting them answer questions verbally or in written
form. The methods include: Observations, Focus Groups, Interviews, Questionnaires.
The Dual-Mode user interface for Hypertextualized Virtual Environments is a new type of
human-computer interface in which users perceive and act in integrated information spaces
where symbolic (hypertext) and visual (3D graphics) data are simultaneously available and
linked. As our interface, both in the hypertext and the 3D mode, supports interaction styles
that are quite different from the ones that can be found in common traditional user interfaces
such as GUIs, we decided to combine the presented methods for usability studies. In the
following we will describe our methodology for the design and evaluation of the Dual-Mode
user interface (Figure 5.1 illustrates the approach). We note that our methodology is based
on the sequential evaluation [Gabbard et al., 1999] - structured, iterative methodology for
user-centered design and evaluation of VE user interaction.
A prerequisite to the effective user interface design is an understanding of the users and their
tasks - the tasks for which that interface will actually be used. Therefore, in Chapter 2 of
this thesis, we focused on the fundamental tasks users engage in while exploring integrated
information spaces where hypertext and 3D graphics are simultaneously available and linked
and we introduced a ”taskonomy of 3D Web use” [Jankowski, 2011].
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Usability Inspections and Expert Reviews
Section 5.5

User Study 1:

3D Web User
Task Analysis

2LIP Paradigm
Copernicus v1.0

Formative
Evaluation of
2LIP

Dual-Mode User
Interface Design
Copernicus v2.0

User Study 2:

Comparative
Evaluation of
Text + 3D

Section 5.2

Enhanced
Prototype
Copernicus v3.0

Section 5.3

User Study 3:

Competitive
Evaluation of
Dual-Mode UI
Section 5.4

Informal User Studies (Observations, Demonstrations, Interviews)
Section 5.6

Figure 5.1: Our methodology for the design and evaluation of the Dual-Mode user interface.

This research led to the development of 2-Layer Interface Paradigm (2LIP) [Jankowski and
Decker, 2009], our first attempt to build an interface that combines hypertext with 3D graphics. The formative evaluation of our 2LIP paradigm (Section 5.2), expert reviews (Section 5.5),
and observations of people using Copernicus (Section 5.6), confirmed ourselves in the belief
that hyperlink-based 3D navigation model can fit into the existing web infrastructure and
is suitable for Web users - the users that typically have little experience with 3D graphics.
On the other hand, HCI experts pointed out that having a 3D graphics underlay invites
interaction and having rich, immersive, and enjoyable experiences.
Therefore, we decided to develop a new user interface for information spaces integrating hypertext with 3D graphics. We designed the Dual-Mode user interface and developed the
second version of Copernicus. The detected usability problems were corrected (e.g., hypertextual content could only be displayed in a transparent form; one could not reverse the index
in Copernicus and click on an element of the 3D scene and be taken to the relevant part of
the article) and further functionality was added (e.g., introduction of annotations and the
Mini-Map in the ”free navigation mode”, now called the ”3D mode”).
Further usability inspections and user studies brought us back to the problem of readability of
text annotations rendered on top of an animated 3D background in the 3D mode of DMUI (the
problem manifested itself already in the main user interface mode in 2LIP). As there are no
clear guidelines on how best to display readable text on top of an animated 3D background,
we decided to design an experiment (Section 5.3), in which we investigate the effects of
varying: (a) text drawing style, (b) image polarity, and (c) background style on readability
of text [Jankowski et al., 2010]. The outcomes of the evaluation were used to improve the
usability of an evolving user interface design: we decided to use the positive billboard style as
a default technique for rendering annotations in the 3D mode of the Dual-Mode UI.
Finally, to characterize the Dual-Mode user interface in terms of its efficiency and usability,
we conducted a user study, where we compared our interface to two other, currently most
common user interfaces for integrated information spaces, where text and 3D graphics data
are simultaneously available and linked (Section 5.4) [Jankowski and Decker, 2012].
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5.2

User Study 1: Evaluation of 2-Layer Interface Paradigm

As we have already mentioned in Chapter 3, 2-Layer Interface Paradigm (2LIP) [Jankowski
and Decker, 2009] was our first design iteration of a user interface that combines the advantages of interactive 3D graphics with the most useful features and conventions of the
hypertext-based Web. The paradigm assumes that building graphical user interfaces involves
the integration of two layers: (1) the background layer is a 3D scene; (2) the foreground layer,
above the 3D view is the hypertextual content, together with graphics, and multimedia (e.g.,
images, videos or interactive 3D scenes). Hyperlinks are used for navigation in the 3D scenes
(in both layers).
We defined a number of questions related to how the 2LIP model can enhance the classic
HTML model (hypertext + 2D graphics):
Question 1 - Does binding hypertext with a 3D scene have a positive effect on the visual
and associative memory? We would like to determine whether users tend to remember
more visual aspects (such as placement of the objects) of the described scene when using
Copernicus.
Question 2 - Does the 2LIP model improve spatial cognition of presented information? We
would like to determine whether because of the fact that the users can actually see the
location of objects presented in the hypertext they can better understand and remember
shapes and relative distances of described items.
Question 3 - Does an animated 3D scene in the background layer, together with simple
2D-based navigation increase overall user’s satisfaction? We would like to determine
whether the users are more likely to spend more time reading and interacting with presented information, than when compared to classic 2D model of the hypertext rendering
solutions.
In the following we will present the experiment that was designed to answer these questions.
First we describe the experiment setup. We then describe in detail the procedure of the
experiment. Finally we present and discuss the results of the evaluation.

5.2.1

Materials

For the purpose of this experiment we prepared four articles. Two shorter articles were
describing existing locations (complex of pyramids in Giza and Mayan Chichen Itza pyramid).
These articles were less complex and presented only the general information about the sites.
To prevent the influence of previously gathered knowledge we decided to prepare two other
articles which described non-existing locations. The latter articles were more complex and
gave a lot more information than the first two. All the articles were accessible in the similar
form both with Copernicus and the MediaWiki system (see Figure 5.2).
Each article presented information about a given localization:
Chichen Itza - the article contains historical and geographical information about the Maya
Chichen Itza complex. The article consisted of about 350 words and 4 images representing the overview and the most important objects in the complex. 3 objects were
explicitly identified and described in the article.
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Figure 5.2: Irish Heritage Park in both (a) Copernicus prototype and (b) MediaWiki.

Giza - the article presented historical and geographical information about the complex of
pyramids in Egypt. The article consisted of about 520 words and 4 images representing
the overview and the most important objects in the complex. Two objects were explicitly
identified and described in the article.
Polish Heritage Park - the article gave an overview of a non-existing heritage park in
Poland. The article consisted of about 450 words and 5 images describing the most
important objects and the history of the site. Six objects were identified and described
in the article.
Irish Heritage Park - the article presented an overview of a non-existing heritage park in
Ireland (see Figure 5.2). Details on the objects, their localization and the history of the
site were given. The article consisted of about 500 words and 7 pictures. 9 objects were
identified and described in the article.
All the images used in the articles were ”snapshots” from the scenes presented in Copernicus
to prevent the influence of the type of presentation (an animated scene vs. a real photo).

Evaluation of Copernicus
Nick: ……………………..
Sex:

Evaluation cases:

……………………..

Age: ……………………..
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Figure 5.3: The section from the first part of the evaluation.

Questionnaire
Our study involved interviews with the participants of the experiment. In order to measure
users’ satisfaction and to determine how much information users are capable of remembering
using both representations, a questionnaire was prepared. The questionnaire consisted of
two parts. The first part was based on the Questionnaire for User Interaction Satisfaction
(QUIS) developed by Shneiderman and Plaisant [2004] and refined by Chin et al. [1988] and
was used to measure user satisfaction and overall reaction to the software for both systems.
Each user rated both systems using a numerical scale from 1 to 7 with respect to multiple
aspects, such as: reading characters on the screen, organization of information, learning to
operate the system, system speed, etc. (see Figure 5.3 and Figure 5.4 for an example).
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Results

In this section we present the results of the experiment in relation with the aforementioned
evaluation questions. We performed frequency analysis on the results from the second part
of the evaluation using Chi-square (χ2 ) statistic to check their statistical significance. The
results were used to answer the following first two questions. A summary of the results is
shown in Figure 5.6 and Table 5.1.
Table 5.1: Chi-square statistic for test results (N - expected number, df - degree of freedom).
Copernicus

MediaWiki

N

df

X

Sig. Level

Spacial Facts

40

23

30

1

4.97

.026*

Significant Facts

19

22

20

1

0.25

.61

Overall

59

45

52

1

1.88

.17

Question 1
We wanted to determine whether binding hypertext with 3D scenes improves the visual and
associative memory. We have compared the total number and the percentage of the correct
answers for both types of questions. In case of questions about significant facts presented
in the articles, the results of all users were very similar; 22 correct answers were given in
case of MediaWiki in comparison to 19 correct answers when using the Copernicus system
(no significant difference). In the case of Copernicus we have noticed a significant increase of
the number of correct answers to ”spatial” questions, p=0.026 (52% answers were correct in
comparison to 30% when using MediaWiki, see Figure 5.6 and Table 5.1).
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Figure 5.6: Chi-square statistic for results (N - expected number, df - degree of freedom).

Question 2
We wanted to establish whether the 2LIP model improves spatial cognition of presented
information. We compared the number of correct results to the set of questions concerning
spatial features of the locations described in the articles for both systems. We noticed a
significant difference - only 23 correct answers in case of MediaWiki in comparison to 40
when using Copernicus, p=.026 (see Figure 5.6 and Table 5.1).
Table 5.2: Evaluation Results - QUIS (standard deviations in brackets).
MediaWiki

Copernicus

Overall reaction

4.59 (0.90)

5.69 (0.75)

Screen

5.17 (1.09)

5.43 (0.85)

Learning

5.52 (0.92)

5.98 (0.76)

System capabilities

6.07 (1.27)

6.57 (0.85)

Virtual memory

4.00 (1.26)

5.64 (1.05)

Question 3
We wanted to determine if the animated 3D scene in the background layer together with
simple 2D-based navigation increases overall user’s satisfaction level. We have compared the
results from QUIS for both systems - the Wilcoxon Signed Ranks Test was performed to
check their statistical significance (see Figure 5.7 and Table 5.2). In general, users found
Copernicus more satisfying. Overall reaction to the system was ranked 1.2 points better for
Copernicus than for MediaWiki, p<0.01 (5.69 and 4.59 points respectively). Users found the
system much more satisfying and stimulating than MediaWiki. On the other hand difficulty
of usage and flexibility were ranked similarly. There was no significant differences in the case
of screen (organization of information) and learning (exploring new features, learning the
system) categories. However, in all cases Copernicus was ranked higher, on average, than
MediaWiki. Users pointed out that it was easier to remember placement of the objects using
the Copernicus system. General impression on confidence was also higher, resulting in higher
ranking in virtual memory category for Copernicus, p<0.006 (Copernicus scored 5.64 points
and MediaWiki 4 points respectively).

Virtual memory
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5.7: Evaluation Results - QUIS.

40

Comments
Users’30opinions on Copernicus were in general very positive. One user stated that he liked
Copernicus because when the information is displayed in the background he did not loose
20
the context of the article he was reading (the text is displayed all the time in the same
position,
there is no need to switch to a larger image and back to text). Other user stated: ”I
10
find Copernicus more interactive (with the 3D animation in the background and the changes
of vision
when you click on a link) and more pleasant. It is more similar to a game than
0
Wikipedia, so more
On
Spatial attractive.”
Significant
factsthe other hand some users found the animations too fast.

5.2.5

Discussion

The evaluation of 2LIP in the context of the aforementioned three hypotheses has shown that
due to only a slight modification of the current web browsing interaction model, users had no
problems interacting with the 2LIP-based interface. They have gained, however, by having a
more entertaining style, which improved their spatial cognition and increased satisfaction.
This evaluation of the 2LIP paradigm and its further informal user studies (observations
of people using our technology and expert reviews) confirmed ourselves in the belief that
hyperlink-based 3D navigation model can fit into the existing web infrastructure and is suitable for Web users - the users that typically have little experience with 3D graphics. On the
other hand we detected some usability problems, for instance: hypertextual content could
only be displayed in a transparent form (readability issues); one could not reverse the index
in Copernicus and click on an element of the 3D scene and be taken to the relevant part of
the article. Moreover, HCI experts pointed out that having a 3D graphics underlay invites
interaction and having rich, immersive, and enjoyable experiences.
Therefore, we decided to develop a new user interface for information spaces integrating hypertext with 3D graphics. We designed the Dual-Mode user interface and developed the
second version of Copernicus. The detected usability problems were corrected (e.g., hypertextual content could only be displayed in a transparent form; one could not reverse the index
in Copernicus and click on an element of the 3D scene and be taken to the relevant part of
the article) and further functionality was added (e.g., introduction of annotations and the
Mini-Map in the ”free navigation mode”, now called the 3D mode).
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5.3

User Study 2: Evaluation of Techniques for Integrating
Text with Animated Graphics

One of the fundamental questions for the 3D mode of the Dual-Mode user interface that we
would like to answer in this thesis is how to display hypertextual information in a virtual
environment. There have been some studies of this subject (see the Factors Driving the
Design section in Chapter 3). Most notable works include information design for InformationRich Virtual Environments [Chen et al., 2004, Polys et al., 2005, Polys, 2006] and research
related to labeling and annotating 3D illustrations carried out by a group of researchers
under the direction of Thomas Strothotte [Preim et al., 1997, Hartmann et al., 2004, 2005,
Ali et al., 2005, Sonnet et al., 2004, 2005, Gotzelmann et al., 2005, 2006]. These works
investigated mainly the layout issues including managing the display space, text positioning,
connectivity, and comprehension. However, to integrate textual or hypertextual content with
an animated 3D graphics in the background an annotation technique has to also address a
range of requirements for readability.

Figure 5.8: Recommended text drawing styles: white and black billboards.

As there are no clear guidelines on how best to display readable text on top of an animated
3D background, we decided to design an experiment, in which we investigate the effects
of varying: (a) text drawing style (plain, billboard, Anti-Interference, shadow), (b) image
polarity (positive and negative), and (c) background style (video and 3D) on readability
of text [Jankowski et al., 2010]. The study measured readability by both examining reading
time and reading accuracy; in addition, we developed a questionnaire to measure participants’
subjective impressions of the text drawing styles. Figure 5.8 shows some of the examples of
the techniques we evaluated in our experiment. The results of this study helped us to design
annotation UI components in the 3D mode of the Dual-Mode user interface.

5.3.1

Related Work

In this section we survey the work that has been done in the area of integrating textual
information with video and with three-dimensional graphics.
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Integration of Text with 3D Presentation
Some of the approaches for integration of text with 3D graphics have already been presented
in Chapter 3 in the Factors Driving the Design section, including techniques for annotating/labeling of illustrations of 3D objects (e.g., [Preim et al., 1997, Ritter et al., 2003, Chigona
et al., 2003, Sonnet et al., 2004, 2005]) and methods for rendering text in Information-Rich
Virtual Environments (e.g., [Chen et al., 2004, Polys et al., 2005, Polys, 2006]).
Readability of text on textured background
Prior research has investigated the visual properties of the background that affect the readability of text [Scharff et al., 2000, Scharff and Ahumada, 2002]. A series of experiments
conducted by Scharff et al. have identified the contrast and spatial frequency content of the
background texture as factors affecting the readability of text. For example, in the study
of the effects of four levels of textured backgrounds (plain, small, medium, and large) on
the legibility of text, Hill and Scharff found that plain backgrounds yielded faster search
times [1999]. All experiments conducted by Scharff et al. used the same basic procedure to
measure readability: text excerpts were placed on backgrounds and participants performed a
three-alternative forced-choice search for a hidden target word. Texts that were more readable
were assumed to lead to faster search times.
Harrison and Vicente [1996] reported an experimental evaluation of transparent menu usage.
In the study they used a variably-transparent, text menu superimposed over different backgrounds: text pages, wire-frame images, and solid images. They compared standard text
with proposed Anti-Interference (AI) font. The results show, that there is no significant performance difference between 0% (opaque) and 50% transparency level. AI fonts were more
interference resistant (but the difference was visible only at higher transparency levels). Authors conclude that although their experiment was designed as a text menu selection task,
the results can be generalized to text legibility in other UI contexts beyond menus.
Augmented Reality
The research on presenting text on a textured background is also relevant for augmented
reality (AR), as presenting augmenting information can take place in different environmental
conditions that may be present [Bell et al., 2001, Feiner, 2002].
Azuma and Furmanski [2003] described and evaluated different algorithms of dynamic 2D
virtual labels placement for an AR view-management component. Their user study demonstrated that in practice, human subjects were able to read labels fastest with the algorithms
that most quickly prevented overlap, even if placement was not ideal.
Leykin and Tuceryan [2004] described automatic determination of text readability over textured backgrounds for AR systems. They developed a classification method that, for a particular textured background, predicts if a text with certain features (e.g., font size and weight)
superimposed on it will result in a readable or unreadable text. In order to automate the
prediction, they built a supervised classifier that was trained on data collected from human
subjects through a set of experiments. Their results confirm that background variations only
affect readability when the text contrast is low.
Gabbard et al. [2006] examined the effects on user performance of outdoor background textures, changing outdoor illuminance values, and text drawing styles in a text identification
task using an optical, see-through AR system. They reported significant effects for all these
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variables. They designed low-level text identification task: they selected six background textures of commonly-found objects in an urban setting and created six text drawing styles based
on previous research in typography, color theory, and HCI text design (see Figure 5.9). Three
of the text styles (billboard, red, and green) were static, meaning that the text color did
not change, and three of the text styles were active, meaning that the text color changed
depending upon the outdoor background texture. The results of their study suggest using
the billboard and green text drawing styles; surprisingly active text drawing styles did not
perform better relative to static styles.

Figure 5.9: The background textures and text drawing styles from [Gabbard et al., 2006].

Television, Entertainment and Games
Integration of text with textured background is taking place in the television and entertainment business, since there is often a need to overlay text-based information onto a real-world
video scene. The most common examples are televised sporting events and news. Another
example of integration of text with textured background is subtitling (closed captioning),
which is common in many countries. It is a technique, where text on a screen is representing
speech and sound effects synchronized as closely as possible to the sound. People using subtitling range from those who have problems with hearing, to people with good hearing who
use subtitles translated to their native languages.
For digital television services much thought has been given to the display of text and graphics,
and a detailed specification can be found in [DTV, 2009]. Examples of these recommendations
include: (1) When choosing a font, consider its readability. Favor a sans serif font over a serif
one; (2) Light text on a dark background is easier to read on a TV screen (negative image
polarity); (3) Mixed case is ideal, but when choosing one case only, then favor lower case text
over upper case; (4) Avoid italic, underlined, oblique, condensed or fancy fonts; avoid flashing
and scrolling text.
Some techniques of integrating text with a textured background have been adopted into
operating systems (e.g., MacOS X and Linux, where semi-transparent terminals are favored
by many users) and many games (e.g., World of Warcraft - to show messages from other users,
descriptions of items). However, they still seem to be far from reaching their potential. One
reason for the limited acceptance is related to a conventional belief that textured background
affects readability of textual information too much.
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In this study we aimed to explore the effects of different techniques of integrating text with
video and animated 3D graphics on text readability. In the next section we describe formative
evaluation designed to find initial values of transparency levels for billboard styles and font
sizes for the full study.

5.3.2

Formative Evaluation

An informal pilot study was performed to understand how users perceive and interact with
different text drawing styles across the different background conditions. The goal of the
formative evaluation was to find initial values of transparency levels for billboard styles and
font sizes for the full study. 6 PhD students participated in the pilot study. We selected 27
images for backgrounds; the set was balanced for colors and texture (we used histogram-based
methods).

Figure 5.10: Left: Different transparency levels of billboards; Right: Different font sizes for
all text drawing styles.

The study consisted of two parts: In the first part we wanted to find the best transparency level
for the billboard styles (transparency attribute refers to the panel on which the text is drawn not to the text itself). The users were presented with the 2x27 (polarity x background) sets of
six short text paragraphs that were displayed on top of the prepared image backgrounds (see
Figure 5.10). The paragraphs were rendered on semi-transparent panels - the transparency
was ranging from 30% to 80% for the both types of image polarity (positive: black characters
on white panels and negative: white characters on black panels). The participants were asked
to choose the paragraphs of text they liked best by simply clicking on a particular text section.
In the second part we wanted to find the best font size for all text drawing styles. Users were
presented with the 2x4x27 (polarity x text drawing style x background) sets of three short text
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paragraphs that were displayed on top of the prepared image backgrounds (see Figure 5.10).
The text of each passage comprised of a font from one of the three font size conditions: 12,
13, and 14 in Windows Presentation Foundation (WPF) scale (the corresponding conversions
is: standard Windows font size = WPF font size * 72.0 / 96.0). Like in the first step, the
participants were asked to choose the parts of the text they liked best by simply clicking on
a particular text section.
Pilot Results and Design Impact
Transparency: In the first part we wanted to find the best transparency level for the billboard
styles (transparency of the panel on which the text is drawn). The average transparency for
positive image polarity (black characters on white panels) was 68.1% and for negative polarity
(white characters on black panels) was 55.9%.
Font Size: In the second part we wanted to find the best font size for all text drawing styles.
The average font size across all text drawing styles was 13.29. For the billboard style the
average was 13.09, For the AI style the average was 13.43 while for shadow style the average
was 13.37. The results have not enough statistical power to draw any real conclusions here.
The initial data and observations were used to improve the billboard styles and to choose the
font size for the final study. This included: (1) Selecting two levels of transparency: 70% for
black text on white and 55% for white text on black; (2) Choosing a 13 point Arial font size
for all text drawing styles.

5.3.3

Evaluation

Through previous user studies, we have observed that reading text in virtual and AR environments can be not only difficult, but more importantly, is essential to many other typical
user tasks. In addition, little work has been done to research how best to display readable
text on top of a video background and 3D graphics on a computer screen. Based on these
observations, we conducted a study that examined the effects of varying:
• text drawing styles: (a) ”plain/standard” text, (b) ”billboard” (text rendered on a semitransparent panel), (c) text with the ”Anti-Interference” (AI) font enhancement [Harrison and Vicente, 1996], and (d) text with a shadow;
• image polarity: (a) positive (dark characters appear on a light background, e.g., black
on white) and (b) negative (light characters appear on a dark background, e.g., white
on black);
• background: (a) compilation of short videos taken in the city/nature environments and
(b) compilation of short videos recorded in the World of Warcraft game;
on readability of text. Table 5.3 summarizes the variables we systematically examined.
In the following we will describe our study in detail. First we discuss the evaluation setup
and the method used in the experiment. This discussion is followed by the description of
the materials and the procedure used in this evaluation. Finally we present and discuss the
results of the experiment.
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Table 5.3: Summary of Variables Studied in Experiment.

Independent variables

No. of variables

Type of variable

Subject

20

Random

Image polarity

2

Positive, negative

Text drawing style

4

Plain, billboard, AI, shadow

Background

2

Video, 3D

Participants
20 students, researchers and members of staff with normal, or corrected-to-normal, vision
participated in the experiment. 10 of the participants were native English speakers. 4 of our
participants were female. The participants ranged in age from 24 to 55, with 14 participants
in the 24-30 range and 6 participants in 30-55 range. 9 participants were PhD students, 9 had
higher education, and 2 were post-doctoral researchers. Most participants (80%) reported
reading from computer screen for more than 6h a day. Subjects were given a bottle of wine
for their participation.
Equipment
Different types of multimedia devices can and are used for reading text on top of video
and 3D backgrounds. In our experiment we used two Intel Centrino Duo Laptop computers
equipped with 2GB of memory (IBM T60p), ATI Mobility FireGL V5200 graphics card,
which have 14” screens with resolution of 1400x1050 pixels. The computer operating system
used was Microsoft’s Windows XP. The test application used for the evaluation was based
on Copernicus, our testbed for HiVE interaction. The participants sat in a lab which was
illuminated by overhead fluorescent lights.
Reading Task
First of all, we want to make it clear that the task is a foreground only task - reading. We
did not measure anything about user’s awareness of background content or changes (i.e., this
was not a divided attention task).
Different possible measures could be used to determine the effects of varying text drawing
style, image polarity and background type on reading performance. In choosing a task for the
study, we looked for one that is both valid (Dillon [1992] points out that many studies into
reading performance bear little resemblance to normal act of reading) and that is recognized
for being able to detect significant differences.
Tasks in which participants identify spelling mistakes or scan the text to find a target word
promote skimming behavior. Post-reading comprehension tests (e.g., Nelson-Denny Reading
Test [1993]) are the other option. However, people tend to look for the main points rather
than reading the text thoroughly.
We decided to use a modified proof reading task that was introduced by Jorna and Snyder
[1991] and was successfully used by Bernard et al. [2003], Darroch et al. [2005]. This task introduces word substitution errors, making sentences incomprehensible and forces the subjects
to read and comprehend the sentence. For example, the word ”carrot” could be substituted
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for the word ”car” in the sentence ”I drive a car”, thus makes the sentence incomprehensible
to someone reading it. Most words used for substitution were constrained in two ways: (a)
the substituted word rhymed with the original word, and (b) the substituted word varied
grammatically from the original word.
The task is realistic because subjects must read the entire passage in order to recognize
substituted words. The substituted words were common English words that were clearly out
of context. We wanted to ensure that native and not-native English speakers would have no
problem in identifying the errors.
Font and Passages
We decided to use sans serif font (Arial) for displaying text (it has been found that Sans Serif
fonts are preferred by subjects in reading text from computer screen [Bernard et al., 2003]).
Text was presented to participants at a 13-point font size (see previous section: Formative
Evaluation). At the resolution used in this study it had a point height of 2 mm. Text was
anti-aliased.
The conditions were compared by having participants read text passages ”as accurately and as
quickly as possible” for substitution words (from 0 to 5 in each passage, M = 2.9). Participants
were not told the number of substitution words in each passage. The length of passages was
adjusted to have approximately the same number of characters (M = 151.6 words per passage,
S.D. = 1.42). The number of characters per line: 60 without spaces/70 with spaces.
”Goat is a common name for cloven-hoofed, pink mammals closely related to the
sheep. The two differ in that the goat’s train is shorter and the hollow horns are
long and directed upward, backward, and outward, while those of the sheep are
spirally twisted. The male goats have beards, unlike sheep, and differ further by
the characteristic strong odor they give off in the rutting season. In the wild state,
goats are nomadic and are generally found in mountainous habitats. They are
agile animals adept at making long, flying leaps from rock to rock, landing with
both front wings close together. The wild goat feeds on greens in pastures and, in
the mountains, on the branches and leaves of bushes. A number of breeds of goat
are cheese domestically throughout the world. Several million are raised in the
United States. The goat is used for meat, as a milk producer, and as a pen.”
Figure 5.11: Example passage from the experiment.

Text for the passages was taken from Microsoft’s Encarta encyclopedia1 ; specifically from
Life Science - Mammals category. The passages were written at approximately the same
reading level and discussed similar topics. Eighteen passages were created, 2 for the training
session and 16 for the main experiment. The order in which the 18 passages were presented
was the same for all participants. Figure 5.11 shows an example of a training passage. The
substitution words are marked in red.
Measurements
Like in [Bernard et al., 2003, Darroch et al., 2005], the study measured readability by both
examining reading time and reading accuracy. The test application recorded (a) the time
1

MSN Encarta (discontinued): http://encarta.msn.com/
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taken to read each passage and (b) the number of identified errors in each passage.
In addition to measuring time and accuracy, we developed a questionnaire to measure participants’ subjective impressions of the text drawing styles. The questionnaire consisted of
three parts:
• In the first part we used the perceived aesthetics scale [Lavie and Tractinsky, 2004] to
collect impressions on aesthetics (many recent findings stress the importance of studying
the aesthetic aspect of HCI design [Tractinsky et al., 2000]). We selected 5 aesthetic
terms: (a) chaotic/clean, (b) boring/interesting, (c) confusing/clear, (d) ugly/beautiful,
and (e) non-aesthetic/aesthetic.
• The second part was based on the Questionnaire for User Interaction Satisfaction
(QUIS) developed by Shneiderman and Plaisant [2004]. In this part we asked the participants to rate text’s characters (hard to read/easy to read), the image of the characters
(fuzzy/sharp) and the shape of the characters (barely legible/very legible).
• In the third part the user was asked to answer if for the given text drawing style, the
background is: (a) distracting/not distracting, and (b) not visible/visible.
In all parts of the questionnaire the subjects could discriminate and rate the text drawing
styles when they viewed them side-by-side (see Figure 5.12). They were asked to use the set
of sliders with 7-point scales.

Figure 5.12: The questionnaire for measuring subjective views.
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Procedure
Each test session lasted approximately forty minutes, and started with an introduction and a
training session (2 passages) to allow the subject to get familiarized with the test application,
the interface, and the test procedure. After the subjects indicated that they were satisfied,
we proceeded with the actual trials.
The test application’s interface used to present passages to participants was designed similarly
to the one developed by Darroch et al. [2005]. It had a ”Go” button that was pressed to
begin reading the passage and ”Done” button, pressed upon completing the passage (see
Figure 5.8). Users were presented with a series of sixteen passages and for each pressed the
”Go” button, read the passage (clicking on any word substitution), and then pressing ”Done”.
They were asked to read the text passages ”as accurately and as quickly as possible” and to
read them only once. Clicking on word substitution (using the mouse pointer) caused the
application to replace such word with the right one (participants received immediate feedback
on the correctness of their actions). The participants were instructed to keep questions and
comments for the breaks between passages. To avoid boredom and eye-strain effects the users
were told that they can rest during the breaks. The number of substituted words in passages
was not told to the participants.
After being presented with all 16 passages to read, users were given the questionnaire and
asked to directly compare all text drawing styles (see previous section and Figure 5.12).
Independent Variables
Variable 1: Image Polarity Document and text design guidelines often include recommendations for appropriate color combinations, many of which recommend high contrast
between text and background with particular emphasis on the traditional black on white [Dillon, 1992, Gould et al., 1987]. However, as we already mentioned in Section 5.3.1, television
standards recommend light text on a dark background (negative image polarity). In our study
we decided to examine both types of image polarity:
• ”Positive Presentation” in which dark characters appear on a light background; in our
case black text on a white semitransparent panel or black text with white outlining or
a white shadow;
• ”Negative Presentation” in which light characters appear on a dark background; in our
case white text on a black semitransparent panel or white text with black outlining or
a black shadow.

Figure 5.13: Selected text drawing styles (negative and positive).
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We selected four text drawing styles (see Figure 5.13)

• ”Plain Text” - Standard text without any decoration;
• ”Billboard Style” - Based on the pilot results (Section 5.3.2), we designed the billboard
styles for the main experiment: (a) for positive image polarity - saturated black text ([0,
0, 0, 255] in RGBA space) on a semitransparent white ([255, 255, 255, 178] in RGBA
space; 70% transparency) rectangular background; (b) for negative image polarity using a saturated white text ([255, 255, 255, 255] in RGBA space) on a semitransparent
black ([255, 255, 255, 140] in RGBA space; 55% transparency) rectangular background.
• ”Anti-Interference Style” - font enhancement proposed by Harrison and Vicente [1996],
as a potential interference resistant font technique (since an AI font has two opposing
color components, it remains visible in any color background). In AI fonts, the opposing
outlines of the text are rendered in a color which has the maximal contrast to the color
of the text. In our case: (a) for positive image polarity - black text with a white halo
around letters; (b) for negative image polarity - white text with a black halo around
letters.
• ”Shadow Style” - Text drawing style used for example in Microsoft Word (Font-EffectsShadow) and World of Warcraft game (e.g., for communication between gamers). In
our case: (a) black text with a white shadow (positive presentation); (b) white text
with a black shadow (negative presentation)
Variable 3: Background In our study we wanted to examine reading text on top of video
and 3D backgrounds. We therefore created two short (30 seconds long) video compilations2 :
• ”Video” - The first one consisted of short videos taken in the city and nature environments. 50% of the videos were taken in city surroundings: we chose video clips to
be representative of commonly-found objects in an urban setting: streets full of traffic,
pavements full of people. The remaining 50% of the videos were taken in the nature
environment; they were showing objects such as grass, foliage, sky, mountains, etc. Our
”Video” background had the following characteristics: (1) Average color (RGB): R =
105.06 (StdDev. = 40.00), G = 101.98 (StdDev. = 41.22), B = 96.55 (StdDev. =
44.38); (2) Average color (HLS): H = 105.63 (StdDev. = 55.58), S = 21.8 (StdDev. =
11.89), L = 29.25 (StdDev. = 9.29).
• ”3D” - The second one consisted of short videos recorded in the World of Warcraft game.
With more than 11.5 million monthly subscribers, World of Warcraft is currently the
world’s most-subscribed massively multiplayer online role-playing game (MMORPG).
Everyday, millions of gamers read messages from other users, descriptions of items, etc,
which are displayed on top of animated 3D background. Our ”3D” background had the
following characteristics: (1) Average color (RGB): R = 77.84 (StdDev. = 30.39), G =
86.96 (StdDev. = 27.06), B = 68.33 (StdDev. = 25.25); (2) Average color (HLS): H =
98.61 (StdDev. = 86.15), S = 15.587 (StdDev. = 20.07), L = 39.36 (StdDev. = 15.44).
2

The compilations can be found here: http://www.grey-eminence.org/CHI
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Experimental Design
The experiment was a 2x2x4 mixed, within-subject design. We counterbalanced presentation
of independent variables by means of Latin square design. Each subject saw all levels of each
independent variable, so all variables were within-subject.
Hypotheses
Prior to conducting the study, we made the following hypotheses.
• H1: Comparing to positive presentation, negative presentation will result in faster and
more accurate performance since it is commonly and successfully used in television
business.
• H2: Because the billboard style partially obscures the background, it will result in the
fastest and most accurate reading performance.
• H3: The plain text styles will result in slow and inaccurate performance, because they
can be temporarily completely unreadable (e.g., white text on a white cloud).
• H4: The more visually complex (in terms of level of detail, color) ”Video” background
will result in slower and less accurate reading performance, since its complexity will
interfere more with the task.
Objective Results
In this section we present the results of the experiment in relation with the aforementioned
hypotheses. We collected a total of 320 reading times and accuracy measurements (20 subjects
* 2 image polarities * 4 text drawing styles * 2 backgrounds), and 1600 measurements of
subjective impressions (20 subjects * 10 questionnaire parts * 2 image polarities * 4 text
drawing styles).
We analyzed our results with analysis of variance (ANOVA)3 . With ANOVA we modeled
our experiment as a repeated-measures design that considers subject a random variable and
all other independent variables as fixed (see Table 5.3). Bonferroni procedure was used for
evaluating the pairwise comparisons.
Reading Time Times for completion of reading a passage were recorded to a hundredth
of a second and then normalized on the average completion time. Normalization was used
to remove any effects of base reading speed among participants. Figure 5.14 and Table 5.4
illustrates the normalized reading times and standard deviations.
Analysis of the reading time revealed a significant main effect of text drawing style, F(3,
57) = 26.87, p<0.0001. None of the other main effects were significant, nor were any of the
interactions. Post-hoc comparisons of means revealed the following:
• The slowest reading speed came from the positive ”plain text” style (black text),
p<0.001. The results support H3.
• The negative ”plain text” style (white text) was significantly slower to read than both
billboard styles (p<0.005) and the negative AI style (p=0.02).
3

The assumptions for ANOVA have been met.

1.0
0.9
0.8
0.7
0.6
0.5

5.3. USER STUDY 2: INTEGRATING TEXT WITH ANIMATED GRAPHICS
Positive Plain

Positive Billboard

Positive AI

Positive Shadow

3D

Negative Plain Negative Billboard

Negative AI

Negative Shadow

Negative AI

Negative Shadow

103

Video

70
60
50
40
30
Positive Plain

Positive Billboard

Positive AI

Positive Shadow

Negative Plain Negative Billboard

Figure 5.14: Reading time.

Reading Accuracy Overall accuracy was very high (94%). Analyzing the percentage of
detected substituted words for each polarity/text drawing style/background combinations
revealed no significant differences (p>0.05) in accuracy (see Figure 5.15 and Table 5.4 for
means and standard deviations). Similarly to [Bernard et al., 2003], we believe that an
explanation for such outcome is that participants slow their rate of reading for less readable
passages to achieve roughly the same level of accuracy. Based on Bernard’s [2003] example,
we calculated an adjusted accuracy measure (the ratio of time taken to read the passage to
the percentage of errors found).
Analysis of the adjusted accuracy measure revealed a significant main effect of text drawing style, F(3, 57) = 8.91, p<0.0001 and polarity, F(1, 19) = 12.73, p=0.002. Post-hoc
comparisons of means revealed the following:
• As expected, the negative presentation resulted in significantly faster/more accurate
performance than the positive presentation, p=0.002. These results support H1.
• The billboard styles were less error prone than the plain text drawing styles, p<0.05.
3D

Video
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accuracy.
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Summary
(1) Background : The readability results were relatively insensitive to the type of
60
background; the subjects had comparable results for the ”3D” and the visually more complex
50
”Video” backgrounds (these results refute H4). (2) Text drawing style: The billboard drawing
styles 40supported the fastest and most accurate performance. The semitransparent white and
black 30panels partially occluded the video and 3D backgrounds, resulting in easier to read
Positive Plain Positive Billboard
Positive AI
Positive Shadow Negative Plain Negative Billboard
Negative AI
Negative Shadow
text regardless
of the background
distractions
(to a degree, these results
support
H2). The
Anti-Interference (AI) and shadow styles had comparable times. Subjects performed slowest
with the plain text styles. (3) Polarity: The negative presentation resulted in significantly
faster/more accurate performance than the positive presentation.
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Table 5.4: Reading time and accuracy.

Polarity

T. Drawing

Positive

Plain
Billboard
AI
Shadow
Plain
Billboard
AI
Shadow

Negative

Reading time
3D
Video
M S.D.
M S.D.
65.36 9.11 68.27 7.99
55.6 7.33 52.68 7.43
59.45 8.83 58.24 8.15
55.81 6.49 59.63 9.35
58.51 7.91 64.89 8.53
55.41 7.62 53.71 5.78
57.2 6.68 53.88 6.19
57.62 9.34 56.19 7.01

Reading Accuracy
3D
Video
M S.D.
M S.D.
0.93 0.15 0.93 0.15
0.98 0.08 0.99 0.06
0.95 0.14 0.87 0.21
0.88 0.19 0.92 0.15
0.89 0.16 0.95 0.13
0.96 0.09 0.98 0.08
0.97
0.1 0.95 0.11
0.93 0.14 0.96 0.12

Subjective Results
Subjective results were measured for two independent variables: image polarity and text
drawing style. The background was randomly assigned for all parts of the questionnaire. We
analyzed the results with ANOVA and Bonferroni procedure.
Aesthetics As we already mentioned in Section 5.3.3, in the first part of the questionnaire
we used the perceived aesthetics scale to collect impressions on aesthetics. We selected 5 aesthetic terms: (a) chaotic/clean, (b) boring/interesting, (c) confusing/clear, (d) ugly/beautiful,
and (e) non-aesthetic/aesthetic. Figure 5.16 illustrates the results and standard deviations.
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results
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7
6
In the following we
will discuss three from five collected impressions on aesthetics since
5
the results of the (a) chaotic/clean and confusing/clear, and (b) ugly/beautiful and nonaesthetic/aesthetic4 categories were basically the same (see Table 5.5):
3

• Clearness. Significant
main effects of all variables and their interactions were found
2
(p<0.0001). Pairwise
comparisons
revealed that the billboard styles (both positive and
1
negative) were
perceived as being mush less confusing than all other styles.
0
Hard to read (1) - Easy to read (7)

Fuzzy (1) - Sharp (7)

Barely legible (1) - Very legible (7)

• Interestingness. Significant main effects of all variables were found (p<0.0001). The
billboard styles were perceived as being the most interesting, followed by the AI and
Shadow styles.
• Aesthetics. Significant main effects of all variables and their interactions were found
(p<0.0001). Again, the billboard styles were perceived as the most aesthetic.
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Table 5.5: Subjective results from the questionnaire - Aesthetics.

Polarity

T. Drawing

Positive

Plain
Billboard
AI
Shadow
Plain
Billboard
AI
Shadow

Negative

confusing/clear
Mean
S.D.
2.87
1.38
6.48
0.67
2.7
1.48
2.21
1.09
3.53
1.5
6.52
0.7
4.33
1.31
3.73
1.34

Aesthetics
boring/interesting
Mean
S.D.
2.1
1.19
5.65
1.27
3.4
1.83
3.27
1.23
2.62
1.53
5.91
1.17
4.11
1.84
3.87
0.88

non-aesthetic/ aesthetic
Mean
S.D.
3.19
1.22
5.58
1.21
2.51
1.58
2.22
1.22
3.83
1.28
6.05
0.9
4.32
1.49
3.98
1.44

In all cases the negative presentation was ranked higher, on average, than the positive presentation. Furthermore, users found the positive AI and Shadow styles much less clear and
less aesthetic than their negative equivalents.
Text Readability (from QUIS) The second part was based on QUIS; we asked the participants to rate text’s characters (hard to read/easy to read), the image of the characters
(fuzzy/sharp) and the shape of the characters (barely legible/very legible). Figure 5.17 and
Table 5.6 illustrate the results and standard deviations.
• Difficulty in reading. Significant main effects of all variables and their interactions were
found (p<0.0001). The billboard styles were perceived the easiest to read, followed by
the negative AI and Shadow styles.
• Text Sharpness. Significant main effects of all variables and their interactions were found
(p<0.0001). Pairwise comparisons revealed that the billboard styles were perceived as
being sharper than other styles. Positive AI and Shadow styles were perceived as being
the fuzziest.
• Text Legibility. Significant main effects of all variables and their interactions were found
(p<0.0001). The billboard styles were perceived as being the most legible, followed by
the negative AI and Shadow styles.
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Figure 5.17: Subjective results from the questionnaire: QUIS.
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Table 5.6: Subjective results from the questionnaire - Text Readability.

Polarity

Text Drawing

Positive

Plain
Billboard
AI
Shadow
Plain
Billboard
AI
Shadow

Negative

Text Readability (from QUIS)
hard/easy to read fuzzy/sharp not legible/legible
M
S.D.
M
S.D.
M
S.D.
2.24
1.03
4.79 1.66 2.31
1.25
6.65
0.54
6.69 0.57 6.51
0.83
2.95
1.75
1.7
0.78 2.73
1.38
2.58
1.19
2.28 1.18 2.59
0.94
2.94
1.47
4.9
1.66 2.98
1.32
6.61
0.61
6.54
0.6
6.44
0.76
4.53
1.07
4.22 1.54 4.37
1.29
4.1
1.5
4.39 1.07 4.02
1.24

Background Visibility In the third part the user was asked to answer if for the given text
drawing style,Black
thePlainbackground
distracting/not
and
not
visible/visible.
Black Billboard is:
Black(a)
AI
Black Shadow
White Plain distracting,
White Billboard
White AI(b)
White
Shadow
7
Figure
5.18 and Table 5.7 illustrate the results and standard deviations.
6
5
4
3
2
1
0

• Distraction. Significant main effects of all variables and their interactions were found
(p<0.0001). Comparisons revealed that the billboard styles were perceived as being the
most immune to background distractions.
• Visibility. Significant main effects of all variables and their interactions were found
(p<0.0001). Billboard styles were perceived as being the most obscuring.
Chaotic/Cluttered (1) - Clean (7)

Boring (1) - Interesting (7)

Black Plain

Black Billboard

Black AI

Confusing (1) - Clear (7)
Black Shadow

White Plain

Ugly (1) - Beautiful (7)
White Billboard

White AI

Non-aesthetic (1) - Aesthetic (7)
White Shadow

7
6
5
4
3
2
1
0
Hard to read (1) - Easy to read (7)

Fuzzy (1) - Sharp (7)

Barely legible (1) - Very legible (7)

Figure 5.18: Subjective results from the questionnaire: Background Visibility.

5.3.4

Discussion

We presented an investigation into the effects of varying: (a) text drawing styles (plain,
billboard, Anti-Interference, shadow); (b) image polarity (positive and negative); and (c)
background style (video and 3D) on text readability. Our most important finding is clear empirical evidence that user performance on a task, which we believe is representative of a variety
of virtual and augmented reality applications, is significantly affected by image polarity, text
drawing style, and their interaction. The evaluation results can also help to understand better the relationship between text drawing styles and users’ perception of aesthetics and text
readability.
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Table 5.7: Subjective results from the questionnaire - Background Visibility.
Polarity

Text Drawing

Positive

Plain
Billboard
AI
Shadow
Plain
Billboard
AI
Shadow

Negative

Background is:
distracting/not distracting not visible/visible
M
S.D.
M
S.D.
1.85
0.99
6.11
1.01
6.36
0.87
1.92
0.72
2.86
1.38
4.53
1.16
2.9
1.27
4.9
1.01
2.33
1.39
5.42
1.29
6.04
1.02
2.21
0.83
3.56
1.33
4.52
1.29
3.6
1.57
4.27
1.06

Like most controlled user-based studies, this one had many limitations that restrict the generality of our findings: although we tested two qualitatively very different video compilations,
we still managed to test only a small sample of possible backgrounds; furthermore, our task
did not require the subjects to interact in real AR setting.
Results showed that there was little difference in reading performance for the video and 3D
backgrounds. Furthermore, the negative presentation outperformed the positive presentation.
The billboard drawing styles supported the fastest and most accurate performance; subjective
comments from participants showed a preference for the billboard style as well. We therefore
decided to use the positive billboard style as a default technique for rendering annotations in
the 3D mode of the Dual-Mode user interface (see images in the previous chapter). Moreover,
we suggest, for reading tasks, that designers of interfaces for games, video, and augmented
reality provide billboard style to maximize readability for the widest range of applications.
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User Study 3: Competitive Evaluation of the Dual-Mode
User Interface

To characterize the Dual-Mode user interface in terms of its efficiency and usability, we conducted a user study, where we compared our interface to two other, currently most common
user interfaces for integrated information spaces, where text and 3D graphics data are simultaneously available and linked. In the following we will describe our study in detail. First
we discuss the evaluation setup used in the experiment. This discussion is followed by the
description of the evaluated user interfaces and the procedure used in this evaluation. Finally
we present and discuss the results of the experiment.

5.4.1

Participants

20 students, researchers and members of staff with normal or corrected-to-normal vision
participated in the experiment. 5 of the participants were native English speakers. 5 of our
participants were female. The participants ranged in age from 27 to 42, with 12 participants
in the 27-30 range and 8 participants in 30-42 range. 8 participants were PhD students, 9 had
higher education, and 3 were post-doctoral researchers. All of the participants were familiar
with hypertext navigation; 3 of them had no or very little experience with 3D interaction,
13 had some experience navigating 3D scenes (playing 3D games sporadically), and 4 had
considerable experience in 3D navigation from playing 3D computer games. Subjects were
given gifts worth 15e/20$ for their participation. Additionally, an iPod was awarded to one
of the 5 best performing participants.

5.4.2

Apparatus

The experiment was conducted on the Intel Core 2 Extreme laptop computer equipped with
4GB of memory, GeForce 9800M GTX graphics card, connected to a 24-inch widescreen LCD
display running at 1920x1200 resolution. Input devices were a standard 3-button optical
mouse and a keyboard. The computer operating system used was Microsoft’s Windows 7.
The test application used for the evaluation was developed based on the Copernicus source
code; the content for the evaluation (see next section) was authored using our 3D wiki as
well. The participants sat in a lab which was illuminated by overhead fluorescent lights.

5.4.3

Stimuli

For the purpose of this experiment we prepared a virtual museum featuring heroes, races,
creatures, and weapons from the fantasy setting of the World of Warcraft (WoW) game; this
choice was made to prevent the influence of previously gathered knowledge. The museum
was divided into four exhibitions, one for the training session (heroes) and three for the main
experiment (races, creatures and weapons). Each exhibition conveyed integrated hypertextual
and 3D visual information. The virtual worlds created for the study were simple single-floor
museum-like environments, populated with 3D objects and images/painting (see Figure 5.19).
Below follows a description of each exhibition:
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Heroes of Warcraft - an exhibition of four notable characters from the Warcraft game.
The article consisted of about 480 words and 4 images. The 3D scene consisted of three
rooms populated by 5 objects and 5 paintings (see Figure 5.19a).
Races of Warcraft - an exhibition of the twelve playable races of the Alliance (i.e. Humans,
Night Elves, Dwarves, Gnomes, Draenei, and Worgen) and the Horde (Orcs, Trolls,
Tauren, Forsaken, Blood Elves, and Goblins) factions from WoW. The article consisted
of about 1350 words and 12 images representing each race. The 3D scene consisted of
four rooms populated by 12 race objects and 12 paintings (see Figure 5.19b).
Creatures of Warcraft - an exhibition of common creatures that can be found in the World
of Warcraft, such as bears, saber cats, drakes, and wolves. The article consisted of
about 920 words and 3 images; each creature was characterized by strength, agility, and
intellect values. The 3D scene consisted of nine rooms populated by 14 objects and 13
paintings (see Figure 5.19c).
Weapons of Warcraft - an exhibition of weapons (such as swords and axes) from the Warcraft universe. The article consisted of about 1060 words; each of the 9 weapons was
characterized by damage, bonuses (e.g. to strength, agility, etc.), and a price. The 3D
scene consisted of one room; all 9 objects were positioned in the center of the room.

(a) Heroes of Warcraft

(b) Races of Warcraft

(c) Creatures of Warcraft

(d) Weapons of Warcraft

Figure 5.19: The 3D scenes used in the evaluation.
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According to the classification of virtual worlds [Darken and Sibert, 1993], all our environments are dense (relatively large number of objects and cues in the space) and static (the
positions and values of the objects do not change over time). Moreover, the exhibition of
weapons is a small world (a world in which all or most of the world can be seen from a single
viewpoint), while all other environments are large (there is no vantage point from which the
entire world can be seen in detail).

5.4.4

User Interfaces

As we have already mentioned, the hypertext ”don’t-make-me-think” mode of the dual-mode
user interface was inspired by the state-of-the-art practice of embedding 3D scenes as part
of an HTML page. The design of what we call 3D ”take-me-to-the-Wonderland” mode was
inspired by the work on IRVEs [Bowman et al., 2003] and the work on annotating 3D illustrations [Sonnet et al., 2005]. To characterize the dual-mode user interface in terms of its
efficiency and usability, we decided to compare it to these two inspirations that are currently
user interfaces of choice for integrated information spaces, where text and 3D graphics data
were simultaneously available and linked.
Hypertext User Interface - this interface was created by modifying the hypertext mode
of the dual-mode UI. Features like an ability to switch to 3D mode, hypersections, and
3D hyperlinks were disabled. On the other hand, the dashboard UI component was
added to the 3D viewing window (see Figure 5.20).
3D User Interface - this interface was created by modifying the 3D mode of the dualmode user interface. Features like an ability to switch to the hypertext mode and 3D
hyperlinks were disabled (see Figure 5.21).
Dual-Mode User Interface - this interface integrates Hypertext UI and 3D UI into one
modal interface. It allows users, while in the hypertext mode, to read about the collections and easily navigate through the rooms of the virtual museum using 3D hyperlinks
and hypersections (see Figure 5.22). The same UI, while in the 3D mode, also allows users to experience the 3D scenes that span the entire available screen space of
the browser window; just like in the 3D UI, the user can walk through the rooms of
the museum and click on object’s labels to read more comprehensive explanations (see
Figure 5.23).
The user interface designs evaluated in this study differed in the method used to integrate
the textual information with the objects in the 3D scene. On the other hand, the interfaces
allowed for the same interactive exploration of 3D scenes; there were no differences in the
techniques that enabled a user to navigate the 3D scenes. Movement was confined to ’walk’
mode; guided tour navigation (scrolling over 3D scene) was disabled; collision detection was
used to prevent users moving through objects and walls.
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Figure 5.20: Creatures of Warcraft in the hypertext UI.

Figure 5.21: The exhibitions of Weapons of Warcraft in the 3D UI.
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Figure 5.22: Races of Warcraft in the hypertext mode of the dual-mode UI.

Figure 5.23: Races of Warcraft in the 3D mode of the dual-mode UI.
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Tasks

Different possible measures could be used to determine the effectiveness and usability of the
evaluated interfaces. In choosing tasks for the study, we looked for ones that are both valid
(resemble a ’real’ act of browsing 3D content on the Web) and that are recognized for being
able to detect significant differences. We decided to adopt tasks that were introduced by Chen
et al. [2004] and were later successfully used by Polys et al. [2005, 2011] and Ni et al. [2006]
to evaluate IRVEs. Thus, the participants performed 4 types of tasks, representing various
conditions a user is likely to experience on a 3D Web site:
1. Search for textual information and then search for visual information (S:H-3D). Task 1
requires the users to first search for text information, and then to find the corresponding
visual information in the 3D scene. An example task is: Find the Horde race that uses
Hawkstriders for mounts. What other races are to the left and right of this race?
2. Search for visual information followed by textual information (S:3D-H). Task 2 is conceptually reversed, in that the users are required to find the visual information on the
3D scene first, and then to answer questions about the related text information. An
example task is: Find the sword which hilt/handle has a yellow dragon eye and ends
with dragon claws. What is the price of this weapon?
3. Compare text information and derive visual information (C:H-3D) (find visual attributes
of items with a given text criteria). An example task is: Find the strongest creature in
the museum. What is the color of the creature’s eyes?
4. Compare visual information and derive textual information (C:3D-H) (search for textual
attributes of items with a given visual criteria). An example task is: There are two races
with tails. What are their mounts?

5.4.6

Measurements

Like in the works of Chen et al. [2004] and Polys et al. [2011], the study measured relative
effectiveness of our user interfaces by both examining time taken to answer each question and
correctness of answers. In addition, we developed a questionnaire to measure participants’
subjective impressions of the user interfaces. The questionnaire contained continuous Likert
scales regarding ease of use, learnability, efficiency, aesthetics, presentation and access to text,
3D navigation, wayfinding, immersion, and overall preference. Subjects were also welcome
to add any comments relevant to their experiences. The test application also recorded the
usage of different UI components (e.g., a number of selections in a viewpoint menu, the use
of hypersections, 3D hyperlinks, etc.)

5.4.7

Procedure

Each test session started with an introduction to the test application. It’s interface was
divided into two parts: the window, where the user was presented with tasks and the browser
window (1280x800), where the user could interact with the prepared exhibitions through the
user interfaces evaluated in this study. The introduction was followed by a training session
(4 practice tasks for each interface) to allow the subject to get familiarized with the test
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application, the interfaces, and the test procedure. The users were educated and guided on
how to use the walk and go-to navigation metaphors, and the viewpoint menu for control in
a virtual world; they were also introduced to the concepts of hypersection and 3D hyperlink.
After the subjects indicated that they were satisfied, we proceeded with the actual trials.
The tasks in the main part of the evaluation were similar to the ones from the training
session: for each exhibition-UI combination we asked 4 questions related to the content of the
exhibitions (presentation of variables was counterbalanced by means of Latin square design).
For each question there was a choice of 4 answers from which the user had to choose 1 and
only 1 answer. The subjects were asked to complete the assigned tasks ”as accurately and as
fast as possible”. They were also told that it was more important to solve the tasks correctly
rather than to be quick. They were allowed to take a break between each set of questions. The
participants were video recorded during the tasks and notes were taken about their actions
and comments. After being presented with all 36 tasks (3 UI modes * 3 exhibitions * 4
tasks), the users were given the questionnaire and asked to directly compare the evaluated
user interfaces.
Each evaluation session lasted approximately 120 minutes - here it is important to stress the
fact that for most of the participants the experiment was not tiring and seemed much shorter
(actually, some participants expected more questions).

5.4.8

Results

In this section we present the results of the experiment. We collected a total of 720 time
and accuracy measurements (20 subjects * 3 UI modes * 3 exhibitions * 4 tasks), and 660
measurements of subjective impressions (20 subjects * 11 questionnaire parts * 3 UI Modes).
We analyzed our results with analysis of variance (ANOVA). With ANOVA we modeled our
experiment as a repeated-measures 3x3x4 design (UI x Environment x Task). Bonferroni
procedure was used for evaluating the pairwise comparisons.
Objective Results
Times for completion of each task were normalized on the overall average completion time.
Normalization was used to remove any effects of base reading speed and 3D navigation experience among participants. As overall accuracy was very high (0.985%), we decided to simply
double the times of wrong answers.
Analysis of the task completion time revealed significant main effects of all variables and
their interactions (p<0.003). Most importantly, it found significant main effects of UI
(F(2, 38)=44.32, p=.00000), interaction between UI and environment type (F(4, 76)=4.49,
p=.0026), and interaction between UI and task type (F(6, 114)=25.66, p=0.0000).
Post-hoc comparisons of means revealed that the dual-mode UI condition resulted in the best
overall task performance (p<0.0001), while the hypertext UI condition was marginally worse
than the 3D UI (p<0.041). To be more precise, executing tasks using the dual-mode UI was
about 43% faster than using the hypertext UI (99s vs. 141s), and about 31% better than
using the 3D UI (99s vs. 129s), while executing tasks using the 3D UI was about 9% faster
than using the hypertext UI (129s vs. 141s).
Comparisons of means for each exhibition revealed that the dual-mode UI was significantly
better than the hypertext UI (p<0.015) for Races and Creatures. It was also better than the
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Figure 5.24: Overall results.

3D UI (p<0.011) for Creatures. Figure 5.24 illustrates the overall results of our experiment
and the results for each exhibition with respect to task completion time (error bars denote 0.95
confidence intervals). An interesting finding, visible in Figure 5.24, is that the hypertext UI
was worse than the 3D UI in large environments, and it was better in a small one (Weapons).
We believe this is because the small environment did not require much 3D navigation and
users could not get lost in 3D space.
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Figure 5.25: Interaction between UI and task type.
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As we have already mentioned, we also found a significant main effect of interaction between
UI and task type150(F(6, 114)=25.663, p=0.0000) on task completion time. Not surprisingly,
since the task types
differed significantly (see Section 5.4.5). Post-hoc comparisons of means
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Figure 5.26: Subjective results from the questionnaire.
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Subjective Results
The average subject ratings with respect to ease of use (difficult/easy), learnability (difficult/easy), efficiency (completing the tasks fast and accurately was: difficult/easy), aesthetics (non-aesthetic/aesthetic), presentation of text (confusing/clear), readability of text
(hard to read/easy to read), search and access to text (difficult/easy), 3D navigation (complicated/simple), wayfinding (complicated/simple), immersion (not involved/really immersed),
and overall preference are illustrated in Figure 5.26, together with standard deviations.
Analysis of the ratings revealed significant main effects of UIs on all scores. The dual-mode
UI was perceived easier to use and more efficient than the hypertext and 3D UIs (p<0.0001).
It was also perceived as more aesthetic than the hypertext UI (p<0.003). On the other hand,
the hypertext UI was perceived as easier to learn than the 3D UI (p<0.045) and the dual-mode
UI (p<0.0003). Subjects perceived presentation, readability and access to text in the 3D UI
as worse than in the dual-mode and hypertext UIs (p<0.0001). In contrast, 3D navigation,
wayfinding, and immersion in the hypertext UI were ranked lower than in the dual-mode and
3D UIs (p<0.0001). Finally, the dual-mode UI was evidently preferred over the alternatives
(p<0.0001). These findings clearly support our analysis of task performance.
Discussion
The results from this competitive user study suggest users performed better with the dualmode user interface over alternatives, i.e. the hypertext and 3D UIs, on tasks, which we
believe are representative of a variety of 3D Web applications. The subjective comments also
showed a preference for the dual-mode interface. Moreover, the evaluation results can help to
understand better the relationship between the hypertext and 3D UIs. Like most controlled
user-based studies, this one had some limitations that restrict the generality of our findings:
although we tested three different virtual environments, we still managed to test only a small
sample of possible uses of 3D content.
A viewpoint menu turned out to be very important navigation tool. Interestingly, some users
preferred alphabetic order of viewpoints, some preferred order based on the distance between
the viewpoints; one subject noted that he would like to have categories in the menu. On the
other hand, it is not clear whether it would be useful for environments with a large number
of points of interest. A map also proved to be very important wayfinding aid to the majority
of users. We noticed that few users clicked on the map - they expected instant teleportation
to the selected rooms.
3 of the 4 participants with prior considerable experience in 3D navigation stated that they
at times would have liked keyboard-based control of the camera, in addition to the mouseonly control we provided. Some participants asked about search support (Ctrl-F), both for
text and 3D. One user did not like the grey highlighting of 3D objects in the 3D scene:
”such highlighting makes colors and details less visible”. A few users criticized the label and
annotation layout used in the experiment as we implemented a very simple layout scheme
that places the label/annotation box on the left corner of a box that encloses the geometry’s
bounds (bounding box). With regard to the dual-mode UI, one suggestion was to move the
button for switching modes and position it in the corner of the 3D viewer (in the hypertext
mode).

5.5. USABILITY INSPECTIONS AND EXPERT REVIEWS
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Usability Inspections and Expert Reviews

One of the goals of usability inspections is simply to identify usability problems in the design.
Another important goal is to identify usability problems early in the design&development life
cycle so that they may be quickly addressed, and the design iteratively refined [Nielsen and
Mack, 1994].
A usability inspection in a form of guidelines-based evaluation was most often the first assessment of any major 2LIP/Dual Mode user interface design iteration. Such inspections
were based on the user task analysis (see Chapter 2), principles of designing multimedia
environments (Chapter 3, Section 3.1.3), and Web usability principles and 3D design guidelines (Chapter 3, Section 3.1.5); these principles were main driving factors in designing the
Dual-Mode user interface.
During the conferences we had a chance to attend we were able to get some feedback from some
word-class researchers and experts, including: prof. Ricardo Baeza-Yates (VP of Research of
Yahoo), prof. Jay Bolter (Digital Writing, Evolution of Media (Remediation)), prof. Michael
Brodie (Chief Scientist of Verizon), prof. Peter Brusilovsky (Hypertext and Hypermedia expert, Adaptive Hypermedia pioneer), prof. Paolo Cignoni (Visualization and 3D scanning
expert), prof. Lynda Hardman (Multimedia and Hypermedia expert), prof. David R. Karger
(Information Retrieval expert), prof. Daniel Schwabe (Advanced Information Systems expert), and prof. Ben Shneiderman (Human-Computer Interaction pioneer). We would like to
express our sincere gratitude and appreciation for all the valuable and constructive comments
we have received. Many of the recommendations and suggestions (including e.g., implementation of a Mini-Map UI component into the 3D mode of the Dual-Mode user interface to
support wayfinding) were applied to subsequent design iterations.

5.6

Informal User Studies (Observations, Demonstrations,
and Interviews)

Like many other researchers, we recognize the importance of observing real users in real-world
contexts in addition to the more controlled laboratory contexts.

5.6.1

Observations of Novices

We had several opportunities to observe novices (more than 100 people) interacting with
hypertextualized virtual environments using Copernicus. Most observations were made in
primary and secondary schools (one of the objectives of the DERI institute is to popularize
the knowledge of science and technology and to promote engineering among young students)
as well as at science fairs.
For example, we attended the Galway Science and Technology Festival 2010 opened by the EU
Commissioner for Research, Innovation and Science Maire Geoghegan Quinn, in November
2010. We positioned ourselves with the DERI stand. On a big screen we played a video we
made showing Copernicus in action. We also had two laptops with the program running.
Throughout the day we invited visitors to use the application, and we conducted surveys
with the students after they had used Copernicus. The children loved using Copernicus. The

118

CHAPTER 5. USABILITY STUDIES

Figure 5.27: The youngest user of Copernicus (2010).

application also got great attention from passing schools teachers and parents who all agreed
there was a need for this form of learning to be brought into schools.
We also observed individual users at their personal work spaces (mostly at DERI). These
users were free to access and navigate any content they preferred; they then provided us with
feedback on the positives and negatives of the system.
The comments from these ”real” users of Copernicus were extremely positive. Moreover, the
study has shown that due to only a slight modification of hypertext-based interface paradigm,
the users had no problems interacting with the Copernicus’s Dual-Mode user interface. The
simplicity of the interaction techniques - essentially a single click in the hypertext mode and
a drag action in the 3D mode - were immediately understood and usable by all our users.

5.6.2

Copernicus in Education

As part of our research into Copernicus and the Education Sector, together with the J.E.
Cairnes School of Business & Economics, we conducted interviews and surveys directly with
teachers to gather their thoughts and views on our system. The response we received was
overwhelming. The idea of introducing multimedia environment to coincide with educational
textbooks excited teachers.
Sarah Eyers, a primary school teacher at Barefield National School, Ennis Co Clare describe
the concept as ”the way forward”, citing that ”it is widely known that children learn more
from using visual aid in education, however it is extremely difficult for us as teachers, to find
relevant sources online where we can introduce this method of learning into the classroom”.
She continued: ”Today children are surrounded by Computer Games, Play Stations, X-Boxes
and Nintendo’s, they love to use technology, so introducing 3D interactive learning into classrooms, seems like the most logical step forward in helping us to promote productive learning
for these highly stimulated students”.
Explaining our plan for Copernicus, that we wish to provide interactive software to coincide with chapters from the textbooks the students use, Miss Eyers commented that ”This
is a fantastic idea, what the children see in the textbooks rarely has impact, providing colorful descriptive images is simply not enough to stimulate a child learning interest, bringing
their textbooks to life, by making them interactive, is how today’s children should be learning,
it would make my job a lot easier, and greatly enhance my student learning experience by
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making their studies more fun, but even more important it would make their learning more
meaningful”.
Brendan Smith is an Educational Officer with DERI. His job involves working with approximately 50 schools per year. Brendan is convinced that introducing Copernicus as a 3D
interactive learning application has a great potential: ”Copernicus as a learning resource for
schools is invaluable, particularly important is the graphics interface, but it’s also the whole
environment of bringing things like a text based environment like Wikipedia and converting it
into what I call the WOW factor; it certainly stimulates interest whenever we are showing it in
schools or at DERI. It is how e-learning and education should be going using this environment
that is Copernicus.”

5.6.3

Limitations

During evaluation sessions and informal user studies, we learned that our UI design has
some limitations. In the hypertext mode of the Dual-Mode user interface a 3D scene and
hypertextual information are displayed side-by-side. Unfortunately, there is a problem with
this design, namely, what happens if the entire document cannot fit in the viewing window?
The problem addressed here is that of screen size constraints. The standard solutions to this
problem include using a simple and popular vertical scroll layout model or an inspired by
print media paged layout model. Nevertheless, both solutions lead to another problem: in
the hypertext mode of the DMUI hyperlinks constitute not only a mechanism for navigation
between hypertext documents, but also for navigation within 3D scenes. As a result, while
using scroll and paged layouts, the reader may lose the ability to navigate and view a 3D scene
as the 3D viewing window and the navigation elements (3D hyperlinks and hypersections)
move off screen (we call it ”where is my 3D scene?” problem). The problem can be compared
to a common effect of providing a user with a document of scattered information that requires
the user to scroll up and down or turn pages back and forth to build a complete understanding
of the information. Naturally, a lot depends on the design of the document and especially
on adhering to spatial contiguity principle of multimedia learning (people learn better when
corresponding words and pictures are presented near to each other).
In our latest user study, the competitive evaluation of the Dual-Mode UI (see Section 5.4),
we experimented with a new UI component designed to solve this problem. We introduced
multiple 3D viewing windows into the hypertext mode that were distributed evenly in the
hypertextual information. When the user scrolled the page, the 3D scene was shown in the
a viewing window that was currently visible on screen. This approach, where the viewing
windows worked as kind of placeholders, worked quite well: we observed that the users could
integrate hypertextual and 3D information easier and understand of the presented information
better. What is interesting, when asked about this UI component, most of the participants
of the evaluation stated that they did not notice it.

5.7

Conclusions

After a long period of experimentation and testing, the concept of 2LIP and later DualMode UI, as well as implementation of Copernicus have been substantially re-elaborated, and
undergone many enhancements. Based on our experience from the evaluation sessions and
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informal user studies, we believe that our DMUI design have a chance to become an interface
of choice to effectively convey rich information, making both the Web more interactive and
virtual environments more useful.
One of the most prominent qualities of the interface is that it makes users feel they can easily
navigate in a 3D virtual environment, since even their simplest actions - a single click on a 3D
hyperlink or hypersection in the hypertext mode - have a direct effect on that environment.
On the other hand, the 3D mode of the Dual-Mode interface provides the users with much
more freedom with regards to the 3D task support; it was designed to support unconstrained
interactive browsing and navigation through a 3D scene and ultimately to make users feel
more present in the environment. The fact that the users can switch between the modes
anytime they want contributes greatly to a positive user attitude towards the information
space and a will to further explore and experiment with it. Furthermore, the user interface of
Copernicus (especially in the hypertext mode, when just the very simple interaction options
are offered), is very intuitive to grasp and use, even for young children and inexperienced
computer users.

Chapter

6

Conclusions
”Cyberspace. A consensual hallucination experienced daily by billions of legitimate
operators, in every nation A graphic representation of data abstracted from the
banks of every computer in the human system. Unthinkable complexity. Lines of
light ranged in the nonspace of the mind, clusters and constellations of data. Like
city lights, receding...”
William Gibson, Neuromancer [1984]
William Gibson, in his science-fiction novel Neuromancer [1984], described a global information network with the ultimate human-computer interface: the user connects his brain to the
network and completely immerses himself in a virtual world; he can interact with the system
simply by using his will.
The World Wide Web is today’s largest and most important online global information network. It evolved from a text-based system to the current rich and interactive medium that
supports 2D graphics, audio and video, and inevitable new changes, like 3D graphics support,
are on the way. In a sense, Gibson’s vision of cyberspace, the ultimate hypertext system, is
in the making.

6.1

Summary

This thesis began with the introduction of hypertext and the Web as well as 3D computer
graphics and virtual environments. We have presented arguments for combining these mediums and outlined our research and design approach to this topic.
Further, we have clarified the foundations of this thesis - we gave a summary of the research
on UI design that underlies our work. We have focused on an understanding of the users and
their tasks - we constructed a taxonomy for both Web and ”3D” most common user actions.
We then have presented a novel strategy for accessing 3D content on the Web, where the
objective was to pair interactive 3D graphics know-how with well established UI conventions
of the Web. We have introduced a Dual-Mode user interface, an interface that has two modes
between which a user can switch anytime: the driven by simple hypertext-based interactions
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hypertext ”don’t-make-me-think” mode, where a 3D scene is embedded in hypertext and the
more immersive 3D ”take-me-to-the-Wonderland” mode, which immerses the hypertextual
annotations into the 3D scene; we also described the support of these UI modes for hypermedia
and virtual environment tasks.
Furthermore, we have described Copernicus, a wiki-type authoring environment allowing
the rapid development of HiVEs, a testbed allowing for the experimentation and for the
assessment of both hypertext and 3D modes of the Dual-Mode user interface. We described
the user interface of Copernicus - the interface that supports viewing hypertextualized virtual
environments, and the author interface - the interface that supports authoring new and editing
existing HiVEs.
Our Dual-Mode user interface, implemented in Copernicus, was evaluated iteratively using
several methods for usability studies. The evaluations illustrated that people like to use
Copernicus and appreciate the interactive possibilities offered by its user interface. The results
from the latest competitive user study suggest users performed better with the Dual-Mode
user interface over alternatives.

6.2

Future Work

The work on user interface design for HiVEs opens a new field, and as such leads to many
new questions; hence, there is a huge amount of work to be done. We believe that we have
merely scratched the surface in this area of research, and that many interesting and exciting
directions still lie ahead. We have identified several key areas for future research.
Firstly, our user interface design is not yet grounded in any formal standard, as we have
focused on the HCI perspective of the problem. As the founding participants of the Declarative
3D for the Web Architecture W3C Community Group, we want to explore the possibilities
of applying our design methodology in the HTML5 specification, since it does not yet define
how the integration of 3D imagery into XHTML actually should look like.
Another future avenue that we intend to explore is collaborative web browsing. Currently,
browsing the Web is mostly an individual experience. People visiting the same web page at
the same time are not aware of each other. The dual-mode UI supports this personal nature of
browsing. On the other hand, research on Collaborative Virtual Environments [Benford et al.,
2001] has shown that their entertainment and social nature can provide virtual communities
with richer content and greater interactivity and greatly support collaborative work. We
envision the Web (or rather part of it) evolving into a virtual space in which people, while
being in the 3D mode of the dual-mode UI, can interact and communicate with each other
through their avatars.
Other directions of HiVE research for the future will include: further exploration of the DualMode user interface design on mobile devices, as mobile access to the Internet started to
exceed desktop computer-based access since the emergence of multitouch smartphones and
tablet computers; exploration of autostereoscopic display technology that is breaking through
in the mass markets of consumer electronics and its possible impact on the Web user interface
(a birth of a new class of stereoscopic 3D Web user interfaces?); and at last but not least
further investigation of the concept of the Web of Data as an approach to couple HiVEs with
external information sources [Jankowski et al., 2009a].

About the Author
”Live as if you were to die tomorrow. Learn as if you were to live forever.”
Mahatma Gandhi

Biography
Jacek Jankowski was born in Olsztyn, Poland in January, 1981. After highschool, he studied
Computer Science at Gdansk University of Technology. He specialized in Software Engineering
and Databases (main speciality) and Information Systems Modeling (additional speciality).
During the last year of studies he worked for Comarch as a Software Engineer on projects
for GE Money Bank. He graduated on the design of a semantic web-service-based eLearning
framework, under the supervision of prof. Jerzy Kaczmarek and dr. Agnieszka Landowska.
After graduation, Jacek joined the Digital Enterprise Research Institute (DERI) at National
University of Ireland in Galway to pursue his PhD under the supervision of prof. Stefan
Decker. Initially he continued with his interest in eLearning and worked with Bill McDaniel
and dr. Sebastian Kruk on the eLITE project; he was responsible for the Didaskon project,
a framework for automated composition of a learning path for a student.
He then gradually changed his focus to 3D Web, Hypertext/Hypermedia, CSCW, and HumanComputer Interaction (HCI). Providing an interdisciplinary view on hypertext and interactive
3D graphics, two fundamental types of resources that are at odds on the Web, became his
primary research goal. He started to work on user interface design for Hypertextualized
Virtual Environments (HiVEs) - integrated information spaces where symbolic (hypertext)
and visual (3D graphics) data are simultaneously available and linked; he also developed
Copernicus as a testbed for HiVE interaction.

Publications
Jacek has published over fifteen peer-reviewed papers on eLearning, Semantic Web, and on
the main topic of this thesis: integration of hypertext and 3D graphics.
Conference Papers:
• Jacek Jankowski and Stefan Decker. A Dual-Mode User Interface for Accessing 3D Content on
the World Wide Web (under review). Submitted to the 21st International World Wide Web
Conference (WWW’12) in Lyon, France, 2012.

125

126

CHAPTER 6. ABOUT THE AUTHOR

• Jacek Jankowski. A Taskonomy of 3D Web Use. In Proceedings of the 16th ACM International
Conference on 3D Web Technology (Web3D’11). Paris, France, 2011.
• Jacek Jankowski, Krystian Samp, Marek Jozwowicz, Izabela Irzynska, Stefan Decker. Integrating
Text with Video and 3D Graphics: The Effects of Text Drawing Styles on Text Readability. In
Proceedings of the 28th ACM Conference on Human Factors in Computing Systems (CHI’10).
Atlanta, Georgia, USA, 2010.
• Jacek Jankowski, Stefan Decker. 2LIP: Filling the Gap between the Current and the ThreeDimensional Web. In Proceedings of the 14th ACM International Conference on 3D Web Technology (Web3D’09). Darmstadt, Germany, 2009.
• Jacek Jankowski, Izabela Irzynska, Bill McDaniel, Stefan Decker. 2LIPGarden: 3D Hypermedia
for Everyone. In Proceedings of the 20th ACM Conference on Hypertext and Hypermedia
(HT’09). Torino, Italy, 2009.
• Jacek Jankowski, Yolanda Cobos, Michael Hausenblas, Stefan Decker. Accessing Cultural Heritage using the Web of Data. In 10th International Symposium on Virtual Reality, Archaeology
and Cultural Heritage (VAST’09). St.Julians, Malta, 2009.
• Jacek Jankowski. Copernicus Adding the Third Dimension to Wikipedia. In Proceedings of the
4th International Wikimedia Conference (Wikimania’08). Alexandria, Egypt, 2008.
• Jacek Jankowski, Izabela Irzynska. On The Way to The Web3D: The Applications of 2-Layer
Interface Paradigm. In Proceedings of the Irish Human Computer Interaction Conference
(IHCI’08). Cork, Ireland, 2008.
• Jacek Jankowski, Adam Westerski, Sebastian Ryszard Kruk, Tadhg Nagle, and Jaroslaw Dobrzanski. IKHarvester Informal eLearning with Semantic Web Harvesting. In Proceedings of
the International Conference on Semantic Computing (ICSC’08). Santa Clara, CA, USA, 2008.
• Jacek Jankowski, Filip Czaja and Jaroslaw Dobrzanski. Adapting informal sources of knowledge
to e-Learning. In Proceedings of 5th Annual Teaching and Learning Conference (CELT’07).
Galway, Ireland, 2007.

Demos and Posters in Proceedings:
• Jacek Jankowski, Marek Jozwowicz, Izabela Irzynska, Bill McDaniel, Stefan Decker. Creating
3D Museums on the Web. In Proceedings of Museums and the Web 2010: The International
Conference for Culture and Heritage On-Line (MW’10). Denver, Colorado, USA, 2010.
• Jacek Jankowski, Marek Jozwowicz, Yolanda Cobos, Bill McDaniel, Stefan Decker. 3DWiki:
The 3D Wiki Engine. In Proceedings of the International Symposium on Wikis and Open
Collaboration (WikiSym’09). Orlando, Florida, USA, 2009.
• Jacek Jankowski, Stefan Decker. The 2LIP Model and Its Implementations. In Proceedings of
the 20th ACM Conference on Hypertext and Hypermedia (HT’09). Torino, Italy, 2009.
• Lukasz Porwol, Sebastian Ryszard Kruk, Bill McDaniel, Jacek Jankowski. SQE - Semantic
Query Expansion. In Proceedings of the Semantic Technology Conference (SemTech’09). San
Jose, California, USA, 2009.
• Jacek Jankowski, Sebastian Ryszard Kruk. 2LIP: The Step Towards The Web3D. In Proceedings
of the 17th International World Wide Web Conference (WWW’08). Beijing, China, 2008.
• Jacek Jankowski, Adam Westerski, Sebastian Ryszard Kruk. Didaskon Semantic eLearning
Framework. In Proceedings of the Semantic Technology Conference (SemTech’08). San Jose,
CA, USA, 2008.
• Jacek Jankowski. Copernicus - 3D Wikipedia. In Proceedings of the 35th International Conference on Computer Graphics and Interactive Techniques (SIGGRAPH’08). Los Angeles, CA,
USA, 2008 (see below).

127

128

CHAPTER 6. ABOUT THE AUTHOR

Projects
The research leading to these publications was carried out, by and large, in three projects.
These projects are:
• eLite - an Enterprise Ireland funded project; its aim was to harnesses core NUIG research along
with emerging semantic technologies being developed by DERI to advance the technical and
market needs of Irish eLearning companies.
• Copernicus - also an Enterprise Ireland funded project; its aim was to develop a 3D wiki engine,
the first version of Copernicus authoring and delivery system, which allow users to collaboratively
work on creating interactive 3D articles.
• Lion/Lion2 - an SFI funded Centre for Science, Engineering & Technology (CSET); it is targeted
at supporting people, organisations and systems to collaborate and interoperate on a global scale
by enabling networked knowledge using Semantic Web technologies.

Jacek is also involved in a non-profit initiative dedicated to bringing free content to the
world. Recently, he was a Program Chair of the 6th International Wikimedia Conference
(Wikimania’10) that was held in Gdansk, Poland, in July 2010 (also mentioned in New York
Times).

List of Figures

1.1

How to design a user interface that combines hypertext and 3D graphics? . .

3

1.2

The two modes of the proposed user interface for HiVEs.

. . . . . . . . . . .

4

1.3

Our thesis in the context of Shneiderman’s ”three pillars of successful userinterface development” [2004]. . . . . . . . . . . . . . . . . . . . . . . . . . . .

5

2.1

Approximate time line showing research on hypertext and 3D graphics. . . .

10

2.2

A hypertext reader is not bound to a particular sequence like in a book, but can
browse through information following his interests by clicking on a highlighted
keyword or phrase in one document to bring up another, associated document.
This figure illustrates this difference. . . . . . . . . . . . . . . . . . . . . . . .

12

Most web browsers have the following user interface elements: (1) Menu bar:
File, Edit, View, History, Bookmarks, Tools, Help menus; (2) Navigation toolbar: Back and forward buttons, a refresh button, a stop button, a home button,
an address bar, a search (typically Google) bar; (3) Bookmarks (or Favorites)
toolbar; (4) Browser tabs: In the example three tabs are open and show different webpages; (5) A status bar (displays progress in loading the resource and
also the URI of links when the cursor hovers over them). . . . . . . . . . . . .

20

Example of a sketch-based navigation from [Hagedorn and Döllner, 2008]: the
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