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Abstract 

Query-Aware Adaptive Windowing for Spatiotemporal Complex Video 

Event Processing for Internet of Multimedia Things 

by Piyush Yadav 

With the evolution of the Internet of Things (IoT), there is an exponential rise in 

sensor devices that are deployed ubiquitously. Due to the extensive usage of IoT 

applications in smart cities, smart homes, self-driving cars, and social media, there 

is enormous growth in multimedia data streams like videos and images. We are now 

transitioning to an era of the Internet of Multimedia Things (IoMT), where 

unstructured data like videos are continuously streamed from visual sensors like 

CCTV cameras and smartphones. Video data is highly expressive and has 

traditionally been very difficult for a machine to interpret. Middleware systems such 

as Complex Event Processing (CEP) mine patterns from data streams and send 

notifications to users in a timely fashion. Current CEP systems have inherent 

limitations to mine event patterns from video streams due to their unstructured data 

model, lack of expressive query language, and resource intensiveness. This work 

introduces VidCEP, a data-driven, distributed, on the fly, near real-time complex 

event matching framework for video streams with five key contributions: 

1) Expressive Video Event Query Language- Current event query languages are 

highly focused on temporal reasoning.  A SQL-like declarative Video Event Query 

Language (VEQL) is proposed which enables state-based spatiotemporal video 

event matching without needing to focus on low-level video features. The VEQL 

enables the creation of robust spatiotemporal operators using a hybrid approach. 

2) Structured Video Stream Representation- The work introduces Video Event 

Knowledge Graph (VEKG), a knowledge graph driven model of video data streams 

using an ensemble of deep learning models and VEQL operators. VEKG creates a 

semantic knowledge representation of video data by modeling video objects as nodes 

and their relationship interaction as edges over time and space. 

3) Query and State-aware stream summarization- Objects coexist across multiple 

frames, leading to the creation of redundant nodes and edges at different time 

instances that result in high memory usage and increased matching time. The work 

introduces two novel state and multi-query based spatiotemporal graph 
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summarizations of VEKG streams- Time Aggregated Graph (VEKG-TAG) and 

Event Aggregated Graph (VEKG-EAG) for an efficient state-based event matching. 

4) Resource constraint distributed content-driven windowing- An adaptive and 

content-driven windowing technique VID-WIN is proposed to improve Quality of 

Service (QoS). VID-WIN instances are deployed over edge and cloud to perform 

efficient state-based video event matching. The VID-WIN adopts resource and 

query-aware runtime optimization strategies to improve the CEP matching 

performance under limited available resources and application requirements.  

5) VidCEP Complex Event Processing Framework: The above techniques are 

integrated into Video Complex Event Processing framework (VidCEP). A prototype 

of the framework is developed which performs query-based video event pattern 

matching in a distributed setting. The VidCEP capability is demonstrated using a 

real-work traffic estimation service for OpenStreetMap. 

A total of 18 event rules are defined from the traffic management and activity 

recognition domain. Extensive experiments have been performed across 20 datasets 

consisting of more than 3900 video clips to evaluate the performance and efficacy 

of proposed techniques. Results of this study show that VidCEP achieves a 

throughput of approximately 70 frames per second (fps) for five parallel streams (at 

17fps) with sub-second matching latency. The system successfully detects different 

spatiotemporal video event patterns with good F-scores (0.51-0.90). The 

optimization techniques proposed in the thesis improves ~5X search time, ~2.3X 

throughput, and ~99% bandwidth savings. 
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Chapter 1  

 

Introduction 

उर्िष्ठत जाग्रत प्राप्य िरार्िबोधत। 

- कठोपनिषद् 

 

 

 

1.1 EMERGING TRENDS 

There has been a tremendous growth in technology, evolving different hardware and 

software techniques. In recent years, internet-connected devices collectively referred 

to as the Internet of Things (IoT) have become ubiquitous. As per IoT-analytics, the 

number of active connected devices are expected to grow 10 billion by 2020 and 22 

billion by 2025, with a 39% compound annual growth rate in its global market [1]. 

Due to the boost in sensing and actuation capabilities, IoT sensors are generating a 

vast amount of streaming data. This has enabled the development of new innovative 

applications, platforms, and disruptive technologies. Different analytics like 

business intelligence, surveillance, and monitoring [2, 3] are performed over these 

streaming data to gain valuable insights. To this end, middleware [4] acts as a 

communication abstraction between data producers (sensors) and consumers 

(applications) which are deployed in a distributed setting. Middleware systems like 

event-based systems [5] perform consistent and timely event detection and mine 

patterns by analyzing the streaming data. 

Event-based systems have now evolved from a communication-centric role towards 

more application logic, enabling detection capabilities in data streams. Different 

event-based systems like Data Stream Management System (DSMS) [6-9] and 

Complex Event Processing Systems (CEP) [10-12] work on massive data streams. 

CEP system detects complex patterns using a combination of simple patterns over 

the streams [13].  During the last decade, Complex Event Processing (CEP) [5, 14] 

Arise. Awake. And stop not till the goal is reached. 

- Katha Upanishad 
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systems have been increasingly adopted for real-time analysis in different domains 

including, maritime surveillance [15], traffic [16], and financial applications [17].  

 A Shift in Data Landscape: Increasing Proliferation of Video Data 

 

Figure 1.1 Consumer internet traffic (2017-2022) (Cisco Report) [18] 

Due to extensive usage of IoT applications in smart cities, smart homes, self-driving 

cars, and social media, there is enormous growth in multimedia data streams like 

videos and images. With the proliferation of visual sensors, there is now a significant 

shift in the data landscape [19]. The world is currently transitioning from the Internet 

of Things (IoT) to the Internet of Multimedia Things (IoMT) [20], where visual 

sensors are deployed ubiquitously and are streaming a massive amount of video data. 

For example, cities like London have deployed thousands of CCTV cameras, 

streaming hours of videos daily for monitoring purposes [21]. A recent report from 

Cisco [18] estimated a 34% Compound Annual Growth Rate (2017-2022) of 

consumer internet traffic is in the form of internet video streams (Figure 1.1). Thus, 

the world is becoming more visual, where billions of images and videos are being 

uploaded and streamed every day. Analyzing video streams for event analytics has 

led to the development of new requirements and challenges that are different from 

the traditional computer vision domain, where the focus is on a limited scale. The 

focus of this thesis is to exploit video analytics challenges in the CEP environment 

and leverage its functionality to perform event detection over video streams. 

 An Era of Edge Analytics 

Most of the video streams are generated from the IoMT based media capturing 

sensors like CCTV cameras and smartphones. With the proliferation of cloud 
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services, a new paradigm of edge computing has emerged, which constitutes 

generation and processing of data near its source to mitigate and reduce server load 

[22]. Some key benefits of edge computing to process data near the source are 

improved response time, less bandwidth usage, and energy efficiency [23]. The main 

disadvantage of edge devices is that they are primarily resource-constrained in 

memory and CPU which can impact the Quality of Service (QoS) requirements of 

an application [24]. 

Video data is highly expressive and has traditionally been very difficult for a 

machine to interpret because of two reasons. Firstly, querying event patterns over 

video streams is challenging as they have unstructured representation. Secondly, 

video data size is large compared to regular sensor streams (e.g., temperature data) 

and is computationally intensive to process. Deploying real-time video analytics 

applications like identifying objects such as ‘car’ and ‘person’ is highly challenging 

in resource constrained edge environment. Understanding the challenges of video 

event analytics, defining video representation, detecting video patterns, query 

formulation, matching, and near real-time processing under QoS bounds in the 

complex event processing environment is the focus of this work. 

1.2 MOTIVATION AND PROBLEM OVERVIEW 

In CEP, individual atomic events are combined from streams to form meaningful 

high-level semantics, i.e., complex event. The detected events are notified to 

interested users in a timely fashion [17, 25]. CEP system detects complex events by 

correlating simple events based on the registered query. The key specific 

characteristics of CEP are: i) easily express event patterns of interest and ii) detect 

event patterns in (near) real-time by performing matching over data streams. The 

CEP system receives data streams from publishers (source) and sends an event 

notification to subscribers (users) who have queried for the interested events. The 

next section discusses the high-level requirements to process event stream in CEP 

scenario. 

 High-Level Requirements in Complex Event Processing 

Consider a smart city scenario where the city administrator has subscribed to the 

CEP system for a fire warning and high-volume traffic alert. As shown in Figure 1.2, 

the CEP engine receives two data streams: a building temperature sensor and another 
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Figure 1.2 Present CEP approach to process scalar IoT data like temperature streams and existing 

CEP challenges for processing video event streams 

from a CCTV camera. According to the query 1 rule (Q1), if the average temperature 

is greater than 50°C in the last five minutes, the CEP system should notify a fire 

warning alert. The temperature sensor emits a ‘temperature event’ every second, 

which is considered a simple event. The complex event fire warning is derived by 

averaging temperature events for a given time. As per Figure 1.2, following are the 

basic high-level requirements (HL-R) that are considered for realizing an effective 

CEP framework: 

HL-R1: Declarative Query Expression 

A query is a set of instructions given by users to retrieve specific events by using a 

set of operators. Most of the CEP uses SQL-like declarative language- Event Query 

Languages (EQL), which are designed for effective expression of complex events 

[26]. In Figure 1.2, the subscribers use EQL to express firewarning alert using 

average and window operators. The application logic of different operators is built 

using event rules [27] (such as in Q1 average temperature > 50°C). These rules are 

enabled with event calculus based on formal logic reasoning over a period of events 

[28].  

HL-R2: Event Representation 

An event is defined as an instantaneous occurrence of interest at a given point in 

time [29]. In CEP, each incoming event is specified using a data model. Since the 

stream is continuous so each incoming data is timestamped. This helps in identifying 

their order of occurrences which enables matcher for more complex reasoning 

during pattern matching. Cugola et al. [30] represented an event in terms of payload 
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and time. These payloads can have different structures and formats like key-value 

pairs (in Figure 1.2 <temp, 31>), structured XML, and RDF triples [31]. 

HL-R3: Event Pattern Matching 

CEP detects complex events by correlating simple events based on registered 

queries. The matching model is continuous where once the query is registered, the 

matching engine tries to mine patterns over incoming streams. CEP systems work 

on the concept of the state. The state is the most recent temporal snapshot of the 

continuously evolving data stream. Windows captures the stream state by taking the 

input stream and producing a finite length sub-stream [32]. The CEP captures the 

current state of the stream using windows and apply a set of operators as per the 

query and triggers notification if the pattern is matched. For example, in Figure 1.2, 

a CEP system will raise a fire warning alert (Q1) at time t1-t2 as the average 

temperature of incoming streams is higher than 50°C. The different matching model 

has been proposed in the literature like automata-based matching, column-based 

matching [30] and semantic matching [33]. 

HL-R4 Quality of Service (QoS) 

CEP deals with the three dimensions of big data, i.e., volume, velocity, and variety 

[34], and can perform matching in an online and offline setting. CEP process data 

from different sources like sensors and social media feeds where data is streamed at 

high velocity. QoS in the event processing paradigm is characterized by the concept 

of timeliness, which is collectively expressed with different terms like on-the-fly, 

low-latency, high-throughput, accuracy, and real-time processing [25, 35]. 

 Challenges in Current CEP for processing Video Streams 

Similarly, for query 2 (Q2), the CEP system should notify the traffic volume but 

faces multiple challenges to process video streams. Most of the existing CEP and 

stream processing systems work with an assumption that the incoming stream has a 

structured format like key-value pairs (temperature = 31°C in Figure 1.2) and XML 

[30]. However, video data are complex and unstructured in terms of an event 

schema. At the machine level, video data contents are represented as low-level 

features like color, pixels, shapes, and textures (Figure 1.2). At the same time, human 

interprets video content as a high-level semantic concept like ‘car’, ‘chair’, and 

‘person’. So while visualizing, human cognition can easily understand and 
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differentiate events like no traffic and high volume traffic. It is difficult for CEP 

systems to reason over video data as: i) it has no structured representation and data 

model where semantic concept boundaries are not known and organized, and ii) the 

video event patterns span over time and space. 

As shown in Figure 1.2, processing query 2 (Q2) over video in CEP leads to 

challenging questions like:  

• How to define high-level human-understandable expressive video event 

pattern queries like ‘high volume traffic’ in CEP? 

• How to represent a low-level video stream at different time instances? 

• How to write event rules for patterns such as ‘high-volume traffic’ which 

occurs over both in space and time?  

• How to efficiently match represented video data with high-level queries?  

• How to maintain Quality of Service (QoS) and perform efficient event 

analytics over computationally intensive video content under a fixed 

resource and application budget? 

Below I list the challenges that the components of the CEP system require to process 

video data: 

C1: Query Expression for Video Event Patterns 

EQL perform relational operations to extract information from structured data 

streams. In Figure 1.2, a user interested in firewarning alert with an average value 

greater than 50°C can easily express it using SQL-like declarative syntax. To write 

expressive and declarative queries like ‘high volume traffic’ (Q2) for low-level video 

content (e.g., pixel values) is challenging. There is a need to develop an expressive, 

spatial, and temporal reasoning based declarative query mechanism to support event 

pattern detection for videos in CEP. 

C2: Unstructured Data Model 

Current CEP engines like Esper1, WSO2 CEP2, Cayuga [12] assume that the 

incoming data streams have a fixed data model with a structured payload such as 

key-value pairs, XML data, and RDF triples [31]. Reasoning over a formal data 

 
1 http://www.espertech.com/esper/ 

 
2 https://wso2.com/products/complex-event-processor/ 

http://www.espertech.com/esper/
https://wso2.com/products/complex-event-processor/
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model with well-defined semantics and representation is a well-understood problem. 

As shown in Figure 1.2, the video content is represented as low-level features (e.g., 

pixels values) while humans interpret them as high-level semantic labels (e.g. ‘Red 

Car’). The current CEP system cannot handle video streams since the low-level 

features of images do not match with the high-level semantic concepts. There is a 

need to represent low-level video content as structured data that the CEP engine can 

process to detect complex video event patterns. 

C3: Video event pattern matching 

Video streams have evolving nature where objects are in motion and generate 

varying kind of complex patterns. These patterns are spread across spatial and 

temporal dimensions. For example- in ‘high volume traffic’ multiple ‘Car’ objects 

will be present over time occupying a specific spatial location in the video frame 

which can change over time. This adds an extra layer of complexity to match the 

event patterns both at the temporal and spatial levels. Present CEP systems mainly 

focus on temporal pattern matching in data streams. There is a need to build event 

matching capability in CEP which can perform matching at the object, spatial, and 

temporal levels. 

C4: Computationally Intensive Video Data: A Performance Bottleneck 

Video data are computationally intensive and retrieving an event representation from 

such stream is highly costly. Querying video content requires expensive content 

extraction methods like Deep Neural Networks (DNN) [36], which are unfortunately 

slow. The CEP system needs to pass video streams to a complex cascade (pipeline) 

of multiple machine learning models that transform low-level video data into a high-

level representation. For example- in Figure 1.2, a simple query like ‘Red Car’ 

(frame 4) can require two different DNN models to detect a car and its color. 

Processing such data at edge IoMT devices is an added bottleneck for QoS 

performance. Thus, fast video inference is one of the primary requirements in CEP 

to mine patterns for real-time use cases maintaining QoS. Table 1.1 maps the 

challenges and requirements required for video-based CEP. 

1.3 RESEARCH PROBLEMS 

There is a rich body of work for querying and analyzing video content in the database 
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Table 1.1 Requirements and challenges in video-based CEP 

Challenges for 

Video Streams 

in CEP (C) 

Requirements (R) for video event pattern in CEP References 

C1:  

Expressive 

queries for video 

event patterns 

R1:  

Visual concept based 

declarative query 

expression 

There is a requirement of query expression 

which enables users to query video events 

in high-level human-understandable 

concepts without worrying about its low-

level features. 

FRAMEQL[37] 

SPARQL-MM[38] 

BilVideo[39] , 

SVQL[40], 

MOQL[41] 

R2:  

Support for defining 

spatiotemporal video 

pattern rules and 

operators 

The users should be able to express 

complex queries using different 

spatiotemporal and user-defined operators 

to find specific events of interest. 

SPARQL-MM[38] 

VERL[42]  

MOQL[41] 

SVQL[40] 

C2: Unstructured 

data model 

R3:  

Identifying and 

representing visual 

concepts 

Visual concepts are high-level semantic 

concepts familiar to users that are derived 

from visual descriptors. There is a 

requirement to capture these concepts for 

pattern matching. 

Scenegraph[43] 

ORN[44] 

ImgPedia[45]  

OVIS[46] 

R4: Relationships 

between visual 

concepts 

Identify the spatial, temporal, and 

spatiotemporal relationship between visual 

concepts. 

RAG[47] 

REMIND[48] 

Scenegraph[43] 

Medioni [49] 

C3:  

Video event 

pattern matching 

R5: Spatiotemporal 

video event pattern 

matching  

Visual concepts are interlinked across space 

and time. The CEP matcher should be able to 

handle such spatiotemporal dynamics and 

perform pattern matching. 

BlazeIT[37] 

VideoStorm[3] 

NoScope [50] 

R6:  

State-based video 

event pattern 

matching 

Videos are a temporal sequence of images 

where an infinite number of visual concepts 

can occur. There is a need to optimize 

spatiotemporal matching over a window 

state for fast pattern detection. 

TAG[51] 

 

C4: 

Computationally 

Intensive Video 

Data 

R7:  

Content-based 

adaptivity for fast 

video inference. 

 

Queries can have different pattern 

requirements that depend on video content. 

Content-based optimization can be 

performed to achieve high performance. 

Optasia[52] 

Bifet et al. [53] 

NoScope [50] 

Focus[54] 

Awstream[55] 

R8: Resource- 

constraints efficient 

video event matching 

in distributed edge 

cloud scenario.   

The publisher nodes have resource 

constraints. A resource aware runtime 

optimization strategy is required to 

accelerate video inference for CEP queries. 

community [37, 40, 41, 56, 57]. Still, less attention has been paid to content-based 

event pattern detection of video streams in CEP systems [49, 58-60]. Early works 

have started to investigate images within event processing [59] while CEP systems 

still have limitations in detecting event patterns over videos. There is a need to 

overcome the challenges like querying, representation, and matching to enhance the 

CEP system’s performance with video processing capabilities. This work 

investigates a video-based CEP system, which can mine patterns over incoming 

video streams in near real-time as per registered user queries under given QoS 
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bounds. In the following section, first, the requirements are enlisted which are 

required to enable such a system, then limitations of current approaches are 

discussed, followed by the detailed research questions. 

 Limitations of Existing Approaches 

Table 1.2 shows that current event-based systems do not fully satisfy the 

requirements listed above. In the following section, these limitations are discussed 

in more detail. 

Table 1.2 Limitations of current approaches 

Video CEP 

Requirements 
Limitations References 

Event Query Language 

for Videos 

(R1, R2) 

 

Event Query Languages 

• Lack of video objects and attributes 

support. 

• Lack of spatial relation support. 

• Lack of Quality of Service (QoS) 

support. 

• Lack of video stream support. 

Snoop [61], CEDR [62], SASE [63], 

EP-SPARQL [64], TESLA [27], 

Cayuga [12] 

Video Query Languages in Databases 

Limited State Management support. VIQS [65], CVQL [56], SVQL [40] 

Limited temporal support. MOQL [41], VIQS [65] 

Limited or No Quality of Service (QoS) 

support. 

FRAMEQL [37], SVQ [66], 

SVQ++ [67] 

Video Event 

Representation 

(R3, R4) 

 

Limited or partial support for visual 

concepts such as objects and attributes. 

ImgPedia [45], MSSN-Onto [68], 

STRG [47]  

Lack of video stream representation. 
SPARQL-MM [38], STRG [47], 

ORN [44] 

Partial support for spatial and temporal 

relationships 

SPARQL-MM [38], VSD [69], 

Eventshop [70, 71] 

Video Event Matching 

(R5, R6) 

 

Limited support for a spatiotemporal 

video event matching 

 

Alam et al. [72], Yadav et al. [73], 

RAG [47], Gao et al. [74], REMIND 

[48], STAG [75], Medioni et al. [49]  

Lack of window-based state 

summarization for video event matching. 

George et al. [51], AD-WIN [53], 

Pavlopoulou et al. [76, 77] 

Improved Quality of 

Service (QoS) for video 

event matching in 

resource-constrained 

environments 

(R7, R8) 

Lack of query and state-aware stream 

load shedding over resource-constrained 

edge nodes. 

hSPICE [78], Drizzle [79], Zhao et 

al. [80] 

Limited support for state-based 

bandwidth savings over edge nodes. 

mVideo [81], Vigil [2], AWStream 

[55], EdgeEye [82], FilterForward 

[83], Reducto [84] 
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Event Query Language for Video Streams 

There have been many proposals for video query languages such as SVQL [40], 

CVQL [85], and MOQL[41] in databases. These queries extract pre-annotated video 

content indexed in databases using fixed schemas. Event Query Languages like 

TESLA [27], Snoop [61], and SASE [10] do not support the processing of video 

streams, and they mostly focus on temporal reasoning. SPARQL-MM [38]  is an 

EQL with some video querying capabilities, but it deals with linked video data where 

object coordinates in frames are pre-annotated. FRAMEQL [37] has been proposed 

as a SQL-like query language that uses DNNs to answer relational queries over video 

content. FRAMEQL focuses on creating a system with database functionality 

instead of supporting CEP with spatial and temporal event patterns. 

Video Event Representation 

MSSN-Onto [68] is an ontology framework which focuses on event schema for 

multimedia sensor network instead of videos. IMGpedia [45] added low-level 

features of the image to create a linked dataset of images. The work is limited to 

static images instead of videos and captured no semantic relationship. In OVIS [46], 

the authors have developed a video surveillance ontology using SWRL rules for 

large volumes of the video in databases. Xu et al. [69] present Video Structural 

Description (VSD) technology for discovering semantic concepts in the video with 

no CEP focus. Object Relation Network (ORN) [44], CogVis [86], and Scenegraph 

[43] present a graph-based structure to recognize the scene in an image with no focus 

on videos. Lee et al. proposed Region Adjacency Graphs (RAG) [47] for videos 

where the same segmented regions within the image frames are connected using 

common boundaries with no focus on high-level semantic labels. 

Video Pattern Detection and Matching in Event Processing Systems 

Gao et al. [74] focused on complex event detection in a multimedia communication 

system. They assumed the event as a high-level entity without any video content 

extraction being involved in the process. Eventshop [70] is a framework that focuses 

on situation recognition in multimedia data but cannot handle complexities like the 

object’s relative position, their presence and absence in a video with respect to time. 

The work of Alam et al. [72] is limited to the detection of objects (like ‘Bus’) from 

images in event-based systems rather than focusing on complex event patterns. 
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Dubba et al. [48] used Inductive Logic Programming to create relation event models 

for video. Our work overlaps with them regarding designing patterns but differs in 

the use of the CEP system, video event representation, and aggregation. 

Video Analytics Framework 

Recently, with the advancements of DNN, multiple video analytics framework has 

been proposed to detect video content. NoScope [50] focuses on fast binary object 

detection using specialized DNN trained on archived video and lacks streaming 

support. FOCUS [54] provides low cost and low latency query video event detection 

on indexed video in a database setting. VideoStorm [3] processes live videos on a 

large cluster where queries are pre-defined as computation graphs but focus mainly 

on reducing latency. Similarly, Chameleon [87] focuses on optimizing the best 

neural network configuration for video analytics to reduce profiling costs and 

improves accuracy. All the systems mentioned above do not concentrate on 

expressive user queries, state management, and spatiotemporal event patterns. 

Optasia [52] supports streaming videos but lacks event query language 

characteristics like state management and does not focus on spatiotemporal pattern 

matching. Most of the current video analytics system’s QoS optimizations are 

limited to frame-level analytics’s scope without focusing on the state-based 

spatiotemporal patterns. 

Optimization over windows 

Aggregation over windows is one of the research foci where an aggregate operator 

like SUM, MIN, and machine learning models are applied over an incoming stream. 

Bifet et al. [53] proposed the concept of content-driven windows where window 

length changes as per change in data distribution rate. Later Carbone et al. [88] 

applied the idea of content-driven and aggregate sharing in user-defined windows. 

All these studies consider the incoming data stream to have a fixed data model with 

a structured payload and have not focused on unstructured content like videos. 

Similarly, work like NoScope [50] tries to accelerate model inference using 

specialized DNN models over databases.  This thesis focuses on analyzing content 

from video streams over windows in a resource constrained environment to increase 

CEP system performance. 
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 Research Questions 

RQ1. How to define high-level human-understandable expressive video pattern 

queries and event rules in CEP? 

RQ1 aims at defining the event query language to express the complexity of the 

video event patterns. It can be divided into two sub-questions:  

a) How to determine the formal semantics of query language, enabling users to 

query video events and QoS metrics in high-level human-understandable 

concepts (R1)? 

b)  How to design event rules and query operators to process spatiotemporal 

video event patterns (R2)?  

RQ2. How to represent a continuously evolving low-level video stream to 

capture high-level semantics? 

RQ2 focuses on creating a structured representation for video streams and formulate 

a schema. It can be divided into two sub-questions: 

a) How to extract and represent low-level video content and video stream into 

a structured data model with high-level semantic concepts (R3)? 

b) How to identify relationships between semantic concepts of video content 

which occur over time and space (R4)? 

RQ3. How to enable and improve performance for state-based spatiotemporal 

video event matching? 

RQ3 focuses on a video-based CEP framework to match query patterns over 

incoming video streams. It can be divided into two sub-questions: 

a) How to perform spatiotemporal matching over semantically represented 

video data (RQ2) with proposed high-level queries (RQ1) (R5)?  

b) How can state-based windows be leveraged to improve the proposed video 

representation for fast video pattern matching over multiple CEP queries 

(R6)? 

RQ4. How can CEP windows improve QoS for fast event detection over 

computationally intensive video streams in resource-constraints scenario (edge-

cloud)? 

RQ4 aims to accelerate the proposed CEP framework’s performance to achieve near-

real-time prediction in an online setting. It can be divided into two sub-questions: 
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a) How to enable content-driven adaptive windowing for video streams for 

accelerating video analytics (R7)?  

b) How can query-aware windows leverage fast video inference in resource-

constrained scenarios under given application-level bounds (R8)? 

1.4 METHODOLOGY 

The research methodology in this thesis consists of the following steps: 

1. State-of-the-art Survey 

• Comprehensive literature review of research on complex event processing 

and its related topics. 

• Survey and review the related work to identify the current limitations in 

complex event processing to process video streams. 

2. Requirements and Gap Analysis 

• Identify the requirements and formulate research questions to enable 

complex event matching over video streams. 

• Categorization and gap analysis of existing works using the set of core 

requirements. 

3. Setting up the application context 

• Identifying the application domains where video event processing can be 

used and deployed. 

• Creation of different queries and operators based on identified application 

domains. 

4.  Design decisions and implementation of the proposed approach 

• Identifying real-world datasets for evaluation and categorizing them based 

on query characteristics. 

• Designing formulation of a complex event matching framework for video 

streams and identifying its required components.  

• Identifying a set of different deep learning models required for event 

extraction and representation. 

• Implementing the proposed components- video event representation, video 

event query language, streaming windows, and complex event matching 

engine. 
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• Implement the window-based state summarization techniques for video 

pattern matching. 

• Implementing content-driven adaptive videos to accelerate video inference 

for fast video inference in the edge-cloud paradigm. 

• Designing an optimization algorithm for adaptive windows under the 

resource-constrained scenario. 

5. Real-world use case and evaluation of the results 

• Performance evaluation of the proposed framework using real-world video 

datasets. 

• Develop a real-world use case to portray the potential of the framework.  

1.5 PROPOSED APPROACH 

This thesis aims to build a declarative CEP framework for detecting spatiotemporal 

patterns in video streams and provide the requirements, challenges in Section 1.2, 

and research questions discussed in Section 1.3.2. To answer the four research 

questions, Video Complex Event Processing System (VidCEP) is designed and 

implemented in this thesis. VidCEP framework can be conceptually decomposed 

into four key functionalities. 

Declarative Query Language and Event Rule Expression for Video Patterns 

This functionality answers the research question RQ1(a) and RQ1(b). For video 

event detection in CEP, there is a requirement of query expression which enables 

users to query video events in high-level human-understandable concepts without 

worrying about its low-level features. A declarative query language is proposed, 

combining the potential of query languages in video databases and event-based 

systems to detect video patterns in the CEP scenario. 

As discussed, the CEP system performs matching over pre-defined event rules which 

are wrapped as an operator. A hybrid approach is proposed that includes inductive 

and deductive reasoning techniques to process video patterns. Inductive methods 

such as state-of-the-art DNN based models (like object detection) can be used to 

detect initial simple events. Later, deductive reasoning methods (such as spatial and 

temporal reasoning [89, 90] ) can be applied to write event rules to create more 

complex event patterns using simple events. 
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Structured Video Event Representation 

This functionality answers the research question RQ2(a) and RQ2(b). Video streams 

are complicated due to their unstructured data model and limit CEP systems to 

perform matching over them. Videos are considered as a continuous sequence of 

frames where visual concepts (i.e., objects) occupy a specific position over time, 

creating complex events. Modeling complex events in unstructured data like videos 

not only requires detecting objects but also the spatiotemporal relationships among 

them. This work introduces a novel video representation technique where an input 

video stream is converted to a stream of continuous evolving spatiotemporal graphs 

using an ensemble of deep learning models. The graph-based representation enables 

the CEP system to query complex video event patterns. 

Complex Video Event Pattern Matching 

This functionality answers the research question RQ3(a) and RQ3(b). CEP 

techniques are applied over video streams to identify spatiotemporal patterns by 

capturing window state. The CEP matcher fetches the query predicates (RQ1) and 

performs state-based spatiotemporal graph matching over a structured video stream 

(RQ2). The matching execution model is continuous, where event patterns are 

detected. Later, state-based optimization technique is performed to summarize 

represented video stream graph to improve the matching performance RQ3(b).    

QoS and Query Aware Adaptive Windows 

This functionality answers the research question RQ4(a) and RQ4(b). Video content 

extraction is expensive as it needs to pass through computationally intensive Deep 

Neural Network (DNN) models to extract visual concepts (i.e., objects) from them. 

A QoS and query-aware distributed adaptive windowing approach is proposed to 

accelerate video content extraction in DNN-based CEP systems. The proposed 

windowing approach performs a data-driven resource-aware runtime optimization 

strategy to accelerate video inference for CEP queries under given application 

bounds and resource-constraints edge environment. 

1.6 SUMMARY OF CONTRIBUTIONS 

Following the methodology and proposed approach, the research presented in this 

thesis results in providing video event processing capabilities in application domains 
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such as traffic management and activity recognition. The contribution of this work 

is manifold and are as follows: 

Video Event Query Language (VEQL) 

As discussed earlier, most of the existing CEP languages use SQL-like declarative 

languages and support pre-defined basic operators. The Video Event Query 

Language (VEQL) is proposed, which follows the SQL-like declarative expression 

to query events from the video stream. The aim is to use a standardized vocabulary 

of existing event query languages which will be easier for CEP users to express 

precise video queries and integrate video events information seamlessly. VEQL 

enables the user to write expressive, actionable, and explicit CEP queries. VEQL 

brings expertise from event processing and video databases query languages and 

supports pattern and source selection, conditional clause, state management, and 

QoS metrics like pattern accuracy, memory, and CPU usage for video data. VEQL 

supports different spatial (such as LEFT, RIGHT, FRONT, and OVERLAP), 

temporal (such as SEQ, CONJ, EQ, and DISJ), and comparison built-in operators 

for video event reasoning. VEQL queries are later parsed as a query graph to perform 

pattern matching. The thesis gives multiple examples of VEQL queries to identify 

video events at objects, attributes, spatial and temporal levels. 

Spatiotemporal Video Event Rules using a Hybrid Approach 

Users can define event operators in VEQL using event rules. A hybrid approach is 

used to formulate event rules. Inductive reasoning based statistical techniques like 

DNN models are used to extract simple visual semantic concepts from video. 

Deductive reasoning techniques such as spatiotemporal calculus are then used to 

formalize and interlink visual semantic concepts in video streams, building richer 

and queryable event patterns. To show the proposed approach’s efficacy, 18 video 

event pattern rules from two domains: 1) Activity Recognition and 2) Traffic 

Management is defined. Table 1.3 enlists all the event rules proposed in this thesis.  

One can develop intuitive event definitions, facilitating interactions between 

complex events defined by developer and domain expert. 

Video Event Knowledge Graph (VEKG) 

The work proposes a structured representation- Video Event Knowledge Graph 

(VEKG), a knowledge graph-driven video stream model. VEKG models video obje- 
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Table 1.3 Proposed spatiotemporal event rules 

Traffic Management Operators Activity Recognition Operators 

• Vehicle Direction (left, right, front, back) 

• High and low volume traffic 

• Pass By 

• Follows By 

• Lane Change 

• Parking Lot Status 

• Jaywalking 

• Vehicle Attributes 

• Vehicle Speed Estimation 

• Vehicle Lane Direction 

• Traffic Congestion Estimation 

• Person sitting on chair 

• Fall Detection 

• Bike Ride 

• Horse Ride 

• Hand Shaking 

• Punching 

• Walking 

-cts as nodes and their relationship interaction as edges over time and space. The 

method enables the detection of high-level semantic concepts from the video using 

a pipeline of deep learning and machine learning models. VEKG is a complete 

digraph having spatial and temporal edges. The edge relations in VEKG are updated 

using VEQL event rules. Experiments suggest that VEKG representation time 

depends on the number of DNN models in the pipeline, number of objects, query 

complexity, and video resolution. VEKG representation time for object detection is 

between 14.1 milliseconds (ms) to 29.2 ms and for object and attribute detection is 

16.03 ms to 49.3 ms.  The representation time increases up to 56.7 ms if attribute 

and tracking for video frames having more than 10 objects. The experiments were 

performed on a 16-core Linux machine running on 3.1 GHz processor, Nvidia Titan 

Xp GPU with 12 GB of RAM.  

Spatiotemporal Video Event Matching 

A 3-level spatiotemporal matching algorithm is proposed to match video events at 

the object, spatial and temporal levels. The matching leverages the VEKG and 

VEQL structure and treats the event detection as a graph matching problem. An 

entropy-based matching score is devised to identify the pattern confidence. The 

video event matching approach using VEKG is compared with the state-of-the-art 

methods. It achieves an F-score of 0.44-0.88 for activity recognition and 0.66-0.90 

for the traffic management domain. The matcher performs near real-time operation 

with the average matching latency of 0.33-13.9 ms for a 5-second (sec.) window. 

SEQ operator has the highest matching latency of 12.5-1764.5 ms. The matching is 

performed over the same hardware setting as described in the VEKG representation 

benchmark settings. 
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VEKG- Time Aggregated Graph and Event Aggregated Graph 

Video Event Knowledge Graph (VEKG) maps objects to nodes and captures 

spatiotemporal relationships among object nodes. Objects coexist across multiple 

frames, leading to the creation of redundant nodes and edges at different time 

instances that result in high memory usage. A graph summarization method VEKG-

Time Aggregated Graph (TAG) is proposed to optimize the system performance, 

which provides an aggregated view of VEKG for a given time window.  TAG 

reduces 90% to 95% of VEKG nodes and 82.2% to 95.8% of VEKG edges. A multi-

query VEKG-Event Aggregated Graph (EAG) is proposed which further optimizes 

TAG and summarizes the VEKG graph for multiple queries over a given window. 

In the given experiments, EAG reduces 97.5% and 96% of VEKG nodes and edges 

with 5.19X faster search (matching) time. EAG reduces 5.1% and 8.1% more node 

and edges than TAG with a similar construction time. The aggregation experiments 

were performed over a Linux machine with 16 core Intel ® i9-9900K CPU, 64 GB 

RAM, and Nvidia GeForce RTX 2080 Ti GPU. 

VID-WIN: Query-Aware and Content-driven Windows in Resource-

Constrained Environments 

Videos extraction via the DNN model is computationally expensive and impacts 

overall systems QoS such as throughput, latency, and bandwidth. A 2-stage 

windowing model VID-WIN is proposed that accelerates state-based event matching 

in the edge-cloud paradigm. VID-WIN follows an adaptive content-driven strategy 

to exploit low-level content of incoming video frames and accelerate the overall 

DNN content extraction process.  VID-WIN tunes different parameters via input 

transformation and advanced filtering techniques to amortize the overall cost for 

performing the event analytics in low-end devices. The windows adapt to resource 

and query-aware runtime optimization strategies to improve the CEP matching 

performance. The experiment on different datasets shows VID-WIN achieves a 

30%-40% higher throughput with minimal latency overhead.  The VID-WIN micro 

batching, resizing, and query-driven achieves bandwidth savings of 80%-99% and 

filters out ~78.6% of non-relevant frames compared to baseline while maintaining 

application-level latency bounds under required accuracy constraints. In VID-WIN 

experiments, Docker containers with limited CPU cores (1-5) and memory (500 MB  
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Figure 1.3 The proposed VidCEP block diagram with key contributions 

- 3 GB) are emulated as edge nodes. The cloud node settings were performed on 64 

GB RAM Linux machine with Nvidia GeForce RTX 2080 Ti GPU. 

VidCEP Complex Event Engine 

Implementing the above techniques results in a Video Complex Event Processing 

Framework- VidCEP that can handle multiple parallel video streams and perform 

continuous pattern matching in near real-time. VidCEP follows a distributed 

architecture and its components can be deployed over edge and cloud nodes. Figure 

1.3 shows a high-level block diagram of VidCEP and its components with the 

associated contribution to each research question. VidCEP converts each input video 

frames into VEKG graphs which are captured over a window of a given time length. 

The incoming graphs are summarized over the window into time (TAG) and event 

aggregated graphs (EAG), capturing all the required spatiotemporal relationships as 

per VEQL query operators and rules. Later, the query is applied over TAG or EAG 

to detect event pattern. The proposed spatiotemporal operator’s suite makes VidCEP 

versatile and shows its application in different domains. The experiments show that 

VidCEP can achieve near real-time performance with 70 frames per second 

throughput for 5 video streams of 17 fps. The system delivers sub-second matching 

latency even for longer windows with a good F-score ranging from 0.66 to 0.89. In 

this thesis, VidCEP showcases its potential by developing a real-world case study 

for traffic congestion estimation over OpenStreetMap. 
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Table 1.4 Summary of the contributions 

CEP 

Requirements 

for Video Streams 

Research Questions Contributions Evaluation 

 

Thesis 
Chapter 

Public

ations 

R1 

Visual concept 
based declarative 

query expression 

RQ1(a) 

How to determine the formal 
semantics of query language, 

enabling users to query video 

events and QoS metrics in high-
level human-understandable 

concepts? 

Video Event Query 

Language (VEQL) 

• Spatial operators 

-Topology-based 

-Direction-based 

• Temporal operators 

-EQ, CONJ, SEQ, DISJ 

• Window operators 
-Tumbling, Sliding 

• QoS Support 

-Pattern confidence score 

-Edge CPU Usage 
-Edge Memory Usage 

Chapter 4 

[91], 

[92] 

R2 

Support for 

defining 

spatiotemporal 
video pattern rules 

and operators 

RQ1(b) 

How to design event rules and 

query operators to process 

spatiotemporal video event 

patterns? 

Spatiotemporal event 
rules using hybrid 

reasoning in domains: 

• Traffic Management 

• Activity 
Recognition 

• Activity Recognition F-

Score lies between 0.44-
0.80 

• Traffic Management F-

Score lies between 0.70-
0.90 

Chapter 7 

Chapter 9 

[93], 

[94], 

[95] 

R3 

Identifying and 
representing visual 

concepts 

RQ2(a) 

How to extract and represent 
low-level video content and 

video stream into a structured 

data model with high-level 

semantic concepts? 

Video Event 

Knowledge Graph 

(VEKG) 

• VEKG extraction time 

based on number of 
models 

  -object: 16.03-49.3 ms 

  -object + attribute:      
    16.03 - 49.3 ms 

  -object + attribute +  

     tracking: 16.4-56.7 ms 
 

 

 

Chapter 5 

[93], 

[96], 

[97] 

R4 

Relationships 
between visual 

concepts 

RQ2(b) 

How to identify relationships 
between semantic concepts of 

video content which occur over 

time and space? 

Formalize 

spatiotemporal 
relationship for 

VEKG 

R5 

Spatiotemporal 

video event pattern 

matching 

RQ3(a) 

How to perform spatiotemporal 

matching over semantically 

represented video data with 

proposed high-level queries? 

State-based 
spatiotemporal 

complex event 

matching algorithm 

• System Throughput 
 -70 fps for 5 video streams 

• System Latency 

 -5 sec. window: 5.21 sec. 

 -30 min window:1016 sec. 

• Avg. Matcher Latency 

-0.33-13.9 ms 

-SEQ highest latency 

Chapter 5 

[98], 

[92], 

[97], 

[99] 

R6 

State-based video 

event pattern 

matching 

RQ3(b) 

How can state-based windows be 

leveraged to improve the 
proposed video representation 

for fast video pattern matching? 

• VEKG-Time 
Aggregated Graph 

(VEKG-TAG) 

• VEKG- Event 
Aggregated Graph 

(VEKG-EAG) 

• Reduction in Storage 
 -TAG: 55.4% less storage 

 -EAG: 68.3% less storage 

• Search Time 
 -TAG: 2.4X faster search  

 -EAG: 5.8X faster search 

• EAG reduce 5.1% nodes 

and 8.1% edges more 
than TAG 

Chapter 6 

[94] 

R7 

Content-based 
adaptive windows 

for fast video 

inference 

RQ4(a) 

How to enable content-driven 
adaptive windowing for video 

streams for accelerating video 

analytics? 
VID-WIN adaptive 

windows deployment 

at edge and cloud 

VID-WIN achieves 

• 30% - 40% higher 

throughput 

• 80%-99% bandwidth 

savings 

• 78.6% filtering of non -

relevant frames for 50% 
CPU and memory usage 

• average accuracy of 0.6 - 

0.97 for queries 

Chapter 8 

[100], 

[101] 

R8 

Resource- 

constraints 

efficient video 
event matching in a 

distributed edge 

cloud scenario 

RQ4(b) 

How can query-aware windows 

be leverage for fast video 

inference in resource-constrained 
scenarios under given 

application-level bounds? 
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Table 1.4 lists the summary of the contributions proposed in this thesis. 

Datasets Collection 

Over 20 datasets with more than 3900 videos are collected and extensive 

experiments and evaluations are performed to validate the VidCEP performance. 

The collected videos belong to event categories from the traffic management and 

action recognition domain. Table 1.5 lists the details of datasets and video clips used 

for experimenting techniques presented in this thesis. The video clips cover a wide 

range of diversity in terms of length, resolution, number of objects, and event 

categories. 

Table 1.5 Dataset and video statistics used for evaluation 

Datasets Total Videos Event Pattern 

L2ei [102] 213 Fall Detection 

MuHAVi-MHI [103] 14 Fall Detection 

HMDB [104] 215 Horse, Bike Ride 

UCF-101 [105] 267 Horse, Bike Ride 

UT-Interaction [106] 60 Handshaking, Punching 

SBU Kinetic [107] 10 Handshaking, Punching 

DETRAC [108] 15 High Volume Traffic, Follows, Pass By  

Street Scene [109] 5 Jaywalking 

VIRAT [110] 5 Parking Lot Status 

PEXELS3 2 Object and Attribute Detection, Spatial 

LEFT  

Newsflare4 2 Lane Change 

VIDVRD [111] 2 Conjunction (CONJ) Operator 

Urban Tracker [112] 2 Sequence (SEQ) Operator 

YouTube5 2 High Volume Traffic 

Jackson Hole [113] 4 Object Detection (Car, Person) 

Southamptom [114] 2 Object Detection (Car) 

Auburn Toomer’s Corner [115] 4 Object Detection (Person, Car) 

Sandy Lane [116] 5 Object Detection (Person, Car) 

Times Square [117] 2 Object Detection (Person, Car) 

Transport for London (TfL)6 3080 OpenStreetMap Traffic Prediction 

Total Videos          3911 

 
3 https://www.pexels.com/videos/ 
4 https://www.newsflare.com/ 
5 https://www.youtube.com/ 
6 https://api.tfl.gov.uk/ 

 

https://www.pexels.com/videos/
https://www.newsflare.com/
https://www.youtube.com/
https://api.tfl.gov.uk/
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1.7 THESIS OUTLINE 

The rest of the thesis is organized as follows: 

• Chapter 2 introduces background related to the thesis which involves big data 

computing paradigms like the Internet of Multimedia Things (IoMT), Complex 

Event Processing, and Image understanding. It then discusses the motivation 

problem in the traffic management domain and discusses the challenges of 

processing videos in CEP. 

• Chapter 3 provides an overview of the VidCEP framework. It discusses VidCEP 

functional design considerations, compares the related work in video analytics 

systems. It describes the functionalities of the components and their interactions 

across the VidCEP framework.    

• Chapter 4 deals with RQ1(a) and explains the proposed Video Event Query 

Language (VEQL). The chapter examines the query language literature from 

event processing and video databases. The chapter gives an overview of VEQL 

query dimensions, clauses, spatial and temporal operators, examples, and 

architecture. 

• Chapter 5 deals with RQ2(a), RQ2(b), and RQ3 (a) and propose video event 

representation and spatiotemporal event matching. It details the related work in 

the field of video representation and event matching. Later it presents Video 

Event Knowledge Graph (VEKG) and spatiotemporal matching algorithm which 

leverages VEKG and VEQL for event matching. 

• Chapter 6 focuses on RQ3(b) and elaborates summarization techniques to 

optimize video processing in CEP. Two state summarization techniques- VEKG-

Time Aggregated Graph (VEKG-TAG) and VEKG-Event Aggregated Graph 

(VEKG-EAG) are proposed for faster video event matching in VidCEP. 

• Chapter 7 discusses RQ1(b) and formulates the event rules using hybrid 

reasoning. Extensive experimental evaluation is performed on 18 event rules 

from activity recognition and traffic management use case to show the VidCEP 

framework’s efficacy in video event matching. 

• Chapter 8 focuses on RQ4(a), RQ4(b) and proposes an adaptive windowing 

technique VID-WIN to optimize the VidCEP performance in the edge-cloud 
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paradigm. The chapter discusses the placement of windows in edge-cloud 

settings and DNN model knobs. The role of VEQL QoS metrics is explained and 

how it impacts VID-WIN strategy like batching, resizing, and filtering. 

• Chapter 9 demonstrates a real-world use case developed using the VidCEP 

framework. The chapter explains the development of traffic prediction services 

for OpenStreetMap over the cluster of video streams. 

• Chapter 10 concludes the thesis and discusses the current limitations and 

potential future work. 
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Chapter 2  

 

Background and Motivation 

उद्यमेन र्ह र्सध्यस्ति कार्ािर्ि न मनोरथ ः।  

न र्ह सुप्तस्य र्सांहस्य प्रर्िशस्ति मुखे मृगाः।। 

- नितोपदेश 

 

 

 

 

2.1 INTRODUCTION 

This thesis deals with the challenges and solutions required for mining video event 

patterns in a distributed setting. The work addresses the cross-section of system 

deployment, focusing on complex event processing of unstructured video data using 

data-driven techniques. In this chapter, the background terms and techniques are 

discussed around which this thesis is focused. Initially, the evolution path of current 

event processing paradigms such as Complex Event Processing (CEP), CEP window 

operators, and event query languages is explored in Section 2.2, Section 2.3, Section 

2.4, Section 2.5, respectively. Section 2.6 gives a brief overview of recent trends in 

the data landscape. Furthermore, Section 2.7 throws light on the Internet of 

Multimedia Things (IoMT) and Section 2.8 explains the edge-cloud paradigm. 

Section 2.9 and 2.10 explains the deep learning techniques related to image and 

video processing. I will first describe a motivational scenario related to video-based 

traffic management in a smart city and then address the challenges. In Section 2.11, 

I motivate the problem, and Section 2.12 deals with the motivational scenario 

challenges. The chapter summarizes in Section 2.13. 

2.2 EVENT PROCESSING PARADIGM 

Data is now considered digital oil for the current world and event analytics have 

paved one way to derive insights and decision making from this data. Initially, 

Luckham [123] discussed the significance of events which is later extended in work 

of  Mühl [124] and Etzion [125]. The event processing paradigm is motivated by a 

plethora of distributed applications where streams of events are analyzed to gain  

Have you ever heard of a deer coming and entering the mouth 

of a lion while he sleeps? Similarly, work gets accomplished 

by putting in effort, and certainly not by mere wishful thinking. 

- Hitopadesha 
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Figure 2.1 Event processing application categories [125] 

high-level insight [13, 33]. It is characterized by the concept of timeliness which is 

collectively expressed with different terms like on-the-fly [25], low-latency [126, 

127], high-throughput [127, 128], and real-time processing [129]. Various 

applications of event processing can be found in areas like ambient environment 

monitoring [130], health [131], energy [132], stock market analysis [17], and 

maritime surveillance [15]. Event processing is used to monitor systems and 

processes by analyzing patterns and generate alerts to the subscriber when interested 

behavior is detected. As shown in Figure 2.1, Etzion et al. [125] have described the 

five categories of event processing applications, i.e., 1) Observation, 2) Information 

dissemination, 3) Dynamic operational behavior, 4) Active diagnostics, and 5) 

Predictive processing. Table 2.1 summarizes the different event processing terms 

and definitions. 

In the next section, I will discuss the Complex Event Processing (CEP) 

fundamentals. CEP techniques are central to this thesis and are used for video event 

pattern matching. 

2.3 COMPLEX EVENT PROCESSING: AN OVERVIEW 

Cugola and Margara [5] coined the term Information Flow Processing (IFP) Systems 

which performs continuous and timely processing of a large amount of information. 

IFP systems differ from traditional databases as they process data streams from 

different sources without storing them on pre-deployed processing rules. The initial 

idea of IFP originates from Active Databases [133] which later followed by Data 

Active diagnostics
Diagnose problems based on

symptoms and resolve them.

Information dissemination
Get correct information in the

right granularity to the right

person at the right time

Dynamic operational behavior 
React to events as part of business

transactions, achieving low latency

decisions and quick reaction to threats

and opportunities

Predictive processing
Mitigate or eliminate 

predicted events

Observation
Make quick observations into

exceptional business behavior

and notify appropriate people

Detect 

Decide 
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Stream Management Systems (DSMS) [134] and Complex Event Processing (CEP) 

systems [123]. CEP systems have been increasingly adopted in different domains  

Table 2.1 Event processing terms and definitions 

Event Processing 

Terminology 

Definition 

Event The event represents some activity (something of importance) that 

happens. 

or  

‘An event is an occurrence within a particular system or domain; it is 

something that has happened or is contemplated as having happened in 

that domain.’ 

-Etzion [125] 

E.g., in a fire warning alert system, reading temperature or raising fire 

warning alarm are events. The events are represented as event objects 

consists of characteristics like message payload and event attributes.  

Event Producer or 

Publisher 

An event producer or event source is an entity that generates or 

introduces events into the system. Different types of producers like 

temperature sensors, CCTV cameras, and databases continuously collect 

data from the physical environment. 

Event Consumer or 

Subscriber 

An event consumer or event sink is an application entity, subscriber, or 

user that receives an interesting event in the form of notifications, 

actions, and triggers. E.g., fire authority receiving fire warning alert event 

from a building. 

Event Processing 

Agent 

The event processing agent is a computing entity that processes the 

events [125]. 

Simple Event A simple event is an atomic event (complete in itself) generated from the 

event producer. E.g., a temperature sensor generating temperature event 

(such as temp = 30°C) is a simple event. 

Complex or Derived 

Event 

A complex event is derived from multiple simple events or a simple event 

being transformed into another by the event processing agents. For e.g., 

a fire warning alert is a complex event derived by averaging simple 

temperature events (such as temp = 30°C) over a given time. 

Event Stream An event stream is a set of events usually ordered over a temporal bound. 

Depending on the event types, an event stream can be homogeneous 

(same event type) or heterogeneous (different event types). 

Event Query Event queries or subscriptions are the patterns in which an application 

entity or user is interested. For e.g., a fire warning alert is an event query 

that is registered by the entity to get fire alert notifications.  

Event Rules The event query constitutes event rules typically encapsulated as an event 

operator. The event rules mimic to event pattern for which the entity has 

registered the query. E.g., a fire warning alert query can be made of event 

rule ‘average temperature > 50°C within 1minute.’  

Event Matching Event matching is a pattern mining process to identify interesting events 

from event streams using event rules. 
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Figure 2.2 Complex event processing paradigm 

like traffic monitoring [16], maritime surveillance [15], and financial applications 

[135] to detect event patterns and send notifications in real-time. Both CEP and Data 

Stream Management System (DSMS) work on massive data streams, but they have 

some key differences. DSMS supports continuous transformation analytics over 

streams like filter and aggregation. At the same time, the CEP system detects 

complex patterns using a combination of simple patterns over the streams using 

registered event rules [13, 30].  The CEP matching model is continuous, where once 

the event pattern is registered, the matching engine tries to mine patterns over 

incoming streams in an online setting. Figure 2.2 shows a high-level CEP 

architecture with different components. 

• Event Producer- Please refer to Table 2.1. 

• CEP Engine: The CEP engine consists of the following components: 

- Receiver: The receiver receives the event from the event producer through 

event channels and sends it to the event matcher for pattern matching. 

- Event Matcher: The event matcher receives the input event and performs 

matching using event rules. The matcher captures the current state of the 

stream, applies a set of rules, and triggers notification as the pattern is 

detected. Different matching models like automata-based [11, 12, 136, 137], 

column-based [30], and semantic matching [33, 138] have been proposed in 

the literature. The matched patterns are then sent to the forwarder. 

- Forwarder: The forwarder receives the matched pattern and routes it to the 

event consumer through an event channel. 

• Event Consumer: Please refer to Table 2.1. 
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Over the past decade, multiple CEP engines came into existence from academia and  

industry. Some of the famous CEP engines are- Cayuga [12], NextCEP [137], Sase 

[63], Amit [136], TESLA/T-Rex [14, 27], Esper [11], Siddhi [139], Oracle Event 

Processing [140], and TIBCO Business Events [141, 142]. 

2.4 COMPLEX EVENT PROCESSING OPERATORS 

CEP decompose complex prediction tasks into a directed acyclic graph (DAG) of 

operators [143]. Depending on the application scenario, the CEP operators can be 

deployed on a single machine, shared memory [14], edge [144, 145], or cloud. This 

modularity of operator placement helps in realizing the distributed intelligence in 

CEP systems. In CEP, window operators are used to capture a subset of a never-

ending stream that is later passed to the CEP matching engine operator for pattern 

detection. One of the objectives of this thesis is to devise data-driven techniques for 

CEP windows for quick video event pattern matching. Therefore, in the next 

subsection I will discuss the basics of windows operator.  

 Windows: A stateful operator in Complex Event Processing 

 

Figure 2.3 Aggregation (Avg.) over a tumbling and sliding time window of four seconds 

Streams are an unbounded sequence of data items that are continuously evolving. 

CEP systems work over the concept of state, which is the snapshot of the stream. 

CEP and other DSMS systems use windows operator to capture the state of the 

stream. Windows are stateful operators that discretize the continuous stream into 

fixed batches and apply computations over these input data sequence [32, 146, 147]. 

They act as an abstraction to discretize continuous data streams. Windowing 
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techniques like tumbling, sliding, and sampling of time and count support different 

query logic. Eq. 2.1 shows a general window equation that depends on two 

parameters: RANGE and SLIDE. The RANGE computes a data stream that a window 

will ingest like (0 − 3) sec. SLIDE controls how much new and old data in the 

window can be consumed or discarded. 

𝑤ⅈ𝑛 = 𝑊𝐼𝑁𝐷𝑂𝑊(𝑅𝐴𝑁𝐺𝐸,  𝑆𝐿𝐼𝐷𝐸) 𝑤ℎ𝑒𝑟𝑒 𝑅𝐴𝑁𝐺𝐸,  𝑆𝐿𝐼𝐷𝐸 𝜖 [𝑡𝑖𝑚𝑒,  𝑐𝑜𝑢𝑛𝑡]  (2.1) 

𝑆𝑠𝑡𝑜𝑐𝑘 = {(𝑝1, 𝑡1 ), (𝑝2, 𝑡2 ), ………… } (2.2) 

𝑤𝑖𝑛 (𝑅𝐴𝑁𝐺𝐸, 𝑆𝐿𝐼𝐷𝐸)[𝑡𝑖𝑚𝑒] (𝑆𝑠𝑡𝑜𝑐𝑘):→ 𝑆′ (2.3) 

In Figure 2.3, the windows capture the price (p) scalar data from the ‘X’ stock 

stream. As per eq. 2.3, a window (𝑤𝑖𝑛) is applied over an incoming stock stream 

𝑆𝑠𝑡𝑜𝑐𝑘 (eq. 2.2) and gives a fixed subsequence 𝑆′ = {(𝑝1, 𝑡1 ), … . (𝑝4, 𝑡4 )} based on 

time. In eq. 2.2, time is taken as discrete for each price (𝑝𝑖) and arranged in a linear 

order {𝑡1, 𝑡2, 𝑡3……} 𝑤ℎ𝑒𝑟𝑒 𝑡𝑖 < 𝑡𝑖+1. The tumbling window always ingests new 

data items and discards the old data on completion. On the other hand, sliding 

windows keep both old and new data to avoid missing patterns but leads to the 

redundant computation. Figure 2.3 shows an example of a tumbling time window 

(RANGE- 4sec) and sliding time window (RANGE- 4 sec, SLIDE- 2 sec) which 

performs an aggregation query (average price >9) over a stock stream of company 

‘X’. The tumbling time window (W) between the time interval of 4-7 satisfies the 

query as the average price is greater than 9 (Avg. (W) =10). There are varied window 

types such as user-defined [88] and session [148] are proposed in the literature. This 

thesis focuses on tumbling and sliding windows as they are the most common and 

widely adopted windowing techniques in the stream processing domain. 

2.5 EVENT QUERY LANGUAGES 

Event Query Languages are designed for the effective expression of the complex 

event [26]. The origin of EQL can be linked to active databases where operations 

were performed in terms of Event Condition and Action (ECA). Here, the condition 

part was considered as the collection of queries that serve a specific operation in the 

database [5]. Later Babock et al. [134] inherit the idea from active databases and 

proposed DSMS where query processing was enabled on continuous data streams. 

As shown in Table 2.2, Eckert et al. [149] have divided EQL’s into five categories 

as per their language style- Composition Operators (CO), Data Stream Query Lang- 
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Table 2.2 Event query languages 

Style Description EQL Languages 

Composition 

Operators 

(CO) 

Complex event queries are specified using composition 

operators like conjunction, sequence, negation. Temporal 

relationships are well supported. 

Snoop [61], CEDR [62], 

ruleCore [150], SASE [63], 

Cayuga Event Language 

[12], Xchange [151]  

Data Stream 

Query 

Language 

(DSQL) 

They are inspired by SQL, where data stream events are 

represented using tuples. Database relation operations are 

performed over these tuples. 

CQL [146], Esper EPL [11], 

StreamSQL [152], 

TelegraphCQ [9],  

Production 

Rules (PR) 

Not primarily considered as EQL but are flexible to 

implement event queries in existing programming languages 

like Java. Work on low abstraction level and hard to express. 

OPS and OPS5 [153], 

Drools [154], ILOG JRules 

[155] 

Time State 

Machines 

(TSM) 

Modeled as a directed graph where a node represents a 

possible event state while edges specify a transition between 

states. Have limited expressivity. 

Timed Büchi Automata 

(TBA) [156]  

Logic 

Languages 

(LL) 

Express event queries using logic formulas like event 

calculus. The event querying and reasoning was done using 

logic programming languages like Prolog. 

XChangeEQ  [157], Reaction 

RuleML [158] 

-uages (DSQL), Production Rules (PR), Timed State Machines (TSM), and Logic 

Languages (LL). Present EQL focuses mostly on SQL-like declarative syntax and is 

expressive and user-friendly. EQL’s are formalized using event calculus which 

provides essential mathematical operations to detect event patterns. It’s a logic-

based programming formalism that allows the event to be explicitly represented 

[159]. Work like [48, 160] used event calculus to build high-level human-

understandable events. 

In the next section, I will discuss the trends in the big data landscape, mainly 

focusing on unstructured video data and the related techniques to process such data. 

2.6 BIG DATA LANDSCAPE: STRUCTURED VS 

UNSTRUCTURED DATA 

We are living in a world driven by data. The advancement in computing techniques 

and widespread usage of the internet has led to an exponential explosion of data 

creation. Big Data refers to the collection of large, complex, and diverse datasets 

that are continuously growing and difficult to process from traditional data 

management techniques [161, 162]. To extract potential business opportunities, the 

scientists have proposed the 4V’s of big data [163, 164]:  
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Figure 2.4 Source: Oracle, IDC Structured vs. Unstructured Data: The balance of power continues 

to shift, March 2014 [165] 

• Volume- represents the scale of the data. It is expected that 40 Zettabytes (43 

trillion GB) of data will be created by 2020. 

• Velocity- refers to the rate at which data is produced.  For example, a video 

CCTV camera streams a video at the rate of 30 images (frames) per second. 

• Variety- refers to the different formats of data like text, images, audio, and 

video. 

• Veracity- represents the uncertainty in the data. These uncertainties can be 

due to multiple reasons, including incomplete event streams, erroneous event 

recognition, and imprecise event patterns [166]. 

As discussed above, the variety dimension of big data refers to the different formats 

of data. The data formats can be divided into two high-level categories- 1) structured 

data and 2) unstructured data. Structured data have a fixed template and schema, 

while unstructured data do not have any predefined schema or data model. Table 2.3 

enlists some significant differences between structured and unstructured data. A 

recent IDC report [165] (Figure 2.4) states a 42.5% growth of unstructured data like 

images and videos every year. Now, the internet constitutes nearly 80% of 

unstructured data making the web more visual. A significant chunk of these 

unstructured data consists of multimedia content such as images, audio, and videos. 

The unstructured data like videos and images are quite intuitive and visually 

accepted by humans but pose significant challenges at machine level interpretation 

and processing. One of the key focus of this thesis is to create a structured 

representation of video streams for stream analytics. 
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Table 2.3 Structured vs. Unstructured Data characteristics 

Characteristics Structured Data Unstructured Data 

Data Model  Predefined data model and 

Schema 

No 

Searchability Easy Difficult 

Ease of Analysis Easy Difficult 

Storage size Less  More 

Interpretation Precise ideal for databases 

and easy fit for machine 

interpretation 

Multiple, depends on human 

perception 

Expressivity Precise Variable 

Degree of Information 

Organisation 

High Sparse 

Examples RDF, XML, Key-Value   Images, Text, Audio, Video 

2.7 INTERNET OF MULTIMEDIA THINGS 

 

Figure 2.5 Traffic camera installations in London city 

Big Data refers to the collection of large, complex, and diverse datasets that are 

continuously growing and difficult to process from traditional data management 

techniques [161, 162]. One of the key reasons for the evolution of big data is the 

proliferation of sensor devices in our environment. With the advent of wireless 

technologies like RFID and 802.11 Wi-Fi Networks, these devices can now connect 

and transmit data across different locations. These connected devices are collectively 

termed as the Internet of Things (IoT), where data is seamlessly disseminated across 

networks. Cisco defines the IoT as [167] : 

“A pervasive and ubiquitous network which enables monitoring and control 

of the physical environment by collecting, processing, and analyzing data 

generated by sensors to leverage & monetize by businesses & consumers.” 
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With the heterogeneity in sensor devices and data, novel and technological 

paradigms have evolved under IoT flagships. The digital transformation driven by 

IoT is creating a data ecosystem with data on every aspect of our world, spread 

across a range of intelligent systems [168, 169]. As discussed in Section 2.6, there 

is enormous growth in multimedia data like videos and images. With the 

proliferation of visual sensors, there is now a significant shift in the data landscape. 

These media capturing sensors produce streaming data from different sources like 

CCTV cameras, smartphones, and social media platforms. For example, cities like 

London (Figure 2.5), Beijing, and New York have deployed thousands of CCTV 

cameras streaming hours of videos daily [21]. There are more than 400 hours of 

video being uploaded on YouTube every minute [170]. Table 2.4 [171, 172] 

emphasizes that multimedia content has very different processing, memory, and 

bandwidth requirements than scalar IoT data. This has led to the developing a novel 

paradigm- Internet of Multimedia Things (IoMT) to facilitate multimedia related 

services and applications.  Alvi et al. [20] have defined IoMT as: 

‘The global network of interconnected multimedia things which are uniquely 

identifiable and addressable to acquire sensed multimedia data or trigger 

actions as well as possessing the capability to interact and communicate with 

other multimedia and not multimedia devices and services, with or without 

direct human intervention.’ 

Table 2.4 IoT data vs. Multimedia data characteristics [171, 172] 

Characteristics Scalar IoT Data Multimedia Data 

Data Nature Linear Data Bulky Data 

Processing Low Processing Excessive Processing 

Storage Low Storage Massive Storage 

Bandwidth Usage Low Bandwidth High Bandwidth 

Latency Delay-Tolerant Delay Sensitive 

Power Usage Low Power Consumption High Power Consumption 

 

Figure 2.6 Different IoMT architectures proposed in the literature [172] 
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Nauman et al. [172] have surveyed IoMT architectures which are broadly classified 

into five categories- 1) Multi-Agent-Based, 2) Agent-Based, 3)AI-Based Software 

Defined Networks (SDN), 4) Big Data Layered, and 5) Edge-Cloud Hybrid. Figure 

2.6 shows different IoMT architecture with their proposed layers. Some of the IoMT 

Application domains [20, 172] are- Traffic management and monitoring, Smart 

Agriculture, Autonomous vehicles, health, and environmental monitoring. This 

thesis focuses on big data and edge-cloud based IoMT architectures. Therefore, I 

will now delve deeper into required concepts related to edge and cloud.  

2.8 EDGE AND CLOUD PARADIGM 

 

Figure 2.7 Edge computing paradigm 

The distributed computing field has evolved over time, deriving new paradigms 

ranging from mainframes in the fifties to parallel processing, grid computing, cluster 

computing. The inception and growth of cloud techniques [173] have brought 

advanced computing capabilities to another level developing different service 

models like – Software as a Service (SaaS), Platform as a Service (PaaS), and 

Infrastructure as a Service (IaaS). As per NIST [174]: 

‘Cloud computing is a model for enabling ubiquitous, convenient, on-

demand network access to a shared pool of configurable computing 

resources (e.g., networks, servers, storage, applications, and services) that 

can be rapidly provisioned and released with minimal management effort or 

service provider interaction.’ 

As the field progressed, different cloud deployment models were proposed, such as 

public, private, and hybrid cloud. The cloud model leads to challenges like high 
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latency and bandwidth consumption as full data need to be offloaded from the source 

to a cloud node. With the proliferation of sensors and advancement in the IoT and 

new paradigm of edge computing evolved. Edge-centric computing focuses on 

processing data near the source or at the ‘edge’ or periphery of the network [23, 

175]. Figure 2.7 shows the layer stacks of different computing nodes. The edge node 

exists near the data source or data producers. Processing data near to source 

improves the Quality of Service (QoS) as: 

• It requires a smaller bandwidth as less data is transmitted to the cloud. 

• Reduce application latency. 

• Reduce energy consumption. 

• Saves storage and monetary cost required for data processing in the cloud. 

• Improved Quality of Experience (QoE) in location-aware applications by 

processing the data locally. 

• Preserves trust and privacy as users are in more control of processing data 

than sending data to any third-party cloud services. 

Recently, Fog computing paradigm is proposed which is a bigger umbrella of edge 

computing and covers broader aspects. As per Varghese et al. [176], the critical 

difference between edge and fog computing is: 

‘edge computing [175, 177] in which the edge of the network, for example, 

nodes that are one hop away from a user device, is employed only for 

complementing computing requirements of user devices. fog computing, 

computational capabilities across the entire path taken by data may be 

harnessed, including the edge of the network.’ 

This thesis focuses on data-driven optimization across edge and cloud node for event 

detection over video streams. Event pattern recognition over IoT scalar data is a 

well-studied field. As discussed in Section 2.12, mining event patterns over IoMT 

data streams such as videos leads to multiple challenges. This study aims to devise 

adaptive techniques for fast video event matching in the edge cloud paradigm. 

Therefore, the following sections systematically review the background concepts 

related to video and image processing. 
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2.9 DEEP NEURAL NETWORK 

 

Figure 2.8 Layered structure of Convolutional Neural Network (CNN) 

Recently, Deep Neural Networks (DNN) [36] have become a state-of-the-art method 

for classification and prediction. A neural network comprises various connected 

layers (convolution, pooling, ReLU) which learns high dimensional image features 

to do the classification task. It is a supervised learning method where a model is 

trained using annotated training data to detect the presence or absence of an object 

in the given image. DNN techniques like Convolutional Neural Networks (CNN’s) 

have been very effective in many computer vision tasks. As shown in Figure 2.8, a 

CNN consists of multiple stacked layers and extracts the image features as vector 

embeddings. As per eq. 2.4, a fully connected layer in a CNN with weights 𝑊and 

bias 𝑏 has its activations given by: 

ℎ(𝑡) = 𝜎(𝑊(𝑡)𝑇ℎ(𝑡−1)(𝑥) + 𝑏(𝑡))  
(2.4) 

where ℎ(0) represents the input layer, so, ℎ(0)(𝑥) = 𝑥 and 𝜎 is a non-linear activation 

function. 𝑊(𝑡) and 𝑏(𝑡) are the weights and bias of the layer ℎ(𝑡). Similarly, a general 

3-D convolution filter in a DNN is represented by (𝐶 × 𝐹 × 𝐹) where 𝐶 is the number 

of channels and 𝐹 × 𝐹 represents the size of the spatial filter. When 𝐶 is 1, it becomes 

a 2-D filter. The output of the CNN filter will depend on two more hyperparameters, 

stride and padding. The function of a CNN layer is to capture the local spatial 

connectivity in the input where the size of the filter acts as the receptive field. 

Convolution filters are typically followed by Rectified Linear Unit (ReLU) 

activation and pooling layers. The RELU activation develops non-linear features and 

the pooling operations, which are defined below, extract the highest activation or the 

average activation from the CNN filter output. 
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 Spatial Pooling Layer 

Pooling layers [178] are inserted between successive convolution layers to 

downsample and reduce the spatial dimensions by keeping the most important 

features or the representative features. An average pooling filter of size F × F  

extracts the average activation in that region of input. In contrast, a max-pooling 

filter extracts the maximum activation. There is another type of pooling filter called 

the global pooling filter that downsamples all input activations to a single value. This 

is usually used near the end of CNN as the downsampling by global pooling 

dramatically reduces the output dimensions and more convolution filters after it will 

not provide meaningful output. This is sometimes used in place of a fully connected 

layer to transform the feature maps into output predictions. A global average pooling 

output the average over the entirety of its input, while a global max pooling will 

output only the maximum activation. The output of a max-pooling filter is 

sometimes interpreted as the presence or absence of a feature in the input image. 

In the next section, I will discuss the use of DNN models in the computer vision 

domain. The discussion is focused relatively on the use of DNN models as per the 

current thesis requirements. 

2.10 IMAGE UNDERSTANDING 

Video streams are continuous sequences of images. The image understanding 

domain focuses on reasoning over image content and describes the image using high-

level human-understandable concepts. In computer vision, these high-level visual 

concepts are termed objects. Objects are the basic building block of images which 

are a collection of low-level features (pixels, intensity, color, edges) and have been 

given a high-level semantic label like ‘car’ and ‘bike’. The object-based analysis in 

videos and images can widely be divided into two broad categories: 

 

Figure 2.9 (a) SIFT feature-based object matching (b) Bounding box based object classification and 

detection 

Car
(a) (b)
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 Object Classification 

Object classification is the task of identifying or recognize the class of an object in 

the image. There are various automated classification algorithms proposed in vision 

literature to classify objects from the images. The classical object recognition 

algorithms like SIFT [179] (Figure 2.9 (a)), HOG [180], and Selective Search [181] 

(Figure 2.9 (b)) uses low-level image features to identify the class of the object in 

the images.  Convolutional Neural Networks (CNN) have become a state-of-the-art 

method to detect objects with good accuracy and performance. CNN’s adopt a 

supervised learning method, where a model is trained using annotated training data 

to detect the presence or absence of an object in the given image. Some of the famous 

CNN-based object classification models are VGGNet [182], ResNet [183], 

MobileNet [184] and DenseNet [185]. 

 

Figure 2.10 (a) Segmented region of objects using Mask R-CNN and (b) Scenegraph representation 

of an image 

 Object Detection 

Object detection is one step ahead of the classification process, where an object’s 

class and its spatial localization are identified in an image. DNN based object 

detection models like Faster R-CNN [186], SSD [187], and YOLO [188]  give 

bounding boxes across the objects in the images which are highly accurate. Mask-

R-CNN [189] perform finer object detection by identifying the segmented region of 

the object’s boundary in the images (Figure 2.10 (a)). Recent work like Scenegraphs 

[43] tried to describe images by creating relationships between different objects to 

give more expressive representation. For example, in Figure 2.10 (b), the graph ‘girl 

wear jacket’ where ‘girl’ and ‘jacket’ are objects while ‘wear’ defines a relationship 

between these two objects.  Object tracking is another technique that monitors the 

same object across video frames to keep track of unique objects. 

Bounding Box Segmented Region

Person Person

Tennis Racket
Tennis Racket

(a) (b)
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2.11 MOTIVATION 

This section discusses a motivational scenario that is derived from the traffic 

management domain. 

 Smart City Application: Traffic Management 

 

Figure 2.11 Motivational scenario: Smart traffic management 

Traffic surveillance is typically a manual effort where traffic personnel continuously 

monitor video stream feeds from different cameras installed in the city. This manual 

inspection is error-prone and challenging for humans to correlate multiple events at 

different time instances. As shown in Figure 2.11, the traffic authority has declared 

some busy routes in the city as ‘no passing zones’ during rush hour to prevent traffic 

jams. They subscribe to a CEP engine for a ‘Pass By’ pattern notification query (Q1) 

where a vehicle should not pass by another vehicle at a specific time and place. 

Figure 2.11 shows a ‘Pass By’ pattern [t=20-45], a complex event that constitutes 

atomic events like object(car) detection and its position with other objects at 

different time steps. Similarly, the authority may want to monitor high volume traffic 

flows (Q2) of a road at a given time of the day. Here ‘high volume traffic’ event 

[t=5] is composed of simple events like– a) Detection of ‘Car’ events and b) 

Counting the number of cars in each frame at different time instances. 

2.12 CHALLENGES 

In the above motivational scenario, processing event queries such as ‘high volume 

traffic’ over video stream led to multiple challenges which are discussed below:  

C1- Querying Complex Video Events.  Querying video patterns in CEP impel 

challenges such as: 
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• Query Expression: Current event query languages (such as Esper EPL [11]) 

do not support video event processing. Specific query expression support for 

detecting video event patterns is required which can handle different event 

analytics operations such as selecting source windowing, defining operators, 

and other QoS metrics like accuracy.     

• Designing Query Operators: Recently, deep learning techniques have been 

widely adopted to identify video patterns by training model over an 

annotated dataset. In CEP, there can be different user queries (like ‘High 

Volume Traffic’ and ‘Pass By’) at different time instances. It is challenging 

to train every pattern where requirement changes due to the subscriber’s 

query dynamicity. Furthermore, training each pattern is costly in terms of 

resources and computation. It is not feasible in highly dynamic environments 

like videos where objects are in motion and generates varying nature of 

events. Therefore, a suitable method is required to design CEP query 

operators.  

C2- Modelling Unstructured Data.  Video data streams do not have any data model 

and are represented as low-level features such as pixels and edges. Modeling 

complex events in unstructured data like videos are challenging. For e.g. ‘Pass By’ 

is a complex event that constitutes various simple events like  

• Object (e.g., car) detection. 

• Identifying the same object at different steps. 

• Spatiotemporal relationships among objects. 

Querying patterns from such low-level video features is inefficient and requires a 

structured schema to model complex events at different granularities (i.e., objects 

and relationships). 

C3- Video Event Matching.  The video events can span across temporal and spatial 

dimensions and thus require an effective matching strategy. For e.g., the ‘Pass By’ 

pattern spans across multiple video frames where one car passes another car in a 

specific direction in a given time period. There is a need to devise effective 

spatiotemporal matching to map low-level video features to high-level query 

patterns. 
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C4- QoS Performance. Most of the event processing applications are latency-

sensitive. Video streams are computationally intensive and identifying patterns such 

as ‘pass by’ in distributed and real-time settings requires extensive resources. 

Therefore, optimization techniques are needed to perform fast video event detection 

using minimal system resources and improve QoS for a CEP application. 

This thesis addresses the above challenges and proposes a Video Complex Event 

Processing (VidCEP) framework. VidCEP uses a declarative query syntax and 

converts video streams to a graph data model to perform efficient spatiotemporal 

pattern matching.  

2.13 SUMMARY 

The chapter provides an overview of the different background information required 

to formulate the current work. The chapter discusses the event processing paradigm 

and related concepts like CEP, query languages, and windows operators. The chapter 

throws light on the nature of the data landscape and other paradigms like IoMT, 

edge, and cloud. Furthermore, deep learning techniques and their associated state-

of-the-art models for processing video and images are discussed. The chapter 

discusses a video-based Traffic Management scenario in a smart city context. In the 

end, the chapter discusses various challenges related to video event processing in the 

CEP scenario using traffic management queries.  In the next chapter, an overview of 

the Video Complex Event Processing framework (VidCEP) is presented. The 

chapter will discuss the different components of the proposed framework, which will 

later be explained in separate chapters as a core contribution to this thesis. 
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Chapter 3  

 

VidCEP Complex Event Processing Framework for 

Video Streams in IoMT 

उद्योर्गनां पुरुषर्सांहमुप र्त लक्ष्मी: रै्दिेन रे्दर्र्मर्त कापुरुषा िर्दस्ति | 

र्द िां र्नहत्य कुरु पौरुषमात्मशक्त्या र्ते्न कृते र्र्र्द न र्सध्यस्ति कोत्र र्दोषः || 

- पंचतंत्र, नित्रसम्प्राप्ति 

 

 

 

3.1 INTRODUCTION 

This chapter presents a high-level overview of the Video Complex Event Processing 

(VidCEP). Framework. VidCEP is a distributed, in-memory, on the fly, near-real-

time complex event matching framework for video streams and can be deployed at 

edge and cloud nodes. VidCEP architecture is based on the integration of the 

techniques proposed and developed in this thesis. The VidCEP framework is 

published in the IEEE International Conference on Big Data (IEEE BigData 2019) 

[92] and ACM Middleware (Middleware 2019) doctoral symposium [91]. 

The overall discussion in the chapter is as follows: Section 3.2 elaborates the 

functional design of VidCEP and the event detection approach. Section 3.3 explores 

the related work and compares VidCEP with other video analytics framework. 

Section 3.4 describes the VidCEP architecture and interactions between its 

components. Section 3.5 discusses the implementation details, and Section 3.6 

summarizes the chapter. 

3.2 VidCEP KEY FUNCTIONAL DESIGN DISCUSSION 

This section throws light on the key design discussions of VidCEP architecture. 

 VidCEP: A Cross-Domain System Innovation 

CEP systems’ origin belongs to active databases [29, 133, 190] and information flow 

processing systems [5]. These systems are well-defined in data management and 

systems domains. Till now, the focus of the CEP system was limited to scalar data  

Only the one who makes efforts, wins. Cowards depend 

upon fate. One must throw away the concept of destiny and 

become industrious, with the confidence and strength of a 

lion. It is not one’s fault if he fails in spite of efforts. 

- Panchatantra, Mitra-samprāpti 
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Figure 3.1 VidCEP positioning across different domains 

and temporal reasoning. Similarly, video analysis is an active research area of 

computer vision that lies broadly in the ML/AI domain. Thus, spatiotemporal video 

event processing is an interdisciplinary area lying at the cross-section of systems, 

data management and ML/AI domains. Figure 3.1 shows that the VidCEP sits at the 

intersection of these domains and adopts the necessary expertise to develop 

techniques for video event detection in the CEP environment. 

One of the key challenges in bringing techniques from a different domain is the 

diverse nature of requirements around which those algorithms were developed. For 

example, ML/AI and Systems domain have a separate requirement set that may 

impact the overall performance when brought together. Table 3.1 enlists some of the 

challenges while adopting ML/AI techniques in production system settings. ML 

models’ goal is to predict the data correctly and thus, the availability of a robust 

training set is of vast importance. In comparison, systems such as CEP are primarily 

deployed in online settings and perform real-time matching in high throughput and 

low latency settings.  Bringing these requirements together can impact system 

performance. For example, DNN models such as object detectors are 

computationally intensive and slow but have good accuracy. Deploying such models 

in the CEP scenario will impact the system performance leading to high latency and 

low throughput. Thus, cross-domain interlinking necessitates the development of 

new techniques to resolve such challenges. To tackle such requirements, in this 

thesis, I have proposed various optimization techniques such as graph-based video 

representation  (VEKG) [92, 96], adaptive windows (VID-WIN) [100, 101], state 

summarization (TAG [93], EAG [94]) to enable the VidCEP framework [91, 92] to 

perform fast video event matching in the distributed setting. 

ML/ AI

Data 

Management

Systems

VidCEP
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Table 3.1 Challenges of Adopting ML/AI in Research vs. Production Data System 

Characteristics ML Research Systems  

Data Offline Mostly Online Inference 

Objective Model Performance Optimized system performance to achieve 

the required end-goal 

 Metrics Focus Accuracy, Precision, Recall, 

Area under Curve, Quick 

Training (learning rate, epoch, 

etc.) 

Quality of Service metrics such as High 

Throughput, Low Latency, Good 

accuracy, Resource Efficiency (such as 

CPU, memory, and bandwidth usage) 

Key Components ML/Model Multiple components such as data 

collection, feature extraction and 

monitoring (Figure 3.2).   

 

 

Figure 3.2 Role of ML/AI code in the systems environment [191] 

 Video Event Detection in VidCEP: A Hybrid Approach 

As discussed in Section 2.9, DNN models have been proven to detect video events 

with high accuracy [192-194]. It can be argued that why not just train DNN models 

for video event pattern detection in CEP. Deploying different machine learning 

models (such as DNN) for event detection in CEP scenario is challenging because 

of the following reasons: 

• Huge Visual Concepts Space: There are millions of visual concepts that humans 

understand. These concepts can be simple such as `car’, and complex, like `high 

volume traffic.’ With such a large visual concept space, it is challenging to 

deploy machine learning models to cover different visual concepts. 

• Query Dynamicity: Machine learning models like DNN are trained in a 

supervised fashion to detect patterns. There can be different continuous queries 

in CEP concerning users’ interest at a separate instance of time. It is not realistic 

to train every pattern where requirement changes due to the subscriber’s query 

dynamicity. 
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• Training Data Limitation: The amount of training data restricts the machine 

learning models’ performance. The bigger the size of the training dataset, the 

better are the results. There are infinite objects and relationships in the visual 

world, and it’s challenging to create a dataset for each pattern. The training of 

the model for each pattern is costly in terms of resources and computation and 

infeasible in the CEP scenario. 

 

Figure 3.3 a) Rule-Based systems approach and b) Machine Learning model’s approach 

Figure 3.3 (a) and (b) show two common reasoning approaches to identify patterns. 

Initially, rule-based systems [195-199] were standard where handcrafted rules are 

created by analyzing data characteristics to represent the knowledge explicitly and 

identify the labels. Contrary to this, ML models such as DNN adopted a supervised 

learning approach where a model is trained on a labeled training dataset. The model 

automatically learns the rules using statistical inference and can then identify labels 

in the data. As discussed above, ML models like DNN are not sufficient to detect 

multiple video pattern queries in a CEP environment. On the other hand, the 

traditional CEP system performs event matching over pre-defined event rules. 

Therefore, a hybrid approach is adopted that includes ML models based on inductive 

and rule-based deductive reasoning techniques. Inductive methods such as state-of-

the-art DNN based models (like object detection and pose detection) can be used to 

detect initial simple events from the video. Later, deductive reasoning methods (such 

as first-order logic) can be applied to write event rules to create more complex event 

patterns using simple events. As shown in Figure 3.4, the DNN models extract the 

object categories ‘person’ and ‘chair’. The overlap event rule then tries to reason the 

spatial position of ‘person’ and ‘chair’ over a given time and when satisfies shows 

sitting event pattern. Chapter 7 in this thesis discusses event rules created based on 

hybrid reasoning. 

RulesData Labels

ML Models
Data

Rules

Labels

(a)

(b)
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Figure 3.4. Hybrid approach based event reasoning in VidCEP 

The next section discusses the literature of the video analytics framework and is 

compared with the requirements for video event pattern matching in the CEP 

environment. 

3.3 RELATED WORK 

In the past, video database management frameworks [39, 57, 200-202] have been 

proposed in the literature, focusing on object detection. These frameworks follow 

the legacy database approach where video frames are stored and indexed, and later 

queries are executed to find the objects. Recently, with the advancements of DNN, 

multiple video analytics framework has been proposed to detect video content. Table 

3.2 summarizes the comparison of various video analytics framework with the 

requirements identified for video event matching in CEP systems.  

A) Video Analytics Framework with Specialized Goals 

NoScope [203] focuses on fast binary object detection using specialized DNN 

trained on archived video. FOCUS [54] provides low cost and low latency video 

event detection on an indexed video dataset. VideoStorm [3] processes live videos 

on a large cluster where queries are pre-defined as computation graphs but focus 

mainly on reducing latency. Similarly, Chameleon [87] focuses on optimizing the 

best neural network configuration for video analytics to reduce profiling costs and 

improves accuracy. All the systems mentioned above do not concentrate on 

expressive user queries, state management, spatiotemporal event patterns, and edge 

deployment. 

B) Frameworks with Video Query Support 

Recently, BlazeIT [37] was proposed as an advancement over NoScope [203] which 

supports declarative query language- FRAMEQL with different QoS metrics and 

DNN ModelsDNN Models Event Rules
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query optimization techniques. Optasia [52] supports video streams and proposes an 

expressive vision query by adopting SQL syntax and user-defined operators such as 

extractors, processors, and combiners. Both the above systems lack spatiotemporal 

matching, state management, and edge support which are core in the VidCEP 

framework. AWStream [55] is a stream processing system for wide area networks 

and has a suite of operators with an expressive high-level syntax. As per Table 3.2, 

most of  the video framework such as Optasia [52], NoScope  [203], BalzeIT [37], 

DeepLens [204], Tahoma [205], Sprocket [206], VideoChef [207] and V-Store [208] 

lack event rules but have DNN models (as an operator) support for object detection. 

C) Spatiotemporal Video Event Matching Systems 

Chakravarthy et al. [60] propose an adaptive stream processing framework for video 

analysis. The work is shaped around the Complex Event Processing domain. It 

supports video streams, a SQL query syntax, table-based video representation, and 

a sliding based temporal state handling and matching. But still, the work lacks 

requirements such as supporting event rules, data-driven windows, state 

summarization, spatial and temporal matching, and edge deployment on which 

VidCEP is built. It is evident from the table that no video analytics framework has 

focussed on state management techniques and related optimizations which is one of 

the key contributions of the VidCEP framework. The current video analytics 

framework such as Optasia [52], NoScope [203], BlazeIT [37], Sprocket [206], 

DeepLens [204], Tahoma [205] etc. focuses on basic object detection and lacks 

spatiotemporal aspects of video event matching. 

D) Edge-based Video Analytics Framework 

Some video frameworks specialize in deployment over edge nodes. FilterForward 

[83]  uses a set of lightweight filters over an edge device to transmit only relevant 

frames for bandwidth savings. It performs frame-level filtering and does not focus 

on state-based pattern filtering, declarative queries, and spatiotemporal matching 

which is the core of the VidCEP approach. Reducto [84] performs on camera 

filtering using cheap vision filters. It saves bandwidth and reduces latency using 

filtering but does not focus on state management and other enlisted requirements. 

Wang et al. [209] proposed different strategies to reduce transmission and save  
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Table 3.2 Comparison of different video analytics framework with the identified video event 

processing requirements 

Video 

Analytics 

System 

Related Work 

Stream 

Support 
Video Event Query 

Video Event 

Representation 

R3, R4 

Spatio- 

Temporal 

Event 

Matching 

R5 

State Management 

Edge 

Deploymen

t 

 

R8 

Declarativ

e Query 

Language 

R1 

Event 

Rules and 

Operator 

R2 

State 

Summarizati

on 

R6 

Adaptive 

Window

s 

R7 

Optasia [52] Yes Yes Partial 

DNN 

operator 

No No No No No 

NoScope 

[203] 

Partial 

Archive 

file 

No Partial 

DNN 

operator 

No No No No No 

BlazeIT [37] No Yes Partial 

DNN 

operator 

Yes No No No No 

VideoStorm 

[3] 

Yes No No No No No No No 

DeepLens 

[204] 

No No Yes Partial 

Frame File 

No No No No 

Chakravarthy 

et al. [60] 

Yes Yes No 

 

Yes Partial 

Temporal 

Matching 

No 

Support State 

management 

No No 

VideoEdge 

[210] 

Yes No No No No No No Partial 

Reduce 

CPU cycles 

Reducto [84] Yes No No No No No No Yes 

CloudSeg 

[211] 

Yes No No No No No No Yes 

Focus [54] No No No No No No No No 

FilterForward 

[83] 

Yes No No No No No No Yes 

Tahoma [205] No No Partial 

Binary 

Operator 

No No No No No 

Wang et al. 

[209] 

Yes No Partial 

DNN 

Model 

No No No No Yes 

LAVEA [212] Yes No No No No No No Yes 

Sprocket 

[206] 

Yes No Partial No No No No No 

FFS-VA [213] Yes No No No No No No Partial 

CPU 

Support 

VideoChef 

[207] 

Yes No Partial 

Canary 

Filters 

No No No No No 

AWStream 

[55] 

Yes Yes Yes No No No No Partial 

Wide area 

streaming 

V-Store [208] Yes No Partial 

DNN 

Operator 

Partial 

Stores video 

formats 

No No 

Storage 

backend 

No No 

VidCEP  Yes Yes Yes Yes Yes Yes Yes Yes 
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bandwidth but have not considered video representation query awareness and state 

management. VideoEdge [210] identifies Pareto-band of different configurations 

and create a profile for resource efficiency across camera clusters using query 

planning. LAVEA [212] is a framework for low latency video analytics at edge 

platform but lacks query, representation, and matching support. As shown in Table 

3.2, VidCEP satisfies all the requirements enlisted for video event matching in CEP.  

The next section discusses VidCEP architecture in detail. 

3.4 VidCEP ARCHITECTURE OVERVIEW 

 

Figure 3.5 VidCEP architecture 

Figure 3.5 describes the core architecture of the VidCEP framework. Table 3.3 

aligns the VidCEP components with requirements and research questions. As per 

the main requirements, VidCEP architecture is divided into four main components. 

 Query Manager 

The Query Manager component handles the proposed Video Event Query Language 

(VEQL) [92] (RQ1 (a)) for the VidCEP framework.VEQL follows the SQL-like 

declarative expression which enables users to query video events in high-level 

human-understandable concepts.  The query manager component stores, parse, and 

update other VidCEP components as per query metrics. The query manager constitu- 
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Table 3.3 Mapping of VidCEP high-level architectural components with requirements and research 

questions 

Requirements CEP 

Requirements 

for Video 

Streams  

Research Questions High-level Architectural 

Component 

Component 

Contributions 

Event Query R1:  Visual 

concept based 
declarative query 

expression 

RQ1(a): How to determine the 

formal semantics of query 
language, enabling users to query 

video events and QoS metrics in 

high-level human-understandable 

concepts? 

•VEQL Query Engine Video Event Query 

Language (VEQL) 

R2: Support for 

defining 

spatiotemporal 
video pattern rules 

and operators 

RQ1(b): How to design event rules 

and query operators to process 

spatiotemporal video event 
patterns? 

•VEQL Query Operators 

and Event Rules 

 

Spatiotemporal event 

rules using hybrid 

reasoning in domains: 

• Traffic Management 

• Activity Recognition 

Event 

Representation 

R3: Identifying 

and representing 

visual concepts 

RQ2(a): How to extract and 

represent low-level video content 

and video stream into a structured 
data model with high-level 

semantic concepts? 

•Video Content Extractor 

•VEKG Graph Builder 

 

Video Event 

Knowledge Graph 

(VEKG) 

R4: Relationships 
between visual 

concepts 

RQ2(b): How to identify 

relationships between semantic 

concepts of video content which 

occurs over time and space? 

•VEKG Updater 

•VEQL Query Operators 

and Event Rules 

Formalize 
spatiotemporal 

relationships for VEKG 

Event 

Matching 

R5: 

Spatiotemporal 

video event pattern 

matching 

RQ3(a): How to perform 

spatiotemporal matching over 

semantically represented video 
data with proposed high-level 

queries? 

•Windows Manager 

•Event Matcher 

•State Manager 

 

State-based 

spatiotemporal 

Complex Event 

Matcher 

R6: Query and 

state-based 
efficient 

spatiotemporal 

video event pattern 
matching 

RQ3(b): How can event queries 

and state-based windows be 
leveraged to improve the proposed 

video representation for fast video 

pattern matching? 

•Windows Manager 

•TAG/EAG Builder 

•Event Matcher 

•VEQL Query Operators 

and Event Rules 

• VEKG-Time 

Aggregated Graph 
(VEKG-TAG) 

 

• VEKG- Event 

Aggregated Graph 
(VEKG-EAG) 

Quality of 

Service 

R7: Content-based 

adaptive windows 
for fast video 

inference. 

RQ4(a): How to enable content-

driven adaptive windowing for 
video streams for accelerating 

video analytics? 

•VID-WIN Controller 

•SWK Mapper 

•Windows Manager 

Query and state-aware 

content-driven adaptive 

windows at edge 

R8: Resource- 

constraints 
efficient video 

event matching in 

a distributed edge 

cloud scenario.   

RQ4(b): How query-aware 

windows can be leverage for fast 
video inference in resource-

constrained scenarios under given 

application-level bounds? 

VID-WIN adaptive 

filtering under resource 

constraints.  

-tes of two essential elements:  

• VEQL Query Interface:  This is a user interface where subscribers can write 

VEQL queries. 

• VEQL Query Engine: In Query Engine all VEQL queries from different 

subscribers are stored and indexed. It extracts the VEQL query predicates and 

stores them as a configuration profile. As shown in Figure 3.5, the query engine 

sends the configuration values to the Stream Manager (model pipeline 
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information, publisher information) and Matching Engine (event rules, windows 

information, and query graph) components to initiate the instances for handling 

different queries. For example, if there are two queries with different windows 

requirements, then the query manager will initialize two windows instances for 

query execution. 

The VEQL query format, examples, and internal structure of the query engine are 

discussed in detail in Chapter 4. 

 Stream Manager 

The Stream Manager component is responsible for initializing the video encoder 

(such as FFmpeg7) service and streaming publisher content to the internal message 

buffers. The stream manager component can be deployed on the edge and cloud 

nodes. The edge specific optimization has been proposed for the VidCEP framework 

where stream manager can run on resource-constrained nodes while maintaining the 

system QoS metrics like latency, bandwidth, throughput, and accuracy (RQ 4(a), 

RQ4(b)). The stream manager components are described below: 

• Video Encoder Service: The video encoder service act as a video stream pre-

processor. The component receives the video frames from the publisher via 

FFmpeg and converts them to a low-level feature map (RGB channel based pixel 

values) using OpenCV8. 

• Buffer/Edge Windows: This component is a set of internal queues that will 

receive the publisher’s pre-processed data as new events from the video encoder. 

For edge node deployment, the buffer queues are optimized as content-driven 

windows to handle the computationally intensive video data. These edge 

windows receive instruction from VID-WIN Controller and tune the received 

video data to improve low-end devices’ performance. Later it sends all the video 

frames messages to in Content Extractor component. 

• VID-WIN Controller: The VID-WIN controller component acts as the first-class 

abstraction over edge windows to transform input frames for low-cost video 

inference. VID-WIN controller performs pre-processing optimization by 

 
7 https://ffmpeg.org/ 
8 https://opencv.org/ 
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adaptively tuning input knob parameters like frame resizing, batching, and 

filtering based on the query (VEQL QoS metrics) and resource constraints (edge 

node) [100, 101]. The VID-WIN controller method is described in detail in 

Chapter 8 of the thesis. 

 Content Extractor 

The Content Extractor is a computer vision pipeline that receives the video streams 

from Stream Manger and converts them into a graph stream. It consists of: 

• DNN/ML Models Pipeline: It constitutes different DNN or ML models cascade 

(or pipeline) which are pre-trained on specific datasets. The pipeline control flow 

is create using model pipeline information which is received via the query 

manager component. The pipeline information is fed as a Directed Acyclic 

Graph (DAG) where ML models act as a node and the edges refer to the input 

and output flow of data from one node to another node. In the current thesis, 

various object detectors [186, 188], object classifiers [182-184], pose detectors 

[214] and attribute classifiers  (such as color filter [215]) have been used for 

video event detection. The low-level feature map from the stream manager is 

passed to the object detector for detecting objects. The region of interest (ROI) 

of detected object features are later passed to the attribute classifier for attribute 

detection. 

• VEKG Builder: This module constructs a timestamped graph snapshot. The 

Graph Constructor receives information from the DNN models and represents 

them as a graph based on the Video Event Knowledge Graph (VEKG) schema 

[93, 96]. VEKG graphs are pushed to the Windows Manager, which buffers the 

incoming streams as state information and sends them to the Event Matcher 

component for further processing. 

 Matching Engine 

Matching Engine is the core of the VidCEP framework which handles state 

management and video event matching process. The matching engine consists of the 

following components: 

• Window Manager: Windows capture the state and apply event rules to detect 

patterns over that state [32]. In VidCEP, windows capture the number of image 

frames of video streams represented as VEKG graphs. The VidCEP consists of 
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Time and Count windows of Sliding and Tumbling type. The Window Manager 

assign windows to different video streams as per the information received via 

Query Engine. The window captures video frames as VEKG graphs into a fixed 

bucket size, i.e., state and then applies a trigger function [216]. The trigger 

function is based on the window’s duration, which then sends the captured state 

to the Event Matcher for further processing. For example, a VEQL query having 

TIME-WINDOW (10) means that the window captures the video stream for 10 

seconds, after which a trigger function will be activated. The windows manager 

sends data to Sliding Window Knowledge Mapper (SWK)  [100], a 

postprocessing optimization technique to further improve the VidCEP QoS 

metrics such as bandwidth reduction. The SWK sends the window metrics back 

to VID-WIN Controller in the stream manager to further optimize pre-processing 

of video frames. 

• State Manager: The State Manager updates the VEKG stream in the windows 

and archive the state information. The state manager component is divided into 

five subcomponents. 

• State Mapper: The State Mapper receives the window state from the window 

manager and sends them to the state backend. It also gets the information 

from State Summarizer and updates the VEKG graphs in the windows. The 

state mapper is responsible for sending the window state to the specific 

matcher instance for which the query was registered. 

• State Summarizer: The State Summarizer is responsible for updating and 

summarizing the VEKG stream in windows. The state summarizer runs in 

parallel with the Windows Manager and updates the VEKG message 

parallelly.  The state summarizer consists of: 

▪ VEKG Updater: As discussed above, the VEKG Builder creates the 

VEKG graph which is a complete digraph with no edge labels. The 

VEKG Updater updates the incoming VEKG graphs in the windows 

using Event Rules. For example, if the event rule is a left operation, the 

VEKG updater will perform the left operation over the VEKG stream in 

windows.  The VEKG updater is responsible for calculating the spatial 

event rule [92, 96-98] on the VEKG graph. The spatial event rules are 

applied at the frame level, i.e., it computes the rule for each VEKG 
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message that it receives.  For more about VEKG relation creation, please 

refer to Chapter 5. 

• TAG/EAG Builder: The TAG/EAG Builder deploys VEKG graph 

summarization techniques, improving the overall VidCEP matching 

performance. The Time Aggregated Graph (TAG) [93, 96] is a 

spatiotemporal state summarization technique for VEKG stream in a 

window to improve the video matching performance by enabling faster 

graph matching. The Event Aggregated Graph (EAG) [94] is a more 

optimized TAG version that improves matching further using a multi-

query approach. Chapter 6 is fully dedicated to the discussion of these 

summarization techniques. 

• State Backend: The State Backend is persistent storage that stores the 

event state of producers for historical analysis. 

• Event Rules: The Event Rules act as a registry to store the rules for 

different patterns used for VEKG graph creation and pattern matching. 

The thesis proposes event rules from Activity Recognition and Trafifc 

Management domain and is discussed in detail in Chapter 7. 

• Event Matcher: Finally, the Window Manager gathers VEKG event messages as 

a batch of window size and sends them to the Event Matcher. Matcher 

consolidates query operators for an entire set and verifies them against the 

registered VEQL query using event rules. The matcher performs the object, 

spatial and temporal matching of the events [92] over the queries received by the 

Query Manager, then outputs the matches to the Forwarder to send notifications 

to the subscriber. The matcher instances run parallelly and if any matcher 

instance is busy, it buffers the state and keeps it in a queue and waits until the 

matcher instance becomes free. The matching algorithms have been discussed in 

Section 5.7 of the thesis. 

• Forwarder: The Forwarder component is responsible for sending the 

notification of matched events to the subscribers in the correct output format. 

Currently, the forwarder is only sending the text notifications to alert subscribers 

whether the subscribed event has occurred or not. 

In the next section, I will discuss the VidCEP implementation details. 
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3.5 IMPLEMENTATION DETAILS 

The initial VidCEP implementation is written in Java9 and follows the traditional 

monolith architecture where the software components are treated as a single unit. 

The VidCEP uses the multithreading and producer-consumer approach to enable 

parallel processing among its components. The prototype can handle multiple video 

streams and VEQL queries in parallel. For video content retrieval, Deeplearning4j 

(DL4j) [217] was used which is a Java-based deep learning library. For object 

detection, we have used the DL4j based Tiny YOLO [188] model. For attribute 

extraction, the features of bounding box coordinates were fetched from the Tiny 

YOLO model layer and passed to the attribute classifier, a simple color filter. 

JGraphtT [218], a Java library for graphs, was used for VEKG graph construction. 

Due to better DNN libraries support, the optimization techniques of VidCEP were 

implemented in the Python language as standalone prototypes1011. NetworkX [219], 

a python graph library, is used to implement VEKG and summarization techniques 

such as TAG and EAG. The content extractor component consists of DNN models 

such as YOLOv3 [220], PoseNet [214], Faster-RCNN [186], ResNet50 [183], 

VGGNet [182], MobileNet [184] and DeepSORT [221] implemented using deep 

learning frameworks like TensorFlow [222] and PyTorch [223]. The pre-processing 

of the video frames is done via OpenCV and FFmpeg encoder services. 

3.6 SUMMARY 

This chapter gives an overview of the architecture of the proposed VidCEP complex 

event processing framework. VidCEP is an in-memory, distributed on the fly, near 

real-time complex event matching framework for video streams. The chapter 

discusses the roles and challenges of deploying ML models in systems settings and 

the importance of a hybrid approach for event rule creation. Different video analytics 

platforms are compared with the current VidCEP requirement. The chapter details 

the VidCEP architecture which is divided into four major components handling 

video event matching requirements. VidCEP uses a graph-based event 

representation (VEKG) for video streams, enabling the detection of high-level 

 
9 https://github.com/piyushy1/VidCEP 
10 https://github.com/piyushy1/Deepsort-Event-Aggregator 
11 https://github.com/piyushy1/AdaptiveVidWindows 
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semantic concepts from video using cascades of Deep Neural Network. The 

subscribers can define high-level expressive queries (VEQL) over videos to detect a 

range of spatiotemporal event patterns. VidCEP consists of a complex event matcher 

to detect spatiotemporal video event patterns by matching expressive user queries 

(VEQL) over video data (VEKG). The chapter also enlists the VidCEP components 

which enable data-driven state management and edge deployment. After the detailed 

discussion on VidCEP architecture, the next chapters in the thesis would focus on 

proposed techniques deployed in different components. The next chapter focuses on 

Video Event Query Language (VEQL) and discusses the high-level video queries in 

detail. 

 

 

 

  



 

 

60 

 

 

 

 

 

  



 

 

61 

 

Chapter 4  

 

VEQL: Video Event Query Language and 

Spatiotemporal Operators for Video Pattern 

Matching 

र्था चतुर्भिः कनकां  परीक्ष्यते र्नघषिचे्छर्दनतापताडन ः | 

तथा चतुर्भिः पुरुषः परीक्ष्यते शु्रतेन शीलेन कुलेन कमििा || 

- चाणक्य िीनत 

 

 

 

 

4.1 INTRODUCTION 

Chapter 4 tackles mainly the first subpart of the research question (RQ1(a)) that 

states the following: 

RQ1: How to define high-level human-understandable expressive video 

pattern queries and event rules in CEP? 

a) How to determine the formal semantics of query language, enabling users 

to query video events and QoS metrics in high-level human-

understandable concepts? 

The RQ1(a) emphasizes defining the event query language for videos in the CEP 

environment. The chapter discusses the lack of support of videos in the current event 

query languages. It then identifies the query dimensions as initial query requirements 

to support video streams in CEP.  The chapter proposes a Video Event Query 

Language (VEQL) and details the related query clauses. Different inbuilt 

spatiotemporal functions have been explained which support in creating event 

operators in VEQL. As shown in Figure 4.1, the VEQL is enabled using the VidCEP 

Query Manager component and is the focal point of this chapter. The chapter details 

the role of different query components and explains how the VEQL query is stored 

and parsed across them. The VEQL work is published in the special session of IEEE 

The way gold’s purity is tested by rubbing, cutting, heating 

and pounding, similarly, a person’s qualities are tested by 

gentleness, manners, habits and deeds. 

- Chanakya Niti 
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Figure 4.1 VidCEP components responsible for Video Event Query Language (VEQL) 

Big Data 2019 [92] conference and ACM/USENIX Middleware 2019 [91] doctoral 

symposium. 

The remainder of this chapter is organized as follows: Section 4.2 motivates the 

problem and Section 4.3 discusses the related work. Section 4.4 introduces the 

proposed Video Event Query Language (VEQL) for the VidCEP framework and 

discusses the query syntax and clauses. Section 4.5 and 4.6 then formalizes the 

spatial and temporal constructs for VEQL. Section 4.7 and 4.8 gives VEQL 

examples and discusses the creation of user-defined rules. Section 4.9 and 4.9.1 

explains the VEQL architecture and query graph. The chapter concludes in Section 

4.10. 

4.2 MOTIVATIONAL SCENARIO 

Suppose in a smart city surveillance system, traffic control authority is searching for 

a suspected ‘Red Car’ on a specific road section. They have subscribed to camera 

video feeds of the road to get automated real-time notifications for detection of ‘Red 

Car’ every 10 seconds. Here a ‘Red Car’ event needs to be continuously monitored 

by the CEP engine to detect an object ‘Car’ with specific attributes (color- Red). 

Objects in videos interact both in space and time and require spatiotemporal reaso-

ning to query over them. We have divided the video query requirements for CEP 

into four dimensions: D1- Object detection, D2- Object detection with specific Attri- 
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Figure 4.2 Spatiotemporal traffic event patterns in a CCTV video stream 

-butes, D3- Spatial Relationships between objects, and D4- Temporal Relationships 

between objects. Figure 4.2 shows multiple event patterns as per identified 

dimensions. If we analyze different video frame sequences, then ‘Red Car’ event 

occurs in the video feed at time 𝑡1 (D2). At time 𝑡3 there is a spatial event where 

‘Car 1’ spatially occurs ‘left’ of ‘Car 2’ (D3).  We can also see a temporal event 

where ‘Car’ occurs before ‘Truck’ as time 𝑡1 < 𝑡2 (D4). 

Table 4.1 Query dimensions for CEP based video processing 

Query Dimensions Description User Query Example 

D1: Object 

Detection 

The user wants to detect an object from 

the video stream. 

Notify if any ‘Car’ is 

present in the video 

feed.  

D2: Object 

Detection with 

Specific Attributes 

The user wants to detect an object with 

specific attributes (like color, type) from 

the video stream. 

Notify if any ‘Red Car’ 

is present in the video 

feed. 

D3: Spatial 

Relationship 

between Objects 

The user wants to detect an event pattern 

where two objects are related spatially. 

This can be object location, direction with 

respect to other objects. 

Notify if any ‘Car’ is 

present on the ‘Left’ side 

of another ‘Car’. 

D4: Temporal 

Relationship 

between Objects 

The user wants to query objects which are 

related temporally. This can be in term of 

occurrence of objects which are arranged 

in some temporal fashion. 

Notify if ‘Car’ appears 

before ‘Truck’. 

Similarly, the authority may want to monitor the road's high traffic flow at a given 

time of the day. Here ‘High Volume Traffic’ event is composed of simple events 

like a) Detection of ‘Car’ events (D1) and b) Counting the number of cars in each 

frame at different time instances (D4). In Figure 4.2, there was less traffic until time 
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𝑡3 but ‘high volume traffic’ at time 𝑡4. Table 4.1 maps the above video query 

requirements and enlists events of interest that users might be interested in querying 

from video streams. The present event query languages lack support to process the 

above-discussed scenarios in current CEP systems. To handle such situations, this 

chapter proposes Video Event Query Language (VEQL) for video event 

identification in the CEP environment.  

In the next section, I will critically examine the query languages adopted in the event 

processing and video databases domain and discuss the video event query 

requirements which they lack to process the video event stream. 

4.3 RELATED WORK 

This section throws light on the characteristics of the event query languages and 

video query languages proposed in the literature. The section compared the features 

of these languages with the proposed VEQL and laid down the key differences.   

 Video Support in present Event Query Languages 

Complex Event Processing (CEP) systems have their own formalism and syntax to 

query events using Event Query Languages (EQL). Most of the present EQL queries 

are expressed using high-level SQL-like declarative language and define complex 

event patterns using event rules. EQL performs operations like filter, aggregate, 

windows to detect simple atomic events and correlate them to more high-level 

meaningful information in data streams. Table 4.2 shows the descriptive comparison 

of present EQL with presently available video query languages in databases. It is 

evident from the table that as per identified query dimensions presently, no EQL [11, 

12, 27, 61-64, 141, 157] fully supports the requirement R3 of processing video 

objects and attributes. 

Similarly, EPL languages are deficient in identifying spatial relations. Esper-EPL 

[11] handles the spatial relations partially by using third party libraries. EQL 

languages are highly focussed on temporal event specification and thus primarily 

focuses on temporal reasoning. Kruz et al. [38] have proposed SPARQL-MM, where 

they have extended SPARQL query language (semantic query language of the web) 

for multimedia concepts. In SPARQL-MM, spatiotemporal functions have been 

build using different ontologies. It deals with Linked media and does not support 

high-level visual concepts like objects and performs spatiotemporal operations over  
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Table 4.2 Comparison of Event Query Languages and Video Query Languages in databases 

Query Languages 

R3 R4 R6 R7, R8 Video 

Streams 

Support Video 

Objects 

Support 

D1 

Video 

Object 

Attributes 

Support 

D2 

Spatial 

Relations 

Support 

D3 

Temporal 

Relations 

Support 

D4 

State 

Managemen

t Support 

QoS 

Support 

(CPU, 

memory

, match 

score) 

Event Query Languages 

Snoop [61] No No No Yes Partial No No 

CEDR [62] No No No Yes Yes No No 

SASE [63] No No No Yes Yes No No 

XchangeEQ [157] No No No Yes Partial No No 

Esper EPL [11] No No Partial Yes Yes No No 

TIBCO 

StreamSQL [141] 

No No No Yes Yes No No 

TESLA [27] No No No Yes Yes No No 

Cayuga [12] No No No Yes Partial No No 

EP-SPARQL [64] No No No Yes Yes No No 

SPARQL-ST 

[224] 

No No Yes Yes Partial No No 

SPARQL-MM 

[38] 

No No Yes Yes Partial No No 

Video Query Languages in Databases 

VSQL [225] Yes Yes Yes No No No No 

VISUAL [226] Yes Yes Partial No No No No 

MOQL [41] Yes No Partial Partial Partial No No 

FRAMEQL [37] Yes Yes No No No Partial No 

CVQL [56] Yes No Partial No Partial No No 

VERL [42] Yes Partial Partial Yes Partial No No 

VIQS [65] Yes No Partial Partial Partial No No 

BilVideo [39] Yes Yes Yes Yes No No No 

SVQL [40] Yes Yes Yes Yes Partial No No 

SVQ, SVQ++ 

[66, 67] 

Yes Yes Partial No No No Yes 

VEQL [92] Yes Yes Yes Yes Yes Yes Yes 

pre-annotated data. On the other hand, proposed VEQL is a continuous query 

language and performs processing over video streams. VEQL borrows the state 

management functionality from current EQL’s like CEDR [62], SASE [63], TIBCO-

StreamSQL [141], Esper EPL [11] and TESLA [27]. Currently, no EQL supports 

Quality of Service (QoS) metrics like matching score, edge CPU, and memory usage 

which is one of the critical aspects of VEQL. 

 Video Query Languages in Databases 

Since the 90s, there have been many proposals for video query languages in 

databases [39-42, 56, 85, 225, 226]. These queries extract pre-annotated video 

content indexed in databases using fixed schemas. As shown in Table 4.2, compared 
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to EQL, most video query languages support video objects and attributes. Video 

query languages such as VSQL [225], BilVideo [39]  and SVQL [40] have good 

spatial support while languages such as VISUAL [226], MOQL [41], CVQL [56], 

VIQS [65] have partial spatial support. Video Event Representation Languages 

(VERL) [42] is an ontology representation for video events and Structured Query 

Video Language (SVQL)  [40] has strong temporal support for video data. 

FRAMEQL [17] has recently been proposed as an SQL-like query language as part 

of a system that uses DNNs to answer relational queries over video content. Their 

work focuses on creating a system with database functionality instead of supporting 

CEP event patterns with spatial and temporal aspects. FRAMEQL does not deal with 

spatiotemporal video event patterns and does not have state management 

functionality, while these are the key feature of VEQL. SVQ [66] and SVQ++ [67] 

are the latest video query languages that support video streams and DNN models. 

However, they still lack temporal, spatial, state management and other quality of 

service metrics. 

Most of the video query languages lack temporal support which is the key strength 

of event query languages. Similarly, event query languages are deficient in object 

and attribute support which are the key characteristics of video query languages. 

Except for SVQ [66] and SVQ++ [67], no query language genuinely support video 

streams. EQL has good state management (such as windowing) support which is 

lacked in video query languages. The partial state management support in video 

languages such as CVQL [56], VIQS [65], and SVQL [40] is mostly handling of the 

temporal operation, but that is not the state management in CEP systems. 

FRAMEQL [37] is the only language which has QoS support in term of accuracy 

metrics where it measures confidence in terms of precision and recall. The proposed 

VEQL bridges the gap between current EQL and video languages. VEQL handles 

video-based object, attribute, and spatial properties and supports temporal reasoning 

and state management which are the critical characteristics of EQL. 

4.4 VEQL: A COMPLEX EVENT QUERY LANGUAGE FOR 

VIDEO STREAMS 

 Basic Query Syntax 

For video event detection in CEP, there is a requirement of query expression which 

enables users to query video events in high-level human-understandable concepts 
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without worrying about its low-level features. As discussed earlier, most of the 

present CEP languages use SQL-like declarative languages and have predefined 

basic operators. We introduce Video Event Query Language (VEQL) which follows 

the SQL-like declarative expression. The aim is that by using a standardized 

vocabulary of present event query languages, it will be easier for CEP users to 

express precise queries and integrate video events information seamlessly. Figure 

4.3 shows the VEQL syntax and clauses.  In the next section, I will discuss the VEQL 

clauses in detail. 

 VEQL SYNTAX 

Operator Definition 𝑺𝑬𝑳𝑬𝑪𝑻 < 𝑝𝑎𝑡𝑡𝑒𝑟𝑛 >  

Source Selection 𝑭𝑹𝑶𝑴 < 𝑝𝑢𝑏𝑙𝑖𝑠ℎ𝑒𝑟 > 

Condition 𝑾𝑯𝑬𝑹𝑬 < 𝑐𝑜𝑛𝑑𝑖𝑡𝑖𝑜𝑛 > 

State Management 𝑾𝑰𝑻𝑯𝑰𝑵 < 𝑤𝑖𝑛𝑑𝑜𝑤 >  

QoS Metrics 

𝑾𝑰𝑻𝑯 𝑪𝑶𝑵𝑭𝑰𝑫𝑬𝑵𝑪𝑬 < 𝑐𝑜𝑛𝑓𝑖𝑑𝑒𝑛𝑐𝑒 𝑠𝑐𝑜𝑟𝑒 % >, 

𝑬𝑫𝑮𝑬 −𝑴𝑬𝑴𝑶𝑹𝒀− 𝑼𝑺𝑨𝑮𝑬 < 𝑚𝑒𝑚 𝑢𝑠𝑎𝑔𝑒 % >, 

𝑬𝑫𝑮𝑬 − 𝑪𝑷𝑼− 𝑼𝑺𝑨𝑮𝑬 < 𝑐𝑝𝑢 𝑢𝑠𝑎𝑔𝑒 % > 

 ML Model Selection  USING <DNN model 1, ……. > 

Figure 4.3 VEQL template and syntax for video event analytics in VidCEP 

 VEQL Clauses 

Figure 4.3 shows the standard VEQL template used by the VidCEP system to query 

video event patterns. For ease of use and understanding, the VEQL syntax can be 

divided into six categories focussing on different aspects of event analytics and 

query processing. Various VEQL clauses and their relevance are discussed using the 

below example: 

VEQL: SELECT RIGHT(Object1, Object 2) 

      FROM Camera1 

      WHERE Object1.label=’Car’ 

      AND Object2.label=’Car’ 

      WITHIN TIME-WINDOW(10) 

      WITH CONFIDENCE >50%, 

      EDGE-MEMORY-USAGE <60%, 

      EDGE-CPU-USAGE <60% 

      USING YOLO-ObjectDetector() 

Figure 4.4 VEQL Example with RIGHT Spatial Operator 
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SELECT <pattern> 

Description: The SELECT clause returns the interested video event pattern queried 

via VEQL. pattern refers to the desired event of interest required by the subscribers 

or users.  

Functionality: The pattern is an event operator that reasons over incoming video 

stream to identify a relevant event of interest. The event operator consists of event 

rules or processing rules [5, 27, 123, 157] to describe how video data need to be 

processed to identify whether a relevant video pattern is present or not. The event 

rules can be simple and complex, depending on the nature of the event pattern. The 

current work uses spatiotemporal calculus [89, 90] to create event rules and is 

described in detail in Chapter 7. The event rules are abstracted as an event operator 

which can be represented as functions in a programming language.  

Example: In Figure 4.4, SELECT RIGHT(Object1, Object 2)will return a 

pattern where Object1 is RIGHT of Object2 in a video stream. The RIGHT event 

operator is a spatial function and is discussed in Section 4.5. 

FROM <publisher> 

Description: FROM clause selects the source over which the query is executed. 

publisher refers to the name of the video streaming source. 

Functionality: FROM clause is used for source selection. It is borrowed from 

standard SQL syntax in relational databases where FROM is used to select tables. 

The VEQL FROM clause specifies the video streaming source, over which the 

SELECT clause applies event operator (i.e., <pattern>) to identify video event 

patterns. 

Example: In Figure 4.4, FROM Camera1 suggests selecting Camera1 video source 

and apply RIGHT event operator to detect the pattern. 

WHERE <condition> 

Description: WHERE <condition> represent specific constraints that event predicates 

must satisfy. 

Functionality: WHERE clause helps in selecting and applying constraints over the 

query predicates. The clause filters non-relevant objects and attributes in the query. 
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The clause limits the predicates over which the desired event operator (e.g., RIGHT) 

is applied to identify pattern is satisfied or not. To create complex conditions the 

WHERE clause is supported by logical operators such as AND, OR, NOT, EQUAL 

which is discussed in Section .  

Example: In Figure 4.4, WHERE Object1.label=’Car’ AND 

Object2.label=’Car’ specifies event predicates Object1 and Object2 belong 

to the ‘Car’ category. The RIGHT event operator is applied over these two predicates 

to detect if Object1 is RIGHT of Object2 where both the objects are car. The event 

matcher will filter out all other non-relevant objects (such as ‘Bus’ and ‘Person’) 

which are not mentioned in the query. 

WITHIN <windows> 

Description: The video data from the streaming source is continuous and never-

ending. WITHIN <windows> refers to the subset of a stream (termed as state) over 

which matching is performed. 

Functionality: State management is one of the critical aspects of the event and 

stream processing systems. Windows are considered an essential primitive of CEP 

systems, which capture the finite subset (state) of an unbounded stream and apply 

event pattern rules over them [32]. Currently, VEQL supports four window types: a) 

Tumbling Time Window, b) Sliding Time Window, c) Tumbling Count Window, 

and d) Sliding Count Window. Since videos have temporal correlation so time based 

pattern evaluation is a more viable choice as compared to frame count based 

evaluation. Therefore, tumbling (Table 5.2) and sliding time windows (Figure 8.3) 

have been adopted for experiments in this thesis.   

Example: As shown in Figure 4.4, WITHIN TIME-WINDOW (10) means to get 

the last 10 seconds of video stream from Camera1 and apply the RIGHT event 

operator to identify whether the pattern exists or not. By default, the windows are 

tumbling in nature until mentioned explicitly about sliding behavior. The sliding 

windows are explained in detail in Chapter 8.    

Quality of Service (QoS) Metrics WITH < score %> 

Description: The WITH <score%> describes different quality metrics. If these 

quality metrics are not met, then the VidCEP will either filter out the results or apply 
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data-driven optimizations to improve the performance to get the desired results. All 

the optimizations discussed in this thesis are based on QoS metrics using state 

management techniques.  

Functionality: Currently, VEQL supports three QoS metrics, one related to pattern 

matching score and two for resource-constrained edge devices. The functionality of 

these metrics are as follows: 

• CONFIDENCE <confidence score %> 

A confidence score is a threshold pattern matching score which the query accepts 

as a result. The VidCEP matcher will filter out the pattern which does not satisfy 

the matching score.  The confidence matching score [92] is discussed in detail in 

Chapter 5.  

Example: In Figure 4.4, WITH CONFIDENCE > 50% means that if the 

matching score of the RIGHT event pattern over two car objects is greater than 

50%, then only the VidCEP will forward the result to the query subscriber else 

it will reject the pattern as a relevant result. 

• EDGE-CPU-USAGE <cpu usage %> and EDGE-MEMORY-USAGE <mem 

usage %> 

As outlined in Chapter 2, most IoMT streaming sources such as CCTV cameras 

are resource-constrained edge devices with low CPU and memory. VidCEP 

being a distributed system, should handle resource constraints factors gracefully 

while maintaining application performance such as latency and performance.  

cpu usage % and mem usage % represents the maximum CPU and memory usage 

by the edge resource while maintaining the application level bounds. The 

subscriber can write VEQL queries giving different CPU and memory usage 

depending on application context. A query-aware state-based optimization is 

proposed in Chapter 8 to explore QoS optimization strategies in the edge and 

cloud paradigm.  

Example: In Figure 4.4, EDGE-MEMORY-USAGE <60%, EDGE-CPU-

USAGE <60% means the max CPU and memory usage of an edge device should 

not be greater than 60%. 

USING <DNN model 1, ……… > 
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Description:  USING clause selects the machine learning model pipelines using 

which video data is processed.  

Functionality: Machine Learning (ML) models such as DNN’s are used in video 

processing to extract semantic concepts such as objects. The VEQL queries can be 

tricky where they may require more than one DNN or ML models to process the 

data. The USING clause selects the ML/DNN pipeline over which the data is 

passed to extract the event information.  

Example: In  Figure 4.4, USING YOLO-ObjectDetector()will select a YOLO 

[188] object detection models. Similarly, if car color is required, then 

ColorDetector() model can be deployed. The USING clause will create the 

model pipeline where the data is passed to the object detector and the processed 

information is then passed to the color model to identify the object’s color. This is a 

2-stage model pipeline example and complex model cascades can be created by 

passing different models through the VEQL USING clause. 

In the next section, spatial and temporal constructs are discussed to write event rules 

which can be used as event operators in the proposed VEQL. 

4.5 SPATIAL CONSTRUCTS FOR VEQL 

Qualitative Spatial and Temporal Representation and Reasoning (QSTR) is a well-

established field which relates to reasoning about space and time. QSTR provides 

formalism techniques such as conceptualization of space, spatiotemporal dynamics, 

and common-sense reasoning about spatial to infer actions and changes in spatial 

and temporal dimensions [89, 90, 227]. Spatiotemporal calculus is used to formalize 

and interlink semantic concepts across multimedia data streams, building richer 

queryable event patterns. 

The interaction among objects occurs in a spatial dimension in which relationships 

can be modeled using spatial relations. We have modeled spatial relations (S) into 

three main classes: a) Geometric, b) Topology, and c) Direction. 

 Geometric Representation for Spatial Object (O) 

As shown in Figure 4.5, a spatial entity can be represented using geometry-based 

features like point, line, and polygon. The point represents the discrete features, 

while a line represents a linear feature. Similarly, a polygon represents a bounded 

region across some space. Semantic concepts like objects can be expressed in differe 
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Figure 4.5 Spatial relationships 

-rent forms. It can be in terms of contour, segmented region, or a simple bounding 

box representation. The abstraction of an object depends on the model’s granularity, 

how it extracts and represents an object. For example, an object can be described as 

a whole in a bounding box [186, 188] or segmented region [189] or parts like head, 

leg, and hand in a line based skeletal representation [107, 214]. In this work, 

polygon-based bounding boxes and line-based skeletal representation are used to 

represent objects (Figure 4.5). 

 Topology-Based Spatial Relation (ST) 

We have used Dimensionally Extended nine-Intersection Model (DE-9im), a 2-

dimensional topological model that describes pairwise relationships between spatial 

geometries (Sg). This mathematical model is based on Clementini Matrix [228], 

which describes relationships between geometries based on their interior (I), 

boundary (B), and exterior (E) features. The nine relationships it captures are- 

Disjoint, Touch, Contains, Intersect, Within, Covered by, Crosses, Overlap, Inside. 

The four topological relations are shown in (Figure 4.5) using a bounding box 

(polygon) based spatial geometry (Sg). 

 Direction Based Spatial Relation (SD) 

Direction captures the projection and orientation of an object in space. Fixed 

Orientation Reference System (FORS) [229] is used to divide the space into eight 

regions: above, below, left, right, left above, right above, left below, right below. As 

shown in (Figure 4.5), a simpler version of FORS is used with only four significant 

direction relations. There are also various qualitative models for orientation, which 

captures the angular relationship between objects. In this thesis, we have considered 

only angular relations between objects, which are represented as lines. 

Topology-Based (ST) Direction Based(SD) Geometry Based (Sg)

Disjoint (A,B) Point

Touch (A,B) Line

Inside (A,B) left(A,B)

Polygon  Intersect (A,B) front(A,B)

left

above

below

right

Car
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 Spatial Built-in Functions 

Spatial functions quantify spatial relations among objects by calculating numerical 

values. These numerical values establish different associations among objects. Two 

types of spatial functions are devised: 

 

Figure 4.6 Boolean spatial function (bsf) results for different object categories 

• Boolean Spatial Function (bsf):  The bsf function calculates the boolean value 

between spatial relations. 

   𝒃𝒔𝒇 → 𝒔𝑻/𝑫(𝑶𝟏, 𝑶𝟐)   = 

0   ⅈ𝑓 𝑠𝑝𝑎𝑡𝑖𝑎𝑙 𝑟𝑒𝑙𝑎𝑡𝑖𝑜𝑛 𝑖𝑠  𝑓𝑎𝑙𝑠𝑒 

(4.1) 

1 ⅈ𝑓  𝑠𝑝𝑎𝑡𝑖𝑎𝑙 𝑟𝑒𝑙𝑎𝑡𝑖𝑜𝑛 𝑖𝑠  𝑡𝑟𝑢𝑒 

For example, in eq. 4.1, for a topological relation (ST) ‘Overlap’ the boolean spatial 

function for two objects 𝑂1, 𝑂2 will be bsf (Overlap (𝑂1, 𝑂2)) = 0 or 1. Figure 4.6 

shows the application of bsf over objects ‘Car’, ‘Person’, and ‘Bike’ for a given 

image. The bsf overlap returns true for objects (‘Bike’ and ‘Person’) and false for 

(‘Car’ and ‘Person’). 

 

Figure 4.7 Metric spatial function COUNT example 

• Metric Spatial Function (msf):  msf gives the metric value between the objects: 

      m𝒔𝒇 → 𝓜(𝑶𝟏, 𝑶𝟐) |𝑪| 𝒓 (4.2) 

Car

Person

Bike

Boolean Spatial Relation

bsf (Overlap (𝐶𝑎𝑟,  𝑒𝑟𝑠𝑜𝑛)) = 0

bsf (Overlap ( 𝑖 𝑒,  𝑒𝑟𝑠𝑜𝑛)) = 1

bsf (Overlap (𝐶𝑎𝑟,  𝑖 𝑒)) = 0

bsf (Left (𝐶𝑎𝑟,  𝑒𝑟𝑠𝑜𝑛)) = 1

Car
Car

Car

Car Car

CarCar Car

Car
Car msf  → (COUNT (𝐶𝑎𝑟)) =10
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In eq. 4.2, 𝐶 ∈ 𝑐𝑜𝑚𝑝𝑎𝑟𝑖𝑠𝑜𝑛 𝑜𝑝𝑒𝑟𝑎𝑡𝑜𝑟 (<, >, ≤, ≥, =) and 𝑟 ∈  ℝ (real number) and 

ℳ ∈ 𝑚𝑒𝑡𝑟𝑖𝑐 𝑓𝑢𝑛𝑐𝑡𝑖𝑜𝑛. The spatial calculation is performed from the bounding boxes 

of the object, taking the image frame of the object as the spatial reference. Presently, 

two metric spatial functions have been defined: 

• DISTANCE- calculates the distance between two spatial objects 

𝑶𝟏 𝒂𝒏𝒅 𝑶𝟐. The distance is calculated between the center of bounding 

boxes of both objects. For example- msf  → (DISTANCE (𝑶𝟏,𝑶𝟐)) = 5.  

• COUNT- it calculates the number of objects in an image frame. For example- 

msf  → (COUNT (𝑶)) >= 5. Figure 4.7 shows the msf COUNT function 

applied over an image that counts the number of ‘Car’ objects. 

4.6 TEMPORAL CONSTRUCTS FOR VEQL 

 

Figure 4.8 Allen temporal relationships 

We have used the Allen Interval Algebra [89] to define different temporal patterns 

(Figure 4.8). Some of the specified temporal patterns are as follows:  

• SEQUENCE (SEQ): A sequence temporal relation can be defined when events 

occur in an increasing linear fashion. It can be expressed as 𝑆𝐸𝑄(𝐸1, 𝐸2, ……𝐸𝑛) 

when 𝐸1. 𝑡1 < 𝐸2. 𝑡2 < …… < 𝐸𝑛. 𝑡𝑛 where 𝐸 ∈ 𝑠𝑖𝑚𝑝𝑙𝑒 𝑣𝑖𝑑𝑒𝑜 𝑒𝑣𝑒𝑛𝑡 and 𝑡 ∈

𝑡𝑖𝑚𝑒. Here time is taken as discrete and arranged in linear order 

{𝑡1, 𝑡2, 𝑡3……} 𝑤ℎ𝑒𝑟𝑒 𝑡𝑖 < 𝑡𝑖+1 . VEQL currently supports the Skip-Till-Any 

method [230], which searches all the sequence patterns and has exponential 

runtime. 

• EQUAL (EQ): An EQ is a concurrent relationship when two events occur 

simultaneously. Temporal pattern 𝐸𝑄(𝐸1, 𝐸2, ……𝐸𝑛) holds when 𝐸1. 𝑡1 =

 𝐸2. 𝑡2 = …… = 𝐸𝑛. 𝑡𝑛. 

 𝟏 𝒃 𝒇 𝒓   𝟐  𝟐 𝒂𝒇  𝒓  𝟏

 𝟏    𝒓 𝒂 𝒔  𝟐  𝟐    𝒓 𝒂   𝒅 𝒃   𝟏

 𝟏 𝒔 𝒂𝒓 𝒔  𝟐  𝟐 𝒔 𝒂𝒓  𝒅 𝒃   𝟏

 𝟏     𝒔  𝟐  𝟐     𝒃   𝟏

 𝟏 𝒇 𝒏 𝒔  𝒔  𝟐  𝟐 𝒇 𝒏 𝒔  𝒅 𝒃   𝟏

 𝟏 𝒅 𝒓 𝒏   𝟐 𝑡2   𝒏 𝒂 𝒏𝒔 𝑡1

 𝟏    𝒂 𝒔  𝟐 𝑡2    𝒂 𝒔 𝑡1
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• CONJUNCTION (CONJ): The CONJ operation refers to the AND condition. 

𝐶𝑂𝑁𝐽(𝐸1, 𝐸2, ……𝐸𝑛) means that ‘all’ events should occur but there is no time 

order of their occurrence. 

• DISJUNCTION (DISJ): DISJ refers to the OR condition. 𝐷𝐼𝑆𝐽(𝐸1, 𝐸2, ……𝐸𝑛) 

condition holds if ‘any’ of the given events occur irrespective of their time 

occurrence.  

• NEGATION (NEG): NEG refers to NOT condition. 𝑁𝐸𝐺(𝐸1, 𝐸2, ……𝐸𝑛) 

conditions hold if no listed events occur from the given event lists within the 

operator. 

• Comparison and Logical Operators: Except for the spatial and temporal relation, 

we have used the logic operators (AND (∧), OR (∨), NOT (¬), ANY (∃), EVERY 

(∀), NOR (↓), XOR (⊕), X −NOR (⊙), Implies (→), Bi-Implies (↔)), 

mathematical and comparison operators (+,−,∗, /,<>=) to model the 

relationships. 

I will now explain the different query dimensions which were enlisted in motivation 

through various VEQL query examples. 

4.7 VEQL QUERY EXAMPLES 

The query patterns are listed as per their increasing complexity. The EDGE-

MEMORY-USAGE and EDGE-CPU-USAGE are not used in the current examples and 

are explained in detail in Chapter 8. 

 Object Detection (D1) 

Query1 (Q1) retrieves the object of interest from the video stream. This is the 

simplest video event pattern which a user may be interested.  Here the pattern clause 

is an ‘Object’. The WHERE clause filters the object based on the query predicate 

‘label’, a ‘Car’. The TIME-WINDOW clause specifies the detection of an object 

within a time window of 10 seconds. This means that the window will accept the 

video stream for 10 seconds. An average video streams at the rate of 30 frames per 

second (fps) is equivalent to 300 frames in 10 seconds. The WITH CONFIDENCE 

clause determines the minimum matching confidence of the object which is 50 %. 
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The USING clause will select the object detection ML model over which the video 

data will be processed. 

Q1: SELECT Object FROM Camera 

    WHERE Object.label=’Car’ 

    WITHIN TIME-WINDOW(10) 

    WITH CONFIDENCE > 50% 

     USING ObjectDetector() 

 Object Detection with Specific Attributes (D2) 

The second query (Q2) is similar to Q1 with the addition of specific object attributes. 

Here the WHERE clause consists of two predicates – an object label which is a ‘Car’ 

and an object attribute which is of color ‘Black’. It is worth mentioning that the 

WHERE clause, in general, can be a combination of logical operators (AND, OR) and 

comparison operators (<, >, =≤, ≥). The USING clause will select the object 

detection, object tracking, and color detection ML model over which the video data 

will be processed and tracked to identify objects and its attributes. 

Q2: SELECT Object FROM Camera 

    WHERE Object.label=’Car’  

    AND Object.attrcolor =’Black’ 

    WITHIN TIME-WINDOW(10) 

    WITH CONFIDENCE >50% 

    USING ObjectDetector(Tracker), ColorDetector() 

 Spatial Relationship between Objects (D3) 

The third VEQL query (Q3) identifies the spatial relationship between two objects. 

In the pattern clause of Q3, ‘Left’ is one of the spatial relations which need to be 

established between two objects, i.e., ‘Car’ with color attributes ‘Black’ and ‘Not 

Black’. Q3 identifies an event pattern where a ‘Black Car’ is present on the left of 

the ‘Not Black’ car in the time window of 10 sec.  

Q3: SELECT Left(Object1, Object 2)FROM Camera 

    WHERE Object1.label= ‘Car’ AND 

    Object1.attrcolor =’Black’ AND 

    Object2.label = ‘Car’ AND  

    Object2.attrcolor =’Not Black’ 

    WITHIN TIME-WINDOW(10) 

    WITH CONFIDENCE >50% 

    USING ObjectDetector(Tracker), ColorDetector() 
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 Temporal Relationship between Objects (D4) 

Query 4 (Q4) establish a temporal relationship between different objects. EQL’s like 

Snoop [61], CEDR [62], and SASE [63] have well-established composition 

operators that support temporal relationships. VEQL borrowed temporal constructs 

from these languages and used them for the processing of video streams. In Q4, 

pattern clause sequence (SEQ) identifies the occurrence of objects in order. Query 

4 enlists that two objects ‘Car’ and ‘Person’ are occurring in a sequence in the time 

period of 10 sec.  

Q4: SELECT SEQ(Object1, Object2) FROM Camera 

    WHERE Object1.label=’Car’  

    AND Object2.label =’Person’ 

    WITHIN TIME-WINDOW(10)  

    WITH CONFIDENCE >50% 

    USING ObjectDetector(Tracker) 

 Count Objects across Frames (D1, D4) 

In query 5 (Q5), the pattern clause is about detecting ‘High Volume Traffic’. The 

WHERE clause has two predicates to define high traffic flow. First is the COUNT of 

an object, i.e., ‘Car’ should be greater than some threshold (here 5). The second is 

the count of objects should be consistent across each received frame which is 

denoted by FOR EACH FRAME clause.  Thus, Q5 is a combination of detecting 

objects and counting each object across each frame to detect the high or low traffic 

flow pattern. 

Q5: SELECT HIGHVOLUMETRAFFIC(Object)FROM Camera 

    WHERE Object.label = ‘Car’ 

    AND COUNT(Object)>5 FOR EACH FRAME 

    WITHIN TIME-WINDOW(10)  

    WITH CONFIDENCE >50% 

    USING ObjectDetector(Tracker) 

4.8 USER DEFINED EVENT RULES 

Till now, I have discussed the standard VEQL event operators to query simple video 

patterns. The video event patterns are complex and can have both temporal and 

spatial dynamics. VEQL supports user-defined functions where subscribers can 

write event rules and use them as event operators to query the video stream. The 

spatiotemporal factors are encoded using event rules via the above-defined 

constructs. One can develop intuitive definitions, facilitating interactions between 
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Table 4.3 Event query operators from Traffic Management and Activity Recognition domain 

Chapter Event Operator 

Chapter 5 

Traffic Management 

• Vehicle Direction (left, right, front, back) 

• High and low volume traffic 

Chapter 7 

Traffic Management 

• Pass By 

• Follows By 

• Lane Change 

• Parking Lot Status 

• Jaywalking 

• Vehicle Attributes 

Activity Recognition 

• Person sitting on chair 

• Fall Detection 

• Bike Ride 

• Horse Ride 

• Hand Shaking 

• Punching 

• Walking 

Chapter 9 

Open Street Map Services (Traffic Management) 

• Vehicle Speed Estimation 

• Vehicle Lane Direction 

• Traffic Congestion Estimation 

complex event definition by developer and domain expert. These event rules can be 

wrapped using a high-level semantic concept (such as ‘Pass By’ and ‘Follows’), 

which can act as an event operator to match patterns over video data. In this thesis, 

different user-defined complex event operators have been defined to show the 

efficacy of VEQL for video event detection. Table 4.3 shows the list of other 

complex event operators that have been described in different chapters of the thesis. 

The next section explains the architecture of the VEQL component. 

4.9 VEQL IMPLEMENTATION ARCHITECTURE 

 

Figure 4.9 VidCEP Query Manager component to handle VEQL queries 

Figure 4.9 shows the VidCEP Query Manager component which handles the VEQL 

queries execution. The explanation of the VEQL Query Engine and its components 

are given below: 

Q
u

e
ry

 I
n

te
rf

a
c
e

VEQL Query

QUERY MANAGER

Subscriber Id Query Id List

S1 Q1,Q2,Q3

S2 Q4

S3 …

….. …

Query

Id

Window Publish

er

VEQL

Graph

QoS

Metrics

Model 

Cascade

Q1 10 Cam1 G1 50,40,40 M1, M2

Q2 … … … … ……

VEQL Parser

Subscriber

Query Profiler Query Register

VEQL Query Engine



 

 

79 

 

Query Register  

It is the registry that maintains the queries subscribed by different subscribers. As 

per Figure 4.9, the format in which the query is registered in the query register is: 

<subscriber_id, “query_id: query_info”> 

where: 

• query_id: The query_id is a MD5 hash which is created using subscriber_id 

and the query_number. 

• query_info: The query_info stores the VEQL query and other related 

metadata information in the following format: <VEQL query, subscriber_id, 

query_number>. 

VEQL act as a longstanding query [126] which means once it is registered in the 

system, it will continuously monitor the incoming video streams.  

VEQL Parser 

The VEQL parser parses the VEQL syntax using clauses and other stop keywords 

and extracts the query predicates such as windowing, publisher, and QoS metrics. 

Query Profiler 

The query profiler creates the profile for each VEQL query. It stores the query 

predicates which are then sent to different VidCEP components. 

As per Figure 4.9, the query profiler stores the following information: 

• windows: Stores the windows information of VEQL. The profiler will instantiate 

windows in the VidCEP as per window information (such as duration and type). 

• publisher: Publisher information of VEQL. The profiler will send the publisher 

information to the VidCEP Stream Manager component to initialize the required 

publisher.  

• VEQL graph: VEQL query predicate graph. More about the query graph is 

explained in Section 4.9.1. 

• QoS Metrics: It represents the application and resource metrics such as matching 

score, edge CPU usage, and edge memory usage. The VEQL QoS metrics are 

used to develop data-driven techniques such as adaptive windows (VID-WIN) 

and discussed in detail in Chapter 8. 
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• Model Cascade: The Model Cascade emulates the machine learning (ML) model 

pipeline over which the query is executed. The model pipeline information is 

passed to Content Extractor via Event Dispatcher. 

In the next section, I will discuss the VEQL query graph created by the VEQL parser. 

 VEQL Query Graph for event matching 

The VEQL queries are converted to a query graph which is used for graph-based 

matching over video streams. The video streams are represented as a structured 

graph representation- VEKG (Video Event Knowledge Graph) and is discussed in 

length in Chapter 5. The VidCEP matching engine uses a VEQL query graph to 

match the event pattern over the incoming graph-based video stream. The VEQL 

event operators are stored in the VidCEP matching engine component which helps 

in creating atomic relations for the VEKG graph. Later VidCEP matcher uses the 

VEQL graph to reason query predicates to identify the pattern. Currently, the VEQL 

uses a depth-first search [231] to parse the VEQL conditional statement. Table 4.4 

shows the query graph examples with the increasing complexity of event predicates 

and their processing order during event matching. 

Table 4.4 VEQL query graph examples 

Query VEQL Query  Query 

Graph 

Processing Order 

Object 

Detection 

operator 

SELECT Object1 FROM Cam1 

WHERE object1.label= car Figure 4.10 

1. O1 

Object 

Detection 

with AND 

operator 

SELECT Object1, Object2 

FROM Cam1 WHERE 

object1.label= person 

AND object2.label = car 

Figure 4.11 

1. O1 AND O2 

Object and 

Attribute 

Detection 

with AND, 

OR operators 

SELECT Object1 FROM Cam1 

WHERE object1.label= car 

AND (object1.color=blue 

OR object1.color=black)) Figure 4.12 

1. N3 OR N2 

2. N1 AND 

OUTPUT(1) 

 

Object and 

Attribute 

Detection 

with nested 

AND, OR 

operators 

SELECT Object1 FROM Cam1 

WHERE object1.label=car 

AND (object1.color=blue 

OR object1.color=black 

OR (object1.color=grey 

AND object1.type=Sedan)) 

Figure 4.13 

1. N4 AND N5 

2. OUTPUT(1) OR N3 

3. OUTPUT(2) OR N2 

4. N1 AND 

OUTPUT(3) 
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Figure 4.10 Simple query graph for 

object detection 

 

Figure 4.11 Query graph for object detection with 

AND condition 

 

 

Figure 4.12 Query graph for object and attribute detection with AND, OR operator 

 

Figure 4.13 Query graph for object and attribute detection with nested AND, OR operator 

4.10 SUMMARY 

This chapter presented VEQL, a complex event query language to detect spatial and 

temporal event patterns in video streams. The chapter identifies the query 

dimensions to support video event processing and later details the shortcomings in 

current event query and video query languages. The chapter then details the 

declarative VEQL syntax and clauses. VEQL borrows the critical aspects from event 

processing and video database query languages and acts as the bridge between them. 

The VEQL language provides different spatial and temporal constructs to detect 

video events from the video streams. VEQL supports object and attributes detection, 

DNN model pipelines, QoS metrics such as pattern matching score, CPU and 
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memory usage, and state management functionality. The chapter presented the 

detailed VEQL architecture which is part of the Query Manager component in 

VidCEP. The chapter enlists various VEQL examples based on identified query 

dimensions and explains the internal query parsing using query graphs. In the next 

chapter, I will discuss video event representation and event matching using VEQL 

queries. 
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Chapter 5  

 

VEKG: Video Event Knowledge Graph and 

Spatiotemporal Video Event Matching 

र्नर्ित्वा र्ः प्रक्रमते नािििसर्त कमििः । 

अिन्ध्यकालो िश्यात्मा स ि  पस्तित उच्यते ॥ 

- निदुर िीनत 

 

 

 

5.1 INTRODUCTION 

This chapter deals with the research question RQ2(a), RQ2(b), and RQ3(a) which 

are as follows: 

RQ2: How to represent a continuously evolving low-level video stream to 

capture high-level semantics? 

a) How to extract and represent low-level video content and video stream 

into a structured data model with high-level semantic concepts? 

b) How to identify relationships between semantic concepts of video content 

which occur over time and space? 

RQ3: How to enable and improve performance for state-based 

spatiotemporal video event matching? 

a) How to perform spatiotemporal matching over semantically represented 

video data (RQ2) with proposed high-level queries (RQ1)?  

The chapter discusses three key contributions to tackle the main provisions of video 

representation and matching: 

1. Structured Video Event Representation: A flexible semantic event representation 

of video streams is presented in the form of graphs using the Video Event 

Knowledge Graph (VEKG). 

2. Video Event Extraction and Representation Architecture: A prototype 

architecture of the VEKG construction process. 

A wise person is one whose endeavors are preceeded by a 

firm commitment, who does not take long rests before the 

task is accomplished, who does not wastes time and who 

has control over his/her mind. 

- Vidur Niti 
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3. Spatiotemporal Video Event Matching: A 3-level spatiotemporal matching 

algorithm using VEQL to perform state-based spatiotemporal event matching. 

As shown in Figure 5.1, VidCEP components Content Extractor and Matching 

Engine and their proposed techniques are discussed in detail in this chapter. The 

proposed approaches in the chapter have been published in the International Journal 

of Semantic Computing (IJSC) 2020 [93], IEEE Graph Computing 2019 [96], IEEE 

Big Data 2019 [92]. 

 

Figure 5.1 VidCEP components responsible for Video Event Knowledge Graph (VEKG) and 

spatiotemporal event matching 

The rest of the chapter is organized as follows: Section 5.2 introduces the problem 

and throws light on challenges, requirements. Section 5.3 discusses the related work.  

Section 5.4 provides the background for video events and representation techniques. 

Section 5.5 formalizes the Video Event Knowledge Graph (VEKG) technique. 

Section 5.6 describes the VEKG extraction component, while Section 5.7 focuses 

on event matching. The experimental results and chapter summary is explained in 

Section 5.8 and Section 5.9, respectively. 

5.2 PROBLEM FORMULATION 

The CEP system performs pattern matching, assuming that the incoming stream has 

a structured data model such as key-value pairs or RDF [30]. Currently, CEP systems 

have inherent limitations to process unstructured data streams. Unstructured data 

like videos have their own challenges as they are highly expressive to humans but 
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lack a specific data model. For example, an image can be interpreted in multiple 

ways depending on human perception. They have a high degree of information 

(multiple objects and relationships) but are organized sparsely and are represented 

as sophisticated low-level features to the machine (pixels and edges). There is a 

requirement to structure such complex data to enable the CEP engine to reason and 

detect complex pattern matches in near real-time. 

 Challenges for Video Event Detection in CEP 

 

Figure 5.2 Representation and matching challenges for video event detection in CEP 

Figure 5.2 shows a motivating scenario where a subscriber is interested in 

identifying some patterns over a camera video stream. The subscriber enlisted three 

basic queries: 1) identification of ‘person’ and ‘car’, 2) identification of ‘white car’, 

and 3) identify if ‘person is right of a car’. The subscribers have added a temporal 

bound where events of interest are only valid if they occur in five sec. of a camera 

video stream. Processing such video event queries in a CEP engine leads to 

challenges which are as follows: 

• As shown in Figure 5.2, the video content is represented as low-level features 

such as in RGB color channels and pixels values. How to extract and represent 

low-level video content and video stream into a structured data model with high-

level semantic concepts (such as ‘car’ and ‘person’ in Q1)? 

• The query Q2 specifies a unique characteristic (white car) of a visual concept. 

How to identify such features from low-level video content? 

• The query Q3 requires a ‘right’ relationship between visual concepts ‘car’ and 

‘person’. How to identify relationships between visual semantic concepts of 

video content which occur over time and space? 

• Finally, the question arises, how to match spatiotemporal CEP event queries over 

the represented data model at run time? 

frame (t1)frame (t2)frame (t3)frame (t4)

Q1: Notify if person and car 

present in video in last 5 sec

CEP 

Engine
notification

query

Low-Level 

Video Frame 
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car present in video in last 5 
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For the sake of simplicity, the queries mentioned above (Q1, Q2, Q3) are written in 

simple text and can be easily written to VEQL syntax. Later in Section 5.7, it is 

shown how the VEQL queries are used for matching in the VidCEP framework. All 

the experiments performed in the chapter are based on VEQL query examples 

discussed in Section 4.7 of Chapter 4. The following section discusses the problem 

requirements as per the identified challenges.    

 Problem Requirements 

Videos are considered a continuous sequence of image frames, which consists of 

objects. Humans perceive objects as high-level visual concept that occupy specific 

positions in an image. Technically, objects are a collection of low-level image 

features that have been given a high-level semantic label like car and person. Videos 

have an evolving nature where different objects occur over time, generating varying 

kinds of complex events. Modeling complex events in unstructured data like videos 

require detecting objects and relationships between them. Following Table 1.1, four 

essential requirements are enlisted to represent video data suitable for complex event 

processing matching: 

R3: Identification of objects and their attributes 

• Object Detection: Objects are considered as fundamental building blocks of 

videos. There is a need to detect objects from low-level video content as they 

act as a backbone of the required data model. For example, a simple CEP 

query can notify if any car object is present in the video feed. 

• Attribute Detection: An object can have specific characteristics that 

differentiate it from other objects. These can be termed object attributes. For 

example, in Figure 5.2, there is car object with white color attributes. 

R4: Relationships between objects 

• Spatiotemporal Relationship Identification: Objects in videos are 

inextricably link with space and time as they change their spatial position (if 

moving) over time and generate different events. These interactions create a 

spatiotemporal network giving rise to multiple complex events. For example, 

in Figure 5.2, a white car is spatially located to the left of a person (frame 

t4). Here, left is a spatial relationship between car and person objects with 
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color attribute as white. Similarly, complex events such as high volume 

traffic require relationships across multiple objects. 

R5: Spatiotemporal video event pattern matching 

The complex patterns can have both temporal and spatial events. These 

spatiotemporal factors need to be encoded in the representation by defining event 

rules. The event rules can be wrapped using a high-level semantic concept (such as 

high volume traffic), which can act as a template to match the pattern over structured 

representation. 

The next section lists the related work which is focused on video event 

representation and video event matching. As per the requirements discussed in 

Chapter 1, the section discusses the shortcomings in the current literature shows how 

the currently proposed techniques are aligned with the prerequisite.   

5.3 RELATED WORK 

 Multimedia event representation 

Different data models have been proposed in the literature to represent multimedia 

data like videos and images. Initially, Westermann et al. [232] proposed an ‘E’ event 

model for multimedia applications. They discussed various multimedia 

characteristics like spatial, temporal, informational, and structural, which need to be 

considered during event modeling. As per requirements, in this thesis, the 

representation model has been divided into three major categories: 1) Ontology, 2) 

Graphs, and 3) Relational. 

A) Ontology-Based Representation 

MSSN-Onto [68] 

Description: MSSN-Onto [68] is an ontology framework which focuses on event 

schema for multimedia sensor network.  

Limitation: The work differs from VKEG representation in several ways- 1) MSSN-

Onto focuses on visual descriptors, motion descriptor, spatial and temporal (camera 

duration) aspects instead of high-level semantic concepts and relationships in videos, 

2) The representation lacks to model interframe and intraframe relationships as in 

VEKG, 3) The representation does not support continuously evolving video stream 

which is one of the key aspects in VEKG, 4) In MSSN-Onto the event pattern is 
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created using ontology rule while in VidCEP graph-based event matching is 

performed using VEQL query operators.  

IMGPEDIA [45] 

Description: IMGPEDIA [45] added low-level features to create a linked dataset of 

images from the DBPEDIA dataset. IMGPEDIA can be leveraged to perform visuo-

semantic queries to retrieve top-k similar images.  

Limitation: The work is limited to static images instead of videos and captured no 

semantic relationship. The work does not focus on spatial and temporal relationship 

and perform descriptor based image matching. 

OVIS [46] 

Description: In OVIS [46], the authors have developed a video surveillance 

ontology using SWRL rules for large volumes of the video in databases. OVIS 

focuses on indexing and retrieval of large size video in databases. 

Limitation: Contrary to OVIS, VEKG representation can be deployed both in the 

database and streaming scenario.  

SPARQL-MM [38] 

Description: Kruz et al. [38] have proposed SPARQL-MM where they introduce a 

class model to describe multimedia concepts as spatiotemporal entities. It defines 

events in terms of spatial (point, line, shape) and temporal, thing (instant, interval) 

for linked video. 

Limitation: SPARQL-MM does not deal with high-level visual concepts like objects 

and performs spatiotemporal operations over pre-annotated data. VEKG models 

object as nodes and create a spatial and temporal relationship between objects within 

the same frame and across the frame. 

Object Relation Network (ORN) [44] and CogVis [86] 

Description: Chen et al. proposed an Object Relation Network (ORN) which is a 

guide ontology to recognise the scene in an image [13]. ORN acts as background 

knowledge to transfer rich semantics to identify relationships among objects based 

on an energy function. CogVis [86] propose a guide ontology to recognize the visual 

scene change detection in an image. CogVis uses top-down and bottom-up attention 

mechanism and collects image primitives (such as point, line and polygon) to form 

high-level objects.  
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Limitation: The above work is limited to representing images and lacks 

spatiotemporal reasoning while VEKG is used to model videos. 

B) Graph-Based Representation 

STRG [47] 

Description: Lee et al. [47] proposed SpatioTemporal Region Graphs for videos to 

model object as nodes and create relationship using Region Adjacency Graphs 

(RAG).  The work presents a novel graph edit distance metric to cluster similar 

object graphs for efficient indexing. 

Limitation: Instead of focusing on low-level features like in RAG, VEKG is built 

over high-level semantic labels (objects) extracted from DNN models capturing 

spatiotemporal relations among them. In RAG, the same segmented regions within 

the image frames are connected using common boundaries. In VEKG, the same 

objects are temporally connected across frames using tracking. In the same frame 

the objects are connected using spatial relation. The core focus of STRG was 

indexing while VEKG aim is to create a video data model for event pattern matching. 

Scenegraph [43] 

Description: Johnson et al. [43] have proposed Scenegraph, an image representation 

technique to encode object instances, attributes, and relationships. In their work, 

authors have proposed a conditional random field model to perform semantic image 

retrieval using scene graph queries. 

Limitation: Visual relation detection techniques like Scenegraph [43] works on static 

data such as images where relationships are annotated among objects manually. The 

proposed work does not handle the temporal aspect of videos. VEKG, on the other 

hand, detects relationships among objects over space and time using event rules. 

C) Relational Representation 

BlazeIT [37] 

Description: Kang et al. [37] have proposed a BlazeIT system to optimize video 

queries using neural networks. BlazeIT uses FRAMEQL data schema, a relational 

table with attribute values like timestamp, class, and trackid. 

Limitation: The key focus of BlazeIT system is query optimization in the database 

setting. VidCEP focus on state-based spatiotemporal complex video event matching. 
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VEKG representation encodes spatiotemporal relations while FRAMEQL schema 

in BlazeIT lacks spatial and temporal relationship support across object frames. 

Eventshop [70, 71, 233]  

Description: Eventshop is a framework that focuses on situation recognition in 

multimedia data where users model their situation of interest as per domain. 

Eventshop uses an ‘E-mage’ data structure which encodes spatiotemporal user 

interest data for different geolocation cells. 

Limitation: The ‘E-mage’ representation in Eventshop is limited and can not handle 

complexities like object’s relative position, their presence and absence in a video 

with respect to time. VEKG representation is motivated by knowledge graphs, which 

can be enriched, queried, and can maintain the complex spatiotemporal relationship 

among different objects.  

 Video Event Pattern Matching 

A) Video Pattern Detection in Event Processing System 

Event Matching in Multimedia and Sensor Network [74] [234] 

Description: Gao et al. [74] focused on complex event detection in a multimedia 

communication system. Taylor et al. [234] proposed an event framework that uses 

ontology-driven CEP in sensor networks with digital messages and temporal 

correlations. 

Limitation: Gao et al. [74] assumed the event as a high-level entity without any video 

content extraction being involved in the process. Taylor uses structured sensor data 

with temporal aspects while VEKG deals with unstructured video data with spatial 

and temporal relationships.  

Alam et al. [72, 235] 

Description: Alam et al. [72, 235] have proposed a generalized DNN-based 

multimedia event processing approach. The work introduces multimedia event 

operators and uses DNN models to extract image features for event matching. The 

work has also proposed domain adaptation techniques to reduce response time while 

training classifiers for unseen subscriptions. 

Limitation: Alam et al. [20] 's work is limited to the detection of objects (like ‘Bus’) 

from images in event-based systems rather than focusing on complex event patterns. 
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The work does not focus on event representation techniques and spatiotemporal 

video event matching, which are the core contribution of the VidCEP framework. 

EventCrowd [73] 

Description: Yadav et al. [73] proposed a crowd-enabled event processing engine to 

detect event patterns using the human-in-the-loop approach. The framework 

leveraged human intelligence to solve data uncertainty problem in event recognition. 

The work focused on pattern detection like ‘wildfire’ from unstructured data like 

images using crowd knowledge.  

Limitation: In EventCrowd, the events are wrapped as data objects and do not focus 

on spatiotemporal relationships. The event matching is hybrid where some tasks are 

evaluated by humans while others by matching engine. The work does not support 

video streams. In contrast, VidCEP performs automated detection of complex video 

patterns using VEQL query operators. 

Chakravarthy et al. [60] 

Description: The authors have analysed video analytics in traditional stream 

processing system for situation recognition. A relational table and arrable data model 

is proposed which stores the preprocessed video features. The authors proposed 

AQuery which is an extension of SQL to detect video events such as count. 

Limitation: The arrable data model lacks in modeling complex spatiotemporal 

relationships between objects. The work is limited to detecting simple event patterns 

like detecting and counting objects with no state management support. 

Video Structural Description [69] 

Description: Xu et al. [69] presents Video Structural Description (VSD) [69] 

technology for discovering and organizing semantic concepts in video surveillance 

systems. The semantic concepts are managed using a domain ontology. The work 

also proposes spatial and temporal event relations to identify traffic video events. 

 Limitation: The VSD representation does not specify how objects are connected 

across frames. The work focuses on extracting semantic concepts and organizing 

video sources with no CEP focus. 

Medioni et al. [49] 

Description: Medioni et al. [49] focused on detecting and tracking moving objects 

and created a frame-level representation using low-level image features.  



 

 

92 

 

Limitation: They do not deal with complex event pattern matching, query 

formulation over data streams, and stream representation.  

B) Event Reasoning Models 

In ‘REMIND’ [48], Dubba et al. used Inductive Logic Programming to create 

relation event models for video. Our work overlaps with them regarding designing 

patterns but differs in using the CEP system, video event representation, and 

aggregation. Activity recognition [236] is another domain that involves the detection 

of predefined human actions like walk, jump, cook. Different models from First 

Order Logic rules such as Markov Logic Network [237] and Probabilistic Soft Logic 

[238] have been proposed to determine high-level activities. Shang et al. [111] use 

neural networks and capture the relationship among objects in a video, where 

relationships were encoded in the training data manually and later trained to predict 

relation. Herzig et al. [75] proposed a Spatio-Temporal Action Graph (STAG) to 

identify collision events using an end-to-end deep learning model. VEKG is a more 

generalized version of STAG and can be used both in DNN and rule-based models 

and can handle multiple relationships within a single representation.  

Table 5.1 summarizes the comparison of multimedia event representation and 

techniques as per the requirements R3, R4 and R5 discussed in Chapter 1. It can be 

evident from the table that VEKG follows the graph representation and fulfils the 

requirement in terms of objects, attributes, and spatiotemporal relationships which 

is not supported by other representation techniques.  

In the next section, I will discuss the video events and related representation. 

5.4 DEFINING VIDEO EVENTS 

An event is an instantaneous occurrence of interest at a given time [123] due to a 

change in the system environment. The video event is defined as a high-level 

semantic concept observed in the change of state in video content over time [42]. 

The change in the video content can be due to multiple reasons such as object 

motion, new objects, the exit of old objects, and change in the appearance of objects 

over time. In CEP, the events can exist in entirety, i.e., simple events, or they can be 
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Table 5.1 Comparison of related work with the requirements R3 (representation of objects and its 

attributes),  R4 (relationships between objects), and R5 (event matching) 

Supported Work Identification and 

representation of objects and 

attributes (R3) 

Relationships between 

Objects (R4) 

Video Event Matching 

(R5) 

Stream 

Represent

ation 

Objects Object 

Attributes 

Spatial 

Relations 

Temporal 

Relation 

State-

based 

Matchin

g 

Spatiotem

poral 

Matching 

(R5) 

Ontology IMGPEDIA[

45] 

Partial 

Low-Level 

Features 

No No No No No No 

MSSN-Onto 

[68] 

Partial 

Low-Level 

Features 

Partial 

Color 

Descriptor 

No No No No No 

SPARQL-

MM [38] 

Partial 

Concepts in terms 

of the spatial entity 

like line, polygon 

etc. 

No Yes Partial 

No 

temporal 

relation 

between 

objects 

No Yes No 

OVIS [46] Yes 

Divided objects 

based on mobility, 

non-mobility skills 

and low-level 

features. 

No Yes No No Yes No 

Database 

indexing 

and 

retrieval 

system 

VSD [69] Yes Yes Partial No No Partial No 

CogVIS [86] Yes No No No No No No 

ORN [44] Yes 

Objects as visual 

concepts in images 

 No No   No 

Relationa

l 

BlazeIT  [37] Yes Yes No No No yes No 

Eventshop 

[70, 71] 

Yes 

E-Image, features 

No No No No Yes No 

Alam et al. 

[72, 235] 

Yes No No No No No No 

Event Crowd 

[73] 

Yes No No No No No No 

REMIND 

[48] 

Yes No Yes Yes No Yes No 

Chakravarthy 

et al. [60] 

 

Yes No No No Yes Partial 

Temporal 

Yes 

Graph STRG [47] Partial 

Segmented regions 

(low-level visual 

descriptors) 

No Partial 

Relations

hips with 

common 

region 

boundarie

s 

Yes 

 

No No Partial 

Indexing in 

databases 

Scene graph 

[43] 

Yes 

Describe the 

content of the 

scene in images 

with concepts like 

objects 

Yes Yes 

 

No No No No 

STAG [75] Yes No Yes Yes No Yes No 

VEKG [93, 

96] 

Yes Yes Yes Yes Yes Yes Yes 
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derived from the collection of events, i.e., complex events. Following the CEP 

terminology, two categories of video events are defined: 

• Simple Video Event: In CEP, a simple event is the instantaneous and atomic 

(i.e., either exists entirely or not at all) occurrence of interest at a specific time 

instance [63]. We have extended this notion of a simple event for videos. Objects 

are the primary visual concepts that a user can perceive from a video sequence. 

Thus, a Simple Video Event can be defined as an occurrence of any object which 

a user can identify from the video. If a user queries about the presence or absence 

of objects (e.g. ‘car’ and ‘person’) in a video, we consider it a Simple Video 

Event. 

• Complex Video Event:  In CEP, complex events are considered as composed 

or derived events that are constructed from simple events [17]. The simple events 

are nested with different temporal and logical operators to form a complex event. 

Complex events can be either a collection of simple events or input to the 

formation of another complex event. The complexity of an event depends on the 

application logic and rules created for it. A Complex Video Event can be built 

using spatial, temporal, and logical operations using simple video events. For 

example, high volume traffic in a video is a complex video event made from 

simple video events such as the presence of cars and their count at a specific 

location for a given time. 

 Video Event Representation 

In CEP, each incoming event is defined using a fixed data model. The stream is a 

continuous phenomenon, so each incoming data is timestamped. This helps in 

identifying their order of occurrences, which enables the matcher for more complex 

reasoning during matching. Cugola et al. [30] represented an event in terms of 

payload and time. These payloads can have different structures and formats like key-

value pairs structured XML and RDF triples. Videos comprise a sequence of 

consecutive image frames and can be considered as a data stream, where each data 

item represents a single image frame. Representing semantic information from video 

streams is a challenging task. Figure 5.3 shows the complexity of a video event, 

where an image is described as low-level features (pixel values) to the machine. At  
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Figure 5.3 Video events hierarchy and the semantic gap between human and machine 

the same time, human interprets them as high-level semantic concepts (‘car,’ ‘red 

car’) which creates a semantic gap between the user and the data. In the real world, 

content extraction of video data leads to challenges like detecting object motions, 

relationships with other objects, and their attributes. Object detection techniques are 

not enough to define the complex relationships and interactions among objects and 

limit their semantic expressiveness. Thus, the video frames need to be converted into 

suitable representation to be processed by the CEP engine.  

 Knowledge Graphs 

Knowledge Graph (KG) represents knowledge in graph form and captures entities, 

attributes, and their relation in nodes and edges, respectively [239]. Entities relate to 

things that exist in the real world and have an independent existence. Attributes are 

the characteristics and properties of an entity. A KG involves a two-step process- 1) 

construction and 2) query. The construction algorithm consists of creating a graph 

from unstructured data by extracting entities, attributes, and relations using 

knowledge extraction and entity linking methods. The query algorithm then reasons 

over the constructed graph to identify patterns. Figure 5.4 (a) and (b) shows a KG 

structure with a simple example where a person (E1) with name  (A1) Barack Obama 

was born in (R1) city (E2) Honulu (A2) and was the president of (R2) of country 

(E3) United States (A3). Here the edges (R1, R2, R3) are typed relationships with 

high-level semantic meaning like bornIn, presidentOf, and locatedIn.  Some  
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Figure 5.4  (a) Knowledge Graph structure (b) Knowledge Graph example 

examples of famous KG’s are IBM Watson12, Google Knowledge Vault [240], and 

Facebook Graph API13. 

5.5 VIDEO EVENT KNOWLEDGE GRAPH 

An object-centric representation using entity-centric Knowledge Graphs (KG) is 

proposed. Graph-based representation for the video stream is suitable due to 

following reasons: 

• Scalable: Can capture multiple and diverse video objects and attributes 

information occurring at different time instances. 

• Complex Relationship: Can capture interaction among video objects as 

spatiotemporal relationships which can later be inferred as a high-level event like 

high volume traffic using event rules. 

• Maintains Hierarchy: Can handle information at different hierarchies ranging 

from low-level image features to semantic mappings like objects and scenes. 

• Semantically Queryable: Can apply event rules and define pattern-matching 

operations over the data. 

We have aligned the KG construction process with the video representation 

requirements listed in Section 5.2.2. As shown in Figure 5.5, the representation 

process is divided into two aspects- 1) Objects and Attribute detection, and 2) 

Relationships among Objects. 

 
12 https://www.ibm.com/cloud/watson-discovery 

 
13 https://developers.facebook.com/docs/graph-api/ 
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Figure 5.5 VEKG creation process 

• Objects and Attribute Detection (R3): Following KG extraction, object and 

attribute detection are performed for video frames. The objects can have 

multiple characteristics and properties which are represented as their attributes 

(e.g., color, type). Figure 5.5 shows the creation process for the image where 

car objects with different color attributes (red and black) are extracted. 

• Relationships among Objects (R4): In a video, relationships among objects can 

exist across time and space. They can be classified as: 

– Relationship within a frame (Intraframe): Within an image frame, objects 

occupy specific positions. The objects may change their locations, creating 

multiple types of spatial interactions among different objects. Thus, a spatial 

relationship can be established among the objects within a frame. Figure 5.5 

shows the spatial relation (rel1, rel2, rel3) among three car objects. The different 

spatial relationships have been discussed in Section 4.5. 

– Relationship across frames (Interframe): Across frames, objects interact with 

each other over time. The changeover object spatial interactions come with time. 

Thus, temporal relationships can be established among objects across frames. 

The temporal aspects among objects can be modeled as discrete or in the interval 

and discussed in Section 4.6. 

Following this, a Video Event Knowledge Graph (VEKG) representation is 

proposed, where nodes correspond to objects and edges represent spatial and 

temporal relationships among objects (Figure 5.6). A VEKG can be defined as: 
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Figure 5.6 Video Event Knowledge Graph (VEKG) schema 

Definition1 (VEKG Graph): For any image frame, the resulting Video Event 

Knowledge Graph is a labeled graph with six tuples represented as VEKG = 

(𝐕, 𝐄, 𝐀𝐯, 𝐑𝐄, 𝛌𝐯, 𝛌𝐄 ) where 

𝐕 = set of object nodes 𝑶  

𝐄 = set of edges such 𝐄 ⊆ 𝐕 X 𝐕 

𝐀𝐯= set of properties mapped to each object nodes such that 𝑶 = (id, 

attributes, label, confidence, features) 

𝐑𝐄= set of spatiotemporal relation classes  

𝛌𝐯, 𝛌𝐄 are class labeling functions 𝛌𝐯: 𝐕 →  𝑶 and 𝛌𝐄: 𝐄 → 𝐑𝐄 

Definition2 (VEKG Stream): A Video Event Knowledge Graph Stream is a 

sequence ordered representation of VEKG such that 𝑽𝑬𝑲𝑮(𝑺) =

{(𝑽𝑬𝑲𝑮𝟏,  𝟏), (𝑽𝑬𝑲𝑮𝟐,  𝟐)… (𝑽𝑬𝑲𝑮𝒏,  𝒏)} where  𝝐     𝒔 𝒂   such that   <

  +𝟏. 

 

Figure 5.7 VEKG stream example 
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Figure 5.7 shows a VEKG stream of three VEKG graphs for image frames at 

different time instances. The object nodes (Car1, Car2, Car3) in VEKG graphs are 

connected using spatial and temporal edges. VEKG is a complete digraph, which 

means that each object is spatially related to another object present in the image 

frame. Initially, the edge weight is set to zero, and the weights between nodes are 

updated in windows using query event rules during matching. The temporal relation 

edge between object nodes is created by identifying the same object nodes in 

different frames using object tracking. The tracking is performed based on cosine 

distance between objects features and Intersection Over Union (IOU) of bounding 

boxes extracted using DNN models or using object tracker like DEEPSORT. 

The following section discusses the relation creation process in the video event 

knowledge graph. 

 VEKG Construction Process 

 

Figure 5.8 VEKG construction example 

Figure 5.8 shows the VEKG construction example over a video stream with four 

frames. The construction process shows the application of left boolean spatial 

function (bsf) over the video frames. As shown in Figure 5.8, the four frames across 

time 𝑡1, 𝑡2, 𝑡3, 𝑎𝑛𝑑 𝑡4 consists of three objects 𝑂1, 𝑂2 𝑎𝑛𝑑 𝑂3. The left side of the 

figure shows the corresponding VEKG representation of the video stream. For time 

𝑡1, there is only one object 𝑂1, so a single VEKG node instance 𝑂1 is created. At 

time 𝑡2, there are two objects 𝑂1 𝑎𝑛𝑑 𝑂2, so two VEKG nodes 𝑂1, 𝑂2 are created. In 

Figure 5.8, at the time 𝑡2, it can be seen that object 𝑂1 is in left of object 𝑂2. The bsf 

left operation is applied over 𝑂1 𝑎𝑛𝑑 𝑂2 where the relation 𝑂1 → 𝑂2 is true and is 

labeled 1 while the relation 𝑂2 → 𝑂1 is false and is labeled as 0. The relation is 

calculated by comparing the bounding box location of the images with respect to the 

frame reference. Currently, all the spatial calculations happen in 2-D plane and 
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different operators which can be used have already been discussed in Chapter 4. 

Similarly, the VEKG edge relations are created for the time 𝑡3, 𝑎𝑛𝑑 𝑡4. 

The next section focuses on the architectural components related to the VEKG 

extraction and creation. 

5.6 VEKG EXTRACTION COMPONENTS 

 

Figure 5.9 VEKG extraction architecture components in VidCEP framework 

Figure 5.9 shows the proposed architecture of VEKG extraction for complex event 

pattern matching. In VidCEP, the VEKG extraction process is spread across Content 

Extractor and Matching Engine components. These architecture components are 

explained below in detail. 

• DNN Model Cascades: The DNN model cascades are part of the VidCEP 

Content Extractor component. Figure 5.9 shows a 3-stage model cascade with 

YOLO Object Detector [188], DeepSORT object tracker [221], and a color 

attribute classifier. The object detector detects objects and other metadata such 

as object labels, bounding boxes, and center locations from the received feature 

map. The tracker keeps track of the object across frames so that unique objects 

can be identified. The features of the object are then passed to attribute classifiers 

to detect its characteristics, such as color. The model cascade complexity can 

vary depending on the requirements and use cases. The model cascade flow is 

created as per the VEQL USING clause where it mentions the required model to 

process the given query. The USING clause is discussed in detail in Chapter 4 

of the thesis. 
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• VEKG Builder: The VEKG builder receives the raw information from model 

cascades and creates VEKG graphs. The VEKG Builder creates the initial 

VEKG graph having labeled nodes with the metadata information obtained from 

the DNN model cascades. As discussed earlier, VEKG is a complete graph, so 

all the nodes are connected as relation edges with each object. Initially, the 

relation edges are null as the VEKG builder has no information on what relation 

operation needs to be performed over the created graph.  

• VEKG Updater: The VEKG updater performs the relation updation process and 

updates the empty edge relation of the VEKG stream using event rules. This is a 

multiprocessing operation where VEKG creation and updation of edge relations 

occur in parallel over the windows. 

• Matcher: The matcher receives the VEKG stream from the windows. As per the 

event rule, the matcher performs inference over VEKG to identify whether a 

pattern is satisfied or not. 

The next section discusses the complex event matching techniques (R5) and shows 

how the VEKG is leveraged for event matching in VidCEP. 

Table 5.2 List of VEQL query examples adopted from Chapter 4 

No. VEQL QUERY 

Q1 

SELECT Object FROM Camera  

WHERE Object.label= ’Car’  

WITHIN TIME-WINDOW(10) WITH CONFIDENCE > 50% 

USING ObjectDetector() 

Q2 

SELECT Object FROM Camera  

WHERE Object.label=’Car’ AND Object.attrcolor = ’Black’ WITHIN 

TIME-WINDOW(10) WITH CONFIDENCE > 50% 

USING ObjectDetector(Tracker), ColorDetector() 

Q3 

SELECT Left(Object1, Object2)FROM Camera  

WHERE Object1.label= ’Car’ AND Object1.attrcolor = ’Black’ AND 

Object2.label = ’Car’  

AND Object2.attrcolor = ’Not Black’  

WITHIN TIME-WINDOW(10) WITH CONFIDENCE > 50% 

USING ObjectDetector(Tracker), ColorDetector() 

Q4 

SELECT SEQ(Object1, Object2) FROM Camera  

WHERE Object1.label= ’Car’ AND Object2.label = ’Person’ WITHIN 

TIME-WINDOW(10) WITH CONFIDENCE > 50% 

USING ObjectDetector(Tracker) 

Q5 

SELECT HIGH_VOLUME_TRAFFIC(Object)FROM Camera  

WHERE Object.label= ’Car’ AND COUNT(Object)> 5  

FOR EACH FRAME  

WITHIN TIME-WINDOW(10) WITH CONFIDENCE > 50% 

USING ObjectDetector(Tracker) 
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5.7 EVENT MATCHING 

The matcher converts the query predicates to object nodes following the VEKG 

schema and performs event matching. Table 5.2 shows the lists of different queries 

from Chapter 4 adopted for matching evaluation.  As shown in Figure 5.10, the Event 

Matcher performs video event matching in 3 steps: 1) Object Event Matching, 2) 

Spatial Event Matching, and 3) Temporal Event Matching. The object and spatial 

matching occur within a frame (intraframe), while temporal matching can happen 

both within and across frames (interframe). The matching components functionality 

is explained below: 

 

Figure 5.10 VEKG event matching for video streams 

Algorithm 5.1: Object Event Matching 

 

 Object Event Matcher 

Algorithm 5.1 performs object event matching and matches queries related to objects 

and object attributes (Q1, Q2). The object event matcher traverses object nodes from 

VEKG graphs and performs query matching over them. If a query object node 
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begin 
     while State is not NULL do 
        Q ⃪ getQueryPredicates() 
          for each VEKG from State do  
               𝑡𝑔⃪ VEKG.getNode() 

               𝑡𝑞⃪ Q.getNode() 

               𝑟⃪ Match(𝑡𝑔 , 𝑡𝑞) 

               if 𝑟 𝑖𝑠 𝑇𝑅𝑈𝐸 
                   return 𝑡𝑔  as 𝑜𝑏𝑗𝑒𝑐𝑡 𝑒𝑣𝑒𝑛𝑡 (𝐸𝑖) 

              end 
          end 
     end 
end 
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matches with the VEKG object node, it returns it as an object event (𝐸𝑖). For example, 

Figure 5.10 shows the window state of 5 VEKG graphs with different object nodes. 

Each VEKG graph is passed to the object event matcher, where it finds the ‘Car’ 

query object node (Q1) in VEKG1 and VEKG3.  

Algorithm 5.2: Spatial Event Matching 

 

 Spatial Event Matcher 

The spatial matcher extracts the list of object nodes from a VEKG graph using the 

object event matcher. It extracts the reference object from the extracted list using 

query predicates and applies the spatial function to establish a spatial relationship 

between object nodes in the list (Algorithm 5.2). For example, in Q3, the ‘Car’ and 

‘Person’ object nodes are extracted from VEKG3 using the object event matcher. 

The spatial event matcher then sets ‘Person’ as a reference object, applies the ‘Left’ 

boolean spatial function, and updates the spatial edge weight. If the ‘Left’ condition 

satisfies, then the matcher notifies it as a spatial event ‘𝐸𝑖’. 

Algorithm 5.3: Temporal Event Matching 

 

     begin 
        list ⃪ getObjectEventMatch() 
        refobj ⃪ getReferenceObject(list,Q) 
          for each Object Event (E) from list do  
               𝑠 ⃪ callspatialfunction( 𝑠𝑝𝑎𝑡𝑖𝑎𝑙 𝑟𝑒𝑙, 𝑟𝑒𝑓𝑜𝑏𝑗,𝐸) 
               if 𝑠 𝑖𝑠 𝑇𝑅𝑈𝐸 
                   return 𝑠 as spatial 𝑒𝑣𝑒𝑛𝑡 (𝐸𝑖) 
              end 
          end 
     end 

 

begin 
          Q ⃪ getQueryPredicates() 
          𝑡𝑞⃪ Q.getNode() 

        𝑀⃪ createMap(𝑡𝑞 ,𝐸) 
         for each VEKG from State do  

              𝐸𝑡𝑞⃪ getObjectEventMatch() 

              add 𝐸𝑡𝑞  𝑡𝑜 𝑚𝑎𝑝 𝑀 𝑎𝑡 𝑖𝑡𝑠 𝑡𝑞  𝑒𝑦   

              if  𝑀. 𝑠𝑖𝑧𝑒() > 1 
                    𝑡 ⃪ calltemporalfunction( 𝑀, 𝑡𝑞  ) 

                    if 𝑡 𝑖𝑠 𝑇𝑅𝑈𝐸 
                        return 𝑡 as temporal 𝑒𝑣𝑒𝑛𝑡 (𝐸𝑖) 
                  end 
             end 
        end 
end 
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 Temporal Event Matcher 

The temporal pattern matcher creates a map <key, value> where ‘key’ is unique and 

equivalent to the query object node and the value is an event object (𝐸𝑖) (Algorithm 

5.3). For example, in Figure 5.10, Q4 has two query object nodes, i.e., ‘Car’ and 

‘Person’ which will be treated as keys for the map. The temporal matcher receives 

each object (𝐸𝑖) from the object event matcher and puts it into the map to the 

corresponding key. Figure 5.10 shows a map where ‘Car’ and ‘Person’ keys have 

value events [𝐸1. 𝑡1, 𝐸3. 𝑡3] and [𝐸3. 𝑡3, 𝐸4. 𝑡4]. Here [𝑡1, 𝑡2, 𝑡3, 𝑡4] is the time when the event 

has initially occurred in the video frame and added to the VEKG graph during its 

construction. The temporal matcher continuously checks the map's size and starts 

temporal reasoning if its size becomes greater than 1, which means two different 

types of object events are present. For the SEQ operation, the map keys are sorted 

as per their order of occurrence. Skip-Till-Any SEQ operation is followed, where 

each combination of the sequence is matched and has an exponential runtime 

complexity [135]. For example, in Figure 5.10, 𝐸1. 𝑡1< 𝐸3. 𝑡3 and 𝐸1. 𝑡1< 𝐸4. 𝑡4 are two 

sequence patterns for Q4. For the CONJ temporal pattern, if all the map keys have 

an event value, this suggests that both the required events are present irrespective of 

their timing order.  Similarly, 𝐸3. 𝑡3 is a concurrent (EQ) temporal event pattern as 

both events ‘Car’ and ‘Person’ occur together at time t3. 

 Calculating Event Matching Confidence Score 

The Event Matcher gives an overall score to the pattern by calculating the weighted 

mean of all the events it has detected. In eq. 5.1,  (𝐸𝑖) is the detection probability 

of each object event. This is the confidence probability given by the classifier for 

each detected object from the image. −𝑙𝑜𝑔2( (𝐸𝑖)) is the information content or 

weight of each detected event. In information theory, ∑ (𝐸𝑖) ∗ (−𝑙𝑜𝑔2( (𝐸𝑖))) is 

considered as the entropy, which reflects the average rate at which information is 

produced. For example, if P(Car) = 0.6 and P(Person) = 0.7, then M = 0.641 which 

is the weighted mean of both probabilities. The matcher score (𝑀) is then compared 

with the required input confidence given by the user (Q3-confidence > 50%). If the 

score satisfies the given confidence request, then it notifies that the pattern is 

detected. The eq. 5.1 is multiplied by 100 for having the confidence score in 

percentage. 
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𝑀𝑎𝑡𝑐ℎ𝑒𝑟𝐶𝑜𝑛𝑓𝑠𝑐𝑜𝑟𝑒(𝑀) =

∑  (𝐸𝑖) ∗ (−𝑙𝑜𝑔2( (𝐸𝑖)))
𝑁

𝑖=1

∑ (−𝑙𝑜𝑔2( (𝐸𝑖)))
𝑁

𝑖=1

 (5.1) 

5.8 EXPERIMENTAL RESULTS 

 Dataset 

Table 5.3 Dataset Specification for video event matching 

Video  Dataset Query 
Query 

Dimensions 

P1 VidVRD [111] Q4(CONJ) D4 

P2 Urban Tracker [112] Q4(SEQ) D4 

P3 Pexels14 Q3(Left) D3 

P4 Pexels Q1, Q2 D1, D2 

P5 Pexels Q1 D1 

P6 YouTube15 Q5(Traffic) D1, D4 

Table 5.3 shows the list of six videos collected from different datasets and websites 

(Pexels, YouTube), which act as producers in our system. Most of the videos are 

streamed at an average rate of 30 frames per second. The ground truth data for events 

was created manually so that it can act as a baseline for comparison. The videos were 

selected by visually analyzing that a given pattern (like high traffic flow) is present 

or not. The ‘car’ and ‘person’ are the most prominent objects in the selected 

clips.The number of objects varies between 1 to 21 in frames at different time 

instances.  These videos cover different query dimensions which we have discussed 

in Section 4.7. The video clips are selected for a duration ranging from 5 sec. to 30 

minutes. During the evaluation, some videos were looped to increase the duration of 

the experiments. Four types of evaluation are performed in VEKG representation 

time, event accuracy, throughput, and latency. 

 Event Representation time 

It is the time taken by the video stream processor to convert the frame to a VEKG 

graph [96]. Eq. 5.2 shows the event representation time, which includes the frame 

decode time to a low-level feature matrix, object and attribute classifier time, and  

 
14 https://www.pexels.com/ 

 
15 https://www.youtube.com/ 

 

https://www.pexels.com/
https://www.youtube.com/
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Figure 5.11 Average VEKG representation time for different video frames in VidCEP 

time to construct a graph from extracted labels and attributes. As the frame decoding 

and graph construction time was very low (0.5-1 millisecond), we have focussed 

only on time required by the DNN model’s cascade. 

        𝑡𝑒𝑣𝑒𝑛𝑡−𝑟𝑒𝑝 = 𝑡𝑓𝑟𝑎𝑚𝑒−𝑑𝑒𝑐𝑜𝑑𝑒 + 𝑡𝐷𝑁𝑁 + 𝑡𝑔𝑟𝑎𝑝ℎ−𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡  (5.2) 

Figure 5.11 shows the average time required by a DNN model to extract relevant 

features for graph construction. We have focused on three key characteristics, i.e., 

1) Object detection time, 2) Object and attribute detection time, and 3) Object, 

attribute detection, and object tracking time. These three characteristics were 

compared with video frames having objects ranging between 1 (F1) to 10 (F2). 

Figure 5.11 shows the average object detection time lies between 14.1 ms to 29.2 

ms. The difference between object detection time is very low because of the shared 

computation principle over which object detectors work [188]. The object and 

attribute average detection time for F1 is 16.03 ms, which increases to 49.3 ms for 

F2. The extra overhead is because each object needs to be passed to the attribute 

classifier, and with an increase in object number, the attribute classification time 

increases. The tracking is a cheaper process; thus, including tracking time the overall 

detection time is 16.4 ms and 56.7 ms for F1 and F2, respectively. 
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Figure 5.12 Spatial relation: ‘black car’ left ‘not black car’ (P3) 

 

Figure 5.13 Temporal relation- SEQ of car and person (P2) 

 

Figure 5.14 SEQ of car and person (false positive) (P2) 

 

Figure 5.15 (P6) High volume traffic 

 

Figure 5.16 CONJ of car & person(P1) 

 Event Query Accuracy and Matcher Confidence 

Event query accuracy examines how many relevant event patterns were detected for 

each query as compared to the ground truth. Query accuracy is evaluated using an 

F-score (eq. 5.3), a harmonic mean of precision and recall. Figure 5.17 shows the 

mean F-score for different queries, which is averaged across a time window of 10 

sec. 
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Figure 5.17 Average query accuracy and matcher confidence score in VidCEP 

𝐹 − 𝑠𝑐𝑜𝑟𝑒 =
2 ∗  𝑟𝑒𝑐𝑖𝑠𝑜𝑛 ∗ 𝑅𝑒𝑐𝑎𝑙𝑙

 𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑅𝑒𝑐𝑎𝑙𝑙
        (5.3) 

The F-score for Q1 on video producer P4(Q1_P4) is low (0.76) as compared to 

P5(Q1_P5) which is 0.85. The F-Score of Q1_P4 is low because there are multiple 

objects (‘Car’) in P4, which causes occlusion leading to more false positives, 

reducing the overall score. The F-score for Q2_P4 is 0.71, which is less than Q1_P4 

because of misclassifications in the attribute classifier. The F-score of Q3_P3 is 0.78, 

a spatial event pattern and shown visually in Figure 5.12. The green and red dots are 

the tracking points of the objects at different times. The green dots (Black Car) are 

on the left side of the red dots, i.e., ‘Not Black Car’. Here ‘Not Black Car’ is treated 

as a reference object from which spatial direction ‘Left’ is calculated. We have 

shown two temporal relation SEQ(Q4_P2) and CONJ(Q4_P1) whose F-score are 

0.66 and 0.80, respectively. Figure 5.13 shows the SEQ(Q4_P2) pattern where the 

‘Car’ event happens before the ‘Person’ event. In Figure 5.14, a false positive 

instance of Q4_P2 is shown where ‘Person’ appears before ‘Car’, but the system 

detected it as a sequence of ‘Car’ and Person’. This is because in one of the frames, 

the object detector was unable to detect ‘Person’ but could detect ‘Car’, and in the 

later frame, the system detected both ‘Person’ and ‘Car’, making it a sequence. There 

can be many objects missed due to object detector limitations. Therefore, SEQ has 

a low F-score as compared to other queries. Figure 5.16 shows a CONJ relation of 

‘Car’ and ‘Person’ events. Query 5 on producer 6 (Q5_P6) detects high traffic flow 

(Figure 5.15) with an F-score of 0.89. 

Q1_P4 Q1_P5 Q2_P4 Q3_P3 Q4(CONJ)

_P1

Q4(SEQ)

_P2
Q5_P6

Different Query Categories



 

 

109 

 

The matcher confidence for different queries is shown as a red line in Figure 5.17. 

The matcher confidence is associated with DNN model detection confidence [0-1], 

but there is a key difference. The matcher detects the overall confidence of an event 

pattern that may involve multiple objects, while an object detector gives a 

confidence score for each object. The average matcher confidence for all queries lies 

between 0.53 to 0.76. Thus, empirically 0.5 (or 50%) query confidence is an 

excellent initial cut-off for pattern detection. 

 System Throughput 

 

Figure 5.18 VidCEP throughput GPU (Nvidia Titan Xp) 

 

Figure 5.19 VidCEP throughput CPU 

Throughput means the number of frames the system can process per second. Figure 

5.18 shows that VidCEP achieves a throughput of approximately 70 frames per 

second (fps) (green bars) for five parallel video streams. It achieves near-real-time 
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performance for five parallel video streams if streamed at the rate of 17 fps (blue 

line). Initially, the throughput of the system increases with the increase in the number 

of video producers. This is due to the memory availability which the system can 

consume. After this, the throughput starts decreasing due to memory overhead as 

several producers start loading the computationally intensive DNN models and 

video frames in the memory. When 15 videos are streamed in parallel, VidCEP 

throughput decreases to 36.3 fps with 65% of GPU utilization time. Fig. Figure 5.19 

shows VidCEP CPU throughput performance for different operators. The system has 

a very low throughput of 12 fps for each query for five parallel video streams. 

 Matching Latency of Query Pattern 

 

Figure 5.20 Event latency (system) for different time windows with error bars 

 

Figure 5.21 Matcher latency for different time windows 
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Figure 5.20 and Figure 5.21 show the system and matcher latency, respectively, for 

different queries for different window sizes. The matcher latency is the time 

difference between when the window state is sent to the matcher and when it notifies 

the pattern across that state (eq. 5.4). System latency is the summation of the average 

event representation time of window size (w) and the matcher latency (eq. 5.5). 

 𝑡𝑚𝑎𝑡𝑐ℎ𝑒𝑟−𝑙𝑎𝑡𝑒𝑛𝑐𝑦 = 𝑡𝑛𝑜𝑡𝑖𝑓𝑦 − 𝑡𝑤𝑖𝑛𝑑𝑜𝑤 𝑠𝑒𝑛𝑑 𝑡𝑜 𝑚𝑎𝑡𝑐ℎ𝑒𝑟 (5.4) 

𝑡𝑠𝑦𝑠𝑡𝑒𝑚−𝑙𝑎𝑡𝑒𝑛𝑐𝑦 = (∑(

𝑤

𝑖=1

𝑡𝑒𝑣𝑒𝑛𝑡−𝑟𝑒𝑝  𝑓𝑜𝑟 𝑤𝑖𝑛𝑑𝑜𝑤 𝑠𝑖𝑧𝑒(𝑤))/𝑤) + 𝑡𝑚𝑎𝑡𝑐ℎ𝑒𝑟−𝑙𝑎𝑡𝑒𝑛𝑐𝑦 (5.5) 

We ran 1-hour video for different window sizes ranging from 5 sec. to 30 mins. With 

an increase in the window sizes, the system latency (objects) increases (Figure 5.20, 

ranging from 4.09 sec for the window of 5 sec to 1016.8 sec for the window of 30 

mins. With the increase in window time, it consumes more frames that require more 

computation for their representation and matching. Figure 5.21 shows that SEQ 

operation has the highest matching latency (12.5 -1764.5 ms) as compared to other 

operators as it uses the Skip-Till-Any method, which searches all patterns and has 

exponential runtime complexity. The average matcher latency for other query 

patterns ranges between 0.33 -13.9 ms for a window size of 5 sec and 30 mins, 

respectively. 

5.9 SUMMARY 

The chapter proposes a semantic representation technique to detect event patterns 

from unstructured video in VidCEP. The work discusses the challenges of video 

stream representation and event detection in Complex Event Processing. Video 

Event Knowledge Graph (VEKG), a knowledge graph driven approach to 

representing video streams is proposed that enables the CEP system to detect video 

event patterns. The chapter details the design and architecture of the VEKG 

extraction process. VEKG formulation consists of an entity extractor like DNN 

model cascades and relation updater using event rules. The chapter proposes a 

matching algorithm that leverages the VEKG representation and VEQL query graph 

to perform event matching. A 3-level video event matching algorithm is postulated 

which detects event patterns at object, spatial and temporal level and formulates a 

pattern matching score. The chapter evaluates five queries defined in Chapter 4 over 

six video clips. The VEKG representation is directly proportional to the number of 
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DNN classifiers in the pipeline, i.e., its construction time increases with the number 

of classifiers. The results of this study show that VidCEP can achieve near real-time 

performance with 70 frames per second throughput. The system achieves sub second 

matching latency even for longer windows with a good F-score ranging from 0.66 

to 0.89. 
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Chapter 6  

 

Multi-Query State Aggregation of Video Streams 

over Windows for Fast Spatiotemporal Event 

Matching  

न चोर हारं् न च राज हारं् न भातू्र भाज्यां न च भारकारर | 

व्यर्ां कृते िधित एि र्नत्यां र्िद्याधनां सििधनप्रधानम || 

- संसृ्कत सुभानषतानि 

 

 

 

 

6.1 INTRODUCTION 

The chapter focuses on research question RQ3(b) which deals with the optimization 

techniques to improve the spatiotemporal matching in VidCEP.  

RQ3: How to enable and improve performance for state-based 

spatiotemporal video event matching? 

b) How can state-based windows be leverage to improve the proposed video 

representation for fast video pattern matching over multiple CEP queries? 

Since objects coexist across multiple frames, VEKG representation leads to creating 

redundant nodes and edges at different time instances leading to high memory usage. 

This chapter proposes an expressive and storage efficient graph model that 

summarizes VEKG graph streams in a single aggregated view. A CEP-based state 

optimization VEKG-Time Aggregated Graph (VEKG-TAG) is proposed over 

VEKG representation for faster event detection. The chapter then presents VEKG-

Event Aggregated Graph (VEKG-EAG), an optimized VEKG version for multiple 

VEQL queries. EAG captures different spatiotemporal relationships among objects 

using an Event Adjacency Matrix without replicating the nodes and edges across 

time instances. This enables the VidCEP system to process multiple continuous 

VEQL queries and perform frequent spatiotemporal pattern matching computations 

Knowledge is the best wealth among all. No one can steal 

it, no state can snatch it. It can not be divided and is not 

even heavy to carry. As one consumes or spend, it 

increases, as one shares, it expands.  

- Sanskrit Verse 
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over a single summarized graph. Figure 6.1 shows the highlighted components 

responsible for summarizing VEKG graphs over windows for fast spatiotemporal 

matching. From here, I will be using the terms aggregation and summarization 

interchangeably. For simplicity, in this work, VEKG-TAG and VEKG-EAG have 

been referred to as TAG and EAG, respectively. 

 

Figure 6.1 VidCEP components responsible for state summarization for a fast video event matching 

Initial experiments show EAG takes 68.35% and 28.9% less space compared to 

baseline and TAG summarization methods, respectively. EAG takes 5X less search 

time to detect patterns as compared to the VEKG stream. The TAG and EAG 

techniques have been published in the International Journal of Semantic Computing 

(IJSC) 2020 [93], IEEE Graph Computing 2019 [96], and IEEE International 

Conference on Machine Learning and Applications (IEEE ICMLA) 2019 [94]. 

The rest of the chapter is organized as follows. Section 6.2 introduces types of video 

event matching in CEP and discusses the challenges in VEKG representation. 

Section 6.3 examines the literature review on graph and windows aggregation. 

Section 6.4 present the event adjacency matrix which is an internal representation to 

store spatiotemporal relation information. Section 6.5 focuses on VEKG aggregated 

techniques- Time Aggregated Graphs (VEKG-TAG) and Event Aggregated Graph 

(VEKG-EAG). Section 6.6 shows the experimental evaluation, while Section 6.7 

concludes the chapter. 
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6.2 BACKGROUND AND PROBLEM OVERVIEW 

This section examines the computational challenges and bottlenecks faced in the 

VEKG structure and discusses the background, problem statement and 

contributions. 

 Types of Video Event Matching in CEP 

In Complex Event Processing (CEP) systems, windows discretize continuous data 

streams as state and apply event rules over them to detect patterns. The windows 

select a subset of an unbounded stream using parameters such as time and count. A 

window can be defined as: 

𝑻𝑰𝑴𝑬−𝑾𝑰𝑵𝑫𝑶𝑾 (𝑽𝑬𝑲𝑮(𝑺),  ):→ 𝑺′ (6.1) 

As per eq. 6.1, 𝑇𝐼𝑀𝐸 −𝑊𝐼𝑁𝐷𝑂𝑊 is applied over an incoming VEKG(𝑆) stream and 

gives a  fixed subsequence 𝑆′ = ((𝑉𝐸𝐾𝐺1, 𝑡1), (𝑉𝐸𝐾𝐺2, 𝑡2)……(𝑉𝐸𝐾𝐺3, 𝑡𝑛)). Based 

on the window state, the CEP matching for video streams can be divided into two 

types: 

• Stateless Video Event Matching: If the processing of an incoming event does 

not affect or depend on a subsequent incoming event stream, it is considered 

stateless video event processing. For example, detecting objects in every 

video frame (each VEKG graph) is regarded as stateless matching. 

• Stateful Video Event Processing: The matching of patterns that requires a 

collection of events or where events get influenced by more than one input 

event is termed as stateful event matching. The complex patterns exist across 

time and space and require considerable event stream to detect patterns. For 

example, ‘high volume traffic’ patterns occur over space and time and 

requires multiple frames to analyze the patterns. Thus, applying a pattern 

matching operation over a time (traffic volume in the last 5 min) is 

considered stateful event matching. 

The stateful event matching leads to multiple challenges and is analyzed in the next 

section. 

 Challenges with VEKG Stream 

Video Event Knowledge Graph is an effective representation to model video objects 

and spatiotemporal relationships but has some computational bottlenecks. The obje- 
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Figure 6.2 Node redundancy issue in VEKG graph stream 

-cts in a video stay in the camera Field of View (FoV) for some time and exist across 

multiple frames. For example, in Figure 6.2, the ‘Car3’ object exists at the time 𝑡1 

and 𝑡2 but not at  𝑡3 and ‘Car1’ and ‘Car2’ objects occur at 𝑡1, 𝑡2, 𝑡3. Such a scenario 

leads to multiple challenges during event matching of VEKG streams which are as 

follows: 

• Nodes and Edge Redundancy: VEKG structure has a drawback of redundant 

nodes and edges. As shown in Figure 6.2, the same car nodes have been repeated 

at different time instances. This is due to the video nature where frames are 

streamed at a high frame rate (~30 fps) to resemble continuity leading to 

repetition of the same object across time with spatial variation. For example, 

video streaming at a rate of 30 fps with two objects in every frame will lead to 

the creation of thousands of nodes and edges in minutes, increasing the network 

size. Such large networks lead to computational bottlenecks for different query 

operators. Thus, there is a need to resolve the redundancy issue for better 

performance.  

• High Matching and Search Time: The number of VEKG nodes directly impacts 

the matching performance. The matching overhead increases as the Event 

Matcher in VidCEP needs to traverse more VEKG nodes to search the pattern. 

The performance degrades further with the increased window time and videos 

having a high number of objects. 
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• Storage Inefficiency: The state backend stores the window state for historical 

analysis. The VEKG graph size with redundant nodes and edges have higher 

memory footprints and thus is a non-efficient representation for storing state 

information for such large streams. 

Thus, the objects in the video relate to the other objects across space and time and 

generate a complex network. The same object can exist in multiple frames, leading 

to thousands of nodes in just a few minutes of video. This creates storage and a 

computational bottleneck for executing queries. The resolve such challenges, two 

VEKG aggregation technique VEKG-TAG and VEKG-EAG, have been proposed. 

6.3 RELATED WORK 

 Graph Aggregation 

Time Aggregated Graph [51] 

Description: George et al. [51] have proposed a graph aggregation technique for 

time-variant networks. The author used road networks and spatiotemporal queries 

like congestion time and shortest path route to model the problem. The road network 

is although static but will have distinct graph snapshots at different time instances 

depending on congestion time. Time Expanded Graphs are the default representation 

technique to model such dynamic network scenarios. The authors have proposed 

Time Aggregated Graph (TAG), a computationally more efficient model 

representing time-varying graphs. TAG removes duplicate nodes and edges and 

takes less storage space. 

Limitation: The proposed VEKG-TAG is an addition to the above work where a 

summarization method over VEKG streams is used at a given time instance for 

detecting video event patterns. VEKG-EAG further optimized the VEKG-TAG 

where multiple query relation to the summarised graph's edges is added for detecting 

complex video event patterns. The VEKG-TAG and VEKG-EAG take the window 

and query-based summarization approach for video streams that lacks in original 

TAG work. 

Spatiotemporal Sensor Graph (STSG) [241] 

Description: STSG [241] is an extended version of the above-discussed TAG 

network to model sensor data. The key difference is that it also includes probability 

parameters to handle the stochastic nature of sensor data streams.  
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Limitation: VEKG-TAG and VEKG-EAG edges currently handle boolean (0 and 1) 

and real values (such as pixel distance) which are calculated using event operators 

(such as DISTANCE and COUNT).  Like TAG, STSG does not support window and 

multi-query video stream operations that are the core of the VEKG-EAG approach. 

Graph-Based Event Summarization [242] 

Description: Kwon et al. [242] have proposed an event summarization and rare event 

detection method for video streams. The authors detect rare events in videos using a 

graph editing framework and minimize them using the predefined energy model. 

They decompose video into a graph where a node represents a spatiotemporal event 

and have connected edges to its neighbors.  

Limitation: VEKG captures each frame as a graph of objects with spatial information 

summarized to VEKG-TAG and VEKG-EAG over the temporal dimension for 

multiple queries. The authors perform event summarization over a video but have 

not considered any window-based state summarization and multi-query handling 

which are the key focus of the VEKG-TAG and VEKG-EAG approach. 

STRG-Index [47] 

Description: Lee et al. [47] have proposed spatiotemporal region indexing of video 

data. As discussed in 5.3.1, the authors have proposed Spatio-Temporal Region 

Graph (STRG) and Object Graphs (OG), representing the relationships between 

objects extracted from video frames. A new Extended Graph Edit Distance (EGED) 

metric is proposed to cluster similar object graphs. The clusters object graphs are 

then indexed using the STRG-Index method.  

Limitation: VEKG-TAG and VEKG-EAG focus on summarizing the VEKG graph 

for a given window and do not perform any spatiotemporal indexing of video 

streams. 

NETCONDENSE [243] 

Description: Adhikari et al. [243] proposed NETCONDENSE, which merges 

adjacent node-pair and time-pair for time-varying graphs. The NETCONDENSE 

approach is valid for temporal networks and does not investigate spatial aspects.  

Limitation: VEKG-TAG and VEKG-EAG perform spatiotemporal summarization 

of the VEKG stream. The time-pair merge in the NETCONDENSE approach loses 

initial edge information which is preserved in TAG and EAG. 
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 Windows Based Aggregation 

Window-based Diverse Entity Graph Summarization 

Description: Pavlopoulou et al. [76, 77] proposed a diverse entity summarization for 

heterogeneous graph streams using windows. Based on the query, the method 

provides diverse top-k filtered information from multi-source graph streams. The 

work uses word embeddings and conceptual clustering which are later ranked to give 

top-k diverse entity summaries. The work uses RDF graph triples focusing on 

temporal aspects of the stream. 

Limitation: VEKG-TAG and VEKG-EAG are based on property graphs and perform 

spatiotemporal summarization. Pavlopoulou et al. [10, 11] 's key focus is to show 

diverse entity summaries while VEKG-TAG and VEKG-EAG remove node and 

edge duplication. The authors focus on the multi-source window summarization 

technique while VEKG-EAG follows a multi-query based window summarization 

method.  

Aggregate Windowing Operators 

Description: Works like [88, 147, 244] focus on different window aggregation 

aspects like sharing, adaptivity, and load-shedding using aggregate operators like 

SUM, MIN, AVG, etc. Adaptive windowing techniques such as AD-WIN [53] are 

proposed where machine learning models perform statistical inference over data and 

change window size as per data distribution.  

Limitation: All the above work consider the incoming data stream having a simple 

data model like numbers and do not focus on aggregation over graph representation 

of video streams like VEKG-TAG and VEKG-EAG. 

SPECTRA [245] 

Description: Gillani et al. proposed SPECTRA [245], an RDF graph summarization 

over windows using an incremental indexing approach.  

Limitation: The above work differs from the VEKG-TAG and VEKG-EAG 

approach as they are more general labeled spatiotemporal graphs instead of RDF. 

SPECTRA focused on summarization based on a single query, while EAG 

summarizes multiple query results. 

Table 6.1 summarizes the window and graph aggregation techniques with the 

proposed VEKG-TAG and VEKG-EAG approach. 
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Table 6.1 Comparison of state and graph summarization techniques with the proposed approach 

Related Work Window-

Aggregation 

Graph 

Aggregation 

Spatiotemporal 

Nature 

Multi-

Query 

Handling 

Video 

Graph 

Stream 

George et al. [51] No Yes Yes No No 

STSG [241] No Yes Yes No No 

Kwon et al. [242] No Partial 

Graph 

Editing 

Yes No Yes 

Lee et al. [47] No Yes Yes No Yes 

NETCONDENSE 

[243] 

No Yes Partial 

Temporal only 

No No 

Pavlopoulou et al. 

[76, 77] 

Yes Yes 

RDF graphs 

Partial 

Temporal only 

No No 

AD-WIN [53] Yes No Partial 

Temporal only 

No No 

SPECTRA [245] Yes Yes 

RDF graphs 

Partial 

Temporal only 

No No 

VEKG-TAG [93] 

 

Yes Yes Yes No Yes 

VEKG-EAG [94] Yes Yes Yes Yes Yes 

The next section explains the internal VEKG data structure which is used to capture 

spatiotemporal relations across frames. 

6.4 EVENT ADJACENCY MATRIX: A DATA STRUCTURE TO 

STORE SPATIOTEMPORAL VEKG RELATIONS 

The VEKG graph stores spatial relationships between object nodes in an Event 

Adjacency Matrix (EAM). It is a 𝑁𝑋𝑁 matrix where 𝑁 represents object nodes such 

that matrix element 𝑎𝑖𝑗 represents the relation between 𝑜𝑏𝑗𝑒𝑐𝑡 𝑖 𝑎𝑛𝑑 𝑗. EAM is a 

square matrix with all its diagonal elements having values zero. This is because we 

are not considering any relation of an object with itself. As defined in Section 4.5.4, 

spatial function (bsf and msf) is applied over object nodes to calculate their 

relationships. There are two types of EAM which are discussed below. 

 Intraframe Event Adjacency Matrix 

Intra-EAM captures the spatial relationships of object nodes within the image frame. 

Figure 6.3 shows four Intra-EAM (Et1, Et2, Et3, and Et4) for the frame at time t1, t2, 

t3, and t4. The matrix shows left boolean spatial function (bsf) applied over objects 
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𝑂1, 𝑂2 and 𝑂3. The function compares left direction relation like- ‘Is the object 𝑂1 

is left with respect to the object 𝑂2’ and give a boolean answer in 0 and 1. 

 

Figure 6.3 Intraframe Event Adjacency Matrix (Intra-EAM) for spatial function left and front 

 

Figure 6.4 Inter-EAM formation from Intra-EAM 

 Interframe Event Adjacency Matrix 

The Inter-EAM captures the spatial relationship among objects between two-time 

instances. The Inter-EAM is formed by applying the XNOR over Intra-EAM, which 

is motivated by the work of target adjacency matrices [246]. The XNOR function 

returns 1 if there is no change in the relative spatial position of objects else, it returns 

0 if there is a relative change in spatial position among objects at different time 

instances. Figure 6.4 shows an Inter-EAM(Et3-t4), which is an XNOR result of Et3 

and Et4. In a row-wise analysis, it can be seen that 𝑂1 has changed its relative spatial 

position (left) with respect to the object 𝑂2 as evident in the frames. In the video, the 

objects may appear and disappear after a specific time. To handle such situations 

where two Intra-EAM matrices have some identical and different objects, a don’t 

care (X) condition is applied among different objects. In Figure 6.4, frame(t1) does 

not have an object 𝑂2 as in frame(t2). Thus, a don’t care (X) condition is present in 

(Et1) since the object 𝑂2 is having no relation in the frame(t1). 

0 1 0

0 0 0

1 1 0

Car1

Car2

Car3

Car1

Car2

Car3

Car1 Car2 Car3

0 1 1

0 0 1

0 0 0

Car1

Car2

Car3

Car1 Car2 Car3

RightLeft

Front

Back

Obj.

𝒃𝒔𝒇 →   𝒇 (𝑶𝟏, 𝑶𝟐) 𝒃𝒔𝒇 → 𝒇𝒓 𝒏 (𝑶𝟏, 𝑶𝟐)

0 1 X

0 0 X

X X X

0 0 0

1 0 0

1 1 0

𝑶𝟏

𝑶𝟐

𝑶𝟏 𝑶𝟐 𝑶𝟏 𝑶𝟐

𝑶𝟏

𝑶𝟐

RightLeft

Front

Back

𝑶𝟏
𝑶𝟐

 :  𝒃𝒔𝒇 →   𝒇 ()

Intra-EAM (Et2)

Et3  Et4

𝑶𝟏

𝑶𝟐

𝑶𝟏 𝑶𝟐

Inter-EAM (Et3-t4)

frame (t1) frame (t3)

𝑶𝟏
𝑶𝟐𝑶 

𝑶 

𝑶 𝑶 

𝑶 
1 0 X

0 1 X

X X X𝑶 

𝑶 
𝑶𝟏

frame (t2)

0 X X

X X X

X X X

𝑶𝟏

𝑶𝟐

𝑶𝟏 𝑶𝟐

Intra-EAM (Et1)

𝑶 

𝑶 

𝑶𝟏
𝑶𝟐

0 1 X

0 0 X

X X X

𝑶𝟏 𝑶𝟐

Intra-EAM (Et3)

𝑶 

𝑶 

𝑶𝟐

𝑶𝟏

frame (t4)

Intra-EAM (Et4)



 

 

122 

 

In the next section, I propose the state aggregation techniques to optimize VEKG 

graphs for fast event matching using the event adjacency matrix structure.  

6.5 VEKG AGGREGATED GRAPHS: QUERY AND WINDOW-

BASED GRAPH AGGREGATION 

As discussed in starting, object stay in different video frames for some time, creating 

multiple redundant instances across time. This leads to redundancy and storage 

inefficiency and increases the matching time as a query needs to traverse the same 

node across different time instances. Thus, storing and matching over VEKG graphs 

is expensive and time-consuming as it models every incoming video frame. Two 

graph summarization techniques have been proposed to avoid such bottlenecks and 

improve matching efficiency and are explained in the next sections. 

 VEKG-Time Aggregated Graphs (VEKG-TAG) 

To reduce duplicate VEKG nodes and edges and search overhead, Time Aggregated 

Graph (VEKG-TAG) [51] method is proposed over the VEKG stream for a given 

window. VEKG-TAG models time-series relationships across the edges in a single 

aggregated graph to accommodate the time-varying object interactions. VEKG-TAG 

gives an aggregated view of a video state for a given time window that preserves all 

required relationships. VEKG-TAG is defined as: 

Definition3 (VEKG-TAG): For a given time window T, having n video frames 

represented as VEKG graph, the VEKG-Time Aggregated Graph is a labeled 

complete directed graph with seven tuples such that VEKG-TAG = 

{𝐕, 𝐄, 𝐀𝐯, 𝐑𝐄, 𝐓, 𝛌𝐯, 𝛌𝐄 }  where: 

• 𝐕 = set of unique object nodes 𝑶  

• 𝐄 = set of edges such 𝐄 ⊆ 𝐕 X 𝐕 

• 𝐀𝐯= set of properties mapped to each object nodes such that 𝑶 = (id, 

attributes, label, confidence, features) 

• 𝐓= temporal dimension over edge 𝐄 

• 𝐑𝐄= set of spatiotemporal relation classes  

• 𝛌𝐯, 𝛌𝐄 are class labeling functions 𝛌𝐯: 𝐕 →  𝑶 and 𝛌𝐄: 𝐄 → 𝐑𝐄 
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VEKG-TAG is similar to VEKG with an additional temporal dimension (T) adding 

to its edges in a single aggregated view. The VEKG-TAG summarization removes 

the redundant nodes with the unique nodes present in the VEKG graph.  

 

Figure 6.5 VEKG-TAG construction process 

Figure 6.5 shows an expanded VEKG stream (left-side) network and a VEKG-TAG 

(right-side) for time T1, T2, and T3. The distance event rule is executed over the 

windows to update the distance relationship among the different object nodes. The 

edge labels represent the distance between the object nodes (Car1, Car2, and Car3) 

on the VEKG expanded network  (left-side). The objects are tracked across the frame 

using a tracking algorithm. The VEKG-TAG Builder is executed in parallel over the 

windows to create the VEKG-TAG graph. As shown in Figure 6.5, VEKG-TAG 

(right-side) shows unique object nodes (Car1, Car2, and Car3) and its edge labels 

represent the distance among the objects over time T1, T2, and T3. The VEKG-TAG 

summarizes the unique object nodes from the VEKG stream over a temporal 

dimension equivalent to window length. As shown in Figure 6.5, the distance 

between Car1 and Car2 decreases over time (T1: 10, T2: 5, T3: 3…), which means 

Car1 is approaching Car2. The distance between Car2 and Car3 increases at T1 

(12) and T2 (15), but since there is no Car3 at time T3, it is represented by a don’t 

care (X) condition. Each object node in VEKG-TAG has a self-loop that stores its 

initial position relative to the background image frame. Self-loop helps in capturing 

object dynamics, such as an object is stationary or moving over time. Thus, VEKG-

TAG consists of a total of [𝑛(𝑛 − 1) + 𝑛(𝑠𝑒𝑙𝑓 − 𝑙𝑜𝑜𝑝𝑠)] edges which is equivalent 

to total 𝑛2 edges. It requires Ο(n2T) memory to represent the VEKG stream of time 

T. Algorithm 6.1 states the step by step process for the creation of VEKG TAG. 
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Algorithm 6.1: VEKG-TAG algorithm 

𝐈𝐧𝐩𝐮𝐭: VⅈdeoStream, Query(Q) 

Result: VEKG-Time Aggregated Graph 

𝐰𝐡𝐢𝐥𝐞 𝑣𝑖𝑑𝑒𝑜 𝑛𝑜𝑡 𝑛𝑢𝑙𝑙 𝐝𝐨 
    𝑓𝑟𝑎𝑚𝑒𝑖 ⟵ 𝑔𝑒𝑡𝑓𝑟𝑎𝑚𝑒(𝑣𝑖𝑑𝑒𝑜) 

    (𝑜𝑏𝑗𝑒𝑐𝑡𝑙𝑖𝑠𝑡 ,  𝑎𝑡𝑡𝑟𝑖𝑏𝑢𝑡𝑒𝑙𝑖𝑠𝑡 ,  𝑏𝑏𝑜𝑥𝑙𝑖𝑠𝑡) ⟵ 𝑀𝑜𝑑𝑒𝑙𝐶𝑎𝑠𝑐𝑎𝑑𝑒(𝑓𝑟𝑎𝑚𝑒𝑖) 

    𝑉𝐸𝐾𝐺𝑖 ⟵ 𝑄(𝑜𝑏𝑗𝑒𝑐𝑡𝑙𝑖𝑠𝑡 , 𝑎𝑡𝑡𝑟𝑙𝑖𝑠𝑡 , 𝑏𝑏𝑙𝑖𝑠𝑡) 

    𝑤𝑖𝑛 ⟵ 𝑎𝑑𝑑𝑡𝑜𝑤𝑖𝑛𝑑𝑜𝑤(𝑉𝐸𝐾𝐺𝑖) 
    𝐢𝐟  𝑤𝑖𝑛. 𝑠𝑖𝑧𝑒 <  𝑡𝑟𝑖𝑔𝑔𝑒𝑟 − 𝑡𝑖𝑚𝑒 𝐭𝐡𝐞𝐧 

       continue 

    else 

        𝐟𝐨𝐫 𝐞𝐚𝐜𝐡 𝑉𝐸𝐾𝐺𝑖   𝒏 𝑾 𝒏 𝐝𝐨 
            𝑉 ⟵ 𝑉 ∪ (𝑔𝑒𝑡𝑛𝑜𝑑𝑒𝑠(𝑉𝐸𝐾𝐺𝑖) 
       end for 

        𝑉𝐸𝐾𝐺 − 𝑇𝐴𝐺 ⟵ 𝑖𝑛𝑖𝑡𝑖𝑎𝑙𝑖𝑧𝑒𝑇𝐴𝐺(𝑉, 𝐸) 
        𝐟𝐨𝐫 𝐞𝐚𝐜𝐡 𝑉𝐸𝐾𝐺𝑖  𝐢𝐧 𝑊𝑖𝑛 𝐝𝐨 

            𝑉𝐸𝐾𝐺 − 𝑇𝐴𝐺 ⟵ 𝑢𝑝𝑑𝑎𝑡𝑒𝑇𝐴𝐺(𝑉𝐸𝐾𝐺𝑒𝑑𝑔𝑒) 

       end for 

    end if 

end while 

 VEKG-Event Aggregated Graph (VEKG-EAG) 

The CEP paradigm is based on the logic of continuous or longstanding queries [126], 

where the registered queries continuously monitor the incoming streams for pattern 

matching. There can be scenarios where multiple queries are registered with the 

system and evaluating different patterns on the same publisher and windows. For 

example, in Figure 6.6, three queries distance, right, and left are registered with the 

system on the same publisher and window. Matching separate event queries in Event 

Matcher is combinatorically expensive due to node and edge redundancy. Even the 

above proposed VEKG-TAG is not efficient in such a multi-query scenario as 

different TAG graphs are constructed for all the registered queries. VEKG-Event 

Aggregated Graphs (VEKG-EAG) proposes a multi-query summarized 

representation of VEKG streams over a window to resolve such issue. EAG extends 

the Time Aggregated graph (TAG) model by adding multiple queries over the edge 

for a given window length. EAG can handle multiple continuous queries using a 

single representation where objects span across time and space. This provides an 

aggregated view of a state and preserves all required relationships that need to be 

captured by different query operators. It does not replicate redundant nodes and 

edges of VEKG across time and captures the spatiotemporal properties of VEKG 

graphs using Intra and Inter-EAM matrices. EAG reduces redundancy and is a 

storage efficient representation to model dynamic networks like video streams where 
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objects are mostly in motion changing their relationship with each other with time. 

EAG keeps tracks of spatiotemporal changes as per query operators. 

 

Figure 6.6 VEKG-EAG construction process 

Definition (EAG Graph): For a given window length T, having n video frames 

represented as VEKG graph, the Event Aggregated Graph is a labeled directed graph 

with 8 tuples such that 𝐸𝐴𝐺 = (𝑽𝑵 𝒅 , 𝑬𝑬𝒅  ,𝑾𝑻   , 𝒇 ,  , 𝒘, 𝛌𝐯, 𝛌𝐄) where: 

• 𝑽𝑵 𝒅  = set of unique object nodes 𝑶  from VEKG stream over a window 

• 𝑬𝑬𝒅   = set of edges such  𝑬𝑬𝒅  ⊆ 𝑽𝑵 𝒅  X 𝑽𝑵 𝒅  

• 𝑾𝑻    = window time length 

• 𝒇 = different query mappings over 𝑬𝑬𝒅   

•  ,𝒘 = time and spatiotemporal weight mappings over 𝒇  

• 𝛌𝐯, 𝛌𝐄 are class labeling functions -𝛌𝐯: 𝑽𝑵 𝒅 →  𝑶 and 𝛌𝐄: 𝑬𝑬𝒅  → 𝒇  

In Figure 6.6, the Execute Query Event Rule fetches all queries registered in the 

system. It updates the VEKG graph edges over a window with spatiotemporal 

weights by executing operator logic using an Event Adjacency Matrix. Later, the 

VEKG-EAG Builder performs an aggregation operation over the window to update 

the VEKG stream to create an EAG. Figure 6.6 shows an EAG (right-side) of an 

expanded network. It consists of three unique object nodes (𝐶𝑎𝑟1, 𝐶𝑎𝑟2, 𝐶𝑎𝑟3), 

present in VEKG expanded network. EAG is a complete digraph that captures the 

relationship among all object nodes. The edge labels the spatiotemporal weights of 

different queries at different time instances. For example, the edge between object 

𝐶𝑎𝑟1 and 𝐶𝑎𝑟3 captures relation for three queries Q1, Q2, and Q3. Q1 is a distance 
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query discussed in Figure 6.5 and it captures the Inter-EAM values resulting in time-

series vector representation. The length of this value vector is equivalent to the 

number of frames in window time T. The ‘X’ is a don’t care condition meaning there 

is no spatial relation between 𝐶𝑎𝑟1 and 𝐶𝑎𝑟3 at time T3. For Q3 (i.e., left query), ‘1’ 

represents that 𝐶𝑎𝑟2 is left of 𝐶𝑎𝑟3 at T1-T2 and becomes X at T3 as there is no 

𝐶𝑎𝑟3 at time T3. Similarly, other queries like Q2 (right query) are given 

spatiotemporal relation weights at different time instances [T1:0, T2:0, and T3:X] 

for object nodes 𝐶𝑎𝑟2 and 𝐶𝑎𝑟3. The spatiotemporal weights can be a real number 

if a metric spatial function (msf) is applied (like distance rule) or expressed using 

other formats depending on operator rule. 

Algorithm 6.2: VEKG-EAG Algorithm 

 

The EAG construction process is shown in Algorithm 6.2. EAG is then passed to an 

Event Matcher for pattern detection. The matcher fetches the edge query vector of 

spatiotemporal weights between objects to detect the pattern. For example, Q3 = left 

(𝐶𝑎𝑟2, 𝐶𝑎𝑟3) will fetch [1, 1, X, …] and send a notification that at time T1-T2 𝐶𝑎𝑟2 

is left of 𝐶𝑎𝑟3.  This can be verified by looking at the frames in Figure 6.6. The 

complex matching can be performed among multiple objects by traversing the path 

among the object nodes. The adjacency matrix-based graph representation requires 

Ο(n2) memory where n= |𝑽𝑵 𝒅 |, i.e., the number of nodes.  EAG has two extra 

dimensions, i.e., time and query. If 𝑾𝑻    be T, and the number of queries is Q then 

EAG would require Ο(n2QT) memory to represent the video stream over a window. 

Input: 
Window (Win) = {𝑉𝐸𝐾𝐺1 ,𝑉𝐸𝐾𝐺2,𝑉𝐸𝐾𝐺3 ……… . . ,𝑉𝐸𝐾𝐺𝑛 } 
Query (Q) = {𝑄1,𝑄2,𝑄3……… . . ,𝑄𝑛  } 
Output:  
Event Aggregated Graph (EAG) over Win 
Procedure: 
    𝐸𝐴𝐺  ⃪ intializeEAG(𝑉,𝐸, 𝑓𝑞, 𝑡,𝑤) 
    for each 𝑉𝐸𝐾𝐺𝑖  in Win do   

        𝑉 ⃪ 𝑉  {𝑔𝑒𝑡𝑛𝑜𝑑𝑒𝑠(𝑉𝐸𝐾𝐺𝑖)} 

        for each 𝑄𝑖   in Query do  
             𝑤𝑖 ⃪ 𝑆𝑝𝑎𝑡𝑖𝑜𝑡𝑒𝑚𝑝𝑜𝑟𝑎𝑙𝑂𝑝𝑒𝑟𝑎𝑡𝑜𝑟(𝑄𝑖(𝑉𝐸𝐾𝐺𝑖)) 
             𝑓𝑞𝑖   ⃪ 𝑡𝑖(𝑤𝑖)  
             E ⃪  𝑓𝑞𝑖   
           𝐸𝐴𝐺  ⃪ 𝑈𝑝𝑑𝑎𝑡𝑒𝐸𝐴𝐺(𝑉,𝐸) 
       end  

    end  
    SendtoMatcher (𝐸𝐴𝐺)  
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Figure 6.7 Visualization of an EAG summarized graph 

Figure 6.7 shows the representational visualization of an EAG for a ‘left’ query. The 

green nodes are different unique objects present in the video in a window. The black 

edges are the spatial relationships existing between different object nodes, while the 

red edges show the relations satisfied for a given query. For example, the sample red 

edge label [1,1,0,1,1] indicates that there is no ‘left’ relation between object nodes 8 

and 33 at t3-t4 as the value is 0. 

6.6 EXPERIMENTAL RESULTS 

 Implementation and Datasets 

The above prototype is implemented in Python 3. All the experiments were 

performed on a 16-core AMD Ryzen 7 1700 Linux machine with 16 GB of RAM 

running on a 3.1 GHz processor and an Nvidia Titan Xp GPU. OpenCV is used for 

initial video frame decoding. For object detection and tracking pre-trained YOLOv3 

[188] model with Deep SORT [221] algorithm is used. For attribute extraction, the 

features based on bounding box coordinates were fetched from the YOLO model 

layer and passed to the attribute classifier, an OpenCV-based color filter. NetworkX 

[219], a python library for graphs, was used for VEKG, TAG, and EAG graph 

construction. 

A small video dataset of 12 videos (V1, V2, …….., V12) was created by cropping  
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Table 6.2 Dataset and Query characteristics 

Number of Videos 12 

Object of Interest Car 

Object Distribution Count in Videos 2-22 

Video Stream Rate 25 fps 

Query Operator bsf(LEFT) 

video clips of event patterns. The videos were extracted from websites YouTube16, 

Newsflare17, and the DETRAC [108] dataset.  Most of the videos are streamed at an 

average rate of 25 frames per second. The ground truth data for events was created 

manually by identifying different event patterns which act as a baseline for the 

comparison. Table 6.2 shows the dataset and query operator used for the evaluation. 

All the videos are from a highway cross-section having multiple ‘Car’ objects in 

Field of View. The video consists of a minimum of 2 ‘Car’ objects and goes up to a 

maximum of 22 ‘Car’ objects. The reason behind selecting the different number of 

objects in videos is to show the TAG and EAG approach's efficacy to remove 

duplicate VEKG nodes and edges. 

All the experiments are performed over the LEFT query operator. The boolean 

spatial function (bsf) is applied to get the results in either 0 or 1. For a multi-query 

scenario, the same operator is repeated multiple times. Repeating the same query 

does not impact the results as the aim is to show the summarization efficacy and not 

query complexity. Two scenarios are explained to support the above claim. In 

scenario 1, two query operators- LEFT and RIGHT are used to create an EAG. 

Similarly, in scenario 2, two same query operators (say LEFT) are used. In EAG, 

the number of edges and nodes will be the same in both scenarios. The only 

difference will be in edge labels with different information based on query operator 

(LEFT or RIGHT). The query complexity will undoubtedly impact the TAG and 

EAG construction and search time depending on the operator’s performance. In the 

current thesis, we focus only on the node and edge reduction over a given window 

with search and construction overhead during summarization. 

 
16 https://www.youtube.com/ 
17 https://www.newsflare.com/ 

 

https://www.youtube.com/
https://www.newsflare.com/
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 Reduction in Nodes, Edges 

 

Figure 6.8 Reduction in nodes (RIN) for different video streams 

 

Figure 6.9 Reduction in edges (RIE) for different video streams 

The summarization effectiveness can be known by calculating the reduction in nodes 

and edges without any loss of information. Reduction in Nodes (RIN) is defined as 

the ratio of the difference in the number of nodes between original (|𝑣𝑉𝐸𝐾𝐺|) and 

summarized graph(|𝑣𝐸𝐴𝐺|) with the number of original graph nodes (eq. 6.2). 

Similarly, Reduction in Edges (RIE), can be defined by replacing the number of 

nodes with edges (eq. 6.3). 

𝑅𝐼𝑁 =
|𝑣𝑉𝐸𝐾𝐺| − |𝑣𝐸𝐴𝐺|

|𝑣𝑉𝐸𝐾𝐺|
 (6.2) 

𝑅𝐼𝐸 =
|𝐸𝑉𝐸𝐾𝐺| − |𝐸𝐸𝐴𝐺|

|𝐸𝑉𝐸𝐾𝐺|
 (6.3) 
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Figure 6.8 shows the RIN of EAG with its variant Time Aggregated Graph (TAG) 

[51]. The comparison is made with VEKG graphs over a window of 10 sec and for 

four queries over 12 video streams. The average EAG RIN score (red line) across 

videos is above 0.975, which means greater than 97.5% of VEKG nodes have been 

reduced to create an EAG summary. The average TAG RIN score (green line) lies 

between 0.91 to 0.95 across videos. Thus, TAG only reduces 90%- 95% of VEKG 

nodes. The reason is TAG creates a different summary graph for each of the queries 

(4 here) while EAG handles all the queries in a single summarized graph. The spike 

in video V4 means that the number of objects is high, leading to more object nodes 

and edge creation. Similarly, Figure 6.9 shows the RIE score where EAG reduces 

greater than 96% of VEKG edges, while TAG reduces between 82.2% to 95.8% of 

edges. Thus, EAG reduces 5.1% nodes and 8.1% of edges compared to TAG and 

will perform better with an increase in the number of queries. 

 Reduction in Storage 

 

Figure 6.10 Storage comparison for summarized EAG over different video streams 

In CEP, window states are stored in a state backend for historical analysis. 

Summarization of states will not only lead to storage efficiency but also faster 

retrieval and search. Figure 6.10 compares the storage cost (KB) for all three 

representations. For the given experiments, i.e., 12 videos and four queries, TAG 

takes 55.4% while EAG takes 68.35% less storage space than VEKG graphs. 

Similarly, EAG requires 28.9% less storage space than TAG as it maintains only a 

single representation for multiple queries. 
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 Graph Construction Time 

 

Figure 6.11 Graph construction time with the change in window size 

Graph construction is the time to create the VEKG graphs over a window. This 

includes graph initialization with nodes and populating edges with relation labels 

defined as per query logic. The process will be repeated ‘n’ times if ‘n’ number of 

queries are registered with the system. EAG summarization is achieved over these 

VEKG graphs for given queries. In Figure 6.11, the summarization overhead for 

EAG construction is in sub-seconds compared to VEKG because all the operations 

have been already performed over VEKG, and only the time to initialize the 

summarized graph is required. In Figure 6.11, increasing the window size, the graph 

construction time increases because the number of nodes and edges will increase 

with time, but the summarization process for EAG and TAG is nearly the same with 

respect to VEKG graphs. 

 Graph Search Time 

 

Figure 6.12 Graph search time over multiple queries 
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Figure 6.12 shows the search time of EAG, TAG, and VEKG over a different 

number of registered queries. The EAG search shows the advantage of 

summarisation as it takes less time with respect to TAG and VEKG graphs. For five 

queries, the search time of EAG and TAG is nearly the same, as only 5 TAG graphs 

were created, but its search time will increase with more queries. For 100 queries, 

the EAG search requires only 25.6 ms as compared to TAG and VEKG which have 

search times of 61.7 ms and 148.6 ms, respectively. 

6.7 SUMMARY 

This chapter presents a novel approach to summarize video stream graphs over a 

given window for complex video pattern detection in CEP systems. An Event 

Adjacency Matrix (EAM) is proposed to capture spatiotemporal relationships 

between objects. Then an optimized VEKG representation: VEKG-Time 

Aggregated Graph (VEKG-TAG) is proposed for state-based CEP matching. 

VEKG-TAG is an aggregated representation for VEKG over a given stream state. 

The summarized TAG reduces 90%-95% of VEKG nodes and more than 82% of 

VEKG edges with quick search and limited construction overhead. Later the chapter 

proposes VEKG-Event Aggregated Graph (VEKG-EAG). The EAG further 

optimizes the TAG approach by summarizing TAGs’ of multiple queries into a 

single aggregated view. EAG reduces greater than 97.5% of nodes and 96 % of edges 

and requires 68.35% less storage space and 5X less search time than VEKG graph 

streams. The summarization overhead for EAG is minimal, with 82% less search 

time for multiple queries. The next is a use-case chapter that discusses different event 

rules from the activity and traffic management domain and evaluates the efficacy of 

the proposed techniques in VidCEP. 
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Chapter 7  

 

Use Case 1: Creating Event Rules for 

Spatiotemporal Video Patterns in VidCEP   

न ही कर्ित् र्िजानार्त र्कां  कस्य श्वो भर्िष्यर्त।  

अतः श्वः करिीर्ार्न कुर्ािर्दद्य ि बुस्तिमान्॥ 

- संसृ्कत सुभानषतानि 

 

 

 

7.1 INTRODUCTION 

The chapter focuses on the necessary support for defining spatiotemporal video 

pattern rules and event operators used by VEQL query in the VidCEP framework. 

Chapter 7 tackles mainly research question RQ1(b) that states the following: 

RQ1: How to define high-level human-understandable expressive video 

pattern queries and event rules in CEP? 

b) How to design event rules and query operators to process spatiotemporal 

video event patterns?  

This chapter proposes a hybrid approach to create complex rules which can then be 

wrapped as VEQL event operators in the VidCEP framework. To show the efficacy 

of the approach, different event rules are devised focusing on traffic management 

and activity recognition domains. Twelve event rules discussed in this chapter are 

collected from various publications which have been presented in International 

Journal of Semantic Computing (IJSC) 2020 [93], IEEE Graph Computing 2019 

[96], IEEE Big Data 2019 [92], IEEE ICMLA 2019 [94], ACM Middleware [91] 

and Cornell arXiv repository [97].  

The rest of the chapter is organized as follows: Section 7.2 introduces the 

background and Section 7.3 throws light on hybrid approach to design event rules. 

Section 7.4 and 7.5 formulates different event rules for traffic management and 

One never knows what will happen tomorrow. Therefore, 

wise men should do tomorrow’s task today itself.  

- Sanskrit Verse 
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activity recognition domains, respectively. The implementation, dataset, and 

experiments are discussed in Section 7.6, and the chapter concludes in Section 7.7.   

7.2 BACKGROUND 

In Chapter 3, I have discussed that VidCEP adopts a hybrid approach for video event 

detection. The chapter enlists the three challenges in video event processing, which 

necessitates adopting the hybrid approach. These challenges were: 1) Huge Visual 

Concept Space, 2) Query Dynamicity, and 3) Limited Training Data [93]. The 

combination of various knowledge representation techniques is one of the focus 

areas in Artificial Intelligence. Neuro symbolic based approaches integrate symbolic 

reasoning and neural network approaches and have resulted in data-driven and high-

level knowledge representation formalisms [247-253]. VidCEP event reasoning is 

motivated form neuro symbolic based hybrid knowledge integration method to 

detect the video event patterns. The hybrid approach enables VidCEP to create user-

defined complex event rules which combine inductive reasoning based statistical 

learning and deductive based logical reasoning. For inductive reasoning, VidCEP 

uses DNN based object detectors and trackers pipeline and spatial and temporal 

calculus for deductive reasoning.  

The next section explains the data flow design to show how high-level reasoning 

happens in VidCEP using event rules. 

7.3 DESIGNING EVENT RUELS USING HYBRID APPROACH 

This section explains how the VEQL event operators execute the matching flow in 

VidCEP. Figure 7.2 shows the data flow and logical flow of a sitting VEQL query 

to identify whether a person is sitting on chair from a video event stream. The VEQL 

query for the same is written as: 

Q1: SELECT Sitting (Object1, Object2, OverlapThres) 

    FROM Camera1 WHERE (Object1.label= ’Person’ AND    

    Object2.label= ’Chair’) AND OverlapThres = 60% 

    WITHIN TIME-WINDOW (5) WITHCONFIDENCE > 50% 

Figure 7.1 Person sitting on chair VEQL query 
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Figure 7.2 Data and logical flow of the hybrid approach used in VidCEP for Sitting event rule 

As shown in Figure 7.1, Sitting is an event operator that requires ‘person’ and ‘chair’ 

objects with OverlapThres as an overlapping threshold score between the two 

objects. The Sitting event operator is an abstract function supported with an event 

rule constituting of sitting logic. The event rules are created using VEQL spatial and 

temporal built-in constructs explained in detail in Chapter 4. 

The Sitting event rule is defined as ‘if the overlap of a person and a chair is greater 

than some threshold for a given time window (e.g., 5 sec in Figure 7.1), then it can 

be said that the person is sitting on the chair. The sitting rule (eq. 7.1) can be written 

as: 

𝑏𝑠𝑓[𝑂𝑣𝑒𝑟𝑙𝑎𝑝(𝑜1, 𝑜2)] 
⊞[𝑡𝑚,𝑡𝑛] >  𝛼  

𝑤ℎ𝑒𝑟𝑒 𝛼 = 𝑜𝑣𝑒𝑟𝑙𝑎𝑝 𝑡ℎ𝑟𝑒𝑠ℎ𝑜𝑙𝑑 , 𝑜1 = 𝑝𝑒𝑟𝑠𝑜𝑛 𝑎𝑛𝑑 𝑜2 = 𝑐ℎ𝑎𝑖𝑟 

      

(7.1) 

As per eq. 7.1 for time interval  [𝑡𝑚, 𝑡𝑛] if object chair and person overlap value is 

higher than overlapping degree 𝛼 (such as 60% overlap between ‘person’ and 

‘chair’), then it can be said that the chair is being occupied by the person. This is a 

simple sitting rule considering bounding boxes as a geometric spatial representation 

of an object. More complex event rules can be formulated by considering the skeletal 

body poses for better accuracy. 
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Considering the above VEQL example, let us understand the hybrid approach for 

event reasoning in VidCEP. In Figure 7.2, the data flow represents how the data is 

passed across different VidCEP components, while the logical flow shows the 

internal data processing. The architecture components and related concepts have 

already been discussed across other chapters of this thesis. The reasoning approach 

is described as follows: 

• Inductive Reasoning Based Object Detection: In Figure 7.2, for the 

representational purpose, the incoming event stream is divided into 5 sec. time 

bucket (as required by the VEQL query). The video stream is processed by the 

Stream Manager and passed to the Content Extractor. The Content Extractor 

constitutes DNN model pipelines such as object detector and object tracker 

which identifies the relevant objects from the video streams. The object detection 

models are pre-trained on a state-of-the-art image dataset (such as MS-COCO 

[254]) and use the statistical characteristics to infer the object classes. In Figure 

7.2, the objects (‘person’ and ‘chair’) are represented as bounding boxes and all 

the metadata (such as object labels, bounding box coordinates, and center points) 

related to it are extracted. The relevant information is then passed to the 

Matching Engine. 

• Deductive Reasoning Based Graph Relation Creation: The windows received 

the processed information in the matching engine. As per the VEQL query, 

windows receive all 5 sec. of video information. The VEQL event rules (i.e., 

sitting) is already deployed in the matching engine. The VEKG builder 

component process the incoming data in parallel over windows using event rules. 

In Figure 7.2, five VEKG graphs are shown for each second per 5-sec. window 

(here, the assumption is that windows receive video data at 1 fps). The VEKG 

builder applies the event rule (eq. 7.1) where a boolean Overlap spatial function 

is used over the received object's information. For example, for time 𝑡1 − 𝑡  

there is no overlap between ‘person’ and ‘car’ objects. Thus, the VEKG builder 

upgrades the information to the VEKG graph with ‘person’ and ‘car’ as node 

objects and updating its edge weight with Boolean value 0 using deductive based 

logic operation. The TAG builder merges all the VEKG graphs over the window 

into a single representation. For time 𝑡1 − 𝑡  the TAG edge weight is [0,0,0,0,0] 

representing no overlap while for  𝑡 − 𝑡10 its [1,1,1,1,1] indicating an overlap 



 

 

137 

 

for given time duration. The event matcher will reason over this TAG graph by 

identifying object classes (‘person’ and ‘chair’) and their edge weights and then 

detect that for VEQL query ‘person sitting on chair’ happens at  𝑡 − 𝑡10. 

The above discussed hybrid approach is quite useful in complex systems like 

VidCEP. To show the efficacy of VEQL event operators, twelve event pattern rules 

have been defined across two domains: 1) Activity Recognition and 2) Traffic 

Management. Similarly, event rules can be created using models from other domains 

like earth observation [119, 121, 255-258], occupational health and safety [259] etc. 

The next section discusses the event rules for activity recognition. 

7.4 ACTIVITY RECOGNITION 

Five event rules have been defined in the activity recognition domain based on a 

person’s activity and action. 

 Fall Detection 

Fall detection can be of multiple types depending on the location and activity being 

performed by the person. In this work, a fall detection rule is defined when a ‘person 

falls while walking’. When a person falls, then there will be an abrupt change in its 

aspect ratio (here, person is represented as a bounding box), and after that, there will 

 

Figure 7.3 Fall detection (Walk Fall) 

be no motion of him for a while (Figure 7.3). The eq. 7.2 modeled the fall detection 

rule as: 

[[𝐴𝑏𝑟𝑢𝑝𝑡𝐶ℎ𝑎𝑛𝑔𝑒 𝑜𝑖𝑛𝑡(𝐴𝑠𝑝𝑒𝑐𝑡𝑅𝑎𝑡𝑖𝑜(𝑂))]
[𝑡𝑖,𝑡𝑗]𝐴𝑁𝐷[𝑀𝑜𝑡𝑖𝑜𝑛(𝑂)][𝑡𝑖,𝑡𝑗] = 𝛼 ]

(⊞ [𝑡1,𝑡2])

 
(7.2) 

In eq. 7.2, O = person, α = no motion, and ⊞ is a time window such that t1 ≤ ti, tj ≤ 

t2. The aspect ratio of the person is modeled as time-series data, and abrupt change 

point is detected using the PELT algorithm [260]. 
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 Horse Riding 

The horse riding rule is defined as: 

[𝑂𝑣𝑒𝑟𝑙𝑎𝑝(𝑂1, 𝑂2) 𝐴𝑁𝐷 𝐴𝑏𝑜𝑣𝑒(𝑂1, 𝑂2) 𝐴𝑁𝐷 𝑆𝑎𝑚𝑒𝐷𝑖𝑟𝑒𝑐𝑡𝑖𝑜𝑛(𝑂1, 𝑂2)]
(⊞ [𝑡1,𝑡2]) (7.3) 

where O1 = person and O2 = horse. The horse riding rule (eq. 7.3) states that the 

person bounding box should overlap with the horse bounding box such that the 

person is above the horse, and both are moving in the same direction for a given time 

window t1, t2. 

 Bike Riding 

 

Figure 7.4 Bike riding 

 

Figure 7.5 Bike riding VEKG-TAG 

The bike riding rule is similar to horse riding (eq. 7.3) with the change in objects 

category where O1 = person and O2 = bike. Figure 7.4 shows a biking event where a 

person object is above the bike and both are moving in the same direction (blue and 

pink dots). Figure 7.5 shows a VEKG-TAG for biking event where the edge from 

person to bike satisfies the overlap and above pattern. The edge weight consists of 

boolean values as the boolean spatial operation (bsf) is performed over these two 

Person

Bike

Person

Bike

Person Bike
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objects. The direction relation (self-loop) stores the motion values of each object and 

can be compared during matching. 

 Handshaking 

 

Figure 7.6 Handshaking between two persons 

A simple handshake can be viewed as two persons raise their hands to shake and 

later taking the hand back to a normal position. The handshaking event rule can be 

defined as ‘if the angle (θ1, θ2) between two person’s arm and shoulder increases 

with the decrease in their wrist distance (β) initially, and later the angle (θ1, θ2) 

decreases with an increase in wrist distance(β) then it is a handshake pattern (Figure 

7.6)’. 

[ [𝛼1(𝜃1, 𝜃2, 𝛽)]
[𝑡𝑖,𝑡𝑗] 𝐴𝑁𝐷 [𝛼2(𝜃1, 𝜃2, 𝛽)]

[𝑡𝑗+𝑙,𝑡𝑘]]
(⊞ [𝑡1,𝑡2])

= 

(7.4) 

{
 
 

 
 
[𝑡𝑖, 𝑡𝑗]           (𝜃1, 𝜃2) 𝑖𝑛𝑐𝑟𝑒𝑎𝑠𝑒𝑠

[𝑡𝑖, 𝑡𝑗]           (𝛽) 𝑑𝑒𝑐𝑟𝑒𝑎𝑠𝑒𝑠       

[𝑡𝑗+𝑙 , 𝑡𝑘]      (𝜃1, 𝜃2) 𝑑𝑒𝑐𝑟𝑒𝑎𝑠𝑒𝑠

[𝑡𝑗+𝑙 , 𝑡𝑘]      (𝛽) 𝑖𝑛𝑐𝑟𝑒𝑎𝑠𝑒𝑠       

 

 

𝑤ℎ𝑒𝑟𝑒 𝛼 =  [ 𝐴𝑛𝑔𝑙𝑒(𝑅𝑖𝑔ℎ𝑡𝐴𝑟𝑚(𝑂1), 𝑅𝑖𝑔ℎ𝑡𝑆ℎ𝑜𝑢𝑙𝑑𝑒𝑟(𝑂1))  = 𝜃1    𝐴𝑁𝐷 

(7.5) 𝐴𝑛𝑔𝑙𝑒(𝑅𝑖𝑔ℎ𝑡𝐴𝑟𝑚(𝑂2), 𝑅𝑖𝑔ℎ𝑡𝑆ℎ𝑜𝑢𝑙𝑑𝑒𝑟(𝑂2)) = 𝜃2 𝐴𝑁𝐷 

      𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒(𝑅𝑖𝑔ℎ𝑡𝑊𝑟𝑖𝑠𝑡(𝑂1), 𝑅𝑖𝑔ℎ𝑡𝑊𝑟𝑖𝑠𝑡(𝑂2))  =  𝛽] 

 

In eq. 7.4, θ1 and θ2 are acute angles, (β) is the distance between the wrists and O1, 

O2 ∈ person. In eq. 7.5, the body parts like the right arm and shoulder can be replaced 

with left if there is a handshake from the left hand, as shown in the SBU-Kinetic 

dataset [107] (Figure 7.6). 
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 Punching 

 

Figure 7.7 Punching event 

The punching event defined is a single hand punching (Figure 7.7). The punching 

rule (eq. 7.6) can be written as ‘if there is an increase in the angle between person’s 

arm and shoulder (acute or obtuse) and the distance between their wrist and another 

person’s shoulder decrease in given time and later the angle decrease with increase 

in the distance.’ 

[ [𝛼1(𝜃,  𝛽) ]
[𝑡𝑖,𝑡𝑗] 𝐴𝑁𝐷 [𝛼2(𝜃, 𝛽) ]

[𝑡𝑗+𝑙,𝑡𝑘]]
(⊞ [𝑡1,𝑡2])

=  

 {
 
 

 
 
[𝑡𝑖, 𝑡𝑗]           (𝜃) 𝑖𝑛𝑐𝑟𝑒𝑎𝑠𝑒𝑠

[𝑡𝑖, 𝑡𝑗]           (𝛽) 𝑑𝑒𝑐𝑟𝑒𝑎𝑠𝑒𝑠

[𝑡𝑗+𝑙 , 𝑡𝑘]      (𝜃) 𝑑𝑒𝑐𝑟𝑒𝑎𝑠𝑒𝑠

[𝑡𝑗+𝑙 , 𝑡𝑘]      (𝛽) 𝑖𝑛𝑐𝑟𝑒𝑎𝑠𝑒𝑠

 (7.6) 

𝑤ℎ𝑒𝑟𝑒 𝛼 = 𝐴𝑛𝑔𝑙𝑒(𝑅𝑖𝑔ℎ𝑡𝐴𝑟𝑚(𝑂1), 𝑅𝑖𝑔ℎ𝑡𝑆ℎ𝑜𝑢𝑙𝑑𝑒𝑟(𝑂1)) = 𝜃1 𝐴𝑁𝐷 

(7.7) 
𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒 (𝑅𝑖𝑔ℎ𝑡𝑊𝑟𝑖𝑠𝑡(𝑂1), (𝑅𝑖𝑔ℎ𝑡𝑆ℎ𝑜𝑢𝑙𝑑𝑒𝑟(𝑂2) 𝑂𝑅 𝐿𝑒𝑓𝑡𝑆ℎ𝑜𝑢𝑙𝑑𝑒𝑟(𝑂2))) =  𝛽  

In eq. 7.6 and 7.7, θ1 can be an acute or obtuse angle, (β) is the distance between the 

wrist and shoulder and O1, O2 ∈ person. 

7.5 TRAFFIC MANAGEMENT 

In this section, spatiotemporal operators related to traffic management are discussed. 

In traffic management, six event rules have been defined which are as follows: 

 Pass By 

 

Figure 7.8 Pass By scenario 
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The query operator ‘Pass By’ is defined as a ‘change in the relative position of the 

object (back-front) in the same direction of motion’. In Figure 7.8, two video frames 

are shown at time ti and ti+j such that ti< ti+j. It can be seen that the relative position 

of the object 𝑜1 was ‘back’ of 𝑜2 at ti which becomes ‘front’ at ti+j. This signifies that 

the object 𝑜1  crosses the 𝑜2 in i+jth time instance. Thus, as per eq. 7.8, the ‘Pass By’ 

operator can be written as: 

[𝑏𝑎𝑐 ((𝑜1, 𝑜2)
𝑡𝑖) →  𝑓𝑟𝑜𝑛𝑡((𝑜1, 𝑜2)

𝑡𝑖+𝑗)] ⊞[𝑡𝑚,𝑡𝑛] (7.8) 

Now, let us deduce the detailed version of eq. 7.8, which will be applied over video 

stream to detect the ‘Pass By’ pattern: 

∃(𝑡𝑖) ∈ 𝑇 𝑖𝑓 [𝑏𝑠𝑓(𝑆𝐷(𝑜1, 𝑜2)𝑥
𝑡𝑖)   𝑏𝑠𝑓(𝑆𝐷(𝑜1, 𝑜2)𝑥

𝑡𝑖+𝑗)]⊞[𝑡𝑚,𝑡𝑛] 

  𝑂 𝑖𝑓  𝑎𝑠𝑠  𝑦 

1 𝑖𝑓 𝑛𝑜  𝑎𝑠𝑠  𝑦 

 

𝑤ℎ𝑒𝑟𝑒 𝑥 ∈ 𝑏𝑎𝑐 − 𝑓𝑟𝑜𝑛𝑡 𝑑𝑖𝑟𝑒𝑐𝑡𝑖𝑜𝑛 𝑎𝑛𝑑 𝑡𝑚 ≤ 𝑡𝑖𝑎𝑛𝑑 𝑡𝑖+𝑗 ≤ 𝑡𝑛 

 

(7.9) 

In eq. 7.9,  𝑏𝑠𝑓(𝑆𝐷(𝑜1, 𝑜2)𝑥
𝑡𝑖) means the boolean spatial function over spatial 

direction (𝑆𝐷) on the object (𝑜1, 𝑜2) at time ti where the direction we are looking is 

in back -front. This will evaluate as ‘Is 𝑜1 back of 𝑜2 in back front direction’, which 

is true, so it will return 1. Similarly,  𝑏𝑠𝑓(𝑆𝐷(𝑜1, 𝑜2)𝑥
𝑡𝑖+j is the calculation for the 

next frame at time ti+j. In this case, the relative position of the object 𝑜1 become front 

of the object 𝑜2, so ‘𝑜1 back of 𝑜2’ become false and returns 0. If an XNOR ( ) 

operation is performed on these two values, i.e., 1 at ti and 0 at ti+j, then we get 0 

which as per eq. 7.9 means ‘Pass By’. If there was no change in the relative position 

of objects in the given direction, then XNORing will return 1, which means no 

passing between the two objects. The evaluation of each frame was done in a time 

window ⊞[tm, tn]. So, for any time instance in this time range, if 0 is received 

between consecutive frames of objects, then it can be said that there is a ‘pass by’ 

between these objects. 

 Follows  

‘Follows’ is defined as ‘no change in the relative position (front-back) of an object 

in the same direction of motion’.  Follows (eq. 7.10) can be defined as: 

 
= 
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Figure 7.9 Follows event pattern 

[𝑏𝑎𝑐 ((𝑜1, 𝑜2)
𝑡𝑖) →  𝑏𝑎𝑐 ((𝑜1, 𝑜2)

𝑡𝑖+𝑗)] ⊞[𝑡𝑚,𝑡𝑛]   (7.10) 

‘Follows’ is like ‘Pass By’ with a difference that there is no change in the relative 

position of objects in consecutive frames for every time instance in a given window. 

Thus, if eq. 7.9 results 1 for two different time instances, then it means 𝑜1 

monotonically follows 𝑜2 (see Figure 7.9). 

 

Figure 7.10 High volume traffic event 

 High Volume Traffic 

‘High Volume Traffic’ query operator is defined as ‘the average count of objects at 

a given space is greater than a certain threshold for a specific time range’. For 

example, if there are more than eight cars at a specific road location for more than 5 

minutes, it is termed high-volume traffic for that location (Figure 7.10). High 

Volume Traffic is defined as: 

∃𝜂 ∈ 𝐺 and ∀𝑡𝑖 ∈ 𝑇 𝑖𝑓  

𝑚𝑠𝑓 (ℳ(O)𝜂
⊞[𝑡1,𝑡2])  = 

 > 𝑟  𝑡𝑟𝑎𝑓𝑓𝑖𝑐 

< 𝑟  𝑛𝑜𝑡 𝑡𝑟𝑎𝑓𝑓𝑖𝑐 
(7.11) 

𝑤ℎ𝑒𝑟𝑒 𝐺 𝑖𝑠 𝑎 𝑠𝑝𝑎𝑐𝑒 𝑎𝑛𝑑 𝑇 𝑖𝑠 𝑡𝑖𝑚𝑒 𝑠𝑢𝑐ℎ 𝑡ℎ𝑎𝑡 𝑡1 ≤ 𝑡𝑖 ≤ 𝑡2  𝑎𝑛𝑑 ℳ =
𝐴𝑣𝑔. 𝐶𝑂𝑈𝑁𝑇,𝑂 = 𝑜𝑏𝑗𝑒𝑐𝑡  𝑎𝑛𝑑 𝑟 ∈ ℤ 

 

ti
ti+j

No Traffic
High Volume 

Traffic
High Volume 

Traffic
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In eq. 7.11, a metric spatial function (msf) ℳ is applied which counts the average 

number of objects in every frame for a time window of ⊞ [t1, t2] for a specific 

location (𝜂). 

 

Figure 7.11 Parking slot status event 

 Parking Slot Status 

A parking slot status as occupied is defined as: ‘if the overlap of a queried object 

over a parking slot is greater than some threshold’, then we can say that the object 

is occupying the parking slot (Figure 7.11). The parking lot full pattern can be 

written as: 

∃ ηslot ∈ G and ∀(O) at ti  ∈ T if msf(ST(ηslot,O)) > r (7.12) 

In eq. 7.2, ST = overlap is a spatial topological relation, msf is a metric spatial 

function, ηslot is parking slot, O = car, and r ∈ real number. 

 Jaywalking 

 

Figure 7.12 Jaywalking event 

Jaywalking is defined as ‘if the person exists inside the given road cross-section’, 

then they are Jaywalking (Figure 7.12). Since the road cross-section does not 

frequently change so, the required cross-section dimensions can be given as a 

configuration parameter to identify the pattern. The Jaywalking rule (eq. 7.13) can 

be written as: 

Person Person
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∃ 𝜂𝑟𝑜𝑎𝑑 𝑐𝑟𝑜𝑠𝑠 𝑠𝑒𝑐𝑡𝑖𝑜𝑛 ∈ 𝐺 𝑎𝑡 𝑡𝑖 ∈ 𝑇 𝑖𝑓 𝑚𝑠𝑓(𝑆𝑇(𝜂𝑟𝑜𝑎𝑑 𝑐𝑟𝑜𝑠𝑠 𝑠𝑒𝑐𝑡𝑖𝑜𝑛, 𝑂)) = 𝑇𝑟𝑢𝑒  

𝑤ℎ𝑒𝑟𝑒 𝑆𝑇 = 𝐼𝑛𝑠𝑖𝑑𝑒  𝑎𝑛𝑑  𝑂 = 𝑝𝑒𝑟𝑠𝑜𝑛 

(7.13) 

 Car with Specific Attributes 

During traffic management, the traffic authority may be interested in finding objects 

(like a car) with specific attributes such as color and license plate number. The rules 

for such events (eq. 7.14) can be written as: 

Detect(object) where object = car AND object.color = ‘Red’ (7.14) 

Detecting such events will require multi-stage DNN models where it can detect the 

objects and their attributes. 

The next section evaluates the proposed event rules with state-of-the-art techniques. 

7.6 EXPERIMENTS AND RESULTS 

 Implementation and Datasets 

The prototype of the system is implemented in Python 3 over VidCEP [91, 92] 

engine. The experiments were performed over a Linux machine with 16 core Intel R 

i9-9900K CPU, 64 GB RAM, and Nvidia GeForce RTX 2080 Ti GPU. OpenCV18 

was used for initial video processing. The model cascade used a pre-trained (MS-

COCO [254]) YOLOv3 [188] object detector, Posenet [214] for pose detection, and 

DeepSORT [221] for object tracking. The attribute classifier is a color filter 

implemented in OpenCV. The features of bounding boxes extracted from object 

detectors are passed to attribute classifiers for detecting an object’s characteristics 

(here color). The NetworkX [219] python library was used for creating VEKG 

graphs [93, 96]. 

The experiments were performed across 11 datasets over 808 videos related to 

different event patterns. Table 7.1 shows the list of datasets with the number of 

videos being processed for the corresponding event pattern. The number of videos 

for activity recognition is high, but they are small clips, while traffic management 

videos are less in number and have a long time duration. The activity video clips are 

from standard datasets like UCF-101 [105], HMDB [104], and SBU Kinetic [107].  

 
18 https://opencv.org/ 

 

https://opencv.org/
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Table 7.1 List of datasets used to assess the proposed event rules 

Domain Datasets Total 

Videos 

Event Pattern 

Activity 

Recognition 

L2ei [102] 213 Fall Detection 

MuHAVi-MHI [103] 14 Fall Detection 

HMDB [104] 215 Horse, Bike Ride 

UCF-101 [105] 267 Horse, Bike Ride 

UT-Interaction [106] 60 Handshaking, Punching 

SBU Kinetic [107] 10 Handshaking, Punching 

Traffic 

Management 

DETRAC [108] 15 High Volume Traffic, Follows, Pass 

By  

Street Scene [109] 5 Jaywalking 

VIRAT [110] 5 Parking Lot Status 

PEXELS19 2 Car Attribute 

Newsflare20 2 Lane Change 

 Total Videos 808 

The traffic video clips are taken from standard datasets (such as DETRAC [108]) 

and websites like YouTube. The ground truth data in traffic video clips was created 

manually. The clips were divided into different time buckets (equivalent to window 

duration) and were annotated with high-level events labels (such as ‘Jaywalking’ 

and ‘No Jaywalking’). The video clips are selected based on the interested object 

class such as ‘car’, ‘person’, ‘bike’ and ‘horse’. 

Table 7.2 Event Accuracy formula 

Event Accuracy 

True Positive: relevant events detected correctly 

False Positive: events which are detected as relevant 

𝑷𝒓   𝒔  𝒏 =
𝑇𝑟𝑢𝑒  𝑜𝑠𝑖𝑡𝑖𝑣𝑒

𝑇𝑟𝑢𝑒  𝑜𝑠𝑖𝑡𝑖𝑣𝑒 +  𝐹𝑎𝑙𝑠𝑒  𝑜𝑠𝑖𝑡𝑣𝑒
 

𝑹  𝒂  =
𝑇𝑟𝑢𝑒  𝑜𝑠𝑖𝑡𝑖𝑣𝑒

𝑇𝑟𝑢𝑒  𝑜𝑠𝑖𝑡𝑖𝑣𝑒 +  𝐹𝑎𝑙𝑠𝑒 𝑁𝑒𝑔𝑎𝑡𝑖𝑣𝑒
 

 

𝑭 − 𝑺  𝒓 =
2 ∗  𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ∗ 𝑅𝑒𝑐𝑎𝑙𝑙

( 𝑟𝑒𝑐𝑠𝑖𝑜𝑛 + 𝑅𝑒𝑐𝑎𝑙𝑙)
 

 
19 https://www.pexels.com/videos/ 

 

 
20 https://www.newsflare.com/ 

https://www.pexels.com/videos/
https://www.newsflare.com/
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 Event Accuracy 

The event accuracy is defined as how many relevant event patterns were detected 

for a given event rule as compared to the ground truth. Event accuracy is evaluated 

using F-Score (Table 7.2), which is a harmonic mean of precision and recall. The 

precision is the ratio of relevant events matched and matched events, while recall is 

the ratio of relevant events matched and relevant events. Table 7.3 shows the mean 

Precision, Recall, and F-Score for different event rules across multiple datasets and 

is compared with other state-of-the-art methods. 

The Fall Detection event rule was evaluated over two datasets- L2ei [102] and 

MuHAVi-MHI [103]. The VEKG F-Score for L2ei was 0.87 as compared to the 

SVM+STHF (filter) [102] method, which has an F-Score of 0.95. The SVM+STHF 

(filter) method used a prefiltering approach with a combination of different features 

to train the model to achieve such high accuracy. The F-Score of Fall detection over 

MuHAVi was 0.83. Figure 7.13 (a) and (b) shows two instances of fall detection in 

the L2ei and MuHAVi dataset. An abrupt change can be seen in the aspect ratio 

(bounding boxes) in both images. After the abrupt change, ‘no motion’ of the person 

was detected. The ‘no motion’ is analyzed using the motion-centre point of the object 

bounding boxes i.e., there is no change is person position with reference to the image 

background.  In L2ei (Figure 7.13 (a)), there was a single fall, while in MuHAVi 

(Figure 7.13 (b)), a person falls four times (four abrupt changes in the VEKG), which 

VEKG was able to identify correctly. In L2ei and MuHAVi dataset, only a single 

person is present, so all the information regarding motion and aspect ratio was saved 

in the self-loop edge of the person object node. Later the data in the edge is modeled 

as a time series to identify the abrupt change and motion distribution using the PELT 

method [260]. The Horse Ride event rule for HMDB [104] and UCF-101 [105] does 

not perform well and has a low F-Score of 0.44 and 0.52, respectively. The HMDB 

and UCF-101 datasets are complex, where clips are small and from movies that have 

multiple objects with different Field of View (FoV). The YOLO and DeepSORT 

tracking performance is not suitable for these datasets, and there were many false 

positives during pattern matching. The Bike Ride rule for HMDB performs 

equivalent to the HOG/HOF[104] method with an F-Score of 0.84 and have an F-

Score of 0.661 for UCF-101. 
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Table 7.3 Event Accuracy comparison with the state-of-the-art methods 

Domain Event Pattern Datasets Methods Precision Recall F-score 

Activity 

Recognition 

Fall Detection L2ei 

SVM+STHF (no filter) [102] 

SVM+STHF (filter) [102] 

Adaboost+STHF (no filter) [102] 

Adaboost+STHF (filter) [102] 

0.94 

0.942 

0.884 

0.951 

0.921 

0.980 

0.901 

0.921 

0.929 

0.959 

0.88 

0.93 

  VEKG 0.828 0.915 0.869 

Fall Detection 
MuHAVi 

MHI 

LOCO [261] 

LOAO [261] 

LOSO [227, 261] 

0.16 

0.893 

0.98 

0.014 

0.952 

1 

0.025 

0.921 

0.99 

  VEKG 0.785 0.88 0.83 

Bike Ride HMDB 

HOG/HOF [104] 

C2 [104] 

VEKG 

0.823 

0.7142 

0.727 

0.875 

0.769 

1 

0.848 

0.740 

0.84 

Bike Ride UCF-101 VEKG 0.529 0.88 0.661 

Horse Ride HMDB 

HOG/HOF [104] 

C2 [104] 

VEKG 

0.857 

0.6 

0.325 

0.666 

0.75 

0.8 

0.75 

0.66 

0.44 

Horse Ride UCF-101 VEKG 0.46 0.59 0.52 

Hand Shaking 
UT 

Interaction 

ExtCORE9 + KNN [227] 

ExtCORE9+SVM [227] 

ExtCORE9+Naive Bayes [227] 

ExtCORE9+DeepLearning [227] 

0.9 

1 

1 

1 

0.9 

0.9 

1 

1 

0.9 

0.95 

1 

1 

  VEKG 0.857 0.923 0.880 

Hand Shaking 
SBU 

Kinetic 

ExtCORE9 + KNN [227] 

ExtCORE9+SVM [227] 

ExtCORE9+Naive Bayes [227] 

ExtCORE9+DeepLearning [227] 

0.44 

0.39 

0.45 

0.44 

0.42 

0.47 

0.47 

0.4 

0.43 

0.43 

0.46 

0.42 

  VEKG 0.714 0.833 0.769 

Punching 
UT 

Interaction 

ExtCORE9 + KNN [227] 

ExtCORE9+SVM [227] 

ExtCORE9+Naive Bayes [227] 

ExtCORE9+DeepLearning [227]  

0.39 

0.5 

0.43 

0.33 

0.5 

0.2 

0.6 

0.5 

0.44 

0.3 

0.5 

0.4 

  VEKG 0.636 0.437 0.518 

Punching 
SBU 

Kinetic 

ExtCORE9 + KNN [227] 

ExtCORE9+SVM [227] 

ExtCORE9+Naive Bayes [227] 

ExtCORE9+DeepLearning [227] 

0.41 

0.92 

0.86 

0.59 

0.39 

0.61 

0.67 

0.56 

0.4 

0.73 

0.75 

0.57 

  VEKG 0.571 0.8 0.66 

Traffic 

Management 

High Volume 

Traffic 
DETRAC 

VEKG 0.91 0.89 0.90 

Parking Lot Status VIRAT VEKG 0.83 0.75 0.79 

Jaywalking StreetScene VEKG 0.86 0.92 0.89 

Car Attribute PEXELS VEKG 0.81 0.76 0.78 

Pass By DETRAC VEKG 0.733 0.833 0.77 

Follows DETRAC VEKG 0.758 0.776 0.751 

Lane Change Newsflare VEKG 0.663 0.776 0.700 
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Figure 7.13 Abrupt change in aspect ratio and motion during Fall detection in (a) L2ei and (b) 

MuHAVi dataset 

The Handshaking rule in UT-Interaction [106] dataset achieves an F-Score of 0.88 

as compared to ExtCore9+SVM [227] method, which has an accuracy of F-Score 

0.95. Small F-Score in VEKG is because there are multiple different actions within 

the same video, which increases the false positives. The other reason is the PoseNet 

model's errors, where it was unable to detect the correct pose orientation. VEKG 

outperforms the ExtCore9+Naive Bayes method [227] (F-Score - 0.46) and achieves 

an F-Score of 0.769 for Handshaking pattern on SBU-Kinetic [107] dataset. The 

excellent accuracy is because only two persons are involved in the activity with the 

right Field of View (FoV). The VEKG method on the Punching event on UT-

interaction achieves F-score 0.518 and gives better results as compare to 

ExtCore9+Naive Bayes, which has an F-Score of 0.5. Similarly, the VEKG achieves 

0.66 F-Score on SBU-Kinetic for the Punching event.  

The VEKG achieves the highest F-Score (0.90) for the High Volume Traffic event 

on the DETRAC [108] dataset because it counts object nodes and depends on the 

accuracy of the YOLO object detector. The Parking Slot Status pattern on the 

VIRAT [110] dataset has the F-Score of 0.79 as there were instances where a car 

bounding box was getting overlapped to multiple parking lots bounding boxes due 

to incorrect FoV. The Jaywalking on Street Scene [109] dataset has an F-Score of 

(a)

Abrupt Change in 

Aspect Ratio

No Motion

Aspect Ratio (L2ei) Motion-Centre Point (L2ei)

(b)

No Motion
Abrupt Change in Aspect Ratio

Aspect Ratio (MuHAVi) Motion-Centre Point (MuHAVi)
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0.89, where it was able to detect a person on the street. The F-Score of the Car 

Attribute query was 0.78 because of the low accuracy of the attribute classifier. Pass 

By, Follows, and Lane Change queries are based on the spatial directions of objects 

and have an F-score of 0.77, 0.75 and 0.70, respectively. Lane Change has a lower 

F-score because of occlusion and changes in the aspect ratio of objects, leading to 

many false positives. 

 Graph Construction and Event Search Time 

 

Figure 7.14 VEKG and VEKG-TAG construction time for three datasets 

The graph construction is the time to create a VEKG graph over a given time 

window. Graph construction includes the time for creating nodes and edges relations 

as per the event pattern rule. Figure 7.14 shows the VEKG and VEKG-TAG 

construction time over three datasets (L2ei, HMDB51, and UCF-101) for 485 

videos. The construction time for VEKG and VEKG-TAG is nearly the same for 

each video. There is an average 3.8-ms increase in VEKG-TAG construction time 

over VEKG across different videos in datasets. This sub-second increase is due to 

the extra time required by VEKG-TAG to initialize its nodes and edges and get the 

label from VEKG. Figure 7.15 shows the graph construction time for VEKG and 

VEKG-TAG for different time windows over Street Scene dataset. The graph 

construction time increases with the increase in window size as there will be more 

objects creating more nodes. For VEKG and VEKG-TAG, the construction time for 

a 5-sec. window was 0.017 sec. and 0.022 sec., which increases to 1.35 and 1.45 

sec., respectively for a 10-minute window. There was a 7.4% increase in the 

construction time of VEKG-TAG as compare to VEKG. 

The graph search time is the time to search the pattern as per the event rule. Figure 

7.16 shows the search time for both VEKG and VEKG-TAG methods for different 

window sizes. VEKG-TAG performs better in search as it is the summarized version 
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Figure 7.15 VEKG and VEKG-TAG 

construction time 

 

Figure 7.16 VEKG and VEKG-TAG search 

time 

of VEKG with non-redundant nodes and edges. For the 5-sec. window, the search 

time of VEKG and VEKG-TAG is 0.003 and 0.0001 sec., respectively. For a 10-

minute time window, the VEKG-TAG search requires only 0.042 sec. than VEKG, 

which has a search time of 0.218 sec.. Thus, the VEKG-TAG construction time was 

1.07 times of VEKG, but its search time was 5.19 X faster for a 10-minute time 

window. The performance of VEKG-TAG will increase with the increase in window 

size and number of event rules. The performance shown here is under a worst-case 

scenario where all the nodes and edges were traversed for both graph methods. 

 Event Extraction Time 

Event extraction of VEKG is the total time required to process each video frame. 

Equation 7.15 shows the VEKG extraction time that includes the time to read the 

video frame from the encoder (𝑡𝑣𝑖𝑑𝑒𝑜−𝑒𝑛𝑐𝑜𝑑𝑒𝑟) and the DNN models inference time 

(𝑡𝑀𝑜𝑑𝑒𝑙𝐶𝑎𝑠𝑐𝑎𝑑𝑒𝐼𝑛𝑓𝑒𝑟𝑒𝑛𝑐𝑒) to extract out the list of objects and their attributes. 

𝑡𝑉𝐸𝐾𝐺−𝑒𝑥𝑡𝑟𝑎𝑐𝑡𝑖𝑜𝑛 =  𝑡𝑣𝑖𝑑𝑒𝑜−𝑒𝑛𝑐𝑜𝑑𝑒𝑟  +  𝑡𝑀𝑜𝑑𝑒𝑙𝐶𝑎𝑠𝑐𝑎𝑑𝑒𝐼𝑛𝑓𝑒𝑟𝑒𝑛𝑐𝑒   (7.15) 

• Number of objects in frames: The extraction time will be high if the number of 

objects is more in a frame. Although this time is significantly less due to the 

shared computation principle used by object detectors [188] but it affects the 

overall system performance in the long run. 

• Number of models in a cascade: The number of models directly affects the 

extraction time as now the frames need to pass to all different models to extract 

objects and their features. 

• Frame resolution: The resolution directly affects the extraction time as the  
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Figure 7.17 Event extraction time 

models need to process more features for high-resolution video frames. 

In Figure 7.17, the average event extraction time for one object (MuHAVi) was 

0.133 sec. (500*500 resolution), which increases to 0.161 sec. for multiple objects 

(Street Scene) when processed over the YOLO model. The event extraction time for 

500*500 resolution frame increases from 0.133 sec. to 0.153 sec. when processed 

by a 2-stage model cascade (YOLO + DeepSort Tracking). There is a 43.3% increase 

in the VEKG extraction time between a single object 500*500 resolution frame 

(YOLO only) compared to multiple objects 1000*1000 resolution frame when 

processed over a two-stage model cascade. Thus, VEKG extraction time is one of 

the bottlenecks, and its optimization will be the focus area of our future work. 

 Event Pattern Latency 

The event pattern latency is the time taken by the event rule to process the VEKG-

TAG graph to detect a pattern. The event latency includes the time to apply rules 

over VEKG edges to create a relationship between object nodes (𝑉𝐸𝐾𝐺𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑖𝑜𝑛), 

the time to create the VEKG-TAG (𝑇𝐴𝐺𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑖𝑜𝑛) and the search time to detect the 

pattern between nodes (𝑇𝐴𝐺𝑠𝑒𝑎𝑟𝑐ℎ) (eq. 7.16). 

𝐸𝑣𝑒𝑛𝑡 −  𝑎𝑡𝑡𝑒𝑟𝑛𝑙𝑎𝑡𝑒𝑛𝑐𝑦 = 𝑉𝐸𝐾𝐺𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑖𝑜𝑛 + 𝑇𝐴𝐺𝑐𝑜𝑛𝑠𝑡𝑟𝑢𝑐𝑡𝑖𝑜𝑛 + 𝑇𝐴𝐺𝑠𝑒𝑎𝑟𝑐ℎ (7.16) 

Figure 7.18 shows the event latency time for six event rules (Bike Ride, Horse Ride, 

and Fall Detection) for four datasets. The latency is calculated over a time window 

of size equal to the length of the video clip. The figure shows the latency distribution 

time in a box plot for videos related to the event pattern. The minimum median 

latency was 4 ms for HorseRide − UCF − 101 datasets. A similar latency distribution  
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Figure 7.18 Event pattern latency for four datasets 

is for the Bike Ride datasets as both patterns same require topological (overlap, 

above) operations. The processing also depends on the number of object nodes 

present in the video, which directly affects its search and construction time. The Fall 

Detection rule for the MuHAVi dataset has the highest median latency of 20 ms. 

Thus, VEKG is highly efficient in detecting video event patterns with sub-second 

latency. 

7.7 SUMMARY 

The chapter explained a hybrid approach to create event rules for VEQL event 

operators. The approach used inductive reasoning based DNN models to detect the 

objects and deductive qualitative spatial and temporal reasoning to create complex 

event rules for video event detection. The chapter explains how the data and its 

reasoning logic is processed across various VidCEP components. The chapter 

proposed a set of twelve event rules from activity recognition and traffic 

management domain. The experiments were performed across 11 datasets having 

808 videos and compared with state-of-the-art methods. The results show the 

robustness of defined event rules which achieves an F-Score ranging from 0.44 -0.90 

and achieves a 5.19X faster search time and sub-second matching latency of 4-20 

ms using VEKG-TAG over VidCEP. In the given experiments, the optimized 

VEKG-TAG reduced 99% and 93% of VEKG nodes and edges, respectively. The 

VEKG extraction time increases to 43.3% for 1000*1000 resolution images over a 

2-stage DNN model pipeline (cascade) and is one of the bottlenecks for overall 

system latency. 

  

Video Datasets
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Chapter 8  

 

VID-WIN: Fast Video Event Matching with Query-

Aware Windowing at the Edge for the Internet of 

Multimedia Things 

 

काक चेष्टा, बको ध्यानां, स्वान र्नद्रा तथ ि च 

स्वल्पहारी, गृहत्यागी र्िद्याथी पांच लक्षिां। 

- संसृ्कत सुभानषतानि 

 

 

 

8.1 INTRODUCTION 

To tackle the main requirements of accelerating the VidCEP framework's 

performance, I propose a data-driven windowing technique to achieve near-real-time 

prediction in a distributed and resource constraint setting. Chapter 8 tackles mainly 

research question four (RQ4) that states the following: 

RQ 4: How CEP windows can improve Quality of Service (QoS) for fast event 

detection over computationally intensive video streams in resource-

constraints scenario (edge-cloud paradigm)? 

(a) How to enable content-driven adaptive windowing for video streams 

for accelerating video analytics?  

(b) How can query-aware windows be leverage for fast video inference in 

resource-constrained scenarios under given application-level bounds? 

The first research question (RQ4(a)) is concerned with exploiting the video content 

characteristics which impact the DNN model performance. The chapter discusses 

different DNN model tuning parameters and data-driven techniques that are directly 

related to video content properties and affect its inference speed. The second 

research question (RQ4(b)) proposes query-ware optimization techniques to 

improve system performance in low-end devices while maintaining the quality of 

Perseverance of a Crow, Concentration of a Swan, 

Light Sleeper like a Dog, Light Eater, Less 

involvement in Home matters are five key 

qualities of a student. 
- Sanskrit verse 
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results. The QoS metrics were discussed in Section 4.4.2 while explaining different 

attributes of VEQL syntax. 

This chapter proposes state-based content and query-aware adaptive windows to 

improve the overall system performance in the edge-cloud paradigm for the VidCEP 

framework. Figure 8.1 shows the highlighted components responsible for optimizing 

the VidCEP performance across edge and cloud nodes via adaptive windows.  The 

work is published at the ACM Middleware Conference (Middleware 2019) [101] as 

a poster and submitted to IEEE Internet of Things Journal (IEEE IoT Journal), 2021 

[100] and is currently under review. 

 

Figure 8.1 VidCEP architecture focus for adaptive windowing over the edge 

The rest of the chapter is organized as follows: Section 8.2 and Section 8.3 

introduces the problem space, throws light on current windows limitation, 

challenges faced by edge devices to process video streams and discusses the 

proposed approach. Then it discusses the requirements and proposes key 

contributions to resolve the discussed limitations. Section 8.4 covers the background 

information related to windows, DNN models. Section 8.5 covers related work and 

Section 8.6 discusses the tunable parameters that affect the DNN model's inference 

speed. Section 8.7 discusses different window placement settings in the edge-cloud 

scenario and conceptualizes the VID-WIN windows operator. Section 8.8 explains 
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the VID-WIN adaptation strategy and architecture and examines the VID-WIN 

query-aware filtering under the resource constraints scenario. Section 8.9 details the 

implementation, datasets, and experimental evaluation of this work, and the chapter 

concludes in Section 8.10.  

8.2 STATE OF THE ART 

Complex Event Processing (CEP) decompose complex prediction tasks into a 

directed acyclic graph (DAG) of operators [143]. Depending on the application 

scenario, the CEP operators can be deployed on a single machine, shared memory 

[14], edge or cloud node [144, 145]. This modularity of operator placement helps in 

realizing the distributed intelligence in CEP systems. This thesis proposes a 

specialized video CEP system, VidCEP, to detect event patterns over video streams 

[92]. VidCEP passes video streams to machine learning operators such as Deep 

Neural Network  (DNN) object detection models (e.g., YOLO [188]) to enable 

complex video event pattern detection. VidCEP and other data stream processing 

systems use window operators to capture monotonically growing infinite data 

streams. The windows operator discretizes continuous data streams as state and 

applies event rules over them to detect patterns. The windows continuously accept 

new input and discard old data as they become irrelevant for query analysis.  

Edge-based deployment and techniques are gaining vast importance in pervasive and 

distributed event processing. IoMT applications like video event processing require 

short responses for real-time pattern matching. Performing video event analytics 

over-edge devices face challenges in quality of service (QoS) metrics like latency, 

throughput, bandwidth, and accuracy due to their computing limitations. The chapter 

proposes VID-WIN, a query and resource-aware windows for video streams within 

the edge-cloud paradigm. VID-WIN optimizes the CEP matching performance 

under resource and application-level constraints for a given video pattern query. 

8.3 MOTIVATION AND PROPOSED APPROACH 

This section delves deeper into motivation and challenges and throws light on the 

problem statement and proposed approach. 
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Figure 8.2. Motivating Scenario: A CEP operator graph placed across different nodes for event 

detection of temperature and video streams. 

 Motivational Scenario 

Figure 8.2 shows a traditional approach where a CEP operator graph is deployed 

over edge and cloud nodes to process queries Query 1 and Query 2. As per Query 1, 

if the average temperature (avgtemp) is greater than 50°C within a time window of 

5 sec, then the CEP system must notify the rising temperature alert to the user. This 

is known as state-based event matching where patterns are assessed over a window 

duration like 5 sec.  In Query 2, a user is interested in counting the number of ‘Car’ 

objects over a video stream within a window of 5 seconds with Top-2 accuracy. 

Processing IoMT data streams like videos as compared to scalar IoT streams (like 

temperature) in CEP leads to multiple challenges, as discussed in the remainder of 

this section. 

 Current limitation of Windows for Video Streams 

As shown in Figure 8.2, for Query 1 matching, the temperature stream is directly 

passed over windows as they have a structured representation (e.g., key-value like 

temp=35°C) and do not require any additional pre-processing. Performing 

aggregation techniques like ‘Average’ over windows are well- understood problems 

in stream processing. Aggregations and optimization techniques like sharing [147], 

slicing (panes [262] and pairs [263]), and SWAG [264] over windows are performed 

with the assumption that the data it is receiving has a structured format like key-

value pairs (e.g. price, temperature values). Querying video content (such as Query 

2) requires an expensive content extraction method like DNN. As shown in Figure 

8.2, the traditional approach is to process the video streams using DNN models and 

then pass the model output data over windows. However, such pre-processing misses 

Example Queries

Query 1: SELECT AVG(temp) as avgtemp FROM Temperature-Sensor WITHIN 

TIMEWINDOW (5 sec) WITH avgtemp > 50

Query 2: SELECT COUNT(objects) FROM Camera WHERE object.label = ‘Car’ 

WITHIN TIMEWINDOW (5 sec) WITH Accuracy = TOP-2 
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the opportunity to exploit video and DNN model properties, improving the overall 

system performance. Different content-driven techniques [53, 88] over windows are 

proposed to optimize the performance. Currently, there are no content-driven 

adaptive windowing techniques proposed in the context of video data. This work 

focused on adaptive strategies over windows that can infer and exploit video content 

and DNN properties for fast event analytics in an edge-cloud setting. 

 Challenges of Processing Video Event Queries at Edge  

Many video streams are generated over IoMT edge devices which are resource-

constrained in terms of memory and CPU. Deploying video analytics applications 

like object classification at the edge is exceptionally challenging due to the following 

reasons: 

Resource Level Edge Constraints 

• Limited CPU and Memory: DNN models are costly and have very low 

performance in resource-constrained edge devices. For example, the VGG-19 

object classification model (on image resolution of 224*224) performs at the rate 

of 10 frames per second (fps) and 5 fps on Nvidia Jetson Nano and Raspberry Pi 

3 (with Intel Neural Compute Stick 2), respectively [265]. The above are GPU 

powered edge devices and offer far from the usual real-time performance of ~30 

fps at which the video data may be streamed. Thus, for video analytics queries 

(like Query 2) DNN models are primarily deployed in high-end cloud (Figure 

8.2) nodes as they incur high cost and are resource-intensive. 

• Bandwidth Limitation: Wang et al. [209] have shown that continuous streaming 

of High Definition (HD) video can saturate the bandwidth even with a small 

number of video sources.  To analyze applications like counting cars (Query 2), 

it is not feasible to offload full video analytics to high-end nodes as it leads to 

higher bandwidth consumption. For example, complex event queries like 

counting car for high volume traffic monitoring [92] may happen less than 10% 

of the day. Transmitting the full video to cloud nodes stresses network bandwidth 

and increases latency.  

Quality of Service Level Bounds 

• Throughput and Latency: Processing a continuous stream of video data on the 

cloud results in increased latency and reduced throughput as the system is also 
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processing video which is not relevant to the user’s queries. For example, Query 

2 is only interested in ‘Car’ object and processing any non-relevant object frames 

affects resources and Quality of Service (QoS) of applications, especially those 

involved in real-time analytics.  

• Accuracy: Techniques like low-cost specialized DNN models [266, 267] have 

been proposed which can be deployed on the edge devices to improve video 

processing performance. However, low-cost models struggle to detect accurate 

events over videos with high occurrences of false positives and negatives. 

 Proposed Approach 

Processing IoMT data streams like videos pose significant challenges at edge nodes 

due to their unstructured and resource-intensive processing requirements. Current 

video-based CEP solutions [60, 91, 92] do not provide adaptive optimization over 

video data at the edge. Windows can play a crucial role in analyzing the content of 

incoming video data and can exploit video and DNN characteristics to improve 

system performance. The three key requirements to enable adaptivity for CEP 

windows over edge video streams are: 

• Identify and exploit CEP query characteristics for videos to maintain edge 

resource usage (such as CPU and memory) and the quality of results (like 

accuracy). 

• Identify optimal windows placement design in the CEP operator graph for fast-

state-based video event analytics (high throughput) and lower response time 

(low latency). 

• Identify data mining techniques to filter and transmit video data to the cloud 

which have a high probability of events of interest to user queries using resource-

constrained (CPU and memory) edge devices to reduce network bandwidth. 

Thus, our goal is to create a query and resource-aware windowing approach to 

accelerate video event matching within resource-constrained environments. 

Following the concept of content-driven windows [53], an adaptive windowing 

technique VID-WIN is presented. VID-WIN adopts a query (such as accuracy, 

interested objects) and resource-aware (availability of CPU and memory) approach 

to exploit video content (like similar frames) and DNN properties to achieve an 

efficient QoS performance. We consider video event streams generated at the edge 
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node where the underlying dataflow is composed of CEP operators that execute the 

video stream to perform pattern matching. As per requirements, the approach is 

discussed in detail.  

CEP Query Characteristics 

Event Query Languages are designed for the effective expression of complex events. 

Some of these query languages [37, 92] allow users to pass QoS parameters (such 

as accuracy, allowed false positive and negative rate) beyond standard query syntax 

for faster result with some error tolerance. Recently, the VidCEP framework 

proposed a novel Video Event Query Language (VEQL) [92] for video event 

detection. VEQL supports video event pattern matching using windows and 

accuracy QoS metrics in the CEP environment. This work extended the VEQL by 

adding two edge-based QoS metrics: EDGE-CPU-USAGE and EDGE-MEMORY-

USAGE that allow users to limit edge resource usage with desired result accuracy. 

The work exploits the above discussed VEQL QoS metrics and query predicates 

(presence and absence of relevant objects) and proposes a query-driven windowing 

approach for faster video inference in an edge-cloud setting. In Figure 8.3, two 

VEQL queries (Q1: Object Classification and Q2: Temporal Conjunction) with 

sliding windows and QoS metrics are defined. In the rest of the chapter, these two 

queries will be evaluated to validate the proposed approach. 

 

Figure 8.3. The work presents a 2-stage windowing approach VID-WIN for video streams. VID-

WIN windows run in parallel over the edge (winedge) and cloud (wincloud) nodes performing an 

optimized state-based video event matching by exploiting video content and DNN properties under 

given edge resource and query budget. 

CEP Video Queries Using VEQL

Q1: Object Classification

SELECT Object FROM Camera WHERE Object.label= ‘Car’ WITHIN WINDOW (10, 2) 

WITH ACCURACY=TOP-2, EDGE-CPU-USAGE=50%, EDGE-MEMORY-USAGE

=50% USING ObjectDetector

Q2: Temporal Conjunction

SELECT CONJ(Object1, Object2) FROM Camera WHERE Object1.label= ‘Car’ AND

Object2.label = ‘Person’ WITHIN WINDOW(10,2) WITH ACCURACY = TOP-2,

EDGE-CPU-USAGE=50%, EDGE-MEMORY-USAGE =50% USING ObjectDetector
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A 2-stage windows placement over edge and cloud node   

As shown in Figure 8.3, differing from the traditional approach of single window 

(Figure 8.2) the proposed VID-WIN approach decomposes windowing into two 

stages and places them over edge (winedge) and cloud (wincloud). These two windows 

run in parallel over edge and cloud nodes, respectively for efficient state-based video 

event matching. The winedge constitutes a VID-WIN controller that dynamically 

adjusts performance at runtime. At edge, as a pre-processing step VID-WIN 

controller uses CEP query predicates like objects, accuracy, and resource availability 

to send only relevant and optimized video frames to the cloud. These optimized 

video frames take less bandwidth and have relatively faster inference over DNN 

models (in the cloud), accelerating overall event matching performance.  The 

proposed method emulates both the sliding and tumbling nature of windows with an 

optimization focus on video streams. 

Adaptive Data Mining Techniques 

The work proposes four data mining approaches: micro-batching, dynamic resizing, 

partial caching, and filtering which enables VID-WIN to exploit low-level video 

content and DNN model properties for faster video inference. VID-WIN controller 

analyzes the video frames at winedge and creates dynamic micro-batches of similar 

frames. Later, a dynamic aspect ratio resizing technique is proposed that optimally 

resizes the micro-batch based on query accuracy. Two filtering techniques eager and 

lazy are proposed to filter the frames from resized micro-batch. Filtering is based on 

a window and cache-based utility score derived using query objects and resource 

availability. The micro-batch resizing and filtering approach saves the bandwidth 

and has faster inference over the DNN model at cloud. The key characteristic of 

VID-WIN approach is that it preserves window state while performing optimizations 

both at edge and cloud nodes. 

The next section conceptualizes the formal background of windows operations, data 

mining approaches in the edge and introduces key concepts in DNN models for 

video analytics. 
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8.4 BACKGROUND 

 

Figure 8.4. Tumbling and sliding windows over video frames 

 Window- A Stateful Operator 

Windows are stateful operators and apply computation over the sequence of input 

data. They act as an abstraction to discretize continuous data streams [9]. Windowing 

techniques like tumbling, sliding, and sampling of time and count support different 

query logic. Eq. 8.1 shows a general window equation that depends on two 

parameters: RANGE and SLIDE. As shown in Figure 8.4, RANGE computes the 

amount of a data stream that a window will ingest like (𝑡1 − 𝑡4) sec. SLIDE controls 

how much new and old data in the window can be consumed or discarded. The 

tumbling window always ingests new data items and discards the old data on 

completion. Sliding windows, on the other hand, keeps both old and new data to 

avoid missing patterns but lead to redundant computation. 

𝑤ⅈ𝑛 = 𝑊𝐼𝑁𝐷𝑂𝑊(𝑅𝐴𝑁𝐺𝐸,  𝑆𝐿𝐼𝐷𝐸) 𝑤ℎ𝑒𝑟𝑒 𝑅𝐴𝑁𝐺𝐸,  𝑆𝐿𝐼𝐷𝐸 𝜖 [𝑡𝑖𝑚𝑒,  𝑐𝑜𝑢𝑛𝑡] 

𝑤ℎ𝑒𝑟𝑒 = {

𝑖𝑓 𝑅𝐴𝑁𝐺𝐸 >  𝑆𝐿𝐼𝐷𝐸    (𝑆𝐿𝐼𝐷𝐼𝑁𝐺 𝑊𝐼𝑁𝐷𝑂𝑊) 
𝑖𝑓 𝑅𝐴𝑁𝐺𝐸 =  𝑆𝐿𝐼𝐷𝐸    (𝑇𝑈𝑀 𝐿𝐼𝑁𝐺 𝑊𝐼𝑁𝐷𝑂𝑊) 

𝑖𝑓 𝑅𝐴𝑁𝐺𝐸 < 𝑆𝐿𝐼𝐷𝐸    (𝑆𝐴𝑀 𝐿𝐼𝑁𝐺 𝑊𝐼𝑁𝐷𝑂𝑊) 
}    (8.1) 

𝑆𝑣𝑖𝑑𝑒𝑜 = {(𝑓1, 𝑡1 ), (𝑓2, 𝑡2 ), …………}    (8.2) 

𝑤𝑖𝑛 (𝑅𝐴𝑁𝐺𝐸, 𝑆𝐿𝐼𝐷𝐸)[𝑡𝑖𝑚𝑒] (𝑆𝑣𝑖𝑑𝑒𝑜):→ 𝑆′    (8.3) 

In Figure 8.4, the windows capture the image frames from video streams. As per eq. 

8.3, a window (𝑤𝑖𝑛) is applied over an incoming video stream 𝑆𝑣𝑖𝑑𝑒𝑜 (eq. 8.2) and 

gives a fixed subsequence 𝑺′ = {(𝒇𝟏,  𝟏 ), (𝒇𝟐,  𝟐 ), … .…… (𝒇𝟒,  𝟒 )} based on time. 

In eq. 8.2, time is taken as discrete for each frame (𝑓𝑖) and arranged in a linear order 

{𝑡1, 𝑡2, 𝑡3……} 𝑤ℎ𝑒𝑟𝑒 𝑡𝑖 < 𝑡𝑖+1. This work focuses on time-based sliding and 

tumbling windows. 

Video 
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 Data Mining for IoT and IoMT applications at the Edge 

With the proliferation of sensors and IoT advancement, edge-based techniques are 

gaining wide importance that focuses on processing data near the source or at the 

periphery of the network [175]. Processing data near to source improves the Quality 

of Service (QoS), such as reduced latency, less energy, smaller bandwidth usage, 

storage, and monetary cost savings.  With the benefits, edge computing comes with 

challenges and require sustainable solutions for deployments. Different tailored 

edge-based data mining techniques like classification, time series analysis have been 

proposed for IoT scenario [268, 269]. Savaligo et al. [270] emphasized the data 

mining at the edge from three perspectives, data (heterogeneous in terms of format 

like audio, video, velocity like streaming data), device (memory, communication, 

energy features) and infrastructure. Recently, simulation-driven frameworks like 

EdgeMiningSim [268], EdgeCloudSim [270], iFogSim [271]  and IOTSim [272] 

have been proposed to simulate edge-based IoT testbeds and benchmark data mining 

techniques.  

Similarly, video-based IoMT applications may require a short response time under 

resource-constrained scenario for real-time event pattern matching. Different data 

mining techniques like background filtering [50], approximating model knobs [273], 

resource allocation [81], downsampling [211] and compression [274] have been 

proposed for real-time video stream processing at the edge. In event processing, the 

data mining techniques have been proposed for traditional windows for scalar IoT 

data [53, 88] and lack mining methods to optimize video event matching which is 

the core of this work. 

 Tunable Knobs in Deep Learning Models  

A fully connected layer in a DNN with weights 𝑊and bias 𝑏 has its activations 

represented as: 

ℎ(𝑡) = 𝜎(𝑊(𝑡)𝑇ℎ(𝑡−1)(𝑥) + 𝑏(𝑡))  (8.4) 

In eq. 4,  ℎ(0) represents the input layer, so, ℎ(0)(𝑥) = 𝑥 and 𝜎 is a non-linear 

activation function. 𝑊(𝑡) and 𝑏(𝑡) are the weights and bias of the layer ℎ(𝑡). Based 

on the system and application-specific requirements, different parameters in DNN 

models can be adjusted to optimize the performance. It is commonly known as 

tuning knobs in video analytics and can be primarily classified into three categories: 

1) Input-based, 2) Model-based, and 3) Sharing-based. Input-based knobs try to 
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transform the video data by changing frame rate and frame resolution [3, 87] or 

processing single channels image [205] which can impact DNN inference time. 

Model-based knobs are focused on tuning deep learning models such as architectural 

changes by removing layers or creating specialized DNN models [203] for specific 

purposes. Sharing-based techniques focus on sharing the layers or models [83, 275] 

for initial computation and then fanout output to application-specific models. Table 

8.1 enlists different methods to tune knobs in deep learning models. Our work 

focuses on input-based knobs, which are applied over windows for incoming video 

streams to optimize the CEP performance. 

Table 8.1 Methods for tuning Knobs in DNN models 

Input-Based Model-Based Sharing-Based 

• Frame Rate 

• Batch 

• Frame Resolution 

• Quantization 

• Tiling 

• Color Depth 

• Region of Interest 

• Matrix Factorization 

• Matrix Pruning 

• Architectural Changes 

• Specialized CNNS 

• Model Catalog 

• Sliding Window Rate 

• Sharing common layers 

• Sharing common 

backbone models 

 

8.5 RELATED WORK 

The VID-WIN literature spans three domains of 1) data stream and CEP system, 2) 

state-based window analytics, and 3) edge-cloud deployment.   

 Stream Processing and CEP Optimization 

A) Dynamic Stream Batching 

Das et al. [276] 

Description: Das et al. [276] studied the effect of dynamic batch sizes on streaming 

workload. The authors have proposed an algorithm that dynamically adjusts batch 

sizes to ensure low latency.  

Limitation: The work does not support video streams, windowing operation and 

edge-cloud deployment. On the other hand, the VID-WIN performs dynamic 

batching on video frames in an edge-cloud setting using windows operation. 
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Cheng et al. [277] 

Description: In this work, the authors have proposed an efficient scheduling and 

micro-batching technique in the Spark streaming system. The authors have used a 

fuzzy expert control (EFC) logic to dynamically adjust the batch size based on 

stream workload. The work uses a sliding window operation to identify the 

relationship between batches.  

Limitation: The author's work is limited to scalar data with cloud deployment. In 

contrast, VID-WIN exploits DNN knobs by applying the input transformation 

technique over video frames. VID-WIN uses the frame similarity technique to create 

micro-batches. The current windowing work does not focus on an adaptive 

scheduling strategy.  

Drizzle [79] 

Description: Drizzle [79]  proposes a scheduling solution for continuous operator 

systems and batch-based cluster workload for lower latency processing and higher 

throughput. The system uses a micro-batching model with different scheduling 

techniques (such as group and pre-scheduling) to improve system performance.  

Limitation: The work does not focus on the micro-batching of video frames. The 

window operator has been used but with no adaptivity factor in focus which is the 

core of the VID-WIN approach.       

B) Video Stream Optimization 

VideoStorm [3] 

Description: VideoStorm [3] processes live video streams by tuning knobs as per 

resource quality tradeoffs on large clusters. The work presents a Pareto optimal 

resource-quality profile based on query quality and the resource demands.   

Limitation: In contrast, VID-WIN uses query-based QoS metrics like CPU and 

memory usage of edge nodes to improve performance while maintaining the quality 

of results. The work mainly contributes to scheduling, load balancing and resource 

profiling for video queries. VideoStorm does not focus on edge deployments, 

windows, and state management, which are the VID-WIN technique's key 

contribution. 
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Chameleon [87] 

Description: Chameleon proposes a method to pick the best configuration for a video 

pipeline. The work exploits video frames' spatial and temporal correlation to find the 

best configuration for a pipeline. It uses a different combination of DNN knobs like 

frame rate, resolution, and query accuracy to speed up the performance. 

Limitation: Instead of different combination sets, VID-WIN uses a dynamic frame 

resizing and frame filtering policy based on query QoS metrics. VID-WIN differs 

from Chameleon in terms of micro-batching, windowing and edge-cloud 

deployment for video event processing. 

C) CEP Based Load Shedding and Filtering 

Description: Zhao et al. [80] proposed a hybrid input and state-based load shedding 

strategy in CEP. The work considers the single input events and partial matches 

based on the query and performs load shedding while maintaining latency bound. 

hSPICE [78] performs load shedding of partial matches by analyzing its utility and 

the probability of its completion as a complete match.  The work uses a probabilistic 

model to compute when to drop events while maintaining the quality of results.  

Limitation: Both the above work is limited to load shedding of structured events 

while VID-WIN performs state-based load shedding (filtering) over video data in 

CEP. VID-WIN utilizes some of the concepts from hSPICE [78] like the position of 

an event (in our case micro-batch) in the window to compute a final batch utility 

score. The above work does not consider an edge-cloud scenario and focuses on 

latency bound and accuracy. On the other hand, VID-WIN performs load shedding 

to reduce bandwidth consumption and improve throughput and latency under a given 

edge resource budget. 

 Optimization over Windows 

A) Window Based Aggregation 

Description: Aggregation over windows is one of the research foci where an 

aggregate operator like SUM, MIN, COUNT and machine learning models are 

applied over an incoming stream. Different aggregation techniques like sharing 

[147], slicing [88], and multi-query optimization [278] have been proposed for 

utilizing window state.  
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Limitation: The current window aggregation techniques work with the assumption 

that the data it is receiving has a structured format. VID-WIN perform data mining 

approaches over unstructured video data. 

VEKG-TAG [96]and VEK-EAG [94] 

Description: Yadav et al. have proposed query-aware windows two aggregation 

method: VEKG-TAG [93, 96] and VEKG-EAG [94] for video streams. The work 

was focused on the aggregation of graph streams to optimize CEP matching.  

Limitation: VID-WIN focuses on low-video data to accelerate overall system 

performance in the edge-cloud paradigm. The VEKG aggregation technique is part 

of the current thesis and can be applied at windows deployed in the cloud to improve 

the system performance further 

B) Adaptive Windowing 

AD-WIN [53] and Cutty [88] 

Description: Different content-driven adaptive techniques over windows are 

proposed where the windows continuously analyze incoming data content to 

optimize the performance. For example, Bifet et al. proposed ADWIN  [53], a 

content-based adaptive windowing method to learn new scalar data sequences. 

These windows continuously perform the statistical analysis over the incoming data 

content and change their length when the data distribution changes. Carbone et al. 

[88] applied the idea of content-driven and aggregate sharing in user-defined 

windows (Cutty).  

Limitation: The above works consider the incoming data stream to have a fixed data 

model with a structured payload and are not focused on optimizations related to 

unstructured content like videos. VID-WIN is the first work that performs adaptive 

window mining techniques over video data in an edge-cloud continuum. 

 Edge-Cloud based Video Analytics Optimization 

A) Filtering based optimizations 

Description: Load shedding techniques such as filtering are prominent work where 

non-relevant frames are filtered to save system resources. Reducto [84] saves 

bandwidth and reduces latency by on-camera filtering using cheap vision filters. 

FilterForward [83] uses a micro classifier, a set of lightweight filters over an edge 

device to transmit only relevant frames for bandwidth savings. Wang et al. [209] 
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proposed different strategies to reduce transmission and save bandwidth but have 

not considered query awareness, state management, resource allocation.  

Limitation: Reducto [84] does not focus on throughput and state management. 

FilterForward [83] performs frame-level filtering and does not focus on state-based 

pattern filtering which is the core of the VID-WIN approach. mVideo [81], Vigil [2], 

AWStream [55], and EdgeEye [82] are edge-based video analytics systems that 

focus on bandwidth saving while maintaining query accuracy with no focus on state 

management.  

B) Resolution based optimization  

CloudSeg [211] 

Description: Cloudseg [211] is an edge to cloud vision analytics framework with a 

key focus on bandwidth savings. CloudSeg streams low-resolution frames from edge 

devices to save bandwidth and then apply super-resolution technique to upsample a 

high-resolution image on the cloud node. The method is quite effective in reducing 

bandwidth consumption with negligible effect in accuracy.  

Limitation: VID-WIN uses a dynamic resizing approach which resizes the frame 

resolution while preserving the aspect ratio. The algorithm considers query accuracy 

to resize the frame to get the desired result with high bandwidth savings.  

C) Specialized DNN Models 

Description: In recent years, specialized DNN models have been proposed in a 

different application context to improve performance. For example, MCDNN [266] 

proposes a scheduling algorithm to select a specialized model trained at different 

resource requirements.  

Limitation: The VID-WIN approach uses standard DNN models to trade-off 

resource requirements with query accuracy. Grulich et al. [274] proposed a 

compression-based collaborative edge-cloud model where only difference values 

among successive frames are transferred to cloud node. VID-WIN also follows the 

same techniques and send only compressed and difference values of micro-batch. 

NoScope [203], BlazeIt [37], and Focus [54]  try to accelerate model inference using 

specialized techniques like background filtering and cheap classifiers in database 
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settings.  This work focuses on analyzing content from video streams over windows 

to increase CEP system performance. 

As per the above discussion, Table 8.2 summarizes the VID-WIN related work 

across different parameters. 

Table 8.2 Comparison of related work with the VID-WIN approach 

Related 

Work 

Dynamic 

Stream 

Batching 

 

Frame 

Resizing 

Frame 

Region 

of 

Interest 

Load 

Shedding/ 

Frame 

Filtering 

Edge-Cloud 

Deployment 

 

Adaptive 

Window 

Operator 

 

Video 

Streams 

Specialize

d DNN 

Models 

Das et al. 

[276] 

Yes No No No No No No No 

Cheng et al. 

[277], 

Yes No No No Partial 

Cloud only 

Partial 

No adaptivity 

No No 

Drizzle [79] Yes No No No Partial 

Cloud only 

Partial 

No adaptivity 

Yes No 

VideoStrom 

[3] 

No No No No Partial 

Cloud only 

No Yes No 

Chameleon 

[87] 

No Yes Yes Partial Partial 

Cloud only 

No Yes Yes 

Zhao et al. 

[80] 

No No No Yes No Partial 

No adaptivity 

No No 

hSPICE [78] No No No Yes No Partial 

No adaptivity 

No No 

Bifet et al. 

[53] 

No No No No No Yes No No 

VEKG-TAG  

[93, 96] and 

VEKG-EAG  

[94] 

No No No Partial 

Remove 

duplicate 

node and 

edges 

Partial 

Cloud only 

Yes Yes No 

FilterForward 

[83] 

No No No Yes Yes No Yes Yes 

Reducto [84] No No No Yes Yes No Yes No 

Wang et al. 

[209] 

No Partial 

Perform 

Tiling 

Partial 

Context-

Aware 

approach 

Yes Yes No Yes No 

CloudSeg 

[211] 

No Yes No Yes Yes No Yes Yes 

AWStream 

[55] 

No Yes No Yes Yes Partial 

No adaptivity 

Yes Partial 

Maybe 

operator 

MCDNN 

[266] 

No No No No No No Yes Yes 

Focus [54] No No No No No No Partial 

Database 

support 

Yes 

NoScope 

[203] 

No No No Yes No No Partial 

Database 

support 

Yes 

VID-WIN 

[100] 

Yes Yes Yes Yes Yes Yes Yes Yes 
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8.6 INPUT-BASED TUNABLE KNOBS OVER DNN MODELS 

Inference time over DNN models is high. As discussed in Section 8.4.3, different 

optimization techniques have been proposed for their faster execution. These 

techniques tune different model parameters as per the application objectives to 

optimize the model performance. Works including MCDNN [266] and NoScope 

[203] have proposed to create specialized DNN models to improve system 

performance.  Since video data is highly dynamic and frequently changes (in 

seconds), loading different optimized model in memory will incur high runtime cost. 

Thus, we focus only on input-based transformation parameters where a model, once 

loaded, can accept different input configuration types from the windows. We focus 

on four crucial input parameters that have a significant impact on overall DNN 

model execution performance- 1) Batch Size, 2) Frame Resolution, 3) Frame Rate, 

and 4) Region of Interest (ROI). Several experiments were performed to analyze the 

efficacy of input parameters on different system metrics. 

 

Figure 8.5 Frame Batching: Performed on Nvidia RTX 2080Ti on Sandy Lane [116] Video (a) 

throughput (b) latency (c) memory usage (d) accuracy distribution 

 Batch Size 

The DNN model’s execution time is significantly lower if it receives the batch of 

input frames as a higher dimension tensor. Frame-level processing stalls the kernel 
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memory is leading to high processor utilization. Batching prevents the kernel from 

loading the input data every time and amortizes frame-level invocation overheads. 

The batch size significantly affects performance in terms of throughput and end-to-

end latency with no change in prediction accuracy. Experimental results in Figure 

8.5 (a) shows the impact of different frame batch sizes over the pre-trained DNN 

models. The ResNet50 model throughput increases more than 8.7X from 40 frames 

per second (fps) to 350 fps when the batch size is changed from 1 frame to 100 

frames. MobileNet performs even better with a 9.6X throughput execution of 480 

fps on a batch size of 100 frames. Figure 8.5 (b) and (c) shows that the average 

latency of batch processing is 7X less with only 1.3X memory usage overhead as 

compared to the frame-by-frame processing for the same number of frames. Figure 

8.5 (d) shows the accuracy distribution of two objects with no change in accuracy 

across batches. It is evident from Figure 8.5 that- ‘batching of image frames 

improves model throughput performance and reduce latency as compare to frame 

level processing with minimal memory overhead and no change in accuracy’. 

 

Figure 8.6 Frame Resolution: Performed on Nvidia RTX 2080Ti on Sandy Lane [116] video (a) 

throughput (b) latency (c) memory usage (d) accuracy distribution 
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 Frame Resolution 

Frame resolution is another input transformation technique to accelerate the model 

inference speed [55, 87, 211]. Reducing the image size decreases the input 

information leading to fewer operations over the DNN model. This results in 

accuracy reduction as the model is relying on less information to predict the output. 

Figure 8.6 (a), (b), and (c) shows that decreasing frame resolution can increase model 

throughput by 6X and reduce the latency and memory by 3X and 16X respectively 

for 200*200 image as compared to 1200*1200 resolution image. This improvement 

comes at a cost where the prediction accuracy drops with lower resolution images. 

Figure 8.6 (d) shows the accuracy distribution of two objects (‘car’ and ‘person’) 

using the Faster R-CNN [186]  model. The median ‘car’ object accuracy drops from 

0.85 to 0.68 for 1200*1200, and 200*200 resolution images and a similar trend 

follows for the ‘person’ object. The 200*200 resolution accuracy distribution detects 

objects with a low accuracy score. Therefore, we can say that ‘resizing improves 

throughput, latency, and memory usage but reduces accuracy’. 

 Frame Filtering 

Continuous streaming of video data can overload network resources. Filtering or 

sampling is a common technique used to balance the supply by dropping data as per 

the resource demand.  Works like FFSVA [55] and Reducto [48] are some video 

analytics systems focused on frame-based filtering. As less data is received and 

processed by the CEP matcher to match events, there is a high probability of missing 

the pattern. Thus, ‘filtering reduces bandwidth and resource usage but at the cost of 

accuracy.’ 

 Region of Interest (ROI) 

 

Figure 8.7. Region of interest for 'car' object in a video 

In videos, objects exist in a specific region of a given frame. For example, car objects 

will usually exist on roads which are a constraint to one part of the video frame 
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(Figure 8.7). Processing the non-interesting region of an image where the probability 

of occurring objects is low wastes resources and affects the performance of an 

application. The ROI increases the overall detection accuracy as the DNN model 

does not process the non-interesting region (such as ‘sky’ and ‘tree’ in Figure 8.7) 

which adds noise to the overall detection process.  Therefore, ‘processing ROI 

achieves high accuracy and reduces the bandwidth usage’. 

Since the above four parameters significantly affect the model inference time, we 

utilize them as an adaptive factor in the windowing. In the next section, we discuss 

the impact of windows operator placement over the edge and cloud node and devise 

an adaptive windowing model for video event matching. 

8.7 VID-WIN: CONTENT AND QUERY-DRIVEN WINDOW 

OPERATOR FOR VIDEO EVENT ANALYTICS 

This section discusses different window operator placement strategies for complex 

event processing. Later, it introduces the proposed adaptive windowing approach 

and describes the reference architecture. 

 

Figure 8.8. (Top) Scenario1: A simple CEP operator graph deployed at the high-end node, (Mid) 

Scenario 2: Window operator is reordered and placed before DNN operator at the high-end node, 

(Bottom) Scenario 3: Window operator is placed at the edge node 

 Windows optimization strategy over edge and cloud 

Figure 8.8 shows three window placement strategy across cloud and edge and their 

impact on the overall system performance. 
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Table 8.3 Performance of window optimization strategies for a video stream from an edge (3GB, 4 

cores) to the high-end node (RTX 2080 Ti GPU, 16 cores)  

Metrics winvanilla 𝒘 𝒏  𝒏  𝒏  𝒘 𝒏 𝒅   

Stream Optimization None Reordering Placement 

Strategy Frame by frame 

processing, 1080p 

resolution 

Batch size =10 

frames, (800,800) 

resolution 

Same as  
𝑤𝑖𝑛𝑐𝑜𝑛𝑡𝑒𝑛𝑡 

 

Per Frame System 

Latency (ms) 

47.95  28.94 28.94 

System Throughput (fps) 19.2 20.844 20.844 

Avg. Edge Memory 

Usage (%) 

13.23 13.23 23.2 

Avg. Edge CPU Usage 

(%) 

34.25 34.25 23.82 

Bandwidth Usage 

(MB/frame) 

6.3 6.3 1.95 

Avg. Accuracy 0.94 0.94 0.92 

Scenario 1- Cloud only Vanilla Window 

In a general streaming scenario, windows receive the structured data (such as 

temperature = 35) and then pass the stream state to the matcher for pattern mining. 

Figure 8.8 (top) shows a vanilla window setting (winvanilla). In the CEP operator 

graph, the window is placed after the DNN operator in a high-end node. As discussed 

in Section 8.3.2, event processing is highly inefficient for video streams in winvanilla 

setting as it will miss the DNN-based optimization and will impact the QoS results. 

Table 8.3 shows that in winvanilla, the system achieves low throughput of 19.2 fps and 

a high per frame latency of 47.95 ms with increased usage of CPU and bandwidth. 

Scenario 2- Cloud only Content-driven Window 

Operator reordering [279] is a stream optimization technique where more selective 

operators are placed at the upstream of an operator graph to discard early data. 

Similar to adaptive windowing for structured data [53, 280], video content adaptivity 

can be equipped by placing windows (wincontent) before costly DNN operators 

(Figure 8.8 (mid)) and enabling input tuning knobs [101]. The wincontent placement 

can bring profitable gains to overall system performance. For example, Table 8.3 

shows a wincontent operation where batching (10 frames) and low resolution 

(800*800) operation is enabled in windows with performance gains (such as low 
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latency ~28.9 ms, high throughput ~20.9 fps) as compared to winvanilla strategy. The 

wincontent approach ensures commutativity [279]. It does not affect overall operator 

graph execution as the matcher will be receiving the processed frames of a given 

window state from the DNN operator. The key benefit and challenges in scenario 2 

are- 

• 𝑤𝑖𝑛𝑐𝑜𝑛𝑡𝑒𝑛𝑡 can tune input-based knobs of DNN (such as batching, resolution) 

which can result in improved throughput and reduce latency. 

• 𝑤𝑖𝑛𝑐𝑜𝑛𝑡𝑒𝑛𝑡 the strategy has some shortcomings as still full video data is 

transmitted from the edge to the high-end node with no bandwidth savings.  

• Another drawback of 𝑤𝑖𝑛𝑐𝑜𝑛𝑡𝑒𝑛𝑡 is that it cannot perform window-based 

optimizations for reducing redundant computations of the sliding window. 

Pre-processing redundant video data will add another system overhead. 

 

Figure 8.9. Latency due to socket backpressure in a) wincontent, and b) winedge 

Scenario 3- Content-driven window at Edge 

Operator placement [279, 281] is another stream optimization technique where 

operators are assigned to a specific host, cores or nodes. The key benefit of 

placement is to trade communication costs but assuming that the node on which the 

operator is deployed has enough resources to handle its functionality. Figure 8.8 

(bottom) shows a placement strategy where adaptive window operator (wincontent) is 

placed on the edge node (𝑤𝑖𝑛𝑒𝑑𝑔𝑒). Figure 8.9 shows general streaming operation 

where a HD video is livestreamed over the network from edge to a high-end node. 

The edge node struggles with high transmission latency and socket backpressure in 

frame-level processing as compared to batching (here 10 frames) scenario (Figure 

8.9 (b)) of winedge. The benefits and challenges of 𝑤𝑖𝑛𝑒𝑑𝑔𝑒 are: 
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• Scenario 3 is ideal in an edge-cloud setting where a data-driven operator 

(𝑤𝑖𝑛𝑒𝑑𝑔𝑒) is brought close to the edge. 

• 𝑤𝑖𝑛𝑒𝑑𝑔𝑒 can bring significant bandwidth savings as only required frames of 

specific resolution will be sent to the cloud. As per Table II, 𝑤𝑖𝑛𝑒𝑑𝑔𝑒 requires a 

bandwidth of 1.95MB/frame as compared to 𝑤𝑖𝑛𝑐𝑜𝑛𝑡𝑒𝑛𝑡 which requires a 

bandwidth of 6.3MB/frame. 

• Like scenario 2, 𝑤𝑖𝑛𝑒𝑑𝑔𝑒 can improve throughput and reduce latency with 

minimal increase in edge memory usage (Table II). 

• Since 𝑤𝑖𝑛𝑒𝑑𝑔𝑒 transmits less data, it can bring significant cost saving for high-

end nodes as their pricing includes storage cost. 

• Similar to 𝑤𝑖𝑛𝑐𝑜𝑛𝑡𝑒𝑛𝑡, 𝑤𝑖𝑛𝑒𝑑𝑔𝑒 will miss window-based optimizations like 

redundant computations in terms of sliding windows.  

• winedge can overload resource-constrained edge nodes with long sliding or 

tumbling windows. 

Considering the above-discussed placement scenarios, a novel 2-stage windowing 

operator- VID-WIN is proposed for fast inference of video data. The next section 

focuses on the architecture and design of the VID-WIN method.  

 VID-WIN: 2-Stage Allied Windowing on Edge and Cloud 

 

Figure 8.10. VID-WIN high-level system architecture 

VID-WIN is a 2-stage allied window, where two windows (𝑤𝑖𝑛𝑒𝑑𝑔𝑒 , 𝑤𝑖𝑛𝑐𝑙𝑜𝑢𝑑) run 

in parallel across two nodes. VID-WIN optimizes DNN-based video stream 

inference between resource-constrained edge (low-end) nodes and high-end GPU 
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enable nodes to perform state-based query matching. VID-WIN parameters are 

tuned adaptively based on video content, resource budget (CPU and memory), and 

the query to improve application-level bounds (latency, throughput, and accuracy) 

and bandwidth usage. The 2-stages enable windows to perform both pre-processing 

and post-processing optimizations for fast video event analytics. 

𝑤𝑖𝑛𝑒𝑑𝑔𝑒 =  {
𝑅𝐴𝑁𝐺𝐸(𝑡)           𝑑𝑢𝑟𝑖𝑛𝑔 𝑖𝑛𝑡𝑖𝑎𝑙𝑖z𝑎𝑡𝑖𝑜𝑛
𝑆𝐿𝐼𝐷𝐸(𝑡)            𝑎𝑓𝑡𝑒𝑟 𝑖𝑛𝑖𝑡𝑖𝑎𝑙𝑖𝑧𝑎𝑡𝑖𝑜𝑛

} 

(8.5) 

𝑤𝑖𝑛𝑐𝑙𝑜𝑢𝑑 = {

               𝑅𝐴𝑁𝐺𝐸(𝑡)                                    𝑑𝑢𝑟𝑖𝑛𝑔 𝑖𝑛𝑡𝑖𝑎𝑙𝑖𝑧𝑎𝑡𝑖𝑜𝑛

(
𝑝𝑢𝑠ℎ𝑏𝑎𝑐 (𝑆𝐿𝐼𝐷𝐸, 𝑡)[𝑤𝑖𝑛𝑐𝑙𝑜𝑢𝑑]

𝑝𝑜𝑝𝑓𝑟𝑜𝑛𝑡(𝑆𝐿𝐼𝐷𝐸, 𝑡)[𝑤𝑖𝑛𝑐𝑙𝑜𝑢𝑑]
)     𝑎𝑓𝑡𝑒𝑟 𝑖𝑛𝑖𝑡𝑖𝑎𝑙𝑖𝑧𝑎𝑡𝑖𝑜𝑛

} 

Eq. 8.5 represents the windowing operation of VID-WIN over both nodes to manage 

the correct state. Figure 8.10 shows a high-level system architecture of VID-WIN 

over edge and cloud. The 𝑤𝑖𝑛𝑒𝑑𝑔𝑒 receives the video frames (like 1, 2, 3, 4, ...) at 

the edge node and continuously transmits them to the cloud. The 𝑤𝑖𝑛𝑒𝑑𝑔𝑒 consists 

of a VID-WIN controller which runs as a separate process and analyzes the incoming 

video content (similar to 𝑤𝑖𝑛𝑐𝑜𝑛𝑡𝑒𝑛𝑡) and performs optimization based on edge 

resource availability and query requirements. During the initialization phase, 

𝑤𝑖𝑛𝑒𝑑𝑔𝑒 works on the RANGE data and later switch to SLIDE mode (eq. 5). For 

example, in Figure 8.10, a window of RANGE- 5 and SLIDE- 2 (𝑖. 𝑒. 𝑤𝑖𝑛(5,2)) is 

defined where 𝑤𝑖𝑛𝑒𝑑𝑔𝑒 will first perform the optimization process over RANGE 

data (i.e., 1,2,3,4,5) and later optimize only SLIDE data (such as (6,7) and (8,9)). 

The VID-WIN approach has several key benefits: 1) there is no redundant 

computation on the edge node as processing occurs only on SLIDE data, 2) state-

awareness as  𝑤𝑖𝑛𝑒𝑑𝑔𝑒 knows how much data needs to be ingested from the video 

stream, and 3) content and resource-driven optimization via VID-WIN controller to 

improve the application QoS. The VID-WIN controller design and adaptive strategy 

are discussed in detail in Section 8.8.1. 

The 𝑤𝑖𝑛𝑐𝑙𝑜𝑢𝑑 placed on a high-end or cloud node runs in parallel with 𝑤𝑖𝑛𝑒𝑑𝑔𝑒 . The 

𝑤𝑖𝑛𝑐𝑙𝑜𝑢𝑑 is placed after the DNN operator and receives the processed information 

(like objects). During initialization, the 𝑤𝑖𝑛𝑐𝑙𝑜𝑢𝑑 ingests only RANGE data (eq. 5). 

After initialization, 𝑤𝑖𝑛𝑐𝑙𝑜𝑢𝑑 applies pushback and popfront operations, 

respectively, to ingest new and discard the old SLIDE data. Figure 8.10 shows that 

𝑤𝑖𝑛𝑐𝑙𝑜𝑢𝑑 initially receives RANGE data (1,2,3,4,5) and applies popfront to discard 



 

 

177 

 

old data (1,2) and pushback method to ingest new SLIDE data (6,7) maintaining the 

new window state (i.e., 3,4,5,6,7). The 𝑤𝑖𝑛𝑐𝑙𝑜𝑢𝑑 preserves the state even if 𝑤𝑖𝑛𝑒𝑑𝑔𝑒 

filters the video frames at the edge and processes only the information valid for that 

given state. For example, suppose in the above example 𝑤𝑖𝑛𝑒𝑑𝑔𝑒  drops frame (5,6) 

then 𝑤𝑖𝑛𝑐𝑙𝑜𝑢𝑑 will only transfer state (3,4,7) to the matcher. The state is preserved 

as all the frames are time-stamped. Both windows (𝑤𝑖𝑛𝑒𝑑𝑔𝑒 , 𝑤𝑖𝑛𝑐𝑙𝑜𝑢𝑑) run in 

parallel and keep track account of the time when the frame is received. In post-

processing optimization, 𝑤𝑖𝑛𝑐𝑙𝑜𝑢𝑑 pass the processed DNN information to the 

Spatial Mapper operator that learns the Region of Interest (ROI) of the queried 

object in the video. The ROI can later be passed to the VID-WIN controller to 

process only interesting areas in the frame. Spatial Mapper's concept is similar to 

learning data characteristics over windows [53, 282] which can later be utilized to 

optimize the process further. 

 Benefits of 2-Stage Allied Windowing 

There are several benefits of VID-WIN as compared to other scenarios discussed in 

Section 8.7.1.  The 𝑤𝑖𝑛𝑒𝑑𝑔𝑒 emulates Scenario 3, as it is placed at the edge with 

content adaptivity feature (𝑤𝑖𝑛𝑐𝑜𝑛𝑡𝑒𝑛𝑡). Similarly, 𝑤𝑖𝑛𝑐𝑙𝑜𝑢𝑑 mimics Scenario 1 

(𝑤𝑖𝑛𝑣𝑎𝑛𝑖𝑙𝑙𝑎) with the added functionality of data learning using the Spatial Mapper 

operator. Some of the key benefits of the 2-stage allied window approach are: 

• Optimization can be performed both at the pre-processing and post-processing 

stage of streaming video data. The VID-WIN controller of 𝑤𝑖𝑛𝑒𝑑𝑔𝑒 can perform 

pre-processing optimization by adaptively tuning input knob parameters like 

frame resizing, batching, and filtering based on query and resource constraints. 

Similarly, the  𝑤𝑖𝑛𝑐𝑙𝑜𝑢𝑑 can optimize post-processing operation by finding the 

region of interests of query objects which can be utilized by 𝑤𝑖𝑛𝑒𝑑𝑔𝑒 to further 

improve the system performance. The 𝑤𝑖𝑛𝑐𝑙𝑜𝑢𝑑 post-processing optimizations 

are not limited to objects spatial mapping and can be extended to other 

aggregation window optimizations [146, 147, 262, 263, 283] depending on the 

application context. 

• The VID-WIN design applies to both tumbling and sliding windows which are 

the most widely adopted windows used across many streaming applications. 
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Most of the video analytics optimization approaches are focused on frame-level 

object detection without any insight into complex event patterns. Recent work like 

FFS-VA [213], CloudSeg [211], FilterForward [83], and Reducto [84] act as state-

agnostic filters to reduce video data without any state management and focus only 

on frame-based filtering. On the other hand, VID-WIN performs state and query 

aware filtering over video streams to detect complex patterns that span over time. 

After discussing the benefits of 2-stage windowing over edge and cloud, the next 

section deep dives into the adaptive techniques and architecture which VID-WIN 

adopts for faster video inference. 

8.8 VID-WIN ADAPTATION STRATEGY FOR INPUT KNOBS 

This section conceptualizes the VID-WIN controller architecture at 𝑤𝑖𝑛𝑒𝑑𝑔𝑒 and the 

data-driven techniques it uses to improve performance. One fundamental 

assumption is that the methods are applied over videos with a fixed background as 

most CCTV cameras have fixed Field of View (FoV). 

 

Figure 8.11. VID-WIN controller architecture 

 VID-WIN Controller Architecture 

Figure 8.11 shows a VID-WIN controller component that acts as the first-class 

abstraction over 𝑤𝑖𝑛𝑒𝑑𝑔𝑒 to transform input frames for low-cost video inference. 

The numbers marked in the diagram represents the four stages of the VID-WIN 

controller which are discussed below: 
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1. Create Micro-Batch: Identify incoming frame sequences ((𝐹1, 𝐹2, 𝐹3. . )) over 

𝑤𝑖𝑛𝑒𝑑𝑔𝑒 by exploiting interframe similarities (𝐷1, 𝐷2, 𝐷3. . ) using Similarity 

Algorithm and create an optimal micro-batch of the sequence of frames. The 

components Similarity Score and Micro-Batch Size Analyzer keeps a check on 

the size and create new micro-batches. The adaptive micro-batching strategy is 

discussed in detail in Section 8.8.2. The Eager Micro-Batch Filter component 

discards early frames to avoid further processing of frames when there is no 

change in the video content and is further discussed in Section 8.8.5. 

2. Resize Micro-Batch: The micro-batch resizer resizes the resolution of the micro-

batch as per the keyframe resolution. The KeyFrame Resizer identifies the 

optimal resolution of a keyframe by passing it to a Lightweight DNN model and 

resize it as per the CEP query accuracy constraints. The query-based resizing 

strategy is discussed in Section 8.8.3. 

3. Filter Micro-Batch: The Micro-Batch Utility Scorer identifies the utility score 

of the resized micro-batches. The Lazy Micro-Batch Filter can then discard an 

entire batch or set of frames from the batch depending on the utility score, 

resource availability (CPU and memory), and potential of getting a query pattern 

match (Partial Match Cache) over it. The filtering strategy is discussed to length 

in Section 8.8.5 and 8.8.6. 

4. Send micro-batch to the cloud: The resized and filtered micro-batches are sent 

to the cloud node for processing. To further reduce bandwidth consumption, the 

Change Detector component sends only the difference values of the micro-batch 

with compression to reduce the message payload over the network.  

The next section conceptualizes the adaptive algorithm utilized by the above VID-

WIN controller components. 

 Dynamic Micro-Batching 

As discussed in Section 8.6.1, the batching of input frames can improve the DNN 

model inference but impact the CPU and memory. Batching of frames can be defined 

in terms of time, count or memory size. Figure 8.12 shows the batching (𝑙𝐵) and 

transmission latency (𝐿𝑇) of a Jackson Hole [113] HD video streamed at different  
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Figure 8.12. Batching and transmission latency of different batch sizes for a 1080p Jackson Hole 

[113] video from the edge to cloud node 

fps speed. The total latency (𝑙𝐵 + 𝐿𝑇) increases from 1 sec (single frame) to 7.5 sec 

(batch of 100 frames). So, the question arises- a) What is the optimal batch size? b) 

Should the batch-size be fixed or dynamic? We investigated the effect of dynamic 

batch sizes for video-based CEP matching and proposed a dynamic micro-batching 

strategy based on video content characteristics. 

Lightweight techniques to identify Micro-Batches 

Frames in video sequences are correlated over temporal bound. We aim to identify 

batches of highly similar frames that can be further optimized later. This can be 

achieved using temporal video segmentation techniques which identify scene 

changes in video frames and divide them into meaningful batches [284]. Two 

lightweight techniques have been used to avoid additional overhead: 1) video 

encoding and 2) frame similarity score to identify batches in real-time. 

Inter and Intra-frame video encoding: MPEG standard encodes video as a sequence 

of a group of pictures (GOP). H.264 encodes video pictures into three types of 

frames- I, P, and B [285]. I-frames (intra-coded) are independently encoded while P 

(Predictive) and B (bi-directional predictive) frames are encoded with reference to 

other frames. I-frames have unique information as it contains data from the same 

frame. This encoding information is leveraged to create a micro-batch whenever a 

new I-frame arrives. 

Image Similarity Score: Relying only on encoding information of frames is 

erroneous as in the real-world scene change is highly contextual. Thus, we also 

calculate the similarity score between frames to identify abrupt scene changes. 
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Different frame similarity techniques have been proposed in the literature ranging 

from low-level features such as pixels, edges, corners, histogram, hashing, and high-

level visual descriptors like SIFT, SURF, and CNN embeddings. The high-level 

descriptor techniques such as CNN based similarity methods are time-consuming 

and are not a good fit for latency-sensitive CEP applications. 

Figure 8.13 shows the latency distribution of different hashing and color histogram 

similarity techniques. The histogram-based similarity matching latency ranges 

between 1-2 milliseconds (ms) while Wavelet hashing latency distribution lies 

between 17-30ms. Thus, color histogram similarity is fast and efficient and can be 

deployed in real-time settings even for high rate video streams such as 50fps where 

the delay between two frames is ~20 ms. The color histogram technique is applied, 

where the corresponding frames are converted to HSV space and correlation distance 

between two histograms 𝑑𝑠𝑖𝑚(𝐻1, 𝐻2) is used to calculate the similarity score [286]. 

𝑑𝑠𝑖𝑚(𝐻1, 𝐻2) =
∑ (H1(I) − H1̅̅̅̅ )(H2(I) − H2̅̅̅̅ )I

√∑ (H1(I) − H1̅̅̅̅ )
2∑ (H2(I) − H2̅̅̅̅ )

2
II

 

(8.6) 

𝑎𝑛𝑑  𝐻𝐾̅̅ ̅̅ =
1

𝑁
∑𝐻𝐾(𝐽)

𝐽

 

In the eq. 8.6, 𝐻1 and 𝐻2 are the histograms of two images to be compared and N is 

the number of histogram bins. 

 

Figure 8.13. Performance of different similarity techniques 

Identifying Similarity Threshold Score and Effective Batch Size 

The histogram technique scores between 0-1, where a higher score is given for more 

similar images. The question arises what the similarity threshold score should be 

(𝑡ℎ𝑟𝑒𝑠(𝑑𝑠𝑖𝑚)) to identify an optimal micro-batch size. The similarity across frames  
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(a) 

 

(b) 

Figure 8.14. a) Temporal clustering of videos as per different motion categories and b) its effect on 

micro-batch sizes for different similarity thresholds 

depends on the content, which is directly related to the object’s motion. We applied 

a data-driven heuristic to determine the relationship between video motion 

characteristics and their effect on batch size distribution. A background subtraction 

technique [287] is used to identify the moving ratio of objects across frames. Figure 

8.14 (a) quantifies the different motion categories of objects across frames for 

different videos. A small dataset of 120 video clips (10-20 seconds each) was created 

based on different motion dynamics. The dataset is divided into four clusters using 
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Timeseries Euclidean K-means clustering [288] having the following motion 

characteristics across time: 1) Slow Object Motion, 2) Increasing Object Motion, 3) 

Decreasing Object Motion, and 4) Continuous object motion. Figure 8.14 (b) shows 

the batch size distribution of varying similarity scores for different motion clusters. 

The similarity score of 0.98 is set as the threshold score (𝑡ℎ𝑟𝑒𝑠(𝑑𝑠𝑖𝑚)) as the median 

batch-size is around 35-60, which is an optimal size as the bigger sizes lead to higher 

latency. 

 

Figure 8.15. Effect of batch size on throughput, latency, edge CPU, and memory when different 

batches of frames are transmitted from edge to high-end node 

There can be situations when there is no change in the video frames. This can lead 

to bigger batch sizes resulting in higher latency, memory, and CPU consumption. 

Offline profiling of batches is performed to understand the optimal maximum batch 

size (𝑀 𝑚𝑎𝑥). Figure 8.15 shows a 5-d plot of different batch sizes with throughput, 

latency, memory, and CPU. The three datasets are represented using colors with 

shade as memory and size as CPU consumption (solid color with bigger size means 

high memory and CPU consumption). The throughput and latency are measured till 

the processing of the DNN model in the cloud node while CPU and memory 

correspond to the edge node. A costlier Faster R-CNN model is used for the profiling 

to get upper and lower bounds on latency and throughput. As per evaluation, the 

batch size of 70 keeps the right balance between high throughput and low latency 

with low CPU and memory usage. So, we fixed the max micro-batch size (𝑀 𝑚𝑎𝑥)  

to 70 as a circuit breaker case when there is no motion or content change in the video 

stream.  
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Algorithm 8.1: Adaptive Micro-Batching 

Input:    𝑖𝑛𝑐𝑜𝑚𝑖𝑛𝑔 𝑣𝑖𝑑𝑒𝑜 𝑓𝑟𝑎𝑚𝑒𝑠 {𝑓1, 𝑓2, 𝑓3. . . . . . } 𝑎𝑡 𝑤𝑖𝑛𝑒𝑑𝑔𝑒  and 

                 𝑆𝐿𝐼𝐷𝐸 𝑇𝐼𝑀𝐸 𝑜𝑓 𝑤𝑖𝑛𝑒𝑑𝑔𝑒  

Output: M𝑖𝑐𝑟𝑜 −  𝑎𝑡𝑐ℎ (𝑀 ) 

1: 𝒇 𝒓 𝑆𝐿𝐼𝐷𝐸 𝑇𝐼𝑀𝐸 𝑖𝑛 𝑤𝑖𝑛𝑒𝑑𝑔𝑒  𝒅  

2:       𝒇 𝒓 𝑓𝑖 𝑖𝑛 {𝑓1, 𝑓2, 𝑓3. . . . . . } 𝒅  

3:            𝒇 𝑓𝑖  =  𝑓𝑖𝑟𝑠𝑡 𝑓𝑟𝑎𝑚𝑒 then 

4:                𝑟𝑒𝑓𝑒𝑟𝑒𝑛𝑐𝑒 − 𝑓𝑟𝑎𝑚𝑒 ⃪ 𝑓𝑖 

5:                 𝑀  ⃪ 𝑎𝑑𝑑𝑡𝑜𝑀𝑖𝑐𝑟𝑜 𝑎𝑡𝑐ℎ(𝑓𝑖) 

6:             𝒔  

7:                 𝒇 𝑓𝑖 = 𝐼 − 𝑓𝑟𝑎𝑚𝑒  𝒓 𝑑𝑠𝑖𝑚(𝑟𝑒𝑓𝑒𝑟𝑒𝑛𝑐𝑒 − 𝑓𝑟𝑎𝑚𝑒 − 𝑓𝑖) ≤

                                            𝑡ℎ𝑟𝑒𝑠(𝑑𝑠𝑖𝑚)   𝒓 𝑀 𝑠𝑖𝑧𝑒 ≥ 𝑀 𝑚𝑎𝑥     𝒏  

8:                  𝑠𝑒𝑛𝑑𝑡𝑜𝑀𝑖𝑐𝑟𝑜 𝑎𝑡𝑐ℎ𝑅𝑒𝑠𝑖𝑧𝑒𝑟(𝑀 ) 

9:              𝑮𝑶 𝑻𝑶 𝐿𝑖𝑛𝑒 2 

10:           𝒔  

11:            𝑀  ⃪ 𝑎𝑑𝑑𝑡𝑜𝑀𝑖𝑐𝑟𝑜 𝑎𝑡𝑐ℎ(𝑓𝑖) 

12: 𝑠𝑒𝑛𝑑𝑡𝑜𝑀𝑖𝑐𝑟𝑜 𝑎𝑡𝑐ℎ𝑅𝑒𝑠𝑖𝑧𝑒𝑟(𝑀 ) 

13: 𝑮𝑶 𝑻𝑶 𝐿𝑖𝑛𝑒 1 

Algorithm 8.1 defines the micro-batch strategy approach. The algorithm treats the 

first frame of the batch as a reference frame and calculates the similarity score with 

the reference frame. Whenever the 𝑤𝑖𝑛𝑒𝑑𝑔𝑒 SLIDE ends, or it receives an I-frame, 

or the similarity score is less than the threshold score (𝑡ℎ𝑟𝑒𝑠(𝑑𝑠𝑖𝑚)), or the batch 

size reaches to 𝑀 𝑚𝑎𝑥, the Micro-Batch analyzer creates a micro-batch and sends it 

to Micro-Batch Resizer. Thus, the SLIDE (during initialization its RANGE) of 

𝑤𝑖𝑛𝑒𝑑𝑔𝑒  (eq. 8.7) is a composition of several unique micro-batches (𝑀 𝑖) for the 

video stream (S). 

𝑤𝑖𝑛𝑒𝑑𝑔𝑒(𝑆) = 𝑴𝑩𝟏⋃𝑴𝑩𝟐 ⋃.…⋃𝑴𝑩   , ∀𝑴𝑩  ⋂∀𝑴𝑩𝒋 (8.7) 

 Query-Aware Frame Resizing Policy 

The rationale behind creating batches of similar images is to exploit the frame 

resolution knob and resize the whole batch to reduce memory, CPU, bandwidth 

usage, and DNN models execution time. One of the drawbacks of resizing is the loss 

in classification accuracy. Therefore, an effective strategy is required to resize the 

frames under given accuracy constraints. A novel query-aware frame resizing policy 

is devised which can be divided into three steps. 
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Identifying Representative Frame in a Micro-Batch 

Video summarization techniques extract the keyframes from the given shot which is 

treated as a representative or keyframe for that whole video shot. We consider the 

first frame [68] of a micro-batch as our representative frame to reduce overhead. All 

the similarity calculation for other frames in a batch is performed using the 

keyframe. 

 

Figure 8.16.  Object shape distortion when (a) aspect ratio is preserved and (b) aspect ratio is not 

preserved 

 

Figure 8.17. Effect on accuracy with change in resolution for three datasets (a) aspect ratio is 

preserved and (b) aspect ratio is not preserved 

Resizing Strategy 

In deep learning, it is a common practice to use a square-shaped image resolution 

(e.g., 224*224) even though the CNN models are independent of image dimensions. 

The rationale behind using a square shape is that the model can precisely learn the 

features of images avoiding noises with better accuracy during training. 1080p, 

4MP, 8MP are some of the standard resolutions of security and CCTV cameras with 

image sizes of 1920*1080, 2560*1440, and 3840*2160, respectively [289]. All the 

above resolution maintains an aspect ratio of 16:9. We propose to reduce the 

resolution of the image while preserving the aspect ratio of the image. Figure 8.16 
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(a, b) shows that this approach maintains the object's shape with respect to the image, 

and the objects do not distort as may happen in square shapes (if the aspect ratio is 

not preserved). Figure 8.17 shows the accuracy of the frame resolution of three 

datasets with respect to square shape images where the accuracy of the aspect ratio 

preserving technique is ~13% to ~15% higher. 

As per eq. 8.8, a resolution set (𝑅𝑠) is created by reducing the size of image 

ℎ𝑒𝑖𝑔ℎ𝑡 (𝐻) and 𝑤𝑖𝑑𝑡ℎ (𝑊) with 𝑎𝑠𝑝𝑒𝑐𝑡 𝑟𝑎𝑡𝑖𝑜 (ℎ: 𝑤). 

𝑅𝑠 = {(𝐻 − ℎ ∗ 1,𝑊 −𝑤 ∗ 1), (𝐻 − ℎ ∗ 2,𝑊 −𝑤 ∗ 2). . . . . (ℎ, 𝑤)} (8.8) 

𝑅𝑠 is combinatorically expensive as there can be multiple resolution sets. Therefore, 

a candidate resolution set (𝐶𝑅𝑠)  is created by analyzing the resolution accuracy 

over our selected dataset. As it is evident in Figure 8.17, there is significantly less or 

no change in accuracy across the higher resolution set. Thus, a candidate resolution 

set  (𝐶𝑅𝑠)  of following five resolutions [(288,162), (320,180), (480,270), (640,360), 

(960,540)] is selected while maintaining an aspect ratio of 16:9.    

Lightweight DNN classifier construction to accept the dynamic resolution of images: 

Most of the pre-trained object classifier model (such as ResNet and MobileNet) 

accepts fixed resolution (like 224*224) of images. These models resize the image to 

a pre-determined resolution to classify the objects.  The convolution layers are 

independent of image size, but the fully connected layer expects a fixed input size 

which hinders the model from accepting variable input size images. As discussed in 

Section 2.9.1 in Chapter 2, the Global Average Pooling layer can reduce the feature 

map size from [ 𝑎𝑡𝑐ℎ( ), 𝐻𝑒𝑖𝑔ℎ𝑡(𝐻), 𝑊𝑖𝑑𝑡ℎ(𝑊), 𝐶ℎ𝑎𝑛𝑛𝑒𝑙𝑠(C)] to (B,1,1, C) 

making the output dimensions free of (H, W). MobileNet [184]  is a lightweight 

image classification model that has good performance for resource-constrained 

devices like smartphones. Work like Focus [54] suggests that even lightweight DNN 

model have high recall (nearly 100%) and detects the object in top-4 classes. We 

have created a lighter version of the MobileNet model by trimming its 50% layers 

and replacing the final layers with one GlobalAveragePooling layer followed by 3 

Dense Layers and a 20 node softmax layer. This fine-tuned model can accept images 

of different resolutions during runtime. The model was trained over Pascal VOC 

[290] dataset using a transfer learning approach. 
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Identifying Optimal Resolution of Key Frame: DNN models are probabilistic and 

give a score between 0 and 1 for each output. Even a high-end model probably 

predicts an object in the image with less score (such as 0.4). Therefore, instead of 

following an absolute accuracy score, we have followed the top-k approach to 

identify whether the model has predicted the object in the top- k position or not. For 

example, in Figure 8.2 query 1 (Q1), if the lightweight model can predict a ‘Car’ 

object in its top-2 position, then the query pattern is satisfied. This information can 

be leveraged to resize the image to a minimum resolution where it can still predict 

information within the required top-k accuracy. As per VID-WIN architecture 

(Figure 8.11), the representative frame (F1) is sent to the Key Frame Resizer where 

it predicts frame top-k accuracy using the Lightweight DNN model at a different 

resolution (𝐶𝑅𝑠) and sends a minimum frame resolution that satisfies the query 

accuracy constraints. 

Since the lightweight DNN model is a multiclass classifier, there can be a possibility 

of score imbalance for required query objects. For example, query Q2 requires two 

objects ‘Car’ and ‘Person’ to satisfy the conjunction (CONJ) pattern. It can be a 

possibility where both objects are present in the same frame. If both objects (such as 

‘Car’:0.4, ‘Person’:0.3) are in the top-2 category (Q2 accuracy metric) then resizing 

happens until any object does not go out of the top-2 position. There can be a 

scenario where the score of objects may get skewed during resizing (such as 

‘Car’:0.7, ‘Person’:0.003). To keep a check on such cases and maintain score 

accuracy intact during resizing we check the 𝑠𝑢𝑚(𝑡𝑜𝑝 − 1 + 𝑡𝑜𝑝 − 2+. . 𝑡𝑜𝑝 −

 )(𝑂)  ≥ 0 ⋅ 45 and ratio  (
𝑡𝑜𝑝−2

𝑡𝑜𝑝−1
. . ,

𝑡𝑜𝑝−𝑘

𝑡𝑜𝑝−(𝑘−1)
≥ 0 ⋅ 45) accuracy score of identified 

query objects (𝑂) and stop resizing if the above conditions are violated. In the above 

case, the value of k (k=2 as per Figure 8.2) is based on the CEP query and 0.45 score 

is empirically derived by running classification on multiple videos. 

Selecting different resolutions is based on the candidate resolution set where the 

binary search is applied to bootstrap the search, and later resolution is chosen as per 

the previous keyframe resolution. The process restarts if the preceding keyframe lies 

in the second half of 𝐶𝑅𝑠. In case if the object is not present in the keyframe, the 

lowest resolution image (𝑅𝑚𝑖𝑛) is sent, as empirically the chances are high that the 

object is not present in that micro-batch. Algorithm 8.2 illustrates the proposed 

resizing policy. The Micro-Batch Resizer then resizes the full batch frames as per 
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the received keyframe resolution (𝑅𝑜𝑝𝑡𝑖𝑚𝑎𝑙). This adaptive micro-batch resizing of 

frames over 𝑤𝑖𝑛𝑒𝑑𝑔𝑒 dramatically improves the overall system performance as 

shown in detail in the experiments. 

Algorithm 8.2: Adaptive Micro-Batch Resizing 

Input:      𝐶𝑎𝑛𝑑𝑖𝑎𝑡𝑒 𝑅𝑒𝑠𝑜𝑙𝑢𝑡𝑖𝑜𝑛 𝑆𝑒𝑡 (𝐶𝑅𝑠),  𝑒𝑦𝑓𝑟𝑎𝑚𝑒 

                  𝑄𝑢𝑒𝑟𝑦 𝑂𝑏𝑗𝑒𝑐𝑡𝑠 (𝑂), 𝑄𝑢𝑒𝑟𝑦 𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 (𝑡𝑜𝑝 −  ) 

                  𝐿𝑖𝑔ℎ𝑡𝑤𝑒𝑖𝑔ℎ𝑡 𝐷𝑁𝑁 𝑀𝑜𝑑𝑒𝑙 (𝐷𝑁𝑁) 

Output:  𝑒𝑦𝑓𝑟𝑎𝑚𝑒 𝑜𝑝𝑡𝑖𝑚𝑎𝑙 𝑅𝑒𝑠𝑜𝑙𝑢𝑡𝑖𝑜𝑛 (𝑅𝑜𝑝𝑡𝑖𝑚𝑎𝑙)  

1:  𝑅𝑖  ⃪ 𝑠𝑡𝑎𝑟𝑡 𝑖𝑛𝑎𝑟𝑦𝑆𝑒𝑎𝑟𝑐ℎ(𝐶𝑅𝑠) 

2:   𝒇 𝑠𝑖𝑛𝑔𝑙𝑒 𝑜𝑏𝑗𝑒𝑐𝑡 (𝑂)  𝒏 𝐷𝑁𝑁( 𝑒𝑦𝑓𝑟𝑎𝑚𝑒(𝑅𝑖)) 𝑖𝑛 𝑡𝑜𝑝 −      𝒏  

3:      𝒓   𝒂  𝐿𝑖𝑛𝑒 1 𝑎𝑛𝑑 2  𝒏    𝑜𝑏𝑗𝑒𝑐𝑡 (𝑂) 𝒏    𝒏 𝑡𝑜𝑝 −    

4:     𝑠𝑒𝑛𝑑𝑡𝑜𝑀𝑖𝑐𝑟𝑜 𝑎𝑡𝑐ℎ𝑅𝑒𝑠𝑖𝑧𝑒𝑟( 𝑒𝑦𝑓𝑟𝑎𝑚𝑒, 𝑅𝑜𝑝𝑡𝑖𝑚𝑎𝑙  )  

5:   𝒇 𝑚𝑢𝑙𝑡𝑖𝑝𝑙𝑒 𝑜𝑏𝑗𝑒𝑐𝑡 (𝑂)  𝒏 𝐷𝑁𝑁( 𝑒𝑦𝑓𝑟𝑎𝑚𝑒(𝑅𝑖)) 𝑖𝑛 𝑡𝑜𝑝 −      𝒏 

6:       𝒇 𝑠𝑢𝑚𝑜𝑓𝑡𝑜𝑝 −   (𝑂)  > 0.45 𝒂𝒏𝒅  (
𝑡𝑜𝑝−2

𝑡𝑜𝑝−1
, ⋯

𝑡𝑜𝑝−𝑘

𝑡𝑜𝑝−(𝑘−1)
) > 0.45 

7:           𝒓   𝒂  𝐿𝑖𝑛𝑒 1,5,6   𝒏    𝑜𝑏𝑗𝑒𝑐𝑡𝑠 (𝑂) 𝒏    𝒏 𝑡𝑜𝑝 −    

8:        𝑠𝑒𝑛𝑑𝑡𝑜𝑀𝑖𝑐𝑟𝑜 𝑎𝑡𝑐ℎ𝑅𝑒𝑠𝑖𝑧𝑒𝑟( 𝑒𝑦𝑓𝑟𝑎𝑚𝑒, 𝑅𝑜𝑝𝑡𝑖𝑚𝑎𝑙  ) 

9:   𝒇 𝑛𝑜 𝑜𝑏𝑗𝑒𝑐𝑡 (𝑂)  𝒏 𝐷𝑁𝑁( 𝑒𝑦𝑓𝑟𝑎𝑚𝑒(𝑅𝑖)) 𝑖𝑛 𝑡𝑜𝑝 −      𝒏 

10:    𝒓   𝒂  𝐿𝑖𝑛𝑒 1 𝑎𝑛𝑑 9  𝒏    𝑚𝑎𝑥 𝑅𝑒𝑠𝑜𝑙𝑢𝑡𝑖𝑜𝑛 

11:    𝑠𝑒𝑛𝑑𝑡𝑜𝑀𝑖𝑐𝑟𝑜 𝑎𝑡𝑐ℎ𝑅𝑒𝑠𝑖𝑧𝑒𝑟( 𝑒𝑦𝑓𝑟𝑎𝑚𝑒, 𝑅𝑚𝑖𝑛 ) 

 Query Aware Adaptive Filtering under Resource Constraints 

To reduce the stress of bandwidth and edge resources, VID-WIN uses a query-aware 

caching and micro-batch utility-driven resource-aware filtering policy with the least 

impact on the quality of results. For a given 𝑤𝑖𝑛𝑒𝑑𝑔𝑒, VID-WIN controller adopts a 

two-step filtering to drop frames at the early and later stages of the processing 

depending on the nature of micro-batches. 

 Eager Filtering  

The eager filter is early-stage filtering performed at the micro-batching stage. The 

Eager Micro-Batch Filter (Figure 8.11) drop the frames if there is no change in the 

video content for given consecutive micro-batches. For example, during the night 

the number of ‘car’ objects will be less, and there can exist long hours or minutes 

when no object is present. Transmitting such frames will only stress precious 

network and system resources. To avoid such situations, Eager Micro-Batch Filter 

continuously monitors the maximum micro-batch size (𝑀 𝑚𝑎𝑥) at 𝑤𝑖𝑛𝑒𝑑𝑔𝑒. If there 

are consecutive 𝑀 𝑚𝑎𝑥 micro-batches indicating no activity happening, the eager 
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filter will start dropping batches after the first 𝑀 𝑚𝑎𝑥 micro-batch transmission. The 

eager filter ensures that the first micro-batch of non-activity is not filtered and is 

forwarded to avoid potential pattern miss, like all other subsequent 𝑀 𝑚𝑎𝑥 are 

redundant batches. There is no query-awareness at this stage and filtering is based 

on low-level video content. 

 Lazy Filtering 

The Lazy Micro-Batch Filter discards resized micro-batches if they are not relevant 

to CEP query or violate available resource limits. It is divided into two parts: 

Partial Match based Cache Filtering over Edge 

In CEP, a complex event pattern is made up of multiple simple or atomic events. For 

example, in Figure 8.2, query Q2 is interested in the complex pattern CONJ(Car, 

Person), which is made of two objects ‘Car’ and ‘Person’. The CEP matcher 

performs pattern matching by correlating simple events (Car, Person) within a given 

window range to detect if a pattern exists or not.  The minimal criteria for any video 

query (𝑄) to be fulfilled are the presence of all the query objects (𝑄 = {𝑜1, 𝑜2. . , 𝑜𝑛}) 

in a window range. The object (𝑜𝑖) can be treated as a partial match (𝑝𝑚) [291] if 

it is a subset of the query (𝑜𝑖 ⊂ 𝑄) in a window. Thus, the micro-batch (𝑀 ) which 

do not consist of partial matches (𝑀 ⊈ 𝑄) can be filtered as it is not relevant for 

the CEP matcher during matching. For example, Q2 focuses only on objects ‘Car’ 

and ‘Person’ and any frame consisting of objects other than that can be discarded as 

it is not relevant to the query. In the current strategy, a complete (i.e., both ‘Car’ and 

‘Person’ in the same frame) or partial match (i.e., only ‘Car’ or ‘Person’ in a frame) 

can exist in a micro-batch.   

There can be multiple instances of event patterns within the same window. For 

example, for Q2 (CONJ(Car, Person)) in a video stream 

[(𝐶𝑎𝑟, 𝑡1), ( 𝑒𝑟𝑠𝑜𝑛, 𝑡2), (𝐶𝑎𝑟, 𝑡3), ( 𝑒𝑟𝑠𝑜𝑛, 𝑡4)] there can be multiple event patterns 

like [(𝐶𝑎𝑟, 𝑡1), ( 𝑒𝑟𝑠𝑜𝑛, 𝑡2)], [(𝐶𝑎𝑟, 𝑡1), ( 𝑒𝑟𝑠𝑜𝑛, 𝑡4)] and [(𝐶𝑎𝑟, 𝑡3), ( 𝑒𝑟𝑠𝑜𝑛, 𝑡4)]. 

This combinatorically increases the cost of matching. To handle such situations, 

different selection (like first or last) and consumption strategies (such as consumed 

or zero ) [63, 292, 293] have been proposed in CEP literature. In this work, we have 

used the first selection and consumed consumption policy for event matching. For 

the above example, the matcher will detect only two patterns, i.e. [(𝐶𝑎𝑟, 𝑡1), 
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( 𝑒𝑟𝑠𝑜𝑛, 𝑡2)] and [(𝐶𝑎𝑟, 𝑡3), ( 𝑒𝑟𝑠𝑜𝑛, 𝑡4)] for Q2 query and  both patterns will not 

necessarily have the same accuracy.  

Algorithm 8.3: Cache Based Partial Matches Aware Filtering 

Input: 𝑀𝑖𝑐𝑟𝑜 −  𝑎𝑡𝑐ℎ(𝑀 𝑖),𝑀𝑖𝑐𝑟𝑜 −  𝑎𝑡𝑐ℎ𝑂𝑏𝑗𝑒𝑐𝑡𝑆𝑒𝑡(𝑀 𝑜𝑏𝑗𝑒𝑐𝑡),  

             Query (𝑄), Cache (C) 

Result: 𝐹𝑜𝑟𝑤𝑎𝑟𝑑 𝑀𝑖𝑐𝑟𝑜 −  𝑎𝑡𝑐ℎ(𝑀 𝑖), 𝐹𝑖𝑙𝑡𝑒𝑟𝑀𝑖𝑐𝑟𝑜 −  𝑎𝑡𝑐ℎ(𝑀 𝑖), 

1:     𝒇 𝒓 𝑒𝑎𝑐ℎ 𝑤𝑖𝑛𝑑𝑜𝑤 𝒅  
2:         𝐼𝑛𝑖𝑡𝑖𝑎𝑙𝑖𝑧𝑒 𝐶𝑎𝑐ℎ𝑒 (𝐶) ⃪ 𝑄 
3:          𝒇 𝑀 𝑜𝑏𝑗𝑒𝑐𝑡 ⊈ 𝑄    𝒏  

4:             𝐹𝑖𝑙𝑡𝑒𝑟𝑀𝑖𝑐𝑟𝑜 −  𝑎𝑡𝑐ℎ(𝑀 𝑖) 
5:         else 
6:             𝒇 𝒓 𝒂   𝑜𝑖   𝒏 𝑀 𝑜𝑏𝑗𝑒𝑐𝑡  𝒅  

7:                  𝒇 𝑜𝑖 ⊂ 𝑄 𝒂𝒏𝒅  𝐶𝑎𝑐ℎ𝑒 (𝐶). 𝑖𝑠𝑒𝑚𝑝𝑡𝑦() then 
8:                     𝐶𝑎𝑐ℎ𝑒 (𝐶) ⃪ update𝐶𝑎𝑐ℎ𝑒 (𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦(𝑜𝑖)) 
9:                  𝒇 𝑜𝑖 ⊂ 𝑄 𝒂𝒏𝒅  𝐶𝑎𝑐ℎ𝑒 (𝐶). 𝑛𝑜𝑡𝑒𝑚𝑝𝑡𝑦() then 
10:                    𝒇 𝒂𝒏   𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦(𝑜𝑖)  >  𝐶𝑎𝑐ℎ𝑒 (𝐶)[𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦(𝑜𝑖)] then 

11:                        𝐶𝑎𝑐ℎ𝑒 (𝐶) ⃪ update𝐶𝑎𝑐ℎ𝑒 (𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦(𝑜𝑖)) 
12:                     𝐹𝑜𝑟𝑤𝑎𝑟𝑑 𝑀𝑖𝑐𝑟𝑜 −  𝑎𝑡𝑐ℎ(𝑀 𝑖) 
13:                   else 

14:                       𝐹𝑖𝑙𝑡𝑒𝑟𝑀𝑖𝑐𝑟𝑜 −  𝑎𝑡𝑐ℎ(𝑀 𝑖) 

Keeping edge constraints in mind, a new qualitative filtering policy is devised where 

the VID-WIN will forward only those objects whose accuracy score is higher than 

previous similar objects. This will lead to the detection of more qualitative event 

patterns reducing the overall resource consumption. A partial match (𝑝𝑚) cache is 

proposed based on the CEP query. Algorithm 8.3 illustrates the function of the cache. 

As the query is registered in the system, all the partial matches, i.e., objects are 

registered in the cache. All the values stored in the cache are only valid for the 

current state, and the cache is re-initialized for every fresh window (𝑤𝑖𝑛𝑒𝑑𝑔𝑒). The 

cache stores the partial match accuracy value of a resized micro-batch obtained from 

a lightweight DNN model. The cache updates the incoming partial match value only 

when its accuracy (e.g., 0.50) is higher than previously-stored accuracy (e.g., 0.40) 

within the same window else, it will drop the batch from further processing. 

Resource-Based Micro-Batch Filtering 

A novel micro-batch utility score (𝑀 𝑢𝑡𝑖𝑙𝑖𝑡𝑦) is devised where batches with low 

utility scores can be discarded to keep the edge resources (memory and CPU) free. 

The micro-batch utility depends on two key factors: 1) The accuracy of the partial 

match (pm) present (𝑀 𝑎𝑐𝑐𝑢𝑟𝑎𝑐𝑦), and 2) The relative position and size of the batch 
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in a window (𝑀 𝑝𝑜𝑠𝑖𝑡𝑖𝑜𝑛−𝑠𝑖𝑧𝑒). As per eq. 8.9, the 𝑀 𝑢𝑡𝑖𝑙𝑖𝑡𝑦 is defined as the 

function of accuracy and batch position in the window. 

𝑀 𝑢𝑡𝑖𝑙𝑖𝑡𝑦 = 𝑈(𝑀 𝑎𝑐𝑐𝑢𝑟𝑎𝑐𝑦 ,𝑀 𝑝𝑜𝑠𝑖𝑡𝑖𝑜𝑛−𝑠𝑖𝑧𝑒)                      (8.9) 

a) Micro-Batch Accuracy 

The micro-batch accuracy (𝑀 𝑎𝑐𝑐𝑢𝑟𝑎𝑐𝑦) represents the efficacy of the batch. It 

calculates the accuracy of partial matches (i.e., objects) if they are present in the 

query's top-k accuracy range (Q). The 𝑀 𝑎𝑐𝑐𝑢𝑟𝑎𝑐𝑦 is calculated as- 

𝑀 𝑎𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =∑
𝑎𝑐𝑢(𝑜𝑖)

( )

𝑛

1=1

          𝑤ℎ𝑒𝑟𝑒 

𝑜𝑖 ⊆ 𝑄                              (8.10) 

  𝜖 𝑡𝑜𝑝 −   𝑝𝑜𝑠𝑖𝑡𝑖𝑜𝑛 

As per eq. 8.10, 𝑀 𝑎𝑐𝑐𝑢𝑟𝑎𝑐𝑦 is the sum of the accuracy of objects 𝑜𝑖 which is a part 

of the query (Q) divided by its top-k position. For example, suppose the lightweight 

DNN model in the VID-WIN controller predicts the following objects with an 

accuracy of {‘Car’:0.4, ‘Person’: 0.3, ‘Dog’: 0.2. ‘Bike’:0.1} in a micro-batch. Then 

for Q2, the 𝑀 𝑎𝑐𝑐𝑢𝑟𝑎𝑐𝑦 will be (
0⋅4

1
+
0.3

2
= 0.5) as both ‘Car’ and ‘Person’ objects 

are present in the top-2 position as required in Q2. 

b) Micro-Batch Relative Position and Size in Window 

The CEP literature [294] suggests a strong correlation between pattern matching and 

the relative position of partial matches in a window.  The probability of getting a 

pattern match is high at the beginning of the window, decreasing gradually at the 

end of the window. For example, if a partial match (such as ‘Car’) exists earlier in 

the window, then the probability of pattern matching (‘Car’ and ‘Person’) is high as 

still lot of frames are left to be processed. The relative position (𝜔𝑡) of a micro-batch 

at a time (t) can be derived as- 

     𝜔𝑡 =
𝑤𝑖𝑛𝑒𝑑𝑔𝑒(𝑓𝑟𝑎𝑚𝑒 𝑝𝑟𝑜𝑐𝑒𝑠𝑠𝑒𝑑)

𝑤𝑖𝑛𝑒𝑑𝑔𝑒(𝑠𝑖𝑧𝑒)
      (8.11) 

In eq. 8.11, the 𝑤𝑖𝑛𝑒𝑑𝑔𝑒(s𝑖𝑧𝑒)  is equal to the total number of frames a window can 

consume during a SLIDE (i.e., 𝑠𝑙𝑖𝑑𝑒 − 𝑡𝑖𝑚𝑒 × 𝑓𝑝𝑠). Since the importance of micro-

batch decreases with the progression of its relative position in the window, so the 

relative position importance (rpi) score will be: 

𝑀 𝑟𝑝𝑖  = (1 − 𝜔𝑡)                                                 (8.12) 
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For example, over a 𝑤𝑖𝑛𝑒𝑑𝑔𝑒(𝑠𝑖𝑧𝑒) of 30 seconds (30*30fps = 900 frames), if the 

micro-batch (40 frames) occurs after 100 and 500 frames, then 𝑀 𝑟𝑝𝑖 will be 

(1 −
100

900
) = 0.88 and (1 −

 00

900
) = 0.44 respectively. It is evident from the above 

calculation that how the importance of micro-batch declines with its progression 

over the time window. The ratio of micro-batch size with the remaining window size 

is another essential factor to determine its utility. It is equivalent to- 

𝑀 𝑤𝑖𝑛−𝑟𝑒𝑚𝑎𝑖𝑛 = 1 − (
𝑀 𝑠𝑖𝑧𝑒

𝑤𝑖𝑛𝑒𝑑𝑔𝑒(𝑟𝑒𝑚𝑎𝑖𝑛𝑖𝑛𝑔)
)      (8.13) 

The probability of getting a partial match is high in larger sized micro-batches as 

compared to smaller batches. Using eq. 8.12 and 8.13, a combined utility score 

(𝑀 𝑝𝑜𝑠𝑖𝑡𝑖𝑜𝑛−𝑠𝑖𝑧𝑒) is formulated by considering the micro-batch relative position 

importance (𝑀 𝑟𝑝𝑖)  and batch importance for the remaining window 

(𝑀 𝑤𝑖𝑛−𝑟𝑒𝑚𝑎𝑖𝑛) using an entropy-based calculation that focuses on the average rate 

at which information is produced. 

𝑀 𝑝𝑜𝑠𝑖𝑡𝑖𝑜𝑛−𝑠𝑖𝑧𝑒 =
𝛼 + 𝛽

(− 𝑙𝑜𝑔2(𝑀 𝑟𝑝𝑖)) + (− 𝑙𝑜𝑔2(𝑀 𝑤𝑖𝑛−𝑟𝑒𝑚𝑎𝑖𝑛))
 

(8.14) 

where 

𝛼 =  𝑀 𝑟𝑝𝑖 ∗ (− 𝑙𝑜𝑔2(𝑀 𝑟𝑝𝑖)) 

𝛽 =  𝑀 𝑤𝑖𝑛−𝑟𝑒𝑚𝑎𝑖𝑛 ∗ (− 𝑙𝑜𝑔2(𝑀 𝑤𝑖𝑛−𝑟𝑒𝑚𝑎𝑖𝑛)) 

 

Figure 8.18. Effect of micro-batch size and its relative position in windows over its utility 

Batch Size: 50, Window Size: 10000 Batch Size: 100, Window Size: 10000

Batch Size: 1000, Window Size: 10000Batch Size: 500, Window Size: 10000
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Figure 8.18 shows the effect of micro-batch size and its relative position in windows 

over its utility. It can be seen that a bigger batch size at starting of the window has a 

high position-size utility score as compared to the end of the window. Finally, the  

micro-batch utility score (𝑀 𝑢𝑡𝑖𝑙𝑖𝑡𝑦) is calculated as the entropy function similar to 

eq. 8.14 replacing values with 𝑀 𝑎𝑐𝑐𝑢𝑟𝑎𝑐𝑦 and 𝑀 𝑝𝑜𝑠𝑖𝑡𝑖𝑜𝑛−𝑠𝑖𝑧𝑒. For example, for a 

given micro-batch if 𝑀 𝑎𝑐𝑐𝑢𝑟𝑎𝑐𝑦 = 0.5 and 𝑀 𝑝𝑜𝑠𝑖𝑡𝑖𝑜𝑛−𝑠𝑖𝑧𝑒= 0.20,  then 𝑀 𝑢𝑡𝑖𝑙𝑖𝑡𝑦 

will be 0.866. It means ~86% of the information of micro-batch is valuable to keep 

its quality maintained. The micro-batch utility (𝑀 𝑢𝑡𝑖𝑙𝑖𝑡𝑦) is then used to filter 

frames to a tradeoff with available edge resources. 

Algorithm 8.4: Dual Bound Resource Aware Filtering at Edge 

Input: 𝑀𝑖𝑐𝑟𝑜 −  𝑎𝑡𝑐ℎ(𝑀 𝑖), Query (𝑄), 𝑀 𝑢𝑡𝑖𝑙𝑖𝑡𝑦  

Result:𝐹𝑜𝑟𝑤𝑎𝑟𝑑 𝑀𝑖𝑐𝑟𝑜 −  𝑎𝑡𝑐ℎ(𝑀 𝑖), 𝐹𝑖𝑙𝑡𝑒𝑟𝐹𝑟𝑎𝑚𝑒𝑖𝑛𝑀𝑖𝑐𝑟𝑜 −  𝑎𝑡𝑐ℎ(𝑀 𝑖) 

1: 𝒇 𝒓 𝑒𝑎𝑐ℎ  (𝑀 𝑖) 𝑖𝑛 𝑤𝑖𝑛𝑑𝑜𝑤 𝒅  

2:      𝒇 𝑀𝑢𝑡𝑖𝑙 ≤ 𝑄𝑚𝑒𝑚−𝑟𝑒𝑞(𝑀𝑚𝑎𝑥)  𝒓 𝐶 𝑈𝑢𝑡𝑖𝑙 ≤ 𝑄𝐶𝑃𝑈−𝑟𝑒𝑞(𝐶𝑚𝑎𝑥) 

3:         𝐹𝑜𝑟𝑤𝑎𝑟𝑑 𝑀𝑖𝑐𝑟𝑜 −  𝑎𝑡𝑐ℎ(𝑀 𝑖) 
4:       𝒔  

5:         𝐹𝑖𝑙𝑡𝑒𝑟𝐹𝑟𝑎𝑚𝑒𝑖𝑛𝑀𝑖𝑐𝑟𝑜 −  𝑎𝑡𝑐ℎ(𝑀 𝑖)  𝒔 𝒏   

6:         𝒅  𝑆𝑢𝑏𝑡𝑟𝑎𝑐𝑡(𝑀𝑢𝑡𝑖𝑙 , 𝑀(𝑀 𝑖) ∗ 𝑀 𝑢𝑡𝑖𝑙𝑖𝑡𝑦) 𝑜𝑟  

                   𝑆𝑢𝑏𝑡𝑟𝑎𝑐𝑡(𝐶 𝑈𝑢𝑡𝑖𝑙 , 𝐶 𝑈(𝑀 𝑖) ∗ 𝑀 𝑢𝑡𝑖𝑙𝑖𝑡𝑦)  𝒏    

7:         𝑀𝑢𝑡𝑖𝑙 ≤ 𝑄𝑚𝑒𝑚−𝑟𝑒𝑞(𝑀𝑚𝑎𝑥) 𝒂𝒏𝒅 𝐶 𝑈𝑢𝑡𝑖𝑙 ≤ 𝑄𝐶𝑃𝑈−𝑟𝑒𝑞(𝐶𝑚𝑎𝑥) 

A dual bound (memory and CPU) load filtering is explained in Algorithm 4. The 

filter drops frames from micro-batch using  𝑀 𝑢𝑡𝑖𝑙𝑖𝑡𝑦 if the given query-based 

memory or CPU bound is violated. For example, Q2 in Figure 8.2, puts a bound of 

50% on memory (𝑄𝑚𝑒𝑚−𝑟𝑒𝑞) and CPU (𝑄𝐶𝑃𝑈−𝑟𝑒𝑞) usage on maximum available 

resources (memory- 𝑀𝑚𝑎𝑥, CPU- 𝐶𝑚𝑎𝑥) of an edge node. If the above bounds are 

violated, then the filter will start dropping frames from the micro-batch. The 

maximum frames which can be dropped from a micro-batch depend on the 

𝑀 𝑢𝑡𝑖𝑙𝑖𝑡𝑦. For example, if 𝑀 𝑢𝑡𝑖𝑙𝑖𝑡𝑦 is 0.86, then a minimum of 86% of the micro-

batch information will be kept, and the remaining available frames can be dropped 

until CPU and memory consumption comes under the required resource bound (i.e., 

50% in Q2). 

Thus, the overall process is to create a micro-batch, resize them based on query 

accuracy, and filter the frames as per video content, partial query matches, and 

resource bounds. The 𝑤𝑖𝑛𝑒𝑑𝑔𝑒 does not hold any micro-batches at the edge and 
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continuously streams the filtered and resized micro-batches to the high-end node. 

The compressed difference value of the micro-batches (using Change Detector and 

Compression component (Figure 1.11)) is sent via socket to reduce bandwidth 

consumption further. This is done by keeping the original keyframe and taking the 

difference of all the other frames in the micro-batch with respect to the keyframe. 

The batches are recreated at the high-end node using the keyframe. The 𝑤𝑖𝑛𝑐𝑙𝑜𝑢𝑑 

performs post-processing optimization where the region of interest (ROI) of query-

related objects are mapped using a Spatial-Mapper. This ROI can later be passed to 

the VID-WIN controller to crop the video frames further to focus only on interesting 

regions of the video. 

8.9 EXPERIMENT AND RESULTS 

 Implementation and Datasets 

The VID-WIN prototype21 is implemented in Python 3 using Docker. A Docker 

container is used to simulate the edge device with different memory (500MB- 3GB) 

and CPU cores (1-5) settings. The VID-WIN controller is implemented using 

Python’s multiprocessing functionality, where all the processes run in parallel. 

FFmpeg and OpenCV are used for video streaming and pre-processing. The 

lightweight DNN model (MobileNet lighter version) in the VID-WIN controller is 

implemented using the TensorFlow Keras API, and its CPU version is deployed at 

runtime. The video dataset is mounted as volume over the Docker container to 

simulate streaming behavior. Docker stats is used for logging the container usage 

and network I/O. 

The high-end node container is deployed on a Linux machine running with a 3.1 

GHz processor, 64 GB RAM, and Nvidia RTX 2080 Ti GPU. It runs the VidCEP 

[92] complex event matcher, Faster R-CNN [186], and ResNet101 object detection 

and classification model, respectively. The ResNet101 model is re-trained on the 

Pascal VOC dataset using a transfer learning approach to accept the different 

resolutions of images. The ZeroMQ [295] sockets send discrete messages as 

compared to conventional sockets streams of bytes and are suitable for our purpose. 

The benchmarking with Esper CEP windows is implemented in Java with 

 
21 https://github.com/piyushy1/AdaptiveVidWindows 

 

https://github.com/piyushy1/AdaptiveVidWindows
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Deeplearning4j as the backend library to run the DNN model. The current 

experiments are focused on the performance of 𝑤𝑖𝑛𝑒𝑑𝑔𝑒 as all optimization 

techniques are based on it. The 𝑤𝑖𝑛𝑐𝑙𝑜𝑢𝑑 currently handle only ROI knobs and will 

be mentioned explicitly when involved in the experiment.  

Table 8.4 shows the list of 5 datasets that are selected to validate the VID-WIN 

approach. These datasets are from open traffic cameras which stream live videos 

across different cities except the SandyLane dataset which is shot using a tripod 

camera. All the cameras are installed at the road cross-section. In this work, the 

videos are downloaded on 14th Feb 2020 from Youtube. All the downloaded videos 

are of 1080p resolution. The ground truth data is prepared using a high-end Mask-

RCNN model [189] where ‘Car’ and ‘Person’ classes are annotated. Batching of 

similar frames have been done and the same annotation is assigned as per the first 

frame of the batch. 

Table 8.4 Datasets specifications 

Dataset Resolution Objects 

Jackson Hole [113] 1080p Car, Person 

Southamptom [114] 1080p Car 

Auburn Toomer’s Corner [115] 1080p Person, Car 

Sandy Lane [116] 1080p Person, Car 

Times Square [117] 1080p Person, Car 

 Evaluation 

Effect of dynamic micro-batch vs. fixed batch size over throughput and latency 

(static resolution) 

The dynamic micro-batching performance is compared with the fixed batch (size of 

1, 5, 10, 25, 50, 100) approaches having a static resolution. The batch size of 1 

represents the frame-by-frame processing, and the resolution is fixed at 500*500. 

Since the comparison is about fixed batching vs. dynamic micro batching, so the 

effect of window slide and range is not considered here. A  ResNet101 [183] model 

trained over Pascal VOC [290] dataset is used for this experiment. The experimental 

values are logged when the system stabilizes with continuous transmission of data. 

Figure 8.19 shows the throughput and latency performance of micro-batching over  
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Figure 8.19. Performance of dynamic micro-batching (fixed resolution) vs. fixed batches over 

throughput and latency over four datasets 

four datasets- Southampton, Jackson Hole, Sandy Lane, and Auburn. As per eq. 

8.15, latency (𝐿) is measured as the time of reading and batching frames at the edge 

node (𝑙𝐵), transmission time to cloud node (𝐿𝑇) and the DNN model processing time 

(𝑙𝐷𝑁𝑁). 

𝐿𝑎𝑡𝑒𝑛𝑐𝑦 (𝐿)  =  𝑙𝐵  +  𝑙𝑇  +  𝑙𝐷𝑁𝑁 (8.15) 

Since micro-batching includes dynamic batch sizes, the weighted mean is used to 

calculate the batch latency (𝐿𝐵𝑎𝑡𝑐ℎ). 

𝐿𝐵 =
∑ 𝐿𝑖 𝑖
𝑛
𝑖=1

𝛴 𝑖
 (8.16) 

In the eq. 8.16,  𝑖 ϵ 𝑏𝑎𝑡𝑐ℎ 𝑠𝑖𝑧𝑒. The throughput is the number of frames processed 

per second. The micro-batches throughput is calculated by logging the 

experimentation time with the number of frames being processed in that duration. 

As per Figure 8.19, the rate of change of throughput is 30 to 40% higher for micro-

batching as compared to all other fixed batch sizes. The micro-batching throughput 

of Southampton is 14.3 fps which is 2.3X and 1.3X higher than frame by frame (6.25 

fps) and 50 batch (10.92 fps) processing. The same throughput pattern is followed 

for all other three datasets. The batch latency (𝐿𝐵) increases with the number of 

frames in a batch. The micro-batching strategy outperforms static batches in terms 

of batch latency. The batch latency of micro-batch in the Southampton dataset is 2.1 
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sec and is 4.3X less than for 100 batch (9.15 sec) and 1.2X less for 25 batch (2.44 

sec) sizes. A similar batch latency pattern is followed across all four datasets. The 

micro-batching batch latency is higher than frame by frame processing and other 

smaller batches as they process fewer frames resulting in lower throughput. 

 

Figure 8.20. Micro-batch size distribution over four datasets 

 

Figure 8.21. Number of objects comparison over four datasets 

Figure 8.20 shows the distribution of micro-batches of all four datasets. Jackson 

Hole and Auburn's median batch size ranges between 35-38 frames, while that of 

Southampton and Sandy Lane ranges between 11-15 frames per batch. This gives an 

interesting fact regarding the nature of datasets in terms of the number of objects and 

their motion dynamics. Jackson Hole and Auburn have fewer objects with less 

motion leading to bigger batch sizes than Southampton and Sandy Lane, where the 

number of objects is very high (Figure 8.21). 

Effect of VID-WIN micro-batch resizing vs. batch size of different resolution 

over throughput, latency, and query accuracy 

Micro-batch resizing further optimizes the overall system performance. Figure 8.22 

shows the comparison of batch sizes of different resolutions with the micro-batch 

resizing technique for Auburn Toomer’s Corner dataset for query Q1 (detect ‘car’ 

with top-2 accuracy). The batch size of 1,10, 25, and 50 are selected with the highest,  

SouthamptonJackson Hole Auburn Sandy Lane
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Figure 8.22. Performance of dynamic micro-batch resizing vs. batch of fixed resolution on (a) 

throughput and (b) Latency for Auburn Toomer’s [115] dataset 

mid, and lowest resolution of (1920,1080), (480,270), and (288,162). The above 

resolution is selected to have a fair comparison as the micro-batch candidate 

resolution set (𝐶𝑅𝑠) has a medium and lowest resolution of (480,270) and (288,162) 

respectively. The original HD resolution (1920,1080) is considered to get the 

baseline performance. The micro-batch resizing technique achieves the highest 

throughput of 16.7 fps and is 2.11X and 1.4X higher than the frame by frame 

processing and a batch size of 10 with the lowest resolution (Figure 8.22 (a)). The 

higher throughput is due to the resizing of frames to the lowest resolution as the 

lightweight classifier is able to detect the ‘car’ object in the top-2 range as required 

by the query Q1. Figure 8.22 (b) shows that batch latency of micro-batch resizing is 

3.61 sec which is less than the lowest resolution of a batch size of 50 frames. 

Although the micro-batch resizing latency is higher with a batch size of 1 and 10, 

they achieve low throughput compared to our approach. The HD (1920,1080) 

streaming resulted in the worst throughput performance (sub bar graph in Fig. 20) 

with a throughput of 0.1fps and latency of 177 sec for a batch size of 50 frames. 

 

Figure 8.23. Adaptive resolution selection for two queries over Auburn Toomer’s [115] dataset 
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Figure 8.23 shows the query awareness and adaptivity of the proposed resizing 

policy over the Auburn video. The efficacy of the resizing is tested on query Q1 

(detect ‘car’) and Q2 (detect ‘car’ and ‘person’). The CONJ clause of Q2 is not 

evaluated here as it is a part of the CEP matcher. Here the emphasis is on how the 

resizing behaves with the different number of query objects. It is evident that in Q1, 

the resizer streamed most of the frames at the lowest resolution (288,162). The 

number of objects increases in Q2 (‘car’ and ‘person’), so the resizer searches the 

optimal resolution where both objects can be found for required query accuracy (top-

2). Thus, the resizer selects different resolution ((480,270), (320,180) and (288,162)) 

from candidate resolution set (𝐶𝑅𝑠) at various stages of the video for Q2 query. 

Table 8.5 Accuracy performance of micro-batch resizing with different resolution 

Datasets Resolution 

(288,162) 

Resolution 

(480,270) 

Resolution 

(1920,1080) 

Micro 

Batch 

Resizing 

Auburn 0.688 0.701 0.703 0.679 

Southampton 0.575 0.619 0.652 0.615 

Table 8.5 shows accuracy for the Auburn and Southampton dataset. Here the 

accuracy is the average prediction score given by the DNN model for each batch. 

Since accuracy is batch independent only resolutions are mentioned in the table. The 

average accuracy score of micro-batch resizing is 0.679 and 0.615 for Auburn and 

Southampton. The accuracy is only 0.024 and 0.037 less than the highest resolution 

score (1920,1080) for both datasets. Thus, the micro-batch resizing strategy is highly 

efficient, resulting in high throughput and low latency with significantly less impact 

on the quality of the query result.  

Evaluation of VID-WIN filtering policy on edge CPU and memory usage 

Memory Requirement for VID-WIN 

Table 8.6 shows the minimum memory requirement for deploying standard windows 

of a given size for streaming a 540p resolution video over an edge device. An 

average 540p video frame is around ~0.67 MB and requires approximately 20.1 MB 

memory space for handling a 1sec video stream (30 fps). As per table VI, edge 

devices cannot hold bigger window sizes (such as 30 min) because of the high 

memory requirement (35.33GB). On the other hand, VID-WIN adopts a different 
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strategy where it continuously streams the micro-batches of frames while preserving 

the state of the stream. VID-WIN requires a maximum of ~81.5MB of memory and 

is independent of window size. This is because VID-WIN streams a max micro-

batch size (𝑀 𝑚𝑎𝑥) of 70 frames which requires ~47 MB memory, including other 

processing overheads. 

Table 8.6 VID-WIN vs. Normal window memory requirements over edge node 

Window 

SLIDE Size 

Normal Window 𝒘 𝒏 𝒅   

Memory 

required 

Edge 

compatibility 

Memory 

required 

Edge 

compatibility 

10sec 201 MB Yes 81.5 MB Yes 

1min 1.17 GB Yes 81.5 MB Yes 

30min 35.33 GB No 81.5 MB Yes 

1hour 70.66 GB No 81.5 MB Yes 

10hour 706.6 GB No 81.5 MB Yes 

 

Figure 8.24. Performance of different VID-WIN filtering techniques at the edge node (4 CPU cores, 

2 GB) on Auburn Toomer’s dataset 

Performance of VID-WIN micro-batch filtering at the edge 

Figure 8.24 shows VID-WIN filtering techniques for Q1 (i.e., detect ‘car’) over 

Auburn Toomer's dataset across different window sizes. The SLIDE of the window 

(𝑤𝑖𝑛𝑒𝑑𝑔𝑒) size is selected as this is where the whole VID-WIN adaptive technique 

is focused. This selection is also valid for tumbling windows if the SLIDE length is 

equal to the window RANGE. Three filtering approaches are benchmarked to show 
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the fractions of frame filtered-1) eager filtering, 2) eager plus cache filtering (query 

awareness), and 3) eager plus cache plus utility (resource awareness) on an edge 

device having 2GB RAM and 4-cores CPU. The utility filter is set at two resource 

bounds of 80% and 50% of the usage of CPU and memory. If the edge resource 

usage goes above the given bounds, then the utility filter will drop more frames from 

the micro-batch to reduce resource consumption.  

As per Figure 8.24, the eager filtering percentage increases with the increase in 

window size. This is because the probability of repetition of consecutive max micro-

batch size (𝑀 𝑚𝑎𝑥) is less with smaller windows as the window closes early and the 

filter works afresh with the new window. With a window size of 30 min, the eager 

filter has dropped ~ 20% frames indicating no change in content during that time. 

Cache filters are the most effective filters as they only include frames having 

potential partial matches. Cache filters even work well for smaller windows and have 

filtered ~58% of the frames for a window size of 30 sec. One of the key reasons for 

such aggressive filtering is that VID-WIN only forwards the partial matches which 

have a higher probability than previous partial matches available in the cache. As 

discussed earlier, VID-WINs overall memory usage is only ~81.5 MB. Thus, the 

utility filter drops significantly fewer numbers of frames. Most of the filtering occurs 

due to increased CPU usage instead of memory. It can be seen in Fig. 22 that the 

overall filtering with 50% memory and CPU usage is ~67% for a window of 30 sec 

and increases up to ~78.6% for a window of 30 min. The utility filtering at 50% 

resource usage is slightly higher than 80% due to more rigorous constraints on 

resource bounds. The utility filtering converges with cache filtering for long 

windows as resource usage stabilizes which is not in the case of smaller size 

windows.  

Table 8.7 VID-WIN event accuracy for query Q1 and Q2 on Times Square [117] video 

Technique Q1 

(Car) 

Q2 

CONJ (Car, person) 

VID-WIN + No filtering 0.978 0.966 

VID-WIN + filtering (eager) 0.973 0.959 

VID-WIN + Filtering (eager+lazy(cache)) 0.96 0.943 

VID-WIN + Filtering (eager+lazy+utility(80%)) 0.953 0.940 

VID-WIN + Filtering (eager+lazy+utility(50%)) 0.946 0.936 
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Effect of filtering over event accuracy 

As discussed in the initial sections, filtering drops the overall query accuracy. A new 

event-centric query accuracy is used to evaluate such scenarios. The Q1 and Q2 are 

window-based temporal queries. For example, the query Q2 (CONJ operator) 

pattern can be satisfied if the objects (‘car’ and ‘person’) appears in a single frame 

or across the frames within the same window. Thus, the event's existence can span 

across the frames and multiple events can be detected over the same window. Due 

to the temporal and event-centric query nature, detection of the single event will also 

satisfy the query. We have utilized the metrics devised in [83, 296] to compute the 

event accuracy. For a given query Q, the event accuracy is calculated as: 

𝐸𝑣𝑒𝑛𝑡 𝑂𝑐𝑐𝑢𝑟𝑒𝑛𝑐𝑒 (𝐸𝑂)  = {
1   𝑖𝑓 𝑎𝑛 𝑒𝑣𝑒𝑛𝑡 𝑖𝑠 𝑑𝑒𝑡𝑒𝑐𝑡𝑒𝑑 𝑖𝑛  𝑤𝑖𝑛𝑐𝑙𝑜𝑢𝑑
0 𝑖𝑓 𝑛𝑜 𝑒𝑣𝑒𝑛𝑡 𝑖𝑠 𝑑𝑒𝑡𝑒𝑐𝑡𝑒𝑑 𝑖𝑛 𝑤𝑖𝑛𝑐𝑙𝑜𝑢𝑑

 

(8.17) 
𝐸𝑣𝑒𝑛𝑡 𝐸𝑥𝑡𝑟𝑎 (𝐸𝑋) =

|𝐸| ∩ |𝐺|

|𝐺|
 

𝑤ℎ𝑒𝑟𝑒 {
𝐸 𝜖 𝑒𝑥𝑡𝑟𝑎 𝑒𝑣𝑒𝑛𝑡𝑠 𝑑𝑒𝑡𝑒𝑐𝑡𝑒𝑑 𝑖𝑛 𝑤𝑖𝑛𝑐𝑙𝑜𝑢𝑑
𝐺 𝜖 𝑔𝑟𝑜𝑢𝑛𝑑𝑡𝑟𝑢𝑡ℎ 𝑒𝑣𝑒𝑛𝑡𝑠 𝑖𝑛 𝑤𝑖𝑛𝑐𝑙𝑜𝑢𝑑

 

𝐸𝑣𝑒𝑛𝑡 𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 = 𝛼 ∗ 𝐸𝑂 + 𝛽 ∗ 𝐸𝑋 

To give greater emphasis on event occurrence(𝐸𝑂), the value of 𝛼 and 𝛽 is set as 

0.9 and 0.1 (eq. 8.17), respectively [83]. For example, if the ground truth events (𝐺) 

is 10 and total events occurred is 5 then 𝐸𝑂 = 1 and EX = 4. The event accuracy 

will be 0.9*1+ 0.1*(4/9) = 0.94. To simplify the calculation a tumbling window of 

3 sec is used to create the ground truth dataset. Table 8.7 shows the event accuracy 

Table 8.8 VID-WIN filtering comparison with Reducto [84] on Southampton [114] dataset 

Reducto Frame Level 

Accuracy 

Filtering 

Percentage 

Reducto Optimal 

0.90 

0.85 

0.80 

0.75 

0.70 

34.31 

55.71 

69.02 

77.41 

80.01 

VID-WIN Window-based 

event accuracy 

Filtering 

Percentage 

VID-WIN + filtering (eager) 0.969 2.11 

VID-WIN + Filtering (eager+lazy(cache)) 0.952 50.82 

VID-WIN + Filtering (eager+lazy+utility(80%)) 0.947 55.95 

VID-WIN + Filtering (eager+lazy+utility(50%)) 0.939 60.02 
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of Q1 and Q2 for the Sandy Lane dataset for different VID-WIN techniques. The 

vanilla VID-WIN approach without filtering has an average event accuracy of 0.978 

and 0.966 for Q1 and Q2. With filtering (eager +lazy (cache)) there is a minor drop 

of ~1.4% in the accuracy and is 0.96 and 0.943 for Q1, Q2 respectively. The utility 

filtering has a minimal effect on accuracy for both the queries. The Q2 accuracy is 

lower than Q1 due to misclassifications from the DNN model where some car 

objects were detected as ‘truck’. 

Filtering comparison with Reducto 

Reducto [188] performs frame-level filtering based on object accuracy. Q1 is used 

as a baseline for Reducto comparison on the Southampton dataset. Reducto is 

initialized with its prebuilt threshold file using edge features, and its filtering 

percentage is benchmarked across multiple query accuracies (mAP-2) using YOLO 

[188] model. Table 8.8 shows that Reducto achieves filtering of 34.31% for 0.90 

query accuracy which increases up to 80.01% for 0.70 accuracy. VID-WIN filtering 

achieves 60.02% filtering for a window size of 5 sec. VID-WIN eager filter achieves 

very low filtering of 2.11% due to the nature of video where there is a continuous 

motion of ‘car’ objects. The window-based event accuracy is greater than ~0.93 and 

is higher as compared to Reducto. There cannot be a direct accuracy comparison 

between the two techniques as Reducto uses frame-level filtering using high-end 

YOLO. In comparison, VID-WIN uses a lightweight DNN model and performs 

state-based filtering. 

Table 8.9 CloudSeg [211]  and VID-WIN Comparison with bandwidth savings and other system 

metrics over Jackson Hole Dataset [113] 

Technique Bandwidth 

Saving 

Batch Latency 

(sec) 

Avg. 

Throughput 

(fps) 

Avg. Model 

Accuracy 

CloudSeg 4X  93.76% 45.87 

(batch size =1) 

0.021 0.767 

CloudSeg 8X 98.43% 23.72 

(batch size =1) 

0.04 0.751 

VID-WIN + No filtering 97.58% 3.77 18.47 0.641 

VID-WIN + Filtering (eager) 97.92% 3.59 17.37 0.638 

VID-WIN + Filtering (eager + 

lazy) 

98.71% 3.16 12.76 0.631 

VID-WIN + Filtering (eager + 

lazy) + diff + compression 

99.12% 3.18 12.41 0.631 
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VID-WIN bandwidth saving comparison with the state-of-the-art edge-cloud 

vision technique 

VID-WIN performance is compared with CloudSeg for bandwidth savings and other 

system metrics.  The CloudSeg super-resolution model CARN [297]  is embedded 

at the high-end node before the DNN model (ResNet101 in our case). We have 

followed a similar strategy as devised in Reducto and streamed video frames at 4X 

and 8X low resolution using OpenCV bilinear interpolation. The 𝑤𝑖𝑛𝑒𝑑𝑔𝑒 SLIDE is 

set at 3 sec.  

Table 8.9 shows the performance of CloudSeg and VID-WIN at different filtering 

stages. The CloudSeg 4X and 8X achieve bandwidth savings of 93.76% and 98.43%, 

respectively, whereas VID-WIN filtering with difference values and compression 

achieves higher bandwidth savings of 99.12%. The throughput (0.04 fps) and latency 

(23.72 sec) of CloudSeg 8X are extremely low as the processing occurs across two 

models, i.e., CARN to upsample the low-resolution frame and then ResNet101 for 

classification. The slow processing of the CARN model increases the backpressure 

queueing, leading to high latency and low throughput. VID-WIN (no filtering) and 

VID-WIN (filtering + compression) achieve a throughput of 461.7X and 310.2X 

higher than CloudSeg 8X. The throughput decreases due to filtering as only a fewer 

number of frames are processed in a given time to save resources. 

 

Figure 8.25. Performance comparison of VID-WIN with Esper CEP windows on Jackson Hole 

dataset for throughput and bandwidth savings 

VID-WIN comparison with Esper CEP engine 

Esper is a well-known CEP and stream analytics platform. We have benchmarked 

the Esper windows with VID-WIN to identify the system performance.  The Esper 

Esper- No 

bandwidth 

saving
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windows are rigid and cannot be decoupled like VID-WIN. Esper runs on the high-

end node as in Scenario 2 (Section 8.7.1) where windows receive the frames and 

pass them to the DNN model. Due to the complexity of retraining the DNN model 

in Java, we have used the pre-trained ResNet50 model available from the 

Deeplearning4j zoo library. The pre-trained model comes with a restriction that it 

only accepts frame resolution of (224,224). So, we have compared only VID-WIN 

micro-batching performance with a fixed resolution of (224,224). A custom object 

classification operator is created which is used in Esper EPL query language for the 

evaluation. Figure 8.25 shows the Esper windows performance with VID-WIN. 

There are no bandwidth savings in the Esper setting as no window is running on 

edge devices while VID-WIN micro-batching (with diff + compression) saves 

89.4% of the bandwidth. VID-WIN micro-batching achieves a throughput of 16.9, 

16.8, and 15.8 fps for a window size of 3 sec, 10 sec, and 1 minute. The VID-WIN 

micro-batch average throughput is 1.2X times higher than Esper, and the 

performance will increase significantly if resizing and filtering are also considered 

in the overall experimentation cycle. 

VID-WIN post-processing performance  

Table 8.10 shows the post-processing performance of VID-WIN. The interesting 

regions (Q1-car) were continuously extracted using the Faster R-CNN model over a 

10-minute period on the Sandy Lane dataset which is later sent to the edge node to 

forward only the selected region. If only ROI post-processing optimization 

(𝑤𝑖𝑛𝑐𝑙𝑜𝑢𝑑) is applied, then it can save up to 53.67% of bandwidth as compared to  

Table 8.10 Post-processing performance on Sandy Lane [116] dataset 

Techniques Bandwidth 

Savings 

(%) 

Model Average 

Accuracy 

Post Processing only (𝑤𝑖𝑛𝑐𝑙𝑜𝑢𝑑) 53.67 0.796 

VID-WIN (Microbatch + resizing + diff + compression) 

only [(𝑤𝑖𝑛𝑒𝑑𝑔𝑒] 

91.4 0.676 

VID-WIN (Microbatch + resizing + diff + compression) 

[(𝑤𝑖𝑛𝑒𝑑𝑔𝑒] + Post Processing (𝑤𝑖𝑛𝑐𝑙𝑜𝑢𝑑) 
92.18 0.691 

HD streaming with an average model accuracy of ~0.8. The VID-WIN micro-batch 

resizing using 𝑤𝑖𝑛𝑒𝑑𝑔𝑒 achieves bandwidth savings of up to 91.8% which can further 

enhance up to 92.18% if post-processing is included in the processing. The inclusion 
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of post-processing in VID-WIN also increases the overall model accuracy from 

0.676 to 0.691. This is because the model receives only the region where query-

based objects are available, reducing the overall noise which it receives from the 

non-interested areas. 

8.10 SUMMARY 

Video stream sources such as CCTV cameras and smartphones are resource-

constrained edge nodes. At the same time, video content extraction is expensive and 

requires computationally intensive Deep Neural Network (DNN) models which are 

mostly deployed at high-end (or cloud) nodes. This chapter presents VID-WIN, a 2-

stage allied windowing that runs on edge and cloud. It expands the concept of 

content-driven widowing from structured data streams to unstructured video data via 

input transformation techniques. VID-WIN proposes a dynamic micro-batch 

resizing approach that improves inference time for state-based CEP matching. The 

approach constitutes a query, state, and resource-aware filtering to amortize edge 

resource cost with significant bandwidth savings. Extensive experiments on real-

world video datasets show the efficacy of VID-WIN based windowing on edge 

resources and faster execution time with minimal effect on query accuracy. The 

performance is measured across other vision analytics baselines like CloudSeg 

[211], Reducto [84] and CEP system such as Esper [11]. The micro-batch resizing 

approach achieves 30-40% higher throughput with minimal latency. The query-

based cache and micro-batch utility achieve ~78.6% filtering for 50% resource usage 

with 80-99% bandwidth savings.  
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Chapter 9  

 

Use Case 2: Traffic Prediction Framework for 

OpenStreetMap Over VidCEP 

गते शोको न कतिव्यो भर्िष्यां न ि र्चांतरे्त्। 

ितिमानेन कालेन ितिर्ांर्त र्िचक्षिाः॥ 

- चाणक्य िीनत 

 

 

 

9.1 INTRODUCTION 

This chapter discusses how the VidCEP framework is used to create a real-world 

traffic management service. VidCEP framework is used to create an OpenStreetMap 

(OSM) traffic estimation service using publicly available video camera streams. The 

chapter discusses the concepts of VEQL based traffic querying, state management 

to capture video clips for a specific time and how the practitioners can create event 

operators for traffic estimation. The chapter shows how the VidCEP framework 

performs near-real-time object detection and objects property extraction across 

camera clusters in parallel to derive multiple measures related to traffic with the 

results visualized on OpenStreetMap. The OSM traffic estimation service is 

published at the 11th International Conference on Geographic Information Science 

(GIScience 2021) [95]. 

Section 9.2 and 9.3 introduces the relevance of the work and describes the related 

work for traffic estimation using different techniques in open source and proprietary 

services. Section 9.4 motivates the problem and discusses multi-dimensional aspects 

of traffic. Section 9.5 and 9.6 focusses on traffic event operators to process video 

data.  Section 9.7 talks about datasets, experiments, and evaluation. The chapter ends 

with a discussion and limitation of current systems in practice in Section 9.8 and a 

summary in Section 9.9. 

The clearheaded and wise person focus on the present. 

They don't mourn for the past that has gone. They don't 

worry for the future that is not yet come. 

- Chanakya Niti 
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9.2 BACKGROUND 

OpenStreetMap (OSM) is arguably the largest crowdsourced geographic database. 

There are more than 5 million registered users, over 1 million of whom have 

contributed data by editing the map. Different aspects of OSM data quality have 

been scrutinized, and OSM data performed well on tests of volume, completeness, 

and accuracy across several classes of spatial data, such as roads and buildings [298, 

299]. Despite standing up to data quality tests, enforcing data integrity rules required 

for a navigable road map is challenging. Lack of topological integrity and semantic 

rules such as turn restrictions which enable navigational capabilities is a stumbling 

block for OSM to be a viable open-source alternative to commercial products like 

Google Maps and Apple Maps.  

Over the last five years, several large corporations have realized the value of OSM 

and have assembled teams to contribute and improve data on the OSM platform 

[300]. Backed by large companies, the editing teams are capable of editing millions 

of kilometers (km) of road data each year. As a result of these efforts, the road 

network data on OSM is improving rapidly, and the gap in the quality of the data in 

the developed and developing countries is narrowing. It is expected that widely 

available open-source navigation services may also be built on top of OSM data in 

the foreseeable future. The next frontier to making OSM more usable for 

navigational purposes is to have real-time traffic information to estimate trip times. 

This feature is already available in commercial digital navigation maps. However, 

the estimation and availability of traffic state data rely on platforms (i.e., iPhone and 

Android) built by the respective companies to feed data to the service.  

In this chapter, an OSM use case is proposed based on the VidCEP framework to 

estimate traffic using publicly available street camera video streams. The data is 

processed on GPU computing infrastructure and the processed output is exposed to 

OSM. The proposed method utilizes publicly available data and does not piggyback 

on using cell phones. The solution is better for privacy and is also immune to 

subversion techniques such as the recent case where an artist used 99 Android 

phones to simulate traffic on Google Maps [301]. Further, the rich data stream from 

the video can provide multi-dimensional measurements of traffic state going beyond 

simple vehicle count-based metrics. 
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9.3 RELATED WORK  

 Traffic Estimation Services 

Most traffic monitoring-related data is collected from sensor devices like GPS 

embedded in mobile phones and speed detection cameras (loop detectors, camera, 

infrared detectors, ultrasonic, radar detectors) [302]. The traffic data is displayed on 

proprietary maps such as Google, Apple, and Here Maps. These companies also 

expose the data through APIs. However, the methodology for traffic estimation is 

opaque, and depending on the service provider, there are costs and restrictions on 

how a third-party developer can utilize the data. Initiatives such as OpenTraffic22 are 

building an open-source data platform and services which collect anonymized 

telemetry data from vehicles and smartphones and exposes them through OSM API. 

OpenTraffic is a relatively new platform and is still building up a list of partners 

(currently three) to gather traffic information. Other attempts to create an open traffic 

data framework for consumption as a map service include the OpenTransportMap23 

project. Their framework is based on pre-calculated estimates of traffic volumes 

based on demographic data. Some traffic state prediction works use interpolation 

techniques using sensor-based reading like GPS and LIDAR to identify traffic at 

unknown locations [303-305]. In this work, instead of telemetry data like GPS, the 

focus is on clusters of openly available video feeds that provide live-streaming 

updates from multiple locations and update traffic in real-time on OSM. 

 Video-Based Traffic Estimation 

Video streams are an ideal example of BigData as it represents a high volume, high 

velocity, unstructured source of data. Fatih et al. [306] proposed a Gaussian-based 

Hidden Markov Model (GM-HMM) to estimate traffic over MPEG videos. But their 

work was limited only to the camera Field of View (FoV) to determine the traffic 

over a highway segment. The work is focused on estimating traffic beyond camera 

FoV across the whole queried street network even where camera feeds are not 

available. Kopsiaftis et al. [307] used background estimation over high-resolution 

satellite video images and performed traffic density estimation by counting vehicles 

in the given region. Again, their work is limited to only pre-recorded historical video 

data. On the other hand, our proposed framework estimates traffic over streaming 

 
22 http://opentraffic.io/ 
23 http://opentransportmap.info/ 

http://opentraffic.io/
http://opentransportmap.info/
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video in near-real-time. Connected vehicles are another data source for traffic 

estimation. Kar et al. [308] proposed real-time traffic estimation considering 

vehicles as edge nodes. They performed object and lane detection using dash 

cameras installed in the vehicles to estimate their speed. The author’s future work 

was focused on sharing such data across vehicles and on a cloud-based map service. 

Our work builds upon this line of argument by considering the traffic camera 

network as a cluster of edge nodes and then applying data-driven techniques to 

identify traffic across the road network which is later updated to OSM. 

9.4 MOTIVATION AND PROBLEM SCOPE 

 

Figure 9.1 TfL traffic camera dashboard 

 Case Study: London- A City of Open Traffic Cameras 

London possesses an extensive camera network. The city is dotted with nearly 500K 

cameras [309]. With a density of 68.4 cameras per 1000 people, it is estimated that 

an average Londoner is caught in a camera approx 300 times a day [309]. Live 

camera feeds stream real-time information of things happening around London’s 

streets, enabling applications like license plate reading. The camera streams API is 

provided from Transport for London (TfL) and can be accessed by registering with 

their system. Each video camera comes with metadata including date, timestamp, 

street name, and geolocation. Availability of open cameras, accessibility of real-

time24 and archived data25, and friendly streaming API makes London ideal for our 

case study. Figure 9.1 shows the screenshot of camera networks across a part of the 

city with a video clip instance from a camera. 

 
24 https://www.tfljamcams.net/ 

25 http://archive.tfljamcams.net/ 

 

https://www.tfljamcams.net/
http://archive.tfljamcams.net/
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Figure 9.2 Traffic CEP overview 

 User Scenario 

Traditional traffic monitoring using CCTV is mostly a manual effort where traffic 

personnel monitors the situation by looking at the feeds from cameras installed 

across the city. This manual approach is time-consuming, tedious, and error-prone 

as it is difficult for humans to synthesize a large number of events occurring across 

space and time. Thus, the development of automated techniques is crucial to 

supplement manual qualitative efforts. Suppose the traffic authority wants to map 

the busiest routes of the city over the day in real-time and wants to provide the traffic 

state as a service to the citizens. Figure 9.2 shows the authority using a CEP engine 

to obtain the traffic congestion status over a road segment from a cluster of CCTV 

cameras installed along the road. Processing this query over multiple video streams 

requires identifying objects (e.g., cars), determining their properties (e.g., speed), 

calculating traffic states, interpolation across the road network for continuous 

estimation, and visualizing the results in real-time with summarized metrics and 

visualizations overlaid on OSM. 

 Multi-dimensional Traffic Aspects 

There are multiple factors related to traffic and untangling the impact of individual 

factors responsible for congestion is challenging. Congestion is a function of both: 

the physical way vehicles (and other road users) interact with each other, and the 

people’s perception of congestion (e.g., ‘the traffic is terrible today’) [310]. The 

focus is on the primary factors related to the physical dimensions of vehicular 

movement through the road network, namely vehicle count and average vehicle 

speed. Thus, at each time point, the number of vehicles at a location and the speed 

of each vehicle is estimated. 

Consumer

Complex 

Event Engine

Producer

Notification

QueryCamera 1

Camera n

Identify Traffic 

Congestion on Holloway 

Road in every 1 minute 

High Congestion

No Congestion
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Table 9.1 Traffic metrics 

Traffic Metrics 

Definition 

Traffic Metrics Definition 

Traffic Flow 

(TF) 

TF is the total count of vehicles that have passed a certain point in both 

directions for a given time. TF is calculated over short duration’s (e.g., two 

days) and then approximated over days adjusting for seasonal and weekly 

variations. The TF can be calculated at different timescales, ranging from 

minutes, hours, daily, weekly, and yearly (Annual Average Daily Traffic). 

Average Traffic 

Speed (ATS) 

It is the average speed of vehicles in both directions at a point for a given 

time scale. ATS is measured in m/s, km/hr or mph. 

Traffic Density 

(TD) and 

Capacity(C) 

TD or volume (V) is the number of vehicles per unit distance over a given 

road. It is measure in terms of the number of vehicles per unit road (Km or 

mile). The maximum number of vehicles in a mile per lane that a road can 

accommodate is termed capacity. 

Table 9.2 Level of service (LOS) 

Level of Service 

Description 

Volume Capacity 

Ratio (V/C) 

Level of Service Description Volume 

Capacity Ratio (V/C) 

Level of Service 

Description Volume 

Capacity Ratio (V/C) 

A Free flowing and highest driving comfort. < 0.60 

B Little delay and high driving comfort. 0.60-0.70 

C Some delay and acceptable level of comfort. 0.70-0.80 

D Moderate delay and some driving frustration. 0.80-0.90 

E High degree of delay and driving frustration 0.90-1.0 

F Excessive delay and the highest level of 

frustration 

>1.0 

While these represent rudimentary aspects related to quantifying traffic state, they 

can be used as building blocks to more complex metrics such as traffic density, 

expected travel time, free flow ratio, and estimates of delay [307, 310]. No single 

indicator can be a ‘catch-all’ metric to represent the problem. Reliance on a single 

parameter in describing network performance paints an incomplete, or in some cases 

an incorrect picture of travel conditions. This chapter focuses on building the stream 

data processing architecture and showing its efficacy on a real-world application by 

calculating the basic metrics of vehicle count and vehicle speed. Table 9.1 and Table 

9.2 lists the macroscopic traffic metrics and Level of Service (LOS) parameters 

[311] which are considered for evaluation in this work. 

9.5 EVENT OPERATORS FOR TRAFFIC CLASSIFICATION 

To identify different traffic metrics using multiple cameras VidCEP system is 

integrated with OSM API. Figure 9.3 shows the high-level VidCEP architecture for  
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Figure 9.3 VidCEP system architecture for OSM traffic services 

the OSM traffic estimation. A sample VEQL query (Figure 9.4) for traffic 

congestion is as follows:  

Select Traffic_Congestion(Object) from 

Brixton Road WHERE Object = ‘Car’ OR 

Object = ‘Bus’ WITHIN Time-Window = 5 

sec WITH CONFIDENCE >40% 

USING YOLO(), DeepSORT() 

Figure 9.4 VEQL traffic congestion query 

In the above VEQL query, the user subscribed for Traffic Congestion for ‘Car and 

Bus’ over the Brixton Road camera network with an update every five seconds. The 

traffic congestion operator will be discussed in detail in Section 9.6.  

In the next section, different event operators are discussed that have been developed 

for the VidCEP to estimate the traffic service. 

 Vehicle Detection and Tracking 

In this work, the YOLO v3 [188], a state-of-the-art object detection model is used 

for vehicle detection. The model gives real-time performance and processes 45 

frames per second (fps) at the rate of 22 milliseconds per frame on modern GPUs 

and is suitable for processing streaming data like videos. Five classes of vehicles- 

(bus, car, truck, bicycle, and motorcycle) are selected as they represent the 

significant vehicular traffic on the road. The YOLO model pre-trained on the COCO 

dataset is used which already consists of all the above five vehicular classes. The 

model outputs the bounding box coordinates of each detected vehicle with a probabi- 
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Figure 9.5 a) TfL camera image at Brixton Road/Island Place, b) Edge detection to identify lanes, c) 

Distance identification using Google Earth referencing, d) Object identification, tracking, direction, 

and speed estimation 

-lity score. The DeepSORT [221] tracking model is integrated with the YOLO object 

detection to identify each vehicle across frames uniquely. 

 Vehicle Direction, Count, and Speed Estimation Operators 

It is essential to know the movement direction of the vehicle to segregate traffic 

estimation for different lanes. Direction estimation is challenging in TfL installed 

cameras as there is no metadata information about the direction of placement of the 

cameras on the road. After close inspection, it was concluded that the cameras are 

placed over roads in such a way that their FoV covers the length of the road (top-

front view). The cameras are placed in South-North or West-East direction such that 

outgoing traffic is in the left lane while incoming traffic is in the right lane with 

respect to cameras FoV. The direction of each vehicle can be calculated by 

measuring the displacement of the center pixel location of its bounding box across 

frames for a given time window. Considering the bottom left of the image frame as 

reference origin, if the displacement of the y-axis value of the center point of the 

bounding box decreases for a given time, then it is considered incoming traffic and 

7.31 m

Direction: Incoming

Speed: 39 km/hr

(a) (b)

(c) (d)
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vice-versa. DeepSORT provides each vehicle with a unique id so that the counting 

can be done for vehicles in both directions. 

The speed of the vehicles can be identified using the standard equation of Distance 

= Speed∗Time. Thus, the displacement of the center pixel point of the vehicle across 

frames where it is present for a given time (e.g., 5 sec) can be used to estimate the 

vehicle speed. But the speed of the vehicle will be calculated in pixels/sec which is 

not helpful in traffic estimation. As discussed earlier, there are no camera calibration 

points or pixel geotagging is available in the metadata. In computer vision, object 

distance from the camera is measured by taking pictures of the object from different 

angles and then fit into camera calibration equations. It is infeasible to go to every 

camera points to get object pictures from different angles. A different approach is 

performed to identify the relative pixel value in terms of meters. As shown in Figure 

9.5 (b), a Canny edge detection [312] algorithm identifies the road’s lanes using a 

background frame where no vehicles are present. The number of pixels between two 

lanes is then calculated by dividing the image into two parts and taking the average 

pixels distance value between lanes to accommodate camera FoV at a different scale. 

Using the ruler tool available in Google Earth, the distance between lanes is 

calculated for the same location (Figure 9.5 (a,b,c)). For example, the number of 

pixels between lane is x and google earth distance is y meters, then the size of each 

pixel is x/y meter. The Design Manual for Roads and Bridges (DMRB) CD127 [313] 

document is used, which provides highway cross-sections and traffic lane width for 

trunk roads to validate that identified distance is within standard permissible limits. 

Finally, for a camera cluster {𝑐0,𝑐1,𝑐2,…… . ,𝑐𝑛} over a road, for each 𝑐𝑖 the video 

streams is processed to get information as: 𝑐𝑖 = 

{𝑣𝑒ℎ𝑖𝑐𝑙𝑒𝐼𝐷: [𝑐𝑙𝑎𝑠𝑠, 𝑑𝑖𝑟𝑒𝑐𝑡𝑖𝑜𝑛, 𝑠𝑝𝑒𝑒𝑑],…… } (Figure 9.5 (d)). This processed data 

is then used to identify traffic estimates across the street network. 

9.6 TRAFFIC PREDICTION OVER STREET NETWORK 

Traffic cameras are installed over the street at specified distances on important 

locations like junctions and roundabouts. For example, in Brixton Road London the 

cameras are placed at an average of 0.4 -0.7 km apart from each other. The traffic 

cameras have a limited FoV extending over a few meters of the road. So, the 

proposed system will perform vehicle detection and tracking within this camera 
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FoV. There is no traffic-related information available for a road segment located 

between the installed cameras. Thus, traffic interpolation is required to identify the 

unknown traffic values along with street networks. 

 

Figure 9.6 (L-R) a) OpenStreetMap portion of London, b) Brixton road with camera points, c) NB-

IDW technique shown for Camera 2 and 3 

 Network-based Traffic Interpolation 

In GIS, interpolation is widely used in mapping terrain, temperature, and pollution 

levels. Spatial interpolation is a prediction technique to estimate unknown values at 

different points using values from sample locations. Common spatial interpolation 

strategies assume that points are distributed over a 2D- Euclidean space and that the 

output is to be a surface spanning the entire space. Measurement of distance between 

sample and target locations are also done ‘as the crow flies’ along straight lines 

assuming that the space is isotropic and can be traversed easily in every direction. 

These assumptions do not hold in the case of road networks which are essentially 

1D and can only be traversed along its length. Traditional spatial interpolation 

approaches, when applied to network-based structures results in significant errors. 

A network-based Inverse Distance Weighted (NB-IDW) interpolation method for 

traffic prediction over the road segment between installed cameras [314]. As per 

Tobler’s Law which underpins spatial interpolation techniques, we model 

congestion by assuming that nearby cameras that record high vehicle counts and low 

speed represent high traffic areas and assume an exponential distance decay function 

for interpolation. 
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Figure 9.6 (a) shows the Brixton Road instance in London over the OSM layer. The 

road stretch is approximately 2.5 miles (Camberwell New Rd/Brixton Rd to Brixton 

Hill/Morrish Rd) with 12 CCTV cameras (Figure 9.6 (b)) with an average density of 

4.8 cameras per mile. Figure 9.6 (c) shows the road segment between camera 2 and 

4 and how the traffic values were interpolated across this road section. Let 

{𝑣0,𝑣1,𝑣2,…… . ,𝑣𝑛−1, 𝑣𝑛}  be the identified vehicles with speed 

{𝑆0,𝑆1,𝑆2,…… . ,𝑆𝑛−1, 𝑆𝑛} in a specific direction for camera 2 and 3. Let 

{𝑡0,𝑡1,𝑡2,…… . ,𝑡𝑙−1, 𝑡𝑙} the target locations between camera 2 and 3 with unknown 

traffic congestion values {�̂�0, �̂�1, �̂�2, …… , �̂�𝑛−1, �̂�𝑛}. Therefore, the observed traffic 

congestion value (�̂�0) is the weighted mean of the speed of nearby identified vehicles 

as: 

�̂�0 =∑𝑑𝑖𝑆𝑖

𝑛

𝑖=1

 (9.1) 

 

Algorithm 9.1: Traffic Congestion Estimation Operator Algorithm 

 

In eq. 9.1 𝑑𝑖 is the network distance and 𝑆𝑖 is the speed of the vehicles from the 

target location. The equation can be expanded as: 

∑ 𝑓(𝑑𝑖𝑠𝑛𝑒𝑡𝑤𝑜𝑟𝑘(𝑣𝑖, 𝑡0))𝑆𝑖 
𝑛

𝑖=1

∑ 𝑓(𝑑𝑖𝑠𝑛𝑒𝑡𝑤𝑜𝑟𝑘(𝑣𝑖, 𝑡0))
𝑛

𝑖=1

 (9.2) 

In eq. 9.2, 𝑓(𝑑𝑖𝑠𝑛𝑒𝑡𝑤𝑜𝑟𝑘(𝑣𝑖, 𝑡0))𝑆𝑖 is the network distance between the vehicles 

sample points and a given target location (𝑡0). The road network is treated as a graph 

with nodes V and edges E. The 𝑑𝑖𝑠𝑛𝑒𝑡𝑤𝑜𝑟𝑘 is the shortest path distance between the 
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vehicles and target point and is calculated using Dijkstra algorithm [315] while 

Haversine distance is used to calculate the distance. In IDW, the weights are 

inversely proportional to the distance and are raised to power value p (-ve for inverse 

relationship). With the increase in p, the weights of farther points are decreased 

rapidly (eq. 9.3). Algorithm 9.1 details the traffic congestion operator and the steps 

required to estimate the traffic. 

∑ (𝑓(𝑑𝑖𝑠𝑛𝑒𝑡𝑤𝑜𝑟𝑘(𝑣𝑖, 𝑡0)))
−𝑝𝑆𝑖 

𝑛

𝑖=1

∑ (𝑓(𝑑𝑖𝑠𝑛𝑒𝑡𝑤𝑜𝑟𝑘(𝑣𝑖, 𝑡0)))−𝑝
𝑛

𝑖=1

 (9.3) 

The traffic congestion value will be higher if vehicles are nearer to the target points. 

For example, in Figure 9.6 (c) traffic congestion value at the target point 𝑡0 will be 

more as compared to 𝑡1 and 𝑡2 as number of vehicles (𝑣0, 𝑣1, 𝑣2) near to 𝑡0 is greater. 

Now the question arises: how many vehicles (such as 𝑣3, 𝑣4 in Figure 9.6 (c)) are 

already present in the road segment? The OSM layer for London provides the 

maximum speed (Smax) of the road (48 mph), so the maximum travel time between 

camera points can be derived. The speed of the vehicles will lie in the range of 0 ≤ 

Si ≤ Smax. Suppose the camera feeds refresh every tcam−refresh second, then as per eq. 

9.4 the distance covered by vehicle (𝑣𝑖) will be: 

𝐷𝑖 = 𝑆𝑖 × 𝑡𝑐𝑎𝑚−𝑟𝑒𝑓𝑟𝑒𝑠ℎ (9.4) 

Processing the camera video feeds are computationally intensive and leads to 

latency. The given time needs to be added to the current time to know the location 

of the vehicle. So, the total distance covered by the vehicle (eq. 9.5) will be: 

𝐷𝑖 = 𝑆𝑖 × (𝑡𝐶𝑎𝑚−𝑟𝑒𝑓𝑟𝑒𝑠ℎ + 𝑝𝑟𝑜𝑐𝑒𝑠𝑠𝑖𝑛𝑔 − 𝑙𝑎𝑡𝑒𝑛𝑐𝑦) (9.5) 

If the vehicle (𝑣𝑖) covers the distance 𝐷𝑖 such that 0 ≤ 𝐷𝑖 ≤ 𝑚𝑎𝑥𝑟𝑜𝑎𝑑−𝑙𝑒𝑛𝑔𝑡ℎ where 

𝑚𝑎𝑥𝑟𝑜𝑎𝑑−𝑙𝑒𝑛𝑔𝑡ℎ is the distance between two cameras, then this vehicle will be 

considered as sample points for traffic calculation. For example, let the distance 

between camera 2 and 3 is 1 mile (for easier calculation) and vehicle (𝑣0)  at camera 

2 is moving with speed (𝑆𝑖) of 40mph which is less than 𝑆𝑚𝑎𝑥 (48mph). Suppose the 

camera feed refreshes (𝑡𝐶𝑎𝑚−𝑟𝑒𝑓𝑟𝑒𝑠ℎ) every 10 seconds and requires 2 seconds to 

process (processing − latency) the new video feed. In such time the 𝑣0 will cover 

distance (𝐷𝑖) = (40/3600)*(10+2) i.e. 0.13 mile and will be near point 𝑡0, 𝑡1. Thus, 

the vehicles identified from both the cameras and the vehicles present in the road 
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segments identified from previous feeds are considered to perform an appropriate 

traffic calculation. 

9.7 EXPERIMENTAL RESULTS 

 Dataset and Implementation Details 

Traffic Camera Data: For the experiments, two trunk roads (Brixton and 

Kennington) were selected from the Lambeth borough of London. The TfL 

(Transport for London) unified API is used to bring together video data from street 

cameras to our system. For example, for the above query, different lat-long 

coordinates of Brixton Road (e.g., 51.498, -0.10376) is extracted using OSM service 

which is then passed to the TfL API- https://api.tfl.gov.uk/Place?lat=51.498&lon=-

0.10376&radius=100&type=JamCam to search cameras. Figure 9.7 shows the TfL API 

metadata for the above API call. Table 9.3 shows the list of cameras (total 22) 

installed on selected roads. A total of 3080 video clips with 140 video clips (9 

seconds) per camera are processed to identify the traffic status. 

 

Figure 9.7 TfL API metadata for London Road/Thomas Doyle street 

Hardware and Software: The system26 was implemented in Python 3 over the 

VidCEP engine [92] running on a 16 core Linux Machine with 3.1 GHz processor, 

32 GB RAM, and Nvidia Titan Xp GPU. The OpenCV library was used for image  

 
26 https://github.com/piyushy1/OSMTrafficEstimation 

 

https://api.tfl.gov.uk/Place?lat=51.498&lon=-0.10376&radius=100&type=JamCam
https://api.tfl.gov.uk/Place?lat=51.498&lon=-0.10376&radius=100&type=JamCam
https://github.com/piyushy1/OSMTrafficEstimation
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Table 9.3 List of traffic cameras for study 

Camera No.  Brixton Road Cameras  Kennington Road Cameras 

C1  Camberwell New Rd/Brixton Rd  Kennington Lane/Newington Butts 

C2 Brixton Rd/Island Place Kennington Pk Rd/Penton Pl 

C3 A23 Brixton Rd/Vassell Rd Kennington Pk Rd/Braganza St 

C4 A23 Brixton Rd/Hillyard St Kennington Pk Rd/Kennington Rd 

C5 A23 Brixton Rd/Ingleton St Kenington Pk Rd/Kennington Oval 

C6 A23 Brixton Rd/Wynne Rd  A3 Clapham Rd/Elias Place 

C7 Brixton Rd/Stockwell Pk  A3 Clapham Rd/Handforth Street 

C8 Acre Lane/Coldharbour Lane  A3 Clapham Rd/Crewdson Rd 

C9 A23 Brixton Hill/Effra Rd  A3 Clapham Rd/Caldwell St 

C10 Brixton Hill /Lambert Rd  A3 Clapham Rd/Landsdowne Way 

C11 Brixton Hill / Elm Park  A3 Clapham Rd/ 

C12 Brixton Hill/Morrish Rd NA 

processing, and Darknet and PyTorch27 deep learning frameworks were used for 

object detection and tracking. OSMNX library fetched road network from OSM and 

calculated network distance [316]. The Leaflet28 JavaScript library is used to overlay 

traffic information over OSM. The Leaflet ColorLine class was used to highlight the 

roads with the given color intensity. 

 

Figure 9.8 Traffic congestion and vehicle speed information over OSM 

 
27 https://pytorch.org/ 
28 https://leafletjs.com/index.html 

 

http://archive.tfljamcams.net/archive/Camberwell_New_Rd_Brixton_Rd/
http://archive.tfljamcams.net/archive/Kennington_Lane_Newington_Butts
http://archive.tfljamcams.net/archive/Brixton_Rd_Island_Place
http://archive.tfljamcams.net/archive/Kennington_Pk_Rd_Penton_Pl
http://archive.tfljamcams.net/archive/A23_Brixton_Rd_Vassell_Rd
http://archive.tfljamcams.net/archive/Kennington_Pk_Rd_Braganza_St
http://archive.tfljamcams.net/archive/A23_Brixton_Rd_Hillyard_St
http://archive.tfljamcams.net/archive/Kennington_Pk_Rd_Kennington_Rd
http://archive.tfljamcams.net/archive/A23_Brixton_Rd_Ingleton_St
http://archive.tfljamcams.net/archive/Kenington_Pk_Rd_Kennington_Oval
http://archive.tfljamcams.net/archive/A23_Brixton_Rd_Wynne_Rd
http://archive.tfljamcams.net/archive/A3_Clapham_Rd_Elias_Place
http://archive.tfljamcams.net/archive/Brixton_Rd_Stockwell_Pk
http://archive.tfljamcams.net/archive/A3_Clapham_Rd_Handforth_Street
http://archive.tfljamcams.net/archive/Acre_Lane_Coldharbour_Lane
http://archive.tfljamcams.net/archive/A3_Clapham_Rd_Crewdson_Rd
http://archive.tfljamcams.net/archive/A23_Brixton_Hill_Effra_Rd
http://archive.tfljamcams.net/archive/A3_Clapham_Rd_Caldwell_St
http://archive.tfljamcams.net/archive/Brixton_Hill__Lambert_Rd
http://archive.tfljamcams.net/archive/A3_Clapham_Rd_Stockwell_Rd_Landsdowne_Way
http://archive.tfljamcams.net/archive/Brixton_Hill___Elm_Park
http://archive.tfljamcams.net/archive/A3_Clapham_Rd_Stockwell_Park_Rd
http://archive.tfljamcams.net/archive/Brixton_Hill_Morrish_Rd
https://pytorch.org/
https://leafletjs.com/index.html
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 Empirical Evaluation 

Traffic Congestion Visualization over OSM: Traffic congestion is the interpolated 

value superimposed over the road segment between the cameras. As discussed in 

Section 9.6.1, the number of vehicles, their direction (left or right lane), and speed 

is calculated. The congestion is estimated for the road segment between the two 

cameras using eq. 9.3. The value of p =2 is used as the distance decay factor for 

interpolation. The TfL API uploads the video feeds of 9 seconds (approx. 280 

frames), and thus I process them in two TIME WINDOW of 4.5 seconds (140 

frames) each. Using eq. 9.5, for the second time window, I also estimate if any 

vehicle from the previous window is present on the road segment and take this into 

consideration for congestion. 

Different map services calculate traffic congestion values, but they remain opaque 

about their method. For example, Here Maps API provides Jam factor values and 

divides them into four jam categories without explaining how the values are 

calculated. In this work, count and speed are considered as parameters for congestion 

estimation; so if the speed of vehicles is high, then the traffic is considered smooth. 

As per OSM data, the maximum speed limit for the selected roads is 48mph (approx. 

77km/hr). In Figure 9.8, a four-step colour-based traffic congestion over Brixton 

Road is shown where- 1) Green - No traffic (45-70 km/hr) 2) Orange - light traffic 

(30-45 km/hr), 3) Red - moderate traffic (20-30 km/hr) and 4) Brown high traffic(10-

20 km/hr). The above-defined congestion parameters range is not static and can be 

reconfigured depending on requirements. Figure 9.8 (right) also shows specific 

traffic data available by clicking anywhere along the road. Since direct comparison 

could not be performed with other map services, we can only visually compare that 

the traffic dynamics they provide are similar to our proposed technique. 

 

Figure 9.9 Brixton road traffic camera statistics 
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Figure 9.10 Kennington road traffic camera statistics 

Traffic Flow Rate and Speed: As per Table 9.1, the Traffic Flow rate (TF) is the 

number of vehicles in each lane per unit of time. TF is calculated for small periods 

and then extrapolated to larger time scales. For example, if 20 vehicles are observed 

in 10 minutes, then TF will be 120 vehicles per hour [22]. Figure 9.9 and Figure 9.10 

shows the hourly TF for Brixton and Kennington roads for both lanes. The camera 

C5 (Brixton-left lane) and C9 (Kennington-left lane) have max. flow rate of 410 and 

572 vehicles per hour. The reason behind such a low flow rate is the lockdown 

measures currently in place in London because of the COVID-19 pandemic 

situation. Figure 9.9 and Figure 9.10 shows the Traffic Mean Speed (TMS) which is 

the average speed of vehicles recorded at a given point for a selected period. The 

Brixton road TMS ranges between 18-46 km/hr while that of Kennington is from 

20-58 km/hr. Cameras where speed is below 20 km/hr is due to the video feeds 

having more red-light signals. Figure 9.8 shows the TMS example on the OSM map 

where markers can be clicked to get the current traffic status (e.g. vehicle speed and 

count). 

Table 9.4 Vehicle to capacity ratio 

Road Length 

(miles) 

Capacity V/C LOS 

Brixton 2.5 2250 0.31 A 

Kennington 1.4 1260 0.35 A 

Traffic Density and Volume to Capacity Ratio(V/C): Traffic density is the 

number of vehicles occupying a unit length of road. The Road Task Force from TfL 

specifies the capacity of the road as 900 vehicles per mile. Table 9.4 shows the V/C 

ratio for both roads to identify the Level of Service (LOS). During the 

experimentation time, the V/C ratio for Brixton and Kennington was 0.31 (LOS-A) 
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and 0.35 (LOS-A), respectively. As discussed earlier, the lower V/C ratio is due to 

lockdown measures resulting from COVID-19 restrictions. 

Traffic Prediction Accuracy and Latency: The above-discussed traffic estimates 

are linked to the performance of the object detector (YOLO) and tracker 

(DeepSORT) models. The error in these models will directly propagate to the traffic 

estimates and skew the overall results. F-score is the standard metric to identify the 

performance of the classifier. It is the harmonic mean of precision and recall and is 

calculated as: 

𝐹 − 𝑆𝑐𝑜𝑟𝑒 =
2 ∗ ( 𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 ∗ 𝑅𝑒𝑐𝑎𝑙𝑙)

( 𝑟𝑒𝑐𝑖𝑠𝑖𝑜𝑛 + 𝑅𝑒𝑐𝑎𝑙𝑙)
 (9.6) 

In eq. 9.6, the precision is the ratio of relevant events matched and matched events, 

while recall is the ratio of relevant events matched and relevant events. The mean F-

score (eq. 9.7) of each road camera (ci) is calculated as: 

 

Figure 9.11 Processing Latency 

𝐹𝑖 =
∑ 𝐹𝑐𝑖
𝑛
𝑖=1

𝑛
 (9.7) 

A sample of 110 video clips (each of 9 seconds) from 22 camera clusters were taken 

to identify the F-score. Figure 9.9 and Figure 9.10 show that the Brixton and 

Kennington camera's mean F-score is 0.78 and 0.80, respectively. The error 

estimation rate which propagates can be calculated as ER = (actual-

approx)/actual*100 and is 22% and 20% respectively for both roads camera clusters. 
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The low F-scores for some cameras were due to blurred FoV (like Kennington C1), 

tree shadows (like Kennington C1), and faulty cameras (e.g., Brixton C9 which was 

not included). 

Latency measures the time required by the framework to process the traffic 

information and update it on the OSM. The latency can be divided into two stages: 

1) Pre-processing Latency- the time required by DNN models to process the video 

stream to track and extract objects and 2) Traffic Operator Latency- the time required 

to compute traffic statistics from pre-processed data and update it on the OSM. 

Figure 9.11 shows the box plot of pre-processing and traffic and system median 

latency of 0.071 seconds, 1.36, and 1.42 seconds, respectively which implies a near-

real-time performance. 

9.8 DISCUSSION OF LIMITATIONS 

While using camera feeds for traffic estimation poses privacy risks, the cameras are 

state infrastructure with publicly available video streams. Open-source software 

built on top of the open data infrastructure is more transparent than the opaque black-

boxes and data sources that certain corporations have exclusive access. As the 

quality of OSM data improves, providing value-added services such as traffic 

estimation is essential for the adoption of OSM as a mainstream routing service.  

The uniqueness of this work lies in the query-based approach (VEQL) where users 

can query multiple video streams by deploying operators (e.g., traffic congestion, 

flow rate, speed, etc.) to the system. More complex and potential traffic services like 

Vehicle Overtake and Lane Change [30] can be queried by creating operators and 

deploying them to the system. Our method relies on existing cameras installed along 

with road networks, and most of the limitations arise from camera deployment. For 

example, some cameras have sub-optimal FoVs because of obstacles. Cameras in 

London have a relatively low refresh rate, in the order of several minutes, and 

provide only 9-second clips in each refresh cycle. Most of the CCTV’s are installed 

in well-lit areas so the system can work at night. Further, incremental weather may 

result in object mismatch due to the lack of training datasets in such conditions. The 

inability to detect vehicles result in errors that propagate to final traffic computation. 

The model is tested on cameras placed over straight roads and the strategy can be 

generalized for branched road networks. 
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In terms of generating visualizations for display over maps, it is possible to use more 

complex spatial interpolation (e.g., kriging) and classification techniques to get 

better congestion estimates. Using all cameras in a city will significantly improve 

the sample size and provide better performance in the interpolation step leading to 

more accurate travel time estimates. The various measures of traffic we offer can 

also be used to create comprehensive dashboards for communicating multi-

dimensional aspects of traffic state. Finally, other open data streams (e.g., General 

Transit Feed Specification) can also be integrated to supplement traffic state 

calculations and estimate travel times using different transport modes. 

9.9 SUMMARY 

The chapter presents a traffic estimation framework using VidCEP which is built on 

open video streams based and exposed the results and data through visualizations on 

OSM. The chapter shows that the estimation of object properties (e.g., vehicle speed, 

count, direction) provides the data that can be leveraged to create metrics and 

visualization for congestion beyond commonly used density-based measures. 

Combining these multiple parameters offers opportunities to present a multi-

dimensional analysis of the traffic state. For example, during interpolation, we 

treated each vehicle as a sample point and its speed as weight, thus factoring in both 

vehicle density and flow in the estimation of traffic. Users can utilize these 

parameters to calculate their own metrics for congestion. The VEQL query 

empowers users to create their rules and deploy them as event operators using 

VidCEP for traffic-related events. To show the efficacy of the VidCEP framework, 

multi-dimensional traffic metrics (e.g., flow rate, congestion estimation) over OSM 

is demonstrated by processing 22 traffic cameras from London streets. The system 

achieves a near-real-time performance of 1.42 seconds median latency and an 

average F-score of 0.80. The chapter shows the potential of the VidCEP framework 

using a custom-built OSM traffic estimation service on top of it. The service can be 

easily deployed across multiple cities, which make their traffic camera feeds 

available to be able to provide a comprehensive traffic state estimation service over 

OSM. 
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Chapter 10  
 

Conclusion and Future Work 

र्िद्या र्दर्दार्त र्िनर्ां र्िनर्ाद्यार्त पात्रताम् । 

पात्रत्वािनमाप्नोर्त धनािमं ततः सुखम् || 

- नितोपदेश 

 

 

 

10.1 THESIS SUMMARY 

With the rise of the Internet of Multimedia Things (IoMT), massive video data is 

available in streaming fashion. Video streams are highly rich in semantic 

information, but it is challenging to detect event patterns over them because of their 

low-level features (like pixels). This thesis set out to explore different techniques 

and methods to enable CEP systems with video processing capabilities. The thesis 

analyzed the different requirement and challenges for video event detection in 

Complex Event Processing with the following main four research questions: 

• RQ1. How to define high-level human-understandable expressive video 

pattern queries and event rules in CEP? 

• RQ2. How to extract and represent continuous evolving low-level video 

stream to capture high-level semantics? 

• RQ3. How to enable and improve performance for state-based 

spatiotemporal video event matching? 

• RQ4. How can CEP windows improve Quality of Service (QoS) for fast event 

detection over computationally intensive video streams in resource-

constraints scenario (edge-cloud paradigm)? 

The above research questions are put into the context of the Traffic Management 

Smart City CEP application. The analysis of different queries in the Traffic 

Management application shows a vital requirement to have an efficient video-based 

CEP framework to process computationally intensive and unstructured video 

streams in real-time and distributed settings. The background of required 

Knowledge brings humility, from humility comes worthiness, 

with worthiness one attains wealth. From wealth (one does) 

good deeds and from that (comes) joy. 

- Hitopadesha 
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technologies to enable video-based event processing is then introduced in Chapter 

2.  

The study proposed a novel, in-memory, on the fly, near real-time complex event 

processing framework for video event processing. An overview of VidCEP is 

presented in Chapter 3, where its functional design and architectural components are 

elaborated. A high-level Video Event Query Language (VEQL) to query events from 

the video stream used in VidCEP is described in Chapter 4. VEQL enables users to 

write expressive, actionable, and explicit CEP queries for video data. Different 

spatial and temporal constructs are defined in VEQL to identify event patterns in 

video data. 

A semantic event representation of video streams in the form of graphs using the 

proposed Video Event Knowledge Graph (VEKG) is discussed in Chapter 5. The 

VEKG converts low-level video data to a structured data model using an ensemble 

of deep learning models. Chapter 5 discusses the method for content-based event 

matching in video streams in CEP systems. The matching leverages the functionality 

of VEQL and VEKG to perform state-based spatiotemporal event matching.  

In Chapter 6, state-based graph summarization techniques are proposed to enable 

fast spatiotemporal video CEP matching. Time Aggregated Graph (TAG) and Event 

Aggregated Graph (EAG) methods are presented, summarized representations of 

VEKG streams and explicitly captures the spatiotemporal changes of the objects 

over the CEP window without any loss of information. The above summarization 

techniques are state and query-ware and consider CEP windows and the number of 

queries to summarize the incoming video streams for fast event matching. Chapter 

7 throws light on techniques to create complex event rules for video pattern 

detection. A hybrid approach has been used to develop different VEQL event 

operators for the action recognition and traffic management domain. 

Chapter 8 discusses the data-driven optimization for fast video event matching in a 

resource-constrained environment. This thesis chapter proposes VID-WIN, a 

content and query-aware adaptive windowing technique for fast inference of video 

data in distributed settings. The real-world use case using the VidCEP engine is 

showcased in Chapter 9. A traffic management application for OpenStreetMap is 

developed where query-based traffic estimation service is demonstrated for London 

City using open camera clusters.  
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10.2 MAIN CONTRIBUTION TO RESEARCH QUESTIONS 

The core contributions of this thesis are as follows: 

 Video Event Query Language (VEQL): Declarative Query Expression 

for Complex Video Pattern 

Research Question: RQ1 (a). How to determine the formal semantics of query 

language which enables users to query video events and QoS metrics in high-level 

human-understandable concepts? 

The work proposed Video Event Query Language (VEQL) and defined an event 

query language specification to express the video event patterns’ complexity in a 

SQL-like declarative format. The review was performed to know the gaps which 

present event query languages lack for initial video processing by comparing with 

the existing video query languages in databases. Different query dimensions were 

identified required for video event pattern matching like D1- Object detection, D2- 

Object detection with specific Attributes, D3- Spatial Relationships between objects, 

and D4- Temporal Relationships between objects. Video Event Query Language 

(VEQL) is proposed which follows the SQL-like declarative expression. The VEQL 

syntax is as follows: 

𝑺𝑬𝑳𝑬𝑪𝑻 < 𝑝𝑎𝑡𝑡𝑒𝑟𝑛 > 𝑭𝑹𝑶𝑴 < 𝑝𝑢𝑏𝑙𝑖𝑠ℎ𝑒𝑟 > 𝑾𝑯𝑬𝑹𝑬 < 𝑐𝑜𝑛𝑑𝑖𝑡𝑖𝑜𝑛 >

𝑾𝑰𝑻𝑯𝑰𝑵 < 𝑤𝑖𝑛𝑑𝑜𝑤 > 𝑾𝑰𝑻𝑯 𝑪𝑶𝑵𝑭𝑰𝑫𝑬𝑵𝑪𝑬 < 𝑐𝑜𝑛𝑓𝑖𝑑𝑒𝑛𝑐𝑒 𝑠𝑐𝑜𝑟𝑒 >, EDGE-

CPU-USAGE <cpu %>, EDGE-MEMORY-USAGE <memory %> 

VEQL queries are converted to a query graph to perform pattern matching over 

videos. VEQL comes with inbuilt different spatial and temporal query operators and 

can be extended with user-defined functions. 

Research Publication: The proposed VEQL language is presented as a full 

conference paper in the special session of IEEE International Conference on Big 

Data (IEEE BigData 2019) [92] and ACM/USENIX Middleware 2019 [91] doctoral 

symposium. 

 Creating Event Rules Using Hybrid Approach for Pattern Detection 

Research Question Focus 

Research Question: RQ1 (b). What event rules and query operators are required to 

process spatiotemporal event patterns?  
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Video event processing in CEP can not rely only on DNN operators due to 

challenges such as huge visual concept space, query dynamicity, and limited training 

data. To overcome such challenges, the work proposed a hybrid reasoning approach 

to create event rules. The VEQL operators can be written using inductive reasoning 

methods like DNN models and deductive reasoning approaches such as spatial and 

temporal calculus. The visual concepts like objects are extracted using DNN 

operators while the interaction among objects occurs in a spatial dimension in which 

relationships can be modeled using spatial relations like Geometric, Direction, and 

Topology. Allen Interval Algebra is used to define temporal operators like SEQ, EQ, 

CONJ, DISJ, and NEG. In the current work, VEQL consists of 18 complex video 

operators from traffic management (such as ‘Pass By’, ‘Follows’, and ‘High Volume 

Traffic’) and activity recognition (‘Sitting’, ‘Bike Riding’, ‘Handshaking’, and ‘Fall 

Detection’) domains. The future enhancement of VEQL will support pattern 

detection over multiple video streams. The developed rules detect events with F-

Score ranging between 0.44-0.90.  

Research Publication: The VEQL operators are presented in the International 

Journal of Semantic Computing (IJSC 2020) [93], IEEE Big Data (2019) [92], 

GIScience (2020) [95], and International Conference on Machine Learning and 

Applications (IEEE ICMLA 2019) [94]. 

 Video Event Knowledge Graph: A Structured Video Event 

Representation 

Research Question: RQ2 (a). How to extract and represent low-level video content 

and video stream into a structured data model with high-level semantic concepts? 

This work contributes to the structured representation for video streams and 

formulates a data model. From a representation perspective, a video can be divided 

into two aspects- 1) Objects, and 2) Relationships between Objects. The work 

proposes a Video Event Knowledge Graph (VEKG), a graph-based representation 

for video streams constructed using an ensemble of DNN models. Video Event 

Knowledge Graph is a labeled graph with six tuples: object nodes, attributes, 

relationship edges, and labeling functions. 

Research Question: RQ2 (b). How to identify relationships between semantic 

concepts of video content which occur over time and space? 
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VEKG graphs are connected using spatial and temporal edges. VEKG is a complete 

digraph, which means that each object is spatially related to another object present 

in the image frame. The initial VEKG construction is performed using DNN model 

pipelines and later, the graph relation edges are updated using VEQL operators. 

DNN extraction time directly impacts the VEKG construction time. The VEKG 

representation time ranges between 14.1 ms for a single object image to 29.2 ms for 

more than ten objects. VEKG extraction time increases up to 43.3% when video 

resolution is changed from 500*500 to 1000*1000 pixels. 

Research Publication: The structured representation of video streams are published 

in the International Journal of Semantic Computing (IJSC) 2020 [93], IEEE Graph 

Computing 2019 [96], IEEE Big Data 2019 [92], and Lero Annual Conference 2018 

[99]. 

 Spatiotemporal Video Event Matching 

Research Question: RQ3 (a). How to perform spatiotemporal matching over 

semantically represented video data (RQ2) with proposed high-level queries (RQ1)?  

The work proposes an event matcher that performs state-based video event 

matching. The matcher leverages the VEQL query structure and event representation 

(VEKG) to perform event pattern matching. The video pattern matching problem is 

converted to a graph-based matching problem. The matcher uses different VEQL 

operators over VEKG graphs to mine patterns from it. A three-stage matching 

technique is proposed which match the pattern at object, spatial and temporal level. 

The matcher handles several streams in parallel and can perform matching across 

multiple streams, as shown in the OpenStreetMap traffic estimation service.  The 

average matching latency lies between 0.33 milliseconds (ms) to 13.9 ms. 

Research Publication: The matching model has been presented in the IEEE 

International Conference on Big Data (IEEE BigData 2019) [92]. 

 Time and Event Aggregated Graphs: A State Summarization Technique 

for Fast Video Event Matching 

Research Question: RQ 3 (b). How can state-based windows be leverage to improve 

the proposed video representation for fast video pattern matching over multiple CEP 

queries? 
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The VEKG matching is computationally expensive due to duplicate nodes and 

edges. State and query-based summarization techniques are proposed to improve the 

matching and storage performance. A VEKG-Time Aggregated Graphs (VEKG-

TAG) model is presented which is a summarized representation of VEKG streams 

over a window. TAG is a labeled complete digraph with seven tuples having an 

additional temporal dimension as compared to VEKG. TAG reduces 90%-95% and 

82.2%-95.8% VEKG nodes and edges, respectively. To handle multiple queries, 

TAG is further optimized as VEKG- Event Aggregated Graphs (VEKG-EAG) is 

proposed which can add multiple queries over the edge for a given window length, 

reducing search time by 82% and takes 68.35% less storage as compared to VEKG. 

For 100 queries, EAG construction time is only 25.6 ms compared to 61.7 ms of 

TAG and 148.6 ms of VEKG. EAG reduces 5.1% and 8.1% more nodes and edges, 

respectively, compared to TAG. 

Research Publication: The state summarization model has been presented in the 

IEEE International Conference on Machine Learning and Applications (IEEE 

ICMLA 2019) [94] and International Journal on Semantic Computing (IJSC) [93]. 

 VID-WIN: Content-driven Adaptive Windows for Video Streams in 

Resource-Constrained Environments 

Research Question: RQ 4 (a). How to enable content-driven adaptive windowing for 

video streams for accelerating video analytics? 

Video content extraction is expensive as it needs to pass through computationally 

intensive DNN models to extract visual concepts from them. A content-driven 

adaptive windowing approach, VID-WIN, is proposed to accelerate video event 

matching in an edge-cloud paradigm. VID-WIN is a 2-stage windowing approach 

that continuously monitors low-level content of incoming video frames and exploits 

inter-frame correlations to expedite the overall DNN content extraction process. 

Research Question: RQ 4 (b). How can query-aware windows be leverage for fast 

video inference in resource-constrained scenarios under given application-level 

bounds? 

VID-WIN uses state and query-aware approaches like micro batching, dynamic  
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resizing, and partial match filtering. The above-stated techniques filter out the non-

interested frames and improve the system’s QoS parameters such as throughput, 

latency, and bandwidth consumption under resource-constrained edge 

environments. VID-WIN achieves 2.3X higher throughput with minimal latency 

overhead and requires only 81.5 MB memory, even for long-range windows. 

Different VID-WIN filtering variants can filter ~67% to ~78.6% of frames under 

50% CPU and memory usage and have ~99% bandwidth savings. 

Research Publication: The work is published in ACM Middleware Conference 

(Middleware 2019) [91, 101] as a poster, doctoral symposium and is under review 

in IEEE Internet of Things Journal (IEEE IoTJ 2021) [100]. 

 VidCEP: Video Complex Event Processing Framework 

The above research questions and proposed techniques resulted in creating Video 

Complex Event Processing Framework (VidCEP).  VidCEP adopts a distributed 

architecture that performs a near real-time, query-based spatiotemporal event 

matching across video streams. The VidCEP architecture is divided into four main 

components: 1) Query Manager- the users can write VEQL queries using the query 

interface, which are later converted to a query graph for pattern matching, 2) Stream 

Manager- the stream manager receives the raw video frames from event publisher 

and processes them to low-level feature map using video encoders. It also consists 

of an adaptive VID-WIN window to tune the incoming video frames as per resource 

and application bounds, 3) Content Extractor- it is a computer vision pipeline with 

DNN model cascades that receives the video streams from publishers and converts 

it to a stream of graphs, and 4) Matching Engine- The event matcher leverages the 

structure of query and event representation to perform event pattern matching. The 

matcher performs spatiotemporal matching using VEQL query over VEKG or 

summarized graphs to detect patterns. VidCEP performs a near real-time matching 

with a throughput of 70 fps for 5 parallel video streams and achieves 36.3 fps on 15 

video streams. The system latency is minimal with a 5.21sec and 1016.8 sec for a 5 

sec and 30-minute time window, respectively. 

Research Publication: The VidCEP framework is published in special session of 

IEEE International Conference on Big Data (IEEE BigData 2019) [92]. 
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 Use case: OpenStreetMap Traffic Prediction Estimation via Open 

Traffic Cameras 

The VidCEP efficacy is demonstrated by a real-world use case scenario of traffic 

estimation service over OpenStreetMap (OSM). An OSM traffic estimation service 

is demonstrated which predicts a multidimensional traffic status over the map using 

open traffic cameras of London City. 3080 videos across 22 streaming camera feeds 

were analyzed in an online setting with on the fly processing of feeds over clusters 

of traffic cameras and later, traffic operators were applied over identified metadata 

to identify the congestion level. A network-based Inverse Distance Weighted (NB-

IDW) interpolation method is used for traffic prediction over road segment between 

installed cameras.  The uniqueness of this work lies in the query-based approach 

(VEQL) where users can query multiple video streams by deploying operators (e.g., 

traffic congestion, flow rate, speed, etc.) to a system. The system achieves the 

median latency of 1.42 sec with an F-Score of 0.8. 

Research Publication: The work is published in International Conference on 

Geographic Information Science (GIScience 2021) [95]. 

10.3 LIMITATIONS AND OPEN QUESTIONS 

The present work discussed and conducted in this thesis has some limitations which 

are as follows: 

• DNN Model Performance Limitation: DNN models such as object detectors in 

the Content Extractor component are basic building blocks in the VidCEP 

framework. The event rules are dependent on the DNN model’s performance for 

their reasoning. The prediction failure or misclassification in DNN models will 

result in inaccurate VEKG creation, further leading to incorrect pattern 

identification. 

• Fixed Video Camera: The current VidCEP analytics are based on fixed-angle 

video cameras with the correct orientation. All the spatial calculations have been 

performed, assuming that there is no change in the camera position. The image’s 

static background is then considered the reference point from where all the 

spatial operations are performed. The current spatial calculation approach is not 

valid for moving cameras where the reference frame continuously changes over 

time. However, this limitation is tightly bound to query related to spatiotemporal 
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dimensions. The VEQL queries related to object and attribute detection 

dimensions can still be resolved for moving cameras. VEKG based relation 

creation over moving cameras is an interesting area to look upon. 

• Event Rules and 2-D Spatial Analysis: Videos are complex and writing 

generalized event rules is tricky. Presently, the pattern calculations are 

performed in a 2-D plane, limiting event rules’ expressiveness, leading to many 

patterns misses or false event detection. In the real world, relations are quite 

complex and spread in 3-dimensions. The rules will not be efficient in blind 

spots, the inconsistent field of view, and moving camera. Some events are highly 

complicated (such as Cooking and Juggling) and require deep feature learning. 

The present event pattern rules are more related to spatiotemporal nature, and 

complex models can be embedded in the CEP system to reason for more complex 

patterns. Recently 3-D based object detection models have shown promising 

results and can be used for 3-D spatial calculation for more accurate events. 

• State summarisation over sliding windows: The state summarization techniques, 

i.e., VEKG-TAG and VEKG-EAG have been proposed over tumbling windows. 

The summarization over sliding windows is an intriguing aspect to look at. 

Although the sliding portion will lead to the removal of old edges and nodes and 

insertion of new nodes and edges but how efficiently it can be performed would 

be an interesting area. One other fundamental assumption is that the VEKG-

EAG formation expects that all queries are running on the same window. 

• Adaptive Window Based Filtering: The filtering approach in VID-WIN is limited 

to temporal queries. Excessive filtering over VEQL queries having 

spatiotemporal operation leads to tracking failure which impacts the spatial 

operations. In future work, adding the spatiotemporal queries in the filtering 

strategy for a complex event matching over the edge would be an exciting idea. 

Deploying vision-based optimization techniques in microcontroller (MCU) 

based IoT devices [317] would also be a potential area to work upon. 

10.4 FUTURE RESEARCH DIRECTIONS 

The thesis findings provide the following insights for future research which are as 

follows: 
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Natural Language Query Model for Complex Event Processing 

Presently in Event-Based systems, queries are written in a structured format (SQL-

like) for event matching. The subscribers need to write queries by adopting standard 

syntax, coupling them with the query model. This limits the subscriber’s expressivity 

of writing queries as they need to understand the system and query model. This 

creates a tight coupling between the subscriber and the system, undermining the 

decoupling principle of event-based systems. Natural language is one of the most 

expressive ways where subscribers do not require any system expertise to write the 

queries.  Thus, an interesting future research question can be postulated: What is the 

suitable model to express VEQL queries in natural language in event-based systems 

for video matching? This leads to creating multiple problems such as 1) How to 

control the user expressivity while writing queries, 2) How to enrich query semantics 

with other contextual sources, 3) How to create structured representation to maintain 

coherence while matching.  The work is positioned across visual question answering, 

natural language processing, and event processing domain and would be an 

enriching idea to work upon. 

Crowd Based Event Processing 

With the advent of crowdsourcing platforms, the performance of event processing 

systems can be enhanced by including ‘humans in the loop’ to leverage their 

cognitive ability. With the volume of data being generated continually increasing, 

several challenges exist to process such data, especially if data is streaming in real-

time. As discussed earlier, it is nearly challenging to create a classifier that consists 

of all real-world classes. Human intelligence can be used as an intermediary to gather 

better insights from events generated and can be used to resolve various problems 

like classification uncertainty. In crowdsourcing, multiple tasks are segmented into 

smaller microtasks and are resolved using human inputs with various operators’ 

help. Presently, no operators in event processing systems deal with crowd 

interactions. My initial work on event crowd operators [73] is a promising area to 

look where crowd operators can be embedded in the VidCEP framework to remove 

data uncertainty and improve video event matching. 

Semantic Enrichment of Video Event Knowledge Graph and Automated Event 

Reasoning  
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There is a big issue of unbounded vocabulary in the machine learning domain where 

models support a handful of closed world labels to predict the pattern. One key 

aspect can be the semantic enrichment of VEKG graphs via background knowledge 

(such as ontologies) to identify larger classes of events. One of the initial works 

proposed by me in this direction is the Multimedia Event Relation Network (MERN) 

model [97]. MERN aligns with the systems deep learning model detection 

capabilities and is used to create an enriched semantic knowledge of a domain. The 

MERN semantic knowledge layer is built using DNN trained annotations data and 

further enriched with related background data. The proposed model is still in a 

nascent stage and needs further research. Another key future work can focus on 

semantic enrichment of the VEKG and VEKG-TAG graphs to identify event 

patterns at different hierarchies, such as the relationship between identified object 

and geospatial location.  

The current uses cognitive AI and handcrafted rule-based reasoning which is 

cumbersome. Considerably more work will need to be done to determine and 

automate the pattern detection process in CEP [318]. Graph Neural Network is a 

promising area to look into where VEKG and TAG graph structure can be trained to 

detect patterns from streaming video data. 

Multi-Query Optimization for Machine Learning Pipelines 

 Creating optimized model pipelines in the VidCEP content extractor component is 

one of the challenging tasks. The current work is focused on static ML/DNN 

pipelines based on the VEQL USING operator. Deploying multiple model cascades 

not only computationally intensive but also impacts the system performance. There 

is a need to build intelligence around these pipelines to improve the overall Quality 

of Service. Following databases field, multi-query optimization-based ML model 

pipeline tuning is an interesting aspect to look upon. One key idea can be to build a 

joint query planner for the registered VEQL queries which can tune ML pipelines 

based on common models to improve service level requirements such as latency, 

throughput, memory footprint, and energy consumption. 

10.5 CONCLUSION 

The thesis presents the design, implementation, and optimization of a Video 

Complex Event Processing (VidCEP) framework, enabling pattern detection over 
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video streams. The work proposes a Video Event Query Language (VEQL) 

motivated from current event query languages to write expressive video queries in 

the CEP scenario. The query discusses how to write event query rules for video 

patterns and encapsulate them as high-level operators. To perform matching over 

VEQL queries, Video Event Knowledge Graph (VEKG) is proposed, which is a 

graph-based structured model of video streams. VEKG is constructed through a 

pipeline of DNN models and later updated using event rules. The event rules are 

formulated for activity recognition and traffic management domain using a hybrid 

approach. A complex event matcher is presented to perform spatiotemporal pattern 

matching over videos using VEQL and VEKG constructs. Two state summarization 

techniques, TAG and EAG, are proposed to enable storage efficiency and faster 

event matching. Finally, a 2-stage content-driven window (VID-WIN) is presented 

to improve the ViCEP performance under application and system-level constraints. 
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