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Abstract

Over the last number of years there has been high acceleration and widespread adop-

tion of cloud based services by many different industries to improve the scalability

and reliability of their services while also reducing costs. The popularity of the cloud

has invoked major concern for the high energy consumption and carbon emissions

evident in the operation of data centers today. One of the key causes of high en-

ergy consumption is inefficient resource management. While much effort in recent

years has been devoted to achieving improved energy efficient resource management

strategies, performance uncertainty has also become a major hindrance for cloud

resource management systems. Performance uncertainties present significant chal-

lenges for planning and provisioning Virtual Machine (VM) resource allocation and

scheduling in the cloud while having negative impacts overall in achieving greater

energy efficiencies and improved Quality of Service (QoS).

Unlike traditional resource management strategies that rely on heuristics this work

presents novel forecasting based approaches for scheduling and allocating the com-

putational resources of public cloud infrastructure. Our goal is to extend and make

advancements upon existing research by applying and comparing the performance

of state of the art learning algorithms using real world data. We explore how these

advanced approaches can be incorporated to give rise to intelligent resource man-

agement systems with the capacity to make improved decisions under uncertainty.

In particular, we propose and analyse several interesting variations and extensions

to problems such as workflow scheduling, dynamic VM consolidation and also VM

migration. The results obtained from this research indicate the immense poten-

tial of adopting learning based methodologies to optimise resource usage, improve

performance and overall attempt to reach new frontiers in energy efficiency.
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Chapter 1

Introduction

1.1 Motivation

Cloud computing has emerged as one of the most promising and compelling de-

velopments in the field of Information Technology (IT). Over the last number of

years cloud computing has gained a significant amount of traction and is continu-

ing to revolutionise the competitive landscape of many industries and sectors from

Finance, Education, Manufacturing, Healthcare and Media & Entertainment. The

cloud computing paradigm offers dynamic and on demand provisioning of infrastruc-

ture, computing resources and services that can be leased by users on a pay-per-use

basis by way of hourly, monthly and yearly pricing plans. As a result, cloud comput-

ing eradicates the need for long term contracts and licensing fees by allowing users

to pay only for the services they use and for however long these services are required.

This evolution in computing paradigms has enabled businesses and organisations to

become more agile and responsive by outsourcing their computing needs to third

party cloud providers. Over the last number of years there has been much efforts

focused towards the operation of large scale public data centers by vendors such as

Amazon, Google and Microsoft in order to meet the ever increasing demand for such

services.

Cloud service offerings typically fall into three categorises, namely, Infrastructure

as a Service (IaaS), Platform as a Service (PaaS) and Software as a Service (SaaS).

The integrity and delivery of such services is governed by Service Level Agreements
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(SLA) which detail the expected level of service such as throughput, availability and

reliability [1]. In an IaaS model, cloud providers host the computing infrastructure

including servers, storage buckets, network hardware as well as virtualisation soft-

ware. The resources are delivered to users in the form of VMs instances which can

be configured and deployed using a variety of compute, memory and networking re-

sources to suit the needs of diverse workloads. In this thesis, we focus on examining

and providing novel solutions for some of the key problems and challenges stemming

from the IaaS platform.

The cloud computing model has undoubtedly made significant progress since the

early days of mainframe computing bringing with it many compelling benefits. How-

ever, it has a long way still to go, as the cloud continues to grow and evolve it not

only brings about new problems but it is becoming more challenging to manage

existing issues. One of the major concerns arising from the growth of cloud based

services is the environmental impact and the high energy related costs of data center

operations making them one of the fastest growing users of electricity [2]. Research

has revealed that this sector alone currently utilises an estimated 7% of global elec-

tricity, a percentage that is predicted to rise up to 13% by the year 2030 [3]. In

particular, research has shown that inefficient resource utilisation is one of the lead-

ing causes of high energy consumption in data center deployments [4]. More recent

research has also identified that the European industry wide average server utilisa-

tion ranges from a mere 10-30% [5]. The problem of high energy consumption in

data centers continues to challenge the research community to foster energy efficient

resource management strategies to help reduce consumption while also stabilizing

energy in light of the expected increases in future demand.

Performance uncertainty is another key issue that is continuing to present immense

challenges for cloud computing infrastructures and resource provisioning mecha-

nisms. Tchernykh et al. identified the main sources of uncertainty associated with

the cloud IaaS layer of which include resource availability, migration, virtualisation,

scalability, fault tolerance, job arrival, consolidation, workload variety, communica-

tion and energy consumption. They also highlighted a number of parameters which
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are impacted by such uncertainties, these included network capacity, data transfer

times, resource capacity, sufficient bandwidth and effective performance [6]. Such

uncertainties make it extremely difficult to effectively plan and reallocate what is

essentially a finite pool of cloud resources to meet the service quality and needs of

users. Cloud systems are highly stochastic and are often in a constant state of flux as

application workload demands invariably fluctuate over time. While cloud providers

often guarantee access to a certain portion of the underlying resources such as CPU,

memory and storage for each provisioned VM, the actual performance of the VMs

is subject to the usage of the shared underlying resources by other co-located VMs

[7, 8]. This also holds true for network resources where the available bandwidth at

any time is difficult to guarantee [6].

As the demand for cloud computing services continues to grow, estimating network

resources is becoming an integral component in the development of efficient and re-

liable resource management mechanisms and task schedulers capable of anticipating

network conditions in order to migrate and transfer data more seamlessly. Research

has shown that in 2017, global Internet traffic increased from 122 Exabyte (EB)s per

month to 201 EBs in 2019 and this figure is expected to rise to 396 EBs by the year

2022 [9]. The rise in network traffic combined with elevated user QoS requirements

continues to create new challenges for cloud providers and existing resource man-

agement and scheduling strategies. The majority of workflow scheduling and VM

migration solutions naively assume bandwidth availability is unlimited and entirely

certain [10–16]. A small number of works have focused on bandwidth availability

constraints[17–19]. However, most of the suggested approaches are reactive and base

decisions on current resource consumption.

Live migration and consolidation of workloads is a promising approach for improving

resource usage and reducing energy consumption in the data center. The goal of such

an approach is to dynamically reallocate VMs as resources become saturated and to

strategically allocate a greater number of VMs on to a reduced number of servers

while attempting to satisfy service guarantees. In the cloud resource management lit-

erature there has been an extensive amount of research devoted to classical heuristic
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based solutions for improving task scheduling, VM migration and also consolidation

[4, 14, 18, 20–22]. However, these solutions are limited in their effectiveness due to

performance uncertainties present in an inherently dynamic cloud environment. As

a result, they can often generate redundant scheduling and resource management

decisions by failing to consider future demands having a negative impact on energy

and performance.

Due to the widespread adoption of cloud services and the growing complexities

of resource management systems responsible for managing and provisioning, vast

amounts of diverse resources the incorporation of predictive methodologies is be-

coming a more essential component for resource management in the cloud. In more

recent times, there has been a significant interest and surge in the application of

advanced statistical methods and Machine Learning techniques across many aspects

of cloud resource management to overall improve the efficiency and reliability of the

services [11, 13, 23, 24]. These works advocate the use of more proactive solutions

that have the capacity to enable better planning to improve the efficiency of re-

source management decisions, reduce energy costs and overall improve the delivery

of service guarantees.

This thesis focuses on addressing the challenging issues of high energy and resource

uncertainty by examining novel solutions and approaches that incorporate advanced

learning methodologies. These predictive based approaches leverage underlying

mathematical frameworks based on probabilistic theory in order to gain knowl-

edge and preempt environmental conditions to inform decision making in highly

stochastic cloud environments. Using real world data we examine the ability of

Machine Learning techniques for mitigating performance uncertainty issues and im-

proving the overall planning capacity of volatile cloud environments. In particular,

we evaluate and demonstrate the efficacy of our proposed approaches to automate

variations of the VM consolidation problem, live migration and workflow scheduling

issues. Overall, through the application of a more adaptive and flexible approaches

we seek to achieve a number of advancements over existing research while striving

for greater energy efficiency and impact on global environmental sustainability.
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1.2 Research Questions

The research presented in this thesis advances and extends current research in cloud

resource management. In particular, it explores several interesting variations for the

VM consolidation problem while also proposing novel solutions for scheduling and

migrating VM instances using advanced learning methodologies. More specifically,

this thesis examines the following set of research questions:

1. Can workflow scheduling be improved in IaaS clouds by considering a predic-

tive network-aware scheduling approach that transfers data agnostic to net-

work conditions to minimize makespan and costs?

2. How can predictive scheduling of live migrations improve the performance and

energy efficiency of cloud systems when both linear and non-linear predictive

models are implemented?

3. Can we improve VM consolidation by considering the relationship between

VM workloads while also taking into account both current and future resource

demands to inform our placement strategy?

4. Can we resolve the VM consolidation problem by classifying VM workloads

while also considering both energy efficiency and interference issues between

co-located VMs?

1.3 Research Contributions

In addressing the above research questions, this thesis makes a number of contribu-

tions to the advancement of the state of the art. Below we summarise the four key

contributions of this thesis.

1. A Predictive Network Aware Scheduling Approach for Deadline

Constrained Workflow Scheduling in Public Clouds

The first contribution of this work is presented in Part 1 of Chapter 4. We

proposed a more reliable network aware workflow scheduler which aims to

address a key challenge when executing large scientific workflows on public
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clouds which is the uncertainty of bandwidth availability on workflow schedul-

ing decisions. The efficient execution of data-intensive workflows on public

clouds is largely reliant on the available bandwidth on intra cloud network

links which fluctuates over time. To enable a more cost effective and reliable

workflow management system we applied ARIMA modelling to data based on

Amazon EC2 network links to predict network conditions over time to reduce

total cost and makespan. Our empirical results have shown that by adopting

a scheduling procedure which has the capacity to reason over the impact of

dynamically changing bandwidth availability we can transfer data across the

network at more optimal times while meeting the specified deadline. This

results in both shorter execution times and achieves considerable cost reduc-

tions.

2. A Multi-Time Step Ahead Predictive Approach for Scheduling Live

Migration in Cloud Data Centers

In Chapter 4 Part 2, we present our second contribution of this thesis. We ex-

tend our experimental analysis and demonstrate how a predictive bandwidth

model can be incorporated and used to improve the scheduling of VM migra-

tions in the data center. One of the major challenges facing cloud computing

is to accurately predict future resource usage to provision data centres for fu-

ture demands. Cloud resources are constantly in a state of flux, making it

difficult for forecasting algorithms to produce accurate predictions for short

times scales (i.e. 5 minutes to 1 hour). This motivates the research presented

in Chapter 4 Part 2, which compares nonlinear and linear forecasting methods

to predict CPU utilisation and network bandwidth usage for live migration.

Experimental results demonstrate that by applying predictive modelling to

forecast both CPU and bandwidth resources the cloud system has the capac-

ity to decide the most optimal time to schedule live migrations prior to hosts

becoming overloaded to improve energy efficiency and reduce the occurrence

of SLAVs in the data center.
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3. An Energy Efficient Anti-Correlated Virtual Machine Placement Al-

gorithm Using Resource Usage Predictions

In Chapter 5 we present the third contribution of this thesis. We address a key

challenge for VM placement algorithms which is the ability to accurately fore-

cast future resource demands due to the dynamic nature of cloud applications.

Furthermore, we also consider the relationship between migrating VMs as an

important factor in optimizing the usage of available resources which is rarely

considered in the literature. Our approach attempts to consolidate compli-

mentary VMs together based on their predicted CPU resource requirements.

Using real workload traces this work presents a comparative study of state of

the art prediction models and introduces our novel Predictive Anti-Correlated

Placement Algorithm (PACPA) which considers both CPU and bandwidth

resource consumption. Our empirical results demonstrate how the proposed

approach is capable of improving energy efficiency while also enhancing the

ability of practitioners to achieve significant improvements in the quality of

the service provided.

4. An Intelligent Ensemble Learning Approach for Energy Efficient and

Interference Aware Dynamic Virtual Machine Consolidation

Chapter 6 presents the final contribution of this thesis. In this work we present

a novel interference and energy aware VM consolidation algorithm for multi-

tenant cloud environments. Using recent workload data from Microsoft Azure

we present a comparative analysis of several state of the art individual classi-

fiers and ensemble methods which uses multiple learners and propose an en-

semble classification based approach for the VM consolidation problem. Our

approach enables the proposed algorithm to infer the expected level of in-

terference between co-located workloads while also being cognizant of energy

consumption for a more rigorous and reliable solution. Our empirical results

demonstrate how our approach improves energy efficiency while also reducing

service violations.
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1.4 Thesis Structure

This section outlines the structure and layout of the work presented in this thesis.

The initial two chapters provide a literature review and background details of the

methodologies employed throughout this work. The results chapters present our

contributions over existing works and findings within this research area. Lastly, we

reflect and conclude the research presented in this thesis and discuss future work.

• Chapter 2 provides a literature review. It discusses the background of the cloud

computing model and its evolution, data center energy efficiency, virtualisation

technology while also discussing some of the key challenges within this domain.

We also review the most significant work relevant to our research in workflow

scheduling and VM migration and consolidation.

• Chapter 3 details the Machine Learning (ML) and statistical based method-

ologies applied throughout this thesis. These include both regression and

classification based techniques required for the work outlined in this thesis.

• Chapter 4 presents the first results chapter of this thesis which is two fold. In

Part 1, we present a predictive network-aware workflow scheduler. In Part 2,

we extend this work and explore the application of predictive based scheduling

to enhance live migration in cloud data centers.

• Chapter 5 presents a novel anti-correlated VM placement algorithm to find

an improved distribution of VMs across the datacenter by taking into account

predicted resource demands and the relationship between VMs. We demon-

strate the improved energy efficiency and also performance gains attainable

over previously proposed approaches.

• Chapter 6 presents an intelligent ensemble learning approach for energy effi-

cient and interference aware VM consolidation. We present a series of experi-

ments comparing various ML techniques and conduct simulations to evaluate

the efficacy of our proposed resource management system.

• Chapter 7 provides a conclusion and overall reflection on the research con-

ducted. It also highlights the impact of our work and future research direction.
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Chapter 2

Cloud Computing & Resource

Management

“If computers of the kind I have advocated become the computers of the future, then

computing may someday be organized as a public utility just as the telephone system

is a public utility. The computer utility could become the basis of a new and important

industry.” [25]

Professor John McCarthy, MIT Centennial, 1961.

2.1 Introduction

Modern computing has achieved significant advancements over the decades, a trans-

formation that has seen computing go from rudimentary mainframe computing de-

vices to viable business models consisting of vastly superior computing services. The

prospect of computing as a service has however existed for sometime. As far back

as the 1960’s such notions had already begun to permeate the realm of Computer

Science, Prof. John McCarthy was one of the first to presciently suggest the idea

of utility computing, where computing hardware and software would someday be

provisioned as a service [25]. Others such as Buyya et al. [26] also alluded to the

possibility of computing becoming a fifth utility after water, electricity, gas and

also telecommunications. Today, tech companies such as Amazon, Google and Mi-

crosoft have made this vision a reality, providing a plethora of computing services
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including Software as a Service (SaaS), Platform as a Service (PaaS) and also In-

frastructure as a Service (IaaS). Traditional computing such as in-house computing

systems resulted in many enterprises experiencing initial high cost expenditures as-

sociated with the procurement of the essential infrastructure and software to host

many of their services, significant staffing and maintenance costs were also a con-

cern. On-demand computing has eradicated much of these costs as the responsibility

of hosting applications and services belongs to the cloud provider. Similar to other

utility services available in today’s society, computing service users now have access

to a near infinite pool of computing resources, provided on-demand and charged on

a pay-as-you-go basis for a fraction of the price.

The onset of the digital age and the expanding web of smart devices has resulted

in the continued exponential growth in demand for data centers and cloud ser-

vices. However, with such growth it becomes more challenging to manage existing

problems, these problems range from security [27], resource management and per-

formance predictability [28] to energy efficiency [29]. Computing service users need

to ensure that their applications and services are deployed in an environment that

guarantees the same level of quality and performance as a hosted on-premise setup.

From a cloud provider’s perspective, the ability to deliver service guarantees is crit-

ical to their service offerings. Furthermore, as the global climate crisis escalates

and the soaring energy related costs and associated carbon emissions of data centers

continues to linger, cloud providers have come under mounting pressure to make a

concerted effort towards the continued improvement in data center efficiency. To

remediate these persisting issues a significant amount of research and development

is required in order to fully deliver the vision of computing as the fifth utility.

In the following chapter we provide an overview of the literature in the field of cloud

computing, this includes topics such as the origins of cloud computing detailing

both cluster and grid computing, we also discuss the various service and deployment

models while also detailing the fundamentals of virtualisation technology. Moreover,

we provide insights into some of the major challenges currently faced by both cloud

computing practitioners and researchers alike in their pursuit of delivering the full
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vision of computing as a service. We also introduce the relevant research in this

area and discuss their merits.

2.2 The Evolution of Cloud Computing

The significant advancements that have emerged in technology in the twenty-first

century have given rise to an unprecedented paradigm shift in computing known

as cloud computing. Since its inception it has rapidly converted the landscape of

Information Technology. The cloud computing paradigm is built upon the idea of

commoditizing computing resources and delivering them in a way that is analogous

to that of traditional diurnal utilities [26]. The cloud computing paradigm promises

the delivery of reliable services through the deployment of large-scale commodity

data centers that are built on virtualised compute and storage technologies. The

development of the cloud computing model has been derived from an evolution of

computing movements, each of which have made significant contributions to the

technological breakthroughs which propelled the cloud computing paradigm [30].

During the 1950s, service bureaus were prosperous at a time when computers were

still in their infancy, incredibly expensive to operate and for the most part beyond

the reach of many individuals and business entities. Due to their cost and also

their demand large computing vendors such as IBM allowed entities to purchase

computing time on a shared basis through time-sharing OS systems deployed on

mainframe computers [31]. This allowed multiple users to submit jobs for processing

simultaneously. Typical services available through time-sharing systems of that time

included calculation, engineering design, business forecasting and manufacturing

planning [31]. However, as the growth in demand for computer systems became

more widespread the pitfalls of a time-sharing approach became problematic as

the misuse of the system could result in the computer coming to a halt for all

users [32]. In an effort to counteract this limitation, IBM developed the concept

of the Virtual Machine as a more sophisticated approach to time-sharing expensive

mainframe computers. Virtualisation technology provided a protected and isolated

copy of the underlying hardware that would ultimately improve performance and
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isolation [33]. The cloud computing model was evolved out of a number of other

important computing movements which preceded its inception. These include both

grid and cluster computing, these technologies have played a pivotal role in shaping

and developing the cloud computing era as we know it. The advancements and

technology breakthroughs achieved through these movements combined with the

fact that computing resources are becoming a common necessity have undoubtedly

driven and given rise to the cloud computing paradigm [34]. While the vision of

computing over the last number of decades has ultimately remained the same, that is

to reduce the cost of computing, improve reliability and increase access to computing

resources by making them readily available, however the scale of these operations

is different to the time of the grid and cluster computing eras [30]. The cloud

computing model available today is driven by the unprecedented increase in digital

content, big data, e-commerce and also Internet traffic which requires the cloud

service model to handle user requests on a massive scale. Since 2007, companies

such as Google, Amazon and Microsoft have invested heavily in the creation and

development of commercial large scale data centers distributed globally to provide

the resources and computing services to meet these requests.

2.2.1 Cluster Computing

In the 1980s at a time when significantly expensive supercomputers were the pin-

nacle of High-Performance Computing (HPC) a widespread need for smaller scale

operations requiring high computing power at a less expensive cost became evident

among both science and business domains. It was from this point on that cluster

computing gained momentum while ultimately emulating computational power anal-

ogous to that of the supercomputer [35]. A cluster can be described as a collection of

interconnected distributed computers which operate over high speed networks and

share computational workloads in order to complete a single task. Each node in the

network runs the same OS while specialised software is responsible for the schedul-

ing and deployment of computational or data intensive tasks across the network

[36]. The resources within a cluster often span a particular administrative domain

which is managed and controlled by a single entity [26]. In addition, clusters typi-

cally promote improved load balance and high availability pertaining to their design
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characteristics, consisting of several redundant nodes which prevent a single point

of failure.

Throughout the time of the computational cluster several projects and frameworks

emerged, of which some of the most widely known included Beowulf [37] , Berkeley

NOW [38] and HPVM [39], these projects played a fundamental role in highlighting

the advantages of deploying a cluster over traditional computing platforms such as

supercomputers. For the most part these advantages included low entry costs to

access supercomputer level performance, a system that could be incrementally up-

graded and an open source development platform that mitigated the issue of being

locked into specific vendor products [40]. The popular Beowulf cluster framework

which is still used today [41] was initially started at NASA when supercomputer

power was required for data analysis but the cost of acquiring the necessary comput-

ing hardware was too high [42]. The Beowulf architecture allows for the deployment

of supercomputer power using a series of commodity machines connected through

an Ethernet. By networking the machines into a cluster with one server node and

several client nodes parallel computations could be executed using Message Passing

Interface (MPI) software.

Throughout the era of cluster computing it faced many problems that were explored

by both researchers and academics in a bid to convert these challenges into oppor-

tunities which would ultimately lead to the development of both the grid and cloud

computing eras. Some of the research challenges faced by the cluster computing

community over the last number of years included the development of middleware

that would provide an illusion of a single system image as oppose to a cohort of

independent standalone computers. The high communication overhead of parallel

applications running on clusters and scalability issues were also prominent [39, 43,

44].
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2.2.2 Grid Computing

Grid computing emerged in the 1990s, inspired by the inherent pervasiveness and

reliability of the electrical power grids [45]. The motivation for computational grids

was that they provided a coherent solution for solving the execution of large scale

resource intensive applications evident within the scientific, engineering and medi-

cal domains. Such problems required significantly more computing power than the

already established supercomputer or cluster computing paradigms provided by a

single administrative domain. Furthermore, the initial capital outlay combined with

additional overheads such as installation and maintenance costs resulted in HPC

equipped with the necessary resources to be largely an unfeasible solution to the

growing needs of scientific institutes [30].

Grids promote the sharing, selection and aggregation of a broad range of hetero-

geneous resources across a large, transparent and distributed network environment

which includes supercomputers, storage devices, data sources and specialized devices

owned by different administrative domains [46]. The business model for grid com-

puting is project-oriented where the users submit a proposal for their project and

members of the grid pool their resources together in exchange for access to greater

amounts of computational power enabling users to execute their applications [30].

Grids are composed of multiple Virtual Organisation (VO)s, each of which con-

tribute a small number of resources to a virtual community in return for access to

a more formidable pool of converged resources [30]. Unlike cluster computing, the

grid consolidates a community of users often governed by their own management,

policies and goals [26]. The widespread adoption of computational grids lead to an

eclectic range of successful grid projects of which the most representative examples

include the Extreme Science and Engineering Discovery Environment (XSEDE) grid

formally known as TeraGrid [47], the Open Science Grid (OSG) [48] and the Earth

System Grid Federation (ESGF) [49] which successfully deliver global compute in-

frastructure to the scientific community.
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However, despite the popularity of computational grids there are associated bureau-

cratic and technical issues [50]. Resources accessible through computational grids

are often shared on a global scale and require the submission of a research proposal,

this resulted in the competitive use of available resources by larger research projects

proving to be a major barrier in terms of accessibility for minor research groups.

In addition, grids commonly require the use of predefined platforms with specific

software compliance’s, API’s and operating systems, this additional overhead makes

the process of accessing scientific grids a difficult and laborious task.

2.2.3 Cloud Computing

Cloud computing has become the most promising paradigm to date, leveraging on

the advancements made by its predecessors and gaining exponential and widespread

adoption across many industries and sectors. This new era of computing offers a seis-

mic array of digital services, products and tools that can be leased by users by way

of hourly, monthly and yearly pricing plans. As a result, cloud computing eradicates

the need for long term contracts and licensing fees by allowing users to pay only for

the services they use and for however long these services are required. Analogous to

the delivery of diurnal utilities, the service provider is responsible for the delivery of

the expected level of service according to the service agreements between both the

service provider and user. These agreements identify the specific parameters and

minimum level of service that will be delivered, this may include metrics such as

service availability, performance, response times and even security and disaster re-

covery. Many entities are leveraging cloud computing services in order to gain from

their wide array of associated benefits including their cost associativity, reliability

and the dynamic availability of near infinite resources [26].

In October 2007, Google and IBM together announced a collaboration to promote

developments in large scale computing, from this point forward the term cloud com-

puting became more prevalent [51]. Many experts agree that this computing model

is not solely a combination of the technologies that have come before it, but rather

produces its own innate characteristics which have propelled the development of next

generation data centres, advancements in virtualisation technologies and dynami-
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cally provisioned resources [30]. There are a number of driving factors that enabled

cloud computing to be the success it is today, such as the availability of high speed

bandwidth across large interconnected networks, the development of multi-core pro-

cessors and also state-of-the-art virtualisation technologies [52].

In Light of Larry Ellison, one of the founders of Oracle defining the cloud comput-

ing model as “everything that we already do” there is still no unified definition [53].

Vaquero et al. present more than twenty definitions of cloud computing [54, 55].

Below illustrates some of the most widely accepted definitions in the literature.

According to Buyya et al. [56] cloud computing can be described as :

“A cloud is a type of parallel and distributed system consisting of a col-

lection of interconnected and virtualised computers that are dynamically

provisioned and presented as one or more unified computing resources

based on service-level agreements established through negotiation between

the service provider and consumers”.

National Institute of Standards and Technology (NIST) [57] defined it as:

“A model for enabling ubiquitous, convenient, on-demand network ac-

cess to a shared pool of configurable computing resources (e.g., networks,

servers, storage, applications, and services) that can be rapidly provi-

sioned and released with minimal management effort or service provider

interaction”.

Armbust et al. [52] simply state that:

“Cloud computing refers to both the applications delivered as services

over the Internet and the hardware and systems software in the data

centers that provide those services”.

Buyya et al. referred to cloud computing as an interconnected network of virtu-

alised computers which allocates computing resources in compliance with service

agreements [56]. NIST highlighted some of the key characteristics of the cloud

paradigm in their definition describing it as convenient and provisioned on-demand

16



Chapter 2 2.3. COMPUTING AS A SERVICE

[57]. Armbust et al. referred to the applications, hardware and systems software in

order to define cloud computing [52].

2.3 Computing as a Service

Cloud computing can be considered a modern mainstream technology which offers

consumers an alternative strategy for the management of their computing require-

ments. Cloud computing is based on the principle of commercialising computing

services. These services are often referred to as the cloud service stack and can typ-

ically be categorised as IaaS, PaaS and SaaS [30]. However, due to the substantial

growth and overall success of cloud computing services it provides an important

vehicle for the exploration and evolution of new avenues of the development and

deployment of computing services. Many have touted in the last number of years

the notions of Everything as a Service (XaaS) as the new era of cloud solutions in

which everything will be delivered as a service over the Internet [58]. This trend in

the movement of cloud service offerings has already begun to make significant strides

with many cloud providers delivering solutions ranging from security, robotics, In-

ternet of Things (IoT), game technologies to quantum computing services [59]. How-

ever, for the purposes of this work our discussion will be primarily on IaaS, but also

short discussions on PaaS and SaaS. These three fundamental services merged with

the systems level hardware and software, constitute the classic cloud computing ar-

chitecture.

The cloud architecture is often represented by several key layers, which according to

Youseff et al. are inherently interdependent [60]. In this sense, the service offerings

at each layer are composed from the services of the underlying layers. Youseff et al.

referred to this as composable services [60]. To gain a thorough understanding of

the architecture a detailed discussion will be provided based on the illustration in

Fig. 1 below.
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Figure 1: Cloud computing service models [54]

2.3.1 Infrastructure as a Service

The IaaS layer enables the provisioning of hardware resources such as processors,

storage and network and also the associated software comprising of OSs and virtu-

alisation software as a service [57] with the capacity to execute diverse workloads

including long running background jobs to real-time web applications. In essence,

it allows for the leasing of virtualised servers and other associated resources over

the Internet, enabling service users to easily access these resources from anywhere

in the world. Consumers of this layer have super-user access to their VMs allowing

for greater control by permitting the customisation of the software stack across each

VM which in turn promotes increased performance and efficiency [60].

The IaaS model typically provides various pricing models allowing service users to

pay for compute resources by the hour or even on a yearly basis. The IaaS provider is

responsible for ensuring the service provided adheres to certain service level agree-

ments such as performance, up-time and availability. The ability to extract and

encapsulate available resources into numerous VMs is the key enabler of the IaaS

model [26]. The use of virtualisation technology enables users to dynamically pro-

cure virtual machines and release resources on demand with varying combinations

of CPU, memory and storage available to meet both performance requirements and
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budget constraints, a more extensive discussion on virtualisation technology is pre-

sented in Section 2.6. Service users can scale resources as required releasing them

when the demand has subsided. This model eradicates the issue of resource over pro-

visioning where individuals had to procure more resources than their average need

to cater for temporary spikes in demand. The most popular IaaS providers include

Amazon Elastic Compute Cloud (EC2), Google Compute Engine and Rackspace.

Software as a Service:

The SaaS application layer enables users to procure software on demand. Such a ser-

vice is remotely accessible to the general public over the Internet, from a business

prospective it allows companies to reduce their setup, licensing and maintenance

costs associated with an on premise scenario. More specifically, this type of service

can be delivered on a subscription basis or more commonly using a pay-as-you-go

model [30, 52]. Often the end users of this service have no control over the system

other than the typical application settings [61]. SaaS migrates the computational

workload from the end users hardware to the data center where the application is

hosted. In this vein, end users benefit from cost savings such as daily operation and

support costs. Conversely, service providers reduce the complexities associated with

upgrades and testing while benefiting from a continuous flow of revenue in com-

parison to traditional licensing associated with a one time payment [60]. Common

examples of SaaS include Salesforce Customer Relationship Management (CRM)

software, Google Apps and Microsoft Office 365.

Platform as a Service:

This layer is composed of the application frameworks and OS to easily build and

expedite the deployment of applications on the cloud from simple cloud based apps

to more sophisticated cloud enabled enterprise applications. In brief, it supports the

scalability requirements of new web services, improved load balance and integration

[60]. The provider manages the tools to build and deploy applications such as the

frameworks and libraries while also exercising control over the underlying infras-

tructure such as the network, storage and OS. The consumer has control over the
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environment configuration settings and the deployment of applications [61]. PaaS

motivates rapid application development and for this reason it is often adopted by

agile development teams [62]. Developers leverage the enhanced resources without

requiring large amounts of monetary outlays for the associated software and under-

lying infrastructure. Examples of PaaS include Amazon’s Elastic Beanstalk, Google

App Engine and Windows Azure.

Emerging Developments:

There are a number of emerging trends within the research community that correlate

with the nature of the work presented in this thesis. Below we provide a synopsis of

research trends and developments that have gained a significant amount of traction

in recent years. These developments include serverless computing and edge comput-

ing while also discussing the importance of large non-stationary datasets that have

been generated in more recent years.

Serverless Computing: which is often also referred to as Function as a Service

(FaaS) is an emerging trend in the cloud sphere which has been gaining traction in

recent times. It was first popularised by Amazon in 2014, with AWS Lambda while

others such as Google and Microsoft have since introduced their own serverless ar-

chitectures. The term serverless computing is by no means an indication that there

are no servers involved, however it enables more simplified and agile application

development by allowing developers to build and run applications without needing

to manage resources and operational tasks. The cloud provider is responsible for

resource provisioning, monitoring, scalability and fault tolerance. Serverless com-

puting may seem similar to PaaS offerings, which limit the management of resources.

However the main differences are that applications are broken up into various func-

tions allowing developers to completely eliminate the need for provisioning resources

and web server software management. Instead it allows developers to focus solely

on the business logic and code [63]. One of the main advantages of serverless com-

puting over PaaS offerings is it provides improved auto-scalability capabilities as

function calls increase or decrease. Furthermore, users only pay for the time that

their functions get called as oppose to deploying applications on a public cloud and

having them wait for requests using the allocated resources [64]. The research com-
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munity has already started to explore the possibility of scheduling workflows using

serverless infrastructure as a means to reducing the cost of the execution while also

generating improved estimates of those costs in the cloud [65, 66].

Edge Computing: this emerging paradigm presents as an opportunity to de-

liver highly responsive computing services, increased scalability and improved data

privacy for mobile computing and IoT applications [67]. The philosophy of edge

computing is grounded in the notion that computing and storage resources should

be placed at the Internet’s edge, residing in closer proximity to mobile devices or

sensors from where large amounts of data are constantly being streamed and eventu-

ally processed. Given the rise in the number of novel applications and technologies

that are being developed which require data processing in real time, the notion of

physical proximity between the data sources and computing nodes becomes more

apparent. Issues such as high latency, jitter and low bandwidth availability have in

recent years come to the forefront of cloud computing research given the physical

separation that often exists between mobile devices and the cloud datacenters. In

Chapter 5 of this thesis, we present an approach for improving dynamic VM con-

solidation. As part of the proposed solution we also take into account the impact

of bandwidth variability on VM data transfer times which currently presents as a

key issue for dynamic VM consolidation approaches in the cloud. However, while

there are many benefits gained through the used of edge computing technology for

processing time sensitive data we should also be aware of it’s limitations. One of the

advantages of the cloud is the low cost involved in managing a centralised datacen-

ter, however the use of edge technology increases the complexity and management of

the infrastructure while also giving rise to other technical challenges relating to the

software and algorithms required for the holistic control and sharing of the resources

in a more convoluted and decentralised edge environment [68]. The emergence of

large scale non-stationary datasets is also a recent development that has led to many

research initiatives within the domain of both cloud computing and edge computing.

The existence of highly volatile workloads that require processing in the cloud has

been a reoccurring theme throughout this work as they present many challenges

for resource management mechanisms and improving energy efficiency of the data

center. The onset of the digital era has seen a seismic increase in the amount and
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rate at which data is being continuously generated and stored for processing. The

non-stationary nature of this data warrants the experimentation and application of

more sophisticated learning algorithms to forecast future resource demands to im-

prove the management of cloud resources. This is important both in the present and

also in the future as further growth in the size of these datasets and their dynamic

nature is expected.

2.4 Cloud Deployment Models

In general there are four main deployment models which can be classified as public

clouds, private clouds, hybrid clouds and community clouds. Each model is classified

according to where the infrastructure for the deployment is located and who controls

this infrastructure. Each deployment model is often designed to meet differential

business requirements. In more recent times the cloud computing model has made

progress with a more advanced deployment model known as a federated cloud. This

model operates at a much more global level than the traditional models mentioned

above. Federated clouds enable the pooling of unused capacity from geographically

diverse locations into a global marketplace which allows the real time trading of

capacity owned by distinct vendors [69]. However, for the purposes of this work

federated clouds are out of scope.

Public Clouds:

Public clouds are often leveraged by small to medium businesses as a primary so-

lution to IT requirements due to the cost savings that can be harnessed [61]. The

public cloud offers computing resources made available to the general public and ac-

cessible through the Internet. The range of services available as outlined in Section

2.3 are charged on a pay-per-use basis. This type of cloud is relatively cheap in com-

parison to private clouds as it does not require investment in costly infrastructure

[61]. In addition, it allows service users to shift the risk of downtime and the pro-

visioning of resources to the infrastructure provider preventing the scenario of idle

resources often associated with traditional computing. However, one of the major

concerns for service users of public clouds is the lack of control over the associated
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hardware, network, data and security [54].

Private Clouds:

Private clouds also known as internal clouds refer to the in-house data center of a

business which is built and operated for the explicit use by its various user groups

including employees, customers and partners and is often secured by means of an

intranet [61]. This type of setup can be fully managed by the business or a service

provider and in certain circumstances a combination of both [57]. Private clouds

guarantee improved control over performance, reliability and security. In contrast,

however, private clouds are more expensive in comparison to other deployment mod-

els due the large capital expenditures involved in acquiring and maintaining them.

As a result they are often only afforded by larger businesses [54].

Hybrid Clouds:

Hybrid clouds are considered a more blended approach to cloud computing. A

hybrid is a combination of both public and private cloud infrastructure, they provide

more flexibility by enabling easy migration of applications and data between both

models and are often used by a business to rapidly scale up their capacity [57].

In furtherance, hybrid clouds permit better control over security and the locality

of applications and data while still leveraging the benefits associated with public

clouds such as scalability and elasticity [61].

Community Clouds:

This type of cloud infrastructure is setup by a specific cohort of organisations that

have a similar requirement or a shared concern. The infrastructure enables the shar-

ing of computing resources across a community and access is restricted to members

of the community. It may be owned, managed and controlled by a single or several

organisations within the community or alternatively it can be managed by a service

provider or in some use cases a combination of both [57].
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2.5 The Data Center and Energy Consumption

The inception of the digital age and the expanding web of smart devices has resulted

in the exponential growth in demand for data centers causing them to become one

of the fastest growing users of electricity [2]. Currently, Ireland is considered the

data center capital of Europe with tech giants such as Amazon, Google, Microsoft

and Facebook among others setting up data center operations to power their eclec-

tic range of cloud services [70]. However, as the global climate crisis escalates and

the substantial energy related costs and associated carbon emissions of data centers

continue to linger, cloud providers have come under mounting pressure to make a

concerted effort towards the continued improvements in data center efficiency.

Over the last number of years energy related costs and environmental sustainability

issues have had a discernible impact on the direction of research initiatives due to

the sheer enormity of energy consumption rates from existing data centers. Re-

search has shown that in 2015, Google data centers consumed the same amount of

energy as the entire city of San Francisco [71]. Studies have since reported that this

sector alone currently utilises approximately 7% of global electricity, this figure is

predicted to rise up to 13% by the year 2030 [3]. This sector is also responsible for an

estimated 2% of global CO2 emissions, a figure which is on par with that produced

by the aviation industry [3]. Other studies have also confirmed that the number of

mobile Internet users is expected to increase from 3.6 billion in 2018 to 5 billion by

2025, while the amount of IoT connections is projected to triple to over 25 billion

by 2025 [72]. These trends are the main contributing factor behind the exponential

growth in demand for data centers and cloud services at large. Over the last number

of years improvements have been made in the design and operation of data centers

to stabilize energy consumption. However, given the capricious nature of the tech

environment coupled with the substantial growth in the use of cloud based services

it is anticipated that future demand could exceed efficiency improvements [73]. A

recent report released by the International Energy Agency in 2020 [74] stated that if

the current trajectory in energy efficiency improvements for data center infrastruc-

ture can be maintained the global energy demand for data centers can remain static

through to the year 2022. This can be achieved regardless of an expected increase

24



Chapter 2 2.5. THE DATA CENTER AND ENERGY CONSUMPTION

of up to 60% in the demand for data center services. However, the report also cor-

roborated that substantial energy efficient efforts are required by both government

and industry to curtail growths in energy consumption and emissions in the next

decade. An article published in 2020 titled “Recalibrating global data center energy-

use estimates” states that increased server efficiencies and improved virtualisation

technology has led to the significant reductions in energy consumption while facing

increased growth in demand for services. The report also argues that diligent efforts

will be a necessity going forward to manage potential surges in energy consumption

in the future. In doing so, greater investments in renewable energy, heat removal

technologies and intelligent computational resource and infrastructure management

will be critical [75]. Overall, this motivates greater efforts into the continued devel-

opment of intelligent and novel energy efficient resource management approaches in

data center operations.

2.5.1 Key Areas of Energy Consumption

Energy management is a complex issue, to address such a concern it is essential to

identify the core elements within a data center that are responsible for high lev-

els of energy consumption. The scope of energy efficient design comprises of both

computing devices such as servers, storage and network devices, and also associated

auxiliary equipment including cooling systems and Uninterruptible Power Supply

(UPS) which assist in the sustainability of a reliable system [76]. However, energy

efficient design goes far beyond efficient equipment. The resources needed to deliver

an on demand computing service require sufficient and sophisticated management,

as such software components play an essential role in the management of these re-

sources. The development of efficient resource management software has a secondary

knock on effect on cooling and UPS by enable the powering down of machines and

as a result these devices no longer need to run at full capacity. For the purposes

of this work, discussion will be formed around computational resource management

and energy consumption.

Studies in the past have reported that IT equipment alone can generate up to 30%

of total energy consumption, while the remaining percent is shared by several other
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associated infrastructural components [77]. From a software point of view, research

has shown that one of the largest areas of energy consumption and inefficiency lies in

the suboptimal management of computational resources. In particular, underutilized

servers and idling losses pose a substantial energy cost in data center operations.

[2, 4]. Although, it is difficult to assess the average utilisation profile of all servers,

a recent study has reported that the industry wide average server utilisation in

data centers within Europe is between 10-30% [5]. Other studies have also reported

that idle servers utilise more than 70% of their peak power, therefore providing

an opportunity for greater energy savings [76, 78]. Furthermore, researchers have

revealed that the most concentrated use of energy is generated by the CPU [2,

77]. As illustrated in Fig.2 the CPU accounts for the largest portion of energy

consumption at 32%. The problem of high energy consumption in data centers

challenges the research community and practitioners alike to introduce and adopt

more efficient, energy driven resource management strategies. In particular, resource

allocation and workload consolidation remain an important and essential area of

research to achieve new frontiers in energy efficiency.

Figure 2: Server energy consumption [2]

2.5.2 Power Management Techniques

Power management techniques can be classified as Static Power Management (SPM)

and Dynamic Power Management (DPM). DPM techniques focus on curtailing en-

ergy consumption in an online manner at both hardware and software level by using

real time resource usage data to optimize and adapt systems behaviour. Conversely,
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SPM techniques are used in an offline manner targeting yet again both the hardware

and software system levels. Over the last number of years there has been a significant

volume of research into energy efficient management of computing systems from a

hardware and software perspective using both static and dynamic approaches [76].

However, for the purposes of this work we focus on providing a brief description of

DPM techniques.

2.5.2.1 Dynamic Power Management

DPM techniques enable the reconfiguration of a systems behaviour at run-time ac-

cording to current resource requirements [76]. From a hardware perspective, it can

improve energy efficiency by selectively reducing the performance of components or

alternatively, decommissioning components that may be underutilised or remain in

an idle state [79]. According to Beloglazov et al. two of the most common DPM

techniques are Dynamic Component Deactivation (DCD) and Dynamic Performance

Scaling (DPS) [76]. DCD is a mechanism used specifically by components which do

not support performance scaling and can only be deactivated or in others words

transition between a finite number of power states, for example active, standby and

sleep modes to reduce power when resources are idle [76]. Transitioning between the

various power states has been shown to incur a significant overhead in terms of power

and performance. In order to achieve efficiency the projected power savings must be

greater than the power required to reinitialise such a component [80]. In some in-

stances the power consumed during a transition can be analogous to that consumed

in active run-time mode [79]. Components such as the CPU support the dynamic

adjustment of their performance relative to resource requirements. One of the most

common DPS techniques utilised in all modern processors is DVFS. In order to drive

CPU optimisation the CPU clock frequency and voltage supply are altered based

on current requirements of an application. In a multiple server scenario, research

has shown that the consolidation of workloads on to a reduced number of servers

in conjunction with DCD can be more beneficial that the use of DVFS [81]. As a

result, workload consolidation continues to be an essential technique to successfully

reduce energy consumption. Consolidation is a software level power management
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technique that occurs at virtualisation level, below we provide further discussions

on virtualisation. For more details on the above techniques consult [76].

2.6 Virtualisation

Virtualisation continues to be an essential component in the delivery of on demand

computing. Virtualisation can be defined as the faithful reproduction of an entire ar-

chitecture which provides the illusion of a real machine to all software running above

it [82]. The concept of virtualisation has been widely understood for some time. Its

origins are rooted as far back as the early 1960s when IBM fostered CP-40, a once off

research system which was influenced by the ongoing resource intensive requirements

evident in the science and engineering domains. CP-40 marked a turning point in

the evolution of virtualisation, attributed as the first successful virtual machine OS.

CP-67 was eventually developed based on the CP-40 research project and soon af-

ter its inception it gained widespread acceptance as a time sharing system [83]. It

was not until 1972 that the IBM System/370 propelled the commercialisation of vir-

tualisation technology allowing it to achieve a significant foothold in the market [84].

2.6.1 Virtual Machine Monitor

Virtualisation promotes the abstraction and encapsulation of the underlying infras-

tructure resulting in the optimisation of resources while delivering highly scalable

and elastic computing services, an essential inherent feature of the cloud computing

paradigm [26]. Virtualisation software is responsible for controlling and provisioning

resources such as CPU, memory, storage and network resources to all VMs operating

on the host by means of a Virtual Machine Monitor (VMM) also known as a hyper-

visor. A VMM enables successful and dynamic sharing of the underlying resources

between a multitude of disparate guest OSs while also supporting the migration of

workloads for improved energy efficiency and performance. As illustrated in Fig.3,

the VMM is installed directly on top of the underlying hardware, this is referred to

as a bare-metal hypervisor, the VMM can also be installed on top of the host OS

known as a hosted hypervisor which relies on the host OS to manage calls to com-
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putational resources. Overall, the VMM facilitates the decoupling of the physical

hardware from the associated software for improved modularity, therefore, allowing

VMs to operate in apparent isolation [76]. There are a number of techniques in

which virtualisation can be used to support and share the capabilities of a physical

machine, these include full virtualisation and paravirtualisation. Full virtualisation

is a technique that simulates the entire underlying hardware enabling any guest OS

and software supported by the hardware to be executed in a VM without modifi-

cations to the software. In contrast, paravirtualisation requires the guest OS to be

modified. By modifying the OS it minimizes the execution time required in per-

forming operations that are otherwise difficult to run in a virtualised environment.

The utilisation of visualisation technology achieves improved performance and fault

tolerance while supporting not only hardware and software heterogeneity, but also

dynamic migration and consolidation of workloads for improved efficiency [85].

Figure 3: Virtual machine abstraction [86]

Numerous virtualisation technologies have been developed over the years offering

both commercial and also open source alternatives. The most popular of these in-

clude Xen, Kernel-based Virtual Machine (KVM) and VMware. Xen is an open

source virtualisation technology originally fostered at the University of Cambridge
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and continues to be developed by the Xen open source community [87]. Xen has

invoked widespread adoption across the community and has been adopted in the

past by state of the art public clouds such as Amazon Web Services and Rackspace.

Initially Xen was introduced for implementation on paravirtualised guest OS, how-

ever in 2006, Intel contributed modifications to Xen technology which induced the

release of Xen 3.0. It was considered the first open source bare metal VMM to

harness Intel virtualisation technology and support both fully virtualised and par-

avirtualised guest OSs [88].

KVM is an open source Linux based VMM, a full virtualisation solution for Linux

on x86 hardware using virtualization extensions to provide VMM capabilities to

Linux environments. It also facilitates I/O virtualisation by means of offloading

programmed I/O and memory mapped I/O requests to a device model which sim-

ulates their behaviour [89]. It provides a Command Line Interface (CLI) allowing

users access to advanced features for controlling power management and memory

allocation for hosted VMs [86].

VMware was developed in 1998 as a commercial virtualisation technology. Since its

inception VMware technology has been adopted extensively, as a result it remains

one of the most popular commercialised virtualisation technologies on the market.

The VMware VMM supports memory overcommit, this feature permits VMs residing

on the host to utilise more memory than what is available on the physical host. This

feature is based on the presumption that most VMs will often only utilise a fraction

of the memory allocated to them [90]. VMware supports live migration through

the use of VMotion and VMware Distributed Resource Scheduler (DRS). VMotion

enables seamless transportation of VMs from one host to another, while DRS is a

mechanism which monitors resource utilisation among a collection of servers [76].

2.7 Virtual Machine Migration & Consolidation

In IaaS clouds a resource management system generally manages resources using a

three stage process which is defined below:
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1. VM under/overload detection: this involves deciding if a host is considered

over/underloaded, in which case VMs must be migrated elsewhere to either

minimize the number of hosts (underloaded) or to reduce SLA violations (over-

loaded).

2. VM selection: this involves deciding which VMs from overloaded hosts should

be migrated to optimize resource usage across the data center.

3. VM consolidation: involves deciding how best to migrate and rearrange the

distribution of VMs across available servers subject to various constraints and

objectives.

The core contribution of this work is primarily devoted to the process of VM mi-

gration and consolidation. It is widely accepted that VM workloads dynamically

change over time, as such cloud providers must automate the migration and consoli-

dation process of workloads to drive efficiency and performance. The live migration

of VM instances across distinct physical hosts between or within a single data center

is a fundamental feature of cloud resource management achievable with virtualised

systems. VM migration has the potential to facilitate improved load balancing and

performance optimisation for better delivery of SLA [91]. The process of live mi-

gration involves transferring a VMs entire system state while it is still running, this

includes CPU, memory, disk and network connectivity from host to destination ma-

chine. A common approach to achieve live and transparent migration consists of

two key phases, namely precopy and stop-and-copy [92]. The migration process is

initialised by selecting a target host with the available resources, an initial request is

sent to the destination host which invokes the instantiation of a VM container com-

prising of the required resources. An interactive pre-copy mechanism is executed

which copies all VM memory pages to the destination host in the first iteration,

subsequent iterations scan the VM memory for any modified pages since the last

transfer. The migration process enters a stop and copy phase which involves sus-

pending the VM instance on the source host, redirecting network traffic to the new

host and also transferring the CPU state and any other unsynchronised memory

pages. Once the destination host receives a consistent VM image the primary VM

instance is decommissioned and from this point forward the migrated VM becomes
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active [91] .

The process of live migration can consume a significant amount of resources in-

cluding both CPU and network resources. Over the last number of years Internet

traffic has increased exponentially and this trend is expected grow in the future due

to the continued growth in demand for cloud services generating massive volumes

of data on cloud networks. In particular, the significant growth in the number of

mobile Internet users, IoT devices and the demand for cloud based services overall

are some of the major contributing factors. Research has shown that in 2017, Inter-

net traffic increased from 122 EBs per month to 201 EBs in 2019 and this figure is

expected to surge to 396 EBs by the year 2022 [9]. The rise in network traffic com-

bined with elevated user QoS requirements continues to create new challenges for

cloud providers and existing resource management and scheduling strategies. This

highlights one of the key issues for dynamic VM migration which is the impact of

bandwidth variability on migration times and SLAVs. With large numbers of live

migrations often required to enable dynamic and effective resource management,

network bandwidth plays a critical role in the development of efficient and reliable

migrations and improved scheduling decisions. While much of the existing literature

in cloud resource management has primarily focused on efforts to maximizing server

loads, network overhead is yet another area of research that requires much more

attention. Consolidation decisions focusing primarily on server resource utilization

and energy consumption reduction can generate poor outcomes if they are not net-

work optimized leading to an increase in SLAVs. Consolidation decisions which

take into account both VM resource usage and network load are more realistic and

efficient. Some works have investigated the effect of bandwidth availability and its

impact on VM migration times. Studies have shown that VM migration consumes

large amounts of bandwidth for several seconds and the more bandwidth available

the bigger the reduction in migration times [91, 93, 94]. Chen et al. [95] proposed a

novel migration strategy that quantifies the benefits of VM migration and the cost

of VM placement to a network link load in data centres. They take the network

link load and bandwidth cost factors into account when conducting migration. Piao

et al. [96] presented a network aware VM placement and migration approach for
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data intensive applications. They developed a model that takes into account the

network conditions between the source host and destination host. Stage et al. [97]

proposed a migration and scheduling model that considered the network topology

and also bandwidth requirements. Ghorbani et al. [98] presented a method that

attempts to guarantee network bandwidth, however this approach comes at a cost

of high network resources utilisation. Deshpande et al. [99] propose a mechanism

for Inter-Rack Live Migration (IRLM) to assist the migration of multiple VMs by

reducing network load during mass VM migrations. Their approach involves find-

ing duplicated memory pages and transferring only one copy using any in order to

reduce the amount of data transferred over the network during migration. However,

the design of this solution is limited to servers hosting identical VMs. Duggan et al.

[100] also examine how an autonomous learning agent can be trained to determine

appropriate times to schedule live migration from under-utilised hosts by observing

cloud traffic demand patterns. They show, by analysing current bandwidth values,

reinforcement learning can enhance live migration, reducing energy consumption

and improving overall system performance based on SLA.

VM consolidation is an important aspect of dynamic resource management in cloud

computing environments. The importance and relevance of resource optimization in

cloud environments has led to the proposal of many VM consolidation mechanisms

which consider different factors, these include performance and resource availabil-

ity, interference reduction, security issues, communication costs, while also proving

to be an effective method for reducing energy consumption in data center opera-

tions [101–104]. VM consolidation can be formulated as a bin-packing problem.

Figure 4(a) below illustrates a typical data center, where server utilisation remains

relatively unoptimized resulting in idle and fragmented resources across numerous

physical machines in the data center. As illustrated below in Fig.4(b), in order to

reduce energy consumption typically the objective is to allocate as many VMs as

possible to eliminating underutilised servers using live migration while also ensuring

an acceptable level of service is provided according to the SLA [105]. The main idea

is to reduce the number of active servers in the datacenter in an effort to conserve

energy and optimize resource usage allowing the data center to make improved use
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(a) Typical data center (b) Optimized data center

Figure 4: An example of VM consolidation

of its overall capacity and allowing it to better serve the needs of its users. One

key factor in the design of an effective VM consolidation algorithm is the ability to

manage the energy-performance tradeoff. Aggressive consolidation of VM instances

can cause resource contention between competing workloads leading to performance

degradation and the need to migrate VMs to additional hosts in the data center

[106]. Conversely, placing a VM on an underutilised server promotes the continua-

tion of poor resource utilisation and prevents underutilised hosts from either being

powered down or put into a power saving mode to conserve energy. Srikantaiah

et al. [107] measured performance and energy while varying both CPU and disk

usage. Their evaluation showed that there exists an optimal combination of CPU

and disk utilisation. However, the authors highlighted the optimal point becomes

more difficult to discern when considering various machines, workloads, application

mix and also the rate of acceptable performance degradation. Striking a balance

between both energy and performance is essential to achieving a good service level

while improving energy efficiency. The consolidation problem is often modelled as

an NP-hard bin-packing problem which is a type of computational problem that

makes finding an optimal solution a challenge given the number of servers in the

environment and the amount of VMs to be consolidated. To date there has been

an extensive amount of research devoted to the problem of VM consolidation with

different objectives being optimized.
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2.7.1 Interference Issues & Uncertainty

VM consolidation has gained tremendous attention in the literature over the last

number of years having a far reaching impact on data center resource management

policies. Despite the many advantages of virtualisation technology many limitations

still exist which warrant further attention. One significant limitation of virtuali-

sation technologies is that they cannot guarantee performance isolation regardless

of the configuration of VM instances. As a result, VMs often suffer from resource

contention and interference issues due to other co-located VMs residing on the same

physical machine [7, 8]. While the VMM insulates co-located VMs from one another

often with respect to fault tolerance and OS heterogeneity they are susceptible to in-

terference from other VMs which share the same resources. This problem becomes

more evident and difficult to manage in public IaaS clouds where an extensively

large variety of applications and multiple resources are co-located. Many virtuali-

sation technologies such as Xen often provide excellent security, fault tolerance and

environmental isolation capabilities, however unfortunately they cannot guarantee

performance isolation. To add to this complexity, overcommitment of resources is

a common feature for many virtualisation technologies to handle shared resources

on a physical machine. The notion of overcommitment arises when a VMM allows

VM instances to acquire more resources than the physical host has available on the

system. Steal time is also another issues for multi-tenant environments. Steal time

is when resources are committed elsewhere, this can occur due to using more than

your share of CPU resources or as a result of the host being oversold. For example,

in the cloud the physical CPU is shared by multiple VMs. To do so, a virtual CPU

gets allocated to each VM on the host. A virtual CPU shares the resources of the

physical CPU by getting allocated a time slot to execute the workload on behalf

of the VM. When virtual CPUs go over their allocated CPU cycles by using idle

resources from the shared pool of cycles they often experience states of involuntary

wait. A shared pool in this instance refers to the number of available cycles that

can be allocated and are available. The involuntary wait occurs because they have

“stolen” CPU cycles and as a result the processor on the physical machine is exe-

cuting the requests of other VMs causing lag and abnormal application behaviours.

Steal time is of particular concern for interactive applications such as online gam-
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ing apps that require low response times and high performance and often requiring

tasks to be performed in real time. The is not as much an issue for long running

background computational tasks that are not overly impacted by interference issues

due to their nature. According to Ayodele et al. [108], CPU steal time remains a

significant issue in the overall systems performance. Typically CPU steal time can

be monitored using the command line interface on many OS, for example Linux

environments enable the CPU steal time metric to be observed through the sysstat

command. Netflix which is one of the largest subscription services for watching

online movies and television programmes have been known to monitor CPU steal

time to detect interference and resource contention with other co-located VMs in

the cloud. To resolve the problem Netflix shutdown any VMs where the steal time

metric has gone above a particular percentage. These VMs are then rebooted onto

other hosts in the data center in an effort to try and reduce the steal time metric

and improve the performance of their service to their users [109]. However, the issue

with this strategy is when VMs get rebooted onto alternative hosts in the datacenter

the IaaS cloud provider often has little to no information about applications running

on other VMs [28], as a result the same problem may persist. Mastelic et al. pro-

posed a performance metric called CPU Performance Coefficient for measuring the

performance of hosted applications in virtualised environments to enable both the

provider and customer to manage the resource more effectively [110]. Furthermore,

studies on Amazon EC2 have shown that disk and network resources in particular

can vary from as much as 50% and 66% respectively due to contention for these

shared resources and in some cases such interference issues can lead to VMs becom-

ing unresponsive [111]. Overall, while energy consumption can be reduced through

dynamic VM consolidation algorithms, performance degradation can result from in-

terference effects between co-located VMs. Therefore, balancing energy efficiency

and the delivery of service guarantees through VM consolidation becomes a more

complex issue in multi-tenant IaaS environments.

Another issue for cloud resource management relates to the uncertainty in resource

usage making it very difficult to make informed resource management decisions.

As such, providing a service with good performance, availability and reliability un-
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der these conditions requires sophisticated resource management strategies. Cloud

environments bring about many kinds of uncertainties which make it difficult to

effectively plan and reallocate resources. Cloud providers often guarantee service

users access to certain portions of the underlying resources such as CPU, memory,

storage and bandwidth, however the system is stochastic by nature and often in a

state of constant flux making it incredibly difficult to meet such guarantees. The

actual performance of any given VM is often subject to the load and usage of the

resources on the host at any one time. Tchernykh et al. [6] provided a study on

the main sources of uncertainty in cloud infrastructures, in this work they detail

a number of elements and include migration, energy consumption, scalability, elas-

ticity, resource availability, consolidation and communication. Specifically in terms

of VM consolidation, uncertainties in resource usage due to the rate at which the

demand pattern for a VM fluctuates gives rise to problems such as performance

unpredictability. Failing to consider future demand can quickly result in redundant

consolidation decisions having a negative impact on energy, performance and capac-

ity planning overall. Over the last number of years, there has been a significant surge

and interest in the application of statistical methods and ML based methodologies

across many aspects of the cloud resource management to improve the efficiency

and reliability of the services [13, 23, 112]. These works show that by adopting

more proactive solutions it can enable better planning to improve the efficiency of

resource management decisions while also reducing costs significantly.

2.7.2 Heuristic Based Approaches

Over the last number of years VM consolidation has gained widespread attention in

the literature. The VM consolidation problem comes in many different flavours and

can have various objectives [101]. Heuristic based consolidation algorithms are the

most commonly used methodologies to optimize resource usage in the cloud due to

their simplicity and ease of implementation but also their ability to generate good

results. Heuristics generally provide a good approximate solution to a problem in

a relatively short time frame, however, they do not guarantee an optimal solution

but rather a near optimal solution. The classical consolidation problem is often pre-

sented as a bin-packing problem where each host is considered to be a bin and each
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VM is an item. A common objective is to allocate the items onto a finite number of

bins such that the smallest number of bins are used. Some of the most popular and

conventional heuristics include the First Fit (FF) algorithm which relocates each

VM onto the first available host that has enough capacity to execute the workload.

Best Fit (BF) is another well known heuristic for this problem which essentially

allocates VMs to hosts in an attempt to minimize unused capacity. In addition,

FF and BF heuristics can be further improved by modifying these algorithms to

allocate VMs in decreasing order according to resource demands, these variations

are referred to as First Fit Decreasing (FFD) and Best Fit Decreasing (BFD). In

the literature many studies have focused their attention on these known heuristics

for the consolidation problem. Keller et al. [113] explored the impact of the order

in which VMs and hosts are considered for migration based on the FF heuristic and

evaluated a set of FF based consolidation policies. Bobroff et al. [10] focused on

forecasting VM resource demands and implemented a FFD heuristic to reallocate

workloads. Fu et al. [12] also implemented the FF heuristic as part of the evalua-

tion of their proposed approach while Farahnakian et al. [13] implemented modified

versions of FFD and BFD heuristics which contained a threshold element and used

them to compare their approach.

Lee et al. [4] proposed two task consolidation heuristics which seek to maximize

resource utilisation while considering active and idle energy consumption in consol-

idation decisions. The overall procedure requires matching incoming requests with

available resources utilising either of the devised consolidation algorithms. The ob-

jective is to maximise utilisation while minimising the overall energy consumption

without violating time or performance constraints. Both heuristics consider active

and idle energy consumption, the most significant difference between them is that

one bases its consolidation decision on average resource utilisation while the other

calculates the actual energy consumption incurred from the overlapping time of new

tasks running in parallel with current tasks on a given resource.

Verma et al. [20] presented pMapper, a power and migration cost aware placement

controller which aims to dynamically minimize energy consumption and migration
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costs while maintaining service guarantees. Their approach provides a modification

of the FFD heuristic.

Cardosa et al. [114] explored the impact of the min, max and shares features of Xen

virtualisation technology to improve energy and resource usage. These parameters

represent the minimum, maximum and share of the CPU allocated to VMs on the

same host. The authors used these features to inform their consolidation approach

while also providing a mechanism for managing the power-performance tradeoff.

Wood et al. [115] proposed Sandpiper which monitors and detects hotspots in the

data center requiring VMs to be migrated elsewhere. To detect hotspots Sandpiper

collects resource usage statistics and generates workload profiles for VMs and hosts

and then uses predictive techniques to detect overloaded hosts in the data center.

To reallocate VMs they use a greedy heuristic which searches for the least loaded

host that has sufficient CPU, memory and network resources. If sufficient resources

are not available the heuristic selects the next VM and attempts to reallocate it in

the same fashion. The process is repeated until the utilisation on overloaded hosts

falls below a particular threshold.

Srikantaiah et al. [107] modelled the consolidation problem as a modified multidi-

mensional bin packaging problem in order to determine the optimal allocation of

workloads. Their work focuses on revealing the energy performance trade-offs for

consolidation and shows that optimal operating points are achievable. To illustrate

they proposed a heuristic which seeks to maximise resource utilisation relative to

the optimal point. If a resource is utilised to its limit a new host is booted up and

all requests are re-allocated using the proposed heuristic. However, their approach

fails to recognise that migrating workloads also incurs significant overheads.

Beloglazov et al. in one of their more highly cited papers [116] examined energy

aware provisioning of resources for incoming requests and also the optimisation of

current workload allocations. They proposed the Power Aware Best-Fit Decreasing

(PABFD) heuristic for energy and performance aware consolidation of VM instances
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onto existing hosts. This heuristic sorts all VM instances in decreasing order based

on their current CPU utilization rates, it then allocates a VM to a host which will

cause the least increase in power consumption. The overall objective is to reduce

energy consumption while attempting to ensure the delivery of SLA. PABFD is a

popular consolidation algorithm and is often used as a benchmark to evaluate many

VM consolidation approaches that are energy aware [12, 117, 118]. In particular,

the advantage of this heuristic is that it considers the energy-performance tradeoff.

Kakadia et al. [119] focused on a network-aware consolidation algorithm for large

data centers. Their proposed approach attempts to identify VM clusters based on

communication costs/distance between VMs prior to consolidation to improve both

application performance and network load in the data center. This is achieved using

a cost tree to calculate communication costs between VMs and to optimally consol-

idate VMs according to the communication distance between them. However, their

approach fails to consider that application workloads are diverse and resource con-

tention and interference effects can potentially arise between co-located workloads.

Jayasinghe et al. [120] propose an approach called Structural Constraint Aware

Virtual Machine Placement which attempts to satisfy three constraints, a demand,

availability and communication constraint. The objective of the algorithm is to

minimize the communication cost while satisfying both demand and availability

constraints. However, the proposed approach is only suitable for the initial map-

ping of VMs to hosts in the datacenter and does not support dynamic reallocation

while also not directly considering the issue of energy consumption.

A limited number of works in the literature consider joint VM consolidation strate-

gies based on workload correlations. Kim et al. [21] proposed a dynamic correlation

aware algorithm to address high energy consumption in datacenters. In particu-

lar, their approach targets scale-out applications such as Map Reduce. Their en-

ergy management solution harnesses server consolidation based on CPU correlation

between VMs and uses this information to lower the hosts operating voltage and

frequency level. They compared their heuristic to the BFD algorithm. Meng et
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al. [121] proposed a joint VM provisioning approach to improve resource utilisation

and SLAs. The authors argue that when the resource peaks of VMs are temporarily

unaligned they can be grouped together and consolidated on the same host to save

capacity. However this approach has a number of limitations, it is not energy aware

and it also does not report the impact on migrations in the data center. Further-

more, it allocates groups of VMs to hosts on a FF basis. While both of these studies

advocate the use of VM resource demands that are temporally unaligned to improve

consolidation decisions they are not future facing solutions as they only consider

current resource demands.

One significant limitation of many heuristic based VM consolidation algorithms is

that they often make consolidation decisions based on current resource usage, how-

ever resource demands are dynamic and stochastic by nature. Application workloads

invariably fluctuate overtime and often exhibit time varying demand patterns with

high points of demand intermixed with low utilisation. As a result these types of

approaches can quickly result in redundant consolidation decisions having a negative

impact on energy and performance. The question of when to migrate VMs based

on bandwidth availability is seldom considered. Furthermore, interference issues

between co-located workloads are often overlooked and performance degradation on

the host is considered to be a function of hosts becoming overloaded and also the

performance degradation that arises when VMs are migrated.

Cloud resource management systems in IaaS environments are essential for gener-

ating a dynamic mapping of VMs to hosts in the data center to ensure sufficient

resources are allocated to meet the expected QoS. Another important aspect of the

dynamic resource management is host overload detection and VM selection. Many

researchers have dedicated much of their attention to this aspect of dynamic resource

management alone. One of the most well known works in this specific area is accred-

ited to Beloglazov et al. [106]. Extending from their previous work they introduced

a set of host overloading detection algorithms, of which included Local Regression

(LR) to estimate future resource usage. Using this method they fit a curve to local

subsets of the data which can be used for extrapolation to generate an estimate.
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The proposed algorithm infers the probability of a host becoming over utilised by

multiplying the estimated CPU utilisation by a safety parameter and comparing it

against the maximum possible utilisation. In addition the authors proposed several

novel VM selection policies such as Minimum Migration Time (MMT) which selects

VMs based on the least amount of time required to migrate. Also suggested was

a Maximum Correlation (MC) policy which analyses the CPU usage of all VM in-

stances and offloads the ones which have the highest correlation as they are more

likely to cause the host to become overloaded. Their experimental results concluded

that the composition of LR and MMT in conjunction with the PABFD algorithm

significantly outperform all other dynamic VM consolidation algorithms, resulting

in improved energy consumption and a reduction in SLAVs.

2.7.3 Predictive Based Approaches

It is inherently difficult to make informed consolidation decisions in the absence of

a relatively accurate estimate of future resource requirements. Recently, there has

been a growing interest in the application of statistical methods and ML techniques

to improve the overall efficiency of cloud data centers. Several works demonstrate

the compelling benefits of such approaches which seek to provide cloud infrastruc-

ture with the means to better adapt to dynamic changes in resource utilisation in

order to optimize resource allocation, scheduling and migration. VM consolidation

approaches need to be proactive considering the dynamic nature of cloud workloads

which presents a huge challenge for accurately predicting future resource utilisation

[118, 122].

Kusic et al. [123] proposed the implementation of a predictive lookahead control

algorithm in order to promote reduced energy consumption and SLAVs while max-

imising overall systems utility. A Kalman filter was employed to predict the number

of future requests which can be used to infer the future state of the system and

migrate VMs accordingly. The controller is configured to account for the migration

costs of relocating a VM from one host to another while also incorporating the risk

of excessive migration into its decision making process.
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Grygorenko et al. [124] proposed a cost-aware VM placement approach for geo-

graphically distributed data centers in order to reduce total energy consumption

and operating costs while also improving performance of cloud services. Their so-

lution employed Bayesian Networks to generate a decision model. They compared

their work to FF and FFD algorithms.

Farahnakian et al. [13] introduced a predictive VM consolidation approach to pre-

dict future CPU and memory usage of both VMs and hosts in the data center.

They proposed two regression based predictive models, namely LR and K-nearest

neighbour. They also proposed a consolidation algorithm based on the prediction

models. Their approach reallocates VMs to hosts that are estimated to have enough

resources in short term future timesteps. Furthermore, they study the relationship

and impact of static CPU utilisation thresholds on energy, the number of migra-

tions and also SLAs. Their experimental results showed that by estimating future

resource usage a substantial improvement in the number of migrations and the de-

livery of service guarantees is attainable.

Nguyen et al. [23] proposed a multiple usage prediction model for VM consolidation

capable of improving energy consumption and service guarantees. In particular,

their approach employed Multiple Linear Regression (MLR) to estimate the long

term usage of multiple resources and based on these estimates proposed host over

and under-loaded detection algorithms to improve server capacity. Furthermore they

show how their approach can be integrated with existing solutions.

Unlike the previous works which adopt techniques from the field of ML, Bobroff et

al. [10] use a time series methodology. Their proposed approach initially allocates

VMs to hosts using a FF heuristic. The algorithm consists of three stages to dy-

namically manage resources. Namely, load measurement, load prediction and VM

reallocation. They proposed the use of an Autoregressive (AR) forecasting model

to adapt consolidation decisions based on predicted resource demand. Their results

show that by leveraging the predictive capabilities of an AR model they could im-
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prove the delivery of SLA guarantees and promote greater resource usage efficiency.

Wang et al. [118] proposed a greedy heuristic algorithm to improve CPU and mem-

ory utilisation and overall energy efficiency of the data center. Their heuristic em-

ployed a Quadratic Exponential Smoothing method to estimate the required number

of hosts in the next time step to improve data center capacity planning. Through

the use of their proposed approach they showed how the fragments of the available

hosts can be sufficiently used.

Neural networks are one of the most effective and versatile ML algorithms. In partic-

ular, they are known for predictive accuracy across a wide range of problems from

time series to classification and have been successfully applied to many areas of

cloud computing. Islam et al. [24] developed predictive based resource provisioning

strategies to enable VMs to make improved scaling decisions for e-commerce appli-

cations. In their work they employ a Artificial Neural Network (ANN) to forecast

future demand and they compare the accuracy of their model to a LR model. Their

empirical results demonstrate the predictive accuracy of a ANN for forecasting re-

source consumption and how it yields superior performance over LR.

Prevost et al. [125] demonstrated how a multi-layer ANN and AR model can be used

to effectively predict the optimal number of servers that should be running in the

data center in order to improve QoS while also minimizing energy consumption. In

their work they found the the AR model had the ability to generate more accurate

results. However, their work focused merely on the application of these techniques

to their dataset and reported the predictive accuracy achieved, a resource manage-

ment algorithm was not proposed for use in cloud environments.

Duy et al. [126] also showed how neural networks can be utilised as a predictor to

reduce energy consumption in a data center. In particular, they harnessed a ANN

to estimate load demand to decide the optimal number of servers that should be on

at any given time in order to minimise the energy usage. Through simulations with

ClarkNet and NASA datasets, they demonstrated how their approach can reduce
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power by approximately 46% on these datasets.

Janardhanan et al. [127] focused on forecasting CPU usage of machines in data

centers using a Long Short-Term Memory (LSTM) Recurrent Neural Network and

evaluated it against the widely used and traditional ARIMA modelling. Their results

showed that in this case the LSTM model outperformed ARIMA demonstrating it’s

ability to better predict non-linear data.

Chen et al. [11] proposed a correlation aware virtual machine placement algorithm

to improve resource usage while also improving the delivery of service guarantees.

They also explored the application of a ANN to forecast future resource demands

while also analysing the correlation among VMs to generate placement decisions

that promote high resource usage. Their results report 15-30% improvement in the

delivery of SLAs. However, they measure correlation by combining the predicted

CPU demand of VMs to achieve high resource utilisation. Furthermore, they train

their models using synthetic data while also failing to consider the implications of

network throughput on the delivery of service guarantees.

Affinity based VM placement was introduced by Fu et al. [12], their work also

considers the relationships between VMs in their placement approach. Their solu-

tion employed an ARIMA model to forecast CPU and memory resource demands.

However, predictive modelling is gaining wide spread attention in the literature with

various models being proposed to predict resource usage and no one predictive model

considered the best. This work does not explore the application of popular predictive

methodologies including linear and non linear prediction algorithms. Furthermore,

it does not consider the implications of network conditions during migration which

can have a substantial impact of SLAVs.

While much of the above works focus on improving resource usage and energy effi-

ciency in the data center, they do not consider performance degradation due to inter-

ference issues between co-located VMs. To reduce the negative impact of interference

effects on performance a number of interference aware consolidation algorithms have
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been proposed. Slama et al. [7] proposed an interference aware consolidation algo-

rithm using Fuzzy Formal Concepts Analysis and swarm intelligence. The objective

of their approach was to minimize interference effects of co-located VMs while also

reducing communication costs by placing VMs that have large communication traffic

as close as possible. However, their approach is primarily focused on performance

improvements and does not directly consider energy efficiency in their performance

metrics.

Verboven et al. [128] proposed an interference aware approach for resource inten-

sive applications. They developed an interference model to automate scheduling

decisions based on predicted performance degradation using both regression and

classification capabilities of Support Vector Machine (SVM)s. They also demon-

strated the integration of these models into proposed scheduling techniques. This

work is not energy efficiency driven and does not consider energy consumption as a

performance metric.

Jersak et al. [101] proposed a VM consolidation algorithm that considers adjustable

VM interference thresholds. While these works advocate the importance of man-

aging performance interference when consolidating VMs on any given host, energy

efficiency is not the core objective although they are competing objectives. Part

of this research proposes a novel algorithm which attempts to improve both energy

efficiency and interference issues using a predictive modelling to classify workloads

for a more holistic approach.

Unlike the above approaches Sampaio et al. [8] proposed an interference and power

aware heuristic based solution. In their work they use a performance deviation esti-

mate based on Kalman filter and LR while also proposing a complimentary schedul-

ing algorithm. In particular, their solution attempts to improve energy efficiency

while considering the SLAs of two distinct workloads, namely, CPU and network

I/O bound applications. Moreno et al. [129] attempted to classify workloads us-

ing a decision tree to improve energy consumption and interference. They compared

their solution to the FF consolidation approach. However, both of these works share
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common limitations and differ to our work in a number of ways. Firstly, our work is

based on ensemble learning using a ANN learning algorithm which is a state-of-the-

art technique for many different problems while also providing an evaluation on the

performance of popular ensemble classification algorithms. Secondly, we use recent

data released from Microsoft Azure’s public cloud platform to train the ML models

implemented as part of our research. Lastly, we also explore the impact of various

VM selection algorithms on our consolidation approach in terms of energy efficiency

and the delivery of service guarantees.

2.8 Workflow Scheduling

Scientific research requires the processing and analysis of datasets of considerable

volumes in order to advance scientific discovery across many domains. In recent

years, the evolution of next-generation scientific research has drastically transformed

the way in which science is carried out [130]. The development of sophisticated e-

Science infrastructure composed of high performance computing nodes, large volume

data storage and high speed network connectivity has elevated the scale of scien-

tific research by enabling more efficient production, analysis, storage and sharing

of scientific resources. As a result of such advancements there has been a signifi-

cant increase in the amount of data being generated by e-Science related activities.

This has propelled the era of “Big Data” scientific applications that are generat-

ing terabytes of data which is expected to continue to soar over the next decade

[131]. These applications are often modelled as workflows and are routinely used

throughout many fields of scientific research. Such applications are frequently used

in detecting gravitational-waves [132], earthquake hazard analysis [133] and assem-

bling astronomical images of the galaxy [134]. Workflows play a key role in assisting

scientists to orchestrate complex multi-step computational analysis on extensively

large datasets, as such they require vasts amounts of rich and diverse resources acces-

sible across distributed platforms in order to address their ever growing processing,

storage and network requirements.

Initially, the execution of large scientific applications required substantial invest-
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ments in high performance local computing infrastructure. However, the capital

outlay combined with additional overheads such as installation and maintenance

proved it to be a largely an unfeasible solution to the growing needs of scientific

institutes. This resulted in the establishment of community driven usage models

often referred to as computational grids. Computational grids promote the shar-

ing of compute resources among users across a large, transparent, distributed and

secure network environment. Members of the grid pool their resources together in

exchange for access to greater amounts of computational power enabling users to

execute their applications. The widespread adoption of computational grids lead to

the development of international projects delivering global compute infrastructure

to the scientific community [135]. The most representative examples include The

Open Science Grid [48] and TeraGrid [47]. However, despite the popularity of com-

putational grids they have a number of limitations. Resources accessible through

computational grids often require the submission of a research proposal which can be

a major barrier to entry for smaller projects. In addition, the QoS is not routinely

guaranteed, while many grids offer the opportunity to reserve resources, reserva-

tions are generally required up to a week in advance [136]. There exists a number

of open source workflow management systems which provide a framework to plan,

coordinate, monitor and automate workflow execution in distributed systems. These

software frameworks provide simplified user friendly interferes to enable workloads

to be managed by non-technical personal across a wide ranges of domains. The

most popular workflow management systems include Pegasus [137], Taverna [138]

and Gridflow [139].

Recently, cloud computing has emerged as the latest computing paradigm under-

pinning the development of more robust and cutting edge e-Science infrastructure.

Cloud computing offers an alternative and more scailable solution to traditional in-

frastructure such as computational grids and clusters. Through the advancement

of cloud based services and in particular High-Performance Computing (HPC) plat-

forms scientists have greater access to large scale distributed resources and cus-

tomized execution environments to meet their growing needs, with such compelling

advantages over conventional grids, cloud computing is fast evolving as the tar-
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get platform for executing large scale data intensive scientific applications requiring

high throughput and data analysis [140]. The use of virtualisation technology en-

ables cloud users to dynamically procure virtual machines and release resources on

demand with varying combinations of CPU, memory and storage available billed

on a pay-per-use basis to improve the performance of workflow executions. How-

ever, despite the compelling benefits and opportunities cloud computing services

provide they also present many research challenges and open problems that must

be addressed. One of the key challenges of processing scientific applications using

shared computational infrastructures relates to the scale of the experiments, work-

flows can consist of up to hundreds and thousands of nodes requiring petabytes and

even exabytes of data to be processed while the underlying resources are shared

and dynamic by nature [137, 141]. In addition, workflows can often have specified

performance constraints which must be satisfied which introduces extra dimensions

of complexity to the problem. Common examples of such constraints include mini-

mizing cost, makespan and improving security and reliability [142].

Workflow scheduling is the process of mapping tasks in the workflow onto suitable

resources for execution. A workflow is often modelled as a Directed Acyclic Graph

(DAG) which defines a set of precedence constraints and data dependencies between

tasks. In general, sub tasks can only execute once all parent tasks have been pro-

cessed and the data has been transferred, while nodes on the same level can be

executed in parallel using multiple resources in order to speed up the total amount

of time required to execute the workflow. Workflows can generally be classified as

data intensive, memory intensive or CPU intensive. The Montage workflow is a

data intensive application used by astronomers to compute mosaics of the sky from

telescopic observations [136]. According to Juve et al. an 8-degree mosaic requires

a workflow consisting of 10,429 tasks, reads in 4.2 GB of input data and produces

7.9 GB of output data [143]. Below Fig. 5 illustrates a NASA Montage workflow, as

shown the nodes represent various tasks and the edges denote the data dependen-

cies. Tasks at the same level typically perform the same operation but on different

input data.
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Figure 5: Example of a Montage Workflow [144]

2.9 Workflow Scheduling Algorithms

Workflow scheduling on distributed systems has been extensively studied over the

years. Many works in the literature focus their attention on both heuristics and

also intelligent workflow scheduling algorithms which have a learning component

in order to generate schedules which satisfy various user QoS requirements. The

vast majority of proposed solutions target computational grids while more recently,

the core focus of workflow scheduling research has shifted towards novel cloud based

services. As mentioned previously, workflow scheduling algorithms can have different

core objectives, the common denominator across most scheduling algorithms is to

minimize execution costs while also meeting a deadline constraint. Below we review

the literature from a heuristic and Artificial Intelligence (AI) based perspective.
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2.9.1 Heuristic Scheduling Approaches

Abrishami et al. [22] adapted their previously proposed scheduling algorithm for

utility grids [145] in order to foster IaaS Cloud Partial Critical Paths (IC-PCP) and

IaaS Cloud Partial Critical Paths with Deadline Distribution (IC-PCPD2). IC-PCP

uses the exit node of the workflow as the starting point of the schedule and works

backwards. It assigns tasks along the critical path to the cheapest VM capable of

completing the tasks within the deadline. Unlike IC-PCP, IC-PCPD2 distributes

the user defined deadline over the individual tasks in the workflow and VM’s are

assigned according to sub deadlines.

Mao et al. [15] proposed a workflow scheduling approach which considers resources

of varying size and costs and specified soft deadline constraints. The objective of

their heuristic is to schedule in the most cost effective manner while also meeting the

deadline. In order to achieve this their algorithm dynamically responds to workload

bursts and delays and reallocates tasks onto the most cost effective resources.

Allen et al. [146] introduced the Cactus framework. The proposed system presents a

mechanism for the dynamic optimization of resource allocations for scientific work-

flows during execution. It promotes task rescheduling for jobs which experience

performance degradation or alternatively, the availability of additional computa-

tional resources which are more suited to the application resource requirements.

Chen et al. [14] proposed a solution which attempts to minimize the makespan

of the application while also meeting a specified budget constraint using heteroge-

neous cloud computing resources. Their approach divides the problem into two sub

problems. It firstly attempts to disperse the allocated budget constraint over the

tasks that require processing and selects an optimal set of resources to minimize cost

while satisfying the budget. Next each task is scheduled with low time complexity

to minimize execution time.
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Topcuoglu et al. [147] proposed the Heterogeneous Earliest Finish Time (HEFT)

scheduling algorithm designed to achieve high performance and reduced scheduling

times. The algorithm assigns each task in the workflow a rank value based on the

average execution time and also data transfer times between two tasks. The tasks

are given a priority based on their rank value. The tasks are then mapped onto the

most optimal resources to achieve the earliest finish time possible.

Research has shown unstable network throughput and data transportation delays

over network links can have a negative impact on the execution performance of sci-

entific workflows in cloud environments [148, 149]. This is caused by dynamically

changing bandwidth availability on network links due to the shared nature of the

resource. A decrease in bandwidth resources can cause an increase in data trans-

fer times thus increasing total execution time and associated rental costs of cloud

resources. This highlights one of the key issues of scheduling large scale scientific

applications onto distributed cloud resources which is the impact of bandwidth vari-

ability and network congestion on data transfer times between workflow tasks. In

the literature a small number of approaches have considered the impact of network

and communication costs.

Batista et al. [17] introduced a self-adjusting resource allocation algorithm for work-

flow scheduling for heterogeneous grid environments. In particular, they focus on

the availability of hosts and also dynamic changes in bandwidth availability. Their

proposed approach continuously monitors resources in order to detect variations in

resource availability, with the ability to generate new schedules representing current

computational and communication demands. Furthermore, they also introduce a set

of scheduling algorithms that differ in terms of scheduling time and computational

complexity.

Tang et al. [18] introduced a data-aware workflow scheduler for multi-cloud infras-

tructure. The proposed scheduler has the capacity to gauge both the computational

and communication demands of workflow tasks in order to inform scheduling de-

cisions. More specifically, data intensive applications requiring vasts amount of
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network resources are scheduled locally while computationally expensive tasks are

scheduled to remote sites with low bandwidth availability.

Sih et al. [19] proposed Dynamic-Level Scheduling, a heuristic which uses dynam-

ically changing task priorities to generate a mapping of tasks to resources. This

approach also takes into account communication overheads while also seeking to

improve resource usage.

2.9.2 Predictive & Meta-Heuristic Scheduling Approaches

In the literature many meta-heuristic search algorithms have been widely studied for

the workload scheduling problem. Unlike heuristics, meta-heuristics are high level

problem independent search techniques that attempt to obtain a global optimal so-

lution [142]. The most popular meta-heuristics applied to the workflow scheduling

problem include Genetic Algorithm (GA), Particle Swarm Optimisation (PSO) and

Ant Colony Optimization (ACO).

Barrett et al. [16] proposed a cloud workflow scheduling architecture targeted to-

wards reducing costs and execution time. A Markov Decision Process (MDP) was

employed in order to optimally guide the execution of a given workflow relative to

the current state of the environment. In addition, they implemented a GA to evolve

workflow schedules presented to the MDP agent for improved efficiency and adapt-

ability.

A PSO approach was suggested by Pandey et al. [150]. In this approach the particles

in the swarm represent potential schedules. Each particle is evaluated over a fitness

function which computes the cost of executing a particular task on a given resource.

The objective of their approach was to minimize both execution and data transfer

costs while also improve the resource usage efficiency through load balancing.
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A PSO meta-heuristic was also proposed by Rodriguez et al. [151]. Unlike the

work of Pandey et al., the objective of their proposed scheduling algorithm seeks

to minimize cost while also meeting a hard deadline constraint. Their work also

considers VM boot times. Their simulation results showed significant performance

improvement over baseline algorithms including IC-PCP.

Shishido et al. [152] proposed a cost and security aware workflow scheduling al-

gorithm which is used to evaluate and compare the performance of both PSO and

GA meta-heuristics for the scheduling problem. Their findings showed how the GA

based scheduling algorithms outperformed the PSO variation generating improved

schedules that drive cost efficiency while also meeting security restrictions.

Chen et al. [153] proposed an ACO meta-heuristics approach to schedule large scale

workflows with various QoS constraints including cost, makespan and reliability in

grid environments. The objective of the algorithm is to satisfy the QoS constraints

while also optimizing a users preferred QoS parameter. Furthermore, they also pro-

pose several heuristics that can be used in an adaptive manner by the meta-heuristic.

Unlike the previous heuristic based approaches which consider communication and

network constraints on scheduling performance [17–19], Genez et al. [141] explored

the impact of imprecise estimates of bandwidth availability on scheduling decisions

in Hybrid clouds. The proposed solution applies a deflation factor to the available

bandwidth. The deflation factor is computed using MLR along with data generated

from workflow execution history. Their results showed that schedulers which adopt

such an approach can increase the number of qualified schedules while also generat-

ing schedules with less misleading cost and makespan estimates.

Hu et al. [154] also proposed an approach to estimate network traffic performance for

sharing large scientific data across geographically distributed resources. They em-

ploy a statistical time series based technique to improve network resource utilisation

and data transfer scheduling. In particular, they showed how ARIMA modelling can

be used predict traffic using Simple Network Management Protocol (SNMP) data to
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enable better planning and reduce data transfer time in order to improve the overall

QoS provided. However, while the authors used the problem of transferring large

volumes of data generated from scientific applications to motivate this research,

they did not directly apply their approach to the workflow scheduling problem and

show how it could improve the execution process. Unlike our work, where we use a

real bandwidth model based on Amazon EC2 network links and show how ARIMA

modelling can be applied to the workflow scheduling problem in public clouds to

achieve more efficient scheduling decisions.

As the demand for cloud computing services continues to rise exponentially, esti-

mating network resources plays an important role in the development of efficient

and reliable schedulers capable of anticipating network conditions in order to gen-

erate improved scheduling decisions. The majority of workflow scheduling solutions

naively assume bandwidth availability is unlimited and entirely certain. A small

number of works have focused on bandwidth availability constraints to improve the

scheduling problem. However, most of the suggested approaches are reactive and

base decisions on current resource consumption. Overall our work differs from the

above in that we focus on the workflow scheduling problem in public clouds where

the competition for network resources is far greater. Using a statistical time series

ARIMA modelling approach we develop a model for predicting network bandwidth

and demonstrate the effectiveness of our approach on the workflow scheduling prob-

lem.

2.10 CloudSim

CloudSim plays an integral role in the research presented throughout thesis. The

following section introduces the CloudSim toolkit which has gained widespread pop-

ularity across the research community over the last number of years. In particular,

this section will also discuss the rationale behind the utilisation of such a tool and

highlight the core classes and components of the CloudSim toolkit. Furthermore

CloudSim is an event driven simulation tool, this chapter will describe a high level
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overview of the simulation model which is fundamental to the communication pro-

cess between core elements of CloudSim and is required in order to model all possible

cloud scenarios within this environment.

2.10.1 Simulation Tool

CloudSim is a toolkit developed by the CLOUDS laboratory at The University of

Melbourne, Australia [155]. It is composed of a Java library which provides a frame-

work for modeling and simulating a range of cloud computing infrastructures and

scenarios. In order to evaluate the scientific contribution and credibility of the work

presented in this thesis it is essential to conduct analysis on a large scale cloud in-

frastructure. The utilisation of a real cloud infrastructure in such a scenario is an

unsuitable methodology, this is grounded in the notion that the execution of exper-

iments in a real world public cloud would prove extremely difficult in simulating

experimental analysis in a repeatable and controlled manner. CloudSim offers the

opportunity to overcome this issue while also presenting as a popular simulator that

has been extensively used to evaluate the performance of resource management al-

gorithms within this research domain to date [13, 156–159]. As such, the CloudSim

toolkit has been selected as the simulation framework. CloudSim among other func-

tions supports the management of cloud resources across large scale cloud platforms

and contains the necessary components to enable the empirical evaluation of energy

aware cloud based simulations.

2.10.2 Key Components

The CloudSim toolkit is composed of a variety of Java classes and interfaces which

can be used for describing and modeling data centers, VMs, applications, users,

computing resources, scheduling and provisioning algorithms for the complete man-

agement of the entire cloud environment. All components can be extended, modified

or replaced to facilitate the simulation of specific cloud scenarios. Below is an out-

line of some of the fundamental classes and interfaces of the CloudSim toolkit which

are standard across all simulations. Figure 6 below illustrates a high level overview

of the CloudSim class diagram.
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Figure 6: CloudSim class diagram [155]

CloudInformationServices: This class models an entity that acts as a central

repository for the registration of all cloud resources. At the start of the simulation

process all data centers within the environment register their resources with the CIS

entity.

Broker: This class allows for the modeling of a broker entity which is responsible

for retrieving a list of all of the available resources from the CIS entity and request-

ing the allocation of those resources to meet an applications QoS requirements.

Datacenter: An instance of the datacenter class models the available hardware

which is offered by the cloud provider. It encapsulates all of the hosts within the

data center and is responsible for the implementation of a set of policies which gov-

erns the allocation of memory, bandwidth and storage devices to all hosts and their

respective VMs.

Host: This class is used to model a server within a data center. All hosts in the

data center can be either heterogeneous or homogeneous. Each instance stores infor-

mation such as memory, storage, the number and type of processing cores, allocation

policies for delegating processing power among VMs executing on the host and also
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policies which govern the provisioning of memory and bandwidth to those VMs.

Vm: This class is used to model VM entities which are subsequently managed by

the host they are currently executing on. All VMs are instantiated with a certain

configuration such as memory, size and the number of processing elements. Each

VM is allocated a certain portion of the hosts resources according to the policies

implemented by the host such as VmScheduler, BwProvisioner and RamProvisiner

policies.

Cloudlet: This class is used to model the workload of application services in the

cloud. A cloudlet object fundamentally represents the complexity of an application

and its computational requirements. In order to accurately model the stochastic na-

ture of the cloud environment this class allows a cloudlet instance to read in sample

CPU utilisation values dynamically as opposed to manually setting cloudlet config-

urations.

DataCenterCharacteristics: This class encapsulates the properties and config-

uration of each data center instance such as OS, system architecture, lists of hosts,

type of VMM and the allocation policy being implemented by the data center to

assign VMs to hosts.

RamProvisioner: This is an abstract class which defines how Random Access

Memory (RAM) is allocated to VM instances executing on the host. By default

each host implements the RamProvisionerSimple policy which allocates RAM to

VMs if it is available on the host. This class can also be extended to create new

policies. In order to assign a VM instance to a given host it must be approved by

the RamProvisioner component to ensure that the host has enough free memory.

BwProvisioner: Similar to the RamProvisioner class this class is also abstract

and signifies how bandwidth is provisioned to VMs residing on a host. By default

the BwProvisioningSimple policy is implemented which allows VMs to be allocated

as much bandwidth as is requested providing that the host has enough to allocate.
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To create a new policy this class must be extended and implementation for its ab-

stract methods must be provided.

VmAllocationPolicy: This is an abstract class which is used to determine the

policy for the allocation of VMs to hosts. The core responsibility of this class is to

select a suitable host in the data center which has the appropriate resources required

for the execution of the VM. By default a policy called VmAllocationPolicySimple is

implemented which allocates VM instances based on the host with the least amount

of VMs executing on it.

CloudSim: This is the root class of all classes in the CloudSim toolkit. This class

is essential for the management of the simulation process and the event calls which

are invoked during the simulation.

SimEntity: This abstract class also plays a pivotal role in the simulation process.

All entities in CloudSim must extend this class in order to be able to send events to

other entities and also invoke event handlers to process incoming events during the

simulation process. The three principle methods which are central to this class are

startEntity(), processEvent() and also shutdownEntity().

SimEvent: This class models an event which is invoked by an entity and passed

between two or more entities during the simulation process. This class encapsulates

the details about an event such as the time the event should start and be delivered

to the destination entity, data that must be passed with the event and also the event

tag which is critical in order to identify the type of processing required by the event

that has been sent and therefore it impacts directly on the resulting behaviour of

an entity.

2.10.3 Simulation Model

The CloudSim simulation engine is largely controlled by the org.cloudbus.cloudsim.core

package which contains the critical classes used for modeling the flow of communica-

tion between entities during the simulation process. Each time an entity is created
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it automatically calls its startEntity() method which simulates its behaviour.

Entities interact with each other by sending events. In order for any entity to process

an event it invokes the method processEvent() which is responsible for identifying

the type of event tag and subsequently invoking the correct handler for the event.

The simulation operates in two phases. Phase one involves the generation of events

which are added to a future queue. Phase two involves executing the runClockTick()

method in the CloudSim class in order to move the events in the future queue to the

deferred queue for processing. Both queues allow for the simulation of a dynamic

environment in which new events are generated during run time.

Figure 7: Simulation interaction diagram [155]

2.10.4 Modelling Service Level Agreements

In volatile environments such as the cloud, the ability of the cloud provider to meet

service level agreements is a critical success factor. Service level agreements or as

they are commonly referred to as SLAs reflect the quality of the service experienced

by the users of the infrastructure. In a real world scenario the quality of the cloud

service may be dependent on factors such as response time, throughput, fault tol-

erance amongst others deemed important in deploying application workloads in the

cloud. In CloudSim the performance of the system is modelled using a workload

independent metric as the required service often differs according to the nature of

the applications. This metric is used to provide a realistic means to evaluate the

delivery of SLAs to any given VM deployed on a host in the simulator.
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In CloudSim the basic SLA metric is composed of two sub metrics. The first

of these metrics is referred to as Service Level Agreement violation Time per Ac-

tive Host (SLATAH) denoted below in Eq.2.1. For this metric, the calculation is

influenced by performance degradation experienced by each VM due to the host

experiencing 100% utilisation of the available resources in the simulator. This will

vary naturally vary depending on the number of VMs allocated to the host and

their resource demands. The second metric is referred to as Performance Degrada-

tion Due to Migrations (PDM) which takes into account that VMs often experience

a decrease in performance during the migration process this is also denoted below

in Eq.2.2. As a result both of these sub metrics have an impact on the numerical

value of the SLA computed in the CloudSim framework.

SLATAH =
1

N

N∑
i=1

Tsi

Tai

. (2.1)

where N is defined as the total number of hosts, Tsi is the total time host i has

experienced 100% utilisation of its resources and Tai is defined as the total time

that host i is actively serving VMs.

PDM =
1

M

M∑
j=1

Cdj

Crj

. (2.2)

where M is defined as the number of VMs, Cdj is the estimated performance degra-

dation for VMj , in our experiments Cdj is set as 10% of the CPU utilisation for all

migrations of VMj , while Crj is the total requested CPU by VMj over its lifespan.

This thesis presents a number of different results chapters where the original SLA

metric computed in CloudSim plays an important role. However, depending on

the specific problem that is being investigated we include and further extend the

SLA metric to capture more fine grained issues which can also lead to significant

performance issues in the datacenter for example interference issues between VMs.

In Sections 5.5.2 and 6.6.2 respectively we present and discuss any additional ele-

ments that were warranted and included in the calculation of the SLA metric for

our experiential analysis based on the problem that is being modelled accordingly.
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2.11 Summary

This chapter provided the essential background details and reviewed relevant lit-

erature for dynamic resource management in cloud computing environments. In

particular, it discussed the problem of data center energy consumption and open

issues such as uncertainty and interference effects for VM migration and consolida-

tion, while also providing a discussion on issues surrounding workflow scheduling in

the cloud. Furthermore, this chapter highlights the popularity and recent surge in

the application of predictive based modelling which is a growing area of research to

address many resource management issues in cloud computing environments. Lastly,

this chapter introduced the CloudSim framework which presents as an integral com-

ponent in this work. Below we provide summary tables of the research that is of

most interest to this thesis.
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Chapter 3

Machine Learning & Time Series

Analysis

“If data had mass, the earth would be a black hole.”

Arthur Sauzay, Space Forum press release, 28th May 2019 [160].

3.1 Introduction

Machine Learning is one of the fastest growing areas in the field of Computer Sci-

ence. According to Langley et al. [161] Machine Learning can be defined as the

study of computational methods for improving performance by mechanising the ac-

quisition of knowledge from experience. Within the realm of AI, Machine Learning

techniques have become the leading methodology in developing practical and sophis-

ticated software for problem solving across many domains including natural language

processing, computer vision, robotics, gaming and the development of autonomous

self driving vehicles [162–166]. The onset of the digital era has seen a seismic in-

crease in the amount and rate at which data is being continuously generated and

stored. The existence of billions of IoT devices, smart phones, social media accounts,

online transactions, video surveillance cameras and much more has resulted in the

explosion of data at an unprecedented rate giving rise to the term “Big Data”. The

summation of all of this data is referred to as the global Datasphere. According

to recent reports, the Datasphere is estimated to experience a significant increase
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from 33 Zettabytes (ZB) in 2018 to a projected 175 ZB by the year 2025 [167]. The

availability of enormous amounts of data coupled with the accessibility and recent

advancements in computational power has led to the widespread adoption of ML

techniques in order to gain valuable insights, generate predictions and to aid deci-

sion making for many problem domains using these large datasets [163].

In general, many ML problems can be categorized as Supervised Learning, Unsuper-

vised Learning and Reinforcement Learning [168]. Supervised Learning requires a

labelled dataset containing a set of inputs and output values, the objective is to learn

a function which maps a set of inputs to output values based on the labelled dataset.

It is referred to as supervised learning because when the algorithm generates incor-

rect predictions it gets corrected by the labelled output values in order to learn a

mapping function. On the contrary, the objective of Unsupervised Learning is to

learn a function that models the underlying structure from unlabelled input data

where the target outputs are not known. Reinforcement Learning enables an agent

to learn through repeated interacts with its environment in order to gain knowledge

about how to optimise its behaviour and discover the most optimal policy to satisfy

its design objectives. Supervised ML techniques can be further subdivided into re-

gression and classification problems. Regression is used when the problem requires

the output of a continuous value for example estimating house prices based on a set

of input variables. In contrast, classification problems attempt to learn a mapping

function that generates a discrete value output, for example classifying a tumor as

either benign or malignant based on some input features. This chapter will focus on

supervised ML techniques as this is the primary methodology used throughout this

research. Times series forecasting is an important area of ML where the prediction

problem has an associated time dimension that must be taken into account. A time

series can be described as a collection of observations over successive time intervals

from which future values may be predicted [169]. Time series data is often composed

of several fundamental components. These can include long term trends indicated

by an upward growth or downwards decline, seasonal patterns where the series is im-

pacted by seasonal fluctuations of a fixed period, for example the time of the day or

quarter of the year. Time series data may also consist of cyclic patterns which unlike
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seasonal variations causes the series to rise and fall for an unknown period of time.

In addition, a series can also contain white noise which is often completely random

[170]. All of these components yield the observed values of the time series. The

objective of forecasting with time series data is the discovery of underlying relation-

ships and systematic variations in the data to quantify the extent to which each of

the components influence the observed values in order to develop a predictive model.

The ability to reason under uncertainty is becoming an essential component in the

management of dynamic cloud computing environments. The inherently dynamic

nature of cloud workloads makes it difficult to make informed resource management

decisions without a relatively accurate estimate of future resource requirements [118,

122]. Recently, there has been a growing interest in the application of statistical

methods and ML techniques to improve the overall efficiency of cloud data centers

by enabling better planning and decision making. This growing trend is largely due

to the many fruitful and compelling benefits of adopting predictive ML solutions in-

cluding the potential to deliver greater energy efficiency and improved performance

across a broad range of areas. Several works demonstrate the compelling benefits of

such approaches which seek to provide cloud infrastructure with the means to bet-

ter adapt to dynamic changes in resource utilisation in order to optimize resource

allocation, scheduling and migration [12, 13, 16, 171]. However, the ability to ac-

curately predict future resource demands is one of the most significant challenges

facing cloud resource management strategies due to the growing complexity of mod-

ern data centers [172]. In the literature many different predictive techniques have

been developed and proposed over the years. However, there is no global prediction

algorithm that works best for all types of problems [173]. In the forecasting litera-

ture ARIMA and ANN methodologies have been the main focus of research and are

widely recognized as the most popular and commonly used forecasting models across

a broad range of problem domains. In particular, both models are often compared

and have been extensively studied with mixed conclusions in terms of superiority in

forecasting performance [174].
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This chapter provides the background details of the predictive methodologies used

throughout this thesis for both regression and classification based problem formula-

tion. In particular, it presents the most widely used forecasting techniques for these

problems from both the field of statistics and ML which include ANNs, ARIMA

modelling, Linear Regression, Logistic Regression, SVMs and Ensemble Learning.

.

3.2 Artificial Neural Networks

Artificial Neural Networks are a state-of-the-art ML technique and one of the most

promising and widely used approaches in the field of ML research. ANNs are power-

ful universal function approximators inspired by the human brain which is a highly

complex, non-linear information processing system consisting of billions of connected

neurons [175, 176]. One of the most important contributions to the development of

neural networks occurred in 1943, McCulloch and Pitts proposed one of the earli-

est computational models of an artificial neuron [177]. Several years later in 1958,

Rosenblatt proposed the first linear perceptron for pattern classification [178]. ANNs

have since been successfully applied to many different learning problems including

classification, regression, online and offline learning [179]. In the literature neural

networks have many diverse and far reaching applications. Lawrence et al. [180]

proposed a convolutional neural network for face recognition technology. Gosh et al.

[181] demonstrated the application of neural networks in the development of a fraud

detection system to improve banking transactions. A number of works have ex-

plored the application of neural networks for network intrusion detection [182, 183].

Neural networks have also gained tremendous popularity in areas such as finance

and accountancy. Odom et al. [184] developed a neural network model to predict

bankruptcy risk while Santos et al. [185] employed a neural network methodology

to forecast exchange rate variation and showed how these models have the capacity

to outperform other forecasting techniques for this specific problem. Mason et al.

[186] successfully applied a neural network enhanced by a PSO component to the

watershed management problem, in other work they also focused on evolving neural

networks and demonstrated their application to improve the management of power
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generators to minimize both cost and emissions [179].

Neural networks have also become a popular mechanism in the development of intel-

ligent and sophisticated solutions for many areas within the cloud computing sphere

as outlined in Chapter 2, Section 2.7.3. To briefly summarise, Duy et al. employed

a neural network predictor for optimising server power consumption in a data cen-

tre [126]. They used a feed-forward neural network to predict future load demands

based on historical demands to turn on/off servers to minimise the energy usage.

Prevost et al. implemented neural networks and a linear predictor algorithms to

forecast future workloads [125]. Bey et al. used several different models for time

series prediction. They used an adaptive network to estimate the future value of

CPU load for distributed computing [187]. Their hybrid predictors were designed

to perform for one-step-ahead prediction. Islam et al. [24] applied ANNs and LR in

order to predict resource demands for cloud applications. Others have employed a

ANN based approach to improve resource utilisation via virtual machine placement

in cloud data centers [11, 12]. Furthermore, in the literature it is also worth mention-

ing that there are a number of variations on the ANN prediction model with many

studies focused on evaluating their performance on different problems. Hicham et al.

[188] recently demonstrated the benefits of applying a ANN learning algorithm to

improve CPU scheduling in the cloud. In their study they compared several types

of ANNs which have been successfully applied across multiple fields, including a

multi-layer perceptron and Recurrent Neural Network (RNN). The results showed

that the multi-layer feed forward neural network model performed best for the CPU

scheduling problem. Janardhanan et al. [127] explored the impact of employing a

LSTM RNN and compared its performance to an ARIMA for CPU load prediction of

machines in a data center. Gers et al. [189] also demonstrated that a multi-layer feed

forward neural network with sliding window experimentation could produce more

accurate results than a Long Short-Term Memory (LTSM) neural network approach.
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3.2.1 Multi-Layer Artificial Neural Network

A multi-layer ANN often referred to as a standard feed forward neural network is

one of the most well known ANN models. It consists of a network of interconnected

computational units often refereed to as neurons, organized into an input layer, one

or more hidden layers and an output layer. Figure 8. illustrates the basic structure

of a fully connected multi-layer ANN, this specific network consists of three input

values, two hidden layers with four neurons each and two output values.

Figure 8: A fully connected feed forward neural network [175]
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Figure 9: A fully connected feed forward neural network [175]

During training the input values (features) are continuously propagated forward

through the network until an output value is generated, this is often refereed to as

a forward pass. The input values pass through the neurons in the hidden layer via

synapses (weighted connections), these weights are often referred to as the param-

eters of the model. For each neuron in the hidden layer the sum of the weighted

signals must be calculated and passed as input into an activation function as illus-

trated in Fig.9, this output value from the activation function becomes the input

signal to the next layer in the network. A bias unit can be included in the compu-

tations associated with the forward pass whose value is generally set to the value

of 1. The bias enables the activation function to shift to the left or to the right to

learn more complex functions. The output value of any given neuron vj is computed

using Eq.3.1.

yj(n) = ϕ
(
vj(n)

)
(3.1)

where ϕ
(
.
)

is the activation function and vj (n) is the summation of the input signals

to neuron j at iteration n, defined by
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vj(n) =
m∑
i=0

wji(n)yi(n) (3.2)

where m is the total number of inputs to the neuron, wji

(
n
)

is the weight connecting

neuron i to neuron j and yi
(
n
)

is the input value to neuron j once the activation

function has be applied.

The strong predictive capabilities of a ANN are often attributed to their ability to

approximate many complex non linear functions for a variety of problems and also

their capacity to generalize well to unseen data. Through the implementation of a

non linear activation function it provides the neural network with the capacity to

generate new features learned as function of the raw input values. An activation

function is applied to the output signal of each neuron which limits the range of the

signal to a finite value often between 0 and 1. The most commonly used activation

function in the construction of a neural network is the sigmoid also known as the

logistic function as defined in Eq.3.3.

ϕ
(
vj(n)

)
=

1

1 + exp
(
−avj(n)

) (3.3)

where a is the slope, vj (n) is the sum of the weighted signals for neuron j at iteration

n and exp() is the exponential function.

As the signal gets propagated from the input layer to the output layer it generates

a predicted output value ŷ which is compared to the target output to to calcu-

late the total error. The crux of training a neural network lies in determining the

contribution of each weight to the total error generated such that the weights can

be adjusted accordingly in order to minimize the total error. The backpropaga-

tion algorithm evolved in the mid 1970s and was a landmark development in neural

network research [190, 191], it emerged as a computationally efficient method for

training such complex models. Backpropagation with gradient descent a popular

optimization algorithm often used to train a neural network by propagating the

error back through the network in order to update the weighted connections [192].

The basic principle behind backpropagation with gradient descent is to amortize the
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error over the previous layers of the network and optimize the weights by calculating

the partial derivative of the cost function with respect to the weights in the network.

Backpropagation can be calculated using Eq.3.4. Using this formula the gradients

of each weight in the network denoted δ
(l)
j (n) can be calculated in order to adjust

the weights to minimize the error.

δ
(l)
j (n) =


e
(L)
j (n)ϕ

′
j

(
v
(L)
j (n)

)

ϕ
′
j

(
v
(l)
j (n)

)∑
k

δ
(l+1)
k (n)w

(l+1)
kj (n)

(3.4)

where ϕ
′
j

(
.
)

denotes differentiation with respect to the input argument. If neuron

j is an output neuron δ
(l)
j (n) equals the product of the derivative ϕ

′
j (v

(l)
j (n)) of the

associated activation function and the error term eL
j (n) for neuron j . If neuron j is

a hidden unit, δ
(l)
j (n) is equal to the product of the associated derivative ϕ

′
j (v

(l)
j (n))

and the sum of the weighted gradients δks calculated for any neurons connected to

neuron j .

Once the gradient of each weight has been calculated the weight wkj (n) for any

given layer l in the network can be updated according to Eq.3.5. Gradient descent

attempts to take a series of steps in the downward direction of the loss function to

minimize the error. The learning rate plays a fundamental role in the convergence

of the optimization algorithm. A large value assigned to the learning rate presents

the risk of accelerating the descent and overshooting the minima, conversely, a small

learning rate will have a direct impact the rate at which the algorithm converges.

The update equation for adjusting the weights includes a learning rate. This pa-

rameter is often set somewhere between the values of 0 and 1 to control the rate at

which changes are made to the weights in the network at each update.

∆wkj(n) = −α ∂ξ(n)

∂wkj(n)
(3.5)

where ∆wkj (n) is the update, α is the learning rate and ∂ξ(n)/∂wkj (n) is the partial

derivative of the error term with respect to the weight which yields the calculation

below in Eq.3.6.
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∆wkj(n) = −αδk(n)yj(n) (3.6)

where the calculation of δk(n) is expressed above in Eq.3.4 and yj (n) is the output

value from neuron j .

A common problem with gradient descent is that the algorithm can inadvertently

get stuck in a local minimum as oppose to an absolute minimum. To overcome this

problem an additional parameter referred to as momentum can be introduced to the

algorithm. The momentum parameter takes into account past gradients in order to

mitigate the issue while also smoothing out the update providing more stability to

the network [193].

∆wkj(n) = γ∆wkj(n− 1) + αδk(n)yj(n) (3.7)

where γ denotes the momentum parameter which is set between the values of 0 and

1.

3.2.2 Recurrent Neural Network

Recurrent networks are a specialised category of ANNs that possess strong tempo-

ral modelling capabilities that can prove useful for time series forecasting where the

input data is a series of time ordered observations. RNNs differ from standard feed-

forward networks in that the neurons in the hidden layer have recurrent feedback

connections which allow the output from previous steps to be fed back in to the

current step [194]. As illustrated in Fig.10, these feedback loops connect each of

the neurons in the hidden layer while each neuron also has an associated internal

feedback loop to allow for time-delayed feedback. This gives rise to a memory com-

ponent which captures information about previous observations in order to generate

a mapping of inputs overtime to an output value. This unique characteristic makes

RNNs well suited to the problem of time series forecasting. In the literature RNNs

have had successful applications to a vast range of problem areas including wind

turbine power estimation [195], electric load forecasting [196] and music synthesis

[197]. As with many predictive models, there exists numerous flavours and varia-
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tions of RNNs such as Jordon networks which place more emphasis on the sequence

of the output values of the network by feeding these signals back into the input layer

[198], Elman networks which contain feedback connections from the hidden layer to

the input layer[199] and LSTM networks which consist of additional memory block

cells [200]. LSTMs are a popular variation of the RNN model for predicting time

series data. LSTMs have the capacity to block or permeate incoming signals based

on their strength using their own sets of weights. Similar to the feed forward neural

network, these weights are adjusted according to the optimization algorithm em-

ployed. Although, LSTM networks have proven to be an effective mechanism in

time series forecasting, in this work a more light weight approach is employed using

an extension of back propagation to estimate times series data. According to Ham-

mer et al. [201] a RNN model designed with a sufficient number of hidden neurons

has the capacity to approximate a function to generate any measurable sequence-

to-sequence mapping with good accuracy. The main advantage of a RNN is that it

stores the previous prediction into memory which can then be exploited to influence

future predictions.

Figure 10: This figure illustrates a Recurrent Neural Network [179]. Neurons are
connected to the weighted synapses that pass signals between neurons. The recurrent
synapses can be seen in the hidden layer of neurons. This gives the recurrent network
the ability to retain information.

The forward propagation of signals through a RNN model shares many similarities

with the procedure for a multi-layer feed forward neural network. The key difference

is the inputs to the neuron are received from the current inputs to the model and also
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the hidden layer activation signals from the previous time step. Recurrent networks

can be optimized using an extension of the original backpropagation algorithm fos-

tered by Werbos et al. referred to as Backpropagation Through Time (BPTT) [202].

The fundamental concept underpinning the BPTT algorithm is the unfolding of the

recurrent neural network at a discrete-time into a multi-layer feed forward neural

network each time a sequence is processed. The forward pass is defined according

to Equation 3.8.

vj =
N∑
i=1

wi,jai +
m∑

h=1

sh(t− 1)uih (3.8)

where U is the recurrent weight matrix and sh(t− 1) is output from a neuron in the

hidden layer at the previous time step.

Similar to the original back propagation algorithm the RNN model updates the

weight of the network by calculating the cost function which generates the error of

the model as denoted in Eq.3.9.

C = 1/2
k∑

p=1

o∑
e=1

(dpk − ypk)2 (3.9)

where d is the desired output, k is the total number of training samples and o is the

number of output units. Then the change in weights for the output nodes can be

calculated as shown in Eq. 3.10.

δpk = (dpk − ypk)g′(netpk) (3.10)

where g is the derivative of the activation function while net represent inputs. The

adjustment made to the weights contained within the hidden layer can be represented

as shown in Eq. 3.11.

δpj =
o∑

k=1

δpkwkjg
′(netpj) (3.11)

Therefore, the recurrent weights can be then back-propagated back through the

network as shown in Eq. 3.12.

∆uih =
N∑
p=1

δpjsph(t− 1) (3.12)
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Recurrent networks can be useful for predicting cloud resource utilisation when the

problem is formulated as a time series problem, this is due to their ability to retain

information from previous time steps in an effort to improve predictive accuracy.

This makes it a promising candidate model to predict resources such as CPU and

bandwidth utilisation with potentially improved performance in comparison to tra-

ditional approaches.

3.3 ARIMA Modelling

ARIMA modelling is one of the most popular and widely used methodologies for

time series forecasting [169]. Time oriented data is captured in many fields of study

including science, engineering, sociology and economics which requires analysis and

predictive modelling to make inferences and forecasts for some known variable or set

of variables [203]. Forecasting has proven a critical component for effective planning

and decision making spanning many domains such as finance and risk management,

operations management and demographics [204]. In the literature ARIMA models

have been successfully applied to stock market forecasting [205], energy consump-

tion forecasting [206] and infectious disease surveillance [207]. More recently, it

has emerged that researchers have also been exploring the application of ARIMA

modelling to forecast the spread of the COVID-19 pandemic [208, 209]. Within the

field of cloud computing many researchers have explored the application of ARIMA

models to improve the overall efficiency of cloud services and the QoS provided.

Calheiros et al. [210], Roy et al. [211] and Debusschere et al. [212] demonstrate

the successful application of various ARIMA models for predicting the workloads of

cloud applications to optimize resource allocation.

The objective of ARIMA modelling is to describe autocorrelations and underlying

systematic variations in time series data in order to forecast future values. An

ARIMA model is defined by three fundamental components denoted as (p, d , q).

The identification of a valid model is the process of finding suitable values for p, d

and q which best capture the fundamental patterns in the data.
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The integrated component of the model (d) is identified prior to determining the

values of p and q . One of the fundamental principles in applying an ARIMA method-

ology is the time series data must be stationary. The concept of stationarity plays

a crucial role in the process of fitting an ARIMA model, a non-stationary series is

often unstable and can result in false correlations in the series making it extremely

difficult to model. In general, a stationary series is one whose statistical properties

such as mean and variance remain constant over time. To transform a non station-

ary series into a stationary one the series must be differenced, this is achieved by

subtracting the value of an earlier observation from the value of a later observation.

The integrated component of the model (d) is the order of differencing applied to

the series in order to transform a non-stationary series into a stationary series.

The AutoRegressive (AR) term (p) represents the influence of preceding observa-

tions on current values in the series. In time series data past values often serve as

predictors of future values. For example, an AR(1 ) model forecasts future values

based on the value of the preceding observation yt−1 as denoted below in Eq. 3.13.

Where φ is a parameter of the model known as the AutoRegressive coefficient which

represents the magnitude of the relationship, εt represents the random variation at

time t and ŷt is the predicted value. The coefficient can be estimated using the

Maximum Likelihood Estimation (MLE) [169]. This technique attempts to find the

value of the coefficient which maximizes the likelihood of generating the data points

that have been observed in the time series.

ŷt = φ(yt−1) + εt (3.13)

The Moving Average (MA) term denoted (q) represents the effects of previous ran-

dom variation on the current periods random error. For example an MA(1 ) model

forecasts future values based on a combination of the current random variation and

previous error as defined in Eq.3.14.

ŷt = θ(εt−1) + εt . (3.14)
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Where εt−1 is the value of the previous random shock, θ is the correlation coefficient

of the model which is a measure of the relationship between the dependent variable

and its lag. and εt represents the random variation at the current time period t .

The combined model assuming the data has already been differenced is denoted in

Eq.3.15, where c is a constant.

ŷt = c+ φ1(yt−1)+, ...,+φp(yt−p) + θ1(εt−1)+, ...,+θq(εt−q) + εt . (3.15)

ARIMA models are also capable of modelling seasonal data. Seasonal ARIMA mod-

els are classified by including the following additional seasonal terms (P ,D ,Q)m ,

where m defines the number of observations per season. The seasonal portion of the

model operates across previous seasonal periods as opposed to previous observations

which occurs in the standard model introduced above. However, in practice both

models are often combined in order to capture all of the fundamental characteris-

tics of a seasonal time series. In this thesis the popular Box-Jenkins methodology

was employed in order to fit models to the datasets used in this work [213]. The

Box-Jenkins methodology was developed in the 1970’s and consists of several key

steps in the construction of an ARIMA model, these include model identification,

parameter estimation, diagnostic checking and lastly forecasting and validation.

3.4 Linear Regression

Regression is a popular statistical approach to estimate the relationship between

one or more input variables often referred to as predictor variables and an output

variable also referred to as a dependent variable [204]. The objective of regression

is to generate a model which has the capacity to forecast future values of the out-

come variable based on the input variables. Regression approximates a function

(regression function) that can be considered as linear or non-linear. Simple linear

regression is a predictive model which consists of a single input variable to predict

some output. This model can be formulated according to Eq.3.16.
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ŷ = β0 + βix (3.16)

Where ŷ is the predicted value, x is the input variable, β0 and β1 are the regression

coefficients of the model corresponding to the slope and y-intercept of the line.

Linear regression can also include more than one input variable and is referred to as

Multiple Linear Regression (MLR). If the predictor variables are x = [x1, x2, . . . ,

xm], and the corresponding output variable is ŷ as is the case with time series data

then the LR model can be defined as shown in Eq.3.17.

ŷt = β0 +
T∑
i=1

βixti (3.17)

Where each observation is specified as t = 1, 2, ..., T , ŷt is the predicted value, β0

and β1 are the regression coefficients. The statistical error is a measure of goodness

of fit, that is, how well it predicts the output variable ŷ is the magnitude of the

residual ε at each of the t data points which can be shown as in Eq.3.18.

εt = ŷt − yt (3.18)

Where εt is the difference between the prediction output yt and the real output yt

at time t. However, in the literature there are a number of possible cost functions

that can be employed, one of which one of the most commonly used is the Mean

Squared Error (MSE).

MSE =
1

T

T∑
i=1

(ŷti − yti)2 (3.19)

Where ŷti is the predicted value at time t and yti is the actual value.

3.5 Simplistic Models

There are a number of other more simplistic forecasting models that can be used

to as predictors. Random Walk and Moving Average are two popular models that

can be used as predictors to estimate future behaviour. Both of these models are
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briefly outlined below. These models are often used and can generate relatively good

forecasts depending on the complexity of the underlying data.

3.5.1 Moving Average

A Moving Average (MA) model is a classical and commonly implemented forecasting

approach [169]. The basic intuition behind the MA model lies in the assumption

that the best predictor of future values is the average of the previous m values. A

future value ŷt can be obtained by averaging the values in the time series over m

time periods. By using the average of m observations it removes some of the random

variation and minor fluctuations in the data while still capturing the main trend and

movement of the data which can be used to predict future values. Equation 3.20

below denotes the calculation to obtain a future value ŷt using this approach.

ŷt =
xt + xt−1, ..., xt−m+1

m
(3.20)

3.5.2 Random Walk

Random Walk (RW) is the most basic forecasting method implemented. This ap-

proach estimates a future value in the next time step calculated as the current value

xt with some random variation εt as denoted below in Eq.3.21.

ŷt = xt + εt (3.21)

3.6 Classification Learning Approaches

Conversely to regression problems, classification is the task of approximating a map-

ping function from a set of input features to a finite number of discrete value outputs

in order to generate what is known as a decision boundary. This decision boundary

is used to determines which class or category the new observation belongs. Classifi-

cation models can be either binary where an observation can only have two possible

outcomes, a classical example of this is featured in email spam detection where the

email is classified as either “spam” or “not spam”. Alternatively there exists multi-

class classification problems where more than two discrete classes are considered
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[214]. In this thesis, the classification problem presented in Chapter 6 is formulated

as a binary classification problem. Depending on the classification algorithm em-

ployed the model generates either a probability that the observation belongs to a

specific class while others output the predicted class. Classification techniques have

many wide ranging applications and have been successfully applied to many areas

in the ML literature including intrusion detection, image classification, text char-

acterization and application classification for improved scheduling [215]. To add,

according to Kotsiantis et al. [216] classification learning algorithms are one of the

most frequently used learning approaches in intelligent systems.

In the ML literature they are many effective techniques that can be harnessed for the

classification problem. In particular ANNs, SVMs and Logistic Regression are some

of the most widely used classification algorithms. In addition, ANNs and SVMs

are known for their predictive accuracy and ability to model complex real world

problems [128, 217]. In Section 3.2.1 we provided a description and outlined the key

components of a multi-layer ANN which can be employed for both regression and

classification based problems. The fundamental differentiation in the application of

a ANN for a binary classification problem is that once the signal has been propagated

through the network it generates the probability of the inputs belonging to class A

or class B. The output node with the highest probability is selected and is compared

to the target output class to calculate the error term. As with regression based prob-

lems, the popular backpropagation algorithm is then applied to propagate the error

back through the network in order to update the weighted connections. Below we

provide an outline of the other classification algorithms that have yet to be discussed.

3.6.1 Logistic Regression

Logistic Regression is a widely used predictive algorithm for classification based

problems, it is known for its simplicity but also its accuracy. The Logistic Regres-

sion function was fostered as far back as the early 19th century and was initially

developed as a model for predicting the expected growth of a population, more in-

formation on the origins of Logistic Regression can be found by referring to Cramer
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[218]. Although the name itself suggests the technique is a regression based learn-

ing algorithm, the correlation between Linear Regression and Logistic Regression

lies solely in the commonality between the mathematical formulation of both ap-

proaches [214]. This popular statistical method is used to model the relationship

between one or more independent and dependent variables. Although Logistic Re-

gression can be extended and applied to a multi-class classification problem using

a one vs all approach, the general model is intended for binary classification where

the independent variable is of two possible outcomes [219, 220]. The output of the

classifier is the estimated probability that yi = 1 on the input feature vector X .

The Logistic Regression function is defined in Eq.3.22.

ŷi =
1

1 + e−z
(3.22)

Where 0 ≤ ŷi ≤ 1 is the predicted classification for independent variables {x1 , x2 , ..., xm}.

The value e is a constant and z is defined as the summation of each independent

variable multiplied by its corresponding parameter as derived from Eq.3.23.

z = β0 +
T∑
i=1

βix (3.23)

Where β0 and βi and the y-intercept and the slope respectively and x is an input

feature.

Similar to regression based problems, there are many cost functions that can be

employed to optimize the parameters based on the performance of the model where

the output is 0 ≤ yi ≤ 1 . One of the most commonly used cost functions for the

binary classification problem is cross-entropy also referred to as log loss which is

denoted below in Eq.3.24. The basic intuition behind the log loss function is that

the loss increases as the predicted probability diverges from the actual labelled

output for both positive and negative errors.

loss =

−log(p), if y=1,

−log(1− p), if y=0.
(3.24)
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3.6.2 Support Vector Machines

SVMs are a state-of-the-art learning model based on statistical learning theory and

are a popular alternative model to an ANN. SVMs were first introduced by Vapnik

[221] in the early 1960’s but were not implemented in their current form until the

1990’s. Since then they have become a classical learning tool for ML and data min-

ing with many real world applications including text characterisation [222], image

recognition [223] while also being successfully applied to other interdisciplinary fields

such as bioinformatics [224]. Initially developed to solve the classification problem,

this learning algorithm is capable of generating impressive predictive performance

in modelling complex real world problems with data that has many input features

even if only a relatively small dataset is available to train the model [128].

Unlike Logistic Regression which generates a probability output to determine the

classification of the input features, SVMs make predictions on the output classifica-

tion directly. In comparison to other classification models, SVMs seek to find the

optimal hyperplane also known as the decision boundary that maximizes the margin

between the two classes using a subset of the training examples H known as the sup-

port vectors [225], as such, this model operates effectively with datasets containing

a relatively small number of examples. The support vector data points tend to be

the most difficult to classify and have a direct influence on the optimum location of

the separation boundary. The intuition behind the approach of a maximum margin

classifier is that although the model may be able to successfully separate data ex-

amples presented as part of the training data, the model may generate a series of

errors on data that has not yet been exposed to the model. To avert this issue, the

model attempts to learn a decision boundary that maximizes the margin on either

side of the learned boundary while still correctly classifying the data and as a result

improving the generalization capability of the learning algorithm. If an example is

estimated to be above the learned boundary it is classified as +1 otherwise -1. The

SVM has a constrained optimization objective which is partially concerned with

generating a decision boundary to minimize the weight vector in order to maximize

the margin as defined in Eq. 3.25.
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min
W,b

1

2

n∑
j=1

w2
j (3.25)

s.t

f(xi) =

+1, if wTxi + b ≥ 0,

−1, if wTxi + b < 0.

wTxi + b = 0 (3.26)

where w is the weight vector, xi is the feature vector of example i, b is the bias and

the optimal hyperplane is one that satisfies Eq. 3.26. The classification of an input

vector can be mathematically represented according to Eq. 3.27

ŷi = sign

( H∑
h=1

αhyhxhxi + b

)
(3.27)

where ŷi represents the predicted class label, αh is the Lagrange multiplier used to

optimize the weights while solving the constrained problem of maximizing the margin

and correctly classifying the data, yh is the classification of the support vector h,

xh is defined as the input vector for support vector h and b is the bias. Real world

datasets are generally noisy and prove difficult for learners to classify examples

perfectly. As a result, there is often a tradeoff between the capacity to generalize

to novel data and the training error. The SVM introduces a parameter C which

controls this tradeoff. In general, large values of C produce more complex models

that are less tolerant to classification errors while lower values of C tend to result

in models that are more prone to misclassifcations but improved generalization. An
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illustration of this tradeoff is provided in Fig.11

 

Figure 11: SVM: (a) presents a hard margin classifier where separating the classes
is of paramount importance. Conversely (b) illustrates a soft margin classifier which
is more tolerant to misclassifications [226].

The loss function of a SVM can be represented as in Eq. 3.28 below.

loss = C
m∑
i=1

[
max

(
0, 1− ŷi(wTxi + b)

)]
+

1

2

n∑
j=1

w2
j (3.28)

Where C is the penalty parameter of the loss function used to control the tradeoff

between maximizing the margin and classifying the data correctly, The first term

is concerned with separating the data points where ŷi is the output classification

and m is the total number of training examples. The second term denotes the

maximization of the margin by minimizing the weights and bias as shown in Eq.

3.25. In cases where the data is not linearly separable, a Kernel function can be

used to transform the original data into a higher dimensional feature space such that

an appropriate decision boundary can be estimated to separate the data. Through

the use of a kernel function the model will attempt generate a clearer separation

boundary between distinct classes that are non-linearly separable. The classification

of non-linear input data can be generated according to Eq.3.29. A more detailed

discussion on the inner workings of SVMs can be found in [227].

ŷi = sign

( H∑
h=1

αhyhK(xh, xi) + b

)
(3.29)
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3.7 Ensemble Learners

Ensemble learners also referred to as multiple classifier systems have gained much

recognition over the last number of years in the field of Computational Intelligence

and Machine Learning. Ensemble leaning is a process in which multiple base learners

are trained to solve the same computational problem in an effort to improve pre-

dictive accuracy. One of the earliest notions of an intelligent ensemble system was

explored by Dasarathy and Sheela in 1979, where they demonstrated its application

in achieving improved performance for recognition systems [228]. Figure 12 illus-

trates a classical example of an ensemble learning approach. Ensemble learners were

originally proposed to improve the variance of ML models but have since proven to

be both effective and versatile techniques across a broad range of problems within

the ML domain including feature selection, confidence estimation and incremental

learning among others [229]. Given the exponential rise in the use of cloud services

over the last number of years and the dynamic nature of resource usage, effective

and accurate prediction remains an important issue [230]. In recent times, there

has been a rise in the application of ensemble methods to manage resource usage

in the cloud. Rahmanian et al. [230] proposed a learning automata based ensem-

ble resource usage prediction algorithm. Their approach was focused on predicting

CPU usage of hosts using time series data to improve resource management in the

cloud. Kaur et al. [231] proposed an intelligent regressive ensemble approach for

predicting resource usage in the cloud to optimize scheduling for scientific applica-

tions. They showed how their proposed ensemble model could outperform existing

ML regression models by 2%. Subirats et al. [232] also proposed the use of ensemble

learning to predict the status of energy consumption of cloud infrastructure at var-

ious levels including node level, service level and VM level. These predictions were

used as a decision support for VM deployment, VM migration and cancellation. In

the ensemble literature, research has shown that there is no single algorithm that

can be used to generate the best ensemble [233]. Although the above studies advo-

cate the use of ensemble approaches to improve the management of resources there

is no comparative analysis of the different types of ensemble methods that can be

employed and how they can be used to enhance predictive performance.

87



Chapter 3 3.7. ENSEMBLE LEARNERS

 

X 

X (1) X (2) X ( M ) ... 

f (1) f (2) ... 
f ) M ( 

f en 

Generation 

Base 
Prediction 

Aggregation 

Figure 12: Example of an ensemble learning framework. X denotes the original
dataset, X (i), i ∈ {1 , ...,M } are the sub samples using random sampling with re-
placement. f (i) denotes the base learners and fen is the aggregated output. The
dashed lines signify the behaviour of a boosting ensemble methodology [234].

3.7.1 Data Diversity

As discussed above ensemble learning is a ML paradigm in which multiple classifica-

tion models referred to as base learners are employed and their output is combined

in an attempt to generate improved prediction accuracy [231]. The concept of di-

versity in the decision making of ensemble members plays a key role in the success

of ensemble learning, [235], diversity aids in ensuring each base learner generates

different patterns of generalization, without model diversity it is likely there would

be no gain in terms of predictive performance over individual base learners [233].

According to Ren et al. [234] there are three approaches to introducing diversity into

ensemble methods. These include data diversity, parameter diversity and structural

diversity.

• Data Diversity: where different data is generated from the original dataset to

train each base learner to create diverse outputs.

• Parameter Diversity: involves using different parameter settings for the base

learners in order to vary the output of each base learner.

• Structural Diversity: this is introduced when different architectures are em-

ployed for each of the base learners. For example using heterogeneous base

learners as an alternative to homogeneous base learners.
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There are a many different taxonomies for ensemble methods developed over the

last number of years. In the literature, the most well studied and widely reported

ensemble methods include bagging, boosting and stacking ensemble algorithms [233].

3.7.2 Bagging

Bagging [236] involves training each base learner independently and in parallel using

sub samples of the original dataset to foster diversity in terms of the outputs of

each base learner. These samples are often generated from the original dataset

using random sampling with replacement [233]. By using random sampling with

replacement each element in the dataset has the same probability of being selected

and as a result some observations may reoccur in each new training set. This type

of ensemble method generally utilizes a single type of base learner and is referred

to as a homogeneous ensemble [237]. Research has shown that the use of bagging

can significantly reduce the variance of the base learners for a more robust output

[234]. The output classification for the entire ensemble is generated by majority

vote. Algorithm 1 presents the pseudocode for the bagging method [229].

Algorithm 1: Bagging

Inputs: training data S , base classifiers, integer T (ensemble size), percent
R bootstrapped training data.

for t = 1 , ...,T do
1. Take a bootstrapped replica St by randomly drawing R% of S .

2. Call base classifier with St and receive the hypothesis (classifier) ht .

3. Add ht to the ensemble, E ← E ∪ ht .

end
Ensemble Combination: Simple Majority Voting
Given unlabeled instance x

1. Evaluate the ensemble E = {h1, ..., hT} on x.

2. Let vtc = 1 if ht chooses class ωc , and 0, otherwise.

3. Obtain total vote received by each class:

Vc =
T∑
t=1

vtc, c = 1, ..., C

Output: Class with the highest Vc
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3.7.3 Boosting

Unlike bagging, boosting involves training each base classifier sequentially [233]. The

first base learner is trained using the entire dataset, while the subsequent learners

are trained using re-sampled data where there is a higher probability of selecting

examples in the dataset that the previous learner incorrectly classified. To generate

output from the ensemble a set of weights are assigned to each of the bases learn-

ers depending on their performance and the final output value is derived using a

weighted average from the base learners. Research has shown that the use of boost-

ing can significantly reduce bias and variance [234]. Fig.12 illustrates the framework

for both bagging and boosting ensemble methods. AdaBoost (Adaptive Boosting)

was the first successful boosting algorithm for binary classification problems. Algo-

rithm 2 below outlines the AdaBoost approach [229]. In the AdaBoost algorithm

examples are selected into subsequent datasets by updating the sample distribution

on each iteration of the training cycle while the output of the classifiers is combined

my means of a weighted majority vote based on the training error generated by

each classifier. At the initialization stage the algorithm ensures the weight distribu-

tion is uniform such that each training example has the same probability of being

samples from the training data. The calculation of the training error et for model

ht is generated as the sum of the distribution weights of the misclassified instances

where [ht(xi 6= yi] is 1 or 0 depending on if the argument is true or false. βt is

the normalisation of the error such that 0 < βt < 1. The distribution update rule

ensures that the weights of examples that were correctly classified by the model ht

are reduced by a factor of the normalized error βt while the weights of misclassified

examples are unchanged. The updated weights are then normalized once again.
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Algorithm 2: Boosting

Inputs: training data S , base classifiers, integer T (ensemble size)
Initialize Di (i)=1/N
for t = 1 , ...,T do

1. Draw training subset St from the distribution Dt .

2. Train base classifier on St and receive hypothesis ht : X → Y .

3. Calculate the error of ht :

εt =
I∑

i=1

[ht(xi 6= yi]Dt(xi)

if εt >
1
2

abort

4. Set
βt = εt/(1− εt)

5. Update sampling distribution

Dt+1(i) =
Dt(i)

Zt

.

{
βt, if ht(xi) = yi,

1, otherwise.

where Zt is a normalization factor to ensure Dt + 1 will be a distribution
end
Weighted Majority Voting: Given unlabeled instance z:
Obtain total vote received by each class:

Vc =
∑

t:ht=ωc

log
( 1

βt

)
, c = 1, ..., C

Output: Class with the highest Vc

3.7.4 Stacking

Stacking is an alternative heterogeneous ensemble method to the bagging and boost-

ing approaches [238]. The two key differences between the aforementioned method-

ologies and a stacking approach to ensemble learning is that stacking utilizes several

different types of base learner which are trained independently. A meta-learner is

also trained in an attempt to elevate the predictive force of the ensemble by discov-

ering how best to combine the output of the base learners. As evident with bagging

and boosting algorithms the base classifiers are combined using either simple major-

ity vote or a weighted majority taking into account the performance of each classifier

on the training data. The process of training an ensemble learner using a stacking
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approach is composed of two phases [233]. First each distinct base learner is trained

using the complete dataset. Secondly, the output generated from each base learner

is used as input to a new dataset. As such, the output values become the input

values in the new dataset along with the actual value to be predicted. This dataset

is then used with a meta-learner in order to generate the final output, as a result

the meta-learner is not trained using the original feature space but on the outcomes

of the base classifiers. The meta-learner effectively replaces the combination rule

featured as part of the bagging and boosting methodologies.

3.8 Summary

This chapter discussed the fundamentals of the supervised learning approaches used

in the subsequent chapters of this thesis for both regression and classification based

problem formulations. In particular, this chapter introduced a range of popular and

widely studied time series predictive models including ANNs, ARIMA modelling

and Linear regression. These learning algorithms will be applied in Chapter 4 in an

attempt to improve aspects of both the scheduling problem of scientific workflows

and also VM migration in cloud datacenters, while in Chapter 5 these approaches are

explored as part of the VM consolidation problem. Apart from their popularity and

ability to generate good performance on a range of problems, learning algorithms

such as ANNs and ARIMA models are appropriate for this research domain given

the complex and highly volatile nature of cloud environments and their application

workloads. As a result these non-linear models are suitable for our needs. In chapter

6, the range of classification based learning algorithms introduced in this chapter will

be implemented and explored as part of an experimental analysis for the problem

of workload classification. As such these techniques form part of our approach to

generate a novel predictive consolidation algorithm. Classification algorithms such

as ANNs, SVMs and Logistic Regression have all shown to be useful for a range of

problem domains including fraud detection [181], image recognition [223] while each

of these learning algorithms have also demonstrated their benefits and suitability to

achieving performance improvements in the area of cloud resource management [24,

128, 239].
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Chapter 4

Predictive Workflow Scheduling &

Migration Strategies in the Cloud

The work outlined in this chapter is twofold. In Part 1, we present a network-aware

scheduler for deadline constrained workflow scheduling in public clouds. In Part 2,

we extend this work and explore the application of predictive based scheduling to

enhance live migration in cloud data centers. This work has been published in the

following papers:

• Shaw, R., Howley, E. and Barrett, E., 2017, November. Predicting the avail-

able bandwidth on intra cloud network links for deadline constrained workflow

scheduling in public clouds. In International Conference on Service-Oriented

Computing (pp. 221-228). Springer, Cham.

• Duggan, M., Shaw, R., Duggan, J., Howley, E. and Barrett, E., 2019. A

multitime-steps-ahead prediction approach for scheduling live migration in

cloud data centers. Software: Practice and Experience, 49(4), pp.617-639.

(Special Issue on Integration of Cloud, Internet of Things and Big Data Ana-

lytics)
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4.1 Predicting Bandwidth for Deadline Constrained

Workflow Scheduling

4.1.1 Introduction

Data-intensive applications often modelled as workflows are routinely used through-

out many fields of scientific research. These types of applications are frequently

used in detecting gravitational-waves [132], earthquake hazard analysis [133] and

assembling astronomical images of the galaxy [134]. Workflows play a key role

in assisting scientists to orchestrate complex multi-step computational analysis on

extensively large data sets. Modern day scientific workflows have advanced consid-

erably and continue to become increasingly large to the scale of up to one million

tasks while generating terabytes of data [131]. As a result, such workflows require

vasts amounts of rich and diverse resources accessible across distributed platforms

in order to address their ever growing processing, storage and network requirements.

Cloud computing has emerged as a more recent service provisioning model capable of

delivering on-demand access to vasts amounts of compute resources on a pay per use

basis. The use of virtualisation technology enables users to dynamically procure vir-

tual machines and release resources on demand with varying combinations of CPU,

memory and storage available to meet both performance requirements and bud-

get constraints. Since its advent cloud computing has gained widespread adoption

across numerous industries and sectors due to its cost associativity, reliability and

the dynamic availability of resources [26]. Through the advancement of cloud based

services scientists have immediate access to large scale distributed infrastructure and

customized execution environments. With such compelling advantages over conven-

tional grids, cloud computing is fast evolving as the target platform for executing

large scale data intensive scientific applications requiring high throughput and data

analysis [140]. Executing scientific workflows on distributed cloud resources requires

a workflow scheduler to efficiently map dependent tasks onto the available resources,

where possible executing tasks in parallel in order to reduce total execution time.

Despite the recent introduction of HPC resources such as Amazons Cluster Compute

platform which offers improved networking capabilities research has shown that the
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overall performance remains limited by poor network throughput [148]. This is of-

ten caused by dynamically changing bandwidth availability on network links due to

the shared nature of the resource, as a result a decrease in bandwidth results in an

increase in data transfer times thus increasing total execution time and associated

rental costs of cloud resources. This highlights one of the key issues of scheduling

large scale scientific workflows onto distributed cloud resources which is the impact

of bandwidth variability and network congestion on data transfer times between

dependent tasks.

4.1.2 Motivation and Aims

Existing workflow schedulers need to be adapted to consider the implications of dy-

namically changing network behaviour on makespan and the associated costs of leas-

ing resources from public clouds. Currently, the vast majority of proposed scheduling

algorithms including both heuristic and meta-heuristics assume unlimited network

bandwidth between hosts [22, 146, 150] while a limited amount of research takes

into account bandwidth availability on workflow scheduling [17, 18, 240], however,

while these studies attempt to account for changes in resource availability at run

time the bandwidth on network links is assumed to be entirely certain and are more

reactive by nature. As the demand for cloud computing services continues to rise

exponentially, estimating network bandwidth plays a critical role in the development

of efficient and reliable schedulers capable of adapting to dynamically changing net-

work conditions in order to generate more efficient scheduling decisions. To address

this fundamental issue we propose:

• A network-aware scheduling approach deployable on public cloud infrastruc-

ture which schedules workflow tasks agnostic to underlying network conditions

in order to minimize makespan and associated costs of cloud resources.

• More specifically, we propose the implementation of ARIMA modelling as a

mechanism for predicting available bandwidth in order to promote efficient

utilization of limited network resources while generating improved schedules

for large data transfers.
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• We use a real bandwidth model and inject uncertainty into the bandwidth val-

ues on the network links in the form of white noise. Our proposed approach

demonstrates its ability to successfully predict bandwidth availability to im-

prove the timing of our scheduling in order to avoid peak hours of network

congestion while also meeting a hard deadline and reducing costs.

4.1.3 Problem Formulation

Scheduling heuristics often have distinct objectives depending on the problem they

intend on solving. This work focuses on generating an IaaS network-aware scheduler

to improve the timing of our scheduling relative to underlying network conditions

such that total execution time and costs are minimized while also satisfying a hard

deadline constraint. The cloud infrastructure model used in this work is based on

Amazons EC2 infrastructure. In particular, this work focuses on the network per-

formance within the EU region which consists of several hosts connected through a

series of network links. Each task Ti has a fixed processing time of one hour and

file sizes are fixed but vary across individual tasks in the workflow.

A workflow is frequently modelled as a DAG denoted as W =
{

V ,E
}

where

V =
{

T1 ,T2 ...Tn

}
is a set of tasks in the workflow and E is the set of directed edges

representing the data dependencies between tasks. A directed edge Ei ,j denotes that

task Ti is the parent task of task Tj . Child tasks can only execute once all parent

tasks have been processed and the data has been transferred while nodes on the same

level in the workflow are capable of being executed in parallel. A sample workflow is

illustrated in Fig.13(a). Each workflow W has an assigned deadline which is defined

as the maximum allowable time for the total execution of the workflow. In addition

public clouds facilitate parallel execution of tasks using multiple resources in the

cloud to speed up overall makespan. Therefore, in keeping with those protocols no

child task can be allocated the same host as its parent.
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(a) Workflow (b) Valid schedule

Figure 13: Sample workflow application with valid schedule

4.1.4 Network-Aware Scheduling

Our proposed cloud workflow management system is presented below in Fig. 14. The

overall system is divided into three separate components. In stage 1, the predictive

ARIMA model is trained offline taking as input the times series bandwidth training

data and test set to validate the model. In stage 2, the users submit their application

workflows and deadline constraints through the user interface. The system then

maps the workflow tasks on to the available resources. The performance estimation

module takes as input the predicted bandwidth values and determines the optimal

time frame to execute the workflow. More concretely, the decision support function

generates a series of valid schedules which satisfy the deadline constraint. From

these schedules an optimal schedule is selected based on the estimated makespan

and cost at various points in time. In the final stage the schedule is executed on

the cloud. Using the observed bandwidth on the network at execution time the cost

and makespan incurred by the schedule are calculated and the results are returned

to the user.
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Figure 14: Workflow scheduling architecture

We model the problem using a finite set of homogeneous compute resources

R =
{

r1 , r2 ...rn
}

which we assume have sufficient CPU, memory and disk in order to

execute each task Ti in the workflow. We assume that the file size F size
ti

generated by

task Ti is known in advance, therefore the data transfer time Ktij between a parent

task Ti and a child task Tj is calculated using Eq. 4.1. The execution of task Ti

on resource rj incurs an execution cost. Generally, for transferring data between

two tasks executing within the same region there are no transfer costs. Total cost

is calculated as a function of processing and data transfer time denoted below in

Eq. 4.2. , where Ktotal is the total data transfer time for each task in the workflow

and RC is the rental cost of the cloud resources. In addition, total execution time

ETtotal also known as the makespan of the workflow application can be defined as the

latest completion time of all tasks executed on all cloud resources which is computed

using Eq. 4.3. Figure. 13(b) above illustrates an example of a valid schedule for the

associated workflow.

Ktij =
F size
ti

(b)

Bw(bps)
(4.1)

Ctotal = Ktotal + PTtotal(rj)∀i ∈ R×RC (4.2)
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ETtotal = max(CTi)∀i ∈ T (4.3)

4.1.4.1 Data Model

The bandwidth model implemented as part of this study is based on bandwidth mea-

surements collected from Amazons EC2 cloud [241]. In particular, the bandwidth

values were taken from measurements of the network performance within Amazons

EU region. This benchmark study provides a measurement of the available band-

width on the network links at four points over a single day. In order to generate

a bandwidth model with a sampling distribution of 10 minute intervals the values

were interpolated resulting in a time series model composed of 10 minute intervals

over a 24 hour period. Two data sets were generated from the bandwidth mea-

surements. The first was the training set, in order to generate the training data

the initial bandwidth values over 24 hours were sampled at each interval and the

corresponding values were input into a Gaussian distribution in order to produce a

valid bandwidth model over 7 consecutive days. The Gaussian distribution served

to introduce uncertainty into the bandwidth values on the network links. The re-

sulting model consisted of 144 values for each day (6 data points per hour x 24

hours). Using the same procedure as above, a test set was also generated from

the initial distribution and used to validate the model. In the forecasting literature

there is generally no principled approach to dividing data into training and test sets.

Hyndman et al. [169] suggested an 80/20 split between the training and test sets,

where roughly 80% of the data is used to train the model and the remaining 20%

is used to test the model. Broadly speaking a commonly occurring ratio within the

community is to use 60-80% of the data as the training set and 20-40% as the test

set. Based on this we divided the bandwidth model using 70% of the data as the

training data which corresponded to the first 7 days worth of time series data. The

remaining 30% of the data was used as a test set which corresponded to the next 3

days.
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4.1.4.2 Forecasting Using ARIMA Modelling

As described in Chapter 3 Section 3.3, the objective of an ARIMA model is to de-

scribe autocorrelations and underlying systematic variations in time series data in

order to forecast future values. In this work the popular Box-Jenkins methodology

was employed in order to fit an ARIMA model to predict bandwidth availability

[213]. The Box-Jenkins methodology consists of several key steps in the construc-

tion of an ARIMA model, these include model identification, parameter estimation,

diagnostic checking and lastly forecasting and validation. Each of these steps are

detailed below.

Model Identification: the time series data must firstly be examined in order to

determine if the series displays any significant features such as trends and seasonal

effects. The data showed a seasonal periodic component which occurs within each

24hr period resulting in a continuous pattern of peaks and troughs. The Auto-

correlation Function (ACF) plot used to investigate the properties of a stationary

stochastic process also revealed strong periodic oscillations indicating the implemen-

tation of a seasonal ARIMA model to capture the strong seasonality present. It also

confirmed the series was non stationary and required differencing to attain station-

arity. To select the appropriate orders of both the non-seasonal components p, q

and seasonal components P ,Q of the model the ACF and Partial Autocorrelation

Function (PACF) plots of the differenced data were examined.

Model Estimation and Diagnostics: to estimate the model parameters the MLE

was adopted using R software. At a high level the estimation procedure selects the

values of the parameters which maximize the probability of generating the observed

time series data from the estimated model. In order to select the best model to fit

the data a common criterion known as Akaike Information Criterion (AIC) [242]

was used. This statistic is a fundamental measurement of the quality of a statistical

model for a series. The AIC value is overall a measure of a combination of the

number of parameters used in the model and also goodness of fit. Once a model has

been fit to the data the residuals left over were examined to ensure that they do not

contain significant autocorrelations which is a clear indication that the model can

100



Chapter 4 4.1. PREDICTING BANDWIDTH FOR WORKFLOW SCHEDULING

be improved.

Forecasting and Validation: using the model the bandwidth for the subsequent

day was forecast and compared to the test data as shown in Fig. 15. One of the

common measures of predictive accuracy is the Mean Absolute Percentage Error

(MAPE) as given by Eq. 4.4, where yt and ŷt are the observed and predicted values

of the time series. This statistic measures the average % that the forecast values

deviate from the actual values observed in the test set. The results showed that

the forecasts generated resulted in a MAPE of 2.81%. According to Lewis’ scale of

interpretation of estimation accuracy, forecasts which generate a MAPE score of <

10% can be deemed highly accurate [243]. As such we can conclude the predictions

are accurate and all future forecasts can be generated with confidence.

MAPE =
100

n

n∑
t=1

∣∣∣∣∣ ŷt − ytyt

∣∣∣∣∣ (4.4)
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Figure 15: Predicted and observed values for the subsequent day based on the
previous weeks bandwidth values used to fit the model

4.1.5 Experimental Details

This section presents the experimental evaluation that was carried out to demon-

strate the benefits of our approach. A cloud simulator was developed to evaluate

the proposed network-aware scheduling procedure which leverages the predictive ca-
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pabilities of the developed ARIMA model. The proposed approach maps the tasks

in the workflow to the available cloud resources such that no child task can be allo-

cated to the same resource as its parent and no two tasks on the same level in the

workflow can be allocated the same resource. In general, nodes at the same level can

be executed in parallel to speed up overall makespan. Using the forecasts generated

from our ARIMA model the algorithm calculates total execution time according to

Eq. 4.3 and rental costs as defined in Eq. 4.2 for each 10 minute interval occurring

after the time of submission. All of the estimated execution times that meet the

deadline constraint are added to a list and the shortest makespan is selected. The

schedule is then submitted to the simulator for execution and lastly the performance

metrics are calculated.

A non network-aware heuristic known as Execute-First was implemented as a bench-

mark. Once the workflow is submitted this heuristic maps tasks to resources and

executes the workflow without considering the implications of reduced bandwidth

availability on the schedule. To evaluate the proposed procedure using reasonable

deadline constraints the Execute-First heuristic was run over 30 iterations calculat-

ing the makespan of each 10 minute interval in a single day. The average earliest

and latest finish times were computed in order to define deadline D denoted in Eq.

4.5, where parameter m is defined as 1, 30 and 60 to evaluate the performance of

the algorithms over low, medium and high deadline constraints. We evaluate the

performance of both algorithms over 1000 runs to demonstrate the benefits of a

more efficient and reliable network-aware methodology.

D = EFTaverage +m×
(
LFTaverage − EFTaverage

)
. (4.5)

4.1.6 Preliminary Results & Discussion

Our preliminary results show how our model can effectively reduce costs and total

execution time while complying with hard deadlines constraints. Figure 16 shows

the total execution time in hours for all 3 deadline categories. These results show

the advantage of using the predictive capabilities of ARIMA modelling to inform

our scheduling decision, our approach selects the most opportunistic time frame
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Figure 16: Total execution time generated for both approaches over low, medium
and high deadline constraints

within the deadline to transfer data resulting in shorter execution times. Evidently,

the performance of our approach continues to increase when deadlines span over a

greater number of hours. This is largely due to the visibility our ARIMA driven

algorithm has over dynamically changing bandwidth availability, as a result it has the

capacity to promote more efficient utilization of limited network resources. However,

even when faced with a tight deadline our predictive model outperforms the Execute-

First algorithm generating improved schedules for large data transfers. Figure 17

also shows a significant reduction in costs as our network-aware scheduler postpones

execution until network conditions are more optimum. Conversely, the Execute-

First algorithm incurs larger costs due to poor scheduling decisions resulting in

longer transfer times when the network is saturated.
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Figure 17: Total costs generated for both approaches over low, medium and high
deadline constraints
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Figure 18 shows the performance of both algorithms relative to each of the defined

low, medium and high deadlines constraints. In order to show the results more

clearly we normalize the execution times generated by each algorithm using ET /D

where ET is the execution time and D is the deadline constraint. These results

again demonstrate the improved efficiency achieved using our proposed algorithm.

In particular, the developed predictive scheduler has the capacity to meet a specified

deadline but more importantly expedites the data transfer process to effectively

reduce overall costs as shown in Fig. 19. The Execute-First algorithm performs least

best as it cannot perform any reasoning over the impact of dynamically changing

bandwidth availability on the network links to guide scheduling decisions. As a

direct result, it schedules tasks in the workflow at sub-optimal times when network

conditions are insufficient. As shown in Fig. 19, this generates extensive additional

rental costs of cloud resources as communicating VMs must remain active until the

data is transferred from the sender, propagates through the network and is received

at the other end for processing.
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Figure 18: Execution time with deadline
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Figure 19: Execution time relative to deadline and overall costs for both approaches

4.1.7 Conclusion

This work presented an initial attempt at developing a more reliable network-aware

scheduler which unlike the vast majority of current studies aims to address a key

challenge when executing large scientific workflows on public clouds which is the un-

certainty of bandwidth availability on workflow scheduling decisions. The efficient

execution of data-intensive workflows on public clouds is largely reliant on the avail-

able bandwidth on intra cloud network links which fluctuates over time. In order to

enable a more cost effective and reliable workflow management system which reduces

the negative impact of bandwidth uncertainty on workflow performance we leverage

the predictive capabilities of ARIMA modelling and generate a novel network-aware

workflow scheduling approach. Our empirical results have shown that by adopting

a scheduling procedure which has the capacity to reason over the impact of dy-

namically changing bandwidth availability we can transfer data across the network

at more optimal times while meeting the specified deadline. This results in both

shorter execution times and achieves considerable cost reductions.

4.1.8 Impact on State of the Art

Research has shown that data transportation delays over network links can have a

negative impact on the execution performance of scientific workflows in cloud envi-

ronments due to dynamically changing bandwidth availability [148, 149]. A decrease

in bandwidth resources can cause an increase in data transfer times thus increasing

total execution time and associated rental costs of cloud resources. The majority
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of workflow scheduling solutions naively assume bandwidth availability is unlimited

and entirely certain. A small number of works have focused on bandwidth availabil-

ity constraints to improve the scheduling problem. However, most of the suggested

approaches are reactive and base decisions on current resource consumption [17, 18,

146]. In the literature some approaches have considered the impact of network and

communication costs. However, our work makes improvements and extensions to

existing literature in a number of ways.

Compared to the work of Genez et al. [141] who explored the impact of imprecise

estimates of bandwidth availability on scheduling decisions in Hybrid clouds, we fo-

cus on the scheduling problem in a public cloud scenario where the competition for

network resources is much greater. Furthermore, we employ an ARIMA modelling

time series approach and show how it can be harnessed to improve the scheduling

of workflow in terms of cost while also meeting deadline constraints.

In the literature, Hu et al. [154] also proposed an approach to estimate network

traffic performance for sharing large scientific data across geographically distributed

resources. They also employed an ARIMA model to predict traffic using SNMP data

to enable better planning and reduce data transfer time. However, while the authors

used the problem of transferring large volumes of data generated from scientific

applications to motivate this research, they did not directly apply their approach

to the workflow scheduling problem and show how it could improve the execution

process. Unlike our work we use a real bandwidth model based on Amazon EC2

network links and show how ARIMA modelling can be applied to the workflow

scheduling problem in public clouds to achieve more efficient scheduling decisions.

4.1.9 Limitations

Although the results presented in Part 1 of this chapter demonstrate how a predictive

network-aware scheduling approach using ARIMA modelling has the capacity to

improve workflow execution the limitations of this work must also be considered.

One of the limitations of this approach is that ARIMA models in general by there

nature are often trained in an offline manner. Consequentially, if new data became
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available the entire modelling procedure would need to be repeated. In the context

of the cloud, for example, where flash crowd events occur it can result in delays in

the network as bandwidth availability oscillates. The data used to train the model

prior to the event will not have captured those spikes in demand and as a result could

impair prediction accuracy leading to ineffective scheduling decisions. Furthermore,

this research was primarily focused on the development of a more efficient and

reliable scheduler capable of adapting to dynamically changing network conditions

in order to generate more efficient scheduling decisions. However, we do not consider

other aspects of the scheduling problem such as how best to allocate the tasks of

large complex workflows onto heterogeneous resources with various budget and time

constraints.

4.2 An RNN Prediction Approach for Scheduling

Live Migration in Cloud Data Centres

4.2.1 Statement of Contribution

The work presented below was a result of joint collaborative research in which the

PhD candidate was the second author on the journal paper. The purpose of this

section is to clearly delineate the contribution made by the second author to this

work. The contribution was the following:

• Provided the bandwidth data for this research. The bandwidth model was

an important contribution to this research which was to foster a predictive

network aware live migration strategy to determine the best time to migrate

VMs in the data center.

• Proposed and conducted predictive experimental analysis using the following

predictive models for the bandwidth data: RW, ARIMA, LR and ANNs with

backpropagation and the sliding window method (8 models in total) and wrote

the results for these models. Although an RNN model was also used with the

bandwidth data, the application of this model and the reported results was

the work of the first author of the journal paper.
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• Lastly, the PhD candidate also contributed to the writing of other aspects

of the paper including the bandwidth data model and the literature review

section.

Live migration has attracted much attention over the years. however, the primary

focus has been geared towards power management and the efficiency of physical hosts

as highlighted in the work of Beloglazov et al. and Verma et al. [20, 106]. More

recently, researchers have been looking closely into how network traffic contributes

to long delays when migration of VMs occurs. The overall contribution of the

research presented below is two fold. Firstly, predictive modelling is employed to

estimate CPU usage of hosts in the data center as a mechanism for host overload

detection which is important to achieve efficient and effective management of cloud

resources. Secondly, unlike the vast majority of works in the literature, this work

considers network loads to improve the migration of VMs in the datacenter, which

is becoming a more critical and essential component given the continued growth and

adoption of cloud based services. Estimating future network traffic can enable better

planning, improved resource optimization and faster transferring of data. Below we

include the work of the first author merely as a means of providing the background

and overall context of this research.

4.2.2 Introduction

Scheduling the most optimal time for live migration to occur is a challenging problem

for resource planning in cloud data centres. Resource management mechanisms

should not only have the capacity to anticipate when live migration will be required

as hosts become over-utilised but also need to be able to determine how congested

network traffic is when live migration is scheduled to occur. As server consolidation

continues to attract attention from an energy perspective, more research dedicated

to the cause and effects of long migration times will be of paramount importance

due to the direct impact on performance and delivery of service guarantees. In

particular, research has shown that in 2017, Internet traffic increased from 122 EBs

per month to 201 EBs in 2019 and this figure is expected to rise to 396 EBs by

the year 2022 [9]. The rise in network traffic combined with elevated user QoS

requirements continues to create new challenges for cloud providers and existing
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resource management and scheduling strategies. In this work, we apply several

forecasting algorithms to optimise the scheduling times of migration and improve a

data centres efficiency by reducing service violations. We implement a RNN learning

algorithm to predict CPU and network bandwidth to better schedule live migration

prior to hosts becoming overloaded while also providing visibility over dynamically

changing network resources. We compare the results against nonlinear and linear

forecasting algorithms.

4.2.3 Motivation and Aims

CPU is one of the most important metrics for measuring and testing the perfor-

mance of a host, in particular many researchers have used this metric to predict the

performance of hosts within a data center [187, 244]. A number of research studies

have investigated one step ahead CPU utilisation forecasting methods [187, 244,

245]. However, these one step ahead prediction models usually forecast on a short

time scale no longer than 5 minutes ahead. An algorithm that has the capacity to

predict more accurately further into the future will provide a better opportunity to

prevent a host becoming over-utilised in future time steps. Furthermore, research

has shown [246] that predicting a workload on a shorter time scale in general is

more difficult than predicting for long-term time scales i.e. time steps of days or

weeks. This is due to the fact that cloud resources in these short time scales can be

extremely volatile making it difficult for forecasting algorithms to produce accurate

predictions for short time scales i.e. 5 minutes to 1 hour. This is highlighted by

Armburst et al. who lists performance unpredictability as one of the main obstacles

to preventing the growth of cloud computing [247]. The further into the future that

an algorithm can accurately predict resource usage plays a pivotal role in how well a

data centre is able to optimise finite resources. This is one of the key ideas that has

motivated this research. Another key metric when investigating live migration is the

network bandwidth availability as it impacts how quickly a VM will be transferred

from a source to a destination host. Hu et al. [154] demonstrate that estimating

future network traffic can enable better planning, greater resource provisioning and

faster transferring of data.
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The main contributions of this work are as follows:

• We compare nonlinear and linear forecasting model accuracy including a RNN

when predicting CPU and bandwidth data.

• We further examine the performance of the RNN when predicting host CPU

and network bandwidth for multiple time steps into the future.

• We examine the performance of a data center when both linear and non-linear

predictive models are implemented in a simulated cloud environment.

4.2.4 Predictive Scheduling for VM Live Migration

In this chapter we compare several nonlinear and linear one time step ahead predic-

tion algorithms with a multi time step ahead algorithm known as a RNN to predict

host CPU and network bandwidth utilisation to improve the scheduling of VM live

migration. The goal of this approach is to predict bandwidth and host CPU utili-

sation in an automatic manner so that more informed migrations can be scheduled

while helping to ensure more optimized use of the available cloud resources at criti-

cal times.

A multi-layer ANN often referred to as a standard feed forward neural network is one

of the most well known ANN models. The standard feed-forward network consists

of an input layer of neurons, one or multiple hidden layers of neurons and an output

layer. The neural networks receives information in form of a signal (normalised

between 0 and 1) through the input layer neurons and then outputs a signal using

the sigmoid activation function. The signal that the original networks receive is

in the form of two CPU utilisation values from a host machine or two bandwidth

utilisation values. Both sets of data are normalised between 0 and 1. The two input

values (CPU or bandwidth) are propagated forward through the hidden layers of

neurons via weighted connections. Then the network calculates an output at the

output layer neuron or neurons. The neural networks used in this work have multiple

output values which correspond to future CPU of a host machine or bandwidth

values. An error signal is calculated by finding the difference between the actual

and the predicted value. This error is then propagated back through the network,
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and the weights are adjusted to correct the error of the prediction. This work also

implements a specialised RNN neural network. As discussed in Section 3.2.2. RNNs

differ from standard feed-forward networks in that the neurons in the hidden layer

have recurrent feedback connections which allow the output from previous steps to

be fed back into the current step. This gives rise to a memory component which

captures information about previous observations in order to generate a mapping of

inputs overtime to an output value. The RNN is trained using the popular BPTT

methodology [202]. Other popular models that were also applied and used as part

of the comparison study include LR, ARIMA modelling, MA and RW.

4.2.4.1 Data Models

Two data models (bandwidth and CPU) were used in this work as data for the

learning algorithms to predict and also as input to our simulator.

Bandwidth Data: The bandwidth model implemented as part of this study is based

on TCP bandwidth measurements collected from Amazons EC2 cloud [241]. In par-

ticular, the bandwidth values were taken from measurements of the network perfor-

mance within Amazons EU region. This benchmark study provides a measurement

of the available bandwidth on the network links at four points over a single day. In

order to generate a bandwidth model with a sampling distribution of 10 minute in-

tervals the values were interpolated resulting in a time series model composed of 10

minute intervals over a 24 hour period. In general, the more data that is available to

fit a predictive model provides a greater opportunity to generate better predictions.

Two data sets were generated from the TCP bandwidth measurements [241]. The

first was the training set, in order to generate the training data the initial bandwidth

values over 24 hours were sampled at each interval and the corresponding values were

inputted into a Gaussian distribution in order to produce a valid bandwidth model

over 7 consecutive days. The Gaussian distribution served to introduce uncertainty

into the bandwidth values on the network links. The resulting model consisted of

144 values for each day (6 data points per hour x 24 hours) or 1008 values in total.

Using the same procedure as above, a test set was also generated from the initial

distribution and used to validate the selected models. The test set contained 432
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values (3 days workload) and was used to test the accuracy of the predictive models

in this study. In the forecasting literature there is generally no principled approach

to dividing data into training and test sets. Rob Hyndman (2014) [169] suggested

an 80/20 split between the training and test sets, where roughly 80% of the data is

used to train the model and the remaining 20% is used to test the model. Broadly

speaking a commonly occurring ratio within the community is to use 60-80% of the

data as the training set and 20-40% as the test set. Based on this we divided the

bandwidth model using 70% of the data as the training data which corresponded to

the first 7 days worth of time series data. The remaining 30% of the data was used

as a test set which corresponded to the next 3 days. By dividing the data using

these ratios it helps to improve the ability of the model to generalize to unseen data.

CPU Data: (* contribution of co-author) The CPU data model implemented

as part of this study is Google’s cluster data trace [248] that details the resource

usage information of machines in a cluster for a 29-day trace-period. This data

set is over 300GB in size and contains information of over 12,000 host machines in

Google’s data centres. In this work we are only concerned with the CPU values

from this data set. All of the learning algorithms mentioned above are trained on

a CPU data set that contain 7623 values and tested on a data set that contain 144

CPU values. The testing data contain 144 values representing each 10 minute in 24

hours. The training data is 53 days. The reason for having such a large training set,

is that there is a huge amount of variation within the Google cluster data trace and

this will give each algorithm an opportunity to discover patterns within the data.

4.2.5 Experimental Details

The first set of experiments involves comparing the accuracy of each of the learning

algorithms for bandwidth resources. As the RNN is specifically designed to perform

sequenced planning, we explore the application of the RNN for multi-time step ahead

predictions of the bandwidth data. The purpose of the multi-time step ahead exper-

iments is to determine how far into the near future a recurrent network can predict

and still produce accurate results. This experiment would be advantageous in real

world data centres as to know in advance if a host will become over-utilised or when
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bandwidth will become saturated so that improved schedules can be generated. We

repeat the same set of experiments on the CPU data. We further experiment and

measure the prediction accuracy for each learning algorithm and then for the RNN’s

multi-time steps ahead CPU predictions when trained on one host’s CPU data and

tested using a different host’s CPU data. Again this experiment would be advanta-

geous in real world data centres when a host is predicted to become over-utilised and

another host must be selected for VMs to be moved onto without causing SLAVs

on the new host. Finally, the last experiment investigates how well an RNN model

can improve data centre efficiency compared to other learning approaches by deter-

mining when a host will be over-utilised and when is the best time to initiate live

migration. The effectiveness of each algorithm will be measured measured in terms

of SLAs and energy consumption.

Each neural network used to predict CPU values has three hidden neurons in the

hidden layer and initially has two inputs to the input layer. When parameter sweeps

were conducted, they showed that a network with three hidden neurons produced

the best results. For the bandwidth data it was found that for a feed-forward ANN,

a configuration of two hidden layers with 50 neurons provided good performance

for modelling of bandwidth resources. The parameter sweeps also highlighted that

having more than two inputs for the RNN on both the bandwidth and CPU utilisa-

tion did not increase the performance. Each neural network is trained over 10,000

evaluations and will be evaluated on unseen test data. The experiments are repeated

over 10 runs to ensure the reliability of the results.

In our evaluation, we also examine how many inputs a standard feed-forward ANN

trained with backpropagation requires to produce similar accuracy as a recurrent

network. We have implemented the sliding window technique [24] to enable the

backpropagation algorithm to predict both CPU and bandwidth. An important

contribution of feed forward neural networks is that they are capable of modelling

more complex non-linear functions, as a result they are widely used as time-series

forecasters. However, neural networks rely on the assumption that there is a learn-

able mapping from a set of inputs sequences to output values, unlike recurrent neural

113



Chapter 4
4.2. AN RNN PREDICTION APPROACH FOR SCHEDULING LIVE MIGRATION IN CLOUD

DATA CENTRES

networks which have the ability to learn the context (temporal dependency) of ob-

servations over time. In order to generate good performance a key requirement of

feed forward neural networks is the specification of the temporal dependency of the

time series data in the design of the model. As a result to fine-tune the performance

of our model, experiments were conducted with the sliding window method [249].

As discussed by Dietterich et al., the sliding window method enables the conversion

of a sequential learning problem into a classical supervised learning problem. This

method maps an input sequence of size k to an output value y, where the input

sequence x is a vector of bandwidth or CPU values over k time intervals and the

predicted value yt is r intervals ahead of the input sequence. A new input sequence

is used to estimate future values by being converted into a sliding window, applying

the model to predict each yt and concatenating each output to generate the pre-

dicted sequence y. The size of the windows considered in this paper are 2, 10, 20

and 30, these all relate to number of inputs of CPU or bandwidth to the network. By

conducting experimental parameter sweeps windows in increments of 10 provided

good performance for both data sets.

4.2.5.1 Error Metrics

We evaluate the accuracy of the trained models using the Root Mean Square Er-

ror (RMSE), Mean Absolute Error (MAE), Mean Squared Error (MSE) and Mean

Absolute Percentage Error (MAPE) statistics. These statistics are defined below

where ŷt and yt denote the forecasted and actual values respectively. While n is the

number of values in the sequence.

MAE measures the difference between the predicted value and the actual value by

calculating the mean of the absolute error. MAE tells us how big of an error we can

expect from the forecast on average, as shown in Eq. 4.6.

MAE =
1

n

n∑
t=1

|ŷt − yt| (4.6)

MAPE calculates the average % the forecasted values deviate from the actual values

observed in the data set, as shown in Eq.4.7.
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MAPE =
100

n

n∑
t=1

∣∣∣∣∣ ŷt − ytyt

∣∣∣∣∣ (4.7)

Both the MAPE and MAE methods are based on the mean error, and are more likely

to underestimate the impact of large infrequent errors. This is why MSE and RMSE

are also used in this work to generate a more reliable measure of prediction accuracy.

MSE is a calculation of the average squared difference between the predicted and

actual values. For each of the data points used it is the vertical distance from a

point to the corresponding ŷ value on the curve (the error) squared. A summation

of all these values for all data points is carried out and divided by the number of

values n. The squaring of each error is required to prevent negative values and also

gives weight to larger errors. The smaller the MSE, the closer the fit will be to the

data.

MSE =

n∑
t=1

(ŷt − yt)2

n
(4.8)

RMSE is the square root of the mean square error. By squaring the errors before

calculating the average and then taking the square root of the average, we arrive at

a measure of the size of the error that also gives a higher weight to the larger errors

and is of particular use when large errors are undesired.

RMSE =

√√√√ n∑
t=1

(ŷt − yt)2

n
(4.9)

4.2.5.2 Simulator

(*contribution of co-author) In this work, the targeted system is an IaaS envi-

ronment, represented by a simulated data centre consisting of a cluster of 600 host

machines represented as H 〈h1, h2, ....hn〉. Each host hn contains a set of allocated

VMs V 〈v1, v2...vn〉 and has a capacity of ah. Each VM is of size 1024MB. Each

VM is allocated av of CPU. Therefore, the maximum number of VMs allocated to

a host is represented as m=ah/ av. In the interest of simplification, we assume that

all of the host machines and VMs in the simulated environment are homogeneous.
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The tasks processed by each VM will be driven by the Google cluster trace data-

set detailed above. Any host CPU utilisation greater than 85% is deemed to be

over-utilised. The over-utilised host detection policies will be continuously moni-

toring each host’s CPU utilisation. A host will stay in an over-utilised state until

necessary VM migrations take place. Live migration occurs once a host becomes

over-utilised and VMs will be moved between hosts. Live migration will have a

negative impact on the performance of the host machine and VMs. Voorsluys et al.

[250] have shown that a VMs performance degradation and downtime during live

migration depends on the application’s behaviour (i.e. how many memory pages

the application transfers during live migration). The average performance degrada-

tion including the downtime can be estimated as approximately 10% of the CPU

utilisation. Moreover, in our simulations we model that the same amount of CPU

capacity is allocated to a VM on the destination host machine during the course of

migration. This means that each migration may cause SLAVs, thus, it is crucial to

minimise the number of VM migrations and select a host machine which will not

become over-utilised if a VM is placed on it. The length of a live migration depends

on the total amount of memory used by the VM and the total network traffic in

the cloud environment which will vary at each time (t). Once it has been decided

that a host is over-utilised, the next step is to select particular VMs to migrate from

the host. We have implemented the minimum migration time policy, which selects

a VM that will require the minimum time to complete a migration relative to the

other VMs allocated to the same over-utilised host. VMs are selected based on their

RAM utilisation. If no suitable host is available for in the current time step then no

migration will take place and the host will remain over-utilised. Each VM will be

assigned resources from the assigned host’s RAM and CPU. In this work we have

implemented a sequential migration transfer policy of VMs which means that VMs

will be transferred one after another. Due to workload changes, resources used by

the VMs, (CPU) will vary, possibly leading to SLAVs and increased energy con-

sumption. SLAV will occur in host machines when the total demand for the CPU

performance exceeds the available CPU capacity ah.
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Power consumption by host machines in data centers is determined by the CPU,

memory, disk storage, power supplies and cooling systems [251]. Studies [123, 252]

have shown that the power consumption by a host machine can be accurately de-

scribed by a linear relationship between the power consumption and CPU utilisation.

The power model is similar to the power model used in [106]. In this work only the

HP ProLiant G4 hosts are used. Table 1 represents the power usage at each of the

10% CPU utilisation interval of the host.

Table 1: Power Model Implemented in a Simulated Cloud Data Centre

Server Load % 0% 10% 20% 30% 40% 50% 60% 70% 80% 90% 100%

HP ProLiant G4 (KWh) 86 89.4 92.6 96 99.5 102 106 108 112 114 117

We implemented CloudSim’s (2011) network flow model for calculations of current

delay in the network when migrating VMs [253]. They use point to point commu-

nication for data from source u to destination d entity which is called the flow and

is represented as f= sizef; u; v, where sizef is the number of bytes in the flow and

vn is the current VM being migrated from source host u to destination host d. The

bandwidth that is available between two entities is represented as bw, the latency is

denoted as lat. The duration of a single network flow can be calculated as shown in

Eq.4.10.

delay(u, d, vn) = lat+ sizef/bw (4.10)

Migration from an over-utilised host will stop automatically when the host is under

the threshold set at 85% of the host CPU utilisation. The total delay for the network

at each time step is measured as shown in Eq. 4.11.

totalDelay =
n∑

v=1

delay(u, d, vn) (4.11)

To calculate the impact that one VM migration would have on the network link

bandwidth, we defined bwl(vn) as the network bandwidth consumed by one VM.

The total traffic Tr generated by a group of VMs V from the host selected hn is as

shown in Eq.4.12.
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Tr(hn) =
n∑

v=1

bwl(vn) (4.12)

Where v is the set of VMs to be migrated. The latency model has a direct effect on

the bandwidth model. The higher latency lat, the lower bwl will be available. The

higher utilisation of network, the lower bwl will be available. When vn is migrated

from hn then its utilisation is recalculated and is then compared to a over-utilised

threshold. We only consider the host’s CPU utilisation as an indicator to measure

if a host machine is over-utilisation.

4.2.6 Results and Discussion

The results of each set of experiments described above in Section 4.2.5 are delineated

below. First, the results of the bandwidth experiment will be presented followed by

the CPU result and lastly the overall simulator results.

4.2.6.1 Bandwidth Prediction Results

This section presents the results from the range of models that were implemented

to predict bandwidth resources. The results of both predicting a single time step

and multiple time steps ahead are presented below.

Linear and Non-Linear Models: A comparison on the accuracy of each of the

bandwidth forecasting models is presented below for both the training data and

test data sets. The calculated metrics on the training data allows us to measure

the performance of the fitted models while the results generated from the test data

demonstrates the predictive accuracy and ability of each model to generalize to un-

seen data.

Table 2 evaluates the models across each of the selected performance metrics. The

results overall show that non-linear models perform best, this is largely due to the

characteristics of the bandwidth model. The data has significant seasonal patterns

with daily peaks and troughs evident throughout that need to be modelled. However,

as shown in in Fig. 20, the data also remains largely stochastic between successive
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time-steps with persistent irregular fluctuations while no long term trend is evident.

In particular, the backpropagation (sliding window size 20) algorithm performed

best followed by backpropagation (sliding window size 30) while ARIMA narrowly

outperformed BPTT on the training data. Although Linear Regression is a common

prediction method, our experiments showed it performed the least best out of all

of the selected models with a MAPE of 7.7215 on the training data. This is not

surprising as the bandwidth data does not display a linear trend, it is stochastic

displaying various fluctuations over time and as a result fitting a straight line through

the data results in significant errors on both sides of the fitted line as the model

struggles to capture any of the variations in the data.

Table 2: Bandwidth Training Data Prediction Accuracy

Algorithm MSE RMSE MAE MAPE

BPTT (*contribution of co-author) 184.9968 13.60135 11.0208 1.8379
Random Walk 495.9737 22.2705 17.69222 2.9171
Moving Avg 371.3637 19.2708 15.3689 2.5327

Linear Regression 2985.1861 54.6369 46.2198 7.7215
ARIMA 200.1808 14.1485 10.6497 1.7556

Backpropagation (Sliding Window 2) 432.4122 20.7945 16.7863 2.7521
Backpropagation (Sliding Window 10) 295.5467 17.1915 13.6178 2.2359
Backpropagation (Sliding Window 20) 88.7296 9.4196 4.9847 0.8179
Backpropagation (Sliding Window 30) 155.9807 12.4892 9.7944 1.6294

The true accuracy of a predictive model can only be determined by considering how

well it performs on new data which was not used to train the model. Table 3 presents

the results of each predictive model relative to the test set. The results show BPTT

outperformed all other algorithms with a MAPE of 1.430. In these experiments this

algorithm shows its capacity to learn complex relationships in the bandwidth time

series data but it also highlights its ability to generalize well to unseen data, thus

indicating the reliability of the model for future predictions. Similar to what was

observed in the training results the backpropagation(Sliding Window 20) algorithm

performed best out of the remaining approaches. Our empirical evaluation found

that by adjusting the size of the input sequence from 10 to 20 values it provides

more specific knowledge about the underlying structure of the data resulting in

an improved MAPE of 2.3798, MAE of 14.3671, RMSE of 17.9463 and a MSE of

322.0703 . Unlike the training results ARIMA achieved a slightly better result on

the test data in comparison to the backpropagation(Sliding Window 30). In terms

of the more simplistic models they perform similarly. In particular, they show their
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inability to model the fundamental characteristics of the bandwidth data with MA

performing least best overall with a MAPE of 7.7112. Overall BPTT, ARIMA

and backpropagation with different sized sliding windows resulted in acceptable

performance. Figures 20 and 21 show the predictive performance of these algorithms

relative to the actual values observed in the test data over a single day.

Table 3: Bandwidth Test Data Prediction Accuracy

Algorithm MSE RMSE MAE MAPE

BPTT (*contribution of co-author) 121.9398 11.0426 8.5788 1.430
Random Walk 3030.3417 55.0485 46.0220 7.6971
Moving Avg 3065.7450 55.3692 45.6627 7.7112

Linear Regression 3021.8770 54.9716 46.2478 7.6953
ARIMA 438.557 20.9418 16.7241 2.7859

Backpropagation (Sliding Window 2) 422.8099 20.5623 16.5327 2.7110
Backpropagation (Sliding Window 10) 362.5414 19.0405 15.1452 2.4981
Backpropagation (Sliding Window 20) 322.0703 17.9463 14.3671 2.3798
Backpropagation (Sliding Window 30) 457.3444 21.3856 17.1363 2.8309
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Figure 20: BPTT and BP(Sliding Window 20)

RNN Multi Time Step Ahead: (*contribution of co-author) In the pre-

vious experiment the recurrent neural network trained with the BPTT algorithm

outperformed all other approaches. In this experiment the BPTT algorithm will be

evaluated in terms of its ability to accurately predict bandwidth to determine by

how much do predictions decrease the further into the future the network attempts

to predict. In particular, the performance of the BPTT algorithm will be further

assessed based on its ability to predict bandwidth from 1 to 6 time steps ahead.

Each time step represents a 10 minute interval, thus equating to 1 hour of future

120



Chapter 4
4.2. AN RNN PREDICTION APPROACH FOR SCHEDULING LIVE MIGRATION IN CLOUD

DATA CENTRES

 450

 500

 550

 600

 650

 700

 750

 800

01
-1

5
02

:0
0

01
-1

5
04

:0
0

01
-1

5
06

:0
0

01
-1

5
08

:0
0

01
-1

5
10

:0
0

01
-1

5
12

:0
0

01
-1

5
14

:0
0

01
-1

5
16

:0
0

01
-1

5
18

:0
0

01
-1

5
20

:0
0

01
-1

5
22

:0
0

M
bp

s

Time

Predicted and Actual Bandwidth Values 

Actual
BackPropagation(SlidingWindow10)

ARIMA

Figure 21: Predictive performance of BPTT, ARIMA and various Backpropagation
approaches

bandwidth availability.

Similar to the previous experiment the results for both the training and test sets

are presented in Table 4 and Table 5. As shown, BPTT is capable of achieving

significant predictive accuracy when forecasting multiple time steps into the future

with a MAPE of between 1.8379 and 3.502 and a RMSE between 13.6014 and 26.8113

for time steps 1 to 6 for the training data. The model also generated a MAPE score

between 1.430 and 2.967 and a RMSE of 11.0426 and 22.0968 for the test data. This

indicates the reliability and overall robustness of the recurrent neural network for

estimating bandwidth resources over a longer time horizon. Also evident as shown in

Fig. 22 is the approximately linear growth in the error of the algorithm the further

out into the future it attempts to predict.

Table 4: Multi-step Ahead Training Data Prediction Accuracy

Step Ahead MSE RMSE MAE MAPE

1 Step Ahead 184.9968 13.6014 11.0208 1.8379
2 Step Ahead 436.0588 20.8820 16.7036 2.770
3 Step Ahead 500.8841 22.3804 17.8305 2.95
4 Step Ahead 552.0954 23.4967 18.8824 3.137
5 Step Ahead 592.6458 24.3443 19.4938 3.221
6 Step Ahead 718.8461 26.8113 21.1520 3.502
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Table 5: Multi-step Ahead Test Data Prediction Accuracy

Step Ahead MSE RMSE MAE MAPE

1 Step Ahead 121.9398 11.0426 8.5788 1.430
2 Step Ahead 237.5089 15.4113 12.0718 2.001
3 Step Ahead 257.1531 16.0360 12.5853 2.081
4 Step Ahead 318.3459 17.8422 14.1399 2.330
5 Step Ahead 407.0782 20.1762 16.2011 2.678
6 Step Ahead 488.2690 22.0968 17.9570 2.967
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Figure 22: MAE for BPTT for “multi-time steps” ahead bandwidth predictions

4.2.6.2 CPU Prediction Results

This section presents the results for the three CPU forecasting experiments (*con-

tribution of co-author).

Linear and Non-Linear Models: First we examine the training prediction ac-

curacy and then the testing prediction accuracy for all algorithms for Linear and

non-Linear models. Table 6 displays MSE, RMSE, MAE, MAPE, for each of the

algorithms. Table 6 shows that each algorithm performs similarly across all metrics

on the training data. Based on the MAPE, BPTT has the highest accuracy.

Table 7 shows the results of each algorithm on the test data. Again each algorithm

performs similarly across all metrics on the test data. Based on the MAPE metric

BP with sliding window 30 had the worst performance. BPTT performed the best

out of all. Figure 23 shows the prediction results for both the BPTT and LR

algorithm. Both algorithms perform similarly when compared to the actual tested
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Table 6: Train CPU Data Prediction Accuracy

Algorithm MSE RMSE MAE MAPE

BPTT 0.00761 0.0872 0.0639 0.1395
Random Walk 0.0078 0.0887 0.0604 0.2644
Moving Avg 0.0089 0.0947 0.0649 0.3238

Linear Regression 0.0075 0.0867 0.0608 0.2843
ARIMA 0.1719 0.0505 0.1498 0.1498

Backpropagation(Sliding Window 2) 0.0079 0.0893 0.0660 0.3621
Backpropagation(Sliding Window 10) 0.0084 0.0918 0.0673 0.1695
Backpropagation(Sliding Window 20) 0.0041 0.0638 0.0455 0.1315
Backpropagation(Sliding Window 30) 0.0064 0.0798 0.0554 0.1714

CPU dataset. In the next section the RNN model will be examined specifically on

how far into the future it is accurately able to predict CPU data.

Table 7: Test CPU Data Prediction Accuracy

Algorithm MSE RMSE MAE MAPE

BPTT 0.0144 0.1202 0.0818 0.1237
Random Walk 0.0188 0.1370 0.0843 0.1498
Moving Avg 0.0228 0.1509 0.0988 0.1516

Linear Regression 0.0144 0.1201 0.0828 0.1248
ARIMA 0.1719 0.0505 0.1498 0.1498

Backpropagation (Sliding Window 2) 0.0146 0.1208 0.0859 0.1278
Backpropagation (Sliding Window 10) 0.0396 0.1990 0.1690 0.2184
Backpropagation (Sliding Window 20) 0.0691 0.2628 0.2298 0.2975
Backpropagation (Sliding Window 30) 0.0809 0.2844 0.2527 0.3220

RNN Multi Time Step Ahead: This experiment involved predicting the CPU

utilisation of a host machine from one to six time steps into the future. Each of

these time steps corresponds to 10 minutes, for instance time step six relates to a

prediction 1 hour into the future.

Table 8 and Table 9 present the accuracy of the prediction on the training and testing

data sets at each of the six time steps. It is clear by the results, each performance

metric shows a linear increase in the error of prediction the further into the future

the recurrent network tries to predict. Up to six time steps ahead was chosen as the

max future time-step as it corresponds to one hour of CPU information and this is

a sufficient time into the future for the planning of resources.

Figure 24 highlights the MAE for both 1-time-step-ahead and 6-time-steps-ahead

for the BPTT algorithm on the test data. It shows that the errors increase the

further into the future the algorithm predicts. The graphs also highlights where the

BPTT algorithm struggles when making predictions. As shown in Fig. 23 at time

step 22 when there is a extreme sudden change of CPU utilisation, Fig. 24 shows
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Figure 23: Actual, BPTT and LR CPU Utilisation Predictions

Table 8: Multi-step Ahead Trained Data Prediction Accuracy

Step Ahead MSE RMSE MAE MAPE

1 Step Ahead 0.00761 0.0872 0.0639 0.1395
2 Step Ahead 0.013 0.113 0.084 0.179
3 Step Ahead 0.015 0.126 0.98 0.191
4 Step Ahead 0.019 0.137 0.106 0.220
5 Step Ahead 0.021 0.144 0.112 0.232
6 Step Ahead 0.024 0.154 0.122 0.248

at the same time step that the BPTT MAE accuracy also decreases, this is a result

of extreme variance of the CPU workloads. However, considering this the algorithm

performs well when predicting six times steps into the future.

4.2.6.3 Unseen Host

(*contribution of co-author) The next set of experiments involved evaluating the

performance of each algorithm on a host’s CPU data set which it was not trained on.

The results from this experiment will show how well each generalises when apply to

new unseen data. Table 10 shows by each of the metrics that BPTT outperforms

all other algorithms.

Similarly, in this experiment, the recurrent neural network was examined on its abil-

ity to predict a host’s CPU data set which is was not trained on. Table 11 shows how

far into the future the recurrent neural network could accurately predict CPU utili-

sation. The results show a linear increase in the error of prediction the further into

the future the recurrent network tries to predict. However, the predictions produced
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Table 9: Multi-step Ahead Test Data Prediction Accuracy

Step Ahead MSE RMSE MAE MAPE

1 Step Ahead 0.0144 0.1202 0.0818 0.1237
2 Step Ahead 0.0259 0.1608 0.1200 0.1890
3 Step Ahead 0.0301 0.1734 0.1332 0.2140
4 Step Ahead 0.0333 0.1824 0.1447 0.2320
5 Step Ahead 0.0356 0.1887 0.1555 0.2443
6 Step Ahead 0.0377 0.194 0.1617 0.255
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Figure 24: Predictive performance of BPTT algorithm’s MAE for 1 and 6 time steps

for even 6 times steps into the future are relativity accurate. These predictions will

help the RNN approach to decide well in advance if a host will become over-utilised

so to not place another VM on it, causing it to degrade even further.

4.2.6.4 Simulation Results and Discussion

(*contribution of co-author) This section will present the performance of each

algorithm in a simulated data centre environment. BPTT has the abilities to pre-

dict multi-times into the future (60 minutes) for both CPU and bandwidth while

the rest of the algorithms are one step ahead prediction (i.e 10 minutes) for CPU

only. As Backpropagation with sliding window 2 has outperformed each of the other

BP sliding windows this will be the only network evaluated in the simulation exper-

iment. The goal of this experiment is to investigate how well an RNN approach can

improve data centre efficiency by determining when a host is over-utilised and when

is the best time to initiate live migration.
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Table 10: Test Results From New Host CPU Data

Algorithm MSE RMSE MAE MAPE

BPTT 0.012 0.107 0.081 0.122
Random Walk 0.015 0.121 0.085 0.132
Moving Avg 0.014 0.109 0.082 0.127

Linear Regression 0.013 0.108 0.081 0.123
ARIMA 0.1719 0.0505 0.1498 0.1498

Backpropagation (Sliding Window 2) 0.013 0.107 0.082 0.125
Backpropagation (Sliding Window 10) 0.1953 0.4419 0.4386 6.3073
Backpropagation (Sliding Window 20) 0.1685 0.4105 0.4057 5.8130
Backpropagation (Sliding Window 30) 0.1193 0.3454 0.3423 4.9288

Table 11: Multi-step Ahead Test Data Prediction Accuracy (Different host)

Step Ahead MSE RMSE MAE MAPE

1 Step Ahead 0.012 0.107 0.081 0.122
2 Step Ahead 0.016 0.127 0.098 0.15
3 Step Ahead 0.021 0.145 0.112 0.169
4 Step Ahead 0.026 0.161 0.126 0.189
5 Step Ahead 0.03 0.172 0.134 0.199
6 Step Ahead 0.032 0.177 0.14 0.204

The first metric that was examined was the SLAV. Maintaining low occurrences of

SLAVs is an essential factor in the delivery of reliable quality assured cloud based

services. In this regard, it is imperative to consider the number of SLAVs incurred

by all approaches throughout the simulation. Table 12 presents the average SLAVs

each algorithm occurred during the simulations. In the experiment the lower the

SLAV value is the better the data centre is performing. The BPTT multiple step

ahead predictions enabled it to anticipate well in advance if any over utilisation was

to occur in any of the hosts. This allowed the recurrent neural network approach

to start live migration well before a host could become over utilised and select a

suitable host for a VM which would not become over utilised in the next hour, thus

averaging a SLAV result of just 1.80776E-06. This is nearly 87% better than the

next lowest value from RW. BP had the worst SLAV of all approaches. A T-test

was performed between the best algorithm and the second best algorithm for SLAV.

The two-tailed P value is less than 0.0001 and the results are deemed statistically

significant with a 95% confidence interval of this difference from -15.82188702780

to -8.95795613255, BPTT had a standard deviation of 5.53272815845 compared to

20.17874430023 for RW. Figure 25 presents the results for all algorithms.
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Figure 25: SLAV of all algorithms

Figure 26 shows the energy consumption at each of the time steps. As can be seen

from the results BP had the lowest energy consumption of all approaches with an

average of 340.67 kWh per host. BPTT had the second lowest energy consumption

of 457.72 kWh per host and RW had the worst energy consumption of all approaches

with the average energy consumption of 764.22 kWh per host. One reason for RW

having the worst energy consumption is that it had the highest average migration

count in the simulation with 197 and both neural network approaches had the low-

est migrations with 175 for BPTT and 120 for BP. BPTT achieved a relatively low

average energy consumption within the data centre. One reason being that it selects

optimal times to migration when more bandwidth was available and had better ac-

curacy of prediction also, thus providing faster migration and ensuing the host never

enters an overutilised state.

The BPTT ability to store past information makes it an ideal algorithm for sequence

prediction of cloud resources. BPTT produced the most accurate predictions for the

bandwidth utilisation. This allowed the algorithm to decide when is the most opti-

mal times to migrate VMs based on network bandwidth usage. BPTT achieves an

average bandwidth usage of 610 MB per time step where RW achieved the worst

overall results of 646 MB per time step. This led to the BPTT having lower migra-

tion times for VMs. By choosing the specific time of when to migrate a VM allowed

the BPTT algorithm to better utilise available resources at critical times.
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Figure 26: Energy performance of all algorithms

The SLA and energy metrics combine to create a metric known as ESV. This metric

measures the overall data centre performance, in-terms of minimising energy and

reducing SLAVs (i.e. ESV =energy*SLAV). If we try to reduce too much energy

consumption the SLA violation will be increased, because consolidating many VMs

in a host increase the probability of overload. So it is desirable to obtain a method

which will consume less power and still incur less SLAVs.

Table 12: SLAV and ESV Results

Metric SLAV ESV

BPTT 1.80776E-06 0.000827449
Random Walk 1.41977E-05 0.010850105

Moving Average 1.89143E-05 0.013299876
Linear Regression 2.66094E-05 0.016313468
Backpropagation 2.7531E-05 0.009379006

The lower the ESV the better the performance the data centre is achieving. Overall,

the BPTT algorithm achieved the best ESV performance of 0.000827449 compared

to the second best, which is RW of 0.010850105. This is an improvement of 61% of

data centre efficiency. Again a T-Test was conducted between the two best perform-

ing algorithms. The two-tailed P value is less than 0.0001 and the results are deemed

statistically significant with a 95% confidence interval of between -0.01458090588

and -0.00688034372, BPTT had a standard deviation of 0.00424366520 compared to

0.02314924312 for RW.
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The BPTT forecasting method presented in this research could potentially be in-

corporated with many of the other sub fields of cloud computing that involve host

prediction, VM migration and task scheduling to improve overall performance. The

results presented in this work demonstrate that recurrent neural networks are capa-

ble of predicting CPU data 1 hour ahead with a relatively high degree of accuracy

despite the noise in the data set. It is known that instantiating a new virtual machine

takes between 5-15 minutes [24]. In real world data centres the recurrent network

could be implemented to inform the cloud management system as to when a host

is going to become over/underutilised so the management system can take action

and boot up new VM instances on a different host prior to initiating live migration

from the over-utilised host. This in turn, would lead to smoother transitions of VMs

being moved from a source host to a destination, reducing live migration times and

decreasing the occurrences of SLAVs on host machines.

4.2.7 Conclusion

Over the last number of years Internet traffic has increased exponentially and this

trend is expected grow in the future due to the continued growth in demand for

cloud services. This rise in network traffic combined with the ambitions of cloud

service providers to improve their service offerings creates new challenges for existing

resource management and scheduling strategies. Predicting network conditions has

now become an integral component for achieving improved performance for resource

management and scheduling of live migrations in the data center. The contribution

of the bandwidth data which was based on a benchmark study of Amazon’s EC2

network helps to ensure the delivery of energy and service guarantees in the data

center. Overall, resource management strategies must be able to estimate resource

usage to improve both host overload detection and VM live migration. In this work

a competitive analysis of nonlinear and linear prediction algorithms was conducted.

We have evaluated the proposed algorithms through extensive simulations using

workload traces from more than a 600 host machine using the Google clustering

trace data. The results of the experiments have shown that the memory reten-

tion of a recurrent neural network allowed it to have the abilities to produce the
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most accurate prediction for both CPU and bandwidth utilisation. This predictive

approach for host overload detection and scheduling live migrations resulted in de-

creased bandwidth usage during critical times, reduced the occurrence of SLAVs

and improved the overall efficiency of a cloud data center.

4.2.8 Impact on State of the Art

Research has shown that data transportation delays over network links can have a

negative impact on the execution performance. In particular, when investigating

live migration network bandwidth availability impacts how quickly a VM will be

transferred from a source to a destination host. Scheduling the most optimal time

for live migration to occur is a challenging problem for resource planning in cloud

data centres. Resource management mechanisms should not only have the capacity

to anticipate when live migration will be required but also need to be able to de-

termine bandwidth availability to improve the scheduling of live migrations in the

data center.

In the literature some approaches have considered the impact of network and commu-

nication costs. However, our work makes improvements and extensions to existing

literature in a number of ways. Piao et al. [96] presented a network aware VM

placement and migration approach for data intensive applications. They developed

a model that takes into account the network conditions between the source host

and destination host. Ghorbani et al. [98] presented a method that attempts to

guarantee network bandwidth by using upper and lower thresholds. In our work we

present a predictive network-aware live migration approach which firstly predicts

when a host is likely to become overloaded and then decides the best time to mi-

grate VM instances based on the predicted bandwidth availability. In this work we

provide a competitive analysis of several linear and nonlinear predictive approaches

including sophisticated ANN models for predicting both CPU and bandwidth re-

source usage. We further demonstrate how our approach can reduce the occurrence

of SLAVs and improve the overall efficiency of the data center.
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4.2.9 Limitations

Although the results showed an improvement in prediction accuracy from the RNN

model with less overhead to improve live migration the limitations of the model

must also be considered. The use of Neural networks in general one must consider

the time required to train the network, select a network topology and also tune

the hyper-parameters. In this work a one layer deep RNN was implemented and

produced reasonably accurate predictions. However, one of the disadvantages of

RNN models in particular is that they have long been considered difficult to train

and can suffer from slow computation due to their recurrent nature. They are also

more prone to problems such as gradient vanishing and convergence issues more

than other types of networks. RNNs are essentially networks with loops, as a result

the gradients tend to slowly disappear as backpropagation occurs across multiple

unfoldings of the RNN overtime. Furthermore, learning via RNN models have also

proven to be harder due to difficulty in learning long term dependencies as a result

of the vanishing gradient problem [254].
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An Energy Efficient

Anti-Correlated Virtual Machine

Placement Algorithm Using

Resource Usage Predictions

The overall work outlined in this chapter has been published in the following con-

ference and special issue journal paper:

• Shaw, R., Howley, E. and Barrett, E., 2018, December. A Predictive Anti-

Correlated Virtual Machine Placement Algorithm for Green Cloud Comput-

ing. In 2018 IEEE/ACM 11th International Conference on Utility and Cloud

Computing (UCC) (pp. 267-276). IEEE.

• Shaw, R., Howley, E. and Barrett, E., 2019. An energy efficient anti-correlated

virtual machine placement algorithm using resource usage predictions. Simu-

lation Modelling Practice and Theory, 93, pp.322-342. (Special Issue on IoT,

Cloud, Big Data and AI in Interdisciplinary Domains).
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5.1 Introduction

Despite the benefits gained through the use of virtualisation technology energy effi-

ciency and environmental sustainability have been identified as critical issues in the

operation of data centers today. High energy consumption in data centers is chal-

lenges the research community and practitioners alike to introduce and adopt more

efficient, energy driven resource management strategies. Research has revealed that

this sector alone currently utilises approximately 7% of global electricity, this figure

is predicted to rise up to 13% by the year 2030 [3]. This sector is also responsible

for an estimated 2% of global CO2 emissions, a figure which is on par with that pro-

duced by the aviation industry [3]. In particular, inefficient resource utilisation has

been identified as one of the greatest causes of energy consumption in data center

deployments [4]. VM placement is one approach that has been studied extensively

over the years in an attempt to remediate this persisting issue. The VM placement

problem can be formulated as a bin-packing problem, the basic principle is to allo-

cate as many VMs as possible onto a reduced number of servers using live migration

in an effort to optimize resource usage while also satisfying a user specified SLA

[105]. One key factor in the design of an effective VM placement algorithm is the

ability to manage the energy-performance tradeoff [105]. Consolidating a large num-

ber of VMs on to a reduced number of servers can cause resource contention leading

to performance degradation and the need to migrate VMs to additional hosts in the

data center. Large volumes of migrations can have a negative impact within the data

centre such as higher inter node bandwidth consumption. Conversely, placing a VM

on an underutilised server promotes the continuation of poor resource utilisation

and prevents underutilised hosts from being powered down to conserve energy.

5.2 Motivation and Aims

Currently, the allocation approach adopted by many solutions considers the VM

placement problem from the perspective of allocating a single VM to a host at

any given time [10, 13, 23]. This type of approach provisions the resource require-

ments of VMs independently ensuring each host has sufficient capacity to execute

the workload. However, this method lends itself to less efficient resource utilisa-
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tion [121]. Application workloads often exhibit time varying demand patterns with

high points of demand intermixed with low utilisation which can be anti-correlated.

In this work the term anti-correlated refers to application resource demands that

complement one another, in that, peak demand occurs at different times. These

applications are subsequently deployed onto suitable VMs in the data center and

allocated across a number of hosts. During the run time of the applications the VMs

exhibit varying resource demand patterns. By considering the relationships between

VMs, coupling complementary VMs together and allocating them to a host based on

their aggregated resource requirements, resource utilisation can be improved while

reducing energy and enhancing the ability of service providers to adhere to SLA

[12]. Another important consideration is that many conventional VM placement

solutions employ a placement strategy which seeks to optimize resource usage based

on current CPU resource demands [20, 114, 255]. However, application workloads

invariably fluctuate over time posing a significant challenge to such approaches. Fail-

ing to consider future demand can quickly result in redundant placement decisions

having a negative impact on energy and performance.

In addition to CPU resource prediction, analyzing and predicting cloud network

traffic volumes is also becoming an important factor and a growing trend in the

efficient management of limited resources in cloud data centers [141, 154, 256].

Research has shown that in 2019, Internet traffic was estimated at 201 EBs per

month and by the year 2020, this figure is expected to rise to 396 EBs [9]. The rise

in network traffic combined with elevated user QoS requirements continues to create

new challenges for cloud providers and existing resource management and scheduling

strategies. This highlights one of the key issues for dynamic VM placement which

is the impact of bandwidth variability on VM transfer times and SLAVs [20]. With

large numbers of live migrations required for dynamic VM placement estimating

network bandwidth plays a critical role in the development of efficient and reliable

placement algorithms in order to generate improved scheduling decisions. As a

result, VM placement solutions overall need to be able to forecast future resource

demands to optimize limited resource availability in an effort to improve energy

efficiency and the delivery of service guarantees.
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In this work we address the problem by presenting a novel Predicted Anti-Correlated

Placement Algorithm (PACPA) which we expect to make the following contribu-

tions:

• Unlike the vast majority of existing solutions our work aims on improving

the VM placement problem by considering the relationship between migrating

VMs prior to placement. Our solution attempts to combine VMs for placement

when their predictive CPU resource demands complement each other in order

to reduce the amount of resources required to execute the workloads and to

improve both energy efficiency and performance.

• PACPA goes beyond the majority of existing works by considering both current

and future CPU and bandwidth resource demands of migrating VMs to inform

its placement strategy. In addition, given the recent growth in the application

of ML approaches we conduct a comparative study to evaluate the accuracy

of some of the most popular predictive algorithms as no single technique is

widely agreed to be the best one.

• Our approach is implemented in a simulated data center using real PlanetLab

workload traces. Firstly, we evaluate our solution against some of the most

widely used placement heuristics and demonstrate the benefits of incorporat-

ing predictive modeling while also considering the relationship among VMs

prior to placement. In addition, we also demonstrate the benefits of adopt-

ing a predictive bandwidth-aware VM placement algorithm by comparing our

PACPA algorithm against a modified non bandwidth-aware version.

• In order to provide a competitive evaluation of the proposed solution we also

explore the performance of our PACPA algorithm when executed with various

VM selection algorithms.

5.3 Problem Formulation

In this work we consider the relationship between migrating VMs as an important

factor in optimizing the usage of available resources. It is widely accepted that

VM workloads exhibit dynamically changing resource requirements over time due
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Figure 27: Example of combining complimentary VMs

to changes in the number of user requests [10, 20]. This presents us with two

different aspects of the placement problem to consider. Firstly, by placing highly

complementary VMs together based on their aggregated CPU requirements resource

utilisation can potentially be improved as CPU is one of the most dominant factors

in energy consumption and performance reliability [118]. Illustrated in Fig.27 is an

example of using anti-correlated VM placement. As shown, each VM displays time

dependent demand patterns with a capacity bound based on the VMs maximum

demand of the physical hosts CPU resources. However, the demand of each VM is

anti-correlated showing high points of utilisation at different times while the overall

range of utilisation for both workloads differs i.e. 30-60% and 10-20% of the overall

hosts capacity. In this example placing these VMs separately requires an allocation

of 80% capacity across the two hosts. As shown, by placing two VMs together

on a single host according to their aggregated resource demand it is possible to

allocate less resources to accommodate the same workload, saving 10% capacity in

this placement decision alone.

Furthermore, co-locating more than one VM on a host deemed to be the most op-

timal choice for placement also has the potential to reduce resource fragmentation

across the data center [257, 258]. By considering the possible combinations from

all migrating VMs ready to be reallocated we can make better placement decisions

to optimize the usage of limited available resources. This can improve usage of the

data centers overall capacity resulting in greater energy efficiency. In their study

Sedaghat et al. [258] proposed a resource allocation mechanism that aims to max-
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imize data center utilisation and profitability. They ensure high utilisation of ac-

tive hosts while minimizing overall power consumption by putting the underutilised

hosts into energy-saving mode. Their work in particular highlights the relationship

between resource fragmentation and energy consumption. When resource fragmen-

tation is high across the datacenter more active hosts are required to service large

requests. As a result this can lead to larger draws on energy and power consumption.

Rabbani et al. [259] also focused on the virtual machine placement, in their work

one of the main objectives was to reduce CPU resource fragmentation to improve

utilisation of hosts. The second aspect of the placement problem which is also a

growing challenge for cloud applications is the ability to accurately predict future

resource demands due to the the dynamic nature of application workloads. A more

efficient VM placement strategy should have the capacity to forecast future CPU

and bandwidth resource demand in order to firstly support and prevent redundant

placement decisions while also scheduling migrations agnostic to the underlying net-

work conditions to improve data transfer times and the ability of service providers

to meet the SLA. Our solution uses the predictive capabilities of an ANN to help

improve the likelihood of placement decisions remaining advantageous over short

term future time steps while also reducing migration costs.

5.3.1 System Description

We model the problem using a simulated data center consisting of heterogeneous re-

sources, including m Physical Machines (PMs) and n VMs, where

PM =
{

pm1 , pm2 , ..., pmm

}
and VM =

{
vm1 , vm2 , ..., vmn

}
. As illustrated in Fig.28,

in the design of our system application workloads must be processed which are dy-

namic by nature. The VMs in our data center are initially provisioned on a suitable

PM based on the requested resources. The requested CPU resources of each VM

dynamically change over time, as a result the system must monitor resource usage

as hosts become loaded. To reduce energy and service violations it is critical to

optimize the distribution of VMs using live migration and reallocate VMs to other

PMs in the data center. In this work VM resource optimization is considered a three

stage process. First the system detects hosts that are likely to become overloaded,

selects VMs to be migrated and finally places VMs on to a more suitable host that
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will drive energy efficiency. In our system architecture illustrated in Fig.28, the

global resource manager is responsible for managing resource allocation and live mi-

gration. It consists of three key components: the performance monitor, CPU and

bandwidth resource prediction models and the proposed PACPA algorithm which

provides decision support for VM placement optimization and the scheduling of live

migration. In particular, the performance monitor continuously monitors resource

usage at each time step and stores this as historical resource usage data. Next the

popular Local Regression Minimum Migration Time (LR-MMT) algorithm [106] is

used to infer the probability of a host becoming loaded and selects which VMs to

migrate. The prediction models are then used to generate both the CPU forecasts

for the VMs in the migration list and also the estimated network load. Based on

these forecasts the PACPA algorithm generates placement and scheduling decisions

considering the anti-correlated relationship that often exists among migrating VMs.

In particular, PACPA decides which VMs from the migration list should be placed

together, to which PM they should be allocated and what is the most optimal time

to reallocate the VMs.
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Figure 28: System architecture
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5.3.2 Proposed PACPA Algorithm

Our proposed PACPA algorithm shown below (Algorithm 3) predicts the short-term

CPU demand of VMs requiring reallocation due to the dynamic nature of application

workloads. The system leverages the well known LR-MMT algorithm introduced by

Beloglazov et al. [106]. This algorithm manages host overloaded detection and

VM selection, two fundamental aspects of dynamic VM resource optimization. The

selected VMs are used as input to the PACPA algorithm. As defined in Eq.5.1 using

the bandwidth predictions generated from the selected forecasting model PACPA

estimates the migration costs C ij
t based on the RAM requirements for the different

VM types vmr
ij used in our experiment which could be potentially coupled together

for placement. In order to prevent the proposed approach from selecting migration

times that are too far reaching resulting in increased service violations on an already

loaded host we introduce a penalty value M . We assume any VM migration which

is scheduled to execute after more than 5 time steps into the future will incur a

penalty based on the expected delay at that given time t .

C ij
t =

vmr
ij

Bwt

×M (5.1)

Where vmr
ij is the RAM requirements of both Vmi and Vmj , Bwt is the available

bandwidth at time t and C ij
t is the overall cost at time t for potentially migrating

Vmi and Vmj . Our proposed solution attempts to pair two VMs at any one time. We

justify our approach based on previous studies in the literature and the inherently

dynamic nature of application workloads. According to Kim et al. [21] aggregating

the workloads of multiple VMs at any one time would be applicable only when

future host utilisation is perfectly known. Although predictive techniques can be

relatively accurate, future values can never be predicted with absolute certainty.

By aggregating multiple VMs based on predicted values it could result in a higher

risk of performance degradation. The algorithm selects the first VM in the list.

To assess the anti-correlated property among the remaining VMs in the migration

list we select the next VM in the list and simply calculate the variance between

the two workloads at each time step. If the sum of the variance is high the VM is

deemed to be anti-correlated with the selected VM and can then be considered for
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placement. The outcome of this task generates a refined migration list of VMs that

are anti-correlated with the current VM selected from the original migration list.

We condense Algorithm 3 below to fit accordingly, in order to do so we assume this

step is complete. Next the predicted demand for the next T time steps based on

the scheduled migration time is obtained using Eq.5.2. The CPU predictions used

in our cloud evaluation are generated from the best performing forecasting model in

our study.

V mp
i = (vmd

i (t+ 1), vmd
i (t+ 2), ..., vmd

i (t+ T )) (5.2)

Where Vmp
i contains a vector of predicted CPU values, one for each time step.

Specifically, i denotes the VM index, p indicates that it is a predicted value, d rep-

resents VM demand and t denotes a particular time step in the future. A candidate

VM Vmj is also selected from the refined migration list to potentially combine with

Vmi . As denoted in Eq. 5.3 the predicted demand Vmp
j is also calculated. The

total average predicted usage U avg
ij over T time steps is calculated using Eq.5.4. It

is important to acknowledge that although predictive models may have good predic-

tion accuracy they inevitably produce prediction errors. To overcome this problem a

safety margin o is added to the total average predicted CPU usage. The calculation

of o is based on the average error generated from the selected predictive model over

the next T time steps.

V mp
j = (vmd

j (t+ 1), vmd
j (t+ 2), ..., vmd

j (t+ T )) (5.3)

Uavg
i,j =

V mp
i + V mp

j

T
+ o (5.4)

Where Vmp
i and Vmp

j are the vectors of predicted CPU values for the VMs that

could potentially be placed together. T denotes the number of time steps and o is

the estimated safety margin. The selection of an appropriate host is also an integral

factor in the placement problem in order to manage the energy-performance tradeoff.

The placement of numerous VMs on to the least amount of hosts can cause resource

contention, resulting in service violations which are measured as the performance

degradation experienced by each VM due to hosts becoming overloaded and the
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need to migrate VMs to additional hosts in the data center. Inversely, selecting

an underutilised host promotes the continuation of inefficient resource utilisation

preventing such hosts from being powered down to conserve energy. Ideally, an

effective placement algorithm should strike a balance in the dispersal of VMs across

the data center so as to prevent hosts becoming overloaded too quickly but also

ensuring that resources are used efficiently. In light of this, to find the most optimal

host to place a combined set of VMs PACPA calculates a value for each suitable host

pmi in the data center whose estimated resource capacity Rcapacity is greater than

the average predicted usage U avg
ij for Vmi and the candidate VM Vmj . In particular,

as denoted in Eq.5.5 we define the value given to each potential host as the host

utilisation rate. We calculate it as the estimated CPU resource demand for each

VM already allocated to the host as a percentage of the hosts overall capacity pmc
i ,

coupled with the predicted size of the combined VMs to be placed. Based on this

PACPA generates a mapping of the most optimal combination of VMs and places

them on a host which results in improved resource usage. The proposed PACPA

algorithm is outlined below in Algorithm 3.

pmu
i =

∑n
k=1 vm

d
i

pmc
i

× 100 +
Uavg
i,j

pmc
i

× 100 (5.5)

where i indicates the index of the PM, u represents the estimated resource usage, c

denotes the overall capacity of the PM and vmd
i is the estimated demand for a VM

currently running on the host.

5.3.3 Modelling and Forecasting

Recently, there has been a growing interest in the application of statistical methods

and ML techniques to improve the overall efficiency of cloud data centers [8, 11–13,

23, 127]. However, the ability to accurately predict future resource demand is one

of the most significant challenges facing cloud resource management strategies due

to the growing complexity of modern data centers [118, 122]. In the forecasting

literature many different prediction techniques have been developed and proposed

over the years. However, there is no global prediction algorithm that works best for

all types of problems and therefore a particular prediction algorithm must be selected
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Algorithm 3: PACPA Algorithm

Input: Refined migration list, vector of CPU and bandwidth predictions
foreach time step t do

//calculate predicted migration cost for each VM type C ij
t =

vmr
ij

Bwt
×M

end
Select optimal migration schedule
foreach Vmi in migrationlist do

sum ← 0
if Vmi allocated = False then

//calculate predicted demand over next T time steps
Vmp

i ← (vmd
i (t + 1 ), vmd

i (t + 2 ), ..., vmd
i (t + T ))

sum ← sum + Vmp
i

foreach candidate Vmj in migration list do
Vmp

j ← (vmd
j (t + 1 ), vmd

j (t + 2 ), ..., vmd
j (t + T ))

sum ← sum + Vmp
j

//calculate total average predicted utilisation
U avg

i ,j = sum
T

+ o

foreach suitable pmi in host list do
if Rcapacity > U avg

i ,j then
//calculate host util and size of combined VMs

pmu
i =

∑n
k=1 Rd

pmc
i
× 100 +

U avg
i,j

pmc
i
× 100

end

end

end
Select optimal combination
Execute migration at scheduled time

end

end
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based on its suitability to the problem [173]. In the forecasting literature ARIMA

and ANN methodologies have gained much traction over the years and are popular

forecasting models among others. In particular, both models are often compared

and have been extensively studied with mixed conclusions in terms of superiority

in forecasting performance [174]. Hicham et al. [188] recently demonstrated the

benefits of applying ANN algorithms to improve CPU scheduling in the cloud. In

their study they compared several types of ANNs which have been successfully

applied across multiple fields, including multi-layer perceptrons and RNNs. The

results showed that the multi-layer perceptron model performed best for the CPU

scheduling problem. Gers et al. also demonstrated that a sliding window multi-

layer perceptron could produce more accurate results than a LSTM neural network

approach on two time series datasets, the authors suggested the use of a LSTM only

when simpler traditional approaches fail [189]. As a result, we focus in particular on

a multi-layer perceptron model using the sliding window technique and compare its

predictive performance to other popular models namely ARIMA, MA and RW on

the time series data used in this study. Based on our empirical evaluation the best

performing model for both CPU and bandwidth resource prediction are selected and

implemented as part of the proposed PACPA algorithm.

5.4 Forecasting Experimental Details

The workload data used in this study is firstly presented. The experimental details

and the error metrics are also presented below.

5.4.1 Workload Data

Below outlines both the CPU and bandwidth data used to train and test our predic-

tive models and also used as input to our simulator to model the VM consolidation

problem.

CPU Data: To validate our approach the CPU workload used in this study was

generated based on a large real-world data set provided by the CoMon project, a

monitoring infrastructure for PlanetLab [106]. The traces provide the CPU demand

collected between March and April 2011 from more than a thousand VMs running
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on servers situated in more than 500 locations globally. The CPU usage is measured

in 5 minute intervals resulting in 288 intervals in a given trace and measurements

are provided for 10 days generating traces from over 10,000 VMs in total. In order

to construct the training data to evaluate the performance of the selected prediction

models we firstly filter the original data. Due to instances where the utilisation of

some VMs in the data set are severely underutilised we replace usage rates of 0%

with 5% for the purposes of our evaluation. Given that this work is primarily fo-

cused on predicting the CPU demand of anti-correlated VMs we select data from a

subset of the traces where the VMs appear to display complimentary utilisation. To

generate enough samples to train and validate our models the selected traces were

sampled at each time interval and the corresponding value was used as input into

a Gaussian distribution in order to produce valid traces over the period of 10 days.

This served to also inject a level of Gaussian noise into the CPU demand of each VM.

Bandwidth Data: The bandwidth model used in this work is based on TCP band-

width measurements collected from Amazons EC2 cloud [241]. This benchmark

study provides measurements of the available bandwidth on the network links within

Amazons EU region at 4 points over a single day. In order to generate a bandwidth

model with a sampling distribution of 5 minute intervals the values were interpo-

lated resulting in a time series model composed of 5 minute intervals over a single

day (24 hours). In general, the more data that is available to fit a predictive model

provides a greater opportunity to generate better predictions. In this study, the

initial bandwidth values over 24 hours were sampled at each interval and the cor-

responding values were inputted into a Gaussian distribution in order to produce a

valid bandwidth model over 10 consecutive days. The resulting model consisted of

288 values per day. Using the same procedure as above, a test set was also generated

from the initial distribution and used to validate the selected models.

5.4.2 Experimental Setup

Feed forward neural networks are capable of modelling more complex non-linear

functions as a result they are widely used time series forecasters. In order to train

a neural network for forecasting time series data the temporal dependency of the
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data must be specified. In light of this, experiments were conducted implementing

the sliding window method [249] in order to find the temporal dependency which

would allow the network to learn an improved mapping function from a set of input

sequences to output values. The sliding window method enables the conversion of

a sequential learning problem into a classical supervised learning problem. This

method maps an input sequence of size k to an output value y, where the input

sequence x is a vector of bandwidth or CPU values over k time intervals and the

predicted value yt is r intervals ahead of the input sequence. A new input sequence

is used to estimate future values by being converted into a sliding window, applying

the model to predict each yt and concatenating each output to generate the pre-

dicted sequence y. By conducting experimental parameter sweeps sliding windows

in increments of 10 provided good performance for both CPU and bandwidth pre-

dictive models.

Furthermore, time series models such as ARIMA are generally fit to a specific series

of observations composed of a distinct set of characteristics such as a possible long

term trend, seasonal fluctuations and correlations between sequential observations.

The goal of such models is to identify and describe the underlying components

and systematic variations in the specific time series data in order to forecast future

values. Our study focuses on the placement of anti-correlated VMs with discrete

characteristics. As a result two models were fitted for each time series model in our

study in order to provide the best fit for each CPU trace type. In our analysis the

combined errors are reported to provide a fair comparison of performance between

linear and non-linear models.

5.4.3 Parameter Selection and Training

The selection of a good network topology for a ANN is often determined using trial

and error. In general, the number of layers and neurons in the network depends on

the complexity of the problem and the number of training examples available. It

was found through the use of a parameter sweep that a ANN configuration of two

hidden layers with 50 neurons provided good performance for modelling both CPU

and bandwidth resource demands. The backpropagation algorithm with gradient
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descent was used to train the models. Furthermore, an additional parameter known

as momentum was used with the gradient descent algorithm. A common problem

when training neural networks with gradient descent is that the algorithm can inad-

vertently get stuck in a local minimum. To overcome this we use momentum which

takes into account the gradient in past time steps when updating the weights. The

networks were trained over 3000 epochs and their accuracy was evaluated using an

unseen test set. The models were re run 10 times to ensure reliability as ANNs

can be sensitive to the initial values assigned to the weights in the network. The

CPU ANN model was configured with a learning rate of 0.05 and a momentum of

0.01 while the the bandwidth model also used a learning rate of also 0.05 with a

momentum of 0.7.

5.4.4 Error Metrics

We evaluate the accuracy of the trained models using the Root Mean Square Error

(RMSE), Mean Absolute Error (MAE), Mean Squared Error (MSE) and Mean Ab-

solute Percentage Error (MAPE) statistics. These statistics are defined as follows:

MAE measures the difference between the predicted value and the actual value by

calculating the mean of the absolute error. MAE tells us how big of an error we can

expect from the forecast on average, as shown in Eq. 5.6.

MAE =
1

n

n∑
t=1

|ŷt − yt| (5.6)

MAPE calculates the average % the forecasted values deviate from the actual values

observed in the data set, as shown in Eq.5.7.

MAPE =
100

n

n∑
t=1

∣∣∣∣∣ ŷt − ytyt

∣∣∣∣∣ (5.7)

Both the MAPE and MAE methods are based on the mean error, and are more likely

to underestimate the impact of large infrequent errors. This is why MSE and RMSE

are also used in this work to generate a more reliable measure of prediction accuracy.

MSE is a calculation of the average squared difference between the predicted and

actual values. For each of the data points used it is the vertical distance from a
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point to the corresponding ŷ value on the curve (the error) squared. A summation

of all these values for all data points is carried out and divided by the number of

values n. The squaring of each error is required to prevent negative values and also

gives weight to larger errors. The smaller the MSE, the closer the fit will be to the

data.

MSE =

n∑
t=1

(ŷt − yt)2

n
(5.8)

RMSE is the square root of the mean square error. By squaring the errors before

calculating the average and then taking the square root of the average, we arrive at

a measure of the size of the error that also gives a higher weight to the larger errors

and is of particular use when large errors are undesired.

RMSE =

√√√√ n∑
t=1

(ŷt − yt)2

n
(5.9)

5.5 Forecasting Results and Discussion

This section presents the results of the selected prediction models for forecasting

both CPU and bandwidth resource demands.

5.5.1 CPU Prediction Results

A comparison of the accuracy of each of the forecasting models is presented below

in Table 1. Along with the error metrics for each predictive model we also calculate

the range and Standard Deviation (SD) which together measure the dispersion and

magnitude of the errors provided. In these experiments the results show that the

non-linear models perform best overall demonstrating their ability to model more

complex underlying correlations with the capacity to generalize well to unseen data,

thus indicating the reliability of the model for future predictions. In particular, the

ANN with a sliding window of 50 emerged as the best performer overall generating

the smallest error across all four performance metrics with a RMSE of 3.6696, MAE

of 2.7003, MSE of 13.4661 and MAPE of 10.0038. Furthermore, a range value of
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29.8900 and a SD of 3.6512 were calculated based on the errors generated by the

model, these values were the second smallest after ARIMA indicating that out of

all of the models there is less dispersion in the errors produced by the ANN (Sliding

window 50). Our empirical evaluation found that by adjusting the size of the input

sequence the neural network models could discover a more optimal mapping of inputs

to output values. As shown in Fig.29 by expanding the sliding window from 2 to

50 values performance improves as the errors begin to reduce before discovering a

global minimum. However, as the sliding window continues to expand the accuracy

of the ANN begins to decline showing a significant increase in the error rate.

Table 1: CPU Test Data Prediction Accuracy

Algorithm RMSE MAE MSE MAPE Range SD

Random Walk 18.9214 15.6908 179.3354 57.7103 38.0218 5.7334

Moving Average 17.5083 14.4394 159.7011 59.0035 41.7585 6.1209

ARIMA 5.7509 4.4491 19.7222 14.5762 25.0000 3.1394

ANN (Sliding Window 2) 4.3501 3.3336 18.9236 13.6542 32.7614 5.9253

ANN (Sliding Window 10) 4.0845 3.0903 16.6833 12.1025 43.0580 4.0792

ANN (Sliding Window 20) 4.0285 3.0697 16.2290 12.8590 42.3930 4.0267

ANN (Sliding Window 30) 3.9175 2.9860 15.3466 12.6014 38.0110 3.8385

ANN (Sliding Window 40) 3.8671 2.9582 14.9543 12.3946 38.3770 3.7949

ANN (Sliding Window 50) 3.6696 2.7003 13.4661 10.0038 29.8900 3.6512

ANN (Sliding Window 60) 4.1517 2.8221 17.2369 10.6164 56.7760 4.1494

ANN (Sliding Window 70) 4.3286 2.9674 18.7365 10.3189 66.1550 4.2557

ANN (Sliding Window 80) 4.9667 3.0802 24.6678 11.0306 77.7570 4.9470
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Figure 30: Predictive performance of ANN (Sliding window 50)

The ARIMA model generated the best score out of the linear models. Its perfor-

mance is most comparable to that produced by the ANN (Sliding window 2) while

also generating the smallest range and SD values overall. In terms of the more sim-

plistic models such as MA and RW they performed least best. In particular, they

demonstrate their inability to model the fundamental characteristics of the data.

One reason for this is when the fitted model attempts to extrapolate over more than

a single time step it begins flatline falling to the mean of the series resulting in

significant errors. Overall the results of the experiments show that the ANN (Slid-

ing window 50) has the capabilities to improve upon the performance of popular

prediction methods such as RW, MA and ARIMA to predict CPU utilisation with

a high degree of accuracy as shown in Fig.30.

5.5.2 Bandwidth Prediction Results

In this section we present the results from the range of models that were trained to

predict bandwidth resources.

Table 2 evaluates the models across each of the selected performance metrics and

also provides the range and SD values for each set of errors. The results show that

the ANN (Sliding window 20 and 10) outperformed all other algorithms with each

model performing best on 2 out of the 4 performance metrics. In particular, the

ANN (Sliding window 20) generated a lower MSE result of 324.7001 and RMSE of
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18.0194 while the ANN (Sliding window 10) resulted in a reduced MAE and MAPE

error of 14.2243 and 2.3309 respectively. However, the MAPE statistic is known

to put a greater penalty on forecasted values which are over predicted rather than

under predicted. In our problem both are equally important in order to optimize

placement decisions, for this reason while we consider the MAPE statistic we place

greater emphasis on the metrics which are more symmetric in terms of the errors

generated from both under and over predicted values. For this reason the ANN with

a sliding window of 20 has been selected as the best performer overall. In terms of

the range and SD values ANN (Sliding window 20 and 10) also provided the least

amount of dispersion in the errors after the ANN (Sliding window 30) model. ANN

(Sliding window 20) resulted in a Range of 118.7940 and SD of 17.6028 while ANN

(Sliding window 10) produced a range of 123.5910 and a SD of 17.7692. The RW

model generated the highest SD (53.4149) over any of the selected prediction models,

thus indicating that the errors generated were significantly spread out from the mean

error. Unlike the CPU results our empirical evaluation found that by adjusting the

size of the input sequence from 20 to continuous increments of 10 there is a clear

progression of error across all performance metrics while the initial adjustments from

2 to 10 and 20 resulted in improved performance.

Table 2: Bandwidth Test Data Prediction Accuracy

Algorithm MSE RMSE MAE MAPE Range SD

Random Walk 3785.7681 61.5286 48.9052 8.5029 254.4461 53.4149
Moving Avg 3614.8820 60.1239 47.9108 8.3093 254.4268 53.3845

ARIMA 465.6100 21.5780 17.1563 2.8302 127.0556 21.5491
ANN (Sliding Window 2) 353.6258 18.8049 14.8673 2.4510 132.1750 18.7002
ANN (Sliding Window 10) 327.0107 18.0834 14.2243 2.3309 123.5910 17.7692
ANN (Sliding Window 20) 324.7001 18.0194 14.3342 2.3430 118.7940 17.6028
ANN (Sliding Window 30) 354.1305 18.8184 14.9453 2.4750 115.1410 18.5336
ANN (Sliding Window 40) 450.5514 21.2262 16.4722 2.7218 184.2650 21.1688
ANN (Sliding Window 50) 572.2186 23.9211 18.6042 3.0794 175.4450 23.8984
ANN (Sliding Window 60) 631.3911 25.1275 19.8529 3.3037 181.1130 24.5600
ANN (Sliding Window 70) 847.7108 29.1155 23.3967 3.8827 183.3020 28.5326
ANN (Sliding Window 80) 900.8877 30.0148 23.5073 3.8777 205.6930 30.0321

Interestingly, the ARIMA model had the most comparable performance with the

ANN (Sliding window 40) but more profoundly it outperformed the ANN models

with sliding windows of 50, 60, 70 and 80. Similar to the results obtained for the

CPU data, the simplistic models performed least best overall. In particular, the

RW model generated the greatest error across all metrics with a MSE of 3785.7681,
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RMSE of 61.5286, MAE of 48.9052 and a MAPE of 8.5029. In general the RW

and MA models show their inability to model the fundamental characteristics of the

bandwidth data. Figure 31 shows the predictive performance of the ANN (Sliding

window 20) relative to the actual values observed in the test data over a single day,

while Fig. 32 displays the RMSE curve where the ANN (Sliding window 20) resulted

in the smallest error rate.
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Overall, our evaluation on both CPU and bandwidth data suggests that ANNs are

more superior than ARIMA models which is consistent with the findings presented

by Camara et al. [260]. As a result the selected ANN models will be incorporated

into the proposed approach.

151



Chapter 5 5.6. CLOUD EXPERIMENTAL DETAILS

5.6 Cloud Experimental Details

This section firstly describes the simulation setup in order to evaluate the proposed

PACPA algorithm. Secondly, it outlines the performance metrics and the benchmark

algorithms that have been implemented in order to evaluate the proposed approach.

Finally, we present and discuss the results.

5.6.1 Simulation Setup

To evaluate the efficiency of our PACPA algorithm we used the CloudSim toolkit

[106] which is a widely used simulation framework for conducting cloud computing

research. In CloudSim we model the problem using a data center consisting of 800

physical machines. In particular, the setup consists of two types of physical hosts

modelled as HP ProLiant ML110G4(Intel Xeon 3075, 2 cores 1860 MHz, 4GB) and

HP ProLiant ML110G5(Intel Xeon 3075, 2 cores 2660 MHz, 4GB). Furthermore, we

consider four types of VMs with configurations similar to those offered by Amazon

web services. These consist of High-CPU Medium Instances (2500 MIPS, 0.85 GB),

Extra Large Instances (2000 MIPS, 3.75 GB), Small Instances (1000 MIPS, 1.7 GB)

and also Micro Instances (500 MIPS, 613 MB).

Table 3: Power Consumption of Hosts at Various Load Levels in Watts

Server Load % 0% 10% 20% 30% 40% 50% 60% 70% 80% 90% 100%

HP ProLiant G4 (KWh) 86 89.4 92.6 96 99.5 102 106 108 112 114 117
HP ProLiant G5 (KWh) 93.7 97 101 105 110 116 121 125 129 133 135

5.6.2 Performance Metrics

The main goal of our proposed PACPA algorithm is while considering the relation-

ship between VMs and their future resource demand generate a placement policy

that reduces energy consumption while also improving the ability of service providers

to delivery service guarantees. As a result the key cloud performance metrics used

to evaluate the effectiveness of the proposed algorithm are:

• Energy Consumption: energy is defined as the total energy consumed by

the data centers computational resources as a result of processing applica-

tion workloads. In our work the energy consumption metric is computed by
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CloudSim. Power consumption by servers in data centers is mostly determined

by resources usage such as CPU, memory and disk storage. However, research

has revealed that the most concentrated use of energy is generated by the CPU

[2, 77]. Studies have also shown that power consumption by hosts can be accu-

rately described by a linear relationship between power consumption and CPU

utilisation [106, 123]. As a result, in this work power consumption of a host is

represented by its CPU utilisation and reported as energy consumption over

time (kWh). To provide an accurate and realistic evaluation we use real data

on power consumption provided by the results of the SPECpower benchmark,

which is available in CloudSim 1. Table 3 illustrates the power consumption

rates of the selected servers under different load levels.

• SLAVs: the ability of cloud providers to deliver SLA is critical. A metric

proposed in [106] can be used to calculate the SLAVs incurred by VMs in

the data center. This metric is also computed by CloudSim exactly as it is

defined in [106]. Service violations are measured as the performance degrada-

tion experienced by each VM due to both hosts becoming overloaded and also

the number of VM migrations incurred by the cloud system. In particular,

the original metric is calculated using both Service Level Agreement violation

Time per Active Host (SLATAH) and Performance Degradation Due to Mi-

grations (PDM). SLATAH is the percentage of time during which each active

host in the environment has experienced 100% utilisation of its resources and

is denoted below in Eq.5.10, where N is defined as the total number of hosts,

Tsi is the total time host i has experienced 100% utilisation of its resources

and Tai is defined as the total time that host i is actively serving VMs.

SLATAH =
1

N

N∑
i=1

Tsi

Tai

(5.10)

Live migration enables VMs to be transferred between physical nodes in the

data center to improve resource management. However, the migration process

also has a negative impact on the performance of applications executing on

migrating VMs. PDM calculates the overall decrease in performance experi-

1The SPECpower benchmark. http://www.spec.org/power ssj2008/
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enced by migrating VMs. The original PDM equation is presented below in

Eq.5.11 where M is defined as the number of VMs, Cdj is the estimated perfor-

mance degradation for VMj , in our experiments Cdj is set as 10% of the CPU

utilisation for all migrations of VMj , while Crj is the total requested CPU by

VMj over its lifespan.

PDM =
1

M

M∑
j=1

Cdj

Crj

(5.11)

Furthermore, research has shown that VM migration interferes with the ex-

ecution performance of VMs on both the source and destination hosts, as a

result a critical component of live migration is to reduce data transfer times

[261]. The time required to migrate VMs depends on the total amount of

memory used by the VMs and also the available bandwidth on the network

links. Thus, in our performance analysis we define a migration cost function

known as Cost Due to Delay (CDD) as denoted below in Eq.5.12. The CDD

metric is used in conjunction with the original SLAV metric. CDD is used to

calculate the cost of migrating VMs at a particular time. The less bandwidth

that is available the higher the cost incurred due to longer transfer times.

CDD =
1

M

M∑
j=1

vmr
ij

Bwt

× C (5.12)

where M is defined as the total number of migrated VMs, vmr
ij is the requested

RAM of the selected VMs for joint placement vmij , Bwt is defined as the

available bandwidth on the network links at time t and C represents a cost

factor. The combined metric used to measure the overall SLAVs in our work

is shown below in Eq.5.13.

SLAV = SLATAH × PDM + CDD (5.13)

• Number of Migrations: in our evaluation we also compare the total number

of VM migrations incurred by each algorithm. Live migration can cause in-
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terference between source and destination host resulting in additional SLAVs.

Therefore the number of migrations should also be reduced.

• Number of Active Hosts: the number of active hosts in the environment

is also evaluated for each algorithm. In addition to analyzing the number

of migrations, this will also provide greater insight into the source of both

the energy savings and the reduction in SLAVs achieved through the use of

PACPA.

5.6.3 Benchmark Algorithms

We compare the proposed PACPA approach to some of the most widely used place-

ment heuristics. These heuristics include First Fit (FF) [113] which places a VM

on the first available host with sufficient capacity. Best Fit (BF) [13] selects the

host with the minimum remaining resource that can adequately fulfill the resources

requested by the VM. We also compare our work to the Power Aware Best-Fit De-

creasing (PABFD) algorithm proposed by Beloglazov et al. in one of their most

highly cited works [105]. PABFD considers the heterogeneity of cloud resources

by selecting the most energy efficient hosts first in order to allocate VMs. More

specifically, this algorithm sorts VMs in decreasing order based on current CPU

utilisation and allocates each VM to a host that will cause the least increase in

power consumption.

5.7 Simulation Results and Discussion

In this section we evaluate the performance of the proposed PACPA algorithm over

a 10 day workload. We firstly demonstrate the added value achievable through

the development of a predictive bandwidth-aware VM placement algorithm by com-

paring the performance of the proposed PACPA algorithm against a modified non

bandwidth-aware version. Next we evaluate our approach against the benchmark

placement algorithms using the performance metrics outlined above. In a second

set of experiments, we also investigate for each placement algorithm the impact on

performance using four well known VM selection algorithms.
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5.7.1 Performance Evaluation of Placement Algorithms

We evaluate the performance of the proposed PACPA algorithm over a 10 day

workload to demonstrate the compelling benefits of a more efficient anti-correlated

methodology. Prior to evaluating PACPA against the benchmark algorithms we

firstly demonstrate the added value achieved through the bandwidth-aware fea-

ture incorporated into our proposed PACPA algorithm. In doing so we compare

our PACPA algorithm against a modified non bandwidth-aware version. Currently,

most VM placement algorithms assume unlimited network bandwidth between hosts

[4, 13, 23, 114]. As shown in Fig.33, by failing to consider the implications of dy-

namically changing network behaviour on migration times the associated SLAVs

incurred increases significantly per day. Our bandwidth-aware version of the algo-

rithm outperforms the non bandwidth-aware version consistently over the 10 day

period. This highlights the importance of considering bandwidth constraints for

the VM placement problem, however many placement algorithms focus explicitly

on where to place the VMs and do not consider when is the most optimal time

to schedule migrations. We have demonstrated that such constraints when migrat-

ing VMs on to other hosts in the data center can result in significant performance

degradation. Furthermore, we also show that the improved reduction in the number

of SLAVs when compared to the other placement algorithms in Fig.36 is not solely

due to the predictive anti-correlated placement approach employed by PACPA, but

also because of the bandwidth-aware feature. Through this feature PACPA has the

ability to improve the scheduling of live migrations which is required in order to

reallocate VMs in the data center.

In Fig.34 the energy consumption incurred by each placement algorithm is dis-

played. As shown PACPA generates a notable improvement in energy resulting in

a reduction of over 18%. Unlike the other approaches PACPA leverages the predic-

tive capabilities of an ANN providing the algorithm with the ability to reason over

the impact of dynamically changing CPU resource demands in order to inform its

placement strategy. Overall, the forecasting component of our PACPA algorithm

aids in the prevention of redundant decisions by improving the likelihood of place-

ment decisions remaining advantageous in future time steps. Furthermore, PACPA
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Figure 33: Comparison of non bandwidth-aware PACPA algorithm against proposed
bandwidth-aware version

also attempts to foster placement strategies based on co-located resource consump-

tion by combining compatible VMs in order to improve resource utilisation which

is a key factor in causing excessively large energy rates in data centers today. The

PABFD algorithm performs best out of the remaining algorithms generating an en-

ergy rate of 5249 kWh in total while the BF algorithm results in the highest amount

of energy of 6185 kWh. In Fig.35 we present the average number of active hosts

per hour over the 10 day workload providing a better understanding of the energy

savings achieved. As shown, PACPA generates the best performance requiring the

least amount of active hosts per hour. Once again the predictive joint placement

strategy adopted by PACPA improves resource utilisation across the data center.

This results in a smaller number of hosts required to run the same workload and

an overall 18% reduction in energy. The PABFD placement approach performed

best out of the remaining algorithms while the BF algorithm generated the highest

number of active hosts per hour with an average of 208 hosts.
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and BF algorithms

The performance of each algorithm in terms of its ability to deliver reliable cloud

services is illustrated in Fig.36. An important aspect in achieving greater energy effi-

ciency by optimizing VM placement strategies is managing the fundamental tradeoff

between energy and performance which are inextricably linked. The results show

our proposed PACPA algorithm also produced the least amount of SLAVs. Unlike

the PABFD, BF and FF placement algorithms PACPA places complementary VMs

together and allocates them to a host based on their aggregated future resource

requirements. This helps to reduce resource contention on a given host which would

lead to a greater number of SLAVs as hosts become overloaded and require VM
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migrations to occur. In addition, prior to migration PAPCA also has the capacity

to estimate network bandwidth in order to generate improved scheduling decisions.

In particular, PACPA schedules the migration of VMs agnostic to underlying net-

work conditions in order to minimize transfer times which impacts the execution

performance of VMs.

 
7.00E+06

7.70E+06

8.40E+06

9.10E+06

9.80E+06

1.05E+07

1.12E+07

S
LA

 V
io

la
ti

o
n

s

PABFD

PACPA

FF

BF

Figure 36: Service violations incurred by PABFD, PACPA, FF and BF algorithms

An interesting observation as shown in Fig.36, the BF algorithm produces less SLAVs

than FF. However, for the BF algorithm this is achieved at a large cost in terms

of high energy consumption as shown in Fig.34, thus demonstrating its inability to

efficiently manage this tradeoff. In contrast, PACPA strikes a more optimal balance

between both energy and SLAVs. Our algorithm resulted in the smallest number of

SLAVs while also resulting in the greatest reduction in energy overall. To supplement

these findings we also analyze the number of migrations generated by each of the

algorithms. As displayed in Fig.37, the BF placement algorithm results in the least

amount of migrations with a total of 80027. This reduction in the total number

of migrations is achieved by distributing the VMs across a greater number of hosts

as shown in Fig.35. This in turn reduces resource contention on the active hosts,

thus requiring less migrations. However, as illustrated in Fig.34 energy efficiency

is impacted greatly as BF generates the highest amount of energy consumption.

PACPA outperforms the remaining algorithms producing 126629 migrations in total

over the 10 day workload while FF incurs the highest number of migrations overall.
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Figure 37: The total number of migrations generated by PABFD, PACPA, FF and
BF algorithms

These results overall indicate the improved efficiency achievable through the imple-

mentation of the proposed PACPA algorithm. In particular, we demonstrate the

benefits of a predictive bandwidth-aware joint provisioning placement algorithm to

support the movement of VMs between hosts in the data center.

5.7.2 Evaluation of Virtual Machine Selection Algorithms

Once a host becomes overloaded, the next step is to select particular VMs to be mi-

grated from the host. In this section, we investigate the impact of four well known

VM selection algorithms on each placement algorithm. These VM selection algo-

rithms include the MC algorithm. This algorithm is based on an idea proposed by

Verma et al. [262]. The idea is that the higher the correlation between the CPU

resource usage by VMs running on a host, the greater the risk of the host becoming

overloaded. Based on this theory, the VMs that have the highest correlation of the

CPU utilisation with other VMs are selected for migration. The MMT algorithm

selects the VMs which require smaller amounts of RAM relative to the other VMs

allocated to the host. The Maximum Utilisation (MU) algorithm selects VMs that

have the highest resource utilisation. Lastly, the Random Choice (RC) algorithm

simply selects a VM to be migrated at random. More details on each of these algo-

rithms can be obtained from the following source [106].
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Figure 38: Energy for PABFD, PACPA, FF and BF using various VM selection
algorithms

As depicted in Fig.38 and Fig.39, it does not matter which VM selection algorithm

is adopted, PACPA results in the least amount of SLAVs and energy consumption

over any other placement algorithm. In particular, PACPA has the ability to reduce

energy by 18% over other placement algorithms while also reducing the number

of service violations incurred by a significant 34%. Although, when coupled with

certain VM selection approaches PACPA either minimizes energy or SLAVs. For

example, Fig.38 shows the selection algorithm which generates the least amount

of energy is MU. However, Fig.39 shows that this reduction in energy comes with

a cost of greater SLAVs. Similarly, when PACPA is coupled with the RS VM

selection algorithm it generates the least amount of SLAVs but the energy rate is

the highest. Conversely, both the MMT and MC algorithms strike a better balance

between both energy and SLAVs overall. The MC VM selection algorithm slightly

outperformed MMT in terms of energy consumption but is marginally less effective

in terms of reducing the number of SLAVs as shown in Fig.39. Given the primary

objective of this work is to reduce energy consumption the MC algorithm can be

deemed the VM selection algorithm which generates the best performance overall

when used in conjunction with the proposed PACPA algorithm. The algorithms that

generate the largest amount of energy and SLAVs are the BF and FF algorithms.

As displayed in Figs.38 and Fig. 39, the FF algorithm results in less energy than

BF, however the number of service violations incurred is much higher. Overall, both
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Figure 39: Service violations incurred by PABFD, PACPA, FF and BF using the
various VM selection algorithms

algorithms demonstrate their inability to effectively manage the energy-performance

tradeoff. Also equally apparent is that the PABFD algorithm performed next best

after our PACPA algorithm in reducing energy consumption in the data center.

However, when adopting the MC or MU VM selection algorithms it generates more

SLAVs than the BF algorithm. This highlights one of the limitations of the PABFD

algorithm in that it primarily focuses on reducing energy consumption not SLAVs

and as shown depending on the VM selection algorithm used it can preform worse

than more simple algorithms such as BF in terms of service violations.

To provide greater insights into the source of both energy savings and also SLAVs

for each configuration of the different VM selection and placement algorithms we

present both the number of migrations and active hosts generated. As shown in

Fig.40 the number of active hosts required by each set of algorithms largely reflects

the energy results illustrated in Fig.38. PACPA outperforms all other placement

algorithms when coupled with any of the different VM selection algorithms by re-

quiring the least amount of hosts. As a result energy efficiency is improved in the

data center. In particular, the MU algorithm produced the least amount of ac-

tive hosts for the PACPA algorithm. However, Fig.39 confirms that this reduction

causes the highest increase in SLAVs. The MMT and MC algorithms generate a

better balance distributing the VMs among hosts in the data center.
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Figure 40: The average number of active hosts incurred by PABFD, PACPA, FF
and BF using various VM selection algorithms

The number of migrations is also displayed in Fig.41. Similar to the results shown

in Section 5.7.1 the BF placement algorithm generates the smallest number of mi-

grations across all VM selection algorithms. This is because less migrations are

required when VMs are distributed across significantly more hosts in the data cen-

ter as shown in Fig.40 due to less competition for resources. PACPA produced

the second lowest number of migrations across all VM selection algorithms, once

again demonstrating the improved efficiency achievable through the implementation

of PACPA. Overall, this experiment confirms that our PACPA algorithm outper-

forms all other placement algorithms even when used with different VM selection

approaches. Furthermore, these results show that both the MMT and MC VM

selection algorithms generate the best performance overall with minimal difference

between both in terms of balancing both energy efficiency and SLAVs.
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Figure 41: The number of migrations incurred by PABFD, PACPA, FF and BF
using various VM selection algorithms

5.8 Conclusion

In this chapter we present PACPA, a novel predictive anti-correlated VM placement

algorithm capable of improving energy efficiency while also enhancing the ability of

practitioners to achieve significant improvements in the quality of the service pro-

vided. Unlike current approaches [12, 13, 23], we adopt popular ML methodologies

and provide a comparative study on their performance for predicting both CPU and

bandwidth resources in the cloud. In our work we consider current and predicted

future resource demands to improve both the scheduling time of migrations and our

overall placement strategy. Our experimental results show that PACPA accurately

predicts future resource utilisation which is a key challenge for VM placement algo-

rithms [118, 122]. In addition, our approach also considers the relationship between

migrating VMs as an important factor in optimizing the usage of available resources,

as such it attempts to place complimentary VMs together based on their aggregated

CPU resource requirements. Our empirical results demonstrate how the proposed

approach reduces energy by 18% while also reducing service violations by over 34%

compared to some of the most commonly used placement algorithms. Overall, the

proposed algorithm demonstrates the fruitful benefits of adopting intelligent ML

solutions with the potential to deliver greater energy efficiency and improved per-

formance over current approaches.
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5.9 Impact on State of the Art

This section will place the proposed approach in context with published literature.

While ML methodologies have become popular over more recent years, in the lit-

erature the vast majority of works have focused on heuristic based consolidation

approaches [4, 20, 21, 116, 121]. One significant limitation of many heuristic based

VM consolidation algorithms is that they often make consolidation decisions based

on current resource usage, however resource demands are dynamic and stochastic by

nature and often exhibit time varying demand patterns with high points of demand

intermixed with low utilisation. As a result these types of approaches can quickly

result in redundant consolidation decisions having a negative impact on energy and

performance. To add to this, a limited number of works in the literature consider

joint VM consolidation strategies based on workload correlations. [21, 121]. While

both of these studies advocate the use of VM resource demands that are temporally

unaligned to improve consolidation decisions they are not future facing solutions

as they only consider current resource demands. In this chapter, we proposed an

approach which not only considers the relationship between VMs prior to placement

but also we introduce an approach that generates consolidation decisions by taking

into account future resource demands. Furthermore, the proposed solution also con-

siders bandwidth variability on VM transfer times within the system.

Unlike the more recent work of Fu et al. [12] which applied ARIMA modelling to

the VM consolidation problem while considering the relationships between VMs in

their placement approach. Our work differs in that we also explore the application of

popular linear and non linear predictive methodologies including ARIMA modelling,

we also show how a ANN with a sliding window can generate improved performance

over an ARIMA model. Furthermore, we also consider the implications of network

conditions during migration which can have a substantial impact of SLAVs. Chen

et al. [11] proposed a predictive correlation aware virtual machine placement algo-

rithm. They explored the application of a ANN to forecast future resource demands

while also analysing the correlation among VMs to generate placement decisions

that promote high resource usage. Their results report 15-30% improvement in the

delivery of service guarantees. However, they measure correlation by combining the
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predicted CPU demand of VMs to achieve high resource utilisation as oppose to

consolidating workloads whose peak demands are anti-correlated. In our work we

train a range of predictive models using real workload data while also considering

the implications of network throughput on the delivery of service guarantees. Lastly,

we also experiment with various VM selection algorithms on evaluate their impact

on the proposed approach.

5.10 Limitations

Although our consolidation approach shows improvement in the delivery of ser-

vice guarantees and reductions in energy consumption it also has limitations that

must also be discussed. In this research we consolidated VMs based on predicted

CPU utilisation while also considering bandwidth availability on the network links

to improve data transfer times. This chapter focused on a univariate time series

approach to consolidation which was sufficient to highlight the potential of this ap-

proach. However, other resources such as RAM and disk are also important shared

resources for the consolidation problem. By considering these additional resources

for the consolidation problem a more holistic solution could be achieved by consoli-

dation workloads based on for example compatible CPU, RAM and disk.

Secondly, CloudSim was used to implement this research. In CloudSim the dat-

acenter is modelled using 800 hosts which is not considered large in terms of the

size of public cloud systems. In the context of extremely large clouds consisting of

thousands of servers limitations of the approach much be considered. The current

form of the consolidation algorithms introduces some overhead by predicting host

resource usage for all possible combinations of VMs across all suitable hosts in the

data center. In this work, we select a subset of traces and assume they are gener-

ated from a particular application type as it would not be realistic to expect a study

based on a large number of traces representing every possible type of workload. As

such, this approach would be particularly beneficial in the context of managing re-

sources on a public cloud for a HPC cluster that may be executing workloads over a
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number of hosts (CPU intensive, memory intensive workflows). This approach could

be used to improve energy efficiency for the service provider while also improving

service guarantees for the user.
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Chapter 6

An Intelligent Ensemble Learning

Approach for Energy and

Interference Aware Dynamic

Virtual Machine Consolidation

The work outlined in this chapter has been published in the following conference

and special issue journal paper:

• Shaw, R., Howley, E. and Barrett, E., 2019, October. An Energy Efficient and

Interference Aware Virtual Machine Consolidation Algorithm Using Workload

Classification. In International Conference on Service-Oriented Computing

(pp. 251-266). Springer, Cham.

• Shaw, R., Howley, E. and Barrett, E., 2019. An intelligent ensemble learning

approach for energy efficient and interference aware dynamic virtual machine

consolidation. Simulation Modelling Practice and Theory, p.101992. (Special

Issue on Cloud Computing and Big Data)
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6.1 Introduction

Research has shown that inefficient resource utilisation is one of the leading causes of

high energy consumption in data center deployments [4]. The problem of high energy

consumption in data centers challenges the research community and practitioners

alike to introduce and adopt more efficient, energy driven resource management

strategies. VM consolidation greatly improves resource management and data cen-

ter efficiency by packing a large number of VMs onto a reduced number of servers

using live migration in an effort to optimize resource usage while also satisfying

user specified SLAs [105]. However, despite the many advantages of virtualisation

technology, one limitation is these technologies do not guarantee performance iso-

lation and can suffer from performance interference issues between co-located VMs

[7, 8, 101, 128]. Consequently, whilst energy consumption can be reduced through

dynamic VM consolidation algorithms, performance degradation can result from in-

terference effects between co-located VMs. As a result, balancing energy efficiency

and the delivery of service guarantees through VM consolidation becomes a more

complex issue in multi-tenant environments.

6.2 Motivation and Aims

Existing approaches need to be adapted to consider the implications of co-located

interference effects. While VM consolidation approaches often have different core

objectives such as performance and resource availability, security issues, communica-

tion costs and also energy consumption [102–104], the majority of these algorithms

focus on the consolidation problem from the perspective of minimizing the number of

physical hosts in the data center. However, performance interference issues between

co-located VMs is often overlooked. These approaches are less effective as they do

not accurately represent performance degradation caused by resource contention be-

tween co-located VMs, which is an important consideration when re-allocating VMs

to other hosts in the data center. Prior to consolidating VMs together on a given

host it would be beneficial to consider the VM’s resilience to interference from other

co-located workloads to improve the delivery of service guarantees. Other works in

the literature propose interference aware consolidation algorithms which focus on
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the delivery of improved performance and service guarantees but are not specifically

energy driven [7, 101, 261].

Furthermore, given the continued growth and widespread adoption of cloud services,

resource management and scheduling has become a more complex and challenging

issue in cloud data centers consisting of vast amounts of resources [230]. The in-

corporation of predictive methodologies is becoming a more essential component

for resource management algorithms in the cloud. However, prediction accuracy

remains an important issue for cloud based resource management algorithms given

the inherently dynamic nature of cloud workloads [24, 172]. In particular, there is a

general consensus among the community that no single model or technique is supe-

rior in performance as it generally depends on the characteristics of the data that

is being predicted [230]. As such, this warrants the analysis of ensemble learning in

which several classifiers are used together in an attempt to achieve greater predictive

performance. We expect this work to make the following contributions.

• The proposed Predictive Interference and Energy Aware (PIEA) algorithm

focuses on resolving the VM consolidation problem by attempting to classify

VM workloads while also considering both energy efficiency and interference

issues between co-located VMs.

• In contrast to existing approaches we provide an extensive comparative study

to evaluate the accuracy of state of the art prediction models using several

ensemble methods including bagging, boosting and stacking. We demonstrate

their application in classifying VM workloads to resolve the VM consolidation

problem.

• This approach is implemented in a simulated data center using real workload

data recently released from Microsoft Azure’s public cloud. To the best of

our knowledge this work is one of the first to apply state of the art ensemble

classifiers to this recent workload data and demonstrate the efficacy of using

these models for the VM consolidation problem.

• We also evaluate our solution against a widely known energy aware consolida-

tion heuristic which has shown to deliver good results [105] and demonstrate
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the benefits of incorporating predictive modeling while also considering inter-

ference effects among VMs prior to consolidation. Overall, we show the ability

of the PIEA ensemble based consolidation algorithm in achieving improved

energy efficiency and performance.

• Lastly, we also investigate how the performance of the proposed approach is

impacted when used with different VM selection algorithms in terms of energy

consumption and the deliver of service guarantees.

6.3 Problem Formulation

In this work we consider interference issues between co-located VMs as an impor-

tant aspect of the VM consolidation problem. Netflix which is one of the largest

subscription services for watching online movies and television programs have been

known to monitor CPU steal time to detect interference and resource contention

with other co-located VMs in the cloud. To resolve the problem Netflix shutdown

any VMs where steal time is high. These VMs are then rebooted onto other hosts

in the data center with the anticipation that the steal time metric will decrease

in order to improve the performance of their service to their users [109]. From

a cloud provider’s perspective balancing the distribution of VM workloads across

available hosts in a multi-tenant environment while also seeking improved energy

consumption is a challenging issue. Energy efficiency optimization and the delivery

of application performance guarantees are conflicting objectives. By consolidating

a large number of VMs onto a smaller number of hosts energy wastage can be mit-

igated, however, performance degradation can also occur due to interference and

resource contention between co-located VMs [8]. To overcome this issue, prior to

placing a VM on a host a more plausible consolidation algorithm should consider a

VM’s resilience to interference effects from co-located workloads. For example, in-

teractive application workloads typically require low application response times and

high performance while background workloads are generally more robust to such

effects [28], the nature of these applications is highlighted below in Table 1.
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Table 1: Application Workloads Considered

Application Type Description

Delay-Insensitive:

These types of application workloads run in the
background and are generally more robust to
interference issues due to their nature. Examples
of these types of workloads include batch workloads
such as processing financial data in batches to automate
a company’s billing process, VMs used for computer
vision research and also infrastructure management
application workloads for disaster recovery and security.

Interactive:

These types of applications require low response
times and high performance. They are particularly
sensitive to resource contention and interference
issues. Examples of these types of applications
include online gaming applications that use
real-time data, video streaming and web applications.

6.3.1 System Description

This work presents a more effective VM consolidation strategy which attempts to

classify VM workloads using a state of the art ML methodology to foster a more in-

telligent energy and interference aware consolidation approach. We model the prob-

lem using a simulated data center consisting of heterogeneous resources, including m

PMs and n VMs, where PM =
{

pm1 , pm2 , ..., pmm

}
and VM =

{
vm1 , vm2 , ..., vmn

}
.

The proposed system model is depicted in Fig.42. In the proposed system , VMs

in the data center are initially allocated onto a Physical Machine (PM) based on

the requested resources which dynamically change over time. To reduce energy con-

sumption and improve the delivery of SLA it is critical to optimize the distribution

of VMs across the data center using live migration and reallocate VMs to other

PMs in the data center. In this work we consider VM resource optimization to be a

three-stage process consisting of host overload detection, VM selection and VM
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Figure 42: System model

consolidation. In this work, first the system continuously monitors the resource

usage of each host in the data center to detect hosts that are likely to become

overloaded, next the system selects VMs to be migrated and finally these VMs get

consolidated onto a more suitable host that will drive energy efficiency while also

considering potential interference issues. In our system model the global resource

manager is responsible for managing resource allocation and live migration. It con-

sists of three key components: the performance monitor, the trained classifier and

the proposed PIEA algorithm which provides decision support for VM consolidation.

The performance monitor continuously monitors resource usage on each host and

stores this as historical resource usage data. Next the popular LR-MMT algorithm

[106] is used to infer the probability of a host becoming loaded and selects which

VMs to migrate and places them on a migration list. The classification model is

then used to classify the VM workloads in the migration list using their resource us-

age features. Based on these classifications the PIEA algorithm makes consolidation

decisions considering potential interference issues between co-located VMs.
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6.3.2 Interference Model

The rate at which interference occurs in a virtualised environment largely depends

on the number and type of workloads being executed [101]. According to a study

by Xu et al. [261] interference effects are highly correlated with the number of VMs

running on the host. In particular, they found that interference effects are roughly

linear to the number of VMs executing on a given host when comparing CPU and

memory intensive applications. As a result, the authors argue that the number of

VMs on the host can be used to estimate the expected interference among co-located

VMs. In our work we use the findings of Xu et al. in order to generate a simple inter-

ference model as a proof of concept with the proposed PIEA consolidation algorithm.

In more detail, this research considers heterogeneous workloads which are classi-

fied by our ML model as either interactive or delay-insensitive workloads. Given

that interactive workloads require high performance and low response times we de-

vise an interference model which results in a exponential rise in the number of

SLAVs depending on the number of interactive workloads allocated to the host

PM ∈
{

pm1 , pm2 , ..., pmm

}
, this can be calculated according to Eq.6.1 below. For

delay-insensitive workloads we estimate the expected interference using a similar

approach denoted in Eq.6.2, however, these workloads tend to be more resilient to

interference effects. Therefore, we reflect this in our interference model by using

a more linear increase in the number of SLAVs according to the number of delay-

insensitive workloads running on the host which can be controlled accordingly using

the exponent.

pmi
m =

(
N∑
k=1

vki

)x

(6.1)

where k denotes the VM index, vki represents VM workloads classified as interactive,

x is the exponent value specific to this classification and pm i
m is the estimated inter-

ference experienced by host m generated from the execution of interactive workloads.

pmd
m =

(
N∑
k=1

vkd

)x

(6.2)
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where vkd denotes workloads which are classified as delay-insensitive this time, x is

the corresponding exponent and and pmd
m is the estimated interference experience

on host m from delay-insensitive workloads.

6.3.3 Proposed PIEA Algorithm

The proposed PIEA algorithm denoted below (Algorithm 4) has two objectives. It

firstly attempts to allocate VMs to hosts such that interference effects are reduced

and secondly it seeks to minimize the amount of PMs needed to execute the work-

loads in order to improve energy efficiency and the delivery of service guarantees.

The system leverages the well-known LR-MMT algorithm proposed by Beloglazov

et al. [106]. This algorithm manages host overloaded detection and VM selection,

two fundamental aspects of dynamic VM resource optimization. A VM migration

list is generated by the performance monitor component in our system model as

shown in Fig.42, using the best performing ML model in our study we generate

a classification for each VM workload in the migration list. The classification of

each workload depends on the type of resources used by the VM referred to as the

VM’s resource usage features. The list of VMs to be migrated together with their

predicted classifications act as input into the PIEA algorithm.

The proposed solution firstly sorts the VMs in the migration list using the predicted

classification of each workload. By sorting VMs according to their classification we

can make more informed allocation decisions considering the potential interference

effects on each host. The min variable is defined to keep track of the host with the

least estimated interference and is set to infinity at the start while the sum variable

is used to track the number of interactive or delay-insensitive workloads depending

on which type of VMs are being consolidated. Once the VMs are sorted according

to their classification the algorithm allocates the VMs in the delay-insensitive list

first as they are less sensitive to allocation decisions. The algorithm first checks

that each potential host pmm has enough resources pmr
m to execute the demand of

Vmk denoted Vmd
k . To estimate the degree of potential interference on the host we

utilize Eq.6.3. Using the predicted classification of the workload executing on Vmk

hosted by pmm , we sum up the number of each type of application executing on
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Algorithm 4: PIEA Algorithm

Input: migrationList, hostList & workloadClassifications
foreach Vmk in migrationList do

if Vmk → “interactive” then
interactiveList ←Vmk

end
else

delayInsensitiveList ←Vmk

end

end
foreach Vmk in delayInsensitiveList do

min ←∞
selectedHost← null
foreach pmm in hostList do

sum ← 0
if pmr

m > Vmd
k then

//estimate co-location interference on destination PM

pm i
m ←

(∑N
k=1 vki

)x
+
(∑N

k=1 vkd

)x
if pm i

m <= min AND
∑N

k=1 vkd >= sum then
selectedHost ← pmm

min← pm i
m

sum ←
∑N

k=1 vkd
end

end

end
allocate Vmi → selectedHost

end
foreach Vmk in interactiveList do

min ←∞
selectedHost← null
foreach pmm in hostList do

sum ←∞
if pmr

m > Vmd
k AND pmm 6= OFF then

//estimate co-location interference on destination PM

pm i
m ←

(∑N
k=1 vki

)x
+
(∑N

k=1 vkd

)x
if pm i

m <= min AND
∑N

k=1 vki <= sum then
selectedHost← pmm

min← pm i
m

sum ←
∑N

k=1 vki
end

end

end
if selectedHost==null then

TURN ON pmm

selectedHost =pmm

end
allocate Vmi → selectedHost

end
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the host. Then using the exponent operator we generate the expected interference

effects on the host between competing workloads denoted pm i
m . The calculation of

interference is based on the simple interference model described in Section 6.3.2.

pmi
m =

(
N∑
k=1

vki

)x

+

(
N∑
k=1

vkd

)x

(6.3)

where vki denotes VM workloads executing on the host classified as interactive, vkd

denotes workloads classified as delay-insensitive, x is the exponent and pm i
m is now

redefined as the total estimated interference for host m.

The algorithm’s strategy is to allocate each VM executing a delay-insensitive work-

load to a host that has the least estimated interference denoted pm i
m <= min and

the largest number of delay-insensitive workloads which is calculated according to

Eq.6.4 as these workloads are less sensitive to interference issues. Essentially the

algorithm packs these VM workloads more tightly while also making more efficient

use of the available resources.

N∑
k=1

vkd >= sum (6.4)

where vkd denotes a particular VM executing a workload classified as delay-insensitive.

Specifically, k denotes the VM index, d signifies a predicted delay-insensitive work-

load and the sum variable represents the largest number of delay-insensitive work-

loads executing on a particular host so far.

Once all of the delay-insensitive VMs have been allocated the algorithm generates a

mapping for all of the VMs in the interactive list onto preferably the available hosts.

These VMs are more sensitive to consolidation decisions therefore, we allocate them

once all of the delay-insensitive workloads have been consolidated. The algorithm

first checks that each potential host pmm in the host list is currently active and not

switched off denoted pmm 6= OFF and has enough resources pmr
m to execute the

workload of Vmk denoted as Vmd
k . By firstly considering active hosts we are opti-

mizing the usage of available resources, preventing valuable resources from being left

in an idle state. Next PIEA estimates the degree of interference on the host denoted
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pm i
m according to Eq.6.3. Given the high performance requirements of interactive

workloads and their sensitivity to interference between competing workloads, our

algorithm attempts to find a host that has the least interference pm i
m <= min

and the smallest possible number of interactive workloads calculated according to

Eq.6.5 to reduce direct contention for similar resources. In a situation where none

of the active hosts are suitable for allocation a new host is turned on and the VM

is allocated.

N∑
k=1

vki < sum (6.5)

where vki denotes a particular VM executing a workload classified as interactive.

Specifically, k denotes the VM index, i signifies a predicted interactive workload and

the sum variable represents the smallest number of interactive workloads executing

on a particular host estimated so far by the algorithm.

6.3.4 Modelling and Classification

In more recent times ML methodologies for both regression and classification based

problems have gained significant popularity in the management and optimization of

cloud resources [11, 129, 172]. This growing trend is largely due to the improved

performance attainable through the use of ML solutions. In the ML literature many

different prediction techniques have been developed and proposed over the years,

however, there is no global prediction algorithm that works best for all types of

problems and therefore a particular prediction algorithm must be selected based on

its performance in a particular problem domain [173]. As a result, several works have

focused on comparing the predictive performance of many of these techniques [24,

172, 188]. In the literature, ANNs, SVMs and LR are some of the most widely used

classification algorithms. ANNs and SVMs are known for their predictive accuracy

and ability to model complex real world problems [128, 217]. Given the complex

relationship between cloud workloads and resource usage metrics these non-linear

models are suitable for this problem domain, they are also important techniques

for this research which attempts to classify workloads to foster a more sustainable,

proactive and efficient cloud resource management system. Furthermore, while en-
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semble methodologies have the ability to improve predictive performance [230, 231]

it is also important to evaluate their performance over individual classifiers. Graczyk

et al. [233] demonstrate that performance gains over individual classifiers are not

always possible and in certain scenarios individual models can outperform more

complex ensemble based approaches. The application of ensemble methods to facil-

itate a more agile and responsive resource management system in the cloud is an

important dimension of the proposed solution which overall strives to contribute to

the development of autonomous cloud resource management strategies. An impor-

tant aspect of this work is to compare the application of three popular ensemble

methods namely bagging, boosting and stacking ensembles and evaluate the poten-

tial performance gains achievable over individual classification models to assist with

the VM consolidation problem.

In this work we adopt a binary classification approach to classify application work-

loads. The availability of real cloud workloads is limited and only a small number

of workloads have been made public for specific internet applications, for example

the workload for the 1998 world cup website and the traces from Wikipedia [263].

Classification is a supervised learning technique which requires a predictive model

to be trained using a labelled dataset. The recently released dataset from Microsoft

Azure [28] provides us with a labelled dataset, in particular, each workload trace

is labelled as either delay-insensitive or interactive and also provides the resource

usage features for that workload. In this work, while the Microsoft Azure dataset

is immensely useful for our needs, constraints exist based on the information made

available within the dataset. Conversely, there are also a number of justifications

for employing a binary classification based approach for this problem. Firstly, typi-

cally a large variety of applications can be hosted on cloud infrastructure. However,

given the vast number of different types of applications and since there is no perfect

predictive model, designing a classifier that can classify a variety of applications

running on the cloud into a large number of categories would be in-feasible [263]. In

this work, while we consider a more coarse grained approach by classifying applica-

tion workloads as delay-insensitive or interactive, it can be argued that many cloud

applications could be grouped into these two categories based on their resource us-
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age features as demonstrated by Cortez et al.[28]. Furthermore, in the literature, a

number of studies have adopted workload classification to improve various problems.

These works demonstrate the range of benefits that can be attained by attempting

to classify application workloads using binary classification [8, 97, 264]. By employ-

ing a more coarse grained approach to classify application workloads we prevent the

above problem, yet retain the ability to classify a number of application workloads

running on the cloud using these two categories. As shown by Cortez et al. [28]

many of the workloads in the Microsoft Azure dataset could be labelled as either

delay-insensitive or interactive depending on their resource usage features while only

a small number of the workloads were labelled as unknown. Ali-Eldin et al. [263]

state that even when a single application is running on cloud infrastructure, for

example a SaaS application, different users will generate different workloads for this

specific application. Therefore, by taking a more coarse grained approach to the

classification problem the solution can be used to accommodate a larger range of

applications. Furthermore, we argue that attempting to train a classifier to iden-

tify application workloads as either delay-insensitive or interactive is a challenging

issue as there is a non-linear relationship between the resource usage features of the

workloads in the dataset and their associated label. As a result, there is no clear

separation boundary to classify the workloads. For this reason this work explores a

range of non-linear and ensemble classification based approaches. Lastly, this work

demonstrates the benefits of a binary classification approach to classify workloads,

in particular, we justify the use of the proposed classifier by demonstrating the im-

provement in consolidation decisions showing a significant gains in energy savings

and the delivery of service guarantees.

6.4 Classification Experimental Details

In our experimental analysis we first evaluate the performance of three popular indi-

vidual classifiers which include an ANN, SVM and LR model. The characteristics of

these models in particular make them suitable for our needs. ANNs and SVMs are

well known for their powerful nonlinear predictive capabilities and are suitable pre-

dictors for modelling complex real world problems [128, 217], given the complexity
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of classifying VM workloads these learning techniques are suitable for the problem

domain. LR is another popular classification algorithm which is commonly used

due to its simplicity but also its ability to generate accurate predictions. ANNs,

SVMs and LR have all shown to be useful for a range of problem domains including

fraud detection [181], image recognition [223] while demonstrating their suitability

to achieving performance improvements in various areas of cloud resource manage-

ment [128, 239]. Next, we assess the performance of the three ensemble methods.

In particular, we select these three popular classification algorithms to act as the

base learners and meta-learners to use as part of the ensemble algorithms. In this

research, the recently released Azure VM resource usage dataset [28] is utilized to

train the models to identify the type of workload executing on a particular VM and

we evaluate the predictive performance of each model using a set of error metrics.

Based on our empirical evaluation the most accurate model will be used as part of

the proposed PIEA consolidation algorithm.

6.4.1 Microsoft Azure Dataset

In this work we use real VM profile data recently released for Microsoft’s Azure

public cloud platform [28]. The dataset contains resource usage profiles of over

two million VMs running on the Azure platform over 30 consecutive days. For

each VM in the trace they provide resource usage features such as the average,

maximum and P95 maximum CPU utilisation, memory usage, virtual core hours,

user subscription ID, deployment ID and the VM category. To construct the training

data to evaluate the performance of the selected prediction models we firstly clean

up the original data. Initially the data was examined visually in order to help gauge

the complexity and degree of non-linearity in the data. Next we removed instances

in the data where the category of the VM was unknown and we selected ten random

subscriptions from the dataset. Users can have multiple subscriptions with a large

mixture of delay-insensitive and interactive workloads. To successfully train a ML

classifier class balance is important, imbalanced data occurs when the classes are not

represented equally in the data and can result in misleading accuracy. To overcome

this problem we under sampled any subscription where a particular class was over

represented and implemented a stratified version of k-fold cross validation to preserve
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the class balance. Prior to training the models, we also performed feature selection

on the attributes available to us in the data based on statistical correlation. For

ML problems it is important that the features used to train a model are relevant

to making predictions. After filtering the data we obtain 5,816 samples using the

average and maximum CPU utilisation, memory usage, virtual core hours and user

subscription ID as the selected input features.

6.4.2 Experimental Setup

Selecting a good network topology for an ANN is important in achieving satisfac-

tory performance for any problem. In this work the number of layers and neurons

for each ANN was determined using a parameter sweep. Given the complexity of

the problem and the non-linearity evident during a visual inspection of the data we

include a number of hidden layers in our network design. It was found that by using

2 layers with 50 neurons each the network could model more complex non-linear be-

haviour to yield better performance. We define inputs to the model as the resource

usage features belonging to each VM in the training data. The network is configured

with two output neurons that corresponds to each class, namely delay-insensitive or

interactive. To train the ANN model the backpropagation algorithm with gradient

descent and momentum was implemented and the network was trained over 3000

epochs. A common problem when training ANNs with gradient descent is that the

algorithm can inadvertently get stuck in a local minimum. To overcome this we use

momentum which takes into account the gradient in past time steps when updating

the weights. The networks were trained over 3000 epochs and their accuracy was

evaluated using an unseen test set. An ANN can often be sensitive to the initial

weights assigned to the network, as a result the model was run 10 times and the

average was calculated to ensure reliability.

The popular Radial Basis Function (RBF) kernel was used for the SVM. The set-

tings for gamma and C were determined based on the best performance output.

The accuracy of all predictive models considered was evaluated using a stratified

version of k-fold cross validation where k = 10 . Table 2 provides a summary of

the parameter settings required for the more complex predictive models and also
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highlights the resource usage features used as input to the classifiers.

Furthermore, analogous to the training and evaluation of individual classifiers in

our work all ensemble learners are also trained using a stratified version of k-fold

cross validation where k = 10 . In particular, to generate each fold for the bagging

and boosting methodologies, the original data is sampled with replacement in an

attempt to introduce diversity into the output of each base learner. However, for

the boosting approach the observations are weighted therefore some of them will

reappear in the new dataset more often. Furthermore, in our experimental analysis

experiments were conducted in order to find the most optimum number of base

learners for boosting and bagging ensembles for our problem as there is no universally

agreed number. Lastly, in order to provide a careful evaluation of the effectiveness

of stacking ensembles for this problem in our analysis each base learner is given the

opportunity of being the meta-learner.

Table 2: Summary of Experimental Parameters

ANN SVM Resource Usage Features

Learning Rate α: 0.05 Kernel: RBF Average CPU
Momentum γ: 0.01 Gamma: 0.01 Max CPU
Training Epochs: 3000 C: 1.0 Memory
Number of Layers: 2 Virtual Core Hours
Neurons per Layer: 50 Subscription ID

6.4.3 Error Metrics

To fully evaluate the performance of our models we examine the overall classification

accuracy, precision and recall metrics. The precision metric is a measure of the clas-

sifiers exactness, it attempts to measure what proportion of positive identifications

were actually correct. The recall metric is a measure of completeness, it attempts

to quantify what proportion of actual positives where identified correctly. These

statistics are defined as follows:

OverallClassificationAccuracy =
CorrectPredictions

TotalPredictions
∗ 100 (6.6)
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Precision =
TruePositives

TruePositives+ FalsePositives
(6.7)

Recall =
TruePositives

TruePositives+ FalseNegatives
(6.8)

6.5 Classification Results and Discussion

The classification results and discussion is presented below. Firstly, the results of

individual classification models considered in this research are presented. Next we

evaluate the application of ensemble based learners for this problem and compare

the performance of bagging, booting and stacking methodologies.

6.5.1 Individual Classifiers

A comparison of the overall accuracy of each individual classification model is pre-

sented in Fig.43. As shown, all three models provide good performance for the

problem generating an accuracy of between 70-74%. In particular, the ANN per-

formed best overall demonstrating its ability to better model the complex underlying

correlations in the data while also showing its capacity to generalize to unseen data.

The LR classifier generated an overall accuracy of 72.49% outperforming the SVM

by 1.81%. To fully evaluate the efficacy of each of the models we must also examine

both the precision and recall metrics to provide more insights into the expected

performance of each model. Table 3 provides the results of both of these metrics.

As shown, for the ANN the proportion of positive identifications that were correct

for the delay-insensitive class was nearly 80% at 0.795.
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Figure 43: Overall classification accuracy for ANN, SVM and LR models

As indicated by the recall metric, the proportion of actual positives for this class

in the entire dataset that were identified correctly was approximately 65%. For the

interactive samples the ANN generated a precision score of an estimated 71% while

the estimated recall for this class scored 84%. In comparison, the SVM resulted

in precision of nearly 90% for delay-insensitive samples, however, the recall metric

was relatively poor for this class, generating a result of a mere 46%. Conversely,

for interactive samples the SVM scored a precision and recall of approximately 64%

and 95% respectively. In terms of the LR model which outperformed the SVM, the

classifier generated a precision of 80% for delay-insensitive samples which was on

par with that produced by ANN while the recall metric was estimated at 59%. For

interactive workloads the precision of the model was 68% and recall at 86% accuracy.

Both of these metrics are important to measure the expected accuracy of the models

on all future data, therefore we aim to strike a balance between both. Consider-

ing the results of all metrics the ANN is best performer overall when comparing

the performance of the selected individual classifiers, we can generally expect the

performance of the ANN to be between 73.44% and 75.16% given a Standard De-

viation (SD) of 0.86. Furthermore, in our analysis it was also found that the most

significant mistake incurred by the ANN was that occasionally it classified delay-

insensitive workloads as interactive. However, for our problem this may not have

a significant impact as delay-insensitive workloads could potentially require high
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performance i.e batch jobs. Therefore, classifying them as interactive could possibly

reflect their performance requirements.

Table 3: Test Data Classification Accuracy

Algorithm Workload Precision Recall

ANN Delay-Insensitive 0.795 0.646

ANN Interactive 0.708 0.838

SVM Delay-Insensitive 0.897 0.458

SVM Interactive 0.643 0.949

LR Delay-Insensitive 0.800 0.590

LR Interactive 0.682 0.856

6.5.2 Ensemble Classifiers

Next we evaluate the performance of the ensemble models, in particular the bagging,

boosting and stacking methodologies and also gauge the potential performance gain

over their individual counterparts. Given that there is no universally agreed number

of base learners for each of these methods as it depends on the problem and data

that is being modelled, in our experimental analysis, experiments were conducted

in order to first find the most optimum number of base learners for boosting and

bagging ensemble methods for our problem. In our experiments we evaluated the

performance of each bagging and boosting approach starting from 2 base learners

up to 15 in most cases with increments of 5 at a time. By conducting experimental

parameter sweeps, increments of 5 provided good performance while also highlighting

the predictive limits of each ensemble model for this problem. Fig.44. illustrates

the results achieved for all bagging ensemble methods. As shown, for the ANN

bagging ensemble approach by incrementing the number of base learners from 2 to

15 the predictive accuracy of the model improves after each increment generating

a predictive accuracy ranging from 74.69 % (2 base learners) to 75.05% (15 base

learners), however, in our analysis it was found that by using a total of 20 base

learners for the ANN bagging ensemble approach the predictive accuracy of the

model started to decline at 74.81% highlighting the predictive limits of the ANN
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bagging ensemble method.
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Figure 44: Overall classification accuracy for bagging ensemble methods using
groups of 2, 5 and 15 base learners

Conversely, the SVM did not show the same trajectory as demonstrated in the case

of the ANN. By incrementing the number of base learners from 2 to 5 it resulted in

a slight decrease in accuracy while further incrementing the number of base learners

ranging from 10 to 15 resulted in the same predictive accuracy as achieved using 2

base learners at 70.34%. For the LR bagging ensemble method it was found that

the best accuracy was generated by using 5 base learners in the ensemble, similar to

the SVM ensemble model the performance of the model started to decrease as the

number of base learners increased.

As shown in Fig.45, for the ANN boosting ensemble method there was no clear pro-

gression in predictive performance as the number of base learners was incremented.

By incrementing the number of base learners from 2 to 5 a small improvement was

achievable, however, by further incrementing the number of base learners the accu-

racy of the model plateaus at a predictive accuracy of 74.26% and therefore it was

found that 5 is the most effective number of base learners for the ANN boosting

ensemble method.
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Figure 45: Overall classification accuracy for boosting ensemble methods using
groups of 2, 5 and 15 base learners

Furthermore, we found that the ANN bagging ensemble approach outperformed the

ANN boosting ensemble method across all increments of the base learner. For the

SVM boosting ensemble approach our findings showed that the model performed

best when 10 base learners were implemented generating a predictive accuracy of

73.32%. In particular, it was found that the predictive accuracy of the SVM ensem-

ble model was improved by a significant 2.98% over the bagging approach by using

a boosting methodology in this instance. Lastly, in terms of the LR boosting based

ensemble model it was found that the ideal number of base learners for the ensemble

was 5 with a predictive accuracy of 72.49% while also outperforming the alternative

LR bagging ensemble model.

In relation to the stacking based ensemble models evaluated in this work, it was

found that the approach which implemented the LR model as the meta-learner per-

formed best overall with accuracy of 74.54% as shown in Fig.46. The SVM stacking

ensemble approach performed next best with a predictive accuracy of 74.33% while

the ANN performed least best at 74.00%. Interestingly, these results show that

no particular ensemble approach consistently produces the best results overall, this

finding is also consistent with the findings of Graczyk et al. [233]. As shown in

Table 4, the best performing ensemble model for the ANN algorithm was bagging,

while stacking generated the best results for both the SVM and LR algorithms.
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Figure 46: Overall classification accuracy for stacking based ensemble models using
each individual classifier as the meta-learner

One of the goals of this work is also investigate the potential performance gain that

can be achieved by using ensemble approaches over single classification models. In

Table 4 we show the performance gain/loss for each algorithm when used with bag-

ging, boosting and stacking ensemble methodologies. For the ANN algorithm the

best performance gain achievable through the use of ensemble methods was gener-

ated using the bagging approach. The results showed a small improvement over the

single ANN alternative at 0.76%. Furthermore, the results also showed no perfor-

mance gain was achieved for the ANN when using boosting and stacking ensemble

methods. This demonstrates the powerful predictive performance of the ANN algo-

rithm in its own right, in particular it highlights its effectiveness in modelling the

highly non-linear complexity of the data set. Graczyk et al.[233] also found similar

results in their work, in particular they found when using a stacking methodology

performance gains over the single ANN model was not always possible. The results

show that for the SVM algorithm the use of ensemble learners can in fact signifi-

cantly augment the predictive performance of the model. In particular, the SVM

boosting methodology generated an improvement of 2.65% over the individual SVM

classifier while stacking resulted in an improvement of 3.66%. For the LR model

there was no improvement for both bagging and boosting approaches over the use of

an individual LR model. However, there was a gain of 2.05% when the LR algorithm

was used as the meta-learner for the stacking based ensemble approach.
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Table 4: Comparison of the Best Bagging, Boosting and Stacking Methods for Each
Algorithm

bagging boosting stacking

Algorithm Accuracy % Gain Accuracy% Gain Accuracy% Gain
ANN 75.05 0.76 74.26 -0.03 74.00 -0.29
SVM 70.34 -0.33 73.32 2.65 74.33 3.66
LR 72.44 -0.05 72.49 0.00 74.54 2.05

Table 5 provides further insights into both the precision and recall metrics that

resulted from each of the models displayed in Table 4. The precision and recall

metrics provide greater insights into the expected performance of each model, in

particular providing a breakdown of the accuracy of each model when classifying

the different workloads. The ANN bagging based ensemble approach generated a

precision of 81% and recall of 65% for delay-insensitive workloads while the precision

and recall for interactive workloads was 76% and 75% respectively. For the SVM

stacking based ensemble model which generated a significant 3.66% improvement

over the individual SVM classifier, the performance gains are further rationalized

through the precision and recall metrics. Specifically, the precision of this ensemble

for delay-insensitive workloads was 85% and recall resulted in 58%. For interac-

tive workloads the model generated a precision of 69% while recall for this type of

workload was extremely accurate at 90%. Lastly, the LR stacking ensemble method

also showed it’s ability to perform well on this problem by scoring a precision and

recall of 80% and 65% for delay-insensitive workloads while a more balanced result

was generated for the classification of interactive workloads. Specifically, the model

achieved precision of 71% and a recall of 84% for those workloads.
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Table 5: Precision and Recall Metrics for the Best Bagging, Boosting and Stacking
Methods for Each Algorithm

Ensemble Method Algorithm Workload Precision Recall

bagging ANN Delay-Insensitive 0.81 0.65

bagging ANN Interactive 0.76 0.75

bagging SVM Delay-Insensitive 0.91 0.44

bagging SVM Interactive 0.64 0.96

bagging LR Delay-Insensitive 0.80 0.59

bagging LR Interactive 0.68 0.86

boosting ANN Delay-Insensitive 0.79 0.65

boosting ANN Interactive 0.71 0.84

boosting SVM Delay-Insensitive 0.78 0.63

boosting SVM Interactive 0.70 0.83

boosting LR Delay-Insensitive 0.80 0.59

boosting LR Interactive 0.68 0.86

stacking ANN Delay-Insensitive 0.82 0.61

stacking ANN Interactive 0.70 0.87

stacking SVM Delay-Insensitive 0.85 0.58

stacking SVM Interactive 0.69 0.90

stacking LR Delay-Insensitive 0.80 0.65

stacking LR Interactive 0.71 0.84

Overall, our experimental analysis concludes that ensemble methods can generate

improved performance over individual classifiers as shown for all learning algorithms.

However, given the inherent predictive ability of the ANN algorithm, only one en-

semble method could achieve a small improvement in terms of predictive accuracy

for this problem. Nevertheless, regardless of how small the improvement may be it

remains a gain and can be used to boost the overall performance of resource man-

agement algorithms in the cloud which are becoming more challenging to predict.

Based on our empirical evaluation the ANN bagging based ensemble model, which

outperformed all other approaches as shown in Fig.47 will be used as the classifier

for proposed consolidation approach.
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Figure 47: Best ensemble models overall: ANN bagging based ensemble, SVM stack-
ing based ensemble and LR stacking based ensemble

6.6 Cloud Experimental Details

In this section we discuss the experimental analysis and cloud simulation results

using the proposed PIEA algorithm. In particular, this section firstly describes the

simulation setup to evaluate the proposed PIEA algorithm. Next it introduces the

performance metrics used to evaluate the proposed approach and lastly, it presents

and discusses our experimental results.

6.6.1 Simulation Setup

To evaluate the efficiency of the proposed PIEA algorithm we use the CloudSim

toolkit [106] which is a widely used simulation framework for conducting cloud com-

puting research. In CloudSim we model the problem using a data center consisting

of 800 physical machines. In particular, the simulator consists of two types of phys-

ical hosts modelled as HP ProLiant ML110G4(Intel Xeon 3075, 2 cores 1860 MHz,

4GB) and HP ProLiant ML110G5(Intel Xeon 3075, 2 cores 2660 MHz, 4GB). Fur-

thermore, we consider four types of VMs consisting of High-CPU Medium Instances

(2500 MIPS, 0.85 GB), Extra Large Instances (2000 MIPS, 3.75 GB), Small In-

stances (1000 MIPS, 1.7 GB) and also Micro Instances (500 MIPS, 613 MB). We

compare the performance of the PIEA consolidation algorithm to the popular Pow-

erAware VM consolidation algorithm proposed by Beloglazov et al. in one of their
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most highly cited works [105]. Although there exists numerous approaches for the

VM consolidation problem the most well-known and commonly used benchmark is

the PowerAware approach when energy efficiency is one of the core objectives and

therefore this benchmark is an important measure in this work. The PowerAware

algorithm considers the heterogeneity of cloud resources and efficiently allocates VM

instances to hosts by selecting the most energy efficient hosts first.

Table 6: Power Consumption of Hosts at Various Load Levels in Watts

Server Load % 0% 10% 20% 30% 40% 50% 60% 70% 80% 90% 100%

HP ProLiant G4 (KWh) 86 89.4 92.6 96 99.5 102 106 108 112 114 117
HP ProLiant G5 (KWh) 93.7 97 101 105 110 116 121 125 129 133 135

6.6.2 Performance Metrics

The main goal of the proposed PIEA VM consolidation algorithm is to generate a

consolidation approach that considers interference effects while also reducing energy

consumption. As a result the key cloud performance metrics used to evaluate the

effectiveness of the proposed algorithm are:

• Energy Consumption: In this research the energy consumption metric is

computed by CloudSim where energy is defined as the total energy consumed in

the data center by computational resources as a result of processing application

workloads. In a data center, power consumption incurred by the servers is

mostly determined by resource usage such as CPU, memory and disk storage.

However, research has revealed that the most concentrated use of energy is

generated by the CPU [2, 77]. As a result, in this work power consumption

of a PM is represented by the CPU utilisation on the host and reported as

energy consumption over time (kWh). To provide an accurate and realistic

evaluation we use real data on power consumption provided by the results of

the SPECpower benchmark implemented in CloudSim 1. Table 6 illustrates

the power consumption rates of the selected servers under different load levels.

• Service Level Agreement Violations: The ability of cloud providers to

deliver service guarantees is critical to their service offerings. A metric pro-

1The SPECpower benchmark. http://www.spec.org/power ssj2008/
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posed in [106] can be used to calculate the SLAV incurred by VMs in the data

center, this metric is also implemented by CloudSim exactly as it is defined

in [106]. In particular for the above metric, service violations are measured

as the performance degradation experienced by each VM due to both hosts

becoming overloaded and also the number of VM migrations incurred by the

cloud system. Specifically, the original metric is calculated using both Service

Level Agreement violation Time per Active Host (SLATAH) and Performance

Degradation Due to Migrations (PDM). SLATAH is the percentage of time

during which each active host in the environment has experienced 100% utili-

sation of its resources and is denoted below in Eq.6.9.

SLATAH =
1

N

N∑
i=1

Tsi

Tai

. (6.9)

where N is defined as the total number of hosts, Tsi is the total time host i

has experienced 100% utilisation of its resources and Tai is defined as the total

time that host i is actively serving VMs.

Live migration enables VMs to be transferred between physical hosts in the

data center to improve resource management. However, the migration process

also has a negative impact on the performance of applications executing on

migrating VMs in the data center. PDM calculates the overall decrease in

performance experienced by migrating VMs. The original PDM equation is

presented below in Eq.6.10.

PDM =
1

M

M∑
j=1

Cdj

Crj

. (6.10)

where M is defined as the number of VMs, Cdj is the estimated performance

degradation for VMj , in our experiments Cdj is set as 10% of the CPU utilisa-

tion for all migrations of VMj , while Crj is the total requested CPU by VMj

over its lifespan.
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Furthermore, research has shown that one limitation of virtualization tech-

nologies is they do not guarantee performance isolation between VMs and as a

result performance interference issues between co-located workloads can occur

[7, 8]. Consequently, a critical component of VM consolidation is to reduce VM

interference effects between co-located workloads and as a result the original

SLAV metric proposed by [106] is extended for the purposes of this work. The

amount of interference experienced by a host in the environment largely de-

pends on the number and type of workloads being executed [101]. As outlined

in Section 6.3.2 in our analysis, we define an interference function to estimate

the expected interference generated by the workloads executing on the host.

As shown in Eq.6.11, in our performance analysis the level of interference on

each host is calculated to estimate the degree of interference among all VMs in

the entire data center Wj . The estimated interference is used in conjunction

with the original SLAV performance metric computed by CloudSim.

Wj =
1

M

M∑
j=1

(
N∑
k=1

vkij

)x

+

(
N∑
k=1

vkdj

)x

. (6.11)

where M is the total number of active hosts in the data center. vki denotes

VM workloads classified as interactive, while vkd are workloads classified as

delay-insensitive, k denotes the VM index, j indicates the host index and x is

the exponent.

The combined metric used to measure the overall service violations in this

work is shown below in Eq.6.12.

SLAV = SLATAH × PDM + Wj (6.12)

• Number of Migrations: In our evaluation we also compare the total num-

ber of VM migrations incurred by each algorithm. Live migration can cause

interference between source and destination PM resulting in additional SLAV.

Therefore the number of migrations should also be reduced.

• Number of Active Hosts: The number of active hosts in the environment

is also evaluated for each algorithm. In addition to analyzing the number of
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migrations, this will also provide greater insight into the source of both the

energy savings and the reduction in SLAV achieved through the use of the

proposed PIEA VM consolidation algorithm.

6.7 Simulation Results and Discussion

This section evaluates the performance of the proposed PIEA algorithm against the

popular PowerAware approach over a 10 day workload. Firstly, we demonstrate the

benefits that can be gained through the use of an energy and interference aware

VM consolidation algorithm powered by an intelligent ensemble learner. Secondly,

we also investigate how four well-known VM selection algorithms can impact the

performance of the proposed algorithm in terms of energy consumption, SLAV, the

number of migrations and also the number of active hosts required in the data center

to execute the workload.

6.7.1 Evaluation of Consolidation Algorithms

As shown in Fig.48, the PIEA algorithm consistently outperforms the PowerAware

algorithm over the 10 days. Specifically, it resulted in a significant reduction in

energy consumption by 31%. The predictive capabilities of our ANN ensemble

classifier enables the PIEA algorithm to reason over the execution of heterogeneous

workloads. In particular, it attempts to make more efficient consolidation decisions,

effectively minimizing the amount of hosts required to execute the workloads. The

algorithm improves energy efficiency by consolidating workloads classified as delay-

insensitive more densely given their general tolerance to interference issues while

interactive workloads where possible are allocated to an active host in order to

optimize the usage of resources and prevent resources from being left in an idle state.

As a result, the PIEA algorithm generates improved usage of available resources

which is a key factor in causing excessively large energy rates in data centers today.
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Figure 48: Energy generated by the PIEA and PowerAware consolidation algorithms

To gain a better insight and understanding of the energy savings achieved by the

PIEA algorithm Fig.49 presents the number of active hosts in the data center over

the 10 day workload. As shown, PIEA requires the least amount of active hosts

across each of the 10 days. In particular, the use of PIEA requires a smaller number

of hosts to run the same workload as the PowerAware algorithm and as a result

achieving an overall 31% reduction in energy consumption. On average the PIEA

algorithm required 37 active hosts in the environment while the PowerAware algo-

rithm required significantly more at 138 for the same workload. Overall, we demon-

strate that by classifying VM workloads to some degree of accuracy, more effective

consolidation decisions can be made with greater granularity by distinguishing be-

tween VM workloads to successfully reduce the number of hosts required in the data

center.
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Figure 49: The number of active hosts required by the PIEA and PowerAware
consolidation algorithms

An important dimension in achieving greater energy efficiency through VM con-

solidation is managing the fundamental tradeoff between energy and performance.

As shown in Fig.50, the PIEA algorithm outperforms the PowerAware algorithm

generating a significant reduction in the number of SLAV by 70% over the 10 day

period. This demonstrates the algorithms ability to better strike a balance between

energy and performance in order to deliver an approach that successfully reduces

energy consumption while also improving the delivery of service guarantees to the

users. The ability to classify VM workloads with some element of precision enables

the PIEA algorithm to make more informed consolidation decisions by consolidat-

ing VM workloads that appear to be more complementary in terms of the resource

usage requirements. As a result, the PIEA algorithm minimizes resource contention

between competing workloads successfully reducing the number of SLAV.
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Figure 50: SLAV incurred by the PIEA and PowerAware consolidation algorithms

Below we also analyze the number of migrations generated by each of the algorithms.

Overall, the PIEA algorithm results in the least amount of migrations with a total of

224,009 while the PowerAware algorithm generates a total of 312,259. As displayed

in Fig.51, the PIEA algorithm successfully reduces the number of migrations in the

data center across 9 out of the 10 days. An interesting observation can be on day

5, the PowerAware algorithm produces less migrations than the proposed PIEA al-

gorithm. However, as shown in Fig.49 this reduction is achieved by distributing the

VMs across a much larger number of hosts in the environment. As a result, hosts in

the environment require less VM migrations as resources become over utilized less

frequently. Consequently, energy consumption is greatly impacted for the Power-

Aware algorithm generating the highest amount energy consumption as shown in

Fig.48. Conversely, the PIEA algorithm demonstrates its ability to more effectively

manage the energy performance tradeoff improving both energy consumption and

also the delivery of service level agreements in the data center.
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Figure 51: The number of migrations incurred by the PIEA and PowerAware con-
solidation algorithms

Overall, these results indicate the improved efficiency achievable through the imple-

mentation of the proposed PIEA algorithm. Although the PowerAware algorithm

is specifically designed to improve the energy consumption rate in the data center

we demonstrate how the proposed multi criteria PIEA algorithm which seeks to

improve both energy consumption and interference effects outperforms the Power-

Aware algorithm.

6.7.2 Evaluation of Virtual Machine Selection Algorithms

In this section, we investigate the impact of four well-known VM selection algo-

rithms that have been proposed in the literature and we evaluate their impact on

performance for the PIEA VM consolidation algorithm. Furthermore, we also show

how these algorithms perform when used with the PowerAware VM consolidation

approach for a more holistic evaluation. These VM selection algorithms include the

Maximum Correlation (MC) algorithm. This algorithm is based on an idea proposed

by Verma et al. [20]. The idea is that the higher the correlation between the CPU

resource usage by VMs running on a host, the greater the risk of the host becoming

overloaded due to resource contention between competing workloads. Based on this

theory, the VMs that have the highest correlation of the CPU utilisation with other

VMs are selected for migration. The Minimum Migration Time (MMT) algorithm

selects the VMs which require smaller amounts of RAM relative to the other VMs
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allocated to the host. The Maximum Utilisation (MU) algorithm selects VMs that

have the highest resource utilisation. Lastly, the Random Choice (RC) algorithm

simply selects a VM to be migrated at random. More details on each of these algo-

rithms can be obtained from the following source [106].

As depicted in Figs.52 and 54 it does not matter which VM selection algorithm is

adopted, the proposed PIEA consolidation algorithm outperforms the PowerAware

algorithm resulting in the least amount of SLAV and energy consumption in the

data center. In particular, when PIEA is coupled with the MU VM selection algo-

rithm energy efficiency can be further improved in the data center. As shown, PIEA

generates a 34% improvement overall in comparison to the PowerAware algorithm.

The MMT algorithm performed next best when combined with PIEA generating a

reduction of 31% closely followed by the MC algorithm resulting in a 28% reduction

in energy consumption. Furthermore, when PIEA is coupled with the RS VM selec-

tion algorithm it generates higher energy consumption, however it still outperforms

the best performing PowerAware version.
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Figure 52: Total energy consumption for PIEA and PowerAware using the different
VM selection algorithms

To provide greater insights into the source of energy savings for each configuration

of the different VM selection and consolidation algorithms we present the total

number of active hosts in Fig.53. The number of active hosts required by the PIEA
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algorithm is significantly less than the PowerAware algorithm when using all 4 VM

selection algorithms and largely reflects the energy savings achieved in Fig.52. In

particular, the MMT algorithm produced the least amount of active hosts for the

PIEA algorithm, slightly outperforming the combination of PIEA and the MC VM

selection algorithm. However, Fig.52 confirms that this reduction results in an

increase in energy consumption in comparison to the other VM selection algorithms.

The combination of PIEA and the MU VM selection algorithm does a better job in

gauging the appropriate level of usage on each host that leads to improved efficiency.

While reducing the number of active hosts in the data center can reduce energy

consumption, the rate of usage on the host also plays a pivotal role in determining

the energy usage of the data center as shown in Table 6.
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Figure 53: Total active hosts for PIEA and PowerAware using different VM selection
algorithms

Below Fig.54 illustrates the total number of SLAV generated by each combination

of algorithm. Once again the benefits of our approach are evident in that the

proposed PIEA algorithm outperforms the PowerAware approach consistently across

all configurations. Specifically, as observed with the energy consumption results for

the PIEA consolidation algorithm the best combination out of all the VM selection

algorithms considered is the MU algorithm. By combining both of these algorithm

a further reduction in SLAV was achievable, overall generating a reduction in SLAV

in the data center by 77% compared to the PowerAware alternative approach. The

PIEA algorithm combined with MMT performed next best, followed closely by the
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MC VM selection algorithm while RC performed least best with our approach.
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Figure 54: Total SLAV for PIEA and PowerAware using different VM selection
algorithms

In terms of the number of migrations incurred by each combination of algorithms

Fig.55 shows that the PIEA algorithm successfully outperforms the PowerAware

approach once again when using all VM selection algorithms. These results also

confirm the many benefits that can be gained through the usage of PIEA. As shown

regardless of the added bonus of being interference aware in order to reduce the

number of SLAV as depicted in Fig.54, our algorithm still has the capacity to at

best result in a 25% improvement in the total number of migration required in

the data center when compared to the PowerAware algorithm. The RC algorithm

generated the least number of migrations overall, followed by MC, MMT and then

MU. However, in our analysis given that our focus for this section is to evaluate

the overall performance of each VM selection algorithm with our proposed approach

we must consider the performance of each algorithm across all 4 performance metrics.

Overall, our empirical evaluation demonstrates the fruitful benefits of adopting an

intelligent ML solution with the potential to deliver greater energy efficiency and

improved performance. In particular, we show how the proposed multi-objective

PIEA algorithm which seeks to improve both energy efficiency and interference

effects outperforms the PowerAware algorithm even when used with various VM

selection approaches. These results show that the MU VM selection algorithm gen-
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erates the best performance overall reducing energy by 34% while also improving

the delivery of service guarantees by a staggering 77%.
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Figure 55: Total number of migrations for PIEA and PowerAware using different
VM selection algorithms

6.8 Conclusion

In this work we presented PIEA, a novel interference and energy aware VM consol-

idation algorithm for multi-tenant cloud environments capable of improving energy

efficiency while also enhancing the ability of practitioners to achieve significant im-

provements in the quality of the service provided. Unlike current approaches, using

the more recent Microsoft Azure data, PIEA demonstrated the benefits of employ-

ing an ensemble classification based approach which uses multiple learners for the

VM consolidation problem. Furthermore, this work also provided an in-depth com-

parison of the performance of popular ensemble methodologies for classifying VM

workloads, in particular, demonstrating the predictive capabilities of our ensemble

classifier which enables the proposed algorithm to infer the expected level of interfer-

ence between co-located workloads while also being cognizant of energy consumption

for a more rigorous and reliable solution. Our results showed the algorithms ability

to reduce energy consumption by 34% while also reducing the number of SLAV by a

significant 77% in comparison to the popular PowerAware consolidation approach.
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6.9 Impact on State of the Art

While many of the consolidation approaches in the literature are geared towards

improving resource usage [4, 13, 106], only a small number focus on developing

interference aware consolidation algorithms, however, they are not necessarily energy

driven [7, 101, 261]. The works in the literature that are the most similar to ours

include approaches proposed by Sampaio et al. [8] and Moreno et al. [129]. However,

our work makes a number of contributions to advance the state of the art.

• Firstly, our work is based on ensemble learning using an ANN learning algo-

rithm which is a state of the art technique for many different problems.

• We also provide a comparative study on the performance of popular ensem-

ble classification algorithms including bagging, boosting and stacking and we

demonstrate their application in classifying VM workloads and how they per-

form against individual classifiers.

• We use recent data released from Microsoft Azure’s public cloud platform to

train the ML models implemented as part of our research.

• Lastly, we also explore the impact of various VM selection algorithms on our

consolidation approach and we evaluate our method in terms of energy effi-

ciency and the delivery of service guarantees in the data center.

6.10 Limitations

Although the results presented in this chapter show the benefits of classifying VM

workloads to improve energy efficiency and also interference issues in cloud environ-

ments the limitations of this approach must also be considered.

The approach proposed in this work uses offline learning, where the ML model

is trained over a static dataset as opposed to learning incrementally in an online

manner. Online learning gives rise to a number of issues including, class imbalance,

difficulties evaluating performance while overall it can be more risky. In a real world

cloud environment if a node goes down the ML algorithm will fail to learn anything
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useful. However, cloud environments are highly volatile running workloads that are

in a constant state of flux. Online learning is designed for improved scaling with

large datasets and overall in theory adapts better to changes in data. In this case,

although online learning can be more difficult and risky it does provide a solution

that is more aligned with the dynamic nature of cloud environments and could po-

tentially improve performance.

In this research we consider a coarse grained approach by classifying application

workloads as delay-insensitive or interactive. According to the work of Cortez et al.

many cloud applications can be grouped into these two categories based on their

resource usage features [28]. In this chapter we justified our use of a binary classifier

for this problem domain and we demonstrated how energy efficiency and perfor-

mance could be improved. However, if a sufficient labelled dataset was available,

a multi-class classification approach could be explored to thoroughly examine the

performance of a more fine grained classifier which has the capacity to consider a

larger number and more specific workload categories.
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Conclusion

7.1 Introduction

Energy efficiency and performance uncertainty present challenges for cloud com-

puting infrastructures and the development of next generation data centers. As

previously highlighted by Tchernykh et al. [6], the main sources of uncertainty in

cloud infrastructures include migration, energy consumption, resource availability,

consolidation and communication. The research presented in this thesis focuses on

addressing these challenging issues by applying and examining several state of the

art Machine Learning algorithms using real world data to automate VM consoli-

dation and scheduling problems in cloud environments. In particular, this thesis

proposes and analyses several interesting variations for the VM consolidation prob-

lem while also proposing novel solutions for scheduling and migrating VM instances

utilising advanced learning methodologies. This work also has wider implications

as it stands to provide a more sustainable green cloud infrastructure in support of

global environmental sustainability.

Using real resource usage data generated from a variety of platforms including

Google compute clusters [248], Microsoft Azure public cloud platform [28], and also

data based on Amazon EC2 networks [241] we were able to simulate the inherently

capricious and dynamic nature of cloud environments. To add to this, it allowed us

to model performance uncertainty and energy efficiency issues while also applying

state of the art predictive learning techniques to real world data to address these
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issues.

The core focus of our research efforts and contributions are based within the problem

domains of workflow scheduling, dynamic VM consolidation and also VM migration.

Within each of these domains, we provided a detailed examination and comparison

of the application of a variety of ML and statistical techniques and we explored

how these advanced approaches could be incorporated into IaaS clouds to tackle

the pressing issues of performance uncertainty and energy efficiency. Throughout

this thesis we proposed and analysed several interesting variations and extensions

to problems such as workflow scheduling, migration and dynamic VM consolidation.

In doing so, we developed novel resource management algorithms and architectures

that are supported by advanced ML methodologies. Below we provide a review and

summary of the main contributions of this work.

7.2 Review of Contributions

In order to provide a more detailed account of the contributions of this research

we reflect on the research questions identified, the proposed approaches while also

reviewing the results achieved in an attempt to provide conclusive answers to the

defined set of research questions.

As stated in Chapter 1, this thesis identified the following set of research questions:

1. Can workflow scheduling be improved in IaaS clouds by considering a predic-

tive network-aware scheduling approach that transfers data agnostic to net-

work conditions to minimize makespan and costs?

2. How can predictive scheduling of live migrations improve the performance of

cloud systems when both linear and non-linear predictive models are imple-

mented?

3. Can we improve VM consolidation by considering the relationship between

VM workloads while also taking into account both current and future resource

demands to inform our placement strategy?
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4. Can we resolve the VM consolidation problem by classifying VM workloads

while also considering both energy efficiency and interference issues between

co-located VMs?

7.2.1 Workflow Scheduling & Migration Strategies

One of the key issues with scheduling large scale scientific workflows onto distributed

cloud resources is the impact of bandwidth variability on data transfer times between

dependent tasks. Despite cloud service providers expanding their service offerings to

include HPC resources with improved network capabilities, such as Amazon’s Clus-

ter Compute instances which use an Elastic Fabric Adapter to provide lower and

more consistent latency on the network, research has shown that network perfor-

mance still remains a bottleneck in the execution of complex workflows [148]. This

is often caused by dynamically changing bandwidth availability on network links

due to the shared nature of the resource, as a result a decrease in bandwidth results

in an increasing in execution time and the associated rental costs of cloud resources.

The vast majority of proposed scheduling algorithms assume either unlimited net-

work bandwidth or that bandwidth is guaranteed at execution time [17, 18, 22, 146,

150, 240]. In Chapter 4 Part 1, we attempted to address this issue by proposing

a network-aware scheduler. To the best of our knowledge our approach is one of

the first to explore a predictive based network-aware workflow scheduler for public

cloud infrastructure using a bandwidth model based on data from Amazon’s EC2

network to achieve more efficient scheduling decisions. The proposed scheduling sys-

tem incorporated predictive capabilities to adapt to dynamically changing network

conditions to generate improved scheduling decisions. More specifically, using data

based on real bandwidth traces for Amazon EC2, we fitted an ARIMA model to

the data in order to predict available bandwidth to promote efficient utilization of

limited network resources while generating improved schedules for large data trans-

fers. Our results showed how our approach can effectively reduce costs and total

execution time while complying with hard deadlines constraints by transferring data

across the network at more optimal times. In doing so we provide a conclusive an-

swer to our first research question, as our experimental analysis demonstrated that
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through the application of a more advanced predictive network aware approach we

can further augment the performance of cloud solutions for workflow execution.

Theoretically, the development of the predictive model for estimating network con-

ditions can be extended and integrated into a variety of different scheduling mech-

anisms in the cloud. In Chapter 4 Part 2, we also demonstrated how the predictive

bandwidth model could be incorporated and used to improve the scheduling of

VM migrations in the data center. In particular, we extended our experimental

analysis and examined and compared the performance of popular linear and non

linear predictive algorithms including ARIMA modelling, Linear Regression, feed

forward neural networks with a sliding window and also RNNs. The results of the

experiments showed the improved predictive capabilities achievable through the ap-

plication of non linear models such as ANNs and RNNs in particular for forecasting

both CPU and bandwidth resources. Compared to the state of the art [13, 106, 123],

this approach builds on previous works by taking into account bandwidth variability

on VM migration times. Using both the CPU and bandwidth predictive models in

harmony the system has the capacity to decide the most optimal time to schedule

live migrations prior to hosts becoming overloaded to improve energy efficiency and

reduce the occurrence of SLAVs in the data center. This work addressed our second

research question.

7.2.2 Energy Efficient Anti-Correlated VM Placement

In Chapter 5 we address our third research question. In this work we propose

PACPA, a predictive anti-correlated placement algorithm while also further extend-

ing our research from the previous chapter by incorporating a predictive bandwidth

model into the proposed solution to estimate network conditions to improve VM

transfer times and the delivery of SLAs as part of the consolidation problem. The

proposed approach considers not only current and future CPU and bandwidth re-

source demands of migrating VMs to inform its placement strategy but also the

relationship between migrating VMs. In the literature, many of the proposed VM

consolidation solutions [4, 10, 13, 23, 105, 262] fail to discuss the relationships be-

tween VMs prior to placement and often treat each VM as an independent entity.
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Furthermore, many solutions employ a placement strategy which seeks to optimize

resource usage based on current CPU resource demands [21, 105, 115, 121]. How-

ever, application workloads invariably fluctuate over time and therefore, failing to

consider future demand can quickly result in redundant placement decisions having

a negative impact on energy and performance.

In order to accurately represent the complexity of application workloads we leverage

real workload traces obtained from the CoMon project [106]. Using a subset of these

traces we firstly conduct a comparative study to evaluate the accuracy of popular

predictive algorithms. Our forecasting results showed that by adjusting the size of

the input sequence to the feed forward neural network it could generate improved

predictions. Using the trained models for both CPU and bandwidth resources we

proposed and designed a resource management system to deploy the novel PACPA

algorithm. In the literature heuristic based approaches have predominated VM con-

solidation solutions. To examine the overall efficacy and robustness of the proposed

solution experiments were conducted to evaluate our approach against other com-

monly used heuristic approaches while also exploring the performance of our PACPA

algorithm when executed with various VM selection algorithms. Overall, our solu-

tion demonstrated that by combining VMs for placement when their predicted CPU

resource demands complement each other we can reduce the amount of resources

required to execute the workloads and as a result improve both energy efficiency

and also performance in the data center.

7.2.3 Energy and Interference Aware VM Consolidation

One of the key limitations of virtualisation technologies is that they do not guar-

antee performance isolation. Consequently, while the majority of solutions focus

on improving energy efficiency from the perspective of attempting to minimize the

number of physical hosts in the data center [4, 10, 11, 13, 106, 123], performance

interference issues can arise between co-located VMs lending to performance degra-

dation. In this chapter we make advancements on the state of the art by firstly

detailing the development of a novel interference and energy aware consolidation
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algorithm which leverages intelligent ML methodologies to classify VM workloads.

In contrast to existing approaches, using data from Microsoft Azure’s public cloud

we provided an extensive comparative study to evaluate the accuracy of state of

the art prediction models including bagging, boosting and stacking ensembles. Our

experimental analysis demonstrated and evaluated the application of individual and

ensemble based techniques for classifying VM workloads, enabling the proposed algo-

rithm to infer the expected level of interference between co-located workloads while

also being cognizant of energy consumption for a more rigorous and reliable solution.

Our cloud simulation results showed how our novel consolidation algorithm is capa-

ble of improving energy efficiency while also enhancing the ability of practitioners

to achieve significant improvements in the quality of the service provided. In doing

so, this work addressed the fourth and final research question identified in this thesis.

The majority of research devoted to the advancement of energy efficient resource

management strategies in the cloud primarily focuses on the application of more

classical heuristic based approaches as outlined in the following body of work [21,

106, 107, 113, 114, 121, 123, 262, 265]. Although such approaches provide a rela-

tively plausible solution to these challenging resource management problems their

static nature limits their ability to achieve more optimal performance in reducing

energy consumption in volatile cloud environments. In more recent years the ap-

plication of AI has gained significant traction within the domain of cloud resource

management. This work presents more dynamic and novel solutions that build on

the current body of literature through the application of ML and statistical tech-

niques for improved energy efficiency and QoS. Overall, We offer sophisticated ML

based solutions to these challenging problems, which promotes the continued exper-

imentation, growth and wider adoption of AI solutions in the future.
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7.3 Impact

This research has shown that the application of Artificial Intelligence and in partic-

ular, Machine Learning is a more efficient method for improving the overall man-

agement of cloud resources. More specifically, the body of research presented in

this thesis overall has the potential to deliver greater energy efficiency while also

achieving significant improvements in the quality of the service provided for those

who choose to use it.

However, one question that arises from this research concerns the greater adoption

and practical application of such approaches in real world data centers. In par-

ticular, one could question why heuristic based approaches are still popular today

while research has made significant advancements towards the application of more

sophisticated AI based solutions.

From the onset of the cloud computing era the core focus of service providers was

geared towards performance and meeting the ever increasing needs of its users. How-

ever, in recent times there has been an acceleration in the growth of cloud services

causing the energy costs to sustain such services to soar to the tune of billions of

euros while also having a negative impact on environmental sustainability. Although

heuristic based approaches once provided a reasonable solution they are becoming

insufficient due to the growing complexity of data centers.

As previously stated, ML techniques have proven to be useful when applied to a

wide variety of complex problem domains including natural language processing,

computer vision, robotics, gaming and the development of autonomous self driving

vehicles [162–166]. As it stands, high-profile companies such as Google have already

begun to make significant strides towards improving data center efficiency through

the application of AI methodologies. In particular, Google have introduced a neural

network which is capable of recommending ways to improve efficiency inside their

data centers in an effort to benefit from the associated cost savings [266]. How-

ever, one of the biggest challenges facing the greater adoption of intelligent problem

solving in data center deployments pertains to the lack of user-friendly solutions.
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In order for such approaches to effectively transform current data center operations

it requires a move towards the development of plug and play solutions capable of

providing intelligent decision making without requiring service providers to either

invest in a specialised team to produce a customised AI solution for their data cen-

ters or to understand the inner complexities of such techniques.

Through this research we have shown that the application of AI and in particular ML

techniques are a promising solution to combat against exceedingly high energy con-

sumption rates and also improve performance of data center operations. Over time

as service providers seek out new innovative ways to significantly reduce the colossal

energy costs of current data center operations it is thought that significant advances

will be made towards the commercialisation of more user-friendly preconfigured in-

stallations. However, as researchers and academics we stand to continuously explore

the application of scientific theories to help solve real world problems while also ex-

panding beyond current boundaries in order to make significant contributions to

the advancement of global knowledge and discovery. It is hoped that the research

conducted as part of this thesis will be of benefit to both industry and various re-

search bodies in their pursuit of new frontiers in energy efficiency and performance

improvements in cloud environments.

7.4 Future Work

Arising out of this thesis there are a number advancements and possible avenues

for future work. In relation to workflow scheduling, in this thesis we proposed a

predictive network-aware scheduler and evaluated the performance of our approach

using a cloud simulator. An interesting extension of this work would be to evaluate

the performance of our approach using a real cloud environment where live resources

are rented and real world workflow applications are deployed.

In Chapter 6, we proposed a binary classification based approach for classifying ap-

plication workloads as delay-insensitive or interactive based on their resource usage

features. However, if a sufficiently labelled dataset was available, a multi-class clas-
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sification approach could be explored to thoroughly examine the performance of a

more fine grained classifier which has the capacity to consider a larger number and

more specific workload categories.

Furthermore, another area within the field of ML that has recently gained a signif-

icant amount of attention is Deep Learning. An interesting extension of this work

would be to explore the application of Deep Reinforcement Learning for managing

multiple resources by learning resource management strategies directly from expe-

rience with the ability to solve challenges of larger scale and added complexities.

In particular, future work could include the development of a Deep Reinforcement

Learning architecture to improve VM consolidation while considering multiple re-

source demands such as memory and disk in consolidation decisions.
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ging, boosting and stacking ensembles applied to real estate appraisal in Asian

conference on intelligent information and database systems (2010), 340–350.

238



234. Ren, Y., Zhang, L. & Suganthan, P. N. Ensemble classification and regression-

recent developments, applications and future directions. IEEE Computational

intelligence magazine 11, 41–53 (2016).

235. Dietterich, T. G. Ensemble methods in machine learning in International

workshop on multiple classifier systems (2000), 1–15.

236. Breiman, L. Bagging predictors. Machine learning 24, 123–140 (1996).

237. Whalen, S. & Pandey, G. A comparative analysis of ensemble classifiers: case

studies in genomics in 2013 IEEE 13th International Conference on Data

Mining (2013), 807–816.

238. Wolpert, D. H. Stacked generalization. Neural networks 5, 241–259 (1992).

239. Daraghmeh, M., Melhem, S. B., Agarwal, A., Goel, N. & Zaman, M. Linear

and Logistic Regression Based Monitoring for Resource Management in Cloud

Networks in 2018 IEEE 6th International Conference on Future Internet of

Things and Cloud (FiCloud) (2018), 259–266.

240. Shi, Y., Jiang, X. & Ye, K. An energy-efficient scheme for cloud resource pro-

visioning based on cloudsim in Cluster Computing (CLUSTER), 2011 IEEE

International Conference, (2011), 595–599.

241. Sanghrajka, S., Mahajan, N. & Sion, R. Cloud performance benchmark series:

Network performance-Amazon EC2. Cloud Commons Online (2011).

242. Akaike, H. A new look at the statistical model identification. IEEE transac-

tions on automatic control 19, 716–723 (1974).

243. Klimberg, R. K., Sillup, G. P., Boyle, K. J. & Tavva, V. Forecasting perfor-

mance measures—What are their practical meaning? Advances in business

and management forecasting 7, 137–147 (2010).

244. Dinda, P. A. & O’hallaron, D. R. Host load prediction using linear models.

Cluster Computing 3, 265–280 (2000).

245. Zhang, Y., Sun, W. & Inoguchi, Y. Predict task running time in grid environ-

ments based on CPU load predictions. Future Generation Computer Systems

24, 489–497 (2008).

239



246. Benson, T., Anand, A., Akella, A. & Zhang, M. MicroTE: Fine grained traffic

engineering for data centers in Proceedings of the Seventh COnference on

emerging Networking EXperiments and Technologies (2011), 8.

247. Armbrust, M., Fox, A., Griffith, R., Joseph, A. D., Katz, R., Konwinski, A.,

Lee, G., Patterson, D., Rabkin, A., Stoica, I., et al. A view of cloud computing.

Communications of the ACM 53, 50–58 (2010).

248. Reiss, C., Wilkes, J. & Hellerstein, J. L. Google cluster-usage traces: format+

schema. Google Inc., White Paper, 1–14 (2011).

249. Dietterich, T. G. Machine learning for sequential data: A review in Joint

IAPR international workshops on statistical techniques in pattern recognition

(SPR) and structural and syntactic pattern recognition (SSPR) (2002), 15–30.

250. Voorsluys, W., Broberg, J., Venugopal, S. & Buyya, R. Cost of Virtual Ma-

chine Live Migration in Clouds: A Performance Evaluation. CloudCom 9,

254–265 (2009).

251. Minas, L. & Ellison, B. Energy efficiency for information technology: How to

reduce power consumption in servers and data centers (Intel Press, 2009).

252. Fan, X., Weber, W.-D. & Barroso, L. A. Power provisioning for a warehouse-

sized computer in ACM SIGARCH Computer Architecture News 35 (2007),

13–23.

253. Garg, S. K. & Buyya, R. Networkcloudsim: Modelling parallel applications in

cloud simulations in Utility and Cloud Computing (UCC), 2011 Fourth IEEE

International Conference on (2011), 105–113.

254. Lipton, Z. C., Berkowitz, J. & Elkan, C. A critical review of recurrent neural

networks for sequence learning. arXiv preprint arXiv:1506.00019 (2015).

255. Khalilzad, N., Faragardi, H. R. & Nolte, T. Towards energy-aware placement

of real-time virtual machines in a cloud data center in 2015 IEEE 17th Inter-

national Conference on High Performance Computing and Communications,

2015 IEEE 7th International Symposium on Cyberspace Safety and Security,

and 2015 IEEE 12th International Conference on Embedded Software and

Systems (2015), 1657–1662.

240



256. Duggan, M., Duggan, J., Howley, E. & Barrett, E. A network aware approach

for the scheduling of virtual machine migration during peak loads. Cluster

Computing 20, 2083–2094 (2017).

257. Xu, X. & Yu, H. A game theory approach to fair and efficient resource al-

location in cloud computing. Mathematical Problems in Engineering 2014

(2014).

258. Sedaghat, M., Hernández-Rodriguez, F. & Elmroth, E. Autonomic resource

allocation for cloud data centers: A peer to peer approach in 2014 International

Conference on Cloud and Autonomic Computing (2014), 131–140.

259. Rabbani, M. G., Esteves, R. P., Podlesny, M., Simon, G., Granville, L. Z.

& Boutaba, R. On tackling virtual data center embedding problem in 2013

IFIP/IEEE International Symposium on Integrated Network Management (IM

2013) (2013), 177–184.

260. Camara, A., Feixing, W. & Xiuqin, L. Energy consumption forecasting using

seasonal ARIMA with artificial neural networks models. International Journal

of Business and Management 11, 231 (2016).

261. Xu, F., Liu, F., Liu, L., Jin, H., Li, B. & Li, B. iAware: Making live migration

of virtual machines interference-aware in the cloud. IEEE Transactions on

Computers 63, 3012–3025 (2013).

262. Verma, A., Ahuja, P. & Neogi, A. pMapper: Power and Migration Cost Aware

Application Placement in Virtualized Systems in Proceedings of the 9th ACM

IFIP USENIX International Conference on Middleware (Springer-Verlag New

York, Inc., 2008), 243–264.

263. Ali-Eldin, A., Tordsson, J., Elmroth, E. & Kihl, M. Workload classification

for efficient auto-scaling of cloud resources. Department of Computer Science,

Umea University, Umea, Sweden, Tech. Rep (2013).

264. Guan, H., Ma, R. & Li, J. Workload-aware credit scheduler for improving

network I/O performance in virtualization environment. IEEE transactions

on cloud computing 2, 130–142 (2014).

265. Lee, Y. C. & Zomaya, A. Y. Energy Efficient Utilization of Resources in Cloud

Computing Systems. J. Supercomput. 268–280 (2012).

241



266. Gao, J. Machine Learning Applications for Data Center Optimization 2014.

242


