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Summary of Contents

The work presented in this thesis details the investigation of the phenomenon of soil per-
sistence in Escherichia coli. E. coli is primarily considered a gut-associated microbe, and
it is nearly ubiquitous in the feces of warm-blooded animals. This has enabled the use of
E. coli as an indicator of fecal contamination. However, some strains have been known
to survive long periods of time in environments such as soils, sediment, and water, de-
spite being subject to variety of stresses not experienced in the gut. Further, some strains
have been suspected to be natural members of the soil microbiome, fully capable of living
outside the gut.

Pathogenic E. coli are a public health concern, and little is known about the virulence or
antimicrobial resistance capacities of soil-persistent strains. Up until now, no genomic ba-
sis for soil persistence has been established, in part due to the difficulty in differentiating
between truly persistent strains and those resulting from a recent contamination event.
To that end, E. coli were isolated from protected soils that were known to be free from
fecal material for nearly a decade. These strains, dubbed the Soil-Persistent Collection,
represent a unique opportunity to investigate the phenotypic capabilities of such strains
and whether or not there is a genomic basis for the phenomenon.

The isolates display a range of growth and motility capabilities, and they are phylogeneti-
cally diverse. The virulence and antimicrobial resistance profiles of these isolates suggest
that while the majority appear to be benign, some are putative pathogens that could
cause disease in humans. This should inform policy makers on how to view the health risk
of exposure to E. coli in soils. Comparing these isolates to a representative collection of
non-soil E. coli failed to reveal any set of genes or mutations strongly associated with soil
persistence.

This study has illuminated some areas of mystery surrounding soil persistence; further
study could include validation of the computational predictions, extended survival/growth
assays, and metagenomics analysis of the role that such E. coli play in soil communities.
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Abstract

Escherichia coli’s remarkable ability to thrive both in the gut and in soil confounds many
assumptions made about the bacterium’s ecological niche specialisation, and a growing
body of research has challenged the long-held assertion that E. coli can only survive tran-
siently outside of the gut. In order to probe the genetic mechanisms that allow for such
long-term adaptation and assess any potential human-health risks associated with soil-
adapted E. coli, whole-genome sequencing was performed on a collection long-term soil-
adapted E. coli isolates. The isolates were collected from maritime temperate soils that
had been protected from fecal contamination for periods of at least 9 to 13 years.

The isolates were found to display a range of growth and motility capabilities. The
genomes of the isolates were used to assess phylogenetic relationships; the strains were
found to represent each of the E. coli phylogroups, with phylogroup B1 be the most
represented. Potentially-clonal pairs were identified and some isolates were removed to
de-duplicate the dataset. Phylogenetic analysis also suggested that the rates of evolution
may be constrained in some clades. The strains were compared to a wider collection
of E. coli isolates and found to be dispersed throughout the phylogeny, rather than
clustering with each other; a small number of strains showed little similarity to their
nearest phylogenetic neighbour, indicating that the soil can harbour strains not observed
elsewhere. Assessing the virulence and antimicrobial resistance profiles of these isolates
revealed that the majority of strains appear to be benign, but a small number exhibit
gene profiles typically associated with successful pathogens. Lastly, pan-genome analysis
was used in conjunction with genome-wide association approaches to attempt to identify
marker genes or regions responsible for soil persistence; no such marker was identified.

The genomic diversity of this strain collection suggests that soil survival is not a trait lim-
ited to a single lineage. Soil-persistent isolates are phenotypically, phylogenetically, and
potentially pathogenically diverse. Further understanding of these isolates will potentially
lead to improved water quality diagnostics and a more complete knowledge of stress adap-
tation and virulence in E. coli.
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Preface

0.1 Understanding Soil-Persistent E. coli
Among the best-studied organisms in our world is Escherichia coli — long-time model
organism, among the first bacteria to have its genome sequenced, a member of the core
gut microbiome, and of course, implicated in all-too-frequent food-borne illness outbreaks.
The vast majority of our knowledge of the species revolves around the areas where the
human experience interacts with E. coli: our bodies, our food, our water, our crops, our
livestock, etc. This anthropocentric approach has yielded many insights, but the role of E.
coli in natural environments such as soil has been the focus of comparatively few studies.

The notion that Escherichia coli was exclusively native to the gut went largely unchal-
lenged between the first isolation (Escherich 1886) through an early review of coliforms
by C. B Taylor (1942). Early work in soil coliforms by Chick (1900), Savage (1906), and
Johnson and Levine (1917) showed inconclusive or openly contradictory findings about
the presence of E. coli in soils. Many factors could have been at play. The methods used
to detect and differentiate E. coli were still in development, and heterogeneous samples,
small sample sizes, and other experimental variations such as the culture conditions, pas-
saging, quantification all could have led to these findings. In the genomic era, we are now
aware of the vast diversity within those organisms traditionally classified as E. coli, but
the need for improved classification was noted over a century ago by Savage (1906):

With regard to one very controversial matter, I have tried to deal fairly with
the question of the significance of aberrant coli-like organisms. This trouble-
some problem is usually dealt with by drawing attention to it as a difficulty,
and then either leaving it unanswered by saying that each worker has his
own opinions, or by an unsupported dogmatic statement of the views of the
particular writer. The significance of the presence of these organisms is one
which must be considered in actual practice.

In this work I detail the steps I have taken to understand these organisms and what sepa-
rates them from the wider world of E. coli.

0.2 A Note on Literate Programming
This thesis makes use of literate programming, meaning the text and analysis code, and vi-
sualisation code, are all integrated into the source document (Knuth 1984). As such, con-
sulting the digital version at https://github.com/nickp60/soil-persistent-ecoli will provide
all of the code used for analysis, in addition to full-resolution figures, raw data, analysis
scripts, and more. An archive has been deposited on Zenodo under the DOI 10.5281/zen-
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odo.3865684. For details about data management and reproducibility, including links to
the online repository and data archive, see Appendix Chapter A.

This book was created with Bookdown (Xie, Allaire, and Grolemund 2018).





Chapter 1

Introduction

1.1 Escherichia coli
E. coli1 is a gram-negative bacterium of phylum Proteobacteria, class Gammaproteobacte-
ria, order Enterobacterales, and family Enterobacteriaceae. As a species, it is very diverse
in terms of its genomics (Rasko et al. 2008), metabolic capacity (Brennan et al. 2013),
pathogenicity (Leimbach, Hacker, and Dobrindt 2013), habitat (Savageau 1983), and role
in microbial communities (Byappanahalli and Fujioka 2004). E. coli is commonly found in
the lower intestinal tract of warm-blooded animals (Smith and Jones 1963; Rosebury 1964;
Geldreich and Litsky 1976; Conway and Cohen 2015), and its presence has long been used
as an indicator for fecal contamination.

1.1.1 A Model Organism

Because of its status as a model organism, E. coli has been at the centre of countless stud-
ies. While some argue that E. coli (and particularly strain K-12) is a poor candidate for a
model organism due to its murky origins and idiosyncrasies, (Hobman, Penn, and Pallen
2007), it has been a cornerstone of biotechnology research (Hobman, Penn, and Pallen
2007). The strains commonly used in research are easy to cultivate in the lab, are safe to
work with, are easily made competent for genetic manipulation, have flexible nutritional
requirements, and have fast doubling times, all of which have contributed to its status as
a model organism (Matthews and Vosshall 2020). However, some have noted that the ex-
tensive use of a small number of type strains like K-12 has occasionally given a distorted
view of the species (Dunne et al. 2017), and it use in labs around the world has led to
lab-specific mutations which can impact experimental outcomes (Riley et al. 2006; Jeong
et al. 2009).

1.1.2 A Public Health Concern

As a human pathogen, E. coli can be responsible for a variety of diseases, including gut
dysbiosis, urinary tract infections, sepsis, pneumonia, kidney failure, and meningitis (Le-
imbach, Hacker, and Dobrindt 2013). In animals, colibacillosis2 in chickens and swine, or

1Note that the organism currently referred to as Escherichia coli has also gone by other names, such
Bact. col, Bacillus coli, Bacillus commune, Bacillus communis coli, and more.

2A broad veterinary term for disease caused by E. coli.
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bovine mastitis are all major burdens both in terms of economic losses and as a reservoir
for disease from a One Health perspective. Several specific pathotypes have been given
to strains causing the more extreme presentations of disease in humans, including but
not limited to enteropathogenic E. coli (EPEC), Shiga toxin-producing E. coli (STEC,
including enterohemorrhagic (EHEC) strains), Shigella/enteroinvasive E. coli (EIEC),
enteroaggregative E. coli (EAEC), diffusely adherent E. coli (DAEC), enterotoxigenic
E. coli (ETEC), and adherent invasive E. coli (AIEC) (Croxen et al. 2013). The species
has a vast array of virulence factors (Mao et al. 2012; Ethelberg et al. 2004; Hacker et al.
1997), and E. coli causes a huge global health burden, especially in countries with poor
sanitation (Kirk et al. 2015).

In addition to the acute infection risk posed by some strains, E. coli can acquire,
mutate, and spread animicrobial resistance genes, including the extended-spectrum
beta-lactamases resistance genes that greatly complicate treatment (ten Doess-
chate et al. 2019; Poirel et al. 2018; Komatsu et al. 2018; Losada et al. 2015).

High prevalence in a contaminant, culturability, and low environmental prevalence
are all desirable characteristics of an indicator species (Edberg et al. 2000); E. coli’s
prevalence in feces and relatively low abundance in pristine environments have con-
tributed to its use as a fecal contamination indicator for water and soil, where it is
supposed that the presence of E. coli is indicative of a fecal contamination event. As
E. coli is not unique to human feces, its detection could indicate the presence of either
human or animal contamination. In applications such as identifying a man-made
contamination risk (e.g. a broken sewage line), it becomes important to not only
detect contamination but to also determine the source. Geldreich and Litsky (1976)
proposed the use of coliform to Streptococci ratios to do this, as they found that
these ratios were higher in human feces than in those of various wild animals, farm
animals, and pets. Others have used Enterococcus species (Boehm and Sassoubre
2014; Anderson, Whitlock, and Harwood 2005), human polyomaviruses (McQuaig et
al. 2006), Bacteroides (Bernhard and Field 2000), and Shigella (Thomason, Cowart,
and Cherry 1965). Still, even in light of the risk of false positives from environmental
strains discussed later, E. coli remains the most widely used indicator species (EPA 2010).

Despite being the most well-studied organism (Riley et al. 2006; Dunne et al. 2017) there
are many open questions about E. coli (Blount 2015). It is fast evolving resistance mech-
anisms to the antimicrobials used in the clinic (Poirel et al. 2018), and its role in the var-
ious microbial communities it inhabits is often unknown, as is its fate in soil, water, and
sediment. Indeed, over a century has passed without conclusive answers to these questions
even though E. coli has been the subject of extensive research.

1.2 Soil Persistence

1.2.1 A brief history of soil-persistant E. coli research

As E. coli is regularly recovered from the gut, soil or environmental persistence was
thought to be a transient occurrence, and indeed, much work has been done to show that
die-off does occur for many strains (see Chick 1900; Jordan 1901; Dott et al. 1991, to
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name very few). This can be due to adverse soil conditions, unfavourable biotic factors, or
(as discussed later) the particular characteristics of the strains. Additionally, one factor
contributing to E. coli’s purported transience appears to be based on relating fate in wa-
ter to fate in soil; works such as @Gray (1932) showed that E. coli tend to decrease over
time in water tanks due to die-off, and this was assumed to be true in soil as well.

However, a study from the same year by Kulp(1932) showed that in sterilized soil micro-
cosms inoculated with 15 strains of E. coli, viable cultures for six strains were present and
active even at the end of a three and a half year study. Already, the idea that different
strains can have variable survival was being noticed.

In 1934, Doris A. Bardsley undertook a study of ~5000 isolates to investigate the relation-
ship between phylogeny and isolation source (1934). She remarks in the introduction that
“the true B. coli (MR+V P0

3) was thought to be of intestinal origin, while the [B.] aero-
genes(MR0V P+)4 was said to be derived from soil. Recent workers have shown, however,
that this distinction is not quite as definite as it appeared to be at first. The MR+V P0

organisms have been recovered from waters where the possibility of faecal contamination
was not apparent, and the MR0V P+ type of bacillus is by no means confined to the soil,
but is also present in the faeces of man and certain animals.” This study highlighted the
inherent variability of the groups determined by this classification scheme.

Parr (1938) reviewed the current classification techniques, namely the “IMViC” scheme,
which classified coliforms based on the results of four tests: Indole, Methyl-red, Voges-
Proskauer, and Citrate. This scheme was used to identify 765 isolates that did not type
to be either classically Bact coli or Bact aerogenes. Even then, the “coliform intermedi-
ates” that failed to be typed by existing methods frustrated Parr, and others, as he writes:
“Tribute to the heterogeneity of the coliform intermediates has been paid by Werkman
and Gillen (1932), Tittsler and Sandholzer(1935), Parr(1936a) and by Carpenter and Ful-
ton(1937)”. Later, in their optimistic conclusion, they write that “The complexity of the
entire coliform group is recognized. It is believed unwise to dignify the many differences
between forms observed with taxonomic recognition. Classification for the entire group
should be simple and might well be comprehended in four species of the genus Bacterium
to include coli, intermediates, aerogenes and cloacae”.

In 1948, Bardsley wrote one of the most pivotal works in understanding the habitat prefer-
ences and growth dynamics of E. coli in a work entitled “A Study Of Coliform Organisms
In The Melbourne Water Supply And In Animal Faeces, With Observations On Their
Longevity In Faeces And In Soil”(1948). Some of the findings include evidence of thriv-
ing coliform populations in soils, a seven-week die off experiment showing stable E. coli
populations, and discovering that a E. coli could leach from soils long after initial contami-
nation.

Taylor noted the discrepancy between Bardsley’s long-term soil experiment and the find-
ings about the coli counts from vegetal matter and the defunct farm, and

Taylor (1951) conducted experiments showing that E. coli could be isolated from a wide
range of soil types in the UK, albeit often in small numbers. In 1956, Randall surveyed

3This refers to the one of Methyl Red and Voges-Proskauer tests used for classification; the methyl
red test is based on the ability to ferment glucose with acidic by-products causing a colour change, and
the VP test is based on a colour change caused by the production of acetoin and its reaction with media
components in a basic environment (McDevitt 2009).

4This was re-classified as Aerobacter aerogenes (Brooke 1953).
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more UK soils(1956), and found a positive correlations between soil contamination and E.
coli counts, and the opposite trend for the coliform intermediates. The author concludes
“The numbers in which [the intermediates] were found in soil, however, were not of the
order expected of bacteria living in their natural environment, and consequently it was
equally difficult to conclude that these intermediates were actively established in soil.”
This highlights a certain assumption of the day; that naturalized populations must be in
large numbers, and that small populations must be related to a point contamination.

Morrison and Fair in 1966 looked at the rise and fall of counts in waterways of Colorado’s
Larimer County after precipitation cycles in the Rocky Mountains, noting that the counts
increased when precipitation washed sediment into the watercourse, and that a cattle farm
could be a source of point contamination(1966). This they believed to support a model of
transience regarding the passage of E. coli.

By this time, two strong camps had developed: those that considered E. coli to be a tem-
porary member of the soil microbiota , and those that considered it to be soil-persistent
if not soil-native. “Escherichia coli Die-Out From Normal Soil As Related To Nutrient
Availability And The Indigenous Microflora”, by Klein and Casida in 1967, attempted
to explain some of the physiology for the die-out observed in some studies(1967). They
attributed die-out to nutrient limitation, as evidenced by survival increase on addition
to nutrient-rich sterilized soil. Further, they showed that nitrogen did not appear to be
limiting factor in the soil, and that “E. coli organisms in normal soil have at least some
ability to compete with the indigenous microflora for the microbially-available nitrogen
compounds of soil”. Note however, that their studies typically lasted less then two weeks,
and in that time they indeed saw a negative trend of E. coli numbers (die-out), but not
crossing a detection threshold that would indicate die-off.

1.2.2 Recent advances understanding soil-persistent E. coli
In the mid-1980’s, several key studies have began to resolve the question of soil-transience
versus soil-persistence, centered around understanding the dynamics of microbes in trop-
ical soils, as these were found to harbour high coliform counts even in absence of any
discernible contamination source. Carrillo, Estrada, and Hazen (1985) showed both by
sampling and lab-based experiments that E. coli was well able to grow in tropical wa-
tercourses, concluding that “This study suggests that coliforms may not only survive
but become normal flora in tropical freshwater environments. Certainly coliforms would
seem to be poor indicators of recent human fecal contamination”. This was followed by
a 7-month study specifically focusing on the populations of E. coli and Klebsiella pneu-
moniae, which confirmed that these microbes can be thought of native members of soil
microbiomes (Lopez-Torres, Hazen, and Toranzos 1987). Desmarais, Solo-Gabriele, and
Palmer (2002) found similar trends in subtropical soils and tidal sediments.

One of the most prolific researchers in the field was (and is) Dr. Muruleedhara N. Byap-
panahalli, who studies the survival and persistence of E. coli populations in tropical
(Byappanahalli and Fujioka 1998), temperate (Muruleedhara Byappanahalli et al. 2003;
Byappanahalli et al. 2006; Muruleedhara N Byappanahalli, Roll, and Fujioka 2012), and
subtropical soils (Muruleedhara N. Byappanahalli, Yan, et al. 2012) throughout Hawaii
and the Great Lakes region in the USA. Byappanahalli and colleagues provided increas-
ingly strong support for the soil-persistent nature of E. coli; their work showed that the
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amount of E. coli leaching into waterways or being cultured from soil cannot be explained
by point contamination alone. Work by Texier et al. (2008) characterising soil-persistent
E. coli populations in alpine grassland and by Ishii et al. (2006) studying naturalised E.
coli in the Lake Superior watershed supported these findings.

A review of environmental E. coli is given by Ishii and Sadowsky (2008), who conclude
that further study (particularly genomic analysis) is needed for understanding both the
health risk posed by E. coli and the limitations of E. coli’s use as an indicator.

1.2.3 Public health implications of soil persistence

Understanding the effect of E. coli’s ability to persist in the soil environment is an impor-
tant factor on our understanding of disease transmission. Indeed, disease (whether due
to E. coli other fecal pathogens) has long been associated with elevated E. coli counts in
recreational environments (Stevenson 1953), and re-entry of pathogenic E. coli into the
food chain via agricultural environments has caused several notable outbreaks, even in
recent years. Clearly, understanding both the risk posed by pathogenic E. coli and the
risk of other fecal pathogens often indicated by the presence of E. coli is of the utmost
importance.

1.2.4 Ecological and evolution of soil peristence

A natural question about soil persistence is that of origin: which came first, soil-persistent
E. coli that evolved the capacity to colonise the gut, or gut-native E. coli evolved for
dissemination through the environment? E. coli is regularly isolated from the guts of
both humans and ruminants. The organism that we know of today as E. coli has been
estimated to have diverged as a species roughly 5 million years ago from some extinct
common ancestor shared with Escherichia albertii and the more distant Salmonella genus
between 9 and 100 million years ago (Wirth et al. 2006; Reid et al. 2000; Battistuzzi,
Feijao, and Hedges 2004). With Schrenk, Kullmer, and Bromage (2007) and Vuure
(2005)’s estimates of the earliest members of both the genera Homo and Bos around 2
million years ago, it is safe to say that modern E. coli pre-dates both the human and
bovine gut; more ancestral E. coli lineages may well have pre-dated the mammalian gut.
Battistuzzi, Feijao, and Hedges (2004) puts the divergence times between Escherichia
and Salmonella to correspond roughly with the emergence of mammalian hosts. As
suggested in Chapter C, E. coli is frequently identified in the soil, but at very low
abundances. Indeed, before detection methods were as sensitive as those available
today, E. coli’s ability to survive outside the gut (be it in sand, soil, or water) was
a much-debated topic; even with current technologies, the role of the environment
in the life cycle of E. coli and Salmonella is still unclear (Winfield and Groisman
2003). So how did this organism come to be so strongly associated with the animal gut?

Salmonella are able to persist in the environment as well, but their primary niche appears
to be the gut (Silva, Calva, and Maloy 2014). Considering Salmonella to be ancestral
to Escherichia, it suggests that the whole lineage adapted to the gut. However, unlike
some pathogens that have undergone extensive genome reduction, neither Salmonella nor
Escherichia appear to exhibit strong signs of this (Weinert and Welch 2017). Some have
argued genome reduction is occurring slowly, at least in some strains (Dunne et al. 2017).
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Taken together, this suggests that the retention of capacity to survive and thrive outside
the gut is an evolutionary strategy employed by some if not all members of this lineage.

Still, questions remain: why do some E. coli strains die off in soil while others persist? Do
the strains persisting in soil harbour virulence factors or antimicrobial resistance genes
that would pose a threat to human or animal health? What factors influence a strain’s
ability to survive in the soil? Is there evidence of genomic adaptation, or is this stochas-
tic?

1.3 Classification

1.3.1 Coliforms

Because of the public health burden caused by E. coli and its later adoption as an indica-
tor, detection has been a goal of public health agencies for over a century (Prescott and
Winslow 1915). Much of the early literature surrounding fecal contamination refers to
“coliforms”, which were first defined by Eijkman in 1904 as a classification for microbes
that would ferment glucose at 46°C, resulting in acid and gas production (Batty-Smith
1942). Practically, this can include Klebsiella, Enterobacter, Serratia, Citrobacter, and Es-
cherichia (Edberg et al. 2000). This definition was refined over the years to be “aerobic
and facultative anaerobic gram-negative, non-sporeforming bacteria which fermented lac-
tose with gas formation in 48 hours, or less, when incubated at 35°C” (American Public
Health Association 1955; Geldreich et al. 1958). For many applications, coliform test-
ing was easier to adopt than specific E. coli tests, although many coliforms can be from
non-fecal origins (Edberg et al. 2000).

1.3.2 Differentiating E. coli from coliforms

Regardless of whether from human or animal sources, fecal coliforms are a valuable indi-
cator for water quality, as non-human sources can contribute human-relevant pathogens
(Zhang et al. 2016). Within the coliforms, Edberg et al. (2000) argues that E.coli is still
the best indicator species despite the limitations.

“Observations On The Use Of Citrated Media” by H. C. Brown was among the
first to show that citrate could not be used as a carbon source for E. coli, and
thus could be used to differentiate E. coli from the rest of the coliforms and from
other Enterobacteriaceae (1921). This work was furthered in 1923 as Stewart
Kosner determined which particular citrate salts were usable by microorganisms
and showed with a panel of around 75 strains that ability to utilise citrate was a
plausible means of differentiating Bact. coli from Bact. aerugenes (Koser 1923).

Mentioned above in context of soil persistence is the “IMViC” scheme, which relied on
results of four biochemical tests to determine the identity of a coliform (Parr 1938). E.
coli was nearly the only species to have a profile of being indole positive, methyl-red pos-
itive, Voges-Proskauer negative, and citrate negative; some papers refer to strains with
this profile simply as “++–” strains accordingly. This method was widely adopted as a
reliable method to determine the presence of E. coli separately from related organisms on
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the basis of several metabolic capacities. Although it was relatively time consuming, the
different pathways assessed by the test were useful in differentiating organisms. In a study
by Stevenson (1953), the authors correlated the incidence of illness with coliform counts
in communities with access to swimming areas. The “Ambient Water Quality for Bacteria”
report by the EPA in 1986 summarises the official guidelines and suggests the adoption of
a filter-based method of detection and quantification described by Dufour, Strickland, and
Cabelli (1981) for E. coli quantification, rather than relying on total coliforms.

1.3.3 Serotyping

Antigenic response has long been used to identify Salmonella and E. coli, particularly
in clinical settings when the rapid nature of agglutination tests is valuable (Salmonella
Subcommittee of the Nomenclature Committee of the International Society for Microbiol-
ogy 1934; March and Ratnam 1989; Luciani et al. 2016). The basis for the method is the
reaction of antibodies to various surface structures presented by a microbe; in the case
of E. coli, the O, H, and K antigens are used. Forms of each of these antigens have been
directly shown to be virulence factors or are co-localised with one, further emphasising
the role that serotyping has played in the clinic (Stenutz, Weintraub, and Widmalm
2006; Haiko and Westerlund-Wikström 2013; McCabe et al. 1975). The O antigen has
been used to type various gram-negative organisms including Yersinia, Pseudomonas,
Citrobacter, Klebsiella, and Salmonella, as the lipopolysaccharide component of the outer
membrane (which prevents dye from adhering during Gram staining) contains O antigen
(Roantree 1967; Lu et al. 2014; Caprioli, Drapeau, and Kasatiya 1978; Bengoechea,
Najdenski, and Skurnik 2004). The molecular structures differentiating between the
forms of the O antigen are described by Stenutz, Weintraub, and Widmalm (2006)];
in short, the particular patterns of the molecules on the lipopolysaccharide chains
define the serotype. The H antigen is located on flagellin, the protein that constitutes
the external part of the flagellum’s structure used for cell motility (discussed more
in Chapter 3) (Wang et al. 2003). The K antigen found in the capsule polysaccha-
ride layer has been used for differentiating strains as well; it can be useful to resolve
variations found within some O antigen types (McCabe et al. 1978; Jones and Rutter
1972). Antibodies to these antigens are typically prepared by repeatedly inoculating
a mouse or rabbit host with sterilised preparations of either whole E. coli cells or
cell fractions and assessing the immune response (Ewing 1956; Padhye and Doyle 1991).

Lacking the lipopolysaccharide layer, gram-positives such as Listeria and S. pneumococcus
can be typed by capsular antigens, which may exhibit a similar structure to the E. coli
K antigen. (Lancefield 1933; Lin et al. 2006; Park et al. 2007; Song, Nahm, and Moseley
2013).

Despite its long history, traditional serotyping has generally fallen out of favour for clini-
cians due to several issues, among them so-called “bi-phasic” serotypes where one organ-
ism can express different antigens depending on environmental conditions, or as a hetero-
geneous monoculture (Wattiau, Boland, and Bertrand 2011). Development of antibodies
to new serotypes can be time consuming. Further, from a clinical perspective, pathotype
can be associated with multiple serotypes, and a serotype can be associated with multiple
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pathotypes. In fact, the virulence and multi drug-resistant ST131 lineage has been shown
to display multiple serotypes (Robins-Browne et al. 2016; Nicolas-Chanoine, Bertrand,
and Madec 2014). Development of DNA-based “serotyping” via microarrays, PCR, or se-
quencing has helped resolve some of these discrepancies (Palaniappan et al. 2006; Ingle et
al. 2016).

1.3.4 Recent improvements to identification

In the 1970’s, Janin (1976) patented the Analytical Profile Index, an easy-to-use dispos-
able set of biochemical tests that provided a means of classifying strains according to their
metabolic profiles of 20 substrates. Where available, these replaced earlier methods of
classifying strains, but cost was a prohibitive for wide adoption.

One of the most important biotechnological advances for widespread identification and
monitoring was the development of defined substrates methods, which generally rely on
the presence of E. coli’s β-glucuronidase; a substrate would have a dye bound to it, such
that the action of an enzyme releases the dye for either visual or fluorescence detection.
This method of detecting E. coli was first reported by Feng and Hartman (1982). One
implementation, IDEXX’s Colisure, provides an easy way to both quantify the number of
total coliforms and the number of E. coli (IDEXX, n.d.).

Improved molecular biology techniques brought about typing strains by hybridisation,
where the total DNA of a cell could be separated on a gel and various probes homologous
to genomic sequences would be added to visualise banding patterns. PCR, and the
discovery of thermotolerant polymerases in the 70’s and 80’s brought new methods
of strain identification based on gene sequences. PCR proved to be a highly accurate
and relatively low-cost method of identification, and Bej, McCarty, and Atlas (1991)
describe the development of a specific PCR approach for detection of coliforms and E. coli.

As high-throughput sequencing became more available, the presence of E. coli could be
determined in lower quantities than ever before. This also allowed the quantification of
all the microbes in a sample, not just the actively dividing members. This is important
as many microbes can enter a so-called viable-but-not-culturable phase, where microbes
are known to be present and alive but do not multiply for a number of reasons (Barer and
Harwood 1999).

1.3.5 Phylogroups

Before higher resolution typing was possible with multi-locus sequence typing or whole-
genome sequencing, several methods of strain differentiation were developed. One such
method was multi-locus enzyme electrophoresis, in which DNA digested with a set of re-
striction enzymes was run on a gel, and the resulting pattern of fragment sizes could be
used to identify species. In E. coli, this method was used by Ochmas and Selander in 1984
on a collection of isolates, resulting in a curated set of 72 strains thought to represent
the total genotypic range of E. coli (1984). This set of strains, the ECOR collection, was
used around the world and became central to E. coli diversity studies (Chaudhuri and
Henderson 2012), including in a study from 1987 in which these strains were phylogeneti-
cally grouped into six clades named A, B1, B2, C, D, and E. These groups were refined by
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Herzer et al. (1990) by building the phylogenetic tree with a different method that did not
assume a strict molecular clock; this removed the C and E groups.

Later approaches using multi-locus sequence typing resulted in the reinstatement of the
groups C and E, although on the basis of adding virulence genes to those considered in
the phylogenetic analysis, rather than on the basis of the original multi-locus enzyme elec-
trophoresis profiles (Escobar-Páramo et al. 2004). In recent years, phylogroups F and G
have been added in attempts to capture newly-discovered groupings within the E. coli
phylogeny (Jaureguy et al. 2008; Escobar-Páramo et al. 2004). Phylotyping yielded some
generalisable conclusions about the different lineages, but as more data became avail-
able it became clear that much phenotypic diversity could be found within phylogroups,
and higher-resolution approaches would be needed to fully capture relationships between
strains.

1.3.6 Shigella and cryptic clades

Two interesting complications with classifying E. coli are Shigella and the cryptic
clades. Shigella is a cause of dysentery and traditionally type as E. coli (Chattaway
et al. 2017). Clinically, both Shigella and ETEC cause indistinguishable forms of
dysentery. They are so closely related, in fact, that some have questioned whether
or not Shigella are E. coli. Chaudhuri and Henderson (2012) describe how early
methods of differentiating the two relied on phenotypes such as motility, the in-
dole test, and clinical signs: E. coli were thought to be commensal, and Shigella
pathogenic. Initial studies using DNA hybridisation found inconclusive results about
the Shigella relationship to E. coli (Brenner et al. 1972), and it was not until 1989
that probes were developed that could be used to differentiate between ETEC iso-
lates and Shigella (1989). Pupo et al. (1997) showed by both multi-locus enzyme
electrophoresis and phylogenetic analysis of the mdh gene that Shigella should likely
be considered an E. coli, although the two methods placed the Shigella strains in
different subclades. As whole genomes became available, it became clear that Shigella
are within the E. coli species* and that a separate genus is a misnomer (Yang et al.
2005). However, because of the clinical importance of Shigella, the name has remained.

With any reductive typing scheme that seeks to arrange diverse organisms into easily un-
derstood groups, there will be members that do not comply. In the typing of E. coli, many
of these aberrant relationships were resolved with the advent of multi-locus sequence typ-
ing, but two independent findings by Wirth et al. (2006) and Walk et al. (2007) showed
sequence types that appeared ancestral to E. coli but more derived than Escherichia alber-
tii. When compared to Escherichia fergusonii they were found to be distinct lineages. In
his review of the cryptic clades in 2015, Walk notes that these lineages likely went undis-
covered because they would have presented the same biochemical characteristics used to
differentiate E. coli, unlike E. fergusonii and E. albertii which were noted to have separate
biochemical profiles (2015).

These cryptic Escherichia were given clade designations I-V. Clade I isolates can cause
disease, although the extent to which this happens is not well known as these would tra-
ditionally type out as an E. coli (Leonard et al. 2016). The other clades appear to be of
environmental origin and non-pathogenic (2015). Because of the environmental nature
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of member of the cryptic clades and the phenotypic similarity to E. coli, the presence of
these clades are an important consideration when using E. coli as an indicator (Clermont
et al. 2011; Walk 2015).

1.3.7 Whole-genome classification

Whole genome analysis is the gold standard of classification. An early method of this was
whole-genome DNA-DNA hybridisation, where the percentage of DNA that annealed in
a temperature-dependent reaction was used as a proxy for genome similarity (Goris et al.
2007). This was used to describe the evolutionary relationships among Enterobacteriaceae
(Brenner 1973). The modern equivalent of this analysis is average nucleotide identity,
which is a measure of the average similarity across genomic regions shared by two organ-
isms (Goris et al. 2007). Both DNA-DNA hybridisation and average nucleotide identity
have been used to delineate species boundaries, with much of current research moving
towards average nucleotide identity as the new gold standard (Richter and Rosselló-Móra
2009). Average nucleotide identity has proved to be a highly accurate measure for quanti-
fying these relationships, but the computational cost is high as pair-wise calculations must
be performed for each strain being considered. To that end, methods involving the pres-
ence/absence profile of kmers (short sequences of length k) have been used successfully
to perform whole-genome classification. Examples of this include software programs like
Kraken (Wood and Salzberg 2014) and Mash (Ondov et al. 2016).

1.3.8 Developing an in-silico phylotyping tool EzClermont

With the current availability of hundreds of thousands of whole-genome sequenced E. coli,
insights into the inner workings of these organisms have become more clear. However,
at the start of this project, no method existed for relating whole-genome sequence data
back to the earlier phylotypes apart from the time-consuming process of building an entire
phylogeny. As such, the need for an in-silico method to bridge this gap was required,
inspiring the development of EzClermont. More about the development of this method is
described in Chapter 4.

1.4 E. coli genomics

1.4.1 General properties

The E. coli genome is generally between 4.5Mb and 5.8Mb in length, harbouring around
4,500 to 5,500 genes (Rasko et al. 2008). The genome typically has 7 ribosomal operons
and a GC content of about 50%. The first E. coli whole-genome sequence was published
by Blattner et al. (1997). Despite the wealth of findings gained from this and other E. coli
genomes, about 35% percent of the genome still lacks functional annotation 22 years later
(Ghatak et al. 2019); this “y-ome” (so named because unknown gene annotations typically
start with a “y” in E. coli) underscores the breadth of knowledge yet to be gained from
this organism.

1.4.2 Mobile genetic elements

Chromosomal mutations are a slow path to fitness. One strategy to circumvent this is
by acquiring new genetic material from other sources. E. coli has long been known to be
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able to exchange genetic material with other E. coli via conjugation, and around 10% of
the E. coli genome can be considered mobile or of mobile origin (Boyer 1966). An old but
excellent review of mobile genetic elements as they relate to adaptation across domains is
“Extrachromosomal elements as possible agents of adaptation”, by Darryl Reanney (1976),
in which the author concludes as follows:

However, it is now established that ECEs [extrachromasomal elements] play
a fundamental role in processes of natural evolution among bacteria. It seems
rather likely that ECEs are implicated in developmental processes among
metazoans. If this is true and if ECEs still provide the broad substratum
of genetic plasticity through which most adaptive processes work, then it is
clear that ECEs must be shifted away from the periphery of evolutionary
biology towards its center. It is in the hope that it will provoke discussion
and experiment along these lines that I offer this review to the criticism of
my colleagues.

And indeed, much experiment and discussion has been carried out in this area, with E.
coli often at the centre. The three best-characterised mobile genetic elements are de-
scribed here.

Plasmids are extrachromosomal pieces of DNA that replicate independently of the
chromosome. They can be linear but more often are circular. They range in size from less
than 1Kb up to megaplasmids of around 1Mb. Plasmids generally carry genes in addition
to those needed for replication; some small plasmids called cryptic plasmids have only the
minimal genes required for replication. Plasmids may be transferred between organisms
by conjugation or taken up from the environment. In terms of their evolutionary impact,
plasmids can support adaptation in two ways. First, genes harboured by the plasmid may
be beneficial to the host cell’s survival. Second, plasmids can replicate faster than the
genome; some small plasmids can have hundreds or thousands of copies per cell, whereas
the genome will only replicate in preparation for cell division. Each plasmid replication
offers the risk/opportunity of introducing mutations, which if beneficial could increase the
fitness of the cell. If the mutation is beneficial, the plasmid could be shared with neigh-
bouring cells, allowing the fitness-enhancing plasmid to propagate through a population.

Prophages are viruses that have integrated into the host genome. Their genome size is
typically around 50kb. Prophage sequences are identified by the regions coding for the
phage machinery including the tail, capsule, and head proteins, as well as the integrases
used to insert themselves into the host cell’s genome. In their integrated state, they are
replicated along with the host genome and thus can increase in numbers without any
energy “cost” of their own; this lysogenic phase can last for many generations. If environ-
mental conditions worsen for the host cell, the phage may enter the lytic phase, in which
the phage uses host enzymes to excise from the genome and initiate many rounds of repli-
cation and viral assembly. When this eventually causes the host to lyse, viral particles are
released to the environment to infect new hosts.

From an evolutionary standpoint, prophages are beneficial to a host if the cost of replicat-
ing more genetic material is less than the benefit provided by genes carried by the phage;
indeed, the integration/excision process can result in the transfer of genes or operons be-
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tween taxa. The Shiga toxin found in the infamous E. coli O157:H7 serotype is one such
example. Some strains have a higher propensity than others to accept foreign DNA. It
has been found that pathogens can have increased mutation rates, indicating that strains
with decreased ability to repair breaks in DNA are more likely to pick up foreign DNA
which may provide an advantage (as the acquisition of a toxin might). From the phage’s
perspective, it must balance the passive growth benefit of remaining integrated into the
genome (not destroying its host), the uncertainty of dissemination post-lysis, and the risk
of remaining in a genome so long that mutations arise, preventing it from ever entering
the lytic phase again. Prokaryotic genomes are littered with ancient, degenerate phage
remnants.

Genetic (or chromosomal, genomic) islands are regions of a genome originating from an-
other organism (Juhas et al. 2009). This could arise through uptake of environmental
DNA, through the integration/excision of phage or plasmids, or other methods. Such re-
gions are generally less than 10Kb and can be detected by G+C skew or by phylogenetic
analysis of a sequence in relation to other parts of a genome. Some can be transferred
between organisms, while others have lost that ability in a manner similar to degenerate
phage regions.

1.4.3 Whole-genome analysis

E. coli has an open pan-genome; this is described in detail in Chapter 9. In short, any
given E. coli genome will have approximately 2500 core genes, but the remaining 2000
genes in an average genome are a “sampling” of a vast pool of genetic diversity many
times the size of any one genome. Because of this, typing E. coli by serotype, multi-locus
sequencing typing, or any other method will fail to capture the full genetic profile of a
given strain; only whole-genome sequencing offers a complete assessment of the potential
genomic capacity of a given strain.

1.5 Genome Sequencing and Assembly

1.5.1 A Brief History of Genome Assembly

The histories of DNA sequencing technology and genome assembly methods intertwine,
as each advancement in sequencing required new ways of understanding the data being
generated. Ignoring the insights gained from enzyme digest mapping of genomes and
the accurate but difficult-to-perform chemical cleavage sequencing by Maxam and
Gilbert (1977), the first “convenient” technology was Sanger/capillary sequencing in the
mid-1970’s (Sanger and Coulson 1975); this method achieved highly accurate sequences
up to around 1kb by using primers to initiate a PCR reaction that would attach either
normal nucleotides or special radio-labelled nucleotide terminators (called dideoxynu-
cleotides). Once incorporated, the dideoxynucleotide prevents extension of the PCR
fragment past where it was incorporated into the sequence, yielding a range of fragment
lengths. Thus, amplifying 4 reactions (one with each modified nucleotide A, T, C, or
G) and running them on 4 lanes of a polyacralymide gel yielded bands corresponding
to the nucleotide identity at a given position. This method was later improved with
the advent of microfluidics and fluorescence-based terminators to reduce cost and risk.
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In 1977, Rodger Staden published his Staden Sequence Assembly package (Staden
1977, 1979), which could be used to piece together sequences from multiple sequencing
runs; a later release of the package in 1980 allowed the user to submit the trace file
generated from fluorescence-based Sanger systems to better determine the overlaps using
the trace quality (Staden 1996). These were the first applications for assembling DNA
sequences in a process called de novo assembly (Latin for “of new; from the beginning”).

Sanger sequencing is still routinely used to verify variants, profile genes of interest, and
confirm sequences obtained by other methods. To assemble a sequence larger than the
PCR fragment, additional primers would have to be designed, starting where a previous
fragment left off, and the overlap of the resulting sequence could be used to assemble
the results of several reactions. However, the difference between sequencing thousands of
nucleotides and sequencing even a small genome was nearly insurmountable with Sanger
sequencing alone.

Nonetheless, a technique pioneered by Guilfoyle and Smith in 1994 provided an
advantage: a highly-efficient phage cloning system to insert DNA into cloning
vector such that a single primer could be used to amplify any sequence (1994).
Their method built on earlier work but their vector was highly efficient and re-
quired fewer treatment steps to prevent accidentally sequencing the vector it-
self. Thus, “shotgun” sequencing DNA from a randomly fragmented genome was
made possible; in fact, this method was what enabled Blattner and colleagues to
sequence the first E. coli genome (E. coli K-12) in 1997 (Blattner et al. 1997).

The next milestone in the history of genome sequencing was the birth of pyrosequencing
in the mid-1990’s (Nyren, Pettersson, and Uhlen 1993). Here, instead of labelling the
ends of fragments of all different sizes generated from a template DNA, pyrosequencing
involved detecting by-products of reactions where labelled nucleotides were added
sequentially to complement the template DNA; for each cycle, one of the labelled
nucleotides would result in a measurable reaction, either releasing a fluorescence
reporter or luciferin. Ronaghi, Uhlén, and Nyrén (1998) built upon this technique
by immobilising DNA fragments and by adding an enzymatic step to degrade unin-
corporated nucleotides, allowing the cycles of the reactions to be performed quickly.
Although the fragment size and accuracy was limited compared to Sanger’s chain-
termination sequencing, the speed of sequencing, ability to easily multiplex large
numbers (~1 million per flowcell) of fragments via novel microfluidics proved to be a
valuable advantage to this technology, which drove the 454/Roche sequencing platforms.

Up to this point, the methods used for assembly were primarily based on a class of
algorithms known as Overlap–Layout–Consensus (OLC), wherein all overlaps between
fragments are identified, a layout is computed, and the consensus sequence is determined
from those relationships. With these early shotgun sequencing projects, OLC assembly
proved to be mostly sufficient for assembling draft genomes, although it required
extensive use of PCR to bridge areas lacking a clear overlap. Celera Assembler, PCAP,
and Newbler all originated as OLC assemblers (Li et al. 2012), and OLC is still used
extensively in modern assemblers designed for long reads (Cherukuri and Janga 2016).
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However OLC is not without its shortcomings: the process of identifying all overlapping
sequences is very computationally intensive (Li et al. 2012). These overlaps are required
for determining Hamiltonian paths5. This problem is either NP-hard (Baichoo and
Ouzounis 2017; Kapun and Tsarev 2013) or NP-complete (Compeau, Pevzner, and Tesler
2011), loosely meaning that although it is possible to check if a solution is correct, a
solution cannot be found or verified in polynomial time. It is currently impossible to
find a pure solution to such problems; an alternative approach is determining a heuristic
that may yield a close but inexact solution for a given problem (Narzisi and Mishra
2011). This class of problems will likely never be solved with traditional computers,
despite a running $1M bounty (“The Millennium Prize Problems | Clay Mathematics
Institute” 2018). As it relates to genome assembly, Hamiltonian paths used for OLC
assemble requires extensive computational resources to identify overlaps, as the number
of pairwise alignments scales exponentially with the number of sequences. This can work
for small sequences such as a 3.5Kb viral genome (Fiers et al. 1976) or a 2Kb plasmid
(Skaugen 1989) (and the early highly accurate and low coverage sequencing projects
of the 1990s and early 2000s), but the process quickly becomes intractable as either
sequence depth or genome size increases. This is less of a problem with the long-read
sequences, as generally fewer reads are generated and the longer overlaps are more distin-
guishable; for short reads, OCL is less frequently used (Miller, Koren, and Sutton 2010).

In part, the difficulty of genome assembly is due to the imperfect nature of the sequencing
technology. Reads cannot be expected to be perfect, and therefore not only do reads need
assembly but there needs to be a method of determining the trustworthiness of the read.
In a naive OLC program, a single false SNP could require a whole new set of overlaps to
be computed.

A later variant of pyrosequencing was developed by Solexa, and later bought by Illu-
mina. Here, instead of determining the sequencing by observing the by-products of
the synthesis reaction, Solexa developed reversible-terminator dyes that would bind
to the end of a fragment as it was being synthesised, and was then cleaved before the
next round of synthesis started. Further, due to the way fragments were attached
to the flowcells, paired-end sequencing could be performed by first running a single
round of amplification where linker would be attached to the free end of the fragment
that would then attach to an adjacent area of the flowcell, along with the complement
strand of the original template. By keeping track of these neighbouring clusters, each
sequencing cycle yields one nucleotide’s identity from both the 5’ end of the sequence and
simultaneously from the 3’ end. This pair-end sequencing in turn necessitated updated
assembly algorithms to handle the vast amounts of data (Zerbino et al. 2009). Paired-
end sequencing essentially doubled the amount of data generated from each run, but
provided an information gain greater than the sum of the parts: by knowing the initial
fragment size estimate, kilobase-sized region locations could be inferred from the read pair.

Between the impossibility of efficiently determining all the overlaps, the diffi-
5A Hamiltonian path is a route between nodes where each node is visited only once; in the case of

sequencing, this path is the order (path) of overlaps (edges) between sequence fragments (nodes). For a
thorough summary, see Compeau, Pevzner, and Tesler (2011).

16



Chapter 1 1.5. Genome Sequencing and Assembly

culty in error handling with OLC, and the adoption of technologies yielding
data order of magnitudes greater than the early sequencing technologies, a sec-
ond algorithm class began to be adopted as the standard for genome assem-
bly: De-Bruijn graph (DBG) assembly (Pevzner, Tang, and Waterman 2001).

Figure 1.1: Comparing assembly algorithms. Reprinted by permission from
Springer Nature: Nature Biotechnology, Compeau, Pevzner, and Tesler (2011),
copyright (2011).

The DBG algorithm may initially seem counter-intuitive, as it first breaks down short
reads into even-smaller kmers (short sequences of length k), and the kmers are used to
create an assembly graph where the nodes are of length k − 1, and the kmers themselves
represent the edges between nodes. Figure 1.1 (reprinted Compeau, Pevzner, and Tesler
(2011)) compares the construction of assembly graphs and assembly of a small sequence
with a Hamiltonian path versus an Eulerian path As opposed to a Hamiltonian path,
which seeks a path though each node once, DGB assembly seeks a path that visits each
edge once. The path connecting all the nodes visiting each edge once is called an Eulerian
path, a problem which is computationally tractable.

DBG assemblers such as Euler (Pevzner, Tang, and Waterman 2001), Velvet (Zerbino
and Birney 2008), SOAPdenovo (Li et al. 2010), and SPAdes (Bankevich et al.
2012) became popular and some have remained so; this is due to their highly ac-
curate assemblies and fast execution speeds. Despite being fragmented into a
number of contigs, the genome assemblies from these methods are generally suffi-
cient for answering many research questions; these contigs are generally accurate.

Although such contigs are often accurate they are an incomplete representation of the
complete genome , as the ordering of contigs is not known, gaps can be present, and re-
peated regions may misrepresented,. There is a class of tools for refining a genome as-

17



1.5. Genome Sequencing and Assembly Chapter 1

sembly known as genome polishers or genome finishers; various approaches can be used
either utilising a reference genome to scaffold contigs into their suspected orientation, us-
ing read pairing information to orient contigs and close gaps, mapping reads back to the
assembly to fix errors, or some combination thereof. These can help circumvent some of
the issues with de novo assembly. However, all assemblers suffer from the inability to re-
solve repeats that are longer than the length of the reads. Such regions frequently include
rDNA regions, plasmid, phage assembly operons, and transport operons. Mathematically,
such repeated regions cannot be resolved on their own, but the homology between isolates
can be harnessed as sort of an assembly “prior”. This, in a nutshell, is the motivation for
riboSeed: an assembly approach I designed that uses the highly conserved nature of rDNA
operons between species to identify and anchor rDNA repeats in an assembly. riboSeed is
described further in Chapter 5.

1.5.2 Pan-genomes/comparative genomics

A pan-genome is the aggregation of genomic content within a set of strains. Typically,
a pan-genome analysis is used to determine which genes could be considered “core”, or
contained in some majority of strains considered, versus “accessory”, or dispensable genes
only present in a subset of the set of strains (McInerney, McNally, and O’Connell 2017).
This core genome can be used to improve phylogenetic analysis, determine which genes
may be essential, and focus other analyses. The process of building a pan-genome can be
divided into the following four steps:

1. Selection of a suitable set of strains for comparison. This essential step fo-
cuses the pan-genome construction to a specific taxonomic level. For some highly
plastic genomes, this might be done at a sub-species level, or for more conserved
genomes this could be performed at genus level. “Contaminating” an analysis with a
more distant strain from the rest of the set will both give an incorrect pan-genome
and greatly increase the run time.

2. Quality Control. After determining which strains should be considered in the anal-
ysis, the quality of the assemblies must be determined. The majority of pan-genome
constructing tools use gene predictions (and their peptide sequences) generated
by an dedicated annotation tool rather than doing their own annotation of the nu-
cleotide sequence (Ding, Baumdicker, and Neher 2018; Page et al. 2015). Therefore,
the annotation tool must be used properly, and the annotation method should be
the same across all of the isolates being considered. A common problem with an-
notation of draft genome assemblies is incorrect annotation of genes on the ends
of contigs (i.e., interrupted by a low coverage region, a repeat, or other assembly
complication). Another common pitfall of annotation tools is how they handle or-
thologs versus paralogs versus homologs. Although the original definition referred
to organs, homologs are genes that are considered to have arisen from a common
ancestor; paralogs are homologs derived from gene duplication events, whereas or-
thologs are homologs evolved from a common ancestral state (or from the most
recent common ancestor) (Setubal and Stadler 2018; Fitch 2000). Xenologs (arising
from a horizontal transfer event) further complicate the situation (Fitch 2000). In-
deed, even the use of the terms “orthologs” and “paralogs” can be contentious and
context-dependent; the term used can be indicative of one’s belief about the ances-
tral history of the strains/genes in question. The annotations given to homologs may
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impact their interpretation during the next step.
3. Identification of homologs. This step involves one or more methods of search-

ing for similar sequences between the strains under consideration. While homology
is problematic during annotation (comparing the isolate to a reference annotation
database), determining homology between strains has a similar same set of com-
plications (Freschi et al. 2019; Tettelin et al. 2005). How distinct should different
alleles be before they are treated separately? If multiple orthologs are present in a
genome, should they be collapsed to a single representative of the gene family? If
not, what threshold should separate genes to be considered homologs from those
merely sharing say a functional group? Should recombinant regions be masked to
remove xenologs?

4. Determining the pan-genome. For a gene to be considered “core”, what per-
centage of isolates must it be present in? What should be done with suspected
duplicated genes if one allele is core and the other is only present in a sub popu-
lation? Here the question of saturation is also considered: for each additional strain
added, are new genes being introduced, or does the appearance of new genes plateau
at some point? Taxa with a strong plateauing behaviour are considered to have a
“closed” pan-genome, whereas taxa with a seemingly endless supply of new genetic
material as new isolates are incorporated are considered to have an “open” pan-
genome.

Determining which genes (or other regions) are present in all the isolates versus which
are present in subsets of strains can lend insight into the collective capacity of the whole
set, and hint at what adaptations may have occurred within subgroups of that set. Some
genera exhibit what is known as a “closed” pan-genome, where the genes considered “core”
are relatively stable, in that the sequencing of novel isolates rarely introduces a strain
lacking a core gene. Conversely, other taxa exhibit an “open” pan-genome, where there is
so much genomic diversity that the number of genes thought to be “core” tend to decrease
as sequencing novel organisms reveal members of the clade that fail to have a given core
gene. Another way of describing closed versus open pan-genomes would be to refer to
them as saturated versus unsaturated. E. coli has an open pan-genome (Rasko et al. 2008;
Shapiro 2017), which is complicated by the within-clade phylogenetic stratification.

1.6 A genomic basis for soil persistence?
Little is known about soil-persistent E. coli, in part because the provenance of
soil isolates was rarely clear. If a study were to isolate an E. coli from a pas-
ture, for instance, it would be impossible to know for sure whether that iso-
late was truly persisting or whether it had be deposited by animals or birds.
Much of the study of soil E. coli has been part of source-tracking efforts seek-
ing to identify point of origin when a contamination was detected in a waterway.

Taken together, the last century has painted a fascinating portrait of E. coli, one in
which E. coli is a more versatile organism than previously thought, not just capable of
surviving but of thriving in a diverse set of environments. Scattered reports have detailed
the presence of E. coli in the soil biome, but little is known about the characteristics or
genomics of soil-persistent E. coli. Do they differ genetically from those found in other
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environments? Is soil-persistence limited to a single phylogroup? What genes appear to
be enriched in the soil-persistent population? Does the soil biome represent a reservoir
of virulence or antimicrobial resistance, or are the soil-persistent strains benign? Can
soil-persistent isolates be differentiated from those resulting from a contamination event?
Can anything be inferred from the genomes about adaptation trends in soil persistence?

In this work, I present genomic and phenotypic characterisation of a set of soil-persistent
strains deemed the Soil-Persistent Collection (SPC). Chapter 2 describes the isolation of
the SPC from several soil types; these soils were protected from fecal contamination for at
least 8.5 years. As opposed to studying how gut (or other) strains survive when deposited
ectopically in the soil, the provenance of these isolates provides the basis for investigating
the traits of truly soil-persistent strains.

Chapter 3 investigates the motility profiles displayed by these isolates. Motility is an
important phenotype to characterise, as the ability to find new niches in the environment
may depend on it. Motility in soil-relevant conditions has been assessed in other strains
(such as Bacillus cereus by Vilain et al. (2006)), but little work in this area has been done
with E. coli.

Chapter 3.1 discusses the analysis of comparative growth curves between the SPC and
a small set of clinically-relevant E. coli isolates. Early work with a small number of soil-
persistent isolates has shown differential growth patterns and survival, but this represents
a wider look at growth rate potentials among soil-persistent E. coli.

Whole-genome sequences were obtained for these isolates (also in Chapter 2), and a novel
genome assembly polishing tool was developed (described in Chapter 5). Whole genome
sequences were phylotyped with the first in silico Clermont phylotyping method (Ap-
pendix Chapter 4), developed as part of this thesis; the phenotypes and phylotypes were
used to interpret whole-genome data in context of quality control (Chapter 6) and phylo-
genetic reconstruction (Chapter 7).

Chapter 8 then describes using the whole-genome sequences to determine the pres-
ence/absence of virulence and antimicrobial resistance genes, and the practical
implications for handling these strains and the risk associated. And lastly, pan-genome
analysis was performed both within the soil-persistent collection to better understand the
diversity with, and between this collection and the wider world of E. coli to determine if
any soil-persistent markers could be found (Chapter 9).
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Chapter 2

Isolation of Strains and Initial
Analyses

The analyses described in this work concern understanding a collection of soil-persistent
E. coli isolates. These strains were isolated from the leachate of protected soil columns
known to be free from fecal contamination. These isolates represent a unique opportunity
to study the genomes of truly soil-persistent strains, as the lysimeters were protected from
contamination for close to a decade. The isolates are named with a “Lys” prefix and a
unique numeric identifier (e.g. Lys53). Throughout the course of the analyses these strains
soil-persistent isolates, or collectively as the Soil-Persistent Collection (SPC).

I began my work on this project in May 2016; all the isolation work and sequencing pre-
sented in this chapter was performed prior to that.

Figure 2.1: Photo of lysimeter unit construction. Soil columns were placed such
that water draining would be collected by a network of pipes.

2.1 Lysimeter Unit
A lysimeter is an experimental unit containing (in this case) an undisturbed soil column;
lysimeters are used throughout agricultural and environmental research to quantify nutri-
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Figure 2.2: Photo of the completed lysimeter unit. The area between the soil
columns was backfilled with soil, and the area was enclosed by a tight net. The
central trench allows access to leachate collection vessels.

ent flow, gas emissions, drainage, and other parameters in a controlled manner (Saporito,
Bryant, and Kleinman 2016).

The lysimeter unit referred to in this study was first constructed and described by Michael
Ryan and Aidan Fanning in their work “Effects of fertiliser N and slurry on nitrate leach-
ing – lysimeter studies on 5 soils” (Ryan and Fanning 1996). This study describes the
impact of different fertilizer sources on the amount of nutrients leached from soil, and it
required the construction of a unit to house lysimeters of different soil types. The lysime-
ters in this study consisted of a rigid fibreglass tube (0.6m diameter, 1m depth) containing
a soil core taken from a field by driving the tube into the ground from the surface, exca-
vating, and transporting to the unit in Teagasc (Figures 2.1 and 2.2). Perennial ryegrass
was established on the surface of each lysimeter. Having this intact soil “monolith” en-
sures that the soil stratigraphy is largely undisturbed, leaving the pores, root systems,
water channels, and biota intact (apart from at the very edges).

Soil monoliths were collected from fields in Castlecomer, Clonroche, Elton, Oakpark and
Rathangan. These soil cores were then transported to Johnstown Castle, Wexford, where
an enclosure unit was built to house them. This unit was constructed so that water from
ambient rainfall drains through the lysimeter, and leachate can be collected in collection
vessels in the central corridor of the unit. The layout of the soils was randomised (dia-
grammed in Figure 2.4). The unit is protected on all sides and above by a fine netting to
prevent contamination from birds or animals.

2.2 Leachate Collection and Strain Isolation
F. P. Brennan, O’Flaherty, et al. (2010) describe the collection of leachate from these
lysimeters over a period of 448 days starting in August 2006 to determine pathogen leach-
ing after different slurry treatments. The Colisure method (IDEXX) was used to enu-
merate E. coli; during this effort, a small collection of E. coli were isolated from positive
Colisure wells by plating on MacConkey agar and verifying by plating on UTI plates and
API testing as described in F. P. Brennan, O’Flaherty, et al. (2010). Twenty two strains
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Figure 2.3: Cross-section of the lysimeter and drainage system reproduced from
Ryan and Fanning, 1996 (used with permission).

Figure 2.4: Diagram of the randomised layout of lysimeters in the lysimeter unit.
This diagram shows the layout of the soils in the lysimeter unit; the empty verti-
cal area in represents the trench in the center of the unit, where leachate can be
collected.
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Figure 2.5: Number of isolates by soil type. Most of the isolates came from the
poorly-drained Rathanagan (RA) soil; some were isolated from the Elton (EL) soil,
and a fewest isolates came from the Clonroche (CL) soil.

of the SPC were derived in this manner. Subsequently, 5 further collections of leachate
were taken between 2010 and 2014 specifically to isolate soil-persistent E. coli strains from
control lysimeter leachate. For these strains, the isolation method was changed to avoid
any bias against pathogenic strains by utilising β-glucuronidase as a selective agent, rather
than enriching from Colisure wells. The filtration of leachate, plating, and cultivation is
described further in Appendix Sections H.1 and XXXH.2. The weather was too dry for
leachate collection during the September 2010 sampling date, so water from an irrigation
hose was used to provide adequate moisture for leachate collection.

For each sampling, 15L of leachate was collected, pre-filtered, and then concentrated to
500ml with a tangential flow filtration setup before being plated on MacConkey agar with
sorbitol. The strains were re-streaked for purity, assayed for citrate utilisation and oxidase,
and a PCR fragment of the 16S rRNA gene from genomic DNA was sent for sequencing.
This is described in detail in Appendix Section H.2.

Soil-persistent E. coli were isolated from the leachate of Clonroche, Elton, and Rathangan
soils. Their soil characteristics are described in Table 1 of Ryan and Fanning (1996). Of
the three soil types, the Rathangan soil yielded the most isolates (Figure 2.5)1. In total,
176 isolates passed the initial quality control steps to filter out non-E. coli. This included
16S rRNA gene sequencing, testing for citrate utilisation, and Clermont quadruplex phylo-
typing; these are described in Appendix Section H.1 and H.2. Those revealed to not be E.
coli were primarily of the Enterobacter genus. Later, as described in Chapter D, this list
was filtered down to the 121 strains considered in this study.

2.3 Sequencing
DNA was extracted with the GenElute Bacterial DNA Kit (Sigma), the quality was
checked both on a 0.7% agarose gel and by using a Nanodrop to confirm that the 260/280

1This was in part due to the sampling scheme: F. P. Brennan, O’Flaherty, et al. (2010) had revealed
that the poorly-drained Rathangan soil leached large numbers of E. coli, and was thus targeted for addi-
tional sampling when building the Soil-Persistent Collection
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Figure 2.6: The number of isolates collected by date. Strains were isolated from
leachate collected between February 2007 and November 2013

ratio was between 1.8 and 2. 1-5µg of DNA was a prepared to a concentration of 50ng/µl
in 10mM Tris-Cl, pH 8.5. DNA from the 176 strains of the SPC were sent to the Ox-
ford Genomics Centre for whole-genome sequencing. The DNA was sequenced on an Illu-
mina HiSeq with 151bp paired-end reads on two lanes. The quality control data for the
sequencer run is available in the online repository in the P140470.zip file.

Chapter E describes the identification of candidate strains for resequencing. These strains
were prepared by Claire Abel at the James Hutton Institute according to the protocol in
Appendix Section H.6, and sent to MicrobesNG for hybrid resequencing. The details of
the processing of the resulting raw short-read sequence data can be found in Appendix
section H.5.

Figure 2.7: Number of isolates collected by lysimeter treatment. After discovery of
soil-persistent strains leaching from control lysimeters, the control lysimters were
focussed on for the remaining sampling efforts. Thus the majority of the strains
in the collection are from the control (C) treatments; several of the low-numbered
strains were from the spring (Spr) and summer (Sum) slurry treated lysimeters.
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2.4 Initial Analysis
Dr. Leighton Pritchard provided early insights on the data in two ways: by assessing the
overall assembly quality of the data and by using average nucleotide identity to mark
which strains may not have been true E. coli. These remarks are also discussed in Chapter
D, and were used to identify some of the isolates that proved not to be E. coli.
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Chapter 3

Assessing Two Soil-Relevant
Phenotypes

The ability to grow and actively move was assessed to determine whether or not the Soil
Persistent Collection contains a shared set of capacities that might be advantageous in the
soil environment. The experiments described in this chapter were performed by Dr. Fiona
Brennan and Dr. Dawn Thompson at the James Hutton Institute; my contribution con-
sisted of the analysis of the resulting experimental data.

3.1 Introduction
The gut and the soil are very different environments, each presenting challenges for sur-
vival for E. coli. Among these are temperature, moisture levels, physical restrictions, di-
verse competing organisms, and nutrient availability. Männik et al. (2009) showed that
E. coli are particularly suited for navigating the microstructure of soil, having the abil-
ity to grow in and move in confined spaces half the diameter of a normal cell. In the soil,
this could allow E. coli to find new niches, reach enclosed water or nutrient pockets, and
colonise niches that other microbes physically could not inhabit (Brennan et al. 2012).
Galajda et al. (2007) show that the physical matrix in which mobile E. coli are present
can have direct effects on movement; certain structural shapes in a matrix can even create
a gradient purely based on the microbes interactions with their boundaries. The chemical
environment (and specifically humic acids) of the soil can affect the mobility of E. coli
and other microbes as they navigate a soil environment (Yang, Kim, and Tong 2012). The
charge of a cell’s surface, or zeta potential, can influence how it interacts with the matrix
surrounding it (Wyness et al. 2018). Even subtle differences in charge due to membrane
transporter differences have been shown to affect movement (Walczak et al. 2011).

Bacterial motility is the ability for a microbe to propel itself according to one or more
mechanisms; Kearns (2010) provides a thorough review of these mechanisms. Swarming
motility is the focus of the study presented in this chapter; swarming motility: the co-
ordinated movement across a solid medium. Swimming motility, on the other hand, is
the movement though a semi-liquid or liquid media. Motility presents opportunities for
microbes to encounter new niches within their environment; this is crucial in the harsh en-
vironment that the soil presents, where the ability to move to regions with more nutrients
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or less stress would be beneficial for survival.

Water can pass through soil in various ways; slow mechanisms include filtering though
the fine soil matrix, and faster mechanisms include water channels, earthwork burrows,
roots, cracks, and more (Brennan et al. 2012). Microbes naturally move through the soil
in a passive manner, following the flow of water. Motile microbes possess the ability to
reach other niches through active motility. Unsaturated soils hinder motility (Tecon and
Or 2016; Or et al. 2007).

Motility linked to the production of flagella was first characterised in E. coli by Isabel
Smith in 1954, using a combination of light and electron microscopy to determine motil-
ity and whether or not a strain produced flagella (1954). A method using glass capil-
lary tubes was pioneered by Lee A. Segel, Ilan Chet and Yigal Henis in 1977 to quantify
chemotaxis, or motility towards or away from chemoattractants (1977). Swarming and
swarming motility assays are typically characterised on soft agar plates; very weak agar
(0.3%) could be used to assess swimming capability and swarming could be assessed with
a slightly firmer weak agar (0.5%) (Tremblay and Déziel 2008).

Swarming motility is a complex phenotype. The standard behaviour shown by E. coli
chemotaxis (movement in response to some chemical stimulus) was determined by Berg
and Brown in 1972, where they described the motion as a series of “runs” and “twiddles”
(Berg and Brown 1972) (also refered to as run and tumble motility). Motility is the in-
terplay between the presence/absence of chemoattractants, flagellar genotype, media vis-
cosity, and other parameters, all of which contribute to the behaviour (Schneider and
Doetsch 1974). For swarming motility, the behaviour of cells has been shown to be slightly
altered, resulting in more “runs” and fewer “twiddles” (Partridge et al. 2019). This be-
haviour is also similar to mutants that are non-chemotactic – both lose the “twiddling”
movement (Armstrong, Adler, and Dahl 1967). This suggests that chemotaxis and motil-
ity are linked, and that “twiddles” are a simple guidance mechanism to reach nutrients.
Swarming motility can involve non-uniform cell differentiation; an organism put on a semi-
soft agar plate can form a swarming colony with some vegetative cells, some normal cells,
and some “hyperswarmers” that may have additional flagella expressed (Deforet et al.
2014) and secrete liquid to air their movement (Harshey 1994).

Temperature and oxygen can affect both chemotaxis and motility (Douarche et al. 2009);
for E. coli W3110, motility tended to increase with temperature (Maeda et al. 1976).
The physical constraints acting upon a motile cell can also influence its motility patterns
(Swiecicki, Sliusarenko, and Weibel 2013). The maximum speed achieved by motile mi-
crobes is dependent on both the viscosity of the media and the location of the flagella;
microbes with flagella located on the ends of the cell body (such as Pseudomonas) are
generally faster than microbes with flagella on all sides (Schneider and Doetsch 1974).

In one experiment comparing survival of motile and non-motile strains E. coli O157 in
freshwater sediments with and without protozoan predators, it was found that motility
negatively affected the survival of E. coli and, the non-motile strains were subject to less
predation; in the same experiment performed with motile and non-motile Salmonella en-
terica, the motile strain showed improved survived and resistance to predation compared
to the non-motile strain (Wanjugi and Harwood 2014). Other studies including Gonza-
lez, Sherr, and Sherr (1993) have seen similar trends towards preferential predation of
motile microbes, although the culture conditions and strains considered are quite different.
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Another study of Pseudomonas fluorescen survival in non-sterile soil showed non-motile
mutants to be at a disadvantage in the soil, attributing it to difficulty with initial coloni-
sation. (Turnbull et al. 2001).The relationship between motility and soil persistence in E.
coli is an open question.

Soil components and particularly the clay mineral type can influence E. coli survival in
the soil (Brennan et al. 2014); In E. coli 0157, it has been shown that these clay miner-
als can change virulence gene expression, alter biofilm formation, and modulate motility
depending which mineral types are present (Cai et al. 2018).

Previous work quantifying growth rates in soil has shown a variety of results, each de-
pendent on the strains, soils, and abiotic factors assessed in the study. Topp et al. (2003)
showed that soil amended with swine manure tended to support swine-origin E. coli popu-
lations, and that isolates persisted better at cooler temperatures (4°C compared to 30°C).
In Jang et al. (2017)’s review of the current knowledge of environmental persistence in
E. coli, they name seven factors which can influence the fate of a given organism: tem-
perature, water availability, nutrient availability, pH, solar radiation, presence of other
microbes, and ability to form biofilms.

In the soil, microbes experience temperatures well below that of the gut, but previous
work has found that E. coli can persist for long periods of time at cold temperatures (Mu-
ruleedhara N. Byappanahalli, Shively, et al. 2003). In an earlier work comparing a single
isolate from the Soil-Persistent Collection to lab strain K-12, Brennan et al. (2013) found
that low-temperature carbon source utilisation was greater in the soil-persistent isolate.
The soil temperature that the collection experienced in situ was well below that of the
gut (Figure 3.1). Taken together, the growth experiment presented here was conducted to
further understand the growth potential of the SPC in relation to non-lysimeter strains.
Improved low-temperature growth capacity may indicate improved fitness in the soil envi-
ronment.

Figure 3.1: Mean monthly soil temperatures registered in Wexford, Ireland. Histor-
ical soil temperature at 10cm depths show the range of conditions experienced by
the soil microbial community between 1992 and 2018.

As active motility requires flagella, the genes in the flagellar operons are off particular
interest (Adler and Templeton 1967; Armstrong and Adler 1969; Burkart, Toguchi, and
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Harshey 1998; Maes et al. 2013; Taylor et al. 2015; Ooka et al. 2015; Miyata et al. 2020),
but the expression and modulation of the flagella is under complex regulatory control.
Upregulation of flagellar genes is frequently reported in infection gene expression studies,
but at least in some strains neither the lack of flagella nor the lack of flagellar motility ap-
pear to affect colonisation of the gut (McCormick, Laux, and Cohen 1990); it is unknown
whether the flagella similarly affect soil survival. Additionally, the presence of flagella
has been seen even in non-motile strains (Andrade et al. 2002). The control of flagellar
gene expression is difficult to predict even when given a set of parameters. As such, it is
difficult to concretely class strains as motile/non-motile on the basis of the genome se-
quence alone, even ignoring the confounding effect each set of experimental conditions has
on gene regulation. Thus, the soil-persistent E. coli collection was assessed for motility
in order to determine whether the collection shared a unified motility profile that may
have contributed to their soil persistence, or whether the collection represents a variety of
motility capacities.

3.1.1 Motility Research questions

• Is there high prevalence of motile isolates within the SPC, suggesting that motility is
advantageous in the soil?

• Do the isolates in the SPC exhibit swarming motility at 15°C on semi-solid soil
extract media?

• Are some isolates more motile than others given these experimental conditions?
• Is fimbrial type associated with motility/non-motility?

3.1.2 Growth Research Questions

• Do members of the SPC show a shared growth profile for a given set of experimental
conditions, or a variety of growth profiles?

• Are growth profiles linked to phylogeny?
• Does the SPC show different growth profiles to non-soil strains?
• What temperatures are tolerated by these strains?

3.2 Motility Methods

3.2.1 Experimental procedure

The protocol for the motility assay can be be found in Appendix Section H.3. In short,
the experiments were performed at the James Hutton Institute, where the diameter of the
bacterial colony was measured as they expanded from the centre of an 85mm soft agar
soil extract media plate. Plates were incubated at 15°C. Motility was assessed daily, post-
inoculation (except for days 4 and 5). Possible values range from 0 to 85mm, i.e. to the
edge of the plate. As noted below, this limit was reached in a number of conditions, and
measurements after reaching the plate edge are uninformative.

Two experiments were performed: an initial experiment with a single replicate, and a sec-
ond experiment in duplicate. The cleaning of the raw data is described below in Section
3.7.
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3.2.2 FimTyper

FimTyper (as implemented in EnteroBase) was used to determine the fimH allele in each
isolate (Roer et al. 2017).

3.3 Growth assay methods

3.3.1 Growth curves

Growth curves were performed at 5 different temperatures: 6, 15, 37, 45, and 60°C in
Soil Extract Media (SEM); growth curves were also obtained at 37°C in LB media. A
Bioscreen plate reader was used to incubate the plates and measure optical density at 15
minute intervals. Runs were performed for either 24 hours (15°C, 37°C, and 60°C) or 48
hours (6°C and 15°C). Further experimental information and caveats about the limitations
of the experiment can be found in the protocol in Appendix Chapter H.4. Experiments
were performed between September and December of 2014. As in the motility experi-
ments, I performed data analysis and interpretation but did not run the experiments.

3.3.2 Data and quality control

Raw data can be found in raw/Growth_curves.zip. Data was manually transferring
into two clean Excel files. Original files have the raw readings, the media-adjusted
values (where the average reading for the uninoculated media is subtracted from each
reading in a growth well) , and averages for each strain. Cleaned files were created
by copying the media-adjusted values to their own clean worksheet. The first file
(clean/modelling_growth_curves/clean_data.xlsx) contains the media-adjusted
data (changing typos “DSM9039” to “DSM9034”, and “B8646” to “B646”). The
second (clean/modelling_growth_curves/clean_controls.xlsx) contains the
media negative controls, blank negative controls, and Lys9 positive controls; none
of these were blank-adjusted; they were used to assess the quality of each run by
determining whether growth occurred in media controls and by assessing Lys9’s
performance for each plate of a given media and temperature. A metadata file
(clean/modelling_growth_curves/metameta.csv) links the cleaned data back to
original.

It should be noted that not all strains were run in all conditions (e.g. Lys101 was not run
at 37°C in LB).

3.3.3 Non-soil-peristent strains metadata

Thirty isolates not part of the SPC were assayed for growth in the conditions tested to
compare with members of the SPC; these will be referred to as the non-lysimeter strains,
and they consist of some plant-associated strains, members of the cryptic clades, and a
few type strains. The 30 strains run in addition to the SPC are shown in Table 3.1.
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Table 3.1: Metadata for non-soil strains considered in growth assays.

Group Strains WGS Note

From Holden et al. (2013) 5001 no soil/plant derived
5002 no
5008 no
5010 no
5012 no
5034 no
5035 no
5038 no
5042 no
5084 no
5088 no

Reference Strains ATCC25922 yes
K-12
MG1655

yes

Sakai yes

From Wyness et al. (2018) AW1 no
Isolated from either sand,
mud or mix in Ythan
estuary

AW3 no
AW4 no
AW13 no

DSMZ DSM10973 no Serotype O6
DSM8695 no Serotype O26:H-
DSM8698 no 0111:H-
DSM9034 no O164:H-

From Eric Denamur B646 no Clade V, isolated from
bird

E1492 yes Australian environmental
isolate

From Seth Walk TW09231 no cryptic clade strains
TW10509 no No reads available
TW10973 yes No information available
TW11588 yes
TW14263 yes
TW14265 no

Of those 30 strains, I was able to identify WGS data in EnteroBase for only 7 strains.
They were added to a workspace on EnteroBase and the metadata (including the MLST,
ezClermont, FimTyper, and rMLST results) was downloaded. As BioSample accessions
exist for some of the Deutsche Sammlung von Mikroorganismen (DSMZ) isolates, DSMZ
was contacted on 2019-12-20 to see if they could release the data for incorporation into
EnteroBase but no reply has been received.
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3.3.4 Assessing the control wells

The water blanks remained consistently clear with optical density (OD) readings of 0 (or
-0.001) (Appendix Figure G.2). Neither the LB nor the SEM controls show growth. The
soil extract media appears to be slightly more turbid, with an average optical density of
0.1.

3.3.5 Dropping early runs

The experimenters noted that some conditions warranted repeats, perhaps because an
initial OD was out of range, contamination was suspected, or for some other reason. As
there was a 5 year gap between experiments and analysis, a blanket rule was taken that if
a condition was rerun, the data from the earlier runs would be dropped.

3.3.6 Dropping other strains

Additionally, as resequencing showed Lys57 and Lys49 to not be true E. coli, they were
dropped from these figures and further analysis. In Chapter 6, it was determined that a
number of strains were the result of resampling; those strains were also removed from this
analysis as to not unfairly weight the soil/non-soil comparisons.

Figure 3.2: Modelling the effect of well position on growth. Linear model shown as
gray line; position is the number of other wells between a well and the edge of the
plate. In the case of 37C SEM, distribition of points is unsuitable for linear regres-
sion and is not shown accordingly. Points are jitterered horizontally for clarity.
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3.3.7 Well location effect

I investigated whether there is a plate position effect on maximum growth. The plates are
not 96 well plates but 10x10 well plates by Bioscreen.1 Up to two plates appear to be run
at a time, such that well 101 would be the same plate location as well 1, 157 would match
well 57, and so on. If, for instance, wells in the edges of the plates appeared to have a
growth disadvantage, additional steps would have to be taken to try to correct for this
bias.

A small negative effect of plate location was noted in four of the six conditions, where
wells close to the edge may achieve a slightly higher amount of growth (Figure 3.2); the
opposite trend was observed in the 157deg;C SEM condition, and at 45°C the slope was
extremely close to 0 indicating no effect. As the plates were not sealed, one possibility
is that convection from the temperature control systems caused a slightly higher rate of
evaporation near the edges of the plates, concentrating the media; however, it is unclear
why the opposite trend appears for the 15°C condition. The effect is significant at a 0.01
p-value threshold, and is most apparent at 60°C in SEM. No effect is observed in SEM
at 15°C or 45°C. The growth patterns at 37°C in SEM vary greatly between strains, and
as such the model used is not appropriate. Despite the general negative trend, this effect
appears to be minimal (the greatest slope being near -0.0033 with an intercept of .999),
and is not apparent in all conditions. Rather than attempting to correct for this potential
effect, a decision was made to proceed without correction.

3.3.8 Assessing the starting optical density

Figure 3.3: Identifying growth curve wells with aberrant starting optical density
(OD). Those wells with a starting OD outside of the accepted range were rejected
(red).

The starting optical density target of .05 was achieved by diluting down broth culture.
Starting inoculum can affect the resulting growth curve (see Appendix Figure G.3), so

1http://www.bioscreen.fi/images/Bioscreen%20User%20Manual%202016.pdf

34

http://www.bioscreen.fi/images/Bioscreen%20User%20Manual%202016.pdf


Chapter 3 3.3. Growth assay methods

any wells outside of the three standard deviations of the mean initial OD were removed
(Figure 3.3). Strains having fewer than two replicates after filtering were rejected from
further analysis.

3.3.9 Raw growth curves

Visualisations for all of the raw growth curves can be found in the online repository; see
Appendix Section A for more information.

3.3.10 Removing early timepoints

The growth profiles from the plate reader were often very noisy in the early timepoints,
especially at 6, 15, and 60°C. Based on a note in the plate reader protocol and from run-
ning similar experiments, I suspect that the machine was re-equilibrating. It was found
that these early timepoints skewed estimates for the maximum growth rates; therefore, a
per-temperature adjustment was decided visually based on the growth curve profiles at
these temperatures, shown in Figure 3.4. Points to the left of the red line were removed
from the modelling procedure.

Figure 3.4: Optical density fluctuations at the start of runs. Initial measurements
within the first 3 hours show strange growth patterns; this is suspected to be a re-
sult of the plate reader re-equilibrating to the set temperature after plate is loaded.
A sample of 25 strains is shown here for clarity; red lines indicated the imposed
threshold where earlier points are removed from model consideration.

Removing these initial spurious values posed a different problem, however, as the models
employed severely over-estimate maximum growth rate if the readings start during the
growth phase (i.e. if no lag phase is present). I attempted to impute dummy values of the
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starting OD based on the mean, but this did not fix the overestimation. Thus, the Curve-
ball maximum growth rates should be ignored for all but the 37°C conditions; instead a
simple rate taken over the first 5 hours was used instead..

3.3.11 Removing non-growth conditions

After attempting to model the data with Curveball (see below) and receiving many errors,
I determined that the conditions causing problems appeared to be where growth was
severely limited or even negative. This necessitated the removal all the conditions where
the final OD was less than early OD readings.

Figure 3.5: Percentage of wells in a condition removed due to absence of growth.
Curveball cannot model negatively-trendng OD readings. The bars show the per-
centage of datapoints rejected.

Further, data for strains eventually rejected for not being true E. coli were removed.
Thus, growth results from 18 strains were not considered.

3.3.12 Curveball data and execution

Curveball2 was used to model the growth curve data to obtain parameter estimates such
as maximum growth rates, lag times, and more. Curveball can either use a specified
model or select the best-fitting model. For these analyses, Curveball was permitted to
choose the optimal model for a given well; default parameters were used.

3.4 Motility Results
Figure 3.6 shows the wide range of motility rates exhibited by the soil-persistent isolates.
This is in agreement with Yang et al. (2004), who found similar variety in the motility

2In order to run Curveball on the cleaned data (rather than the raw file from the plate reader), I
forked the Curveball repo and made the necessary modifications. Above, we wrote out the data to the
format that Curveball uses internally, so it was just a small modification. The version presented here is
from commit c23531e.
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capacity of 280 bovine feed lot E. coli isolates.

Figure 3.6: The motility of each isolate by replicate, coloured by phylogroup.
Colour represents the phylogroup as determined by EzClermont. Many isolates
reach the saturation point of 85mm (red dashed line) before the end of the experi-
ment. The motility capacity of strains varies widely.

3.4.1 Reproducibility

The reproducibility of the two experiments was assessed by comparing the results of each
replicate. Issues are apparent in Figure 3.7, which shows the motility profiles of a subset
of the strains across the two runs of experiments. In some cases, (e.g. Lys21) the profiles
match quite well, but for the majority of the cases initial run (plate A) and the later run
(B1/B2) do not seem to show similar profiles. In cases such as Lys3 or Lys6, replicates B1
and B2 do not show a uniform motility pattern.

Variability in the data across all strains was summarised by plotting the differences be-
tween a calculated motility value (such as the maximum growth, a given time point, or
a motility rate) and the mean; Figure 3.8A shows the differences between each strain’s
maximum growth achieved (per plate) and the strain’s mean maximum growth; Figure
3.8B shows the variability at a set time point (day three, where none have reached their
maximum motility). Figure 3.8C shows the variability of the day 0-3 rate in the same
manner.

If only the magnitude and not the rate of motility was failing to reproduce, Figure 3.8C
might show that the rate is comparable across experiments; this does not appear to be the
case. If the experiments had replicated well, we should see a tight distribution around 0,
indicating that each plate showed similar results to the last. The wide differences shown
here indicate otherwise. Generally, the values for plates B1 and B2 are closer to the mean
than plate A, potentially indicating that the problem lies with plate A. However, as B1
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Figure 3.7: Comparing motility of several isolates between experiments. The motil-
ity measuements are shown here for twenty isolates of the SPC. Wide differences
can be seen between the three replicates run during the two different experiments.
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Figure 3.8: Comparison of motility between experimental replicates by isolates.
Each isolate’s difference between a replicate and the mean across replicates is
shown for maximum motility achieved (A), motility achieved by day three (B),
and the motility rate between day one and three (C). Day three was selected as
none of the isolates had reached the plate edge at that point.
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and B2 were run on the same day, one might expect whatever is causing the variability
would be affecting those two plates equally; these may not be representative of the true
mean.

Considering the day three values, the standard deviation calculated across all strains is
similar to that calculated across the three plates (Figure 3.9). This hampers interpreta-
tion, as the signal of interest (differences between strains or groups of strains) is near to
the noise level (the variation between experiments).

Figure 3.9: Variation of motility on day three. Histograms of the standard devi-
ation of motility at day three calculated across strains (purple) and across plates
(teal) shows high variation across plates, which hinders interpretations of differ-
ences between strains.

3.4.2 Interpreting motility as a binary phenotype

Despite the problems with reproducibility, one feature that did appear to remain consis-
tent across experiments was the lack of strong motility exhibited by six strains. Figure
3.10 shows the isolates deemed to be non-motile for the purpose of this study.

3.4.3 FimTyper

Fimbrial alleles were determined to see if any allele correlated with non-motility. Fim-
Typer revealed 28 fimH alleles were represented in the dataset, with a small number of
isolate’s alleles not having a match in the database. Non-motility was seen with three
different alleles; one allele (fimH1321) was never identified in motile members. Further
investigation (such as complementing a non-motile strain’s fimH with an allele associ-
ated with motile isolates) would be required to determine if there is a wider correlation
between this fimH allele and non-motility.
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Figure 3.10: Motility measurements for the six strains showing very low or no
motility. These strains are considered non-motile for downstream analyses.

Figure 3.11: Relating lack of motility to fimH alleles. fimH alleles were determined
with FimTyper. non-motile isolates showed three different fimH alleles. Asterisk
indicates an unknown allele.
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3.5 Growth Curve Results

3.5.1 Curveball model fit

Full plots of model fit and parameter estimates can be found in the online repository.
Despite adjusting for the initial temperature adjustment phase, imputing initial values
as a lag phase, and removing non-growing isolates, modelling the growth curves with
Curveball proved to yield poor estimates for some the key parameters due to the atypical
nature of these growth curves (lack of sigmoidal shape, lack of defined lag or stationary
phases, unstable starting growth readings, etc). Key parameters are maximum growth
rate achieved and maximum OD achieved; Figure 3.14 shows a small selection of instances
where the modelled parameters do not appear to fit the growth profile.

Figure 3.14 shows that in conditions of low growth (A, C, E), the maximum growth rates
predicted are overestimated, and the extrapolation of the maximum growth achieved
is beyond what could be considered for this experiment. In cases with a more typical
growth curve (3.14 B, D, F), the maximum growth achieved is better estimated. How-
ever, in all cases, the naive estimates for growth rate (calculating the rate over the first
5 hours) more closely fit the growth profiles. Setting an empirical maximum growth to
min(maxCurveball,maxobvserved) allows informed interpretation of this parameter.

3.5.2 A range of growth rates are observed in each condition

Figure 3.15 shows that these parameters have a wide range of values in some cases, and
may be of use downstream for analysis. Therefore, we will add them to the metadata as
columns such as max_rate_growth_45_SEM

3.5.3 Comparing soil-persistent and non-lysimeter isolates

The majority of the non-lysimeter isolates were environmentally derived, either from soil,
mud, plants, or otherwise. Lacking any metadata, it is impossible to determine the na-
ture of these environmentally-derived isolates; this makes comparison to the SPC unin-
formative at best. Only 7 of the 33 non-lysimeter isolates have sequencing data publicly
available; only three of those isolates were non-environmental: Sakai, K-12 MG1655, and
ATCC25922. This complicates associating any growth characteristics with genomic fea-
tures.

Figure 3.12 shows the growth rates (A) and maximum growth (B) comparisons between
the soil and non-soil isolates. In both metrics, there appears to be a significant difference
between the soil and non-soil isolates; however, as noted in Figure 3.2, the distribution of
points at 37°C in SEM makes statistical comparison difficult. Growth rate at 15°C in LB
is significantly difference between soil and non-soil isolates, but the maximum growth is
the same; this could suggest that soil-persistent isolates have a slight growth rate advan-
tage at 15°C, but the magnitude of the growth rate difference is quite small.

Figure 3.13 shows the performance of the non-soil strains at 37°C in SEM in order to
determine if the non-soil strains showed uniform trends by group. It appears that the
strains from Wyness et al. (2018) all share a similar growth rate/maxmimum growth
profile, where all exhibit relatively strong growth. Reference strain K-12 shows poor
growth. Isolates from the Seth Walk, DSM, Eric Denamur, and Nicola Holden’s strain
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Figure 3.12: Comparing soil and non-soil growth rates and maximum growth.
Wilcoxon ranked-sum test’s p-value is shown for growth rates (A) and empiri-
cal maximum growth (B), and suggest statistically significant differences in two
growth rate comparisons and one maximum growth comparison. Despite the ro-
bustness of this test to underlying population distributions, the results in SEM at
37°C may not be reliable due to the formation of ‘high’ and ‘low’ clusters.
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Figure 3.13: Non-soil growth rates and maximum growth at 37°C in SEM. Non-soil
isolates are coloured by strain collection to determine if source is associated with
the ‘high’ or ‘low’ growth clusters. All four strains from Wyness et al. (2018) are
part of the high growth cluster (x axis), and have moderately high growth rates (y
axis). No other group showed a consistent pattern.

collections show a variety of profiles here, not clearly associating with either the ‘high’ or
‘low’ growth cluster.

3.5.4 Comparing growth rates to earlier experiments

F. P. Brennan, Abram, et al. (2010) assessed growth between two members of the SPC
and E. coli K-12 MG16553 at 37°C, 15°C, and 10°C. Table 3.2 compares the growth rates
from this experiment compared to Table 2 in that work. In both works, the soil-persistent
isolates have stronger growth than lab strain K-12. The magnitude of the growth rates
between the two experiments are not directly comparable for several reasons. Growth
curves presented in F. P. Brennan, Abram, et al. (2010) were performed anaerobically and
in flasks (as opposed to a microplate); further, soil extract media is undefined, meaning
that each batch of soil used to prepare the media will have a unique profile of nutrients
and other physicochemical properties.

3.5.5 Relating motility and growth

The non-motile and motile strains were then compared to see if there was any apparent
growth trade-off between motility and growth rate. Having only five non-motile strains
(and even fewer in some conditions) complicates drawing definite conclusions. Visually
inspecting the plots in Figure 3.16, it appears that the non-motile isolates may be at a
slight disadvantage at 37$deg;C in LB medium. in SEM, non-motile strains may have

3Note that isolates 3 and 5 in that work are Lys5 and Lys7, respectively
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Figure 3.14: Comparing parameter estimates and model fit for select isolates.
Green line shows the maximum growth rate achieved as calculated by Curveball;
red lines show the naive growth rate calculated between 0 and 5 hours; purple
lines show the maximum growth achieved as calculated by Curveball; and blue
lines show the empirical maximum: the minimum between Curveball’s predicted
maximum or the maximum achieved during the actual experiment.

Figure 3.15: Range of gowth rates exhibited per condition. A range of growth rates
are present at each temperature and media.
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Figure 3.16: Comparing growth profiles of motile and non-motile isolates. Growth
curves (A) are plotted by condition, showing only a single representative replicate
for each strain for clarity; emperical maximum growth boxplots (B) show the av-
erage across replicates per strain. Motile strains (gray) may have slightly stronger
growth compared to the non-motile (red) strains at 37 in LB; the opposite may
be true at 15C in SEM. In the other conditions, the growth appears to be similar.
The small number of non-motile strains makes drawing conclusions impossible.
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Table 3.2: Comparing growth rates determined in this study to those determined
by Brennan, et al. (2010). Soil extract media growth rates of K-12, Lys5, and
Lys7, which were used in an earlier study. The Brennan, et al 2010 experiments
were performed under different conditions and thus the rates of the experiments
vary, but the relative growth rates are comparable between the experiments.

Brennan et al. (2010) This study
10◦C 15◦C 37◦C 6◦C 15◦C 37◦C

K-12 0.019 0.036 0.394 0.0006 0.0072 0.027
Lys5 0.061 0.194 0.524 0.0014 0.017 0.0327
Lys7 0.044 0.148 0.505 0.0022 0.0156 0.0311

an advantage below 37°C; growth at 37°C in SEM appears comparable to the bulk of
the motile strains, although none of the non-motile strains share the profile exhibited by
the fast, non-plateauing strains. In the other conditions, there does not appear to be a
difference between motile and non-motile strains.
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3.5.6 Relating other characteristics to growth profiles

Figure 3.18 shows the relative maximum growth per temperature/media combination
among the SPC and those isolates with sequencing data available; Appendix Figure G.4
shows a similar heatmap but comparing the maximum growth rates instead of maximum
growth achieved. The main factor influencing the clustering of isolates along the y axis ap-
pears to be the ability to grow well at 37°C and 45°C in soil extract media. Of those that
could grow at 37°C and 45°C in soil extract media, the next factor influencing clustering
is the ability to grow at 37°C in soil extract media; high growth appears to be associated
with the B2 clade in particular.

Comparing the 6°C and 15°C conditions, some strains show similar patterns (for instance
Lys23 or Lys153), whereas others show distinct differences (such as Lys21 or Sakai). No
strains were able to grow at the 60°C in SEM, and thus that condition was excluded from
the visualisation.

E. coli Sakai appears to have among the strongest growth of any of the strains at 15°C.
Lys65, which is later shown to present a similar virulence profile to Sakai, does not appear
to share this growth profile, nor does it cluster with Sakai across the other conditions
considered here. Lab isolate K-12 shows poor growth across all the conditions considered
(Figure 3.18).

Figure 3.17: Correlation between growth rates at one temperature in different
media. Each isolate’s raw growth rate is shown at 37C in LB versus SEM; there is
no correlation between growth in the two media.

The ability to grow at 37°C is not correlated between the two media (Figure 3.17). This
supports the notion that such experiments depend heavily on the media and other exper-
imental parameters; LB and SEM are very different media, but smaller differences may
even be observed between , for instance, different batches of SEM.
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3.6 Discussion

3.6.1 Motility

The aim of this experiment was to quantify the motility rates exhibited by these isolates.
The findings from the three replicates across the two experiments were inconclusive both
between the three replicates (A, B1, and B2) as well as between the two sets of exper-
iments (comparing replicate A to plates B1 and B2). After discussion with the project
team, it was determined that the differences observed most likely indicate some unex-
plained experimental complication. It could be that the motility phenotype could be very
sensitive to some unmeasured parameter (plate water content, an unreliable incubator,
etc.), but given the scale of differences between the experiments (both different day repli-
cates and same-day replicates), the decision was made to not model the data further; for
the time being, motility is simply treated as a binary phenotype: motile/non-motile. Thus,
motility/non-motility was added to the metadata to consider for future experiments. Al-
though six non-motile isolates were identified here, later analysis found Lys108 and Lys115
to be a clonal pair; as a result, further analyses may refer to five non-clonal isolates if
duplicates are removed for that analysis.

Phylotyping according to fimH revealed that the non-motile isolates possessed one of
three fimH alleles, one of which was found exclusively in non-motile strains. This could be
investigated further if additional strains of these fimH types could be assayed for motility;
complementing a non-motile strain with an allele associated with motile strains could also
determine whether this is a causal relationship or a coincidental one.

Morales-Soto et al. (2015) note the difficulty in reproducing motility experiments because
the phenotype can be very sensitive to temperature, humidity, viscosity, and more. It
should be noted that the sensitivity of the phenotype indicated by the difficulties repro-
ducing the findings could have broader implications: the non-motile strains identified in
these experiments could well be motile under other experimental conditions or in situ. In-
deed, as subsequent chapters show, even growth rates between the cool temperatures of 15
and 6°C show little correlation. Thus, treating motility as a binary phenotype is the best
approach for the data at hand, but may not represent reality under different conditions.

Determining the motility with more replicates and under a range of growth condi-
tions would be interesting, particularly if compared to non-soil-persistent isolates.
Soil-persistent isolates may share some commonality with clinical isolate motility, or
perhaps they preferentially display motility as a function of environmental temperature
or media moisture content. Having these comparisons would provide a more complete
understanding of motility as it relates to soil persistence.

3.6.2 Growth Assays

The growth rates and maximum growth of Isolates in the Soil-Persistent Collection were
determined to see if the collection shared a similar growth profile for each temperature
and media condition; these metrics were then compared to an assortment of non-soil iso-
lates. The soil-persistent isolates exhibit a range of growth rates. Specific trends are diffi-
cult to ascertain. Except for the 37°C condition, the differences in growth rates between
isolates appears to be rather small; this makes it difficult to make concrete conclusions
about the findings. Few strains are able to grow at 6°C in SEM, and none survived at
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60°C. No isolates that can grow well across all temperatures.

Interpretation of this experiment was complicated by the amount of time that elapsed
between the execution of the experiment and the analysis. Some questions about the ex-
perimental procedure remain, which led to the removal of any condition that was run
more than once. The experiments were performed in technical triplicate; a lack of biolog-
ical replication further complicates analysis. Lastly, some combinations of strain, media,
and temperature were omitted; affected the motility analysis at 37°C in LB in particular,
as only two of the five motile strains appears to have been run.

Soil-persistent isolates grow faster and reach a higher maximum optical density than lab
strain K-12, which is in agreement with F. P. Brennan, Abram, et al. (2010). However,
it should be noted that K-12 appears to be an growth outlier in both cases, and is docu-
mented in the literature as having poor soil survival capacity (Dott et al. 1991; Bogosian
et al. 1996; Bogosian and Kane 1991). Further comparisons between a representative
set of clinical isolates would be of benefit to concretely determine whether or not soil-
persistent isolates have a growth advantage in the soil.

Broadly, growth seems to be the best at mesophilic temperatures. At 37°C in SEM (see
Figure 7.2 or Figure 3.16), there appear to be two populations: one that continues to
grow and one that reaches a point of maximum growth. Preliminary analysis suggests
that phylogroup B2 isolates are a large proportion of that latter group with the ability to
sustain growth; the strains described by Wyness et al. (2018) also exhibit this sustained
growth capacity at 37°C in SEM. Further investigation into these two groups could reveal
associations linking these growth profiles to other phenotypes or genotypes.

Genomic data was only available for a small number of the non-soil isolates, which pre-
vented true comparisons of growth rates between soil-persistent and non-soil isolates by
phylogroup or some other genetic feature. Having the metadata and whole-genome se-
quencing data from the remaining non-lysimeter strains would provide the ability to par-
tition the results by phylogenetic group, and could lead to determining whether or not
soil-persistent and clinical isolates present different growth profiles.

This experiment could be further expanded to a microcosm-based setup to provide a
growth environment more similar to that experienced in situ. Soil extract media provides
a convenient way to mimic some of the physicochemical features of the soil environment,
but growth in soil (and especially in non-sterilised soil) is subject to a wide array of fac-
tors potentially influencing growth, including interactions the soil microbial community,
structural limitations, nutrient gradients, and more (Liebeke et al. 2009). Behaviour de-
scribed here could differ in situ.

E. coli can utilise a wide range of substrates and has many stress response systems allow-
ing it to deal with environmental pressures (Caglar et al. 2017; Leimbach, Hacker, and
Dobrindt 2013). Predation by protozoa are a major factor affecting E. coli survival (Tate
1978). A number of factors could be affecting the growth at the temperatures assayed in
this study, as growth in soil is dynamic and multifaceted; the findings here, however, show
the range of growth profiles presented by the soil-persistent collection.
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Figure 3.18: Heatmap of maximum growth achieved per condition by strains. No
clear patterns were observed between growth and phylotypes, motility, isolation
date, or lysimter soil type. Missing data due to quality control or otherwise is
indicated by a gray cell.
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3.7 Supplementary

3.7.1 Data cleaning

The initial experiment with a single replicate was performed on 2014-10-19; data were
provided in an Excel file (Motility assay 19.10.14FB.xls) and converted to the plain-
text file Motility.csv by exporting the first worksheet. This is referred to as replicate
A.

A repeat experiment was performed on 2014-12-03, in duplicate; that data is in motility
repeats 031214.xls; the first sheet was used to generate Motility_repeats.csv, noting
the following:

• The value max was converted to a numeric value of 85, the plate maximum, to con-
form to the first experiment.

• replicate designations “B1” and “B2” were added to the entries for Lys138.
• The value all around was replaced with an empty cell/NA. These appear to hap-

pen when motility is low or non-existent.
• There are some instances where plate ID was recorded incorrectly (i.e. B1 was

recorded as B2, etc.). as evidenced by drastic jumps in motility in both replicates
(see the “jagged” Group E strain in Figure 3.6). Switching the plate ID resulted in
smoothed motility profiles, suggesting the labels had been switched.

Note days 3 and 10 are missing for Lys72 for the first experiment, and that it was given
an extra replicate for the repeat experiment (replicate C). For simplicity, this was used to
replace the data from replicate A.
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Clermont Phylotype and
EzClermont

4.1 Motivation
Phylotyping is a method of understanding phylogenetic relationships using the pres-
ence/absence of certain genes as a proxy for the true phylogeny; the most widespread
of these methods for E. coli is Clermont et al. (2013) phylotyping scheme. The method is
based on the profile exhibited by a quadruplex PCR reaction, where the presence/absence
of four loci determine which clade a given isolate belongs to. As such, the maximum num-
ber of profiles this can yield is 17 (16 patterns and one lack of any bands): 10 which rep-
resent the 7 E. coli phylotypes A, B1, B2, C, D, E, and F, and 3 profiles from the cryptic
Escherichia that require additional PCR reactions to delineate, and several unknown pro-
files that would require a different method to determine a phylotype. (Clermont et al.
2011, 2013). Much higher resolution typing can be achieved using single-nucleotide poly-
morphisms, core genome alignment, kmer profiles, or multi-locus sequence typing, but the
Clermont phylotyping scheme is still commonly used. It is easy to perform in the lab, and
does not require any sequencing; additionally, phylotypes are easy to interpret, and easy
to discuss (compared to the thousands of MLST types, for instance).

The four loci selected for the Clermont quadruplex are found in Table 4.1 with descrip-
tions reported from Clermont, Bonacorsi, and Bingen (2000), Clermont, Bonacorsi, and
Bingen (2004), and Clermont et al. (2013). As more genomic data became available, the
primers targeting these regions were refined (Clermont et al. 2013); the most recent refine-
ment was the addition of primers to detect a new phylogroup G (Clermont et al. 2019).

Although the Clermont 2013 (Clermont et al. 2013) phylotyping method (and its earlier

Table 4.1: Genes targeted by the Clermont 2013 quadruplex assay.

Gene Description
arpA identified in avirulent strains
chuA involved in heme transport, first identified in O157:H7
yjaA unknown gene, first identified in K-12
TSPE4.C2 unknown fragment, identified in neonatal meningitis isolates
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predecessor Clermont, Bonacorsi, and Bingen (2000)) have long been used to quickly phy-
lotype E. coli strains, no in silico method of Clermont phylotyping existed at the start
of this project. I developed EzClermont: a fast and easy-to-use in silico analogue of the
PCR method by implementing a simple PCR-like search for the primer sequences in an
assembled isolate with a decision tree to interpret the resulting patterns. Because much
more accurate computational methods exist for analysis of the cryptic clades or other Es-
cherichia (such as kmer-based taxonomic assignment (Wood and Salzberg 2014) or whole
genome alignments (Rodriguez-R et al. 2018)), EzClermont is focused on processing true
E. coli sequences.

EzClermont was first released in December 20161; one year later, Clermont’s group started
development of their own tool called ClermonTyping (Beghain et al. 2018), a method
which utilises BLAST to query a candidate genome with the primer sequences. For E. coli,
both tools perform similarly, and both have been included in EnteroBase’s backend for
users to determine the phylotypes of uploaded strains. ClermonTyping more finely classi-
fies non-E. coli by using additional markers to delineate the cryptic clades, E. albertii, and
E. fergusonii.

EzClermont was designed with simplicity and user-friendliness in mind, and is available
as a web app, allowing users to upload a sequence and determine an isolate’s phylotype
within seconds. For power users, a command-line tool is available on GitHub, installable
either from Conda, PyPI or as a Docker image. The manuscript presented below was
accepted for publication in Access Microbiology on May 20th, 2020.

1https://github.com/nickp60/open_utils/commit/69a87cbf8
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Abstract
The Clermont PCR method for phylotyping Escherichia coli remains a useful classification scheme even

though genome sequencing is now routine, and higher-resolution sequence typing schemes are now available.
Relating present-day whole-genome E. coli classifications to legacy phylotyping is essential for harmonising
the historical literature and understanding of this important organism. We therefore present EzClermont - a
novel in silico Clermont PCR phylotyping tool to enable ready application of this phylotyping scheme to whole
genome assemblies. We evaluate this tool against phylogenomic classifications, and an alternative software
implementation of Clermont typing. EzClermont is available as a web app at http://www.ezclermont.org,
and as a command-line tool at https://nickp60.github.io/EzClermont/.

Introduction
Escherichia coli is one of the the most widely-studied and best understood organisms in biology. Even before
widespread whole-genome sequencing it was known that the E. coli species group is very diverse (Lukjancenko,
Wassenaar, and Ussery 2010; Selander, Caugant, and Whittam 1987), and several methods were developed to
differentiate the various E. coli lineages. In 1987, Selandar and colleagues first used electrophoretic analysis of a
35 enzyme digest to classify the E. coli Reference Collection (ECOR) into 6 groups (A-F) (Selander, Caugant,
and Whittam 1987). Subsequently, Clermont & colleagues published a triplex PCR method for phylotyping,
able to differentiate four of these groups - A, B1, B2 and D (2000). In 2013, Clermont and colleagues updated
this scheme, adding a fourth set of primers to detect groups E and F; additional primers were also proposed to
differentiate the cryptic clades (Clermont et al. 2013). This method was again recently extended to include
primers that differentiate the newly-identified G phylogroup (Clermont et al. 2019). The Claremont quadruplex
primers have been widely adopted for laboratory-based classification as the method is reliable, easy to interpret,
and correctly classifies about 95% of E. coli strains.

Other typing schemes developed to classify E. coli strains include: the Achtman 7 gene Multi Locus Sequence
Typing (MLST) (Achtman et al. 2012; Alikhan et al. 2018); Michigan EcMLST (Qi et al. 2004); whole-genome
MLST (http://www.applied-maths.com/applications/wgmlst); core-genome MLST (de Been et al. 2015); two-
locus MLST (Weissman et al. 2012); and ribosomal MLST (Jolley et al. 2012). All of these sequencing-based
methods classify E. coli with greater accuracy and to higher resolution than Clermont phylotyping. Any practical
choice of approach involves trade-offs of cost and complexity against the precision offered by the methodology.
The Clermont et al. (2013) phylotyping scheme remains a popular tool for E. coli classification as it can be
performed rapidly and inexpensively in a laboratory. In addition, this classification scheme remains useful to
make comparisons of newly-sequenced isolates against historical literature, which contains many references to
strains classified only by the Clermont scheme.

EzClermont was developed to bridge the gap between the traditional quadruplex primer approach to phylotyping
and whole-genome seqenuce data. It provides a simple in silico analogue of the Clermont phylotyping approach,
applied to genome assemblies. We implemented EzClermont as both a web application for public use, and as a
command-line program for local installation. A similar tool called ClermonTyping was recently published, with
similar goals and functionality (Beghain et al. 2018). Here, we describe our implementation of the Clermont
classification scheme in EzClermont, assess its ability to correctly assign Clermont type, relative to E. coli
whole-phylogeny, and compare its performance to the ClermonTyping program.
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Table 1: Primers from Clermont et al. 2013 and Clermont et al. 2019 (*); target amplicons were identified from
canonical gene (or intergenic regions). Ambiguities determined by the training procedure were incorporated
as degenerate primer sequences using standard IUPAC codes, which are translated into regular expressions by
EzClermont. Variations occurring in the final five bases of the 3’ ends of the primers were not incorporated.

Primer Target Gene Canonical Degenerate Primer
AceK_f aceK_arpA NC_000913.3:4218596-4222487 AAYRCYATTCGCCAGCTTGC
ArpA1_r TCTCCMCATACYGYACGCTA
chuA_1b ChuA NC_011750.1:c4160640-4158658 ATGGTACYGGRCGAACCAAC
chuA_2 TRCCRCCAGTRCCAAAGACA
yjaA_1b yjaA NC_000913.3:4213234-4213617 YAAACKTGAAGTGTCAGGAG
yjaA_2b ARTRCGTTCCTCAACCTGTG
TspE4C2_1b TspE4.C3 AF222188.1 CACKATTYGTAAGRYCATCC
TspE4C2_2b AGTTTATCGCTGCGGGTCGC
ArpAgpE_f ArpAgpE NC_000913.3:4220301-4222487 RATKCMATYTTGTCRAAATATGCC
ArpAgpE_r GAAARKRAAAADAMYYYYCAAGAG
trpBA_f TrpBA NC_000913.3:1316416-1318415 CGGSGATAAAGAYATYTTCAC
trpBA_r GCAACGYGSCBWKRCGGAAG
ybgD_F ybgD NZ_UIKK01000035.1 GTTGACTAARCGYAGGTCGA
ybgD_R KATGYDGCYGATKAAGGATC
trpAgpC_1 trpAgpC NC_000913.3:c1317222-1316416 AGTTYTAYGCCSVRWGCGAG
trpAgpC_2 TCWGYDCYVGTYACGCCC

Methods
In silico PCR

To emulate PCR in silico, EzClermont uses regular expressions (regexes) that represent the Clermont primer
sequences to locate their potential binding sites on a sequenced genome. The sequence regions lying between these
sites are taken to be the predicted amplicons, and can be evaluated for sequence composition, or presence/absence
to determine Clermont phylotype.

In practice, PCR primer sequences do not require exact genomic matches to function, so primer-binding sequence
variability must be captured in the corresponding regexes. To represent this variability, we selected 1395 E. coli
genomes from EnteroBase(Zhou et al. 2019) (accessed April, 2019). After filtering genomes based on metadata
quality and source, one representative of each Achtman 7-gene multi-locus sequence type was selected. The list
of 1395 isolates can be found in the EzClermont repository1.

The theoretical amplicons of each of the quadruplex, E-specific, C-specific, G-specific, and E/C control primer
sets were identified and aligned. Canonical sequences of the target alleles were identified from NCBI (Table 1).
Primer sites were identified and the sequences exctracted from the corresponding genomes, including an additional
5 nucleotides at the 5’ and 3’ ends. Homologous sequences were identified in each of the 1395 assemblies using
reciprocal BLAST and the simpleOrtho tool.2 Matching sequence regions were extracted and aligned using Mafft
7.455 (Katoh and Standley 2013), enabling reverse-complement hits with the --adjustdirection argument
(other arguments were left as defaults). The resulting multiple sequence alignment was used to identify variations
at the canonical primer binding sites; these variations were incorporated into the primer sequence, represented
as regular expressions (Table 1). Sequence variations in the last five bases of the primers were not incorporated
into the regular expressions, as these 3’ variations can be used to differentiate alleles (Stadhouders et al. 2010).

Validation Dataset and Phylogeny Estimation

The accuracy of EzClermont classification was assessed against a set of 125 E. coli isolates having both
experimentally-determined Clermont phylotypes and available whole-genome sequencing data. The accessions for
these 125 strains can be found in Supplementary Materials3. We used Parsnp (Treangen et al. 2014) to obtain a
core genome alignment for the 125 strains, similarly to the approach taken in Clermont et al. (2019). PhyML
(Guindon et al. 2010) was used to estimate the phylogeny of these strains using this nucleotide alignment as input
and the HKY85 substitution model, obtaining approximate Bayes bootstrapped branch support. The resulting

1docs/analysis/training/enterobase_training_subset.tab; a detailed description and script of this filtering procedure can
be found in the online repository under docs/analysis/3602-processing-Enterobase-metadata.Rmd.

2https://github.com/nickp60/simpleOrtho
3See file docs/analysis/validate/validation_metadata.csv
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tree was visualised with ggtree (Yu et al. 2017), and branches were rotated so that the cryptic Escherichia
assemblies initiate the tree (Figures 1 and S2).

In silico Clermont classification

Both EzClermont (version 0.6.2) and ClermonTyping (version 1.4.1) were run with default parameters on the
125 strains in the validation dataset.

Implementation

EzClermont is an open-source Python package distributed under the MIT License, available via PyPI (https:
//pypi.org/project/ezclermont/), conda, and GitHub (https://github.com/nickp60/ezclermont). Biopython is
utilized for parsing sequences (Cock et al. 2009). The package comprises a command-line tool for batch execution
and a Flask-based web app. The web app is hosted as a live service at http://ezclermont.org, and a Docker
container is available at https://hub.docker.com/r/nickp60/ezclermont for local deployment.

Performance

Performance of both tools was assessed on a Macbook Pro laptop with 2.7 GHz Intel Core i7 processor with no
other applications running apart from a terminal application. Five runs of the 125-strain validation set were
analysed by each, and the elapsed wall time was recorded for each. Results are shown in Figure S3.

Results
Clermont types reported in the literature are not guaranteed always to correspond to phylogenetic lineage for E.
coli; in silico predictions of phylotype may agree with reported type, lineage, both, or neither. We first therefore
established the correspondence between lineage and Clermont type for each isolate in the 125-member validation
set and visualised this in Figure 1. We found that for seven isolates the lineage was not consistent with the
recorded Clermont type (Table 2). In these cases we considered that the phylogenetic lineage was more reliable
and took precedence over literature-reported Clermont type, for validating the in silico methods.

Figure 1 also summarises the results of applying both EzClermont and ClermonTyping to the validation dataset.
For 123 of 125 isolates, the in silico method predictions were consistent with the dominant Clermont type of
the phylogenetic lineage. The two mismatched isolates ECOR44 and ECOR49 are, by lineage and literature
report, phylogroup D but were mistyped by both EzClermont and ClermonTyping as phylogroups G or E. We
examined the source assembly for the ECOR49 isolate and found by reciprocal BLAST search that the canonical
arpA fragment that should be present in phylogroup D could not be identified. This would be sufficient to cause
misclassification, and suggested that the assembly used for validation might not be complete. We confirmed
this by also analysing the alternative ECOR49 assembly GCA_002190975.1; this assembly contains the arpA
fragment and both tools assigned this genome correctly to phylogroup D.

The ECOR44 isolate was mistyped by ClermonTyping as phylogroup E, and by EzClermont as phylogroup G.
This was suggestive of a false negative result in silico for the arpA primer set. Closer inspection of the region
indicated that the arpA fragment was not correctly identified due to a G to A substitution at base 17 of the
reverse primer binding site. This mutation occurs in the final 5 bases of the reverse primer, and so was not
incorporated during the training process for the primer regular expressions; the same mutation was seen in a
further eight of the 1395 training isolates.

We ran our analyses on the 125 member validation set 5 times with both EzClermont and ClermonType (Figure
S3). The mean execution time was 1.74s for EzClermont and 1.48s with ClermonTyping.

Discussion
EzClermont was built to bridge the gap between established laboratory and whole-genome sequencing methods
of classifying E. coli. Both EzClermont and ClermonTyping correctly classified 123 of the 125 isolates in our
validation set, indicating that they each perform with approximately 98% true positive rate (TPR). Furthermore,
a much broader application of EzClermont by Zhou et al. (2019) to representative E. coli strains in EnteroBase
was found to be strongly in agreement with both higher-resolution sequence typing and with ClermonTyping.
EzClermont identifies only that isolates are classified as “cryptic”, where ClermonTyping distinguishes between
cryptic lineages.

Both tools mistyped the same pair of isolates from the validation set. Incomplete assemblies and misassembled
genomes in particular are always likely to give erroneous results with genome sequence-based methods. Input
genome quality is therefore critical for accurate classification. The arpA fragment appears to be particularly
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Figure 1: Cladogram of whole-genome phylogenety for members of the ECOR collection and phylogroup G isolates
from Clermont et al. 2019. Clades are background-coloured by dominant phylogroup. The heatmap surrounding
the tree shows phylogroups determined from: literature (inner ring), ClermonTyping, and EzClermont (outer
ring). The literature phylogroup was not supported by in silico analysis for seven strains. Both EzClermont and
ClermonTyping agree with the phylogenetic lineage in all but two cases: ECOR44 and ECOR49.
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Table 2: Isolates with inconsistent phylogroup predictions. EzClermont and ClermonTyping were run on a set of
strains with reported phylotypes. A core SNP tree was constructed, allowing comparison between predicted and
reported phylotypes, and the estimated phylogeny. Both tools mistype ECOR49 types as phylogroup G due to a
potentially contaminated assembly (*); ECOR49 from assembly GCA002190975.1 is correctly typed by both
tools as phylogroup D.

Strain Accession Reported Phylogeny ClermonTyping EzClermont Note
APEC01 GCA_003028815.1 B2 A A A
ECOR07 GCA_003334305.1 A B1 B1 B1
ECOR23 GCA_003334095.1 A B2 B2 B2
ECOR43 GCA_003333775.1 A E E E
ECOR44 GCA_003333765.1 D D E G ArpA1_r G17A
ECOR49 GCA_003333685.1 D D* G* G*
ECOR71 GCA_003333385.1 B1 C C C
ECOR72 GCA_003334425.1 B1 B1 C C
SMS-3-5 GCA_000019645.1 D F F F

problematic, and Beghain et al. (2018) noted the difficulty in typing with this region, which has likely been
horizontally transfered to some phylogroup D isolates.

However, the disagreement observed in this study between phylogenetic lineage and literature-reported phylotype
for seven isolates reinforces that laboratory assays also share potential for error, and that these errors may
be propagated in literature and metadata. Our comparison of sequencing efforts for the same isolates in two
BioProjects implies that, at least in these two collections, the phylogenetic identities of 12 of the 72 strains
were not certain (Supplementary Figure S1). Such issues may lead to groups referring to distinct strains by the
same name. We found that application of the in silico tools was able to correct misassigned phylotype for seven
isolates.

EzClermont is implemented as an application and as a Python package, and works with STDIN/STOUT for
developers to integrate into unix pipelines. It is also presented as a web application with an intuitive interface
for simple queries. We hope that the incorporation of EzClermont into EnteroBase (Zhou et al. 2019), and the
utility of applying the local program to large batches of genomes, mean that it will be of continued use to the
scientific community.
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Supplementary Information
0.0.1 Generating core-genome alignments

Core genome alignments were generated with Parsnp (version 1.1.2) from a curated directory of genome assemblies,
selecting a random reference, run with 4 threads, as follows:
parsnp -c -d ./genome_assemblies_genome_fasta/tmp/ -r ! -p 4 -o ./alignment/
harvesttools -i ./alignment/parsnp.ggr -M ./alignment/parsnp.msa

Harvestools was used to convert the resulting core genome alignment into a .MSA file, which was converted into
a PHYLIP alignment with biopython as follows:
# names were truncated to retain only the unique identifier
cat alignment/parsnp.msa | sed -e 's/^>\(.\{4\}\)\(.\{9\}\).*/>\2/' > alignment/parsnp.clean.msa
# from open_utils commit 65129b2
frommsa.py ./docs/analysis/validate/alignment/parsnp.clean.msa >

./docs/analysis/validate/alignment/parsnp.clean.phy

Phyml (version 3.3.20190909) was run as follows, using the default parameters for nucleotide alignments.
# version 3.3.20190909
phyml -i ./alignment/parsnp.clean.phy

0.0.2 Phylogenetic analysis of the ECOR collection sequencing efforts

0.0.3 Timing

7



Figure S1: A core-genome alignment of the assemblies from both ECOR collection sequencing projects was
created with Parsnp. The tip shapes indicate the sequencing project. (A) shows the core genome phylogeny, and
(B) shows the same but with equal branch lengths to more easily visualize closely-related strains. Yellow tips
indicate strains for which the two BioProject’s assemblies contradict.
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Figure S2: Maximum likelihood tree of core genome alignment showing the relationship of the isolates to their
literature-reported and predicted phylotypes. The cryptic clade isolates were omitted for clarity, and the tree
was rerooted at the point where they diverged.
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Figure S3: Timing was assessed by running each tool on the 125 validation strains 5 times, for a total of 625
runs. ClermonTyping has a slight time advantage compared to EzClermont.
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4.2. Future Work Chapter 4

4.2 Future Work
No future work is anticipated for this tool apart from fixing bugs that may arise. I hope
that it will continue to serve the community’s needs to phylotype strains easily. As a phy-
lotyping method mimicking a PCR-based approach in the high-throughput sequencing era,
attempting to improve classification is a fruitless approach: multi-locus sequence typing,
core gene multi-locus sequence typing, and other methods have have been developed to
finely differentiate the substructure of the E. coli phylogeny. EzClermont was built to
improve communication between practitioners using (or familiar with) the Clermont 2013
phylotyping method—it accomplishes that goal.
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Chapter 5

Genome Assembly and riboSeed

Having whole-genome sequenced the isolates in the Soil-Persistent Collection, I endeav-
oured to make the best possible genome assemblies that our data could yield. Short-read
sequencing rarely yields complete genomes free from “breaks” in the assembly due to
repeated regions where the length of the repeat exceeds the read length. Studying the
breaks in assemblies revealed that the most common locations of these breaks are the
operons coding for the 16S, 23S, and 5S ribosomal RNAs. This operon is commonly
present multiple times microbial genomes (E. coli typically have 7). Analysis of sequence
conservation upstream and downstream of these regions led to development of riboSeed,
a novel genome assembly polishing tool that uses existing reference assemblies to inform
subassembly of problem regions.

I wrote this paper with the help of my supervisors. The paper presented here is the final
draft submitted to Nucleic Acids Research using their typesetting template, in accordance
with NUIG’s requirements. It was accepted after revisions and published in June 2018
(Waters et al. 2018).

5.1 riboSeed Manuscript
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ABSTRACT

The vast majority of bacterial genome sequencing has
been performed using Illumina short reads. Because of the
inherent difficulty of resolving repeated regions with short
reads alone, only ≈10% of sequencing projects have resulted
in a closed genome. The most common repeated regions are
those coding for ribosomal operons (rDNAs), which occur
in a bacterial genome between 1 and 15 times, and are
typically used as sequence markers to classify and identify
bacteria. Here, we exploit conservation in the genomic
context in which rDNAs occur across taxa to improve
assembly of these regions relative to de novo sequencing
by using the conserved nature of rDNAs across taxa and
the uniqueness of their flanking regions within a genome.
We describe a method to construct targeted pseudocontigs
generated by iteratively assembling reads that map to a
reference genome’s rDNAs. These pseudocontigs are then
used to more accurately assemble the newly-sequenced
chromosome. We show that this method, implemented
as riboSeed, correctly bridges across adjacent contigs in
bacterial genome assembly and, when used in conjunction
with other genome polishing tools, can assist in closure of a
genome.

INTRODUCTION

Sequencing bacterial genomes has become much more cost
effective and convenient, but the number of complete, closed
bacterial genomes remains a small fraction of the total
number sequenced (Figure 1). Even with the advent of new
technologies for long-read sequencing and improvements to
short read platforms, assemblies typically remain in draft
status due to the computational bottleneck of genome closure
(2, 3). Although draft genomes are often of very high quality
and suited for many types of analysis, researchers must
choose between working with these draft genomes (and the
inherent potential loss of data), or spending time and resources
polishing the genome with some combination of in silico tools,
PCR, optical mapping, re-sequencing, or hybrid sequencing

∗To whom correspondence should be addressed. Tel: +44 (0) 1382 568827; E-mail: leighton.pritchard@hutton.ac.uk

Figure 1. Counts of bacterial assemblies in NCBI Genome database
according to completion level by release year; the four levels (Complete,
Chromosome, Scaffold, and Contig) are ordered from complete to most
fragmented (1). Note that Illumina HiSeq was released in 2010. Accessed
September 14th, 2017.

(2, 4). Many in silico genome finishing tools are available, and
we summarise several of these in Table 1.

The Illumina entries in NCBI’s Sequence Read Archive
(SRA) (18) outnumber all other technologies combined by
about an order of magnitude (Table S1). Draft assemblies
from these datasets have systematic problems common to
short read datasets, including gaps in the scaffolds due to the
difficulty of resolving assemblies of repeated regions (19, 20).
By resolving repeated regions during the assembly process, it
may be possible to improve existing assemblies, and therefore
obtain additional sequence information from existing short
read datasets in the SRA or the European Nucleotide Archive.

c© 2017 The Author(s)
This is an Open Access article distributed under the terms of the Creative Commons Attribution Non-Commercial License (http://creativecommons.org/licenses/
by-nc/2.0/uk/) which permits unrestricted non-commercial use, distribution, and reproduction in any medium, provided the original work is properly cited.
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Table 1. Some of the available in silico genome polishing tools for gap closure

Tool Method Summary

GapFiller (5) iteratively uses paired-end reads to close contig junctions
GapCloser (6) uses paired-end reads to close contig junctions
IMAGE (7) iteratively uses local assemblies of reads belonging to assembly gaps
CloG (8) uses trimmed de novo contigs in hybrid assembly followed by a stitching algorithm
FGap (9, 10) uses BLAST to find potential gap closures from alternate assemblies, libraries or references.
GFinisher (10) uses GC-skew to refine assemblies
GapFiller (11) produces “long-reads” from paired-end sequencing data using a local assembler, which can

then be used in a de novo assembly.
CONTIGuator (12) uses contigs from a de novo assembly along with one or more reference sequences to generate

a contig map and PCR primer sets to validate in the lab.
Konnector (13) uses paired-end reads to make long reads to be used in a Bloom filter representation of a de

Bruijn graph
MapRepeat(14) uses a directed scaffolding method to fill in rDNA gaps, but limited to Ion Torrent reads, and

affected by inversions between rDNAs (15)
Pilon (16) compares mapping files to an assembly to correct mistakes and fill gaps
GRabB (17) selectively assembles tandem rDNAs and mitochondria

The most common repeated regions are those coding
for ribosomal RNA operons (rDNAs). As ribosomes are
essential for cell function, sequencing of the 16S ribosomal
region is widely used to identify prokaryotes and explore
microbial community dynamics (21, 22, 23, 24). This region
is conserved within taxa, yet retains enough variability to act
as a bacterial “fingerprint” to separate clades informatively.
However, the 16S, 23S, and 5S ribosomal subunit coding
regions are often present in multiple copies within a single
prokaryotic genome, and commonly exhibit polymorphism
(25, 26, 27, 28). These long, inexactly repeated regions
(29) are problematic for short-read genome assembly. As
rDNAs are frequently used as a sequence marker for
taxonomic classification, resolving their copy number and
sequence diversity from short read collections where the
assembled genome has collapsed several repeats into a single
region could help improve reference databases, increasing
the accuracy of community analysis. We present here an
in silico method, riboSeed, that capitalizes on the genomic
conservation of rDNA and flanking sequence within a taxon
to improve resolution of these difficult regions and provide
a means to benefit from unexploited information in the
SRA/ENA short read archives.

riboSeed is most similar in concept to GRabB, the method
of Brankovics et al. (17) for assembling mitochondrial and
rDNA regions in eukaryotes. Both use targeted assembly, but
GRabB does not make inferences about the number of rDNA
clusters present in the genome, or take advantage of their
genomic context. In riboSeed, genomic context is resolved
by exploiting both the rDNA sequences and their flanking
regions, harnessing unique characteristics of the broader
rDNA region within a single genome to improve assembly.

The riboSeed algorithm proceeds from two observations:
first, that although repeated rRNA coding sequences within
a single genome are nearly identical, their flanking regions
(that is, the neighboring locations within the genome) are
distinct in that genome, and second, that the genomic contexts
of equivalent rDNA sequences are also conserved within a

taxonomic grouping (Figure S4). riboSeed uses only reads that
map to rDNA regions from a reference genome, and is not
affected by chromosomal rearrangements that occur outside
the flanking regions immediately adjacent to each rRNA.

Briefly, riboSeed uses rDNA regions from a closely-related
organism’s genome to help generate rDNA cluster-specific
“pseudocontigs” derived only from the input short reads, that
are seeded into the raw short reads to generate a final assembly.
We refer to this process in this work as de fere novo (meaning
“starting from almost nothing”) assembly.

MATERIALS AND METHODS

We present riboSeed: a software suite that allows users to
perform de fere novo assembly, given a reference genome
sequence from a closely-related organism and single or paired-
end short reads to be assembled (Figure 2). The code is
primarily written in Python3, with accessory shell and R
scripts.

riboSeed relies on a closed reference genome assembly that
is sufficiently closely-related to the isolate being assembled
(distance can be estimated using an alignment-free approach
such as the KGCAK database (30), or a kmer based method
such as Kraken (31)), in which rDNA regions are assembled
and assumed to be in the correct genomic context.

In an ideal scenario, reference selection would
consist of two steps: isolate identification (using
Kraken), and then average nucleotide identity analysis
to find the closest complete reference. We outline
protocols for reference selection in Supplementary
Information, and in the riboSeed documentation at
http://riboseed.readthedocs.io/en/latest/REFERENCE.html.

Usage
Installation (via either conda, pip, or GitHub), installs
the ribo program. Installation using conda also installs
third-party tool dependencies, such as SPAdes, and is
recommended. The riboSeed pipeline can be executed with
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Figure 2. A comparison of de novo assembly to de fere novo assembly, as implemented in riboSeed. In riboSeed, reads are mapped to a reference genome,
and those reads that align to rDNA and flanking regions are extracted. A subassembly for each group of reads that maps to an rDNA region is constructed to
produce a “pseudocontig” for each region. These pseudocontigs are concatenated together separated by 1kb of Ns as a spacer. Reads are then iteratively mapped
to the concatenated pseudocontigs, extracted, and again subassembled to each region. After the final iteration, the pseudocontigs are included with raw reads in
a standard de novo assembly. The subassemblies attempt to bridge proper rDNA regions by ensuring that flanking regions (represented here by colors) remain
correctly paired. The de novo assembly collapses the rDNAs, but de fere novo places the rDNAs in the proper genomic context.

a single command, ribo run, or under stepwise control
by the user by means of distinct commands. ribo run
performs reannotation of rDNAs in the reference genome
(scan command), operon inference (select command),
and de fere novo assembly (seed command). The most
commonly used parameters are accessible via the run
command. Alternatively, the full set of parameters for
riboSeed can be defined within a configuration file.

All steps in the assembly are controlled by riboSeed
commands described below, as ribo <command>:

1. Preprocessing
scan
scan uses Barrnap (https://github.com/tseemann/barrnap) to
annotate rRNAs in the reference genome, and EMBOSS’s
seqret (32) to create GenBank, FASTA, and GFF formatted
versions of the reference genome. This preprocessing step
unifies the annotation vocabulary for downstream processes.

select
select infers ribosomal operon structure from the genomic
location of constituent 16S, 23S and 5S sequences. Jenks
Natural Breaks algorithm is used to group rRNA annotations
into likely operons on the basis of genomic coordinates,
using the number of 16S annotations to set the number of

breaks. Output defines individual rDNA clusters and describes
component elements in a plain text file. This output can be
manually adjusted before assembly if clustering does not
reflect the known arrangement of operons, for example based
on visualization of the annotations in a genome browser.

2. De Fere Novo Assembly
seed
seed implements the algorithm described in Figure S1. Short
reads for the sequenced isolate are mapped to the reference
genome using BWA (33). Reads that map to each annotated
rDNA and its flanking regions (where the flanking regions
consist of 1kb upstream and 1kb downstream of the rDNA,
by default) are extracted into subsets (one subset per cluster).
Each subset is independently assembled into a representative
pseudocontig with SPAdes (34), using the reference rDNA
regions as a trusted contig (or untrusted, if mapping quality is
poor). Resulting pseudocontigs are evaluated for inclusion in
future mapping/subassembly iterations based on length, and
concatenated into a pseudogenome in which pseudocontigs
are separated by 1kb of Ns as a spacer. As we are only
concerned with flanking regions, the order in which the
pseudocontigs are concatenated is arbitrary. A 1kb spacer
length was chosen for this study to ensure that reads did
not span the spacer. Pseudocontig generation is repeated in
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a. All 7 rDNAs from E. coli Sakai b. Homologues of a single rDNA locus from 25 E. coli genomes

Figure 3. Consensus coverage depth (gray bars) and Shannon entropy (black points, smoothed with a window size of 351bp as red line) for aligned rDNA regions.
For the seven E. coli Sakai rDNA regions (a), entropy sharply increases moving away from the 16S and 5S ends of the operon. In this case flanking regions would
be expected to assemble uniquely within a genome. By contrast, the rDNA regions occurring closest to homologous gmhB genes from 25 E. coli genomes (b)
show greater conservation in their flanking regions. This indicates that flanking regions are more conserved for homologous rDNA than for paralogous rDNA
operons, and implies that related genomes can be useful reference templates for assembling across these regions. Similar plots for each of the GAGE-B genomes
used later for benchmarking can be found in Figure S4.

each iteration of the algorithm, using the previous round’s
pseudogenome as the reference.

After a specified number of iterations (3 by default), SPAdes
is used to assemble all short reads in a hybrid assembly using
pseudocontigs from the final iteration as “trusted contigs” (or
“untrusted contigs” if the mapping quality of reads to that
pseudocontig falls below a threshold). As a control, the short
reads are also de novo assembled without the pseudocontigs.

This implementation of riboSeed uses SPAdes to perform
both subassembly and the final de fere novo assembly, but the
pseudocontigs could be submitted to any hybrid assembler that
accepts short read libraries and contigs. After assembly, de
fere novo and de novo assemblies are assessed with QUAST
(35).

3. Assessment and Visualization
score
score extracts the regions flanking rDNAs in the reference
and in assemblies generated by riboSeed. Flanking regions
from an assembly are matched with reference flanking
regions using BLASTn. Depending on the ordering of the
matches, assembled junctions are called as correct, incorrect,
or ambiguous based on the criteria outlined below.

snag
snag is a helper tool to produce diagnostics and visualisation
of rDNA sequences in the reference genome. Using the
clustering generated by select, sequences for the clusters
are extracted from the genome, aligned, and Shannon entropy
(36) plotted with consensus depth for each position in the
alignment.

swap
We recommend assessing the performance of the riboSeed
pipeline visually using Mauve (37, 38), Gingr (39), or
similar genome assembly visualizer to compare reference, de
novo, and de fere novo assemblies. If contigs appear to be

incorrectly joined, the offending de fere novo contig can be
replaced with syntenic contigs from the de novo assembly
using the swap script.

stack
stack uses bedtools (40) and samtools (33) to compare
depth of coverage of reads aligning to the reference genome in
the rDNA regions to randomly sampled regions elsewhere in
the reference genome. stack takes output from scan, and a
BAM file of reads that map to the reference. If the number of
scan-annotated rDNAs matches the number of rDNAs in the
sequenced isolate, the coverage depths within the rDNAs will
be similar to the coverage in other locations in the genome.
If the coverage of rDNA regions sufficiently exceeds the
average coverage elsewhere in the genome, this may indicate
that the reference strain has fewer rDNAs than the sequenced
isolate. In this case, using an alternative reference genome
may produce improved results.

Availability of data and materials
The riboSeed pipeline and datasets generated in
this study are available on the riboSeed website,
https://nickp60.github.io/riboSeed/. The software
is released under the MIT licence. The modified
BugBuilder pipeline used here is provided at
https://github.com/nickp60/BugBuilder. Reference genomes
used for this study can be found in Table S3, and the versions
of other software used in this study are found in Table S4.

Choice of parameters
Settings used for analyses in this manuscript are default
(except where otherwise noted) as of riboSeed version 0.4.35
(doi:10.5281/zenodo.1037965).

Validating assembly across rDNA regions
To evaluate performance of de fere novo assembly compared
to de novo assembly methods, we used Mauve to visualize
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syntenic regions and contig breaks of each riboSeed assembly
in relation to the reference genome used to generate
pseudocontigs. We categorized each rDNA in an assembly
as either correct, unassembled, incorrect, or ambiguous, as
follows.

An rDNA assembly is classed as “correct” if two criteria are
met: (i) the assembly joins two contigs across an rDNA region
such that, based on the reference, the flanking regions of the de
fere novo assembly are syntenous with those of the reference;
and (ii) the assembled contig extends at least 90% of the
flanking region length. A cluster is defined as “unassembled”
if the ends of one or more contigs align within the rDNA
or flanking regions (extension across the rDNA region is not
achieved). Finally, if two contigs assemble across a rDNA
region in a manner that conflicts with the orientation indicated
in the reference genome, suggesting missassembly, the rDNA
region is classified as “incorrect”.

For analyses where manual inspection was intractable
(such as repeated simulations), ribo score was used to
categorize the rDNA assemblies. In cases where the program
could not distinguish between a correct assembly or an
incorrect assembly, the rDNA was classed as “ambiguous”.

In all cases, SPAdes was used with the same parameters for
both de fere novo assembly and de novo assembly, apart from
addition of pseudocontigs in the de fere novo assembly.

RESULTS

Characteristics of rDNA flanking regions
The use of rDNA flanking sequences to uniquely identify and
place rDNAs in their genomic context requires their flanking
sequences to be distinct within the genome for each region.
This is expected to be the case for nearly all prokaryotic
genomes where rRNA coding sequences are structured as
operons. We determined that a 1kb flanking region was
sufficient to include differentiating sequence (Figure S2).
To demonstrate this, rDNA and 1kb flanking regions were
extracted from E. coli Sakai (42) (BA000007.2), a strain
in which rDNAs have been well characterized (43). These
regions were aligned with MAFFT (44), and consensus depth
and Shannon entropy calculated for each position in the
alignment (Figure 3a).

Figures 3a and S4 show that within a single genome the
regions flanking rDNAs are variable between operons. This
enables unique placement of reads at the edges of rDNA
coding sequences in their genomic context (i.e. there is not
likely to be confusion between the placements of rDNA edges
within a single genome). In E. coli MG1655 (NC 000913.3),
the first rDNA is located 363 bases downstream of gmhB
(locus tag b0200). Homologous rDNA regions were extracted
from 25 randomly selected complete E. coli chromosomes
(Table S2). We identified the 20kb region surrounding gmhB
in each of these genomes, then annotated and extracted
the corresponding rDNA and flanking sequences. These
sequences were aligned with MAFFT, and the Shannon
entropies and consensus depth plotted (Figure 3b).

Figure 3b shows that equivalent E. coli rDNAs, plus their
flanking regions, are well-conserved across several related
genomes. Assuming that individual rDNAs are monophyletic
within a taxonomic group, short reads that can be uniquely

placed on a related genome’s rDNA as a reference template
are also likely able to be uniquely-placed in the appropriate
homologous rDNA of the genome to be assembled.

Taken together, when these two properties hold, this
allows for unique placement of reads from homologous
rDNA regions in the appropriate genomic context. These
“anchor points” effectively reduce the number of branching
possibilities in de Bruijn graph assembly for each individual
rDNA, and thereby permit reconstruction of a complete
balanced path through the full rDNA region.

Simulated reads with artificial chromosome
To create a small dataset for testing, we extracted all
7 distinct rDNA regions from the E. coli Sakai genome
(BA000007.2), including 5kb upstream and downstream
flanking sequence, using the tools scan, select and
snag. Those regions were concatenated to produce a ˜100kb
artificial test chromosome (see supplementary methods). pIRS
(45) was used to generate simulated reads (100bp, 300bp
inserts, stdev 10, 30-fold coverage, built-in error profile) from
this test chromosome. These reads were assembled using
riboSeed, using the E. coli MG1655 genome (NC 000913.3)
as a reference. Simulation was repeated 8 times to assess
variability of method performance on alternative read sets
generated from the same source sequence; Figure 4 shows a
Mauve visualization of a representative run.

de fere novo assembly bridged 4 of the 7 rDNA regions
in the artificial chromosome, while de novo assembly failed
to bridge any (Figure S3). To illustrate how choice of
reference sequence determines correct assembly through
rDNA, we ran riboSeed with the same E. coli reads
using pseudocontigs derived from the Klebsiella pneumoniae
HS11286 (CP003200.1) reference genome (46). de fere novo
assembly with pseudocontigs from K. pneumoniae failed, as
the reference is too divergent from the reads.

0 20000 40000 60000 80000 100000

Artificial Genome

 De fere novo

 De novo

Figure 4. Representative Mauve output describing the results of riboSeed
assemblies of simulated reads generated by pIRS from the concatenated
E. coli Sakai artificial chromosome. Red regions represent rRNA coding
sequences, vertical black lines indicate boundaries between assembled
contigs, and shading represents synteny. From top to bottom: artificial
reference chromosome; rDNA clusters (red bars); de fere novo assembly and
de novo assembly (both using E. coli MG1655 as the reference). riboSeed’s
de fere novo method assembles 4 of 7 rDNA regions, but the de novo assembly
recovers no rDNA regions correctly.
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Effect of reference sequence identity on riboSeed
performance
To investigate how riboSeed assembly is affected by choice
of reference strain, we implemented a simple mutation
model to generate reference sequence variants of the
artificial chromosome described above, with a specified rate
of mutation. A simple model of geometrically-distributed
mutations at a desired mutation frequency applied across all
bases uniformly does not address the disparity of conservation
between rDNAs and their flanking region observed in nature,
so a second model was applied wherein substitutions are
restricted to the rDNA flanking regions. We assembled the
artificial chromosome’s reads using the mutated artificial
chromosome as a reference, using both models (Figure 5).
The maximum substitution rate exceeded our recommended
threshold sequence identity, and a corresponding dropoff of
performance is observed at a value of 0.2 (corresponding to
the 80% mapping percentage identity threshold).

To obtain an estimate of substitution rate for the E. coli
strains used above, Parsnp (39) and Gingr (39) were used to
identify SNPs in the 25 genomes used in Figure 3, with respect
to the same region in E. coli Sakai. An average substitution
rate of ≈ 3.5 substitutions per kb was observed. Compared
to the results from simulated genomes, we expect successful
riboSeed performance under the model of mutated flanking
regions, and partial success under the model of substitutions
throughout the region.

Figure 5 indicates that the greater the similarity of the
reference sequence to the genome being assembled, the
greater the likelihood of correctly assembling all rDNA
regions. When mutating only flanking regions (Figure
5), which more closely resembles the relative sustitution
frequencies of the rDNA regions, the procedure correctly

Figure 5. Variants of the artificial chromosome with substitution frequencies
between 0 and 0.3 (i.e. up to 300 substitutions per kb). Correctly-assembled
rDNAs were counted, and the distribution of results shown against the
appropriate substitution frequency. Results are shown for models where
substitutions are permitted throughout the chromosome (orange), and only
in the flanking regions (blue), the latter approximating the relative rate of
substitution in rDNA and flanking regions. The lilac area corresponds to
substitution frequencies resulting in average sequence identity over 95%,
denoting an estimated species boundary. Loess smoothing was used to
generate the blue and yellow trendlines. Circle size indicates number of
simulations per value. n=100.

assembles rDNAs with tolerance to substitution frequencies
up to approximately 30 substitutions per kb. With the widely-
adopted average nucleotide identity species boundary of 95%
(47), we anticipate that riboSeed should correctly place and
assemble most rDNA regions when using a complete reference
genome of the same species, and that reasonable success
will be achieved even when using a more distantly-related
reference.
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a. E. coli rDNA Assembly
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b. K. pneumoniae rDNA Assembly

Figure 6. Comparison of de fere novo assemblies of simulated reads
generated by pIRS. In most cases, increasing coverage depth and read length
resulted in fewer misassemblies. Assemblies were scored using score; the y
axis reflects the total number of rDNAs in the genome (7 and 8 rDNAs, for E.
coli and K. pneumoniae respectively). The (n=9) assemblies shown for each
genome are the result of differently seeded read simulations.

Simulated reads with E. coli and K. pneumoniae genomes
To investigate the effect of short read length on riboSeed
assembly, pIRS (45) was used to generate paired-end reads
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from the complete E. coli MG1655 and K. pneumoniae
NTUH-K2044 genomes, simulating datasets at a range of read
lengths most appropriate to the sequencing technology. In all
cases, 300bp inserts with 10bp standard deviation and the
built-in error profile were used. Coverage was simulated at 20x
to emulate low coverage runs and at 50x to emulate coverage
close to the optimized values determined by Miyamoto (48)
and Desai (49). De fere novo assembly was performed with
riboSeed using E. coli Sakai and K. pneumoniae HS11286
as references, respectively, and the results were scored with
score (Figure 6).

At either 20x or 50x coverage, de novo assembly was
unable to resolve any rDNAs with any of the simulated
read sets. de fere novo assembly with riboSeed showed
improvement to both the E. coli and K. pneumoniae
assemblies. Increasing depth of coverage and read length
improves rDNA assemblies.

Benchmarking against hybrid sequencing and assembly
To establish whether riboSeed performs as well with
short reads obtained by sequencing a complete prokaryotic
chromosome as with simulated reads, we attempted to
assemble short reads from a published hybrid Illumina/PacBio
sequencing project. The hybrid assembly using long reads was
able to resolve rDNAs directly, and provides a benchmark
against which to assess riboSeed performance in terms
of: (i) bridging sequence correctly across rDNAs, and (ii)
assembling rDNA sequence accurately within each cluster.

Sanjar, et al. published the genome sequence of
Pseudomonas aeruginosa BAMCPA07-48 (CP015377.1)
(50), assembled from two libraries: ca. 270bp fragmented
genomic DNA with 100bp paired-end reads sequenced on
an Illumina HiSeq 4000 (SRR3500543), and long reads
from PacBio RS II. The authors obtained a closed genome
sequence by hybrid assembly. We ran the riboSeed pipeline
on only the HiSeq dataset in order to compare de fere novo
assembly to the hybrid assembly and de novo assembly of the
same reads, using the related genome P. aeruginosa ATCC
15692 (NZ CP017149.1) as a reference.

de fere novo assembly correctly assembled across all 4
rDNA regions, whereas de novo assembly failed to assemble
any rDNA regions (Table 3A).

Comparing the BAMCPA07-48 reference to the de fere
novo assembly, we found a total of 9 SNPs in the rDNA
flanking regions (Table 2). The same regions from the
ATCC 15692 reference used in the de fere novo assembly
showed 108 SNPs compared to the BAMCPA07-48 isolate.
This demonstrates that this subassembly scheme successfuly
recovers the correct sequence with remarkably few SNPs,
despite a large number of differences between the reference
and the sequenced isolate, and that the riboSeed method does
not simply transpose the reference genome rDNA sequence
into the new assembly.

Further, to assess how riboSeed’s assembly would compare
to supplying the whole reference as a trusted contig in SPAdes
(a strategy not recommended by the SPAdes authors), we
assembled the same reads with the P. aeruginosa ATCC 15692
as a trusted contig, and compared results to de fere novo
and de novo assemblies. de novo assembly yielded the lowest
error rates, and reference-based assembly yielded the longest

contigs, but de fere novo assembly exhibited very low error
rates, the highest genome recovery fraction, and the lowest
number of contigs (Table S5).

We find that the de fere novo assembly using short reads
performs better than de novo assembly using short reads
alone. Comparison of de fere novo to hybrid assembly allows
assessment of de fere novo accuracy, and indicates that de fere
novo can recover the rDNA sequence correctly placed in their
genomic context, with a low error rate.

Table 2. rDNA region SNPs between hybrid assembly of P. aeruginosa
BAMCPA07-48 and de fere novo assembly in rDNA regions, including 1kb
upstream and downstream of the rDNA

rDNA region CP015377.1 Substitution
(5S,16S,23S with flanking region) Location

398001–405418

402331 T→ C
402332 C→ T
404332 C→ T
404380 G→ T

1039539–1045687 — —

1862045–1869194
1864462 A→ G
1868402 A→ C
1868426 A→ T

2809154–2816303 2811180 G→ A
2813886 T→ C

Case Study: Closing the assembly of S. aureus UAMS-1
Staphylococcus aureus UAMS-1 is a well-characterized,
USA200 lineage, methicillin-sensitive strain isolated from an
osteomyelitis patient. The published genome was sequenced
using Illumina MiSeq (300bp reads), and the assembly
refined with GapFiller as part of the BugBuilder pipeline
http://www.imperial.ac.uk/bioinformatics-data-science-
group/resources/software/bugbuilder/. Currently, the genome
assembly is represented by two scaffolds (JTJK00000000),
with several repeated regions acknowledged in the annotations
(51). As the rDNA regions were not fully characterized in the
annotations, we proposed that de fere novo assembly might
resolve some of the problematic regions.

Using the same reference S. aureus MRSA252 (52)
(BX571856.1) with riboSeed as was used in the original
assembly, de fere novo assembly correctly bridged gaps
corresponding to three of the five rDNAs in the reference
genome (Table 3B). Furthermore, de fere novo assembly
bridged two contigs that were syntenic with the ends of the
scaffolds in the published assembly, indicating that the regions
resolved by riboSeed could improve closure of the genome.

We modified the BugBuilder pipeline
(https://github.com/nickp60/BugBuilder) used in the
published assembly to incorporate pseudocontigs from
riboSeed. Further, we compared the performance of Pilon,
GapFiller, and no finishing software with both the de fere
novo and de novo assemblies (see Table S6). All assemblies
resulted in a single scaffold (updates to BugBuilder and many
of its dependencies prevented exact recapitulation of the
published assembly), but scaffolds varied in length, number
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of ambiguous bases, and resolution of rDNA repeats. In all
cases, riboSeed’s de fere novo assemblies resulted in more
rDNA regions being resolved. In this case, riboSeed was able
to assist in bringing an existing high-quality scaffold to near
closure.

Benchmarking against GAGE-B Datasets
We used the Genome Assembly Gold-standard Evaluation for
Bacteria (GAGE-B) datasets (53) to assess the performance of
riboSeed against a set of well-characterized assemblies. These
datasets represent a broad range of challenges; low GC content
and tandem rDNA repeats prove challenging to the riboSeed
procedure.

Mycobacterium abscessus has only a single rDNA operon
and does not suffer from the issue of rDNA repeats, so was
excluded from this analysis. We also excluded the B. cereus
VD118 HiSeq dataset, as metagenomic analysis revealed
likely contamination (see Figure S5 and supplementary data).

When the reference used in the GAGE-B study was also the
sequenced strain (e.g. Rhodobacter sphaeroides and Bacillus
cereus), we chose an alternate reference, as using the original
reference could provide an unfair advantage to riboSeed. The
GAGE-B datasets include both raw and trimmed reads; in
all cases, the trimmed reads were used. Results are shown in
Table 3C.

Compared to de novo assembly, the de fere novo approach
improved the majority of assemblies. In the case of the
S. aureus and R. sphaeroides datasets, particular difficulty
was encountered for all references tested. In the case of
Bacteroides fragilis, the entropy plot (Figure S4.3) shows that
sequence variability on the 5’ end of the operon is much
lower within the genome compared to many of the other
within-genome figures, possibly contributing to misassembly.

DISCUSSION

We demonstrate that regions flanking equivalent rDNAs from
related strains show a high degree of conservation in related
organisms. This allows us to correctly place rDNAs within

a newly sequenced isolate, even in the absence of the
resolution that would be provided by long read sequencing.
Comparing the regions flanking rDNAs within a single
genome, we observed that when considering sufficiently large
flanking regions, flanking sequences show enough variability
to differentiate each instance of the rDNAs. Taken together
with the cross-taxon homology, this allows inference of
the location (i.e. the flanking regions) of rDNAs, and the
variability of these flanking regions within a genome enables
unique identification of reads likely belonging to a specific
cluster.

The extent of sequence similarity between the sequenced
isolate and the reference influences de fere novo assembly.
If fewer than 80% of reads map to the reference, resulting
pseudocontigs are treated as “untrusted” contigs by SPAdes
to prevent spurious joining of contigs. Figure 5 shows that
although one should preferentially use the closest complete
reference available for optimal results, the subassembly
method is robust against moderate discrepancies between the
reference and sequenced isolate’s flanking regions.

Strains possessing a single rDNA (such as Mycobacterium
abscessus) do not suffer from repeated region assembly
issues. Similarly, the rRNA coding regions in some taxa
(such as Thermus thermophilus or Leptospira interrogans,
see Supplementary section “Atypical rDNA operon structure”,
Figures S6 and S7) are not organized into operons. Such
genomes do not require correction with riboSeed.

The method of constructing pseudocontigs implemented
by riboSeed relies on having a relevant reference sequence,
where the rDNA regions act as “bait”, fishing for reads
that likely map specifically to that region. This makes
riboSeed a valuable tool for assembly or reassembly of
bacterial or archaeal strains (Tables S7 and S8) for which
such a reference is available, but application to community
ecology where one may be sequencing novel organisms from
unsequenced genera will be limited by the requirement for
such a reference genome. Although we show this “baiting”
method to be an effective way to partition the reads, a more
robust method may be to use a probabilistic representation
of equivalent rDNA regions for the sequenced taxon. By

Table 3. Comparison of de novo and riboSeed’s de fere novo assemblies

Sequenced Strain Name Platform Length Depth Reference Strain de novo de fere novo
Name rDNAs X – × X – ×

A. P. aeruginosa BAMCPA07-48 HiSeq 100 200x ATCC 15692 4 0 4 0 4 0 0

B. S.aureus UAMS-1 MiSeq 300 110x MRSA252 5 0 5 0 2 3 0

A. hydrophila SSU HiSeq 101 250 ATCC 7966 10 0 10 0 4 6 0
B. cereus ATCC 10987 MiSeq 250 100 NC7401 14 0 14 0 12 2 0
B. fragilis HMW 615 HiSeq 101 250 638R 6 0 5 1 0 3 3

C. R. sphaeroides 2.4.1 HiSeq 101 210 ATCC 17029 4 0 4 0 1 3 0
R. sphaeroides 2.4.1 MiSeq 251 100 ATCC 17029 4 1 2 1 1 2 1
S. aureus M0927 HiSeq 101 250 USA300 TCH1516 5 0 5 0 3 2 0
V. cholerae CO 0132(5) HiSeq 100 110 El Tor str. N16961 8 0 8 0 5 3 0
V. cholerae CO 0132(5) MiSeq 250 100 El Tor str. N16961 8 0 8 0 4 4 0
X. axonopodis pv. Manihotis UA323 HiSeq 101 250 pv. Citrumelo 2 0 1 1 2 0 0

X correct assembly; – unnassembled; × incorrect assembly
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using a database of sequence profiles (e.g. hidden Markov
Models) from homologous rDNAs in a taxon, the step
of choosing a single most appropriate reference might be
circumvented. For datasets where the choice of reference
determines riboSeed’s effectiveness, a probabilistic approach
may improve performance.

Several checks are implemented after subassembly to
ensure that resulting pseudocontigs are fit for inclusion in the
next round in the next mapping/subassembly iteration or the
final de fere novo assembly. If a subassembly’s longest contig
is greater than 3x the particular pseudocontig length or shorter
than 6kb (a conservative minimum length of a 16S, 23S, and
5S operon), this is taken to be a sign of poor parameter choice
so the user is warned, and by default no further seedings will
occur to avoid spurious assembly. Such an outcome can be
indicative of any of several factors: improper clustering of
operons; insufficient or extraneous flanking sequence; sub-
optimal mapping; inappropriate choice of k-mer length for
subassembly; inappropriate reference; or other issues. If this
occurs, we recommend testing the assembly with different
k-mers, changing the flanking length, or trying alternative
reference genomes. Mapping depth of the rDNA regions is
also reported for each iteration; a marked decrease in mapping
depth may also be indicative of problems.

Many published genome finishing tools and approaches
offer improvements when applied to suitable datasets, but
none (including the approach presented in this paper) is able
in isolation to resolve all bacterial genome assembly issues.
One constraint on the performance of riboSeed is the quality
of rRNA annotations in reference strains. Although it is
impossible to concretely confirm in silico, we (and others (15))
have found several reference genomes during the course of
this study that we suspect have collapsed rDNA repeats. We
recommend using a tool such as 16Stimator (54) or rrnDB
(55) to estimate number of 16S (and therefore rDNAs) prior
to assembly, or stack to assess mapping depths after running
seed.

As riboSeed relies on de Bruijn graph assembly, the results
can be affected by assembler parameters. Care should be
taken to explore appropriate settings, particularly in regard to
read trimming approach, range of k-mers, and error correction
schemes.

One difficulty in determining the accuracy of rDNA counts
in reference genome occurs because genome sequences
are often released without publishing the reads used to
produce the genome assembly. This practice is a major
hindrance when attempting to perform coverage-based quality
assessment, such as to infer the likelihood of collapsed
rDNAs. While data transparency is expected for gene
expression studies, that stance has not been universally
adopted when publishing whole-genome sequencing results.
To ensure the highest quality assemblies from historical data,
we strongly recommend that researchers share raw reads.

CONCLUSION

Demonstration that rDNA flanking regions are conserved
across taxa and that flanking regions of sufficient length are
distinct within a genome allowed for the development of
riboSeed, a de fere novo assembly method. riboSeed utilizes
rDNA flanking regions to act as barcodes for repeated rDNAs,

allowing the assembler to correctly place and orient the rDNA.
de fere novo assembly can improve the assembly by bridging
across ribosomal regions, and, in cases where rDNA repeats
would otherwise result in incomplete scaffolding, can result
in closure of a draft genome when used in conjunction with
existing polishing tools. Although riboSeed is far from a
silver bullet to provide perfect assemblies from short read
technology, it shows the utility of using genomic reference
data and mixed assembly approaches to overcome algorithmic
obstacles. This approach to resolving rDNA repeats may allow
further insight to be gained from large public repositories of
short read sequencing data, such as SRA, and when used in
conjunction with other genome finishing techniques, provides
an avenue towards genome closure.
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5.2 Further Work
For optimal genome finishing, riboSeed can be combined with other scaffolders and pol-
ishing methods such as Pilon (Walker et al. 2014), GapFiller (Boetzer et al. 2012), and
Ragout (Kolmogorov et al. 2014). This ensures that assembly problems (not just rDNA
repeat gaps) are resolved to the greatest extent that the data can support. riboSeed can
be incorporated into short read assembly pipelines such as Shovill (Seemann 2020d), the
EnteroBase back-end EToKi (Zhou et al. 2019), or BugBuilder (Abbott 2017).

I expect riboSeed will continue to be of use to the community as long as short-read se-
quencing remains an economical method of whole-genome sequencing; as the prevalence of
long-read sequencing technologies increases, the need for resolving rDNA assembly gaps
will wane. riboSeed was built such that the regions of interest can be easily customized
via a configuration file – should researchers be interested in other repeated regions posing
problems for assembly such as transporter operons, it is easy to use riboSeed to perform
those iterative subassemblies.

Even with the increasing availability of long-read sequencing data, the vast majority of
assemblies in public databases are generated from short reads; this legacy data presents
an opportunity for riboSeed application, as the methods used in creating the initial assem-
blies are rarely able to reconstruct 16S rDNA repeats. Addressing these datasets has the
benefit of improving genome assemblies but additionally, these improved assemblies may
then give greater reference database coverage for 16S classification tools. This is presented
in Appendix B.

79



5.2. Further Work Chapter 5

80



Chapter 6

Genomic Quality Control and
Clonality

Abbreviations

• SNP: single-nucleotide polymorphism
• ANI: average nucleotide identity

6.1 Introduction
Prior to performing comparative analysis on the soil-persistent isolates, care was taken to
ensure that the sampling scheme used to isolate these strains did not oversample certain
genotypes, as that may unfairly weight comparisons. For instance, if a clonal colony from
the soil leached into the collection system, members of that one colony could be isolated
multiple times but should not all be retained for further analyses; these samples are not
strictly independent. This is distinct from another case, where for instance one genotype
was particularly successful in the soil biosphere and was isolated multiple times (with
minor genetic differences) from different lysimeters, or on different days. Here, we can be
more certain that the sampling is independent, and representing all these isolates would
be valid.

Along with the aim to remove this artificial duplication of genotypes, the strains were
scrutinised for any evidence that genotypes might be the result of experimental contami-
nation; undergraduates contributed the bulk of the effort of the strain isolation, and some
may have lacked perfect sterile technique. Additionally, the possibility off contaminated
reagents or glassware should not be excluded.

Using the metadata and whole-genome sequencing, it was determined that several of the
isolates should be considered resampled (i.e., identical strains from the same lysimeter and
sampling day), and others may be suggestive of an extra-experimental source of identical
strains. In this chapter, a natural single nucleotide polymorphism threshold was deter-
mined for delineating putative clonal clusters, which were then refined using multiple lines
of evidence to delineate which strains should be removed from future analyses.
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6.1.1 Experimental background

As the isolation of the strains was done by enriching lysimeter leachate on plates con-
ducive to E. coli growth, there is no way to determine if multiple “clones” of a single iso-
late were isolated and later sequenced; indeed, no method could ensure this. For instance,
the plating of the concentrated lysimeter leachate could result in 10 colonies, but those 10
colonies could represent members from a monoculture biofilm disrupted during the filter-
ing process. Alternatively, those 10 colonies could represent distinct isolates originating
from different microniches in the soil that all leached around the same time, resulting in
their collection and subsequent isolation. Careful destruction of the lysimeter and the use
of, say, a grid-based partitioning and strain isolation scheme could help determine if iso-
lates were spatially distinct in the lysimeter, but no non-destructive method was available.
As the isolation method does not sample representatively from the lysimeter soil commu-
nities, it is expected that certain genotypes would be sampled multiple times artificially;
this could influence later comparisons to determine which genotypes appear to be enriched
in this environment. So, removal of clones or de-duplication is imperative; assessing clon-
ality using the genetic distance between isolates based on whole-genome sequences is the
only method available in this situation.

One might assume strains separated by a very small (or null) genetic distance might be
clonal, but determining a threshold for defining that small distance is not straightforward.
If growth rates for E. coli growth in soil, in situ, under these particular environmental
and physicochemical conditions, etc., were available, along with estimates for mutation
rates, and error rates from the sequencing process, one could infer the maximum expected
genetic distance caused by mutations over time. This would make it possible to differen-
tiate between clonal expansion occurring within the time/space confines of the lysimeter
experiments as opposed to the selection of unrelated lineages in this environment. For
instance, if it was known that over the nine-year experiment there was an average rate of
0.005 mutations introduced per generation and roughly 100 generations occur per year,
it would be possible to model a maximum genetic distance that might separate daughter
cells of a bacterium present at the start of the experiment; strains with pair-wise distances
over that maximum would be assumed to have arisen independently. However, the litera-
ture on the topic of E. coli growth in soil has shown that the growth rates (Byappanahalli
and Fujioka 1998; Donsel, Geldreich, and Clarke 1967; Brennan et al. 2013; Muruleedhara
N Byappanahalli, Roll, and Fujioka 2012; Caglar et al. 2017) and survival (Davies et al.
1995; Klein and Casida Jr. 1967; Recorbet, Steinberg, and Faurie 1992; Hagedorn, Hansen,
and Simonson 1978; Sjogren 1995) are highly dependent on the strain of interest and the
experimental setup used; further, a significant body of work supports a die-off model of
E. coli in soil under certain conditions (Odonkor and Ampofo 2013; Semenov et al. 2008;
Vergine et al. 2015). Because of this, estimating growth rates is problematic, yielding very
wide estimates for generation times. Any estimates for the mutation rates or number of
mutations accumulated over this period of time are unlikely to be accurate and difficult to
verify.

The most recent instance where E. coli could have been directly introduced to the soil
was the last application of slurry about a decade prior to isolation of the strains; if soil-
persistent populations of E. coli were already present in the fields from which the lysime-
ter soils were extracted, it is impossible to estimate the extent of “clonal” divergence, and
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Figure 6.1: Historical weather data from Johnstown Castle are available from 2007
onwards. Smoothed average temperature is shown in blue.

the notion of clonality is even more difficult to discuss. Given the average ambient tem-
perature in Johnstown Castle (10°C) and the specific growth assays from F. P. Brennan,
Abram, et al. (2010), the time between last slurry application and isolation could rep-
resent a maximum of about 983,754 generations. However, that assumes near-maximal
growth, no predation, no effect of season, no washout, no rainfall effect, and so on. Even
the assumption that maximum growth rates in soil extract medium is comparable to maxi-
mum growth achievable in the dynamic soil environment is one that would need substan-
tiating. As such, simple predictions for generation numbers drastically underestimate the
effects of the many factors in play. The focus of the work presented here is the determina-
tion of strain pairs very likely to be present due to resampling as opposed to arising from
clonal expansion.

6.1.2 Clonality

Clonality is difficult to determine because it is fundamentally difficult to define. Clonality
can be loosely defined as strongly restricted genetic recombination, but translating that
to a practical definition, such as a SNP threshold or ANI similarity, that would be appli-
cable across systems is impossible due to the nature of mutation rates, which can vary by
organism, environment, population size, or community composition (Tibayrenc and Ayala
2012). Due to the errors introduced during sequencing and subsequent processing, true
clonality is difficult to determine. Outbreaks are perhaps the only context in which thresh-
olds may be compared, as there are assumptions that the outbreak arises from a single
source (both genomically and spatially), and occurs over short time scales; in the case of
sampling from these lysimeters neither of these assumptions are true, as the isolates do
not likely originate from a single source and the time between introduction and sampling
is quite long. Dallman et al. (2015) arrived at a threshold of 5 core SNPs in their study
tracing strains involved in an E. coli outbreak, as they observed that strains from the
same patient and strains isolated in longitudinal samples (within 1 month) from the same
patient were within this threshold.

Tibayrenc and Ayala (2012) notes that although we implicitly assume that clonality ≈
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genetic monomorphism, the critical distinction is how recombination (and in particular
mobile elements) is considered. Would two strains be considered clones if they had identi-
cal genomes but one possessed a plasmid? What if one had plasmid A and the other had
plasmid B? Or, what if the genomes shared strong similarity, but each possessed identical
copies of a megaplasmid? The criteria set forth by Tibayrenc and Ayala (2012) require
strong evidence of linkage disequilibrium, and strong phylogenetic signal; here, SNP dis-
tances are used as a proxy for linkage disequilibrium as near-identical SNP profiles should
not occur by chance (Feil and Spratt 2001); those results are considered in context of a
maximum-likelihood phylogeny.

For the purposes of this study, I will be considering two sub-cases of clonality: those near-
identical strains resulting from resampling, and those near-identical strains suspected to
be the result of experimental contamination with an E. coli strain either resulting from
sample carry-over, glassware, reagents, or some other source. These will be referred to as
resampled clones and (putative) contaminant clones.

6.1.3 Assumptions

One assumption made here is that organisms from different soil types (i.e., originating
from different fields) should not be clonal. I consider the effects of mutation, recombina-
tion, and the geographic isolation would imply that the recovery of monomorphic pairs
is extremely improbable, and that such pairs would be more likely to have come from
contamination.

Another assumption made is that strains from the same lysimeter appearing to be
monomorphic should not be considered as having arisen independently; as such, in these
cases, the data will be thinned by removing all but one representative of that genotype.
The design of this study was not to understand the distribution and population dynamics
of soil-persistent E. coli, where the quantity of such strains would be informative (and
better determined with other methods); rather the aim here is to identify genotypes
of soil-persistent E. coli. However, in instances where monomorphic groups exist with
members from multiple lysimeters (but the same soil type), the assumption is that this
genotype arose prior to the lysimeter’s ≈ 8.5 years incubation. Although the isolates
likely are derived from a common ancestor in the field (or during a common slurry
treatment), the populations in the lysimeters were allowed to evolve independently during
the experiment (save for common slurry treatments).

Lastly, as trainee scientists were involved in the culturing of the strains, the possibility
of experimental contamination is present. In the absence of clear genomic markers for
soil/non-soil strains, instances where apparently clones isolates appear to be isolated from
different fields are suspected to be due to contamination. Thus, the metadata (such as
date of isolation, who isolated the strains, which lysimeter the strain was isolated from)
and a high-resolution SNP analysis was used to inform decisions.

In summary:

• Very-closely related strains from the same lysimeter as suspected to be and treated
as clonal.

• Very-closely related strains from different lysimeters but the same field/soil type
may have arisen from clonal expansion, but would indicate that the clones survived
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independently at least 9 years after the soils were last treated; in this case, both
isolates are retained.

• Very-closely related strains from different soil types must be subjected to more
scrutiny. These will be treated as though they arose independently, as unlikely as
that may be. Without evidence, it cannot be assumed that these clones originated
from some contamination source (a groundskeeper, a manufacturer of the pipes used
in the leachate collection system, hose water, rainfall, insects, etc.).

6.1.4 Research Questions

• Are all the strains in the SPC genomically unique, or do they form clusters of highly
related sequences?

• Are there signs of contamination as evidenced by putative clones being isolated from
separate lysimeters, different soil types, or related by sampling day?

• Can the metadata be used to differentiate resampling clones from contaminant
clones?
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6.2 Methods
The workflow presented in this chapter for determining putative clonal relationships is
described in Figure 6.2.

6.2.1 Reference Selection

Escherichia coli ATCC 8739 was initially selected as the SNP calling reference. However,
the average percentage of unmapped reads was about 10%. I suspected that choosing a
longer reference strain and one with plasmids may capture some of those unmapped reads.
However, re-analysing the data using E. coli Sakai (≈ 5.5 Mb) as the reference resulted
in an increased percentage of unmapped reads (Supplementary Figure 6.14) . Considering
that for the subsequent cluster analysis a reference is selected from within each “clonal”
cluster, any influence of the reference is minimized; ATCC 8739 was reverted to be the
reference strain.

6.2.2 SNP calling

Snippy (Seemann 2020c) was used to call single nucleotide polymorphisms (SNPs), which
were then used to determine potentially clonal clusters, and ascertain if the members
of the clusters were isolated from the same lysimeters, soil types, or from different ones.
Bush et al. (2019) showed that Snippy had the overall best performance across the vari-
ant callers tested in terms of precision and recall; it was also shown to be the most robust
against the reference genome effect, where errors tend to propagate the more diverged the
sequenced genome is from the reference. Snippy provides both the full SNP output (all
positions in the reference genome) as well as a core SNP output (only the positions shared
by all strains) when assessing multiple genomes against the same reference. Generally, this
core SNP alignment is more accurate but provides less resolution, whereas the full SNP
alignment is higher resolution but may include spurious SNPs resulting from sequencing or
assembly errors.

Individual Snippy runs were performed with each strain versus the reference genome, and
then snippy-core was used on the results to determine all and core SNPs. Default pa-
rameters were used for variant-calling thresholds. This is followed by applying snp-dists
(Seemann 2019) to calculate the pairwise number of SNPs separating the strains. For as-
sessing clonality, I ran Snippy on the raw reads. Only one of the two lanes from the orig-
inal sequencing run was used due to time constraints and confirmation from Kraken and
sequencing quality control that the two lanes were equivalent. The short-read sequence
data was used for those strains sent for resequencing.

6.2.3 Threshold determination with Core and Full SNP Distances

Figure 6.3 shows the relationships between the full and core SNP alignments as a scatter
plot. Apart from close to the origin (i.e, nearly identical strains), where the full alignment
overestimates the differences, there is very good agreement between the two alignments.

Figure 6.4 shows large spikes near the origin indicate potentially clonal pairs; considering
the core (A) and full (B) genome respectively, a spike centred around 125 SNPs can be
seen, and for the core genome SNPs the distribution appears half-normal (Figure 6.4A),
extending from 0 to about 100 SNPs. Informed by this, a threshold of 200 SNPs was
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Figure 6.2: Clonality analysis flowchart. First, pairwise distances between all soil-
persistent strains are used to determine potentially clonal clusters. Each cluster is
processed individually to refine pairwise distances, and those results are interpreted
in the context of phylogeny, average nucleotide identity, and the metadata.

87



6.2. Methods Chapter 6

Figure 6.3: Analysis of initial pairwise distances and mapping percentages. Pair-
wise distances between core and full alignments in linear (A) and log (B) scales.
(C) shows the percentage of reads unable to be mapped to the reference genome.
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A B

Figure 6.4: Histograms showing pair-wise distances of Core (A) and Full (B) SNPs.
The scale of the x axis zooms in from (i) 50k, (ii) 5k, and (iii) 0.5k SNPs. This
highlights the cluster close to the zero SNPs, at which point strains are identical.
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selected; increasing that threshold to 250 to capture the right tail of the peak of the full
genome SNP distances did not result in any additional strains being included (Figure 6.5).
This initial threshold is relatively high in order to not prematurely exclude strains for
consideration due to reference select. Later, a much more stringent threshold is used to
determine clonality within a cluster.

Figure 6.5: Setting the SNP clustering threshold relative to the clonal peaks seen
in the core and full alignments. A SNP threshold of 200 captures both the peak
near the origin (core alignment, red) and the majority of the peak centered around
125 (full alignment, blue).

6.2.4 Constructing a distance network graph

The SNP distances separating each pair of strains was used to create a network graph
(Figure 6.7) using the geomnet package (Tyner and Hofmann 2019). Pair-wise relation-
ships from the full alignment were filtered to retain those pairs within 200 SNPs. The
resulting network of strain relationships is shown here, with nodes representing the strains
and edges representing the relationship.

In the within-cluster network graphs, the edge width indicates the inverse strain distance
(i.e. closely-related strains have a thicker line); in this representation edge length cannot
be used to construct a network as nodes are not guaranteed to converge.

6.2.5 Identifying potentially-clonal clusters

This cut-off of 200 SNPs was used to identify sets of potentially-clonal clusters based on
the snp-dists results on the core genome. To do this, a network was created from all
pairwise comparisons after removing pairs more distant than 200 SNPs. This resulted
in 23 clusters of strains. Although this 200 SNP threshold was previously determined by
looking at the histograms of pairwise distances, the threshold choice was confirmed by
plotting how many clusters formed as the SNP threshold was changed (Figure 6.6).

Considering both the core SNPs and the full alignment SNPs, increasing the cut-off be-
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Figure 6.6: The relationship between SNP threshold and the number of clonal clus-
ters or strains. The SNP threshold was set at 200 (purple dashed line) considering
the core (blue) and full (yellow) alignment; the number of strains recruited (A,
B) to the clusters and the number of clusters formed (C, D) are shown. Both full-
range (A, C) and zoomed-in (B, D) plots are displayed to show the results near the
threshold. As the filtering threshold for SNPs increases, the number of clusters and
the number of strains first increases; a saturation plateau is quickly reached, be-
yond which no more clusters are formed and few new strains are recruited. Finally,
as the SNP threshold crosses subclade boundaries, the clusters collapse, eventually
forming one large cluster.
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yond 200 will not greatly change the number of clusters nor the strains included in those
clusters, while a threshold lower than 200 might exclude too many relationships.

6.2.6 Per-cluster SNP calling

For each cluster, one strain was selected from within the cluster to act as the reference
genome for within-cluster analysis1. Because these strains are already very closely related
(evidenced by the initial clustering), the reference choice is not crucial Even if the ran-
domly selected cluster was the most distant strain compared to the rest of the cluster,
the nature of the approach taken (where each member is compared to the reference in-
dependently) SNP calling still allows balanced assessment of the SNP distances between
strains.

Prokka (Seemann 2020b) was used to re-annotate the reference strains for each cluster
to aid interpretation of the called SNPs. Then, snippy was used to call variants of each
cluster member against each cluster’s annotated reference, and snippy-core compared
the variant calls within the cluster. Finally, snp-dists was used to generate distance
matrices from the resulting full alignments. In all cases, default parameters were used.

6.2.7 Unmapped reads blobplots

Reads not mapping to a cluster’s reference were analysed using Blobtools (Laetsch and
Blaxter 2017) via ezblobtools2. This was combined with assembly and annotation of the
unmapped reads will improve our ability to determine if a strain’s extra genomic content
is low-level contamination, plasmids, or something else. Blobplots show differences in
coverage and GC skew, which together are helpful for revealing contamination and the
presence of plasmids.

Snippy’s --unmapped argument was used to retain any reads not mapped to the cluster’s
reference strains; these reads were assembled with SKESA and the resulting contigs were
annotated with Prokka. Prokka uses Prodigal for gene detection, which identifies coding
sequences by modelling a sequence’s codon usage, ribosomal binding site motif usage, GC
content, and more (Hyatt et al. 2010).

6.2.8 Average Nucleotide Identity

Having multiple lines of evidence for clonality will clarify which clusters/pairs should be
deduplicated. Pyani3 was used to perform Average Nucleotide Identity (ANI) analysis
on the EnteroBase genome assemblies of the soil-persistent collection. Strains were all
analysed together, and the results were used to interpret the relationships between strains
suspected to be clonal.

1Running this iteratively to reinterpret the cluster with each strain as the reference would be the most
robust approach. However, it was suspected to not yield enough new information from each successive run
to warrant the time spent.

2https://github.com/nickp60/blobtools/tree/ezblob#docker, a Docker image with the RefSeq BLAST
Database and SKESA (Souvorov, Agarwala, and Lipman 2018) assembler included for easy assessment of
sequence taxonomy.

3https://github.com/widdowquinn/pyani, version 0.2.9
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6.2.9 Phylogeny with EToKi

Phylogeny was used to aid interpretation of the SNPs. An explanation on making a tree
with EToKi is detailed in Chapter 7. In short, genome assemblies generated by Enter-
oBase of the Soil Persistent Collection and the reference genome were used as input to
EToKi, which masks repeated and recombinant regions, builds a whole-genome alignment,
calls SNPs, and creates a phylogenetic tree using RAxML. This tree was used to visu-
alize whether the phylogenetic tree reinforced the notion of clonality by comparing the
phylogenetic relationship between strains to the SNP-wise relationship.

6.3 Initial Analysis

6.3.1 Identifying initial clusters of potentially-clonal isolates

The SNP threshold of 200 recruits 105 strains, forming a relatedness graph that defines 23
disjoint clusters/pairs (Figure 6.7). These clusters are interpreted as groups of potentially
clonal strains. The graph indicates that that members of the same cluster generally come
from the same lysimeter, with some exceptions, highlighted with ellipses in the graph.
These exceptions include instances where clusters contain isolates from different lysimeters
(A), different soil types (B), or both (C). After refining the analysis by performing the
within-cluster SNP analysis, Section 6.5.1 describes the interpretation of such clusters.

6.4 Cluster Analysis

6.4.1 Unmapped reads assemblies

The SNP calculations are performed on the alignment of the reads mapped to the ref-
erence genome; the reads that failed to map were assembled, and the resulting contigs
were annotated to see if there are any specific genes that appear to be present in a given
isolate’s accessory genome but not the reference strain.

Of the 105 strains considered, 94 had unmapped sequence; depending on the amount of
unmapped sequence, it would be inappropriate to consider those strains clonal with the
rest of the cluster. In the absence of a clear threshold for defining how much unmapped
sequence represents enough to exclude strains from being considered clonal, a threshold of
850bp was chosen for the size of the unmapped assembly. This value was decided based
on the aim to include the smallest plasmids and average-sized genes as a basis for non-
clonality. Smillie et al. (2010) indicate that the smallest plasmid may be around 850bp,
and Xu et al. (2006) calculate the average gene length in E. coli to be around 888bp.
Thus, strains with no unmapped assembly contigs longer than 850bp or strains with at
least CDS called on the unmapped assembly were considered non-clonal; this removed 41
strains from the potentially clonal clusters.

6.5 Interpretation and Confirmation

6.5.1 Deduplications

A threshold needed to be determined to differentiate “clonal” (likely resampled) strains
from “close but not clonal” strains. It has been shown that Snippy is the best-in-class
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Figure 6.7: Initial clusters from core genome SNP alignment. Node colour indicates
the lysimeter from which a strain was isolated, and the node shape indicates the
soil type of that lysimeter (RA = Rathangan; EL = Elton). Examples are high-
lighted to note clusters containing isolates from different lysimeters (A), different
soil types (B), or both (C).
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variant caller for bacterial genomes, exhibiting the lowest error rates and the highest pre-
cision across many different metrics. That said, variant calling even with an identical
reference strain may not yield perfect results; sequencing errors, low-level contamination,
and uneven coverage all hinder our efforts to identify clonal strains.

Despite these limitations, this analysis revealed some strains with very small accessory
genomes (Section 6.4.1), and few to no SNPs4. A threshold of 5 or fewer SNPs was
adopted: any pairs of strains from the same lysimeter with a SNP distance <=5 will be
considered to be candidates for being deemed resampled; whether or not some of the
strains may have arisen from laboratory contamination may never be known, but in the
interest of even sampling, these strains must be considered approximately identical and
removed so as to not unfairly weight later analyses (such as identifying the prevalence
AMR/virulence genes present in these genomes presented in Chapter 8, or the genome-
wide association study presented in chapter 9, . Figure G.10A and B in Chapter G show
the consequence of changing this threshold to 0 and 10 respectively, and shows the strains
that would be considered clonal as a function of SNP threshold stringency.

Choosing this threshold was problematic and perhaps the area of this chapter most prone
to scrutiny. With the initial clustering, the inclusion of all the strains showed the dis-
tance distribution across the collection and natural breaks in the distribution informed the
choice of a threshold. No such natural breaks are apparent with the within-cluster SNP
distances shown in Figure 6.8. Some might argue that only pairs have no within-cluster
SNPs should be considered clonal, especially if most concerned with retaining the greatest
number of strains; others concerned with mitigating the influence of duplicate strains (on
later GWAS analyses, for instance) might advocate for a more cautious threshold of 20
SNPs, based on Figure 6.8(iii). A threshold of 5 is an imperfect heuristic selected consider-
ing these different factors.

Figure 6.8: Histograms showing pair-wise distances of full SNPs within potentially
clonal clusters. Unlike the initial clustering, no natural break in the distribution
suggest an ideal SNP threshold for determining clonality.

6.5.2 Potential contamination

Two E. coli isolates from different fields having 0/1 SNPs is suggestive of sample contami-
nation or mislabelling. Some clusters, such as Cluster 3, had members from different soil
types, but the within-cluster SNP analysis within the cluster revealed 32 SNPs differenti-
ating them. These strains were noted, but they will be retained for future analyses.

Later analysis of gene presence/absence revealed other patterns that may be linked to the
sampling day (See Section 8.3.3).
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Figure 6.9: Clustering network of strain relationships from different soil types.
Clusters 9, 10, and 15 show close strain relationships from different soil types;
shape indicates soil type, and colour indicates the lysimeter identifier.
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Figure 6.10: Average nucleotide identity relationships per cluster. Pyani was used
to generate pairwise alignments with Mummer and calculate the average nucleotide
identity between pairs of isolates. The results were filtered to retain only those be-
longing to the probable clonal clusters. The minimum ANI observed was 0.9998879,
with a median ANI of 0.9999889, which corresponds to approximately 549 and 70
differing nucleotides (assuming 100 percent coverage of a 4.9Mb genome). Two
points are shown for each genome, as the pairwise matrix is not always symmetri-
cal. Points are horizontally jittered for clarity.
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6.6 Confirming Suspected Resampling

6.6.1 ANI

The majority of the isolates considered had extremely high ANI and coverage (Figures
6.10 and 6.11), with the exception of the Lys70—Lys98 pair and several pairs where
Lys160 is involved as the query in a pairwise comparison (see the largest cluster shown
in Figure 6.7); when Lys160 is the subject, the coverage difference is not observed. A
preliminary analysis based on BLASTing the unmapped sequence suggests that Lys160
harbours a plasmid similar to E. coli plasmid p5696-2 (CP041528.1). A 99% coverage
threshold selected where strains not meeting that threshold (as the query in the pair)
would be excluded from further clonality consideration.

Figure 6.11: Average nucleotide identity and coverage relationships per cluster.
The clusters suspected to be clonal share high alignment coverage and high average
nucleotide identity.

6.6.2 Trees

Lastly, as a separate validation, the phylogeny recreated by EToKi was inspected. EToKi
masks regions suspected to be recombinant, whereas none of the previous analyses take
recombination into consideration. The phylogenetic structure was considered in light of
the clonal clusters forming based on the initial pairwise comparisons; if clusters/pairs be
split across different clades (as unlikely as that would be), it could be assumed that the
clustering thresholds were too lax.

Visually inspecting the tree shown in Figure 6.12 shows that distance-based clusters are
strongly supported by the phylogenetic reconstruction. Relating the phylogeny to the
metadata by marking the tips with date of isolation revealed strong potential batch ef-
fects, potentially obfuscating a true biological signal.

4Note that all plots for individual clusters can be found in the Appendix section G.3.
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Figure 6.12: Relating the clonality to the phylogeny generated by EToKi. High-
lighted strains are very closely related (0-5 SNPs) within cluster. Tree is unrooted.
Shape shows the lysimeter’s soil type.
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One representative was randomly selected from each clonal cluster, shown in Figure 6.13.

6.7 Conclusions
Because the isolates present in the lysimeters can not be sampled in a way that give equal
weight to each lineage, we must take into account strains likely to be clones in future
analyses. The whole-genome sequencing data was used to call SNPs between each isolate
and a reference genome, and clusters of strains with similar SNP profiles were identified.
The relationships between these SNP profiles showed that resampling had occurred, which
is not unexpected given the nature of such an experiment. Using clusters defined by a
threshold of 200 SNPs within the core genome, and refining those clusters with variant
calling each cluster independently, I found strong cause to consider some members of the
clusters to be candidates for deduplication.

It is further worth noting that two strains (Lys26 and Lys143) were part of the resequenc-
ing effort; the fact that independent library preps of these strains proved to be clonal can
give us confidence in the decision to remove the strains under the criteria defined above.

There could be several explanations for the observed phenomenon of strains isolated on
the same day having such similar genomes, some of which have been mentioned previ-
ously.

• Water: During one sampling day (September 2010, 33 strains), the region had not
received enough natural rainfall to capture leachate; a hose was used to water the
plots so that leachate could be collected. This could be a source of strains that ap-
pear clonal between different lysimeters and different soil types. Fourteen strains
isolated day appear to be very strongly related, and four were close enough to be
considered clonal.

• Trainee researchers: The undergraduate researchers involved in strain isolation could
have introduced contamination through imperfect sterile technique. This would
partially explain some of the different-soil clones, where isolates from different soils
isolated on the same day appear to be clonal. I suspect this to be the most likely
scenario as evidenced by the relationship between sampling date and phylogeny.

• Other lysimeter facility users: Other users could have accidentally introduced con-
tamination.

• Rainfall, birds, insects, or other vectors not inhibited by the cage protecting the
lysimeter unit.

For annotated trees showing the effect of changing the final SNP threshold and the group-
ing by sampling date, see Figure G.7. From these candidate strains, a single member of
each cluster (per lysimeter, per date of isolation) was retained; 31 were removed from
future analyses.

The thresholds taken here could be considered strict, with the risk excluding biologically-
relavent clones; I limited our working definition of clonal strains to those isolated on the
same day from the same source and having five or fewer SNPs in the within-cluster vari-
ant calls. Having samples from the last slurry application, or enriched from hose water
would be the most helpful piece of the puzzle in determining whether apparently clonal
strains from different lysimeters are an artefact of isolation contamination or the result of
a biological process that preserved that lineage in the soil for a decade.
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Figure 6.13: Final tree showing which strains are retained from the clonal clusters.
Phylogeny generated by EToKi. Highlighted strains show up to 5 SNPs within
cluster; red circles indicate the strain randomly selected as representative of that
cluster. Tree is unrooted. Shape shows the lysimeter’s soil type.
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6.8 Supplementary Analyses

6.8.1 Initial analysis compared to Sakai

The run script found in Chapter-comparative-genomics/scripts/snp_calling/ was
modified to use E. coli Sakai (GCA_000008865.2) as a reference, and the results gener-
ated were saved to data/2020-01-clonality-core-results-old.tar.gz, unpacked to
2020-01-clonality-Sakai and the reference was switched.
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Figure 6.14: Comparison of alignment percentage between reference strains. Us-
ing strain ATCC 8739 as the reference resulted in fewer unmapped reads when
compared to using E. coli O157 Sakai as the reference.

6.8.2 Genes-wise analysis

As part of a later analyses to determine gene-of-interest presence/absence, Abricate and
ARIBA were run on the dataset with the potential clones included. What are shown be-
low are heatmaps resulting from those two programs on different databases; for more
information, see the analyses in Chapter 7.

Figure 6.15 shows an example plot with slight discrepancies within a clonal cluster. When
processing Abricate results, a generous 55% threshold was taken; colour scale indicates the
counts of a given allele.

The majority of the clusters exhibited identical gene detection profiles. For those that did
not, some differed in the number of gene copies detected (see VFDB cluster #13, where
different numbers of fimbrial genes were detected), while others (see ecoli_VF cluster #9)
showed some presence/absence differences.
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Figure 6.15: Virulence and AMR profiles of clonal clusters. Cluster 1 is plotted as
an example.
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After investigating the missing upaH allele in Lys162, this gene appears to be present mul-
tiple times but partially, which (along with the coordinates) is indicative of a gene on the
ends of a contig, potentially even causing contig breaks. This is an example of how the
counts resulting from such programs can be skewed from assembly errors.

cat 2020-01-16-abricate/2020-01-16-abricate-ecoli_vf.tab | grep ESC_OA3360AA | grep upaH
NODE_226_length_245_cov_18.906780 1 231 + upaH 3962-4192/8517 ......==....... 0/0 2.71 87.01 ecoli_vf VFG045823 AIDA-I type autotransporter protein
NODE_36_length_766_cov_33.189358 1 766 - upaH 3323-4088/8517 .....===....... 0/0 8.99 100.00 ecoli_vf VFG045823 AIDA-I type autotransporter protein
NODE_6_length_322891_cov_16.648152 69936 74582 - upaH 3871-8517/8517 ......========= 0/0 54.56 99.44 ecoli_vf VFG045823 AIDA-I type autotransporter protein
NODE_6_length_322891_cov_16.648152 74879 77532 - upaH 1-2654/8517 =====.......... 0/0 31.16 97.06 ecoli_vf VFG045823 AIDA-I type autotransporter protein

While these discrepancies may be worth revisiting, the nature of these gene-detection tools
is imprecise, and further delving into these is outside the scope of this analysis.
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Phylogenomics

7.1 Introduction
E. coli is known to have phylogenetic substructure, and understanding this substructure
allows insight into the evolutionary history of the organism. Reconstructing phylogeny
accurately is a difficult process due to recombination and variable rates of evolution in
different regions of the genome. Several methods have been developed that can be used
to help understand the substructure of the E. coli species: phylotyping, serotyping, multi-
locus sequence typing, and more. The usefulness of a given method is strongly dependent
on the application. Here, Clermont phylotyping, SNP-typing and core genome alignments
are used to better understand the substructure present within the soil-persistent E. coli.

The use of single nucleotide polymorphisms (SNPs) for phylogenetics is a high-resolution
approach to representing genomic lineages. SNPs can be used to differentiate closely-
related isolates with much more detail than multi-locus sequence typing. Broadly, SNP
calling is the process of mapping a sequence to a reference sequence, and identifying which
positions differ from the reference; if using some sort of sequencing read as input (as op-
posed to assemblies or whole genomes) the read depth can be used to determine the confi-
dence associated with a particular SNP (Nielsen et al. 2011). Calling SNPs relative to an
agreed-upon reference allows results to easily be compared to other strains without direct
comparison. Because of this, SNP-based phylotyping is regularly performed by national
public health organisations and international projects to detect, monitor, and diagnose
outbreak causes in close to real time (Zhou et al. 2013; Jenkins et al. 2015; Underwood et
al. 2013; Ashton et al. 2015; Quick et al. 2016).

SNP-typing in prokaryotes is complicated by high rates of recombination, and the speed
at which populations evolve. These alone makes accurate SNP-typing difficult, and the
problems are further compounded by the limitations of the sequencing technology, as
separating true variants from sequencing artefacts can be difficult (Olson et al. 2015; Holt
et al. 2009).

Recombination events may involve extracellular DNA, plasmids, prophages, and other
mobile elements; thus, the introduction (or removal) of mobile elements can drastically
alter the number of SNPs separating two otherwise similar strains.

Loosely speaking, two main approaches to variant calling exist: reference-mapping, and
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Table 7.1: Comparison of the four SNP-calling tools used in this analysis. Method
refers to whether the tool calls SNPs by aligning to a reference genome versus
whether a reference-free kmer comparison is used. Masking refers to whether or
not a tool identifies and masks recombinant regions prior to SNP calling; speed is a
rough descriptor of the tool’s execution time.

Tool Method Masking Speed
Snippy Alignment No Medium
kSNP3 Kmer No Slow
Parsnp Alignment No Fast
EToKi Alignment Yes Medium

kmer-calling. With most programs, the user can decide whether to use an external refer-
ence genome, or to select a reference from the isolates being considered. Additionally, the
programs used for SNP calling vary in how (if at all) they filter SNPs, and how (if at all)
they mask recombinant regions. Because of these many considerations, the SNP-calling
bioinformatics space is full of tools representing different approaches (Bush et al. 2019).
The tools used here are summarised in Table 7.1.

To compare the SPC to non-soil E. coli, a subset of the EnteroBase E. coli genome se-
quence database was constructed in a manner aimed at capturing the greatest amount of
genomic diversity in dataset that was tractable for comparative analysis. The construction
of this EnteroBase Subset Collection (EBSC) is described in Appendix Chapter F.

The input for SNP callers is typically either a genome assembly or raw reads. Due to the
computational burden of acquiring, storing, and processing the reads for the strains in the
EBSC, the analyses described here were done on genome assemblies. All genome assem-
blies were generated by EnteroBase’s pipeline in order to prevent discrepancies stemming
from different assembly algorithms, filtering decisions, and so on; all genomes in Enter-
oBase are sourced from short read studies, limiting any effect arising from difference in
sequencing technology.

Here, four SNP callers were selected, each with a track record of adoption by the com-
munity and covering a range of approaches: Snippy (Seemann 2020c), kSNP3 (Gardner,
Slezak, and Hall 2015), Parsnp (Treangen et al. 2014), and EToKi (Zhou et al. 2020).

7.1.1 Reference Selection

With the exception of kSNP3 where SNPs were determined by comparing the kmers
present in one isolate to kmers present across all strains considered, a reference genome
was used in the SNP calling.

Escherichia coli ATCC 8739 was selected as the SNP calling reference, as considerable
genome finishing work was done by the Joint Genome Institute and as it is well anno-
tated with functional Interpro markers, which may be beneficial for later analyses. The
particular choice of reference strain does not have much bearing on the downstream com-
parisons as long as the same reference is used for all strains; however, Bush et al. (2019)
showed that for most other methods, the distance between a reference genome and se-
quenced isolate can affect SNP calling accuracy (see Chapter 6 as well). In that work,
Snippy was shown to be the most robust against any effect introduced by a particular
reference genome.
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7.1.2 SNP calling and recombination

Parsnp allows users to filter out recombination, but it is not enabled by default. To that
end, I did not filter out recombination with Parsnp, as I have not heard from the authors
about the rationale for their decision, and its inactivation by default suggests that it may
not be appropriate in all cases.

7.1.3 Core and Accessory genome phylogeny

Recombination from mobile elements further complicates phylogenetic reconstruction:
the core genes (i.e. those considered essential and present in the vast majority of a set
of strains) and acquired genes can represent entirely different evolutionary histories. As
such, assessing the core genes can yield insights into the “true” phylogenetic history of the
strain. Likewise, the accessory genes can be assessed in a similar manner to SNPs to tease
out fine substructure, inform about genetic exchange between members of a community,
and hint about functions that might be of benefit for a given environment.

7.1.4 Transition/Transversion rates

The ratio of transitions to transversion rates (Ts/Tv) is a property generally found to
be more or less stable within a species (Yang and Yoder 1999). There are two possible
transition mutations and four possible transversion mutations, creating an expected ra-
tio of 0.5:1 assuming equal likelihood of each; however transitions are found to be much
more common in nature (Sinha and Haimes 1981; Stoltzfus and Norris 2016). This has
been accredited to the energy cost of the nucleotide transition being less than that of a
transversion, but it remains an open question (Stoltzfus and Norris 2016). Ts/Tv ratios
are relied upon throughout eukaryotic genetics, where they can be used for quality con-
trol and for informing on the significance of various variants (Wang et al. 2015). A ratio
of between 2:1 and 3:1 is typical in the human genome (Wang et al. 2015); higher rates
of between 3 and 5 have been observed comparing across species (Rosenberg, Subrama-
nian, and Kumar 2003). The application of Ts/Tv ratios as a quality control measure to
prokaryotes is limited by the higher rates of mutations, but still can be a useful metric in
assessing SNPs: because the ratio should hold for an organism if mutations are introduced
by chance, deviations from the expected ratio could indicate purifying selection.

7.1.5 Research Questions:

• Do the isolates in the SPC show form distinct clusters within the wider E. coli phy-
logeny?

• Does the genomic context of SNPs suggest that particular mutations are enriched?
• How do the different methods of reconstructing phylogeny compare?

7.2 Methods
For run scripts, manifests, analyses, and details about the versions of tools used, see the
digital version of this document archived on Zenodo (10.5281/zenodo.3865684). Default
parameters for all tools are used unless otherwise noted. Analyses are summarised here.

In all cases, SNP callers were run twice: once for just the soil-persistent collection (with
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our control/reference strain) and once considering the soil-persistent collection and the
EnteroBase subset. snp-dists1 was used to build distance matrices from alignments to
aid method comparison.

7.2.1 Genome assembly quality control

The assemblies used in this analysis were generated by EnteroBase; the decision to use
these assemblies was based on needing to ensure that the Soil Persistent Collection (SPC)
and EnteroBase Subset Collection (EBSC) were run through a uniform pipeline, prevent-
ing batch effects due to read trimming parameters, assembler choice, or quality filtering.
The quality control pipeline is outlined by the authors in the documentation2.

7.2.2 Running kSNP3

kSNP3 version 3.1 was used, which requires the user to set a value for k; they include a
tool Kchooser to choose the optimal kmer size for a given dataset by determining “the
fraction of kmers that occur only once in the median-length genome from your data set”.
Different values for k are tested, and the optimal k is the largest value that yields these
unique kmers in the median-length genome. Then, the sequence diversity of the kmers at
that length is determined by calculating the fraction of the kmers present in all strains.

Optimal k considering just the soil strains was 23, and for the whole set was 19bp3. The
fraction of kmers present in all the genomes for the soil strains and the whole set were
0.145 and 0.197 respectively. The kSNP3 manual describes this value as a proxy for se-
quence diversity. Gardner and Hall (2013) shows that when the fraction of core kmers
greater than > 0.1, sufficient sequence diversity is present to accurately reconstruct phy-
logenetic relationships; as this fraction in our datasets exceeds that, indicating that the
SNP-based phylogeny should be a good proxy for true phylogeny.

kSNP3 was run on the Soil Persistent Collection (SPC) and the SPC combined with the
EnteroBase Subset Collection (EBSC). kSNP3 development stalled several years ago, and
the execution time suggests optimisation is needed; for the combined sets of strains, the
program crashed after running for three weeks; thus the results are presented here for the
SPC only.

7.2.3 Running Parsnp

Parsnp was run with default parameters except for adjusting the number of threads and
using the -c flag to ensure that all sequences were considered. harvesttools was used
to extract an alignment from the results, and snp-dists was used to generate a distance
matrix.

7.2.4 Running Snippy

Although Snippy is geared towards working with raw reads, it is intractable to get
all the raw reads for the 1500+ EnteroBase strains, so SNP calling was performed

1https://github.com/tseemann/snp-dists
2https://enterobase.readthedocs.io/en/latest/pipelines/backend-pipeline-qaevaluation.html
3Note that this metric depends on the length of the median genome in the collections, which was

4964102 and 5033553 respectively in the SPC and combine SPC+EBSC. By default, kSNP assumes 1% of
the genome contains genuine repeats, and recommends adjusting percentage if necessary (i.e. if only a low
percentage of kmers was found to be unique); this adjustment was not required for these datasets.
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exclusively on the assemblies; when using assemblies, Snippy generate synthetic reads
from the assemblies and processes these. snippy-multi was used to run isolates
against the reference genome, and snippy-core was used to build the core alignment.
Lastly, as Snippy does not generate a phylogenetic tree, FastTree (Price, Dehal, and
Arkin (2009)) was used to generate a maximum likelihood tree using the same pa-
rameters that Parsnp uses internally: -nt -quote -gamma -slow -boot 100, which
indicates that the quoted names of nucleotide sequences will be used to label a tree
refined under the Gamma20 model (Yang 1994), bootstrapped with 100 resamplings.
Execution scripts run_snippy_multi.sh and run_snippy_core can be found in
./Chapter-comparative-genomes/scripts/snp_calling/.

7.2.5 Running EToKi

EnteroBase has a pipeline for running SNP analyses on their platform, but it can be run
with a maximum of 200 strains. The backend for their analyses, however, is available
on GitHub under the name EtoKi. After contacting Enterobase (https://github.com/
zheminzhou/EToKi/issues/7) for the steps required for replicating their analyses, I fol-
lowed their directions for recreating the pipeline by running commands EToKi align fol-
lowed by EToKi phylo on the results. These steps were implemented in the run_etoki.sh
script, where the align and phylo calls were followed by snip-dists to generate the dis-
tance matrices.

7.2.6 Running EzClermont

E. coli phylogroups were determined using EzClermont, which performs in silico Clermont
2013 phylotyping. Details on this are described in Appendix Chapter D; phylogroups are
used throughout for labelling strains in the visualisations presented here.

7.2.7 Comparison gene tree

Thirty-two known core genes were extracted from the Enterobase assemblies with AM-
PHORA2 using a custom built Docker image4. The amino acid sequences identified by
AMPHORA2 were aligned with CLUSTAL Omega using default parameters (Sievers
et al. 2011). In a few cases, AMPHORA2 failed to detect a gene in the majority of the
isolates. Alignments were trimmed with TrimAl (version 1.2) using default parameters
except setting -gapthreshold .5 to remove regions of the alignment with low coverage.
It is unknown why not all the

RAxML (Stamatakis 2014) was then used to generate a maximum likelihood tree under
the PROTGAMMAWAG model as suggested by the manual, which incorporates a gamma model
with the substitution matrix from a WAG model (Whelan and Goldman 2001).

7.2.8 Accessory genome from Roary

Lastly, the tree made from the presence/absence matrix of the accessory genome deter-
mined by Roary was considered as well. By default, this accessory tree is built from the

4nickp60/amphora2:latest, digest :1476da59e0c. This image was created to provide a modern in-
terface to the MarkerScanner script, which relied on outdated Perl libraries, referenced absolute system
paths, and had a broken commandline interface. As this script is primarily a wrapper for the HMMER
and Emboss, this was rewritten, taking care to implement the same filtering criteria used by the original
script.
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Table 7.2: Core and total SNPs within the SPC and combined SPC + EBSC
strains as determined by four different tools. Dashes indicated values not reported
by a tool; asterisks indicate values not reported due to execution issues.

Tool SPC core SPC total Combined core Combined total
Snippy 76037 97735 35888 99532
kSNP3 42268 394001 * *
Parsnp 68308 - 1995 -
EToKi - 298576 - 940178

first 4000 accessory genes in the pangenome. As discussed in the next chapter (Chapter
9.2.3), Roary was run on the EnteroBase assemblies with a minimum BLAST percent
identity for orthologs of 90%; this was relaxed from the default value to incorporate the
diversity present within E. coli.

7.2.9 SNP interpretation

I developed a utility called vcfortless5 to gain insights from a Variant Call Format (VCF)
file by relating it back to an annotated reference. Using the annotated reference for the
coordinates of coding regions, it detects whether a SNP is inter/intragenic, synonymous
or non-synonymous, in a putative promoter region (within 15 base pairs of the start of
an ORF), causes a premature stop, etc. Note that this only works with SNPs, and not
the complex mutation types defined by Snippy; such loci are ignored for this analysis.
Another limitation of the approach taken by vcfortless is that it does not “double check”
whether a premature stop codon is in frame in the sequenced isolate, only in the refer-
ence; it is possible that an isolate could have deletions that result in a translatable gene
sequence despite appearing to have a premature stop codon in relation to the reference.

vcfortless was run on the VCF files generated by Snippy using default parameters.

7.2.10 Trees

Phylogenetic trees were visualised with ggtree (Yu et al. 2017). When needed, nodes were
rotated so that the clades are arranged in a similar orientation between trees.

7.3 Results within the SPC

7.3.1 SNP counts

Table 7.2 shows the raw SNP counts for each of the tools used. Not all tools calculate all
the metrics (EToKi doesn’t calculate core SNPs, for instance), and in the case of kSNP3,
the combined dataset’s SNPs could not be calculated. Between 42k and 76k SNPs were
found to be core to the SPC; considering the combined SPC and EBS, Parsnp calculated
a very small number of SNPs core.
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Figure 7.1: Comparison of SNP-based phylogenies. Four methods (A=Parsnp,
B=Snippy, C=EToKi, D=kSNP3) of building SNP trees were employed and found
to yield very similar results. The execution times of the methods varied widely,
with Parsnp being the fastest and kSNP3 being the slowest. Where applicable,
strain ATCC 8739 was used as the reference
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7.3.2 SNP tree topology

Considering the overall number of SNPs (Table 7.2), the methods are not directly con-
sistent with each other: heuristic-based methods like Parsnp yield a smaller number of
SNPs, whereas exhaustive methods such as kSNP3 find many more. However, Figure 7.1
displaying the resulting trees shows that the overall topology is very well conserved. These
four SNP-based methods of reconstructing phylogeny yield very similar trees, which sug-
gests that the phylogenetic reconstruction is robust to the different approaches the tools
use, and that after a certain number of SNPs the resulting phylogeny does not change
much. Figures 7.2 comparing SNP phylogeny to other methods, the tree from Snippy was
selected as a representative from these four methods.

The EzClermont phylogroup results are not entirely concordant with the SNP-based phy-
logeny. For instance, a cluster of four phylogroup A strains (Lys70, 91, 98, and 101) are
localised apart from the rest of the phylogroup. This may clarify why a similar group-
ing occurred considering various genes of interest (see Section 8, Figure 8.2). This could
indicating that either these strains are improperly classified with EzClermont, or that
the phylogenetics of phylogroup A strains are poorly summarised by the (Ez)Clermont
phylotyping method.

Both phylogroups B2 and E show subgroups with very little diversity. This could be an
artefact arising from resampling: the very shallow branches of these strains could indi-
cate clonality, which could explained by the introduction of a foreign isolate during the
sampling or enriching (see Figure 6.12). However, taken at face value, it could be con-
cluded that the rates of evolution on those branches of the tree are low because a sort of
“local minimum” has been reached, where a narrow set of genomic characteristics of those
strains have proven to be successful in the soil environment. Conversely, clades like phy-
logroup B1 show more intraclade diversity with deeper branches within the clade, perhaps
suggesting that phylotype as a whole is successful in the soil (recall that the majority of
the isolates are phylogroup B1) but that no one set of genomic characteristics seems to be
essential for B1 soil survival.

7.3.3 Comparing SNP and core phylogenies

Plotting a representative SNP-based phylogeny alongside the core and accessory phy-
logeny shows features (Figure 7.2) beyond what the SNP tree (A) alone shows. The
AMPHORA2-identified core genes yielded an alignment with very little diversity, unsur-
prising considering the conservation of the core genes. This tree (Figure 7.2B) loosely
recapitulates the SNP-based phylogeny and generally follows the EzClermont phylotyp-
ing. One notable difference is that the core gene phylogeny does not distinguish group C
from group B1; this could be due to the specific subset of genes that AMPHORA consid-
ers, or it may indicate that the majority of differences that separate the clades are due to
differences in the accessory genome alone. Modelling this with more of the core genome
considered might resolve this question; an alternative approach could be to construct a
SNP-based phylogeny from the core genome and compare it one constructed from acces-
sory SNPs.

The core genome alignment hides much of within-clade diversity. Conversely, the accessory
5https://github.com/nickp60/open_utils/blob/master/vcfortless; the version at commit “efb6142” was

used for the analyses here
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Figure 7.2: Comparing SNP-based phylogeny to gene-based phylogeny. The SNP
tree captures the overall topology of the phylogenetic relationships. The core
genome alignment from AMPHORA shows shallow branch lengths within clades.
The accessory genome tree still recapitulates the overall topology of the phylogeny,
but highlights some within-clade variation.
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genome tree from Roary (Figure 7.2C) shows similar structure to the SNP tree but exag-
gerates the branch depths. However, the branch lengths of clades A and B1 do not appear
exaggerated, again suggesting that displaying genomic constraint in these clades may be a
result of passage through the soil environment.

Because SNP-calling (and for that matter core gene alignments) can only consider homolo-
gous regions between strains, the accessory genome tree has the advantage of incorporat-
ing those regions not common to all strains. This can enable differentiation of otherwise
monophyletic subgroups from the SNP tree. For instance, considering group A, Lys76,
Lys66, and Lys104 appear to be very closely related according to both the SNP- and core
genome-based trees, but the accessory gene tree shows that Lys104 is distinct from the
others. Unlike in the core genome tree, the accessory genome tree places phylogroup C
separate from the B1 clade, similar to the behaviour shown by the SNP trees.

Further work could be done in this area to compare the soil-persistent collection to strains
isolated around the world at various times, where using a Bayesian framework evolution
rates could be inferred. During discussion with Dr. Liam Burke from NUIG’s Bacteriology
discipline, it was also noted that as these strains potentially act as a genomic time capsule.
Comparing historical AMR usage in Ireland to the strain’s AMR profiles coupled with a
molecular clock-based phylogeny may illuminate whether these strains appear similar to
other strains isolated in the early 1990s.

7.3.4 Assessing SNP location

Figure 7.3: Histogram of the number of SNPs in the soil-persistent collection rel-
ative to ATCC 8739. Note that SNPs can only be called in regions shared by the
isolate and the reference, which may explain why the number of SNPs do not ap-
pear to correlate with the expected phylogenetic distances.

vcfortless was used to determine features of each SNP detected by Snippy in relation
to the ATCC 8739 reference genome. The histogram of the number of SNPs further high-
lights the diversity within the E. coli phylogroups (Figure 7.3); for instance, although
the reference is from phylogroup A, members of phylogroup C show the fewest SNPs. Al-
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though group B2 appears more distant from the references compared to group E according
to the phylogenetic trees, the highest SNP counts are found in group E. That said, these
findings are highly dependent on both the reference being considered and the fact that
SNPs can only be called in homologous regions of the genome; in reality group E is more
closely related to group A than group B2 is, but the closer relationship results in more re-
gions of the genome that could be considered homologous, increasing the potential number
of SNPs6.

Figure 7.4: Histogram of transition:transversion ratios, coloured by mutation con-
text. The ratio of transitions:transversions is much lower among non-synonymous
mutations.

The Ts/Tv ratio average across the whole dataset was 6.26 (s.d. 0.32); this rate differed
strongly between the total and those SNPs that did not result in an amino acid change
(Figure 7.4). The non-synonymous average of 2.9 (s.d. 0.23) is comparable to the 3:1 ratio
observed by Perna et al. (2001). This indicates that while many mutations are present the
relative proportion of those causing amino acid changes is consistent with what could be
expected from an E. coli.

A rough calculation based on the E. coli K-12 genome shows that about 12% of the
genome is intergenic; for our reference genome this holds. Comparing the rates of muta-
tions between the intergenetic and intragenic regions would recapitulate that ratio under a
model of randomly distributed SNPs. Figure 7.5 shows that the actual ratio weighs more
heavily towards the intragenic region. This holds across phylogenetic groups, as can be
seen in Figure G.14. Further, those isolates with a higher percentage of non-synonymous
mutations appear to revert closer to the expected ratio of intragenic to inter. This seems
initially counter-intuitive — if non-synonymous mutations failing to improve fitness are
removed due to purifying selection against over time, it would be expected that isolates
with a higher number of non-synonymous mutations would show a ratio further from
chance. However, a major caveat of this analysis is that as SNP-calling requires alignment
of regions, and if an intergenic region is more diverse, it may be more difficult to align,

6Figure G.15 shows this histogram using E. coli Sakai, a group E isolates, as the reference.
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resulting in fewer SNPs. Indeed, the ratio of intergenic nucleotides to total nucleotides is
about 6:50, whereas the ratio of SNPs in intergenic regions to total SNPs is about 3:50.

Figure 7.5: The expected versus actual ratio of intergenic to intragenic SNPs for
each isolate, coloured by percentage of SNPs causing an amino acid change. The
relationship between the number of intergenic and intragenic SNPs in each isolate
is not random, and may vary by the number of percentage of non-synonymous
mutations. Under a random model with equal distribution across the genome, 12%
of total SNPs should occur in intragenic regions (red line). The SNPs in the soil-
persistent collection are biased towards intergenic regions (slope of 7.1%, r2=0.89).
Those isolates with a higher proportion of SNPs resulting in an amino acid change
(darker green) group closer to the expected ratio. This could be due to increased
difficulty calling SNPs in intergenic regions.

Figure 7.6 shows that there is a strong correlation between the number of SNPs and num-
ber of SNPs in promoter regions (as determined by vcfortless), potentially indicating that
SNPs accumulate in promoter regions at a similar rate as other parts of the genome7.
However, the cluster of B1 strains in the top right may indicate that some strains have a
disproportionate amount of promoter SNPs relative to the total number of SNPs. This is
in agreement with the findings from the SNP and accessory tree which indicated that the
B1 clade is more genomically plastic than the other clades; the introduction of SNPs into
putative promoter regions may be advantageous by modulating expression of functional
various systems with relatively few mutations (Yona, Alm, and Gore 2018).

The number of premature stop codons (PSCs) showed no correlation with the overall
number of SNPs, and little correlation with any one phylogroup (see Figure G.12).

7Note that vcfortless considers promoters as a distinct set from the intergenic sequences. This in
intentional, as it enables consideration of with and without linkage to the coding regions separately from
including the promoter as either intergenic or intragenic.
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Figure 7.6: The relationship between the total number of SNPs and SNPs within
putative promoter regions identified by vcfortless, per isolate. This analysis sug-
gests that the number of SNPs in putative promoter regions is correlated with the
total number of SNPs, indicating that promoters may not be hotspots of mutations
in these genomes.

117



7.3. Results within the SPC Chapter 7

Figure 7.7: The relationship between the accessory gene-based phylogeny, total
SNPs, and mutation types. Mutation rates and types differ by clade; for instance,
despite having a high number of total SNPs group E appears to have both low
incidences of mutations causing premature stop codons and a low percentage of
non-synonymous mutations. Mutation types are determined relative to ATCC 8739
(REF in figure).
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Comparing the SNP characteristics against the accessory genome-based phylogenetic tree
(Figure 7.7) reveals that some characteristics are closely linked to phylogeny8. The acces-
sory genome tree was shown here rather than a SNP tree to prevent speculation about
whether the SNP characteristics and a SNP-based phylogeny exhibit an exaggerated link.
As no SNPs were detected in the reference strain, values for the reference are missing.
There appears to be an inverse relationship between overall branch length and both pre-
mature stop codons and the percentage of non-synonymous SNPs (Figure 7.8).

Figure 7.8: Relating the branch depths (calculated between the ’root’ and the tip)
and the number of premature stop codons (A) and percentage of non-synonymous
mutations (B). In both cases, there appears to be a negative relationship.

Phylogroup B2 exhibits particularly low percentages of non-synonymous mutations and
few PSCs introduced, despite having the deepest branches relative to the reference. This
may support the hypothesis that some clades have a narrower range of adaptability
(i.e. fewer mutations supporting viability) than the other clades, and this suggests that
the introduction of PSCs may to tend lessen fitness. The strains clustering closest to the
reference (Lys89, Lys23, and Lys108) exhibit the highest percentage of non-synonymous
mutations, but an overall low number of SNPs. While this could be merely an artefact
of the reference choice, a cluster of four phylogroup B1 strains (Lys119, Lys154,Lys117,
and Lys7) show a comparably low SNP count; given the similar profiles (low SNP counts,
moderate proportion of non-synonymous SNPs) between strains close to the reference and
strains at a considerable distance from the reference, these profiles cannot be attributed
solely to reference selection.

As for strains that stood out in the genes of interest analysis, both Lys112 and Lys65
show very low SNP counts and few to no PSC’s. This would support a model where these
strains gained function from recombination, creating regions of the genome that would not
be considered in a reference-based analysis.

8See Appendix Figure G.13 for an alternate figure in reference to a SNP-based phylogeny.)

119



7.4. Results of the SPC in Context Chapter 7

7.3.5 Comparing phylogeny with experimental data

Figure 7.9 shows Roary’s accessory gene tree and the growth curve data presented earlier
in Figure 3.18; there does not appear to be any clear association between fitness at differ-
ent temperatures and lineage. Further statistical analysis would be needed to confirm this,
and is an opportunity for future investigation.

7.4 Results of the SPC in Context

7.4.1 No cluster of SPC isolates appear distinct from non-soil E.
coli

Figure 7.10 shows where the soil-persistent strains are placed within the broader E. coli
phylogeny by presenting the SNP-based phylogeny (generated with Snippy) of the com-
bined soil-persistent and EnteroBase Subset collections. The Snippy core tree was selected
because the Parsnp analysis detected a very low number of core SNPs. The classic clade
structure of the E. coli species is recapitulated here, coloured with the Clermont phylo-
types for ease of reference. As discussed earlier, the soil-persistent strains are not all from
one clade — the strains are dispersed throughout the tree.

Apart from the strains considered to be potential resamplings, there is no sub-clustering
within phylogroups that suggests a direct phylogenetic link to soil persistence. Gener-
ally, most strains have some close relatives present in EnteroBase, with the exceptions
discussed below.

Branches are red if they lead to a soil-persistent strain. Regardless of the cluttered nature
of visualizing all these strains in one static image, the overlapping of some elements (hid-
ing the short red branches) highlights the few long red branches (indicating strains with
distinct SNP profiles). These soil-persistent strains with long red branches indicate that
the nearest isolate in the combined collection is notably distant from the other strains
considered, potentially indicating novel genotypes. Among those are Lys112 (noted in
Chapter 8 for harbouring interesting virulence and AMR profiles), Lys1 and Lys13 (iso-
lates from two of the non-control lysimeters), Lys86, and Lys116. Figure 7.11 shows the
region of the tree surrounding Lys13 as an example. Further analysis of these strains in
particular may yield new information about the species.

7.5 Discussion

7.5.1 Diverse mechanisms of soil persistence

The use of SNP-calling to reconstruct phylogeny has confirmed what previous chapters
have hinted at: the soil-persistent strains are genomically diverse: neither belonging to
one phylogroup nor appearing to form distinct subclusters within each phylogroup. This
suggests that mechanisms for soil persistence are likely not limited to a single gene or
pathway, rather that there are multiple genotypes that all lead to this phenotype.
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Figure 7.9: Heatmap comparing growth rate to phylogeny. No clear trends asso-
ciate phylogeny and growth rate. Growth rates are normalised within an experi-
mental condition.
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Figure 7.10: Phylogeny of the combined SPC and EBSC. Isolates from the soil-
persistent collection are distributed throughout the broader phylogeny. Red
branches indicate those leading to soil-persistent strains; long branches indicate
sizable distance from other strains. 122
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Figure 7.11: Region combined SPC and EBSC phylogeny surrounding Lys13, one
of the isolates that appear to represent new genomic diversity. Soil isolates are
labeled and have a red branch leading to the tip.
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7.5.2 Within-clade diversity

There appears to be a range of diversity within phylogroups as well, where some such
as B2 and E show shallow branch lengths and low rates of non-synonymous mutations,
whereas other clades such as B1 show that many possible genotypes present in that clade
support soil-persistence. The genomic diversity of the E. coli phylogroups have been ob-
served previously to not be uniform (Meier-Kolthoff et al. 2014); indeed, Abram et al.
(2020)’s analysis of a large group of strains showed that B2 and E clades have large core
genomes (i.e. many genes are shared between all isolates in a clade) and relatively small
accessory genomes. As discussed above and in Chapter 6, a lingering question about the
extent and effect of resampling within the SPC remains, but also could be true for the
selection of comparison strains from Enterobase: members of each MLST were selected to
combat this, but the global sampling efforts have largely been focused on the biomes most
relavent to human health which likely is not representative of the total E. coli diversity.

A recent work by Scheuerl et al. (2020) discussed the effect of the microbial community on
evolution and fitness; they found that isolates in their aqueous microcosms tended to “ex-
plore” fewer genetic options when in contact with a complex community, and that isolates
in sparse communities showed more evolutionary capacity. This could present an area
of future research, as quantifying the microbial community in the lysimeters was outside
the scope of my work. Relating alpha and beta diversity metrics to E. coli SNP profiles
could hint to the role that they play in the soil. Protozoal grazing has long been known to
be a factor in E. coli survival (Tate 1978), and protozoa abundances and activity in the
lysimeters is currently unknown.

Another recent paper similarly showed that larger populations tend to evolve riskier trade-
offs (Chavhan, Malusare, and Dey 2020). This suggests that large contamination events
may provide the “critical mass” of E. coli needed to find niches as the microbes find them-
selves in the environment after inhabiting the gut, further supporting the notion that soil
persistence may well be a widespread capacity in all E. coli rather than just the result of
long-term passaging through the soil.

Assessing ts/tv ratios via within-clade references may help clarify some of the findings
presented here, particularly the discrepancy between the branch lengths and mutations
detected. Another approach that is mentioned in the Breseq manual (Barrick et al., n.d.,
2009) recommends adding transposon sequences or known plasmids to the reference to
allow for SNP calling in potentially non-homologous regions. Extending that to an “ideal
synthetic reference” created from a pan-genome may provide optimal sensitivity for SNP
calling.

The 31 core bacterial marker genes identified by AMPHORA2 proved to be too conserva-
tive for our purposes; extending this gene set may allow more accurate reconstruction of
ancestral states. For instance, using the core genes identified by Roary would increase the
number of genes considered by two orders of magnitude, allowing for additional discrimi-
nation still within the context of core phylogeny. An alternative approach would be using
a curated set of genes core to the genus Escherichia, as presented by Gonzalez-Alba et al.
(2019). Additionally, phylogenetic analysis with back-translated sequences could be more
informative than the protein-based analysis presented here.

The genomic diversity of the Soil-Persistent Collection underscores the versatility of this
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organism to survive the different environments. Soil persistence is not a trait confined to
one lineage. However, the collection holds a few isolates that potentially show genotypes
not seen previously, and represents an opportunity for further study.
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Chapter 8

Virulence and Antimicrobial
Resistance Genes

8.1 Introduction
In addition to being a natural member of the gut microbiome, certain pathotypes of
E. coli can cause diseases; these range from mild food poisoning to urinary tract infec-
tions, gut dysbiosis, hemolytic–uremic syndrome, and bacterial meningitis (Tenaillon et
al. 2010; Robins-Browne and Hartland 2002; Ferdous et al. 2015; Hoffman et al. 2000); en-
teropathogenic and enterotoxigenic pathotypes alone have been estimated to cause around
200,000 deaths annually (Kirk et al. 2015). The virulence of some strains may be modu-
lated by a relatively small number of genes; further, in many cases (such as the O157:H7
isolates) the virulence factors have moved between organisms via horizontal gene transfer,
making phylogenetic markers a poor indicator for virulence (Schwan 2011; Magistro et al.
2017; Tu et al. 2016; Tronnet et al. 2016; Abe et al. 2008).

An additional challenge to healthcare providers is the range of antimicrobial resistances
possessed by E. coli: some strains are easily treated with standard antibiotics, while
others push the boundaries of what can be warded off in the clinic (Poirel et al. 2018;
Komatsu et al. 2018). Indeed, E. coli is among the Because of this, the virulence and
antimicrobial resistance gene profile can be used to guide understanding the risk posed
by a given strain (Tagini and Greub 2017 ; Hunt et al. 2017). Baquero, Martínez,
and Cantón (2008) discuss four areas that could be considered “bioreactors” for the
exchange/dissemination of antimicrobial resistance genes via horizontal gene transfer,
naming the soil as one of them.

E. coli is regularly used as an indicator for fecal contamination of soil and water using
culture-based techniques, defined substrate assays, or polymerase chain reaction (Donsel,
Geldreich, and Clarke 1967; Jang et al. 2017; Mendes Silva and Domingues 2015). Soil-
persistent E. coli complicate the use of E. coli as an indicator, as one of the criteria for
indicator species is that their presence in the environment is transient. One consequences
of this is the potential for over-estimation of contamination in the presence of such strains.
Regardless of the impact of detection and monitoring, the health risk associated with
soil-persistent isolates is unknown.
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In the absence of information about the virulence capacity of such strains, current non-
sequencing approaches are problematic, thus, assessing the virulence and resistance pro-
files of native soil isolates could help inform decisions based on these indicators.

To that end, the virulence and antimicrobial resistance (AMR) genes were identified in the
soil-persistent collection in order to determine what risk these strains (and generally, the
risk other soil reservoirs of E. coli) may pose to human and animal health.

The presence of virulence and antimicrobial resistance genes were determined with ARIBA
(Hunt et al. 2017), a read-based method, and with Abricate (Seemann 2020a), which
operates on genome assemblies. Both tools operate in a similar manner: each isolate is
screened against a database containing a curated set of genes of interest, the hits are fil-
tered to reject incomplete genes, and the results are aggregated across the whole strain
collection. ARIBA (Antimicrobial Resistance Identification By Assembly) performs the
screening directly on reads by mapping to the reference database and performing local as-
semblies of reads mapping to each gene. Abricate uses a BLAST-based approach to screen
previously-assembled sequences against a reference database. In both cases, although the
names suggest that the tools are for AMR genes, they are widely used with virulence gene
databases as well.

When possible, metadata from the database was used to annotate the class that a given
virulence factor or antimicrobial resistance may belong to (i.e., the drugs an AMR gene
confers resistance to, or the functional class of a virulence gene); however, for each
database, these metadata are either missing or incomplete. Similarly, relating virulence
results between tools is complicated by the use of slightly different distributions of the
Virulence Factor Database (Chen et al. 2005). The curation of such metadata is outside of
the scope of this work, and as such I have endeavoured to make the most of the available
data to allow comparison between the different tools and the different databases.

Of particular interest to the E. coli community is whether or not these strains harbour
the stx toxins, as these strains can cause severe illness. However, the presence of these
genes alone is not necessarily indicative that the toxin is active, and the other genes (such
as intimin eae which enhances attachment to target cells, or tia, an adhesin used strains
lacking the locus of enterocyte effacement (LEE) pathogenicity island) are required for
optimal effectiveness of the toxin [Ethelberg et al. (2004);bondi_gene_2017]. The stx
genes are included in the virulence databases mentioned above, but an additional pipeline,
stx_subtyping, was run for confirmation (Ashton et al. 2015).

8.1.1 Research questions

• What virulence factors and antimicrobial resistance genes are harboured by the
SPC?

• Do any of the isolates appear to have the stx toxin?
• Are the virulence and antimicrobial resistance gene profiles correlated, or do they

appear to be genomically unlinked?

8.2 Methods
See Appendix Chapter A for details about accessing the code and scripts used. The rele-
vant scripts are described in each methods section below.
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Table 8.1: Database versions used by Abricate.

Database Sequences DB Type Date
plasmidfinder 460 nucl 2019-Sep-10
ecoli_vf 2701 nucl 2019-Sep-10
ncbi 5029 nucl 2019-Sep-10
vfdb 2597 nucl 2019-Sep-10
card 2594 nucl 2019-Sep-10

8.2.1 Databases

The following databases were used in this study:

• Antimicrobial Resistance
– Comprehensive Antimicrobial Resistance Database (CARD) https://card.

mcmaster.ca/. CARD is a curated set of genes and a defined ontology (Alcock
et al. 2020)

– National Center for Biotechnology Information’s Bacterial Antimicrobial
Resistance Reference Gene Database (NCBI) https://www.ncbi.nlm.nih.gov/
bioproject/PRJNA313047, and https://www.ncbi.nlm.nih.gov/pathogens/
isolates#/refgene/. (Feldgarden et al. 2019 )

• Virulence
– Core (experimentally verified) Virulence Factor Database VFDB (vfdb) http:
//www.mgc.ac.cn/VFs/ (Liu et al. 2019; Chen et al. 2005)

– Full Virulence Factor Database VFDB (vfdb_full) http://www.mgc.ac.cn/
VFs/

– VFDB supplemented with E. Coli Virulence Factor DB (vf_ecoli) https://
github.com/phac-nml/ecoli_vf (Leimbach 2016)

8.2.2 Abricate Databases and Execution

The databases described in Table 8.1 were downloaded and formatted for use with Abri-
cate; Abricate was used with default parameters on the assemblies generated by Enter-
obase, and summarised with Abricate’s summary tool. In the post-processing, hits with
90% sequence identity are retained, matching the defaults of ARIBA’s --summary flag.

8.2.3 ARIBA

The NCBI, card, and vfdb_full databases were downloaded with ARIBA’s getref com-
mand on January 18th, 2020. ARIBA was run on the raw reads (see Appendix Chapters
C.1.1 and E. The presence/absence results across SPC were summarised with ARIBA’s
summary tool.

8.2.4 Visualisation

Heatmaps were created using the pheatmap package (Kolde 2019). For the dendrograms,
the default clustering method (complete linkage clustering) was used; the order of the
leaves was modified to use sorted dendrograms for presentation using the dendsort pack-
age Sakai et al. (2014).

In the virulence heatmaps, genes present in all strains were omitted from the heatmaps

129

https://card.mcmaster.ca/
https://card.mcmaster.ca/
https://www.ncbi.nlm.nih.gov/bioproject/PRJNA313047
https://www.ncbi.nlm.nih.gov/bioproject/PRJNA313047
https://www.ncbi.nlm.nih.gov/pathogens/isolates#/refgene/
https://www.ncbi.nlm.nih.gov/pathogens/isolates#/refgene/
http://www.mgc.ac.cn/VFs/
http://www.mgc.ac.cn/VFs/
http://www.mgc.ac.cn/VFs/
http://www.mgc.ac.cn/VFs/
https://github.com/phac-nml/ecoli_vf
https://github.com/phac-nml/ecoli_vf


8.3. Results Chapter 8

for clarity; this was due both the large number of virulence genes being considered as well
as the nature of virulence gene surveys to include some essential genes which are uninfor-
mative in this analysis. Conversely, for AMR heatmaps, genes present in all strains were
retained to aid interpretation, allowing the reader to see the full complement of antimicro-
bial resistance possessed by each strain..

8.2.5 Simplified Heatmaps

Simplified plots (such as Figure 8.5) were created by grouping genes into pseudo-operons
based on gene name prefixes. In these plots the colour represents the proportion of the
operon present in a given strain. All the databases fail to differentiate between genes in
an operon and alleles of a given gene in a uniform manner. This is due to the historic
differences in gene nomenclature (e.g. sometimes abc1 and abc2 are different alleles of a
single gene abc, while other times that could represent a multi-copy gene, while yet other
times that could represent the different genes in the abc12 operon). I have attempted
to differentiate here with genes in curly braces and alleles in square braces (e.g. part of
the esp operon containing genes espL, espL1, espL3, espR, espR1, and espR2, would be
simplified to esp{L[,1,3],R[,1,2]} ).

The operons present in the ecoli_vf simplified heatmap were manually annotated with
a virulence function according to a literature search. See Table 8.2 for references for the
operons.

8.2.6 Normalisation of combined AMR/Virulence Results

The heatmap Figure 8.2 comparing virulence profiles to the AMR profiles was gener-
ated by extracting the Euclidean distance matrices (between the genes and strains) from
Abricate’s assessment of the strains with the CARD and ecoli_vf. The two matrices were
merged along the diagonal yielding a matrix where the upper right contains the virulence
results, and the lower left contains the AMR results. Because the scale of the distances
differed between the two databases, the distances were [0,1] normalised for comparable
visualisation. The dendrogram generated from the virulence factor strain relationships
is shown, and is also used to order both the rows and the columns to aid interpretation.
Annotations were added manually.

8.2.7 Stx subtyping

Stx_subtyping was used to screen the collection for presence of the stx genes. E. coli
O157:H7 strain EDL932 (ATCC 43894)1 was included as a positive control strain. The
dual mode was used to query both the assemblies and the reads of the soil-persistent
isolates. Default parameters were used.

8.3 Results
Full-size heatmaps of the results can be found inserted into the back of this thesis, or in
the online repository at https://github.com/nickp60/soil-persistent-ecoli.

1AE005174.2
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8.3.1 Abricate Percent Identity Threshold

Plotting the hits from Abricate shows most hits have >95% sequence identity to their
database match. (Figure 8.1). This supports a high threshold for filtering the results. I
used a 90% sequence identity threshold to exclude poor matches, for both ARIBA and
Abricate. This was expected to retain the majority of matches.

Figure 8.1: Percent identity scores of assessing the SPC with VFDB using Abri-
cate. The majority of Abricate’s hits show a high percentage identity. A percent
identity threshold of 90 was selected for filtering hits both based on this histogram
and matching ARIBA’s summary tool.

8.3.2 Comparing AMR and Virulence Profiles

The AMR and virulence profiles were compared to distinguish linkage patterns between
the two sets. Correlation of AMR and virulence by phylotype may indicate that such
elements tend to be more frequently inheirited vertically rather than acquired horizontally,
whereas a lack of correlation may indicate that the gain/ loss of virulence or AMR is a
dynamic process. In Figures 8.3 and 8.5, the resulting profiles are clustered by both the
rows (strains) and the columns (genes). This clustering alone can be used to determine
interesting relationships. In the case of the row clustering, strains might group together in
ways that reflect groupings within the collection that may or may not correlate with other
typing schemes (such as the Clermont phylotyping scheme) or experimental metadata.

Figure 8.2 shows the strain relationships as determined by the distance matrix from their
AMR (row) and virulence (column) profiles. In general, virulence factor clustering reca-
pitulates the Clermont phylotypes, indicating that at least some of the virulence genes E.
coli possesses are lineage-associated. However, there is a large degree of diversity within
each phylogroup: strains in a phylogroup do not typically have identical or near-identical
profiles. AMR and virulence clusters show certain shaded groupings along the diagonal,
which are characteristic of distinct associations between virulence genes and AMR genes:

• “Squares” centred on the diagonal indicate that those strains cluster tightly consider-
ing both AMR and virulence.

• “Triangles” along the top of the diagonal indicate that virulence features group
strains in a manner that does not correlate strongly with the AMR features.
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• Conversely, “triangles” along the bottom of the diagonal indicate AMR groupings
that do not correlate strongly with virulence.

The strain clustering to the far right, and bottom (Lys65) is distinguished by having a
strongly distinct virulence profile.

Additionally, there are dark-coloured subgroups of strains with similar AMR profiles scat-
tered throughout the lower-left (AMR) area. These indicate that ordering by the virulence
profile’s clustering results in fragmenting blocks of strains highly correlated by AMR —
strains can possess diversity in virulence capacity even when having the same AMR pro-
files. Had the AMR been used for ordering instead of virulence, a similar pattern of highly
correlated points appearing in the top-right would have indicated that the AMR profiles
contain diversity not captured by the virulence profiles (see Figure G.11).
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Lys112, Lys67, and Lys168 exhibit distinct light banding patterns, indicating outlying
AMR profiles (e.g. a strain with an outlying AMR profile that does not have an unusual
virulence profile). Some clades such as B2 and E show tightly linked AMR and virulence.
This evidence suggests that the relationship is tightly maintained in these clades. This is
supported by previous findings in Section 7.3 that showed the potential genommic plastic-
ity difference in these phylogroups compared to say the B1 phylogroup; however, there is a
lingering question regarding the extent to which these groups should be considered clonal
due to potential sampling issues or experimental contamination.

Other subclades exhibit a similar pattern of forming a “square” along the diagonal, but
contain additional dark blocks along one of the axes. Dark bands (Lys4 and Lys76, an-
notated D and E in Figure 8.2 ) highlight strains in phylogroup B1 that share nearly
identical AMR capacity to those strains in phylogroup E; this suggests the sharing of
a mobile element, such as a plasmid conferring AMR. Another example of such a pattern
is the cluster of Lys120, Lys2127, Lys129, Lys 152, and Lys137 group within the B1 iso-
lates, which forms a block on the diagonal but also shows strong AMR similarity to Lys7,
Lys117, and Lys119, suggesting that suggest virulence adaptations occurred in a manner
that did not influence a corresponding AMR change. These changes could be the result of
adaptation to different niches within the soil.

Apart from the instances highlighted above, the results of comparing the virulence and
AMR profiles suggest that AMR and virulence generally exhibit unlinked genotypes. As
shown later in Section 8.3.3, there are fewer AMR genes than virulence genes; as such the
resolution with which this approach can cluster based on the AMR profile is less than that
of the virulence profile.

8.3.3 NCBI AMR Results

The results from querying the NCBI AMR database are very similar for both ARIBA and
Abricate. The vast majority of the strains appear to have at least one allele of class C
beta-lactamase blaEC, with the exceptions of Lys147 and Lys168 using ARIBA and Lys67
with Abricate. The two implementations of the database appear to differ in that separate
alleles of blaEC are considered independently with Abricate, where with ARIBA they
are all under one entry; this may have effected ARIBA’s sensitivity if the alleles found in
Lys147 and Lys168 were too dissimilar to the representative.

Both tools show that Lys168 and Lys112 have distinctly different profiles to the rest of the
collection. Both have aph3’lb and aph6’ld (neomycin/kanamycin) resistance genes which
may have originated from a transposon (Beck et al. 1982; Mazodier et al. 1985) or a plas-
mid (Yin et al. 2018), at least one copy of sul2 (sulfonomide) and a tetracycline gene2.
Lys112 harbours the blaTEM locus coding for an extended-spectrum betalactamase, as
well as the CatA, dfrA36, and floR genes collectively known as the element ISCR2 (confer-
ring resistance to florfenicol/chloramphenicol-sulfonamide (Wüthrich et al. 2019)).

In both, Lys62 is noted to have the tetB resistance gene to tetracycline. Olowe, Idris, and
Taiwo (2013) note that this gene is often present on a mobile element; analysis of mobile
elements showed this to be the case for Lys62. Both tools show Lys78 harbouring the
fosA7 fosfomycin resistance gene; this is slightly unusual as this allele of FosA is not typ-
ically found in E. coli (Rehman et al. 2017). This may gave been transferred to Lys78

2Lys112 has tetA whereas Lys168 has tetB allele of the tetracycline resistance gene
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Figure 8.2: Visualizing the strain relationships considering the AMR and viru-
lence profiles. Each strain’s AMR (row-wise) and virulence (column-wise) pro-
files; darker fill indicates the shorter distance between each pair of profiles. Square
blocks marked (A, B) indicates that these strains cluster together both considering
the AMR and virulence. (C) indicates strains that share strong AMR similarities
but indistinct virulence profiles, while (D) indicates strains that share some vir-
ulence similarities but distinct AMR profiles. (E) and (F) indicate groups that
cluster strongly by AMR but very different virulence profiles.
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Figure 8.3: Antimicrobial resistance determined by Abricate. The left-hand anno-
tation columns show the motility, whether isolated from a non-control lysimeter,
date of isolation, lysimeter soil type, and Clermont phylotype. The top annota-
tion column shows the antimicrobial class and subclass according to NCBI’s AMR
database.
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from Salmonella enterica, as ten Doesschate et al. (2019) note that fosfomycin resistance
exchange can occur within a host, and Elliott et al. (2019) showed transfer via a plasmid
is possible between S. enterica and E. coli. However, preliminary analysis with the plas-
midFinder database using ARIBA and Abricate do not show Lys78 harbouring a plasmid
(data not shown). Allelic exchange may have occurred, or there may be another mode of
transmission.

Lys91 and Lys101 share a profile with additional resistance genes (aadA1, sul1, tetA, and
tetB) conferring resistances to streptomycin, sulfonomides, and tetracycline respectively.
These strains are among the 6 non-motile strains in the collection. Lys91 and Lys101
(both phylogroup A strains) were isolated on the same day, but from different soil types.
Despite being separated by only 2 SNPs, these two strains were retained for analysis be-
cause they were from different soil types, and both exhibited sufficient non-core sequence
(see Section @ref(unmapped-results; in short, the unmapped reads were assembled and
two isolates were considered non-clonal if this unmapped assembly contained a coding se-
quence, had any contig exceeding 850bp, or had a total unmapped assembly size exceeding
5000bp. ). In the case of Lys101, a plasmid sharing homology with one found in Klebsiella
is expected to be present based on BLASTing the largest contig “Contig_9_5.02437” as-
sembled from the unmapped reads. While the unmapped assembly of Lys101 consisted
of 13 contigs, the unmapped assembly of Lys91 consisted of 133 short contigs. Such short
sequences could be an artefact of low-level contamination, (Parks et al. 2015), and as dis-
cussed later in Section 9, short sequences are detected and removed prior to downstream
analyses.

8.3.4 CARD Results

The CARD database adopts a wider definition of AMR genes, including many more trans-
port and regulatory genes such as the emr transporters and the evgA two-component
system regulator (Nishino, Inazumi, and Yamaguchi 2003); this results in a greater num-
ber of hits in the CARD database compared to NCBI’s AMR database. The results can
be viewed in Figure 8.4.

Although the clustering differs between the results obtained using NCBI’s AMR and
CARD databases, the CARD results support many of the findings above:

• Lys112 and Lys168 are clear AMR profile outliers with many more AMR genes than
the rest of the collection.

• Lys91 and Lys101 share very similar profiles (exhibiting streptomycin, sulfonomides,
and tetracycline resistance).

• Lys62 harbours tetB.
• Lys78 harbours FosA7

One result not apparent in the NCBI AMR database is that presence of multi-drug resis-
tance protein mdtM within the B2 appears to be correlated with the sampling date: all
the B2s isolated on August 12 and May 12 samples lack the gene, while those isolated
on November 13 all possess the gene. This suggests the sampling regime may contribute
to the apparent structure of these clades, in agreement with the SNP-based analyses de-
scribed in Chapter 6.

Considering the CARD database assessed with Abricate, the B2 group frequently exhibit
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Figure 8.4: AMR determined by Abricate with the CARD database. The left-
hand annotation columns show the motility, whether isolated from a non-control
lysimeter, date of isolation, lysimeter soil type, and Clermont phylotype. The top
annotation column shows the antimicrobial class and subclass according to NCBI’s
AMR database.
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multiple copies of emrE, a small multi-drug transporter, and conversely tend not to have
mphB. Group E appear to not have the multi-drug resistance transporter MdtK.

8.3.5 Virulence Factors

Virulence, virulence genes, and virulence factors are poorly defined terms, often more
dependent on the context within which the discussion occurs rather than an inherent
quality (Granato et al. 2016). Specifically for this discussion, the inclusion of essential
genes into lists of virulence genes is a common occurrence, perhaps because many studies
will include these essential functions in their lists of up-regulated genes in an infection
model; this results in some core metabolism genes being listed in our analyses. As refining
the use of these terms is outside the scope of this project, deferment is made to those who
constructed the databases.

A wide range of virulence profiles exist within the collection. As noted earlier, the hierar-
chical clustering on the left side of the heatmaps shows that these profiles generally tend
to associate with lineage, although the specific genes present within a given clade can
vary widely. For ariba’s assessment of the vfdb_full database, the phylogroups associate
quite closely. This is a result of the wide definition of virulence that the databases tend
to use, which results in large number of genes (and especially metabolism genes) being
considered, essentially recapitulating a sort of gene-based phylogeny. If only the most
“potent” factors were considered (i.e., only non-essential genes exclusively linked to viru-
lence), the proportion of these on mobile genetic elements might disrupt the phylogentic
relationships.

Unless otherwise noted, the results discussed here are referring to Abricate’s assessment
using the extended ecoli_vf database, as this contains the most relevant virulence fac-
tors; considerable effort went in to manually curating E. coli-specific virulence genes based
on an extensive literature review.

Figure 8.5 shows which genes/operons are present in which strains using the results from
Abricate’s ecoli_vf run. The strain annotations are the same as described above, but the
columns have additional annotations where care was taken to manually annotate all genes
with virulence metadata (Table 8.2). The names of the genes are preceded with functional
label in the form of label | geneX to aid interpretation. Additional labels are indicated
with the colour bar at the top, where pathotype and locations such as pathogenicity is-
lands are noted where available. These are not meant to be exhaustive, merely guides for
discussion and further exploration.

The clustering of the columns may indicate that genes are co-localised, evolutionarily
linked, functionally linked or some combination thereof. The E. coli Type 3 secretion
system 2 (ETT2) genes (Ren et al. 2004) can be seen co-clustering along the right; genes
for the Type 6 secretion system (T6SS) similarly cluster together. Genes involved in the
different flagellar operons cluster as well, suggesting that the cost of possessing a non-
functional partial version of operons is potentially very costly.

Considering the row-wise clustering, Phylogroup B2 is perhaps the best defined when
clustering the virulence factors (as suggested by the clonality and phylogenetic analy-
ses presented earlier in Chapters 6 and 7). This phylogroup is further split into two by
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whether or not the strain possesses the clp and aec, and iro gene clusters3. The Clp fam-
ily of heat-shock proteins are involved with degrading misfolded proteins (Squires and
Squires 1992; Kirstein et al. 2009), and have been directly implicated with stress response
surrounding infection and persister formation (Kajfasz et al. 2009; Frees, Gerth, and In-
gmer 2014), although the majority of literature implicating the Clp family in virulence is
primarily focused on Staphylococci, where these act as regulatory elements as well. The
iro genes are involved in siderophore production, which is often implicated in virulence
because of the role siderophores can play in evading host immune cells (Demir and Kaleli
2004); specifically, the iro cluster produces siderophores that cannot be inhibited by host-
produced lipocalin 2, which otherwise sequesters another E. coli siderophore enterobactin
(Fischbach et al. 2006).

Figure 8.5: Virulence profile determined by Abricate with (core) VFDB. The num-
ber of genes involved and print limitations prevent compact display of full profile.
Here, genes from operons are grouped by name, and the color shows the fraction
of the operon present (0.5 being half the genes present, 1 being a complete set, 2
being multiple copies, etc). The left-hand annotation columns show the motility,
lysimeter treatment, date of isolation, Lysimeter soil type, and Clermont phylo-
type.

Across all databases and tools used to assess virulence, Lys65 is a notable outlier in that
it appears to contain full esp, sep, ces, nle, and esa operons, attachment operons, and

3This split corresponds perfectly with the date isolated, further suggesting contamination occured
during sampling or enrichment.
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the etgA, map effector genes: this appears to represent the type III secretion systems
associated with the LEE pathogenicity island. It also appears to contain the operon for
cytolethal distending toxin cdtIII. Additionally, it possesses the eae gene coding for the
critical infection attachment adhesion intimin, and the tir gene for the tir effector protein.
This may indicate that this strain is either an enteropathogenic or enterohemorrhagic
strain; in the absence of pathogenicity assays, caution should be exercised when working
with the strain in the lab. It is unclear why this strain differs so strongly from the rest of
the soil-persistent collection.

Both Lys54 and Lys112 are phylogroup A, a phylogroup which all appear to have com-
plete type 3 secretion system. Lys54 and Lys112 contain the chu operon involved in iron
uptake and regulation (Suits et al. 2009), which none of the other phylogroup A strains
possess. Lys5 further distinguishes itself by possessing the fanDEGH genes responsible for
producing the K99 pili and genes similar to the type 6 secretion system found in EC55989
– both are common features of enterotoxigenic E. coli (van Verseveld et al. 1985; Rohde
et al. 2011; Studholme 2011). This pattern was detected with both the ecoli_vf and
vfdb_full databases.

entD from vfdb is detected multiple times (minimum of 15, maximum of 60), and as such
is removed the visualizations because its presence in the figures made distinguishing the
presence of all other genes difficult to view . It is involved with enterobactin production,
indicating that all strains likely possess the ability to produce this.

As noted above, non-motile strains Lys91 and Lys101 exhibited an augmented AMR pro-
file. These strains also appear to have a unique virulence profile, notably possessing the
paa (porcine attaching and effacing-associated) (Leclerc et al. 2007) and cib (colicin) loci
as well as an integrase. As colicin is an E. coli specific toxin (Cascales et al. 2007), it
suggests that these strains can be thought of as having traded motility for improved at-
tachment and the competitive advantage of colicin production for use against other E.
coli.

8.3.6 Shiga Toxin

After successfully running on E. coli O157:H7 Strain EDL932 (ATCC 43894) a positive
control, stx_subtyping tool supported previous observations from ARIBA and abricate:
none of the soil-persistent strains appear to harbour the stx toxin.

8.4 Discussion
The genomes of strains in the SPC were assessed for the presence of virulence and AMR
genes. Calling antimicrobial susceptibility and pathogenicity from sequencing data is an
emerging field and should be supplemented with susceptibility and pathogenicity test-
ing. Indeed, in many cases virulence and pathogenicity are strongly linked to nutrient
availability; a highly “pathogenic” strain could live commensally without causing illness if
environmental conditions remained favourable (Alteri and Mobley 2012). Our understand-
ing of how the genes involved relate to actual phenotypes is limited by our understanding
of the regulation of these systems; further, host-pathogen interactions are very complex, as
is the relationship between gene sequence, structure, and function. Resistance genes may
be functional but inhibited by regulatory elements in response to environmental signals;
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the link between virulence and metabolism is well known but poorly generalised – each
system is inextricably linked to the many factors influencing the function of a given bac-
terium at a given time. The sheer number of genes involved in virulence, and diversity in
the collection, and the underlying phylogenetic substructure all further complicate inter-
pretation of these profiles. However, the results presented above can be used to focus the
scope of the experimental efforts needed to corroborate these in silico findings.

The analysis presented here, while not exhaustive, shows that the strains in the soil-
persistent collection exhibit a range of virulence and AMR profiles. Some of the more
notable profiles have been highlighted, such as the increased AMR capacity of Lys112 and
the virulence of Lys65.

Admittedly this approach to grouping the virulence genes into pseudo-operons is a crude
approach, but care is taken in the results and discussion to note important relationships
between operons. None of the databases include the co-localisation information needed to
correctly reconstruct operons; until these data are incorporated in database curation ef-
forts, heuristic approaches such as the one presented here suffice. One way to improve the
analyses described here would be to map gene sequences back to the genome assemblies in
order to more accurately define these operons.

One critique of the guides used (EzClermont type, soil type, sampling day, lysimeter treat-
ment, and motility) may be that that the Clermont types are too broad groupings. How-
ever, when limited by the eye’s ability to distinguish easily between similar colours, any
other method of typing the strains quickly becomes too difficult to interpret (Gramazio,
Laidlaw, and Schloss 2017). Clermont types thus provide an ideal level of resolution for
visualisation, albeit at the cost of accurate representation of the true phylogenetic relation-
ships.

The correlation plot between the AMR and virulence shows some of the substructure
of the dataset by comparing and contrasting the two profiles. Clustering of the profiles
does not strictly recapitulate the Clermont phylotypes, indicating that adaptations have
occurred more recently than the phylogroup divergences. Some clades such as E and B2
potentially show that environmental pressures prevent genomic exploration, as there is
little variation between strains in those clades.

Lys91 and Lys101 share identical AMR and very similar virulence profiles. This could
indicate that the loss of motility is compensated for by the gain of a unique set of toxins
and attachment genes. However, this must be considered in light of both the low number
of strains with this genotype and the uncertainty of provenance discussed in Chapter 6.
The presence of the contig with homology to a plasmid suggests that these two strains
may not be clonal, but if the passaging of the strains (or DNA extraction and purifica-
tion) resulted in the loss of the plasmid in the other, then these two could be considered
duplicates arising from resampling. Nearly identical strains being isolated from different
lysimeters causes the additional caveat that the strains may have been introduced dur-
ing isolation or from the non-sterile equipment used to collect the leachate. Indeed, the
findings in this chapter (such as the clustering of the clp and aec, and iro genes by sample
day in phylogroup B1) may suggest that the final 5bp threshold selected for determining
clonal pairs in Chapter 6 should be increased to remove more isolates that are either due
to experimental contamination or the result of some other sampling day batch effect.
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The counts of genes detected should be interpreted with caution, as sequencing errors and
misassembly can both cause a gene to spuriously be counted multiple times, or if multiple
alleles exist and cause assembly repeats, partially assembled genes might fall under the
percent identity threshold and not be counted. Genes in operons can be interpreted with a
little more confidence if the whole operon appears to have the same count coverage.

The presence/absence profiles of virulence and AMR genes underscores the Soil-Persistent
Collection’s genomic diversity. The majority of the strains do not appear to pose a serious
threat to public health with a few notable exceptions. Lys65 exhibits many of the hall-
marks of a virulent, enteropathogenic pathogen, although it appears to be lacking a stx
gene; this suggests combination of virulence factors suggests it would be considered an
EPEC4 (Brinkley et al. 2006; Abe et al. 2008) . Lys112 and Lys54 exhibits a strong vir-
ulence profile, but with Lys112’s strong AMR profiles, it may be a particularly successful
pathogen. Despite this, none of the strains appear to possess Shiga toxins; thus, the strain
collection should be usable in biosafety level 1 laboratories (Wilson and Chosewood 2009).
However, under guidelines in the UK’s Health and Safety Executive, any pathogenic
strains could be classed as hazard group 2, which Shiga-toxin producing strains are classed
as hazard group 3 (“The Approved List of Biological Agent” 2013). Taken together, I rec-
ommend that Lys65 only be cultured in facilities for which appropriate biosafety control
measures are in place.

AMR and virulence will be revisited in the context of pan-genomic comparisons presented
in Chapter 9.

As with all such studies, there is no good way to differentiate which genes are expressed
or even functional without characterising the strains in the lab; this represents a potential
avenue for further study.

8.5 Supplementary

Table 8.2: Manually-aggregated metadata for virulence operons.

Operon Reference(s) Function Location

epr Ideses et al. (2005) T3SS ETT2
org Soto et al. (2016) T3SS LEE
yge Huttener et al. (2014) T3SS ETT2
epa Zhou et al. (2014) T3SS ETT2
etr Zhou et al. (2014) T3SS ETT2
ycb Samadder et al. (2009) fimbriae -
ecp Martinez-Santos et al. (2012) pili -
ibe Huang et al. (2001) invasion GimA
esp Jarvis and Kaper (1996), Mec-

sas and Strauss (1996)
T3SS LEE

art Russo et al. (1999) metabolism -
che Armitage (1999) chemotaxis -

4A preliminary analysis of the Lys65 assembly found a full-length region of 98.5% similarity to a
101kb plasmid known to be involved in modulating EPEC pathogenicity (DQ388534.1)
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fep Baghal, Gargari, and Rasooli
(2010)

iron-acquisition -

fes Caza et al. (2015) iron-acquisition -
flg Kim et al. (2012) flagella -
flh Zhang et al. (2017), Fitzgerald,

Bonocora, and Wade (2014)
flagella -

flk Feng et al. (2008) flagella -
mot Fitzgerald, Bonocora, and Wade

(2014)
flagella -

tar Mise (2016) chemotaxis -
G.5 - - -
ygd Cisneros, Pehau-Arnaudet, and

Francetic (2012)
pili T4PS

ent Grass (2006) iron-acquisition -
ppd Cisneros, Pehau-Arnaudet, and

Francetic (2012)
pili T4PS

nad Prunier et al. (2007) anti-virulence -
fli Rogers et al. (2006) flagella -
csg Tursi and Tukel (2018) curli -
cad Croxen et al. (2013) anti-virulence -
gad Seo et al. (2015) acid-stress -
hof Xicohtencatl-Cortes et al.

(2007)
pili -

ygg Sinha, Cameron, and Redfield
(2009)

pili -

ycf Bruant et al. (2006) virulence(b1121) -
gsp Francetic et al. (2000) secretion -
ygh Strozen, Li, and Howard (2012) T2SS -
fim Schwan (2011) fimbriae -
iss Nash et al. (2010) serum-survial -
sen Mao et al. (2012) toxin cjrABC-

senB
yij Wang et al. (1999) invasion -
kps Clarke, Pearce, and Roberts

(1999)
capsule-production -

upa Allsopp et al. (2012) auto-transporter -
hma Hagan and Mobley (2009) iron-acquisition -
usp Zaw et al. (2013) nuclease -
mat Lehti et al. (2012) fimbriae -
fyu Spurbeck et al. (2012),Magistro

et al. (2017)
iron-acquisition HPI

ybt Magistro et al. (2017) iron-acquisition HPI
mal Reidl and Boos (1991) metabolism -
yja Clermont, Bonacorsi, and Bin-

gen (2000)
marker -

asl Hoffman et al. (2000) metabolism -
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chu Spurbeck et al. (2012), Mag-
istro et al. (2017)

iron-acquisition HPI

sit Schouler et al. (2004) iron-acquisition -
omp Grodberg and Dunn (1988) defense -
tra Riede and Eschbach (1986) defense -
irp Tu et al. (2016) iron-acquisition HIP
f17 Lintermans et al. (1991) fimbiae -
gaf Saarela et al. (1996) fimbriae -
cib Cascales et al. (2007) colicin -
int Dobrindt et al. (2002) integrase -
fan Dubreuil, Isaacson, and Schif-

ferli (2016)
fimbriae -

sfp Bielaszewska et al. (2014) fimbriae -
leo Michie et al. (2014) dynamin -
mce Lagos, Villanueva, and Monaste-

rio (1999)
toxin -

UMN - - -
OM. - - -
clb Tronnet et al. (2016) toxin -
mcj Chiuchiolo et al. (2001) toxin -
AAA - - -
cdt Javadi, Oloomi, and Bouzari

(2016)
toxin -

cdt - toxin -
EC. - - -
ECP - - -
cnf Morgan et al. (2019) toxin -
wzx Joensen et al. (2015) O-antigen -
kat Noll et al. (2018) catalase -
pap Simms and Mobley (2008) motility-inhibitor -
aai Croxen et al. (2013) membrane-

associated
-

tlr Ferdous et al. (2015) tellurite-resistance TAI
esc Sal-Man et al. (2012)2 T3SS -
glr Turner, Connolly, and Roe

(2019)
LEE-regulation -

grl Turner, Connolly, and Roe
(2019)

LEE-regulation -

Turner, Connolly, and Roe
(2019)

LEE-regulation -

map - - -
CAA - - -
cea - - -
ECA - - -
ECP - - -
G.5 - - -
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nle Turner, Connolly, and Roe
(2019)

T3SS non-LEE

orf Elliott et al. (1998) TS33 LEE
ror Elliott et al. (1998) TS33 LEE
sep Elliott et al. (1998) TS33 LEE
spe Tagini and Greub (2017) Superantigens -
tir Marches et al. (2000) intimin -
ces Abe et al. (2008) T3SS LEE
eae Marches et al. (2000) intimin -
fed Hahn et al. (2000) fibriae -
mch Rodriguez, Gaggero, and Lavina

(1999)
toxin -

cia - - -
OM. - - -
pEC - - -
iro Sorsa et al. (2003) iron-acquisition -
vat Nichols et al. (2016) toxin -
clp Porankiewicz, Wang, and

Clarke (1999)
chaperone -

fae Dubreuil, Isaacson, and Schif-
ferli (2016)

fimbriae -

afr Badagliacca et al. (2018) adhesin -
cse Pichel, Binsztein, and Viboud

(2000)
adhesin -

pix Lugering et al. (2003) pili -
mtf Gohler et al. (2012) regulatory -
aat Li et al. (2010) auto-transporter -
cdt Javadi, Oloomi, and Bouzari

(2016)
toxin -

paa Berger et al. (2016) fimbriae pAA
lpf Ideses et al. (2005) fimbriae -
agn Wallecha et al. (2014) auto-transporter -
ast Maluta et al. (2017) auto-transporters -
eiv Yao et al. (2009) invasion ETT2
ipa Venkatesan, Buysse, and

Kopecko (1989)
invasion -

pkg - - -
tia Bondi et al. (2017) invasion SE-PAI
f17 Lintermans et al. (1991) fimbiae -
eae Marches et al. (2000) intimin -
hly Bielaszewska et al. (2014), Mec-

sas and Strauss (1996)
hemolysin -

cdi Willett et al. (2015) quorum-sensing -
cah Torres et al. (2002) auto-transporter -
cfa Jansson et al. (2006) adherence -
stg Lymberopoulos et al. (2006) fimbriae -
eha Wells et al. (2008) auto-transporter -
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aec - T6SS -
hcp Ding et al. (2018) T6SS -
vgr Zong et al. (2019) T6SS -
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Chapter 9

Pan-genome and Genome-wide
Associations

Abbreviations and terms:

• GWAS: genome-wide association studies
• SPC: soil-persistent collection
• EBSC: EnteroBase Subset collection
• GFF: Genome Feature Format file for annotations
• SEM: soil extract media
• LB: Luria Bertani media
• QC: quality control
• unitig: a unique sequence resulting from assembling kmers
• q-value: a metric for false discovery rate during multiple comparisons correction (see

Storey (2002))

9.1 Introduction
The findings from the previous chapters on the phylogeny, motility, growth, and phyloge-
nomics underscore the diversity of the strains in the soil-persistent collection. As the ge-
nomic era has seen an explosion in the amount of whole-genome sequence data available, a
plethora of methods have been developed to tease out insights from comparative genomic
studies.

One approach is pan-genome analysis, the study of the total genomic content of a set of
strains. Determining which genes (or other features) are present in all the isolates versus
which are present in subsets of strains can lend insight into the collective capacity of the
whole set, and hint at what adaptations may have occurred within subgroups of that set
(Tettelin et al. 2005; Medini et al. 2005). Some genera exhibit what is known as a “closed”
pan-genome, where the genes considered “core” are relatively stable, in that the sequenc-
ing of novel isolates rarely introduces a strain lacking a core gene. Conversely, other taxa
exhibit an “open” pan-genome, where there is so much genomic diversity that the num-
ber of genes thought to be “core” tend to decrease as sequencing novel organisms reveal
members of the clade that fail to have a given core gene. Another way of describing closed
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versus open pan-genomes would be to refer to them as saturated versus unsaturated. B.
anthracis has been given as an example of a species with a closed pan-genome; sequenc-
ing efforts rarely uncover new accessory genes (Medini et al. 2005). E. coli has an open
pan-genome (Rasko et al. 2008; Shapiro 2017), which is complicated by the within-clade
phylogenetic stratification.

Figure 9.1: Example pan-genome saturation plot. After the initial strain is con-
sidered, each additional strain adds some new genomic information to the pan-
genome, with diminishing returns. At some point, pan-genome saturation would be
indicated by a levelling off of the curve.

A natural question with open pan-genomes is whether or not a plateau of accessory gene
saturation will ever be reached as new organisms are sequenced. If not, species boundaries
would be drawn into question. Work in this area has revealed that despite the open na-
ture of some clades, there are natural breaks that support the concept of species (Bobay
and Ochman 2017; Freschi et al. 2019). In the case of E. coli, it has been suggested that
the collective sequencing effort of the scientific community have uncovered what could be
considered a true E. coli core genome (Gonzalez-Alba et al. 2019); in their estimation,
this consists of 1023 genes found in over 99.9% of the 6220 genomes they assessed. Others
have put the E. coli core genome size as 2,663 (Abram et al. 2020) or 2,200 (Rasko et al.
2008). The stringency with which identity thresholds are set as well as the for determining
orthologous groups effects the number of genes considered core.

In addition to informing about the nature of species structure and for phylogenetic infer-
ence, the presence/absence of accessory genes can be used as input for genome-wide asso-
ciation studies. These accessory genes may also shed light on the question as to whether
there may be regions that could be targeted with an assay to determine whether a strain
is soil-persistent or its presence is the result of contamination.

9.1.1 Genome-Wide Association Studies

Genome-wide association studies (GWAS) identifying genomic features that correspond
to phenotype or trait; a common case is using GWAS to determine SNPs (genomic in-
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put data) with drug resistance (phenotypic input data). Genomic data availability has
increased with the ease and lowering cost of sequencing, and as this happens, more sta-
tistical power is available to those seeking to link that data to traits. GWAS techniques
were first developed in the eukaryotic realm; Klein et al. (2005) has been cited as the first
successful human GWAS experiment, which linked a form of macular degeneration to vari-
ants in a particular gene. Read and Massey (2014) provides a thorough overview of the
opportunities and challenges of bacterial GWAS studies. Bacterial GWAS faces some com-
plications not typically found in eukaryotic studies, such as the presence of a (potentially
large) accessory genome, and the occurrence of horizontal gene transfer.

Statistically, one difficulty in associating genomic markers to phenotypes comes from the
so-called “large p small n” problem: having a large number of measurements (p: the genes,
SNPs, etc) and a relatively small number of samples (n: genomes) makes over-fitting
the phenotype a likely occurrence unless mitigations are made (Read and Massey 2014).
Given 50 E. coli isolates each with about 4,800 genes, it is statistically likely that one
might uncover apparently significant associations by chance. Multiple hypothesis testing
corrections, collapsing correlated features, feature selection, and permutation testing are
all methods that have been used to combat this problem (Read and Massey 2014; Brynild-
srud et al. 2016; J. A. Lees et al. 2018).

Various tools have been developed specifically for bacterial GWAS, but all share some
commonalities. The genomic input data is usually in the form of single nucleotide poly-
morphisms (SNPs), kmers, and/or a gene presence/absence matrix. The phenotypic data
is generally provided as a binary outcome (e.g. susceptible/resistant, motile/non-motile)
or as a continuous outcome (e.g. a minimum inhibitory concentration of 3.2 µg/ml, or a
growth rate of 1.2 doublings per hour).

Additionally, many tools expect (or will calculate from the genomic input data) some type
of lineage information that describes the population structure of the samples. In highly
diverse species such as E. coli, this becomes especially important to prevent the genes
present in a phylogroup from unfairly influencing the calculations for association (Earle et
al. 2016).

Three different approaches were used here. Scoary (Brynildsrud et al. 2016) and PySEER
(J. Lees and Galardin 2018)1 operate where the pan-genome presence/absence matrix is
assessed for enrichment in a lineage-aware manner. In the case of Scoary, a phylogenetic
tree was used to describe the lineage; for PySEER, Mash (Ondov et al. 2016) distances
are used.

DBGWAS (Jaillard et al. 2018) operates in an entirely different manner. A large De-
Bruijn graph assembly is performed on all kmers of a set length (defaulting to 31) across
all genomes considered. Each node in the graph is referred to as a “unitig”, representing
the overlaps between kmers in the assembly. Each unitig is tested for association with the
traits provided, and the “neighbourhood” (the collection of nodes within some set distance
from the node) surrounding significantly associated unitigs are identified. Finally, all unit-
igs in the neighbourhood are blasted against a reference database to provide annotations
about each unitig. The authors note that this approach yields three types of information:
the topology can reveal whether the neighbourhood is on a mobile element, part of a core

1PySEER can be used several ways, such as using SNPs or kmers, in addition to the gene-wise ap-
proach described here.
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gene, or an accessory gene; the phenotypic metadata shows which trait the unitig is associ-
ated with; and the annotations reveal the gene(s) found in the neighbourhood.

9.1.2 Applications to the Soil-Persistent Collection

The results presented here are divided into two sections: analyses within the SPC, and
comparing the SPC to the EBSC. Pan-genomes are constructed for both sets of strains,
and used as one of the inputs for GWAS; these associations studies are aimed at identify-
ing genomic markers for traits/classes. The associations of interest within the SPC are the
growth rates and motility described in Chapter 3. For the comparison with the combined
set, the aim is to identify genotypes associated with soil persistence; these genes could
provide the basis for new diagnostics to distinguish soil persistence from recent contamina-
tion.

9.1.3 Research questions

• How many genes are core to the SPC as compared to the combined collection?
• Do any of the GWAS methods detect associations with motility, growth rate, or

phylogeny?
• Do any of the GWAS methods detect associations with soil persistence?

9.2 Methods
The execution of the commands for annotation, pan-genome, pan-mobilome, and other
analyses were executed using three batch scripts: one for happie, one for all the soil-
persistent gene association programs (sp_gwas.sh), and one for all the combined Soil-
Persistent and EnteroBase Subset collections (all_gwas.sh). See Chapter A for further
details. These scripts ran Roary for pan-genome determination followed by Scoary, Py-
SEER, and DBGWAS.

9.2.1 Data

The genome assemblies from EnteroBase are used as input for both the Soil-Persistent
Collection (SPC) and the EnteroBase Subset Collection, as defined in Appendix Chapter
F.

9.2.2 happie

The script for executing happie can be found in Chapter-pan-mobilome/job_scripts/jobs.sh.
This runs happie on all the soil-persistent strains in addition to the Enterobase com-
parison dataset. Happie is a pipeline aimed at automating some of the quality control
and mobile element detection of a collection of strains. Happie can be found at
https://github.com/nickp60/happie. In short, happie accepts genome assemblies as
input, runs quality control checks to ensure a genome is within an accepted range for
the organism (4.6-5.8Mb, in this case for E. coli), removes short or low-coverage contigs,
and annotates the assembly with Prokka (Seemann 2020b). The annotations are filtered
with Annofilt (https://github.com/nickp60/annofilt) to remove low-quality truncated
annotations that tend to occur on the ends of contigs from short read assemblies; this step
is of particular importance for pan-genome construction, as such truncated annotations
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result in the formation of spurious orthologous groups. The workflow from genomes to
GWAS is presented in Figure 9.2.

Figure 9.2: Flowchart of pan-genome determination and GWAS. Happie is used
to quality check and annotate all genome assemblies in a uniform manner prior to
pangenome construction. Roary is used to identify the pan-genome, generating a
presence/absence matrix. This matrix and the strain metadata is used by Scoary
and PySEER to identify genes associated with a group of strains. DBGWAS uses
the quality checked genome assemblies to identify enriched unitigs.

9.2.3 Determining the pan-genome with Roary

Throughout this work, all the scripts used to generate the results presented here are avail-
able in the online repository either as scripts or as part of the source code of the thesis.
However, as mentioned in the introduction, parameter choice is paramount when deter-
mining pan-genomes. As such, it is worth discussing decisions around the key parameters.
Roary was run on the GFF files generated by Prokka, using the following parameters:

• -e -n: build a core gene alignment with MAFFT (rather than the slower PRANK).
• -i 90: decreases minimum limit for BLAST identity from 95% to 90%; this helps

handle the diversity of putative othologs within E. coli. Although some pan-genome
tools can work at the genus level, the authors of Roary recommend its used only at
the species level. So, relaxing this threshold is appropriate.

• -s: prevents splitting of suspected paralogs; similar to the identity threshold, it was
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found that paralogs splitting made later presence/absence comparisons unreliable.
• --group_limit 100000: increases the limit of clusters from 50k to 100k; this was

necessary for the combined comparison due to the large pan-genome size.

9.2.4 Scoary

Scoary uses a traits file and the presence/absence matrix from Roary to determine dif-
ferential presence and absence of genes. However, it can only be used for binary-encoded
outcomes, such as how we are representing motility.

Scoary was run on the presence/absence tab file from Roary with two binary-coded phe-
notypes of interest: non-motility, and whether a strain was one of the 11 strains isolated
from the leachate of non-control (slurry-treated) lysimeters. In order to protect against
false positives, 50 permutations were performed by Scoary, where the associations are
calculated multiple time and labels are switched; the reported empirical p-value is a sum-
mary of the resulting distribution of significance.

Scoary reports a number of metrics, the final of which is their “empirical p-value” (see
North, Curtis, and Sham (2002)), defined as follows:

Empirical p-value after permutations and ranking of all test estimators. The
test estimator used is number of successes [. . . ] divided by the number of
trials [. . . ]. This test estimator seem[s] to approach a normal distribution.
Empirical p is calculated by (r+1)/(n+1) where r is the number of estimators
that exceed the unpermuted estimator in value and n is the total number of
permutations.

The --collapse argument was used to treat correlated genes as a single unit. Significance
filtering was performed after execution with a empirical p-value cut-off of 0.01.

9.2.5 PySEER

PySEER was run using the output from Roary following one of the examples in their doc-
umentation. PySEER can use one of multiple methods to correct for lineage effects; here,
I used genetic distance as determined by Mash. Given this distance matrix, PySEER’s
script called scree_plot_pyseer was used to perform a principal component analysis to
determine the optimal number of dimensions to consider when correcting for lineage ef-
fects. Loosely speaking, this aims to assess the structure of the data as it relates to the
phylogeny, to determine how much the phylogeny influences the presence/absence matrix
input.

The PySEER tutorial2 recommends only considering alleles with a minor allele frequency
of five counts or more; this excludes cases where an allele may appear to be associated
with a trait but that allele is only present in the population a small number of times. So,
a minor allele frequency threshold was consequently set to .041 (representing 5 of the 121
soil-persistent isolates). The results must be interpreted with caution because of the low
number of non-motile strains (only 5 such strains are present in the SPC).

The following phenotypes were considered:
2https://pyseer.readthedocs.io/en/master/usage.html
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Table 9.1: Pan-genome statistics for the SPC.

Set Boundaries Count
Core genes (99% <= strains <= 100%) 3245
Soft core genes (95% <= strains < 99%) 153
Shell genes (15% <= strains < 95%) 1895
Cloud genes (0% <= strains < 15%) 9353
Total genes (0% <= strains <= 100%) 14646

• NonControl: whether an isolate was isolated from a treated lysimeter (1) or a con-
trol, untreated lysimeter (0); not a true “phenotype”, but treated as such.

• Motile: whether an isolate displayed motility under the conditions tested in Chapter
3.

• Average growth rate from time 0 to hour 5 at the following conditions:
– max_rate_growth_6_SEM: 6°C in SEM
– max_rate_growth_15_SEM: 15°C in SEM
– max_rate_growth_37_SEM: 37°C in SEM
– max_rate_growth_37_LB: 37°C in LB
– max_rate_growth_45_SEM: 45°C in SEM

For the analysis of the combined datasets, the minor allele frequency was 0.0132 (repre-
senting 20 of the 1516 strains).

9.2.6 DBGWAS

DBGWAS (version 0.5.4) requires a phylogenetic tree to determine lineage effects, and
the tree from 2019-12-13-parsnp_sp was used (after cleaning the names to match the
phenotypes file). DBGWAS was run with default parameters, with a neighbourhood size
of 5.

9.3 Trends within the Soil-Persistent Collection

9.3.1 Soil-persistent collection pan-genome

The core genome of the 121 soil-persistent isolates consisted of 3245 genes, of the 14,646
total genes considered in the pan-genome (Table 9.1).

Considering the average E. coli in the collection has an average of 4613 genes in the
genome, a core genome size of 3245 for the soil-persistent collection is a sizeable propor-
tion of the genes. This core genome size exceeds other estimates (even the highest esti-
mate provided by Abram et al. (2020)), suggesting that this subset of strains is lacking
some diversity found in other sets of E. coli. A further 2048 genes are shared by between
15% to 99% of the genomes considered, leaving the remaining 9353 genes present in only a
small <15% subset of the collection. This distribution of the pan-genome fractions shows
that the majority of non-core genes are relatively rare within the collection (otherwise a
larger proportion of “shell” genes would be observed). This appears to be the combined
result of the open nature of the E. coli pan-genome as well as the genome size of E. coli.
If there were fewer non-core genes per strain, the distribution of accessory genes may
be very different, where the “sampling” from the pool of accessory genes would be more
“thorough”.
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Figure 9.3: The proportional stratigraphy of the pan-genome by phylogroup. Phy-
logroups with only a single representative (D and F) are removed for clarity, as
are genes not present in a phylogroup. Much of the diversity in the cloud fractions
comes from the B1 phylogroup.

Figure 9.3 reveals group C has the highest relative proportion of core genes, and con-
tributes no cloud genes. This could indicate that this clade has a lower propensity to take
up to mobile elements, or it could be an artefact of the small number of phylogroup C
within the SPC. Anecdotally, I assessed the number of clustered regularly inter-spaced
short palindromic repeats (CRISPRs). Figure 9.4 shows the counts of CRISPRs as deter-
mined by Prokka’s annotations. If group C’s relative lack of accessory genes was due to
CRISPR-based immunity, the number of such sequences would be expected to be high;
this does not appear to be the case. Similarly, the highly-conserved B2 and E groups
would be expected to harbour more CRISPRs (protecting the organism from the intrusion
of foreign DNA) than more diverse groups such as B1; this too is not supported by the
results, as B2 and E show the lowest number of CRISPRs. This is in agreement with Tou-
chon et al. (2011), who also found that unlike in some other bacteria, CRISPRs in E. coli
do not appear to act as an immune system.

9.3.2 Scoary on SPC

Correcting for all the estimators and the predictors, no gene(s) was significantly (empirical
p-value <.01) associated with being isolated from non-control lysimeters. Similarly, no
gene(s) appeared to be associated with the non-motile phenotype.

9.3.3 PySEER on SPC

For the binary-coded phenotype (motility and isolation source), an effect size threshold
of 10 and a p-value threshold of .001 was selected. For continuous-coded phenotypes, the
effect size threshold was determined arbitrarily, as the variance of the phenotypes differed
by experiment. These are shown in Figure 9.5.
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Figure 9.4: The number of CRISPRs found by phylotype. Phylogroup B2 shows a
relatively low number of CRISPRs, potentially explaining in part the large amount
of accessory genes accumulated in this clade; however, phylogroup E shows a sim-
ilar trend, despite displaying little genomic variation among the isolates. Mean
count is shown as black triangles.

Figure 9.5: Genes identified as enriched with PySEER. A p-value threshold of
.01, an effect size of 10, and minor allele frequency minimum of .0413 was used to
filter the results from pyseer. Genes passing these thresholds are shown in red and
labelled.
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PySEER did not report any genes significantly associated with growth rates at any tem-
peratures. For motility associations, three genes involved in osmolarity regulation and
mannose transport/utilisation were detected (Sampaio et al. 2004):

• active transmembrane transporter mngA (hrsA)
• transcriptional regulator mngR
• putative alpha-mannosidase mgrB

Work by Pratt and Kolter (1998) notes that type I pili adhesin fimH is mannose-
dependent3, and that motility is crucial for biofilm formation. Both mannose and
non-metabolisable form of mannose were found to inhibits biofilm formation, suggesting a
link between mannose, motility, and fimH. It is suggested that the residues on fimH that
sense mannose are near/similar to the residues involved with surface interaction; thus, an
excess of mannose preferentially interacts with fimH preventing attachment.

Figure 9.6 shows that the majority of non-motile isolates lack this mng operon. Per-
haps motility is inhibited by the lack of mannose transport, leaving more in the envi-
ronment and subsequently signalling fimH expression and attachment. But if Pratt and
Kolter’s work is extrapolated to such that motility (as shown by biofilm formation) is
mannose-inhibited, why would non-motile isolates have a deficiency in mannose uptake
and metabolism? One explanation could be that the loss of mng could reinforce non-
motility as in the absence of intracellular mannose the expression of more type 1 fimbriae
could be up-regulated (Marshall et al. 2016). The presence of a colicin in some non-motile
strains could be an added defence, and a further “commitment” to the non-motile lifestyle.
According to the virulence analyses presented in Chapter 8, all of the strains appear to
have intact flagellar operons; confirming this with microscopy may aid interpreting the
impact of this gene’s absence; a lack of flagellar expression might indicate an alternative
cause of non-motility. In vitro studies to determine whether motility differs with media
mannose concentration and to determine biofilm formation capacity may also shed light
on this paradox.

9.3.4 Kmer/Phylogeny-aware GWAS with DBGWAS

Interpretation of the results from DBGWAS is best done with their interactive
report; the reader is encouraged to view these reports, which can be found in
Chapter-pangenome/data/sp_gwas/dbgwas. The Jaillard et al. (2018) manuscript
provides a guide to interpreting the resulting assembly graphs; features like mobile
elements and point mutations all present distinct patterns in the graphs. Figure 3 from
their paper is reprinted here as 9.7 to summarize the patterns associated with some of the
genotypes (or “genetic events”, as the authors refer to them in the paper).

No significant lineage effect was detected by BUGWAS during the execution of DBGWAS,
indicating that none of the phenotypes provided could be associated strongly with phy-
logeny.

DBGWAS detected between 153 and 599 significantly associated unitigs in the analysis of
lysimeter treatment and motility, respectively. From the raw results, several filtering steps
were taken to remove low-quality associations:

3FimH allows pathogens to detect mannose residues on the surface of host cells. Consequently, fimH
is frequently classed as a virulence gene.

156



Chapter 9 9.3. Trends within the Soil-Persistent Collection

Figure 9.6: Comparing the mgr operon between motile and non-motile isolates.
Three of 5 non-motile strains lacked the mng operon involved with mannose
metabolism and attachment.

• Non-significant unitigs were discarded.
• Unitigs with multiple gene annotations were split apart, and annotation counts per

gene were tallied.
• A q-value threshold of .05 was established as a false discovery rate threshold.
• For continuous phenotypes, unitigs with an allele frequency of less than a quarter of

total strains were discarded. Continuous phenotypes do not have minor/major allele
frequencies, so this was used to require that a unitig was present in a minimum
number of strains for consideration otherwise, a small number of alleles could yield
an artificially high association.

• For binary phenotypes, unitigs with high (>50%) allele frequencies in both classes
were discarded. This helps reject coincidental associations.

• For continuous phenotypes, those with very high proportional frequency (>75%) in
both sets were discarded.

• Only the top functional annotation (having the lowest E-value) was considered for
each unitig.

The majority of the hits deemed to be significant by DBGWAS proved to have low allele
frequencies, high q-values, low effect sizes, or some combination. Filtering by these criteria
removed all associations from the 6°C in SEM‘ and 37°C in SEM conditions.

Figure 9.8 shows genes that pass the defined thresholds. The effect sizes for hits affecting
growth rates at 15° and 45°C are extremely small, and will be ignored.

The smf gene was found to be absent in 3 of the 5 non-motile isolates; the function of
this gene in E. coli is unknown (Smeets et al. 2006). ompT appears to be absent in all 11
strains isolated from treated (non-control) lysimeters; this is an outer membrane protease
involved in outer-membrane vesicle creation, an important means of delivering toxins for
pathogens (Premjani et al. 2014). Of course, the non-control lysimeter source is not a
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Figure 9.7: Figure 3 from the DBGWAS manuscript (used with permission) de-
scribing genetic events associated with antimicrobial susceptability. Node colors
range from blue (susceptible) to red (resistant), and grey nodes unitigs present in
>1 percent or >99 percent of isolates. This shows the expected structure off the as-
sembly graphs of enriched regions in a core gene (A), accessory gene (B), promotor
region (C), a gene cassette (D), or a circular plasmid (E).
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Figure 9.8: Genes passing thresholds for DBGWAS within the SPC. The x axis
shows either the proportion (continuous) or log odds ratio (binary); y axis shows
the maximum effect size for a given gene. Labels show the proportion of isolates
the mutation was detected in (per class, when appropriate). Color shows the num-
ber of significant unitigs per assembly neighborhood.

Table 9.2: Combined SPC and EBSC pan-genome statistics.

Set Boundaries Count
Core genes (99% <= strains <= 100%) 2969
Soft core genes (95% <= strains < 99%) 223
Shell genes (15% <= strains < 95%) 1934
Cloud genes (0% <= strains < 15%) 41829
Total genes (0% <= strains <= 100%) 46955

true “phenotype”, merely an assessment of whether those isolates represent a different
population from those soil-persistent isolates from non-treated lysimeters. This finding
suggests that these isolates may present a slightly different virulence profile to the rest of
the collection.

9.4 Trends in Soil Persistence

9.4.1 Combined Pan-genome

Table 9.2 shows the results of Roary’s assessment of combined pan-genome among the
SPC and EBSC; this revealed a core genome of 2969 genes, and a total gene count of
46955. This is still a larger core than presented by previsou studies, but is considerably
closer than the core genome size estimated by the SPC alone. Unlike the plot of unique
genes from the SPC alone, the combined collections show no indication of plateauing (Fig-
ure 9.9). This suggests this survey of genes in soil-persistent E. coli is near to the point
where sampling new strains fails to reveal new soil-persistent genotypes, whereas consid-
ering the combined collection there is no indication that the sample space has been fully
explored. Considering the open nature of the E. coli pan-genome, this is not unexpected
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and is worth bearing in mind: future isolation of E. coli diversity could change the conclu-
sions presented here.

Figure 9.9: Comparing the rate at which the pan-genome reaches saturation. The
rate differs considering the two strain collections: considering just the SPC, a
plateau is suggested at less then 5000 genes, whereas considering the combined
SPC and EBSC collections the number of unique genes discovered continues to
grow without a plateau. B is a zoomed-in version of A. Multiple points per genome
(x axis) indicate variability based on order of genomes considered.

9.4.2 Scoary on combined SPC and EBCS

Scoary identified no significant associations between soil and non-soil source; no signifi-
cant associations were detected between control-lysimeter strains and non-control (slurry-
treated) lysimeter isolates.

9.4.3 PySEER on combined SPC and EBCS

The results of PySEER on the combined dataset revealed a number of genes weakly asso-
ciated with soil-persistence. Despite having moderate effect sizes, the genes identified in
Figure 9.10 showed low differences in allele frequency between soil-persistent and non-soil
isolates. Notably, putrescine-related genes puuACDRP were slightly more prevalent in
the non-soil isolates. Putrescine metabolism has been linked to stress response, but it has
also been shown to be a highly redundant process in E. coli (Schneider and Reitzer 2012;
Schneider, Hernandez, and Reitzer 2013; Nemoto et al. 2012), suggesting that its loss may
not be any cost to the organism. Figure 9.11 show a number of the highlighted genes in
their respective proportions to the total number of strains in the group, revealing that the
differences are small.

9.4.4 DBGWAS on combined SPC and EBCS

The results from DBGWAS on the combined dataset were filtered in the same manner as
above, but requiring a major allele frequency of greater than 33%. The resulting hits are
shown in Figure 9.12. The annotations do not show a conclusive trend, but the assembly
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Figure 9.10: Volcano plot of genes associated with soil persitance according to
PySEER. Significance is shown on the y axis and effect size is shown on the x axis;
genes falling under the significance thresholds are not labeled for clarity.

graph (Figure 9.13 suggested a mobile element, similar to the canonical assembly graph
shown in Figure 9.7D or E. BLASTing these nodes against the NCBI’s NR database re-
vealed strong homology to the E. coli K-12 F-plasmid. Figure 9.14 shows the result of
mapping the nodes to the plasmid: all of the hits map to a specific region in the plasmid
that is primarily an intergenic region and a hypothetical protein.

This region was extracted from all of the genomes and filtered, but full-length fragments
were only identified in a some of the isolates that DBGWAS identified. Preliminary analy-
sis suggests that this fragment is distributed across the phylogenetic tree, with a notable
cluster in phylogroup E. Further study will be required to determine the significance (if
any) of this fragment, and whether or not there is an uncorrected lineage effect contribut-
ing to its association with the soil-persistent collection.

9.5 Discussion
The analyses presented here reveal the complexities of soil-persistence and the vanishing
line between soil-persistent and non-soil E. coli. Considering the SPC alone, no genomic
traits were detected that appear to be responsible for the lack of motility in some strains
nor correlated with growth rates at the different temperatures. This is consistent with was
suspected: these phenotypes are complex and multifaceted. While the genomic contribu-
tion is one of those facets, understanding why some strains lack motility or have enhanced
growth in a given condition will require the merging of genetics, molecular biology, and
microbiology.

The pan-genome of the soil-persistent isolates suggests that while incomplete, the sam-
pling of genomic data is nearing saturation. However, this could be due to the oversam-
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Figure 9.11: Relative proportions of genes identified during PySEER analysis. The
proportional presence of several of the genes determined by PySEER to be en-
riched are shown here, relative to the number of strains in the EBSC and SPC
respectively. None display a signal strong enough to suggest a universally-reliable
method of differentiating soil from non-soil isolates.
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Figure 9.12: Genes associated with soil persistence detected with DBGWAS. The
x axis shows the log odds ratio; y axis shows the maximum effect size for a given
gene. Labels show the proportion of isolates in which the mutation was detected,
(-) being non-soil and (+) being soil-persistant. Color shows the number of signifi-
cant unitigs per assembly neighborhood.

pling of certain clades; indeed, the addition of the EBSC sequences showed how far from
saturation the sampling was. Determining whether or not the sampling of soil-persistent
genotypes is sufficient or representative would require a wider study with more samples,
varied environmental conditions, different soil communities, and so on.

The size of core pan-genome represents a large proportion of any given E. coli isolate
in this study, but there is a large number of total genomes in the pan-genome: the set
of accessory genes carried by any one isolate can be very different to the next. The size
of the accessory genome (the soft core, shell, and cloud genes from Roary’s output) is
about 11k genes, essentially two whole new genome’s worth of genetic material. E. coli
already has a moderate genome size of around 4,800 genes, whereas the smallest free-
living bacterial can survive with around 1,000 genes. Together, the genome size and size of
the accessory pan-genome allows E. coli to succeed in a wide variety of niches.

Further work with the DBGWAS results would include mapping the kmers harbouring
the mutations back to the genes of interest to determine whether the mutation causes loss
of function, or if it tunes an active site on the protein. Logistically, strains that failed to
grow at a given temperature were omitted from this analysis; including these may have
clarified some of the low-significance results, especially at 45°C, where about a third of the
strains failed to grow.

Over the course of this analysis, it has become clear that the method by which kmers
are assigned function is a major hindrance to interpretation. For instance, annotations of
kmers determined to be a plasmid fragment in Figure 9.14 had annotations for a variety of
genes that proved to be red herrings; the structure of the assembly graph and mapping of
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Figure 9.13: Assembly graph of kmers associated with soil persistence detected
with DBGWAS. The shape of the graph suggests a mobile element.
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Figure 9.14: Mapping significantly-associated nodes of assembly graph against
plasmid F conjugation plasmid with Geneious. All 52 significant nodes (gray bars)
map to a region between 13,500 and 15,500 on the plasmid near a hypothetical
gene and an intergenic region.

the kmers revealed them to be common to a single locus as opposed to a variety of genes
scattered throughout the genome. Incorporation of a mapping step to align kmers to one
or more references would be a way to aid interpretation, rather than just annotating the
kmers.

Comparing the SPC to the EBSC revealed no definitive clues regarding the nature of
soil-persistence. One approach not presented here that could be beneficial would be to
consider soil persistence in a manner similar to the growth rates, where soil-persistence
would be a continuous phenotype (perhaps in terms of generations per period of time in
soil microcosms. However, the growth rates in soil extract media were inconclusive, and
well-known clinical isolate E. coli Sakai showed the fastest growth at 15°C. Assessing
a wider set of clinical isolates with available whole-genome sequences would determine
whether or not Sakai is an outlier in this way. Further, an underlying assumption of this
analysis is that the non-soil strains are not about to persist in the soil — this is known to
not be the case in some instances where clinical isolates have been found to persist in soil.
Assessing members of the EBSC for soil-persistence could lead to identifying mechanisms
for soil-persistence; however, this would still mean that no assay could be developed to
differentiate soil and non-soil strains.

The findings from DBGWAS suggest that there may be a mobile element in the soil-
persistent collection that is rarely present in the EBSC. Further work is needed to charac-
terize this element and find a rationale for how the element may contribute to soil persis-
tence. As with all GWAS studies, the interpretation of any hits should be accompanied by
validation experiments in the lab; experimental screening of the collection for this element
could also have the benefit of detecting it in strains where the element was lost during
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DNA extraction: a known but uncontrollable confounder in these analyses.

Taken together, there does not appear to be a strong genomic signal that could be used
to differentiate soil-persistent strain from those from fecal contamination. Similarly, apart
from a possible connection between non-motility and mannose metabolisms, there are no
genes that appear to be conclusively associated with any of the phenotypes considered
within the Soil-Persistent Collection. The genetic diversity of E. coli both inhibits such
trait-finding endeavours and likely supports the survival of E. coli across a range of envi-
ronments.
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Discussion and Future
Directions

The work presented here underscores the extensive diversity of the species Escherichia coli,
and the diversity of those E. coli with the ability to persist in the soil. Remarkably, after
over 100 years of research, many of the questions surrounding environmental persistence
remain unsolved, despite the advances in detection, identification, genomics, and other
technologies.

The Soil-Persistent Collection is the first set of strains that have been isolated from pro-
tected soils after close to a decade of environmental exposure. The strains have a high like-
lihood of being soil persistent, although a few factors must be considered. The lysimeters
were intentionally exposed to the same abiotic factors affecting soil in situ. The cage used
to prevent contamination from birds and small animals allows rainfall to pass through.
Rain is known to be a vector for some microbes, and should be considered a potential
source of contamination (Constantinidou 1990; Cáliz et al. 2018; Rime, Hartmann, and
Frey 2016), although E. coli is not among those previously identified in such airborne
studies1. Similarly, the movement of insects is not inhibited by the cage, representing
another potential source of exogenous contamination.

The strains in the Soil-Persistent Collection represent the whole gamut of the Clermont
phylotypes. Some are more prevalent than others, but all of the major groups are present.
This could suggest soil-persistence has long been a trait of E. coli. Indeed, Wirth et al.
(2006) estimated the major divergences of the A, B1, B2, and D to have occurred 5 million
years ago; taken with Schrenk, Kullmer, and Bromage (2007)’s estimates of the earlies
members of the genus Homo around 2 million years ago, it is safe to say that modern
E. coli pre-date the human gut; more ancestral E. coli lineages may well pre-date the
mammalian gut. Regardless of the question of whether E. coli was first a gut microbe or
a soil microbe, passage through the soil, groundwater, and waterways is a natural part of
the dispersion cycle.

The SPC shows a range of motility, described in Chapter 3, suggesting that motility may
be advantageous but is not required for soil persistence. Motility is known to be advan-
tageous for locating and colonizing new niches, and has been shown to be important for

1A preliminary study of rain samples collected near the lysimeters also failed to yeild E. coli.
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biofilm formation as well (Tecon and Or 2016; Pratt and Kolter 1998). The experiments
discussed here represent a single set of experimental conditions, and could be extended
to determine the motility rates at different temperatures, on different substrates, and
perhaps even across varying hydrodynamic conditions, as all have been shown to affect
motility (Douarche et al. 2009; Adler and Templeton 1967; Tecon and Or 2016).

The low prevalence of E. coli has been suggested by the survey of MG-RAST soil
metagenomes in Chapter C. This highlights the importance of microniches within the
soil matrix; E. coli confined to aqueous pores may vary from E. coli members within of
the rhizosphere, and these different niches could be reflected by their genomes. Given
the sampling regime implemented here, we have no way of differentiating: the SPC
could contain members from many different microniches (resulting in the spectrum of
phenotypic and genomic diversity discussed here), whereas knowing the microniche each
strain could reveal adaptation signatures. On the other hand, the strains in the SPC could
represent only a few microniches (perhaps water channels, which may eventually lead to
the leachate collection system). In this case, the results presented here would indicate that
adaptation to soil environments is not required, as many different lineages of E. coli have
the capacity to survive and even thrive in the soil. However, this does not exclude the
possibility that some strains have phenotypic advantages being selected for in the soil.

The growth curves described in Chapter 3.1 exhibit a range of variability within the SPC.
No clear differences were seen between the few non-soil strains and the SPC. The clearest
difference separating the strains considered was the growth at 37°C in soil extract me-
dia, where about half of the strains quickly reached low optical density stationary phase,
and the other strains continued growing at a moderate, stable rate. Linking this finding
to metabolic capacity could reveal temperature-dependent substrate preferences, which
might be involved in low-temperature adaptation. Future experiments comparing the
growth profiles to a representative subset of non-soil isolates would be a valuable insight
into whether there are growth trade-offs between the two sources. In the absence of these
data, it cannot be determined whether or not there is an established growth advantage or
disadvantage for the strains in the SPC.

The phylogeny of the Soil-Persistent Collection appears to be a relatively representative
subset of the total diversity of E. coli (see Chapter 7). That said, a few of the strains
exhibited novel sequence types; the deep branches leading to Lys112, Lys1, Lys86, and
Lys116 in the phylogenetic tree of the combined collections (Figure 7.10) suggest that the
soil may harbour some genomic diversity not discovered yet elsewhere. Further inquiry
into these isolates could reveal new insights, but the small numbers of these strains would
considerably complicate finding anything conclusively. Modelling the evolution of the
soil-persistent strains with time-based methods could reveal rates of mutation in the soil,
which in turn would more accurately inform estimates about the number of generations
and adaptive time frame for the strains in the collection.

Several of the isolates showed distinct virulence and antimicrobial resistance profiles in
Chapter 8. Validating these findings in the lab could determine whether the genes de-
tected are functional/improve pathogenicity, or whether they are a non-functional artefact,
indicating that these genes are perhaps less beneficial in the soil environment. The ques-
tion of whether probable pathogens such as Lys65 pose an actual threat remains unan-
swered.
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Lastly, no conclusive evidence could be found for a marker gene or set of genes that con-
clusively differentiate soil-persistent and non-soil E. coli. This could be due to a number
of reasons. First, once considering the substructure of the E. coli phylogeny, the sample
size within each sub-group is relatively small; this could obscure true genomics differ-
ences. Second, as mentioned above, it appears that many of the same systems (attach-
ment, metabolic versatility, etc) are beneficial for both pathogens and soil-dwellers. Fur-
ther, if passage through a host’s gut, deposition in the soil, passage through groundwater
and waterways, and ingestion by a host is typical for E. coli, then maintaining a broad
range of capacities would be a sensible strategy for coping with the different environments
encountered at each stage.

Adaptation can be difficult to quantify with a static representation of an organism’s capac-
ities (i.e. the genome); adaptation has been shown to be dynamic, and strongly dependent
on the conditions an individual isolate faces (McInerney, McNally, and O’Connell 2017).
For instance, Phan and Ferenci (2013) showed that the antimicrobial resistance profiles
of the members of the ECOR collection could be modulated by nutrient limitation, and
vice versa. While some strains might have advantages in a given environment, it appears
that the ability of the strains in the SPC to survive in soil is a testament to E. coli’s di-
verse metabolic, virulence, antimicrobial, and mobility capacity, rather than something
contingent upon a single genetic factor.

Taken together, these data suggest that soil-persistence is not an adaptation to be ac-
quired but rather a trait; this trait can potentially be modulated by the presence or ab-
sence of certain genes and capacities, such as anti-microbial resistance genes, motility,
virulence, and mobile element uptake. The metabolic versatility (Alteri and Mobley 2012;
Schneider and Reitzer 2012; Caglar et al. 2017), range of attachment methods (Epler Bar-
bercheck, Bullitt, and Andersson 2018; Pratt and Kolter 1998; Or et al. 2007; Schwan
2011; Donnenberg et al. 1993), and propensity to take up mobile elements (Croxen and
Finlay 2010) all aid E. coli as a pathogen and as a soil-dweller. This is supported by work
such as Ogden et al. (2002) and Zhang et al. (2016) studying persistence of E. coli O157
in soil and sand, showing that a successful pathogen can survive prolonged periods in
the environment. Balière et al. (2016) and Hamner et al. (2014) used qPCR assays to
assess virulence genes in the environment and detected high rates of intimin-producing E.
coli. The use of E. coli as a fecal indicator to detect contamination events is still common
throughout the world (Jang et al. 2017). Soil-persistence can increase the false positives
of these results if non-pathogenic, non-fecal strains are detected, but given the diversity of
strains harboured by the soil, the potential longevity of highly-virulent lineages, and the
difficulty in differentiating soil-persistent from non-soil strains, the safest option seems to
be treating all E. coli with caution.
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Appendix A

Data and Reproducibility

Important Links:

• Source: https://github.com/nickp60/soil-persistent-ecoli
• Data: https://zenodo.org/record/3865684

This thesis takes advantage of literate programming to incorporate analysis, code, and
text into a single source document, which can be rendered to create this PDF. The docu-
ments for each chapter can be found in the source repository linked to above. This reposi-
tory is also linked with Zenodo to provide a stable digital object identifier (DOI).

All the data resulting from the analyses presented in this thesis can be downloaded from
Zenodo via the link above. It has been allocated the DOI 10.5281/zenodo.3865684.

The directory structure of the repository is as follows:

|-- Chapter-coli-in-soil # contains the MG-RAST survey of E. coli prevalence
|-- Chapter-comparative-genomics # contains SNP-calling, AMR, and virulence results
|-- Chapter-enterobase-comparison-strains # describes the selection of the EnterBase Subset Collection
|-- Chapter-pangenome # Roary and happie results, as well as all GWAS results
|-- Chapter-phenotypes-and-metadata # all the metadata provided at the beginning of the project, and the data from phenotypic experiments
|-- data # contains interproscan results of E. coli database
|-- envs # conda environment manifests
|-- figures # Manually edited figures for thesis
|-- images # pictures
|-- papers # pdf copies of manuscripts included in thesis
|-- protocols # copies of the protocols used for strain isolation, growth, curves, and motility assays

The scripts for executing the analyses are found in the Chapter-<x> directories (where
<x> is the topic), as noted in each methods section.
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Appendix B

focus16

B.1 Motivation
While riboSeed has helped researchers generate improved genome assembly, it was hy-
pothesised that the subassembly approach used by riboSeed could be applied to commu-
nity ecology by improving the content of 16S rRNA databases. Currently, the databases
used to classify 16S rRNA amplicons contain sequences from several sources, primarily
Sanger sequencing of cultured isolates. About 91% of 16S rRNA sequences in SILVA, for
instance, were gathered from Sanger sequencing records in NCBI. About 2% of 16S rRNA
sequences in SILVA were extracted from complete genomes, and about 7% were extracted
from draft genome assemblies1. As noted in Chapter5, the process of assembling draft
genome’s rDNA operons is problematic for short read assembly. Repeated rDNA oper-
ons exceed the length of the reads, preventing each instance of the operon from being
properly resolved. This frequently results in assemblies with “collapsed” rDNAs (where
several instances have been merged or “summarised” into a single sequence), errors in
rDNA regions, and partial/gapped rDNAs. Thus, resolving rDNAs with riboSeed presents
an opportunity to improve the state of existing 16S rRNA databases by (a) assembling
each of the rDNAs for a given genome and (b) solving the issue to collapsed rDNAs.

Focus16 is a pipeline that automates the many steps required to mine NCBI’s sequence
Read Archive (SRA) for eligible datasets, downloading the data, running quality control,
executing riboSeed’s de fere novo assembly, extracting the reconstructed operons, and
formatting the sequences to augment existing databases.

The software can be found at https://github.com/femlab/focus16 and the online
repository with supplementary information can be found at https://github.com/femlab/
focus16_manuscript. For the purposes of this thesis, key figures from the supplementary
data are included in the body of the document, marked by the SUPPLEMENTARY flag.

Ben Nolan and I worked together to write the codebase and to draft the manuscript. Ben
was a 4th year undergraduate researcher who I supervised for his final project. I super-
vised the project, and designed the project with input from my supervisors, and I also
worked to secure funding for the project. We thank the Functional Environmental Micro-
biology lab members for their input during lab meetings.

1Most of these draft genomes are generated from short-read sequencing runs.
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B.2 Focus16 Draft Manuscript

B.3 Future Work
The full benefit of the approach described here for improving 16S rRNA taxonomic as-
signment will only be realised after applying the method on all available data. Given the
modest improvements on this dataset of several hundred isolates, I expect there to be
sizeable gain to be made by such an effort.

Further, the analysis described here focused on the improvements made for assigning
short-read sequences. As the community moves towards sequencing full-length 16S rRNA,
analyses pipelines can take advantage of the full-length 5S-16S-23S rRNA operon se-
quences mined with Focus16.

174



Appendix C

Surveying MG-RAST for E.
coli Abundance

While E. coli is known to persist in the soil, it is not often reported as a member of the
soil microbiome. Anecdotal discussions with others in the field suggest this is due to a low
prevalence in the soil. Here, I use datasets deposited in the MG-RAST database to get a
rough estimate of E. coli prevalence and abundance in soil metagenomes.

C.1 Methods

C.1.1 Metadata

On April 19th, 2019, I used the MG-RAST website to select a subset of metagenomes.
I searched for any terms containing “soil” in the biome feature and with “shotgun” in
seq_type. This yielded around 400 metagenomes. I downloaded the metadata, and man-
ually created a file called annotations.txt that included just the MG-RAST ID by copy
and pasting those from the downloaded metadata into an empty plain text file.

C.1.2 Taxonomy

I downloaded the summary statistics for the taxonomy using the mg-display-statistics.py
script from MG-RAST_Tools1. This provides species-level counts for each organism
identified in each metagenome.

C.2 Results
The average abundance2 is 1.19%, and the median abundance is 0.11%, shown in Figure
C.1.

The top 10 hits with exceptionally high amounts of E. coli are shown in Table C.1. The
top four hits were from an unpublished study about the survival of E. coli in agricultural

1https://github.com/MG-RAST/MG-RAST-Tools, commit 0109ed44
2Abundances of 0 are removed, so this represents the prevalence when E. coli is present, not overall

prevalence. Lack of detection is not definitive proof that no E. coli are present: for instance, sampling
depth may have been insufficient.
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Figure C.1: The median abundances of E. coli in soil metagenomes. Excluding
metagenomes where no E. coli were detected, there is an median abundance 0.11
percent. The majority of datasets show very low abundances, with a few outliers
with very high abundance; mean abundance (green) is an order of magnitude
higher than the median because of this. The four highest datasets were from a
study of E. coli survival, and could be excluded from the analysis.

soil, which could explain the very high (79%-94%) proportion of E. coli in those samples.

C.3 Discussion
This preliminary analysis shows that E. coli has a low abundance in the soil. In rare
cases it can represent very high proportions of a given dataset; for instance, the top four
datasets with the highest E. coli prevalence were from an unpublished study of E. coli sur-
vival. E. coli were identified in 482/492 datasets, but had a median proportion of about
0.11%. This suggests that E. coli is prevalent in soil microbiomes, but occurs at very low
abundances. Further study would be needed to determine whether is is an artefact of the
annotation process or whether this truly represents the low levels of E. coli in the major-
ity of soils.
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Table C.1: Descriptions of the top 10 hits from the MG-RAST survey of soil
metagenomes.

Count Fraction Name/Description
1731317 0.9426 Survival of E. coli in agricultural soil
1395627 0.9390 Survival of E. coli in agricultural soil
379006 0.8092 Survival of E. coli in agricultural soil
277041 0.7913 Survival of E. coli in agricultural soil
21268 0.4872 A study of an enrichment culture from Axel Heiberg Island
731 0.2075 A study of lipolytic enzymes in thermophilic compost soils
50 0.1779 A study of lipolytic enzymes in thermophilic compost soils
425 0.1522 A study of lipolytic enzymes in thermophilic compost soils
34 0.0785 A study of lipolytic enzymes in thermophilic compost soils
27 0.0776 A study of lipolytic enzymes in thermophilic compost soils
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Appendix D

Unifying the Soil-Persistent E.
coli metadata

Having metadata about the soil persistent E. coli collection scattered across multiple files,
this document describes the manner in which they are combined. Most of the metadata
was provided as Excel files when I started the project, either generated by supervisors,
collaborators, or by the sequencing company.

I had to do a bit of data cleaning to get it all machine-readable; the manipulated files are
in the clean folder, and the raw ones remain in the raw folder.

This is included in this thesis for completeness, but the main value is in the code embed-
ded in the document. The reader is encouraged to consult this for detailed information
about joining the various data sources.

D.1 Gathering Metadata Files

D.1.1 Sequencing Files

The strains were sequenced on an Illumina HiSeq. Each sample appears to be run on two
lanes, as there are two file pairs (two sets of forward and reverse reads) for each sample.

The first file is a list of the names of the files as they correspond to the sample names,
along with the unique ID for each sample used by the sequencing company for each of the
lanes, which are used in the BAM file paths.

The next file contains data about the isolation and phenotypic work done on the collec-
tion. Here I read it in, and manipulate the “Lys” IDS to match the previous dataframe.

The strains were typed in vitro with the Clermont 2013 Method.

And lastly, initial sequence analysis information about the isolates in incorporated. This
contains whether or not the ANI heatmap showed them to be truly E. coli.

I initially used the Achtman 7 gene MLST typing scheme to group the strains using
Leighton’s script found at https://github.com/widdowquinn/scripts/blob/master/
bioinformatics/run_MLST.py.
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And I used EzClermont to determine the Clermont type in silico.

Note: Assessing the in silico results versus the results from the quadruplex PCR in the
lab revealed the two methods were largely in agreement. The majority of the cases where
the methods did not agree were around ones determined in the lab to have a novel “un-
known” quadruplex profile; however most of these were later excluded from the analy-
ses for not being a true E. coli. Of the remaining ones, several were deemed to have a
(++++, Unknown) profile in the lab that typed out as B1 isolates with EzClermont, and
that typing was supported by later phylogenetic analysis.

D.1.2 Adding closest complete genome reference

When re-assembling the genomes with riboSeed (data not shown), a close reference
genome needed to be identified.Here, I am adding in the results of running Mash via
Plenty of Bugs (version 0.92) on the SPAdes assemblies and the complete E. coli genomes.
see scripts/run_pobs.sh for more details.

D.1.3 Adding the motility and growth curve results

Motility described in Chapters 3 and 3.1 were used as predictors for later analyses, and as
such are incorporated into the metadata

D.1.4 Add in the clonality data

Here I incorporated the results of the clonality analysis described in Chapter 6 in order to
determine which isolates should be retained for later analyses.

D.2 Combining Metadata
Now having read in all the datasets, and they are merged into one big dataframe using
Lys number as the unique key.

It this point, there are a lot of duplicate column names that R appends “.x” and “.y” to.
This is fixed this with the function below:

Lastly, the strains that came from non-control strains are marked; these will be included
in some analyses, but not all.

D.3 Excluding Strains
After resequencing, I added back in six of the eight strains for further analysis, as Lys49
and Lys57 proved not to be E. coli.

Additionally I filtered out ones we are no longer interested in:

• if they typed as non E. coli according to the in vitro EzClermont data
• those missing sequencing data (only Lys 143)
• those “blue” from ANI (ie, falling beneath the 95% threshold)
• those “pink” from ANI, which had poor assemblies and inconclusive average nu-

cleotide identity results. This was reinforced when I tried to build pan-genomes, and
these assemblies lacked many of the core genes needed for the analysis
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• any strains deemed to be duplicates from the clonality chapter (these are flagged by
the duplicate_of column, and written out separately)

Next, the paths for the reads on the compute cluster were added to the metadata for
easier job handling.

And now the results are written out. As of 2018-07-11, these files are no longer dated.

Note: lastly, a column is added in the unfiltered data file to mark which ones would re-
main after filtering: retained_for_downstream_analysis.

D.4 Results

D.4.1 Writing out combined metadata and scripts

D.4.2 Writing out data for Enterobase upload

I divided up the data into 4 pools: - our 141 soil-persistent strains - The 11 non-control-
lysimeter-isolated strains - the rest (non Escherichia coli or Enterobactereceae ) - later,
the resequenced strains And upload these to Enterobase, so that all comparisons are
made between isoaltes with the same assembly pipeline, as well as getting official
MLST/wgMLST/rMLST calls. I got a template from Enterobase, and matched the
structure as follows:

As Enterobase only processes a single paired-end library, I combined the two lane’s into a
single files prior to uploading.

Note that the resequenced strains were uploaded separately on 2019-11-27, see resequenc-
ing doc.

D.4.3 Download Enterobase data and metadata

After the strains were processed, I used a download template (see the Enter-
obase_selection repo instruction) to add the necessary columns to my strains on
Enterobase, and downloaded the results, which can be found in raw/my_strains.txt.

First, I assessed how our assignment of MLST types compared to Enterobase.

The assignments of MLST types were largely congruent, with the exception that a few
strains lacking a defined sequence type have since been defined; the sole exception is Lys24
which was initially deemed as type 58, but Enterobase gave the number (-1157), which
indicates their assembly of one of the loci was incomplete. As this was deemed to need
resequencing, this is not surprising. Moving forward, the sequence types determined by
EnteroBase were used.

## Name mlstColi2_ST ST.Achtman.7.Gene.
## 8 Lys108 - 10173
## 14 Lys115 - 10173
## NA <NA> <NA> NA
## 74 Lys23 - 10173
## 75 Lys24 58 -1157
## NA.1 <NA> <NA> NA
## NA.2 <NA> <NA> NA
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## NA.3 <NA> <NA> NA
## 140 Lys87 - 10193
## 147 Lys93 - 10194

Lastly I wrote out just the barcodes for use with the Enterobase API:

Which is used as follows:

D.4.4 Scripting manifests

As many programs ask for the path to the contigs, I created a column for that path on
James Hutton Institute’s computing cluster. For all analyses, in order to prevent any
differences between our strains and the Enterobase subset, the Enterobase assemblies are
used.

The metadata formated for scripting applications was written out as a tabular file.
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Resequencing Selected Isolates

Not all of the isolates from the original collection yielded usable sequences. Some could
not be cultured again upon removal from frozen storage. Others had issues with DNA ex-
traction, library prep, or sequencing; for some, the data resulting from sequencing showed
problematic. To this end, some of the strains were sent for resequencing. This chapter
describes the identification of candidates for resequencing and the results.

Chapter C.1.1 describes the merging and filtering of the metadata to determine which
strains would be appropriate for downstream analyses. This included the following rea-
sons:

• A strain typed as non E. coli according to EzClermont.
• A strain was missing sequencing data (only Lys143).
• A strain exhibited low average nucleotide identity to other members of the collection

from the preliminary ANI analysis (less than 95% threshold)
• A strain was part of the “pink” group from the ANI analysis, which had poor assem-

blies and inconclusive average nucleotide identity results. This was reinforced when
we tried to build pan-genomes, and these assemblies lacked many of the core genes
needed for the analysis.

Of all the excluded isolates, those that (a) could not be sent the first time, or (b) failed
sequencing, were considered candidates for resequencing. These were assessed with
Blobtools (Laetsch and Blaxter 2017) and Velvet (Zerbino and Birney 2008) assembly
metrics, expecting three possible scenarios:

1. Contamination is present: this is worth resequencing, because re-culturing and re-
extracting could resolve the contamination unless the freezer stock is actually con-
taminated.

2. Assembly is poor, but all reads appear to be E. coli: this is also worth resequencing.
3. Assembly does not appear to be an E. coli: these will not be resequenced.
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E.1 Methods

E.1.1 Assessing initial assembly quality control

The quality control reports from the initial 2014-09-16 Oxford Velvet assemblies were ag-
gregated to assess several assembly metrics such as the n50, number of contigs, proportion
of bases in large contigs, and more.

E.1.2 Running Blobtools

Blobtools is used to visualize genomics contents for contamination by displaying GC con-
tent and genome coverage. In a good assembly, the genome should have near-even cover-
age, and the GC content should not vary much, although some variation can be expected
from mobile elements. This was performed with a script called blob_check_skesa.sh, a
pipeline that uses SKESA to generate a preliminary assembly, maps the reads back to it
with BWA, and then runs Blobtools using the assembly and coverage info generated. It
has now been incorporated into the ezblobtools Docker image mentioned earlier, but the
original script can be found at commit a57a3987a in the “runner_script” branch of my
fork of Blobtools.

(NOTE:blob_check_skesa.sh can be found in my fork of the blobtools repo)

E.2 Selecting Strains for Resequencing

E.2.1 Quality Control Statistics from Assemblies

Figure E.1 shows the strains outside of a normal genome size range of 4.5Mb - 5.5Mb.
Lys44, Lys26, and Lys69 all show small assemblies; Lys54, Lys32, and Lys49 all show
assemblies higher than expected.

E.2.2 Phage lysing?

A normal strain presents a profile such as the one presented as Figure E.2. Two strain,
Lys57 and Lys67, have strange coverage patterns (see Figure E.4). The average coverage
for these strains (and the rest of the isolates) is close to 50x. These, however, have a sec-
ond “band” of coverage around 10x. This is curious, as it seems impossible to have such a
large proportion of the genome covered less than the average. Multi-copy plasmids could
have a higher coverage, but lower coverage is harder to explain.

Some of the longest low-coverage contigs appeared to be of phage origin; it has been sug-
gested that perhaps there is a sub-population of strains undergoing phage lysis. Using
long-read sequencing could resolve these anomalies.

E.2.3 Assembly Graph Analysis

After discussion with the team, it was suggested that the strange coverage pattern could
be an artefact of a mixed community, rather than a lysing phenomenon. Figure E.5 shows
the assembly graph as visualized by Bandage (Wick et al. 2015) for Lys57. Both Lys57
and Lys67 show lots of little bubbles. Most of the contigs are incorporated into the as-
sembly graph, suggesting that they come from the same or a similar organism; the little
bubbles are the areas in a genome that the two similar strains differ.
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Figure E.1: Initial genome assembly lengths outside the accepted range of 4.5Mb -
5.5Mb. Six isolates exhibited aberrant genome assembly lengths.
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Figure E.2: Normal blobplot showing each contig’s size, GC proportion, and cov-
erage depth. Note that all the circles cluster relatively tightly in the center of the
figure. Colours indicate taxonomy; circle size indicates contig length.

Table E.1: Outcome of assessing the strain collection for candidates for reassembly.

Diagnosis Strains
Contaminated Lys26, Lys44, Lys49, Lys69, and Lys154
Mixed/Odd Coverage Lys57 and Lys67
Unknown Failure Lys143

E.2.4 Contaminated strains

Figure E.6 shows Lys49, a likely contaminated assembly. In this example, we can see that
only 68% of the reads end up mapping to the assembly, and of those reads that do, a
sizeable proportion map toSalmonella, and another bit appear to be Enterococcus faecalis
– even those regions that do map to the assembly are not all E. coli according to BLAST.
This may indicate a mixed culture of E. coli and a Salmonella. Samples like this could be
re-cultured, purified, and resequenced to have higher quality data so long as the freezer
stock was not compromised.

E.2.5 Summary

Table E.1 shows a summary of the strains sent for resequencing.
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Figure E.3: Blobtools’ blob plot of initial sequencing of Lys57. Lys57 shows a
strange bi-coverage pattern not characteristic of a normal monoculture isolates.
Lys57 shows a strange bi-coverage pattern not characteristic of a normal monocul-
ture isolates.

Figure E.4: Blobtools’s assesement of mapping coverage and taxonomic assignment.
The coverage output shows the proportion of reads mapping to the assembly.
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Figure E.5: Bandage’s visualisation of the assembly graph of Lys57. Small se-
quence ’bubbles’ suggest a mixed culture of similar strains, where these bubbles
are short SNPs or indels where the two or more strains differ.

E.3 Resequencing Results
Sequences were submitted for re-sequencing with MicrobeNG’s hybrid sequencing service
according to the updated 20/02/2018 protocol for submitting stocks. The resulting short-
read sequences were assessed again with Blobtools.

This indicated that the while most of the strains look reasonable, Lys57 does not appear
to be E. coli. It typed out as Serratia fonticola (Figure E.8).

An additional analysis using Kraken2 also confirmed that Lys57 appears to be Serratia
fonticola, and as such, we will exclude it from all future analyses. Further, Kraken2 sug-
gested that Lys49 may be Escherichia fergonosii. The reads were uploaded to Enterobase,
which was used to build a SNP tree. This showed Lys49 grouping far away from the true
E. coli strains (Figure E.9).

We then adjusted the file names in order to match the file names provided by Mi-
crobesNG, and uploaded the data to Enterobase; this and adding the results to the
metadata are described in that section.

The data was added to analysis/2019-11-28-resequencing directory on the projects
section of the JHI cluster.

E.4 Conclusions
Six of the eight strains sent for resequencing yielded usable sequences for downstream
analyses. Lys57 was revealed to be a Serratia fonticola, and Lys47 was a Escherichia
fergonosii. The fact that neither of these species was detected from the initial sequencing
run suggests that there may have been additional complications with the initial sample
preparation: yielding entirely different species between sequencing runs is concerning.
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Figure E.6: Blob plot of Lys49 initial sequencing. Contamination is suggested by
the biphasic coverage pattern, slight difference in GC content between the main
blue cluster and red cluster, and colours indicating mixed genera.

Figure E.7: Mapping and identity scores of Lys49 initial sequencing.
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Figure E.8: Mapping and identity scores of Lys57 after resequencing.

Figure E.9: Phylogenetic tree of SPC after resequencing. This SNP tree (generated
by EToKi) of highlights how distant Lys49, a suspected E. fergonosii, is from the
rest of the collection.
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The expectation would have been that the resequencing with long reads would perhaps
clarify issues for Lys57 by assembling larger fragments of the two putative E. coli in the
co-culture, rather than a Serratia. In the context of the larger work, this underscores the
importance of strain provenance when linking the phenotypic and genomic works; future
studies utilizing these isolates could benefit from confirmation sequencing in case such
mix-ups are wide-spread.
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Assessing EnteroBase Metadata

Comparing the soil-persistent E. coli collection to the wider group of E. coli requires a
representative comparison dataset. To this aim, I used the EnteroBase database to get
the metadata associated with hundreds of thousands of sequenced E. coli, and filtered the
number to a representative but tractable number of candidate strains to maximize the
quality and diversity of the available data.

F.1 The Input Data
Metadata was downloaded from EnteroBase by searching for “All Strains” in the E. coli
database on 2019-04-19. A data “view” was created to include the Achtman 7 gene ST
predictions, all the assembly statistics, Fim types, Clermont Types. The metadata was
downloaded, resulting in two files: one for the metadata and one for any that gave errors
because, for instance, the metadata is available but the sequence data has not been made
public yet. I excluded those strains identified by EnteroBase as having problematic meta-
data.

F.2 Filtering the Data

F.2.1 Assembly Status

An initial look at the Status of the assemblies showed that a small number of records can
be excluded as legacy data (Figure F.1). These are generally ones for which WGS data is
not available, only having the Achtman 7 gene MLST sequences deposited.

Additionally, 83 of the entries had NaN for the Length, N50, and all the other quantitative
assembly columns. I removed those, as I can find no reason for the lack of data, and no
way to determine the cause. I also removed the unreleased ones by filtering out those with
a release date in the future.

F.2.2 Genome Size: Shigella and the case of the short genomes

Considering the lengths of the genome assemblies, any with a length of 0bp were excluded.
Plotting the assembly lengths revealed a decently tight distribution of lengths, with few
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Figure F.1: Summary of datasets in EnteroBase.A smmall number of datasets are
considered ’legacy’ which lack whole-genome sequence data.
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outliers (Figure F.2). EnteroBase automatically removes any with a length less than
3.7Mb or greater than 6.4Mb, as those are unlikely to be E. coli1.
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Figure F.2: Lengths of assemblies in EnteroBase. The distributions of all assem-
blies in Enterobase has a mean n

Closer inspection showed that the short ones (~3.7Mb) were frequently classed as Shigella.
Plotting the genus- and species-level size distribution confirmed that some genomes
classed as Shigella have very short assembly sizes, a characteristic not expected with
Shigella. As Shigella are decidedly a sub-clade of E. coli, this must be addressed. Shigella
strains often type as “Unknown” with EzClermont, and plotting the size distributions by
phylogroup confirmed that some “Unknown” strains formed outlying peaks greater on
both the longer and shorter ends of the expected assembly size distribution.

1https://enterobase.readthedocs.io/en/latest/pipelines/backend-pipeline-qaevaluation.html
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Based on this, it was deemed sensible to remove genomes falling outside of the bulk of
the E. coli genome sizes, excluding the peak of genome sizes that occurs when the genus
overlaps around 4.5Mb.

Our smallest soil genome has a size of approximately 4.7MB, So, I chose to retain
genomes over 4.65Mb.
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F.2.3 Removing the Cryptic Clades (or rather the associated
MLSTs)

For this study, I chose to remove any members of the cryptic clades, as the type of
pangenome analyses I inteded to do cannot be performed with members of different
species. To determine which isolates to exclude, I chose to look at which MLST groups
seem to be most associated with the cryptic clades.

For a small proportion of the dataset, the Clermont type was determined with either
ezClermont or ClermontTyper. This feature was added relatively recently (relative to
when this analysis was performed), and as such some of the types were missing from the
dataset.

I calculated which MLST types were enriched for “crypticness”, in the subset of the data
that had been labelled with Clermont type.
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Most of the MLST groups had no cryptic members.

I chose to set a threshold of 5%; if over that, I considered it to be suspect enough to ex-
clude members from that MLST group.
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MLST types with a proportion of crryptic clade  greater than .2 
were removed from the analysis.

F.2.4 Genome Base Quality

I have a wide range of quality of the assemblies (with some assemblies being called en-
tirely low-quality):

200



Chapter F F.2. Filtering the Data

0

20000

40000

60000

0e+00 1e+06 2e+06 3e+06 4e+06 5e+06
Low.Quality.Bases.Assembly.stats.

co
un

t

Low quality bases

0

10000

20000

30000

0e+00 2e+05 4e+05
Low.Quality.Bases.Assembly.stats.

co
un

t

Low quality bases (No extreme outliers)

201



F.2. Filtering the Data Chapter F

0

10000

20000

30000

40000

90.0 92.5 95.0 97.5 100.0
Percent high quality bases

co
un

t

Percent High quality Bases

Because sequencing errors will affect the allele calling at just about every stage in down-
stream analysis, I filter to retain datasets with > 99.8% high quality bases. That may
seem stringent, but .2% error over 5Mb is still 10K SNPs, a considerable amount of error.

F.2.5 Filtering Metadata

The following metadata filtering process was undertaken to reduce the likelihood of in-
cluding soil-persistent strains in the comparison set. Isolates meeting the following criteria
were removed:

• anything from the Source.niche that is blank, “ND”, Laboratory, “Environment”.
• anything unavailable (release date in the future)
• anything with missing provenance (no Source.Type and Source.Details)

F.2.6 Filtering from Species Assignment

Lastly for the filtering, I determined how many strains are actually E. coli. All strains
had passed the initial quality control performed by EnteroBase describe here: https://
enterobase.readthedocs.io/en/latest/pipelines/backend-pipeline-qaevaluation.html

I took a look at the percentage of the reads that were E. coli. EnteroBase reject assem-
blies where >20% of the contigs are not E. coli, but looking at the prevent of the reads
that are E. coli, it appeared that some low-quality datasets were still present.

Additionally some of the strains are not even E. coli, and are instead Escherichia species
or Shigella, or left blank. I selected only the true E. coli for this comparison.
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The final step was an attempt to group the free-form source metadata into comprehensible
groupings using lots of regex searches; these classified strains as associated with food,
wild animals, companion animals, livestock, humans, or other., I tried to simplify the
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labels. For those that had multiple, IS_FOOD label overruled IS_OTHER, and IS_WIDANIMAL
overruled all. This is because those vocabularies are the most specific.
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After the filter, there remained 13267 genomes to choose from. The subsampling heuristic
I decided on was to sample a single representative from each Achtman 7 gene sequence
type.
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The total number of sequences left was 1397. Two of these were later removed due to
typing out as cryptic clades, resulting in a final dataset of 1395 strains.

And I saved the data in two forms: the table with all the metadata, and a file to be used
in our script to fetch the actual sequences with the EnteroBase API.

F.3 Fetching the data
The data were downloaded with the EnteroBase API using a script which can be found in
scripts/fetchEnterobaseAssemblyBatch.py.
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Appendix G

Additional Figures

G.1 Introduction
Figure G.1 shows the network of how the different analyses effect each other. At the cen-
tre is the metadata, which is both used to perform analyses and iteratively updated as
needed.

Figure G.1: Network of data interactons. All analyses center arouond the Soil-
Persistent Collection’s metadata. Some analyses (e.g. motility) both utilize and
contribute to the metadata, which is used later analyses. Findings from one analy-
sis can influence many others.

G.2 Additional plots from Chapter 3.1
Figure G.2 shows the control growth curves; Lys9 was run as a control for each plate, and
the blank wells are assessed.
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Figure G.2: Growth curve experiment controls. Water blanks and media negative
controls consistently showed no growth. Lys9 was used as a positive control, and
showed consistent growth for each run at a given temperature/media condition.
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Chapter G G.3. Additional plots from Chapter 6

Figure G.3: Wells with a starting OD outside of three standard deviations from
the mean starting OD were removed from the analysis.

Figure G.4 is similar to Figure 3.18 except that the relative maximum growth rate is
shown here, rather than the relative maximum growth (OD) achieved.

Figure G.5 shows the number of replicates for the conditions. Conditions with fewer than
three replicates were excluded.

G.3 Additional plots from Chapter 6

G.3.1 Individual cluster graphs

G.4 Additional plots from Chapter 8

G.5 Chapter 7
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Figure G.4: Heatmap of maximum growth rate achieved per condition by strains.
Missing data due to quality control or otherwise is indicated by a gray cell.
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Figure G.5: Replication of growth curve experiments. Most conditions had three
technical replicates; growth curves in LB were run with six replicates.

Figure G.6: These clusters shows close strain relationships
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Figure G.7: These clusters shows close strain relationships from different lysimeters
but the same source soil type
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Figure G.8: Blobplot of assembly of unmapped reads during SNP calling of Cluster
9. These ammount of sequence unable to be mapped is small, and could be the
result of minor contamination or low-quality ready being assigned the incorrect
taxa.
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Figure G.9: The strains deemed to be members of clonal clusters with a threshold
of 0 SNPS.
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Figure G.10: The strains deemed to be members of clonal clusters with a threshold
of 15 SNPS.
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Figure G.11: The number of premature stop codons introduced in poorly corre-
lated with the overall number of SNPs.
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Figure G.12: The number of premature stop codons introduced in poorly corre-
lated with the overall number of SNPs.
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Figure G.13: Mutation rates and types differ by clade, as shown here compared to
the SNP tree generated with Parsnp.
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Figure G.14: The expected versus actual ratio of intergeneic to intragenic SNPs for
each isolate, by group.
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Figure G.15: Histogram of the number of SNPs in the soil-persistent collection
relative to O147:H7 Sakai, a group E strain. Note that SNPs can only be called in
regions shared by the isolate and the reference.
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Appendix H

Protocols

The protocols reprinted in this chapter were copied verbatim from the source documents
in the online repository of this work under the protocols folder. These were converted to
PDF format and included here. As these protocols were neither written by me nor was the
work outlined by them performed by me, no further comments are given.

H.1 E. coli isolation projects.docx: strain isolation
This document describes several of the initial phenotypic and biochemical tests performed
on the strains isolated from the lysimeter leachate in order to determine whether or not
they were E. coli. Details are also given about the subculturing and the 16S PCR proce-
dures.

223



E. coli project 

 

1. Lactose fermentation (E. coli is a lactose fermenter) 

• MacConkey agar: as instructed on bottle 
• Prepare directly in 400 ml bottles 
• Autoclave and pour plates 
• Streak isolates from slopes 
• Incubate at 37°C overnight (negative and positive control Pseudomonas aeruginosa 

(FA19) and E. coli K12 (FA17), respectively) 
• Only keep pink colonies (lactose fermenter) 

 

2. Luria Bertani agar 

• 10 g tryptone; 5 g yeast extract; 5 g NaCl; 15g agar; make up to 1L with dH2O 
• Prepare directly in 400 ml  bottles 
• Autoclave and pour plates 
• Streak isolates from pink colonies from step 1 
• Incubate at 37°C overnight 

3. Citrate utilisation (E. coli cannot utilise citrate) 

• Citrate agar: as instructed on bottle 
• Prepare directly in 400 ml bottles 
• Autoclave and pour plates 
• Streak isolates from LB plates  
• Incubate at 15°C or 37°C overnight or 24h (positive and negative control 

Pseudomonas aeruginosa (FA19) and E. coli K12 (FA17), respectively) 
• Only keep non citrate utiliser (no growth) 

 

4. Indole test (E. coli can utilise tryptophan) 

• Only work with isolate that were found positive for lactose fermentation (section 1) 
and negative for citrate utilisation (section 3)   

• Tryptone water: as instructed on bottle  
• Prepare in graduated cylinder 
• Transfer to 400 ml bottle and autoclave 
• Inoculate one colony in 5 ml from LB plate  
• Always include a negative control (without any colony inoculated) 



• Incubate at 37°C overnight or 24h (try both) shaking 
• Add 0.5 ml Kovac’s reagent and record color change (negative and positive control 

Pseudomonas aeruginosa (FA19) and E. coli K12 (FA17), respectively) 

 

5. Sub-culturing (5x; to ensure pure culture) 

• Only work with isolate that were positive for lactose fermentation (section 2), 
negative for citrate utilisation (section 3) and positive for the indole test (section 4) 

• Prepare LB plates (see section 2) 
• Prepare PBS (Phosphate Buffer Saline) and autoclave  
• Streak one colony from previous LB plate  
• Incubate at 37°C overnight 
• Perform serial dilution as follow: 

o Label 5 eppendorfs (-1 to -5) 
o Add 1 ml of PBS to the first eppendorf (-1) and 900 µl of PBS to all the others 

(from -2 to -5) 
o Inoculate one colony from overnight LB into the first eppendorf (-1) 
o Vortex until the colony is in suspension 
o Transfer 100 µl of the suspension from -1 to tube -2 
o Vortex 
o Transfer 100 µl of the suspension from -2 to tube -3 
o Repeat the procedure until -5 

• Spread 100 µl of suspension -4 and -5 onto 2 fresh LB plates 
• Incubate at 37°C overnight 
• Repeat the serial dilution and plating procedure 4 more times starting with one 

colony from -5 plate 

 

6. Confirm phenotypes 

• Take colonies from the -5 plate from the 5th sub-culture 
• Streak them in parallel on 1 MacConkey agar plate and on 1 citrate plate (always 

using appropriate controls) 
• Hopefully the phenotypes will be as expected (lactose positive and citrate negative) 

 

7. Culture stocks 

• Work with all the potential E. coli candidates that were sub-cultured 



• Prepare LB broth and autoclave (same as agar without the agar; prepare in 
graduated cylinder) 

• Inoculate one colony from step 5 (from the -5 plate from the 5th sub-culture) into 20 
ml LB broth 

• Incubate at 37°C overnight shaking 
• Measure OD at 600 nm 
• Centrifuge at 13 000 g for 10 min 
• Resuspend pellet in 1 ml of fresh LB broth containing 7% (v/v) DMSO 
• Transfer to adequately labelled sterilised cryovials 
• Store at -70°C 

 

8. Colony PCR (universal 16S rRNA primers) 

• Prepare templates: resuspend one colony from each isolate to be tested in 100 µl 
sterilised DEPC water (stored at -20°C) 

• Always include positive and negative control 
• Use 1 colony of E. coli K12 resuspended 100 µl sterilised DEPC water for positive 

control and sterilised DEPC water only for negative control 
• Every components must be stored on ice during the entire procedure apart from the 

templates 
• Primers: FA9 and FA53 (27F and 1398R) 
• Prepare stock solutions of primers of 20 µM (stored in 100 pM/µl solution) 
• Prepare stock solution of 10 mM dNTPs (stored in  100 mM solution) 
• Add 3 µl of template into each PCR tube, including positive and negative controls 
• Add 1 µl of each primers (2 µl in total) into each PCR tube, including positive and 

negative controls 
• Total volume of each PCR reaction: 50 µl 
• Add 25 µl MyTaq Red Mix and 20 µl of PCR-DEPC water to each PCR tube, including 

positive and negative controls 
• Vortex briefly 
• Spin down very briefly to ensure all the components are at the bottom of the tubes 
• Insert into PCR machine 
• PCR cycle: 

o 95°C for 1 min 
o repeat 30 times: 

§ 15s at 95°C 
§ 15s at 57°C 
§ 10 s at 72°C 



• Note: only start with 1 positive and 1 negative controls if turn out as they should 
then start including some of your potential E. coli sample to be tested with a 
maximum of 10 at a time (make sure they fit into PCR block using the right tubes) 

• Run agarose gel (see section 10) 

 

10. Agarose gel (visualising PCR results) 

• Prepare 1% agarose gel as follows: 
o Dissolve 1.5 g agarose into 150 ml 1x TAE buffer (see composition on 50x 

bottle from the lab) 
o Bring to the boil on the hotplate 
o Let it cool down on the bench 
o Add 6 µl SYBRSafe 
o Poor with a comb adequately placed 

• Cover the gel in 1x TAE buffer and remove the comb 
• Take 5 µl aliquot from PCR tubes and load on the gels together with 5 µl of molecular 

weight marker (Hyperladder IV) 
• Store the remaining of the PCR samples at -20°C 

 

11. PCR product purification 

• Only purify PCR products that gave you a band using the 16S rRNA universal primers 
• Use SureClean kit and follow the manufacturer’s instructions 
• Run an agarose gel to ensure that the PCR product was not lost during the 

purification procedure by taking a 5 µl aliquot and adding 2 µl of loading dye 
• Send for sequencing 

 

12. Sequencing result analysis 

• Use the BLAST ncbi software (http://blast.ncbi.nlm.nih.gov/Blast.cgi) to determine 
the identity of your isolates 
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H.2 Excepts from Student Report of Strain Isolate
The following excerpts were taken from the protocols written by two of the students in-
volved in isolation of the SPC. They describe the setup used for pre-filtering and filtering
leachate, as well as the protocol for using sorbitol MacConkey agar for screening isolates.

H.2.1 Prefiltration:
Firstly each sample was pre-filtered using the following Filtration Tower
Unit (Welch, Garder Denver), as shown in Figure 1. Pre-filtration is carried
out to avoid clogging of the Tangentail Flow Filtration Unit (TFF). Before
commencing any pre-filtration, all filtering apparatus was washed in ethanol
and dH2O and left to dry before use. This was also carried out in between
the each sample being filtered. Each sample was filtered through an 8µm
nitrocellulose filter paper (Millipore) in order to remove any bulky particles
such as any grit or dirt. For each sample 500ml was filtered through at a
time, then 200ml or 100ml depending on how slow the sample filtered. When
only a few drops were slowly filtering through, the filter paper was changed.
Each sample was then put into a clean 5 litre drum and stored at 4oC.

H.2.2 Tangential Flow Filtration
Only pre-filtered samples can be passed through the Tangential Flow Fil-
tration unit (TFF) (Pump - Watson Marlow, Filtration Unit – Sartorius),
shown in Figure 2. A cartridge with pore size 0.2µm (Sartorius) was used
during TFF. The cartridge is stored in 20% ethanol. The TFF unit was used
to concentrate each of the samples from 15 litres to 500ml. After cleaning
the TFF unit, the sample is pumped through the unit at 45rpm until the
solution circulates the tubing fully when it is then increased to 200rpm. The
sample was left to circulate through the system for 2-3 minutes before the
permeate valve was opened. The unit was stopped when 500ml of concen-
trate was collected. This process was carried out for each of the three RA
samples, having 45 litres of RA concentrate sample in total. In between fil-
tering each sample and also when finished using the TFF unit, a cleaning
protocol was carried out.

H.2.3 Sorbitol MacConkey
After tangential flow filtration, the samples were run through the filtration
tower again. Some of the samples were plated neat and others on the fil-
ter. All samples were plated on MacConkey Agar with Sorbitol (51.5g per
litre dH2O and autoclaved at 121oC for 15 mins) (Oxoid Ltd.) and plated
in duplicate. MacConkey Agar with Sorbitol was used because it is a selec-
tive medium for the isolation and differentiation of E. coli. All plates were
incubated at 37oC for 24 hours. 50 colonies were picked from each sample
and each one was added to an eppendorf containing 500µl of PBS (Oxoid
Limited) with 20% glycerol (Fisher Scientific) (80ml glycerol in 320ml dH2O
with 4 PBS tablets, autoclaved at 121oC for 15 minutes). An inoculating
loop was then flame sterilized, went back to the same colony and streaked it
on 1⁄4 of a MacConkey Agar with Sorbitol plate. This process was carried
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Chapter H H.3. Motility assay DT August 2014

out for 150 colonies in total. The colour each colony for each sample was
recorded. All the plates were incubated at 37oCfor 24 hours. All 150 colonies
were flash frozen in liquid nitrogen and stored at -80oC.

H.3 Motility assay DT August 2014

This document is the standard operating procedure for the motility assays described in
Chapter 3 at the James Hutton Institute.
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Motility assay DT August 2014 

1. Streak out glycerol stock of sample to be analysed onto LB-Agar plates to obtain single 
colonies. Incubate overnight at 37C. 

2. Prepare 0.4% LB-Agar i.e. 0.4g Agar into 100mls LB media then autoclave. 
3. When cool enough to hold, pour into petri dishes and leave to set. 

a. The resulting LB-Agar mixture is very soft so make sure it has completely set before 
turning upside down. 

b. Also, don’t put too much into the plate just enough to cover the bottom or the agar 
will collapse when you turn the plate upside down. 

4. Using a pen, put a dot in the middle of the underside of the plate. 
5. Using the pointy end of a sterile loop, pick a single colony and stab it into the middle of your 

plate where the pen mark is. 
6. Incubate upside down at 15C and measure the diameter daily to check for growth. 
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H.4 JHI Soil extract Growth Curves SOP_DT.doc

This document is the standard operating procedure for the growth curve assays described
in Chapter 3 at the James Hutton Institute using the Bioscreen system. It also contains a
few caveats about the procedure, including the uncertainty involved with the formula used
for overnight culture dilution, and note about the difficulty maintaining the more extreme
temperatures considered in the experiment..
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Growth Curves (using the Bioscreen System) SOP 

 

Prior to the experiment 

Step 1: Prepare bacterial cultures to be used as inoculum  

• Prepare LB broth and sterilise by autoclaving. 
• Inoculate 2 ml LB broth with the E. coli strains. 
• Aerobically incubate cultures at 37 oC overnight while shaking (with 150 rpm). 

 

Step 2: Prepare map of plate showing isolate locations. 

• Three replicates are required for each isolate 
• A negative control in triplicate must be included in each plate 
• A positive control (selected strain) in triplicate must be included in each plate 

 

Step 3: Set up Bioscreen programme. 

• Where possible the bioscreen programme should be prepared in advance of the 
run day. With regard to the sample list this can be done from an excel file 

• Check sufficient cooling fluid is in the system 
• Create a programme for the required run 
Ø Settings for 37 oC: 
o Experiment length: 1 day with a measurement interval of 15 min (see note 4). 
o Shaking: type: intermittent, amplitude: high, speed: normal, duration: 10 sec., 

interval: 600 sec., stop: 10 sec. before measurement. 
o Start measurement: on Set Temperature (see note 3 and 4).  
o Filter: 600nm, Brown. 
o Temperature cycle: at 1 min. to 37 oC. for 1 min 

Ø Select the wells of interest and write a description of each well. 

 

Day of the experiment 

 

Step 4: Check the optical density (OD) of the overnight cultures 

• Remove the cultures from the incubator and mix briefly by vortexing 
• Pipette samples and a new negative control into microplate honeycomb wells 

(alternatively use Cuvette method for checking OD). 



• Measure the OD at 600 nm ( . Program must 
be started and OD measured immediately to get initial OD. There is no way 
to just to one immediate measurement. 

 

Step 5: Calculate the dilution required for a starting OD of 0.05 at 600nm 

• Calculate the volume of cultures (V1) required to make up 1 ml culture 
suspension with 0.05 OD ( using the equation M1 V1= M2 V2, where; M2 = 0.05; V2= 

1000 µl ; V  ) 

• Calculate the amount of broth required to make up 1 ml culture suspension      
(LB broth volume = 1000 µl – V1) – see note 5  

 

Step 6: Warm up instrument by doing a pre-run with the same programme 

 

Step 7: Dilute cultures  

• Label the eppendorf tubes 
• Pipette the measured amount of cultures (V1) into 1 ml Eppendorf tubes while 

placed on ice. 
• Pipette the measured amount of sterile LB broth into the Eppendorf tubes. 
• Vortex samples to make a homogenised suspension. 
• Pipette 250 µl of the mixture into microplate honeycomb wells according to the 

plate map 
 

Step 8: Start run  

• Place the plate into the instrument.  
• Abort pre-run and start a new run 
• Check the temperature reaches the required temperature setting.  
• Note down the observed OD – the control ( it should be = 0.05) 

Step 9: Post run  

• Copy file across to a USB key and place in a network file 
• Record run duration on lamp log sheet 
• Disinfect and carry out instrument maintenance as instructed in the manual 

Notes 



I had a few problems when running this assay, they are as follows; 

1. The soil extract medium was full of debris. Before using, the medium must 
be centrifuged at 6000rpm to pellet debris.  

2. Also, the di-sodium hydrogen orthophosphate comes out of solution at low 
temperatures and must be kept at room temperature. All other solutions can 
be kept at 4°C. 

3. After measuring the initial OD in order to perform the dilutions, leave the 
plate in the machine to continue measuring every 15 mins, this allows 
maintenance of required temperature. Press abort when ready to start the 
actual experiment. 

4. In the very low (6°C) or very high (60°C although machine will only reach 
59°C), the temperature either drops or is raised as soon as this lid is lifted to 
insert the plates taking ~15mins to return the set temperature. Since the 
experiment is due to start on set temperature, by the time this is reached 
the ODs are out with the accepted starting range. Therefore, in these two 
experiments I changed the run to immediate start and added 15mins to the 
end of the experiment. This way it is possible to measure the actual ODs 
when the plates went into the machine. 

5. The equation V  is inaccurate and should be used as a guide only as 

overestimates the cultures needed in the experiment. Instead, add 1ml of 
growth medium to each Eppendorf depending on number of samples to be 
analysed. To this volume use the above equation minus 10µl (usually 
between 30-33µl) and add this volume to the 1ml of growth medium. Then 
add 250µl per well in triplicate per plate. 
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H.5 MicrobesNG-preparing-your-bead-tubes.pdf

This document is the protocol provided by MicrobeNG (Birmingham, UK) for their hy-
brid sequencing service; this was used for the eight strains sent for resequencing described
in Appendix Chapter E.
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Preparing stock tubes for MicrobesNG 

To maximise the chance of successful DNA extraction from your strain it is important that 

you prepare your strain sample cryovial following the steps below. We do not grow your 

samples for DNA extraction. Instead, we extract it directly from an aliquot taken from the 

tube. It is important that enough cells have been collected and added to the cryovial as per 

our instructions, otherwise the DNA extraction will likely fail!  

We support two protocols to grow strains for MicrobesNG. Protocol A (Agar) (preferred) is 

for strains that grow well on an agar plate. Protocol B (Broth) is for strains that multiply 

better in liquid broth. You should follow the protocol that works better with your strain. 

 

Protocol A:  preparing a sample on agar 

1. Take a single colony of the strain to be sequenced, mix in 100 µl sterile buffer (for 

example 1xPBS). 

2. Streak out your strain on a suitable agar plate from the 100 µl culture. Try to make 

around 1/3 of the plate a lawn of bacteria and then streak out to determine that the 

culture is pure (see photo). Leave the plate at the appropriate growing conditions 

until an abundant growth is observed (see photo). 

o (Optional) Take a picture of the plate for potential QC . Email us the picture(s) 1

of plates indicating the sample barcode. Please include your project ID in the 

subject of the email. 

3. Using a large sterile loop take all bacterial culture off the plate and mix into the 

barcoded bead tube supplied by MicrobesNG. This includes the 1/3 plate lawn of 

bacteria.  

4. Mix tube by inverting 10 times. Leave liquid in the tubes. 

5. Seal and send the tube at room temperature back to MicrobesNG.  

6. Try to ensure package arrives in 2 days after making stock. 

 

 

 

 

1 If your sequencing does not correspond to a pure culture we can use this picture to troubleshoot the source 
of the contamination. 



Updated 20/02/2018 

 

 

 

 

 

 

 

 

 

 

 

 

Protocol B:  preparing a sample on liquid broth 

1. Take a single colony of the strain to be sequenced, mix in 200 µl sterile buffer (for 

example 1xPBS). 

2. Inoculate 25mL of sterile broth suitable for your strain to grow with 100 µl of buffer 

from step 1. Incubate the inoculated broth to OD 0.25-0.5. 

3. Streak out the remaining 100 µl from step 1 on a suitable agar plate to determine 

that the culture is pure (see right half side on the photo above).  

o (Optional) Take a picture of the plate for potential QC . Email us the picture(s) 2

of plates indicating the sample barcode.Please include your project ID in the 

subject of the email. 

4. Pellet the bacteria in a centrifuge (~10 minutes at 4000 x g). Discard the liquid 

without disturbing the pellet. 

5. Resuspend the pelleted cells in 500 uL of the cryopreservant liquid from the 

barcoded bead tube supplied by MicrobesNG. Transfer the resuspended cells into 

the barcoded bead tube. Mix tube by inverting 10 times. 

6. Seal and send the tube at room temperature back to MicrobesNG.  

7. Try to ensure package arrives in 2 days after making stock. 

 

2 If your sequencing does not correspond to a pure culture we can use this picture to troubleshoot the source 
of the contamination. 
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H.6 MicrobesNG-Methods-Document.pdf

This document is the protocol provided by MicrobeNG (Birmingham, UK) describing the
initial quality control performed on the sequencing data.
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Three beads were washed with extraction buffer containing lysozyme (or lysostaphin for 
Staphylococcus sp.) and RNase A, incubated for 25 min at 37oC. Proteinase K and RNaseA were 
added and incubated for 5 min at 65oC. Genomic DNA was purified using an equal volume of SPRI 
beads and resuspended in EB buffer. 
 
DNA was quantified in triplicates with the Quantit dsDNA HS assay in an Ependorff AF2200 plate 
reader. Genomic DNA libraries were prepared using Nextera XT Library Prep Kit (Illumina, San Diego, 
USA) following the manufacturer’s protocol with the following modifications:  two nanograms of 
DNA instead of one were used as input, and PCR elongation time was increased to 1 min from 30 
seconds. DNA quantification and library preparation were carried out on a Hamilton Microlab STAR 
automated liquid handling system. Pooled libraries were quantified using the Kapa Biosystems 
Library Quantification Kit for Illumina on a Roche light cycler 96 qPCR machine. Libraries were 
sequenced on the Illumina HiSeq using a 250bp paired end protocol. 
 
Reads were adapter trimmed using Trimmomatic 0.30 with a sliding window quality cutoff of Q15 
[1]. De novo assembly was performed on samples using SPAdes version 3.7 [2], and contigs were 
annotated using Prokka 1.11 [3]. 
 
1. Bolger, A. M., Lohse, M., & Usadel, B. (2014). Trimmomatic: a flexible trimmer for Illumina 
sequence data. Bioinformatics, 30(15), 2114–2120. http://doi.org/10.1093/bioinformatics/btu170 
 
2. Bankevich, A., Nurk, S., Antipov, D., Gurevich, A. A., Dvorkin, M., Kulikov, A. S., … Pevzner, P. A. 
(2012). SPAdes: A New Genome Assembly Algorithm and Its Applications to Single-Cell Sequencing. 
Journal of Computational Biology, 19(5), 455–477. http://doi.org/10.1089/cmb.2012.0021 
 
3. Seemann T (2014) Prokka: rapid prokaryotic genome annotation. Bioinformatics. 30(14):2068-9 
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