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A B S T R A C T

The assessment of semantic relatedness for a given pair of entities in a knowl-
edge graph has become a critical step in a wide variety of artificial intelligence
tasks, including but not restricted to fields such as machine learning, natural
language processing, and information retrieval. Semantic relatedness is a gen-
eralisation of semantic similarity; entities are semantically assessed by virtue of
their relationships in the knowledge graph rather than by their inherent similar-
ity. Semantic relatedness measures have been widely addressed in the research
literature, producing a wide range of relatedness functions.

These functions require to enumerate paths between entities, using a simple
and yet powerful intuition: the more the number of paths connecting the entities,
the more related. However, extracting paths from knowledge graphs is compu-
tationally expensive. Since the number of paths increases exponentially with the
number of edges, a denser graph affects the tractability of the assessment. This
issue becomes critical in online services where potential computational bottle-
necks can be a point of failure and delays.

In this thesis, we introduce an approach to semantic relatedness based on dif-
fusion processes over knowledge graphs. We argue that diffusion processes can
replace paths as the source of semantics without affecting the performance of
these measures in real-world applications. We formalise this form of related-
ness, and we compare them against their path-based cousins. We also study
the methods to compute diffusion in large knowledge graphs. Our findings
show that diffusion-based models behave similarly to path-based ones in terms
of ranking of entity pairs and have a better computational performance.

We evaluate the computational cost of our models and give recommendations
to build real-world applications from them. To this end, we tested and evaluated
our model in two relevant applications: entity retrieval in knowledge graphs
and entity linking over streams of text. In the former, we introduced a two-stage
retrieval model that combined a standard information retrieval model with a re-
rank function based on our form of relatedness. In the latter, our model was able
to overcome the computational bottleneck of linking entities in microblog posts
using diffusion-based relatedness models and producing annotations in the text.
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1 I N T R O D U C T I O N

Any piece of text contains the parts of speech that every student learns at school:
nouns, verbs, adjectives, adverbs and so on. Nouns play a particularly important
role in the speech — they identify the people, places, concepts and things that
the sentence is about. In this thesis, we are interested in identifying and measur-
ing the relationships between entities, which are the nouns and noun phrases
that represent unique identifiable concepts, both concrete and abstract, in text
documents. In terms of knowledge representation, an entity is an instance of
an entity-type that exists either physically or logically and can be uniquely iden-
tified from other entities in the world. Because entities are instances, they are
materialisations of the set of traits or attributes described by their entity-types.
For example, Barack Obama is an instance of the entity-type human being, and
a such he has the attributes common to all human beings such as a name or a
place of birth. These attributes not only provide information regarding the entity
but also establish relations with other entities in the world. This inherent inter-
connection allows every entity to have different degrees of relationship —some
strong, some weak— with other entities. For example, we are far more familiar
with the political aspect of Barack Obama than his writer profile because he
has far more relations in this domain. The ability to assess entities by virtue
of their relations is fundamental to contextualise user-generated documents in
modern Information Retrieval (IR) applications. As humans, we can naturally
establish associations between entities based on their relations. However, it is
much harder to represent this ability using computational models.

Knowledge Graphs (KGs) are structured databases in which the information
of entities and their relations is encoded using a formal ontology. KGs employ a
graph-like structure to represent entities as vertices and their relations as edges.
In the last few years, we have witnessed the proliferation of several general-
purpose KGs such as DBpedia

1, Freebase
2, or Wikidata

3. These large KGs are
composed of millions of entities and relations from a wide variety of domains.
Since all this information is encoded in a single graph, we can study the associ-

1 https://wiki.dbpedia.org

2 https://developers.google.com/freebase/

3 https://www.wikidata.org

1

https://wiki.dbpedia.org
https://developers.google.com/freebase/
https://www.wikidata.org


2 chapter 1: introduction

ations between any pair of entities. For example, we can study the association
between the German Chancellor Angela Merkel and the Irish rock band U2
despite the few relations they might have. Therefore, modern KGs give us the
possibility of determining associations between any two entities in the KG, re-
gardless of their entity-types and the domain of the relations.

We identify three features that are crucial in this assessment:

(i) The relations between the entities are subjected to the context and the
user’s interest.

(ii) The cardinality of the relations between the entities indicates their level of
association.

(iii) The strength of the relations depends on the context.

The combination of these aspects will determine the generation of the so-called
semantic explanation of the entities. The explanation is a subset of the relations
connecting the entities that illustrate the association between the entities in a
particular context. However, we also need to establish a score to determine the
relevance of the explanation. To this end, we employ a scoring function to quantify
the explanation. This function measures the degree of connectivity between the
entities using a heuristic.

The generation of the semantic explanation and the scoring function are the
two main parts of a semantic relatedness function. The explanation is usually an
arbitrary subset of relations between the entities that somehow explains why the
entities should be related. This selection is normally biased towards a particular
aspect, such as the user’s preferences or the popularity of the relations in a cer-
tain domain. In any case, the resulting explanation generates (or is represented)
by a subgraph, which in turn is the input of the scoring function. This function
determines the overall relevance of the explanation. It leverages the importance
of each relation in the explanation and quantifies them using a single scale. Since
it is possible to generate several explanations for a given pair of entities, the scor-
ing function can induce a partially ordered set over them. This ranking-ability
is broadly exploited in IR applications, where systems usually need to maximise
(or minimise) relatedness among (potentially many) pairs of entities.
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1.1 problem statement

In this thesis, we aim to improve the efficiency of semantic relatedness models
that operate on KGs and provide a meaningful explanation. In the next subsec-
tion, we will look to one existing approach and then we will give an overview
of our proposed solution. Before proceeding in this direction, we will give a
glimpse of the similarities and differences between semantic relatedness and se-
mantic similarity.

1.1.1 Semantic similarity

Similarity and relatedness are very close problems with one crucial difference.
While both concepts aim to find common properties between entities, relatedness
is a generalisation of similarity in the sense that the assessment is by virtue of
the entities’ relations rather than their attributes (Budanitsky & Hirst, 2006). For
instance, the gray wolf (Canis lupus lupus) and the american coyote (Canis latrans)
are two similar mammals because they have many characteristics in common:
both are carnivorous mammals and share similar habits. On the other hand, the
american coyote (Canis latrans) and the american badger (Taxidea taxus) are related
because they cooperate in digging up rodent prey.

This distinction is very useful for our targeting use-cases: we are interested
in exploiting the relations between entities rather than their attributes. More-
over, semantic relatedness is an open concept (Anyanwu & Sheth, 2003), in the
sense that various notions of relatedness can be included. Therefore, we prefer
semantic relatedness since it provides more flexibility at the moment to assess
two entities in a knowledge graph.

1.1.2 Path-based semantic relatedness

Scientists have developed graph-based queries to assess semantic relatedness be-
tween words in ontologies for many years. The emergence of the Web of Data
shifted this paradigm and meant the replacement of ontologies with large KGs.
The computational cost of graph-based queries and the scale of KGs implied
a considerable increment in the cost of calculating semantic relatedness. As
the sophistication of graph-based queries increased, the assessment of seman-
tic relatedness became susceptible to intractability issues. As a consequence,



4 chapter 1: introduction

most state-of-the-art systems employed path enumeration and avoided expen-
sive graph-based queries. Path enumeration consists of enumerating a selection
of the paths connecting the input entities. Thus, the semantic explanation can be
constructed from these paths or a combination of them.

However, path enumeration is computationally expensive in large KGs. The
number of paths between two vertices scales exponentially to the number of
vertices in the graph. Therefore, assessing semantic relatedness over large KGs
using path-based queries is also prone to computational bottlenecks and delays.

The computational cost of semantic relatedness models affects the workload
significantly in end-to-end applications. In this setting, semantic relatedness is
usually a single component that serves as an intermediary step to rank groups
of entities according to their relatedness. For example, entity linking has to
link a noun phrase from a text message to their respective entities in the KG.
Because there may be multiple candidates in the KG, the system must calcu-
late the semantic relatedness between the candidates in order to find the most
probable match. Such a search implies that the number of semantic relatedness
assessments is potentially very large. Thus, a small delay in the calculation
of the semantic relatedness function will increase the computational workload.
Moreover, multi-user querying, stream-fashion processing, user-based personal-
isation, and similar features in this setting, will increase yet again the expected
workload. Therefore, using a semantic relatedness model prone to bottlenecks
can undermine the overall performance of these applications.

1.1.3 Diffusion in graphs

In this thesis, we propose and evaluate diffusion-based semantic relatedness
models using KGs to improve the performance of semantic assessment in high-
demanding applications. Diffusion is a time-controlled stochastic process in
which a series of random agents are disseminated across the graph using specific
equations —or laws— of motion. As they traverse, the agents produce particu-
lar trajectories that reflect the probability of reaching a specific vertex given an
initial one. When arriving at a vertex, the agents decide the next vertex stochas-
tically and then traverse in that direction. After the dissemination of several
agents, we can identify patterns in their trajectories and use them to estimate
the proximity of the vertices in the graph. This form of proximity can be rep-
resented as a kernel. A kernel is a generalisation of similarity between vertices in
the graph, in which the inner product is defined for a m-dimensional space. The
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kernel is affected by the decisions taken by the agents; thus, it will reflect the
trajectory of them. We can manipulate the decisions of the agents by modifying
the laws of the diffusion. For instance, some diffusions will allow agents to stop
at random, while others will allow them to traverse indefinitely. These laws re-
flect a particular intuition of the similarity of the vertices, and therefore we can
use those that better represent semantic relatedness.

Diffusion processes in large KG are also computationally challenging. How-
ever, we can use different approximation methods to speed up the computation.
For instance, truncation methods, matrix decomposition methods, and power it-
eration methods will reduce the computational requirements significantly, mak-
ing the assessment affordable in commodity hardware. Hence, we can use these
approximations to compute semantic relatedness in scenarios where a graph-
based relatedness model will produce several computational bottlenecks.

1.2 research questions

Considering then semantic relatedness assessment, we ask the following ques-
tion:

RQ1: How can we design a semantic relatedness function that can
scale to the demand of modern applications while using KGs as the
source of the semantics?

We hypothesise that a diffusion-based semantic relatedness model is a promis-
ing basis for a scalable system. Since diffusion processes are generally tractable
in commodity hardware, and their task performance is comparatively similar to
path-based relatedness functions, we can exploit these methods using different
diffusion process to estimate the relatedness of entities. In this way, a diffusion-
based relatedness model can employ the patterns of the trajectories to measure
relatedness between entities. We define several types of diffusion processes and
evaluate them in terms of their rankings.

Since there are several methods available to compute diffusion processes, we
need to identify how these approximations will affect the rankings. For instance,
while power iteration methods are fast, their results are query-independent as
they converge quickly to the stationary distribution of the diffusion process.
Methods like Monte Carlo simulations generate query-dependent results, but
they require storage for a vast quadratic matrix. Therefore, it is necessary to ask:
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RQ2: How can we exploit diffusion kernels efficiently for semantic
relatedness assessment in large KGs?

In this thesis, we perform a comprehensive study of the computational perfor-
mance of several methods for different diffusion processes. We classify scenarios
according to the performance of diffusion models and the method used to solve
them efficiently. Moreover, we consider the use of large KGs in our implementa-
tions, scaling our solution on commodity hardware.

We found it necessary to implement our models in end-to-end applications
and evaluate their performance in-situ. To this end, we selected two relevant IR
applications: entity retrieval and entity linking. Entity retrieval is finding entities
in a KG according to their relevance to a text query. The query is expressed in
plain text format and submitted to the system in the same way as traditional
search engines. The retrieval objects are the entities.

RQ3: How can diffusion-based models improve entity retrieval in
terms of runtime and task performance?

We believe the result of IR models can be improved using a re-rank function
based on our diffusion models. Our diffusion models can exploit the topology
of the graph to enhance the ranking of entities according to their semantic relat-
edness.

The second application is entity linking. This task consists of finding named
entities in text documents and link those mentions to their respective entities
in the KG. One of the sub-tasks of this application involves disambiguating can-
didates for each named entity. The joint disambiguation of these candidates
required to determine pair-wise semantic relatedness scores between candidates.
Since the number of candidates for a named entity can be large, we ask ourselves:

RQ4: How can entity linking be improved by diffusion-based models
in terms of the runtime and task performance?

We propose to jointly disambiguate candidates using diffusion-based models.
We determine the probability of the random agents to remain in the local cluster
rather than spreading out through the graph. We evaluate this idea and propose
an efficient solution. We also measure the running time of our model and the
impact on the performance of entity linking.
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1.3 contributions

Our thesis has the following contributions:

1. We give an extensive overview of graph-based semantic relatedness, identi-
fying modern applications in which path-based models become intractable,
and we enumerate the reasons causing this issue.

2. To overcome these difficulties, we propose several semantic relatedness
models based on diffusion kernels on KGs. Among the kernels considered,
we use Katz, PageRank and Heat-diffusion as well as combinations of them,
highlighting their potential to high-demanding applications.

3. We proposed several implementations for our models, evaluating the com-
putational performance of each solution and how the scores are affected
by the implementation. We found that some of our models are competitive
with state-of-the-art models.

4. We implemented our models into two end-to-end IR applications: entity
linking and entity retrieval. We proposed a scalable solution for each task,
and we integrate them into the overall architecture. We evaluate the overall
performance of the applications and propose improvements for them.

1.4 thesis structure

In the next chapter, we give an introduction to KGs and diffusion methods. In
chapter 3, we detail the related work in the area. To this end, we do an extensive
overview of graph-based approaches for semantic relatedness, considering two
aspects: the generation of the explanation and the scoring function to quantify
the relatedness. Next, in chapter 4, we studied the computational cost of path
enumeration. This task is critical as it has been used extensively to identify ex-
planation in KGs. We show the computational challenges associated with this
task, and the attempts to reduce its impact on current solutions. In chapter 5,
we introduce our diffusion-based semantic relatedness model. We provide a
comprehensive evaluation of the model, including different types of diffusion
and the behaviour of the parameters. Later, in chapter 6, we introduce entity re-
trieval as one of the potential end-to-end application that can benefit from using
our semantic relatedness model. In chapter 7, we detail our second evaluation
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application, entity linking. Finally, in chapter 8, we detail our conclusions and
future research directions.



2 B A C KG R O U N D

In this chapter, we present a series of formal definitions for the most prominent
concepts treated in this thesis. Most of these concepts are part of linked data
and graph diffusion; therefore, a reader already familiar with these areas might
skip this chapter entirely. However, it is worth to mention that our definition
of Resource Description Framework (RDF) graph is slightly different in compar-
ison to the standard formalisation of this concept in the related work. Mainly,
we assume an RDF graph to be a strongly connected graph instead of weakly
connected one. This assumption facilitates the development of diffusion-based
models, as we can ensure the convergence of the von Neumann’s series —also
explained in this chapter—. We detail the reasons for this assumption, and we
provide evidence of similar views in the literature.

2.1 linked data

Knowledge Graphs (KGs) are typically distributed in the Web using the RDF
framework. RDF is a well-established standard to publish open linked data in
the Web. In this framework, entities are represented using Internationalised Re-
source Identifiers (IRIs) —a generalisation of Uniform Resource Identifiers (URIs)
that allows non-latin characters— and structured in a collection of tuples of three
elements known as RDF triples (Schreiber & Raimond, 2015). The interconnec-
tion of these triples forms a graph-like structure that, from now on, we will refer
to it merely as RDF graph.

Because in this thesis we work mostly with RDF graphs, we use the term
knolwedge graph as a synonym of RDF graph. We proceed to introduce several
concepts associated with RDF graphs.

9
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2.1.1 Knowledge graphs

Definition 1 (RDF term)
Let I, L and B denote the set of IRIs, literals and blank nodes or vertices, respec-
tively. Any element of these sets is known as an RDF term.

Definition 2 (RDF triple)
Let IB be the union of IRIs and blank nodes (i.e. IB = I ∪ B), and let ILB the
union of the previous two and the set of literals (i.e. ILB = I ∪ L ∪ B). An RDF
triple is a tuple (s,p,o) ∈ IB× I× ILB, where the first element is known as the
subject, the second as the predicate, and the third as the object.

Definition 3 (RDF graph)
Let T ⊆ IB× I× ILB be a collection triples. An RDF graph G = (V,E,σ) is a
multigraph such that V ⊆ IB, E = (s,p,o) ∈ (IB× I× IB), and σ : E −→ Σ is
a map that given an edge it returns its predicate label p. Each vertex v ∈ V

represents an entity, and each edge e ∈ E is a connection between two entities
under a certain relations p. Additionally, for each edge e = (s,p,o) ∈ E, we
assume there is an equivalent oppositive edge, denoted as e−1, such that e−1 =
(o,p−1, s), where p−1 represents the oppositive of the predicate p. Hence, the
RDF graph G is strongly connected, i.e. there is at least one sequence of edges
connecting any vertex to from any other one.

We observe that enforcing connectivity in RDF graphs is a common practice
in the field (Cheng, Shao, & Qu, 2017; Hulpuş, Prangnawarat, & Hayes, 2015;
Pirrò, 2015). By imposing this condition, we can traverse the graph in both direc-
tions using the same relationships defined in the original triple set. Semantically
speaking, we are implicitly assuming that, for every subject-object relationship,
there is an equivalent relationship connecting the entities in the opposite direc-
tion. The same situation happens when considering sequences of edges. If there
is a sequence of edges connecting two entities, then there is an equivalent inverse
sequence of edges that connects the same pair of entities in the opposite direc-
tion. Therefore, it is easy to visualise that, for any entity pair (v0, v1), the number
of sequences starting at v0 and finishing at v1 is the same than the number of
sequences starting at v1 and finishing at v0.

Producing a strongly connected RDF graph is controversial as we are increas-
ing the cohesion of the graph artificially. Moreover, some relations might have
an obvious opposite relation (e.g. A is the child of B and B is the parent of A),
while others are less clear (e.g. if A is president of B, then what is B to A?) Addi-
tionally, the importance of the opposite relation does not have to be necessarily
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Figure 2.1: An example of an RDF graph. Notice that the inverse relationships have
been omitted from the figure. Each entity is represented as square vertex,
and the arrows connecting them are the edges. The labels of the edges (or
predicates) are the text displayed near to the arrows. The direction of the
arrows represents the direction of the edges.

the same than the original relation. However, we prefer to include these artificial
relations since having a strongly connected graph will simplify the mathemat-
ical development later on. In mathematical terms, a strongly connected graph
implies a positive semidefinite adjacency matrix, which has several properties
that can be exploited by iterative methods (in section 2.2, we will discuss such
properties in-depth). Also, consider that the inclusion of these artificial edges
will not change the distribution of the edges types and will allow our related-
ness models to consider cases in which the entities are connected only in one
direction. Therefore, we argue that the gain obtained by including these edges
surpasses the issues it might produce in the model.

Before moving forward to the following definitions, we introduce the exam-
ple RDF graphs displayed in figure 2.1. This graph will be used as a running
example for the introduction of more elaborate definitions.

Definition 4 (Walk)
Let G = (V,E,σ) be an RDF graph. A walk in G is a tuple W = (vstart, vend,V ,E)
such that vstart, vend ∈ V are the initial and final vertices, respectively; V is a
finite, non-empty set of vertices vi ∈ V and E is a finite, non-empty set of edges
ei = (s,pi,o). The edges are interconnected forming an ordered sequence, such
that the outgoing vertex of the current edge is the incoming vertices in the next
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edge, and the initial and final vertices are vstart and vend, respectively. In this
way, the sequence has the form: vstart

p0−→ v1
p1−→ v2

p2−→ . . .
pk−1−−−→ vend. The length

of the walk (denoted as |W|) is the cardinality of the set of edges E.

A walk starts at some initial vertex and follows a specific sequence of edges
until reaching the final vertex. In semantic terms, the length of walks reflects
the effort of moving along the graph from one entity to another. As its length
increases, less relevant become the sequence to describe the relationship between
the entities.

Example 1
Considering our running example (figure 2.1), the elements in the following list
are examples of walks:

1. BarackObama leader−1−−−−−→ UnitedStates

2. BarackObama party−−−→ DemocraticParty party−1−−−−→ JoeBiden

3. BarackObama spouse−−−−→ MichelleObama almaMater−−−−−−→ HarvardLawSchool

4. JoeBiden president−−−−−→ BarackObama vicePresident−−−−−−−→ JoeBiden

5. MichelleObama spouse−−−−→ BarackObama spouse−−−−→ MichelleObama

Walks are a generalisation of edge sequences as long as they define a begin-
ning and an end. However, in some instances, we might consider certain restric-
tions on the sequences. For example, we can select only sequences that form a
cycle —the initial and final vertices are the same—, or sequences whose length
is less than a particular range. One useful specialisation of walks are paths, in
which the repetition of vertices is not allowed.

Definition 5 (Path)
A path (also called simple path) in G is a tuple P = (vstart, vend,V ,E) such that
P is a walk starting at vstart and finishing at vend and there is no repetition of
vertices in V .

The most notable characteristic of paths is the absence of loops in its sequence.
This feature has been used extensively in the assessment of semantic related-
ness as it describes better the relationship between entities than a sequence with
loops (Cheng et al., 2017; Hulpuş et al., 2015; Pirrò, 2015).

Observe that in the example 1, the items 1, 2 and 3 are valid paths in the graph
as they do not have repetitions of vertices in the sequence. Instead, the items 4

and 5 are not valid paths since they repeat vertices in the sequence.
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2.1.2 Patterns

A path is a tool to identify connectivity between vertices in our RDF graph.
However, we also need to quantify the relevance of these paths. One way to
induce this number is by using path patterns. Roughly speaking, a pattern is a
generalisation of a query, in which the vertices in the path now become variables.

Definition 6 (Path pattern)
A path pattern is a tuple P∗ = (?vstart, ?vend,V∗,E∗) where ?vstart and ?vend are
two special variables representing the initial and final vertices, respectively, and
V∗ is a special set of vertices in which a variable replaces each vertex. In this way,
the sequence formed by E∗ has the form: ?vstart

p0−→?v0
p1−→?v1

p2−→ . . .
pk−1−−−→?vend,

where the symbol “?” is a prefix indicating that the vertex is a variable.

Example 2
We can transform the paths in example 1 into patterns by replacing the vertices
into variables (denoted as ?_):

1. ?_ leader−1−−−−−→ ?_

2. ?_
party−−−→ ?_

party−1−−−−→ ?_

3. ?_
spouse−−−−→ ?_ almaMater−−−−−−→ ?_

Path patterns describe a general structure —the sequence of edges— that can
be used to summarise several paths in the graph. We use the term instance to
refer to those paths that agree with the sequence described by the path pattern.
Then, given a path pattern, we can refer to its instances by defining only the
initial and final vertices. To this end, we use the following notation to indicate
that there is a path between Entity1 and Entity2 that agrees with a path pattern.

〈Entity1, Entity2〉 (2.1)

In order to determine whether a given path is an instance of a particular path
pattern, we need to introduce the following binary operator.

Definition 7 (Satisfy)
Let G = (V,E,σ) be an RDF graph. Let P = (vstart, vend,V ,E) be a path in
G. Let P∗ = (?vstart, ?vend,V∗,E∗) be a path pattern in G. The binary operator
satisfy (|=) is an operator between a path P and path pattern P∗ such that if
there exist a mapping function h : V∗ −→ V where ?vstart is mapped to vstart,
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?vend is mapped to vend, and each vertex in V∗ \ {?vstart, ?vend} is mapped to a
vertex in V \ {vstart, vend}. The constraints of the edge set E∗ must be satisfied:
∀e∗ = (s∗,p∗,o∗) ∈ E∗ there must be an edge e = (h(s∗),p∗,h(o∗)) ∈ E. When h
exists, we say that P satisfies (|=) P∗.

Example 3
Considering the path pattern 3 in example 2, the following paths satisfy this
pattern as we can prove there is a mapping function between the vertices and
the constraints of the edges is hold.

1. BarackObama spouse−−−−→ MichelleObama almaMater−−−−−−→ HarvardLawSchool

2. MichelleObama spouse−−−−→ BarackObama almaMater−−−−−−→ HarvardLawSchool

3. JoeBiden spouse−−−−→ JillBiden almaMater−−−−−−→ UniversityOfDelaware

4. JillBiden spouse−−−−→ JoeBiden almaMater−−−−−−→ UniversityOfDelaware

Example 4
Consider the path pattern 1 in example 2. The following paths do not satisfy
this pattern.

1. BarackObama president−−−−−→ JoeBiden
The mapping of vertices is valid, but the constraints of the edges are not.

2. BarackObama leader−1−−−−−→ BarackObama
The constraints of the edge are valid, but the mapping of vertices is not.

The number of instances of a path pattern is called the support of the pattern.
We use this number to determine the relevance of the pattern in the graph. We
can now formalise this function.

Definition 8 (Support)
Let G = (V,E,σ) be an RDF graph. Let P∗ = (?vstart, ?vend,V∗,E∗) be a path
pattern in G. The support of P∗ is the function s : P∗ −→ Z such that:

s(P∗) = |{P,P |= P∗ ∀P ∈ G}| (2.2)

where | · | is the cardinality of the set.
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Figure 2.2: Example of the union of two path patterns. The edge structure of the result-
ing pattern is now a graph instead of a path.

2.1.3 General path pattern

We have defined path patterns and their instances in RDF graphs. However, the
structure of these patterns is too simple for expressing relatedness; it only allows
sequences of edges. To allow a more sophisticated form of patterns, we need to
introduce a new operator to merge several path patterns into a single one. In
this way, we can extend the path structure to subgraphs.

Definition 9 (Path pattern union)
Given two path patterns P∗ = (?vPstart, ?vPend,VP,EP) and
Q∗ = (?vQstart, ?vQend,VQ,EQ). The binary operator union (∪) is the set union
between the vertices and edges of the path patterns such that:
P∗ ∪Q∗ = (?vPstart, ?vPend,VP ∪ VQ,EP ∪ EQ).

Example 5
Figure 2.2 shows an example of the union of two patterns. Notice that the
patterns do not necessarily agree on the number of variables. The following pair
of vertices are valid initial and final vertices for this pattern.

1. 〈BarackObama, HarvardLawSchool〉

2. 〈JoeBiden, UniversityOfDelaware〉

3. 〈MichelleObama, HardvardLawSchool〉

4. 〈JillBiden, UniversityOfDelaware〉

We can now generalise the notion of pattern to any union of path patterns.



16 chapter 2: background

Definition 10 (General path pattern)
A general graph pattern is a tuple G∗ = (?vstart, ?vend,V∗,E∗) such that G∗ =⋃
P∗i , where P∗i are path patterns.

Finally, we generalise the operation satisfy to include this case by replacing
path patterns and paths, by general path patterns and subgraphs, respectively.
The same is done for the support function.

We will employ these definitions to analyse the related work in the next chap-
ter. Other definitions regarding linked data will be introduced when necessary.

2.2 diffusion

We need to introduce some concepts of graph diffusion that will be later used
to define our semantic relatedness models. First, we will introduce some graph
matrices, such as adjacency or Laplacian. Later, we will explore diffusion kernels
using these matrices.

2.2.1 Graph matrices

Recall that in our RDF graph definition (definition 3), there is an equivalent
inverse relationship connecting the same vertices in the opposite direction for
each edge. This assumption is crucial to the formalisation of our diffusion-based
models as the adjacency matrix now becomes symmetric. We now formalise the
adjacency matrix for an RDF graph.

Definition 11 (Adjacency matrix)
Let G = (V,E,σ) be an RDF graph. The matrix A ∈ Zn×n is the adjacency matrix
of G such that each element a(i, j) = |{(i, j) ∈ E}|, i.e. a(i, j) is the cardinality of
the set of edges between the vertices i and j.

Proposition 1
Let A be an adjacency matrix for an RDF graph G. Then, A is symmetric.

Proof. Since for each edge e = (s,p,o) there is an equivalent edge running in the
opposite direction, then the proposition holds.

In the adjacency matrix, each edge counts as one element regardless of the
predicate that represents. Hence, the significance of the predicate is the same.



chapter 2: background 17

We can generalise this notion by defining the weighting function that returns
this value for each predicate. In this way, we can obtain a weighted adjacency
matrix.

Definition 12 (Weighted adjacency matrix)
Let G = (V,E,σ) be an RDF graph. The matrix W ∈ Rn×n is the weighted
adjacency matrix of G such that:

w(i, j) =
∑

(i,p,j)∈E
ω(i,p, j) (2.3)

Where ω(i,p, j) = ω(j,p−1, i) is the weight of each edge conecting vertices i and
j under the predicates p and p−1.

Proposition 2
Let W be an adjacency matrix for an RDF graph G. Then W is symmetric.

Proof. Since ω(i,p, j) = ω(j,p−1, i) and there is an equivalent edge running in
the opposite direction for each ege, then the proposition holds.

Notice that the adjacency matrix is a particular case of the weighted adjacency
matrix when ω(i,p, j) = 1, ∀i,p, j. Such a matrix can be used to leverage
more complex form of pair-to-pair relations in the graph. For example, relations
that are frequent in the graph might have less importance as their presence is
likely to be abundant. In the opposite side, when a rare relation is connecting
two vertices, its importance should be much higher due to the scarcity of the
relationship type across the graph. In chapter 5 we will define specific rules to
leverage the importance of the relations based on local and global statistics. As
for now, it is keen to clarify that the adjacency matrix is a weighted, matrix and
it will be used as such in the following chapters.

In certain situations, it is convenient to use the transition probability matrix
instead of the adjacency matrix. Each element in the transition probability matrix
represents the probability of moving from vertices i to vertices j.

Definition 13 (Transition probability matrix)
Let G = (V,E,σ) be an RDF graph. The transition probability matrix P ∈ Rn×n

is the probability of traversing from vertex i to another j such that P(i, j) =

A(i, j)/
∑
jA(i, j). P has the folllowing properties

(i) Pij > 0 ⇐⇒ ∃(i, j) ∈ E.

(ii) Pij = 0 ⇐⇒ @(i, j) ∈ E.
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(iii) P is right stochastic, i.e.
∑
j Pij = 1, ∀i ∈ V .

The transition probability matrix (or simply, the transition matrix) can be con-
structed directly from the weighted adjacency matrix, in the following way:

P = D−1W (2.4)

Where D ∈ Rn×n is a diagonal matrix whose entries are equal to the addition of
each row of W, i.e. D(i, i) =

∑
jW(i, j).

Another graph matrix that will be used in the definition of the diffusion pro-
cesses is the Laplacian.

Definition 14 (Laplacian matrix)
Let G = (V,E,σ) be an RDF graph. The Laplacian matrix L ∈ Rn×n is the
difference L(i, j) = D(i, j) −W(i, j), where D is the diagonal matrix with the
summation of each Wj column, and W is the weighted adjacency matrix. In
matrix terms, we can obtain the Laplacian in the following way:

L = D−W (2.5)

In the next subsection, we will use these matrices to define diffusion kernels.

2.2.2 Diffusion kernels

Many topics of this document involve the study of motion in graphs, in which
an agent, or particle, moves along the vertices using the edges in RDF graphs.
In particular, we focus on two branches of diffusion: information-based and
heat-based processes. For the sake of generality, we prefer to introduce these
processes in terms of their kernels (Avrachenkov, Chebotarev, & Rubanov, 2017),
as it is this structure that ultimately defines the nature of the motion.

In this subsection, we will introduce these kernels and show some examples
of how they affect the motion of an agent in the RDF graph.

Graph kernels

A kernel is a generalisation of a co-variance function in an m-dimensional vector
space, in which an inner-product is defined. We define a kernel in terms of a
matrix K.

Definition 15 (Graph kernel (Avrachenkov et al., 2017))
A matrix K ∈ Rn×n is a kernel matrix if:



chapter 2: background 19

1. K is a positive semidefinite matrix (all the eigenvalues of the matrix are
greater or equal than zero, i.e. λi > 0∀i).

2. K is a Gram matrix; hence, K is the Hamiltonian matrix of the inner products
of a set of vectors v1, . . . , vn, i.e. K(i, j) = 〈vi, vj〉.

Notice that a real matrix A ∈ Rn×n is positive semidefinitive matrix if and only
if xTAx > 0 for all nonzero real vectors x ∈ Rn. However, when A is a Hermitian
matrix (i.e. is symmetric), it is only necessary to prove that the eigenvalues of
the matrices λi > 0. In terms of the RDF graph, a positive semidefinite matrix
means that the graph is strongly connected. It is for this reason that we enforce
our RDF graph to be strongly connected.

Now, it is only necessary is to define a matrix K such these conditions are
met. In what follows, we will introduce three different stochastic diffusion pro-
cesses and their associated kernels. All these processes describe the trajectory of
particles diffusing through the graph. Each of these individual particles can be
seen as random agents traversing the graph using specific laws of motion. The
trajectory described by these agents corresponds to walks in the RDF graph. We
use the terms particle (or random agent) to refer to the motion of the diffusion,
and walk (or random walk) to the trajectory describes by one particle.

Katz kernel

Our first kernel is the Katz Index (Katz, 1953). Katz defined an information-
based diffusion process, in which the worker transmitted its influence to all its
neighbours’ co-workers and, as a return, it receives the influences of all of them.
In this model, influence is a particle that moves from one vertex to another fol-
lowing their edges in the graph. After a particle reaches a new vertex, it will
be transmitted to the neighbourhood of this vertex in the next step, replicating
itself as much as necessary. The succession of several linear transformations of
the adjacency matrix W with itself describes the trajectory of these particles. In
this way, the number of particles that started at vertex i and reached vertex j at
time k is equal to the elements of the matrix Wk. Combining all these transfor-
mations, we have the von Neumann’s series

∑∞
i W

i. This series describes the
entire diffusion process in the graph.

Katz observed that the influence between co-workers should decay as the dis-
tance between them in the graph increases; thus, he defined a parameter β to
enforce the decay of the particles during the diffusion. In this way, the particles
are penalised according to the distance between then initial and current vertices.
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Eventually, their influence becomes irrelevant. Hence, the series governing the
diffusion is

∑∞
i (βW)i.

Definition 16 (Katz karnel)
Let G = (V,E,σ) be an RDF graph whose weighted adjacency matrix is W. Let
t ∈ Z>0 be the time parameter. Let β ∈ (0, ρ(W)−1) ⊂ R be the decay parame-
ter, where ρ(W) is the spectral radius (the spectral radius of matrix ρ(M) is its
largest absolute eigenvalue, i.e. ρ(M) = max{|λ0|, |λ1|, . . . } of W). The following
stochastic process defines the kernel.

P(t+1) = (βWT )P(t)

Thus for a sufficiently large t, we have that the kernel is:

S = lim
t→∞+

P(t) = (I−βW)−1 (2.6)

The resulting matrix is symmetric, positive definitive (Avrachenkov et al., 2017),
and is diagonally maximal (Chebotarev & Shamis, 2006), thus it is a kernel on
G.

We can interpret the decay parameter is as follows: each time the system
replicates the particles, it must decide whether to stop them or allow them to
continue. Therefore, β acts as the probability to stop the particles during each
step.

Personalised PageRank

Personalised PageRank (PPR) is another popular kernel resulting from an information-
based diffusion process. PageRank is a centrality measure for evaluating the au-
thority of individual pages in the web (Page, Brin, Motwani, & Winograd, 1999).
Although its inspiration proceeds from a different context than Katz kernel, it is
indeed an extension of it.

Indeed, this process has similar laws of motion than Katz kernel. In this case,
the diffusion does not stop the particles randomly. Instead, they are restarted
immediately in another vertex. This feature — sometimes called teleportation —
requires a user-defined distribution to determine the vertex in which to resume
the agents. Notice that PPR was developed for measuring centrality in the web
graph; hence, this feature emulates the surfing of users in the web: a user might
either follow the hyperlinks in the current web document or enter a new URL in
the browser. Teleporting (or restarting feature) emulates this behaviour.
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Figure 2.3: Example of a Katz diffusion process when starting from vertex BO. The
intensity of the colour in each vertex is proportional to the number of agents
reaching that vertex. In time t = 0, the agents are all located at BO. Then,
they will replicate themselves to the vertex surroundings. Eventually, the
system will converge. Notice that the amount of agents in the final state is
larger than the initial one.

Definition 17 (PPR matrix)
Let G = (V,E,σ) be an RDF graph whose transition and weighted adjacency
matrices are P and W, respectively. Let t ∈ Z>0 be the time parameter. Let
β ∈ (0, 1) ⊂ R be the decay parameter. Let g ∈ Vm be a preference distribution
vector such that

∑
g = 1. Personalised PageRank is defined as

P(t+1) = ((1−β)g1T +βPT )P(t)
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Whose limit exists and, hence, the diffusion is given by:

S = lim
t→∞+

P(t) = (I−βP)−1 (2.7)

Because P is neither symmetric nor positive semidefinitive, we cannot build a
kernel matrix directly from it. We prefer then the modified version of PPR
introduced by Avrachenkov et al.. Let D be a diagonal matrix whose elements
are given by the summation of the rows of A.

lim
t→∞P(t) = (D−βA)−1 = (I−βP)−1 ∗D−1 (2.8)

The resulting matrix is symmetric, positive definitive and diagonally dominant
(Avrachenkov et al., 2017); thus it is a kernel in G.

Notice that the formulation of the PPR kernel uses the transition matrix as op-
posed to Katz kernel that uses the adjacency matrix (equation 2.7). This change
is due to the stochastic nature of PPR. Indeed, PPR is a Markov chain, which in
turn implies that the Markov condition holds. This condition says that PPR is
an irreducible and aperiodic chain, which in turn implies that PPR is a station-
ary process. Any stationary process is characterised by a stationary distribution,
which indicates the probability of reaching any vertex regardless of the initial
position of the diffusion process. For more information about the stationary
conditions of PPR, consider the results provided by Meyn and Tweedie (2012)
and Norris (1998).

DiffusionRank

Our last kernel is DiffusionRank (DR). This kernel was introduced by Yang, King,
and Lyu (2007) and it was motivated by the work done by Chung (2007). Dif-
fusionRank is the result of applying the heat-based diffusion process using a
random walk matrix instead of the Laplacian matrix. DiffusionRank was em-
ployed as an anti-web spamming index (Yang et al., 2007).

DiffusionRank is simply the combination of heat and PPR kernels. The crit-
ical aspect behind this kernel is to see the chain as the heat-diffusion process.
Consequently, the agents now follow a motion based on the principles of ther-
modynamics and energy conservation. In other words, the particles move from
high-heat vertices to low-heat ones in a time controlled-fashion. Such charac-
teristic is materialised in precise diffusion patterns, which are captured by the
kernel and included in the kernel matrix.
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Figure 2.4: Example of a Personalised PageRank diffusion process when starting from
vertex BO. The intensity of the colour in each vertex is proportional to the
number of agents reaching that vertex. Notice that the amount of agents
in the later stages in this diffusion is largen than in Katz diffusion. This
happens because the agents are not stopped but restarted.

Definition 18
[DR kernel] Let G = (V,E,σ) be an RDF graph whose Laplacian matrix is L. Let
t ∈ Z>0 be the time parameter. Let β ∈ (0, 1) ⊂ R be the decay parameter. Let
v ∈ Vm be a preference distribution vector such that

∑
v = 1. DR is defined as

P(t+1) = (eγL)P(t)

We can replace the Laplacian matrix by the so called random walk Laplacian
matrix R = −I + ((1 − β)1vT + βPT ) and it can be interpreted as the addition
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Figure 2.5: Example of a heat diffusion process when starting from vertex BO. The in-
tensity of the colour in each vertex is proportional to the number of agents
reaching that vertex. Notice that, in contrast to Katz and PPR diffusions, the
amount of agents do not change in DR during the diffusion.

of the negative identity matrix and the kernel matrix of PPR. The limit of the
stochastic process exists and the similarity matrix is:

S = lim
t→∞+

P(t) =

∞∑
k

(γ)k

k!
Rk (2.9)

The resulting matrix is symmetric, positive definitive and diagonally dominant
(Avrachenkov et al., 2017).



chapter 2: background 25

2.3 summary

In this chapter, we introduced a series of concepts that will be used in the follow-
ing chapters. Some of the definitions were modified with respect to the related
literature. In particular, we see the KGs as a strongly connected graph. Such
change has allowed us to define diffusion kernels in these graphs based on the
diffusion patterns between one vertex against all the others.
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As stated before, the assessment of semantic relatedness between entities has
become a critical phase for modern Artificial Intelligence (AI) and Information
Retrieval (IR) applications that require the processing of user-generated content.

In this chapter, we explore the historical developments in the field, and we
introduce the sources that inspired our models. We start by giving a concise
account of the origins of semantic relatedness, and then we explore the models
available in the literature. Then, we analyse how to apply relatedness models
for real-world problems. In this regard, we put our focus on entity retrieval and
entity linking. For each of them, we present a list of most significant works, and
we highlight their strong and weak points.

3.1 semantic relatedness

As we mentioned, semantice relatedness is a binary function R(x,y) ranging
between [0, 1]. We assume that the Knowledge Graph (KG) contains one or more
explanations ei(x,y) for each entity pair x,y (Fang, Sarma, Yu, & Bohannon,
2011; Pirrò, 2015). Consequently, our function R is based on finding a relevant
explanation for x,y, and then evaluating it in terms of its internal cohesion (Fang
et al., 2011, p.241). By iternal cohesion we mean the connectivity of the input
entities in the explanation. Thus, function R(x,y) can be expresed as R(x,y) =

(S ◦ E)(x,y) −→ [0, 1] ⊂ R, where E(x,y) is the function to select the explanation
and S(E) is the function to quantify the selected explanation. This definition
allows us to employ models where there is only one explanation (Hulpuş et al.,
2015; Nunes et al., 2013) and, at the same time, models where there are many
explanations (Fang et al., 2011; Pirrò, 2015).

The final point we need to address in this section is the nature of semantic
relationships. As we have seen so far, the critical component of semantic re-
latedness is the set of relations between the two input entities. These relations
are obtained from the knowledge base in which the entities reside. When the
knowledge base is a graph, the relations are explicitly annotated in the graph

27
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and can be extracted directly. However, in unstructured knowledge bases (e.g.
Wikipedia), the relations between entities are hidden in a collection of docu-
ments, and it is necessary to induce them by some means. Thus, depending on
the nature of the knowledge base in action, the models of semantic relatedness
can be divided into two broad categories: distributional semantics and graph-
based semantics. We will explore both categories, starting with distributional
semantics. Then, we will introduce graph-based semantic models. The models
in the latter category are more relevant to our model as they use the semantics
of KGs.

3.1.1 Distributional semantics

The knowledge base in this category corresponds to a large collection of text
documents, such as Wikipedia. Usually, there is one document in the collection
representing each entity. The relations between entities might be explicitly an-
notated in the documents (e.g. hyperlinks), or the system employs a supervised
model to deduce them. Most of the times, the models in this category use a
combination of hyperlinks and textual features to produce a topic modelling in
which a set of vectors represent the entities. In the resulting vector space, the
system determines semantic relatedness based on the distance between vectors.

One of the first approach using this idea was WikiRelated (Strube & Ponzetto,
2006). This model was based on the taxonomy generated by the categorisation
system in Wikipedia and its associated hyperlinks. The authors use these hyper-
links to determine the number of paths between entities and use this number to
estimate semantic relatedness.

Following this approach, Gabrilovich and Markovitch (2007) defined a tax-
onomy based on Wikipedia and, as a result, generated a series of “concepts”.
Then, they use these concepts to estimate semantic relatedness between entities.
Their algorithm, known as ESA, works in the following way. First, the input
documents are represented as vectors using textual features. Then, a text classi-
fication algorithm tagged each document according to the set of concepts. As a
result, each document can be represented as a vector of concepts. Using this vec-
tor space, the authors estimated semantic relatedness using the Cosine similarity
between the vectors representing each entity.

Witten and Milne (2008) extended this idea and used the hyperlinks between
documents to generate the taxonomy of concepts. The authors used only the
hyperlink structure of Wikipedia instead of their textual content. In order to
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generate the taxonomy from the hyperlinks, they used the anchor words of hy-
perlinks to identify the prefered terms for a document. In this way, they man-
aged to create a taxonomy based only of the hyperlink structure.

Several models have been generated since then, including genetic program-
ming to learn functions to estimate the relatedness (Tiddi, d’Aquin, & Motta,
2016), incorporation of graph-based measures to leverage the importance of enti-
ties (Li, Xiao, Ma, Jiang, & Zhang, 2017) and embedding systems for knowledge
graphs (Ristoski, Rosati, Di Noia, De Leone, & Paulheim, 2019).

3.1.2 Graph-based semantics

The knowledge base in this category corresponds to a large graph involving
thousands of relation types and millions of entities. Some examples of this form
of knowledge base are: DBpedia (Auer et al., 2007), Yago (Suchanek, Kasneci,
& Weikum, 2007), Freebase (Bollacker, Evans, Paritosh, Sturge, & Taylor, 2008),
Wikidata (Vrandečić & Krötzsch, 2014) and WordNet (Miller, Beckwith, Fell-
baum, Gross, & Miller, 1990)1. These knowledge bases codify the information
using a graph structure, in which the vertices are entities, and the edges are
the relations among them. Therefore, the relations are granted directly from the
knowledge graph, and it is possible to establish a notion of semantic relatedness
based on them.

As mentioned previously (section 3.1), we distinguish two essential functions
to perform semantic relatedness: i) finding the semantic explanation and ii)

measuring the semantic explanation. We present an account of the generation
of the explanation mechanism in the first place, detailing the historical evolu-
tion and current model. Also, we comment on the benefits and drawbacks of
each model. Later on, we will put our focus on the functions to evaluate the
explanation.

The semantic explanation

The term semantic explanation was first mentioned by Fang et al. (2011), and
addressed again in (Pirrò, 2015), and in subsequent works (Fionda, Gutierrez,
& Pirrò, 2016; Jin, Luo, Khemmarat, & Gao, 2017). However, one of the first to
address this problem was Anyanwu and Sheth (2003). We will describe this work
first and then move to the improvements proposed by the most recent models.

1 Notice that DBpedia and Yago are generated fom analysing a corpus of textual data



30 chapter 3: related work

Anyanwu’s model
In (Anyanwu & Sheth, 2003), the authors proposed a semantic relatedness

model called semantic associations. The core ingredient in their theory was find-
ing path patterns between the two input entities (recall definition 6). They use
the path patterns for summarising several paths in the KG that have the same
sequence. The set of all path patterns occurring in the KG is equal to the Carte-
sian product of all the relations available in KG up to a certain length. Because
the cardinality of this set is very large, the authors pruned those patterns whose
support (see definition 8) is less than a certain threshold.

Definition 19 (Anyanwu’s semantic explanation)
Let x,y be two entities in KG. The semantic explanation for entities x and y is
a tuple E = (P, x,y) such that ∃ a path pattern P∗ = (?x, ?y,V∗,E∗) such that
P |= P∗

The model proposed by Anyanwu and Sheth (2003) involved additional modifi-
cations that led to the development of two binary operators over path patterns:
join and isomprphism. The former involved the union of two path pattern using
their neighbours in common. The latter checked isomorphism between two pat-
terns such that if they were isomorphic, then the entities were related. Moreover,
the isomorphism was also checked at the level of the taxonomy of the KG. Thus,
if the ancestors of the patterns were isomorphic, then the entities were also re-
lated. However, these additional operators were never materialised in practical
applications due to, most probably, their computational complexity 2003. On
the other hand, Anyanwu’s semantic relatedness (definition 19) was applied to
entity retrieval in KG (Anyanwu, Maduko, & Sheth, 2005).

Pirro’s Model
Using paths as the only source of semantic relatedness implies that more com-

plex forms of explanations are ruled out. However, on the other hand, the use
of more sophisticated explanations in real-world applications can lead to se-
vere computational bottlenecks. This dilemma was addressed, to some extent,
by Fang et al. (2011) and Pirrò (2015), who suggested that complex form of ex-
planations can be created by the union of (simple) paths.

In a broad sense, any arbitrary subgraph in the KG that contains the input
entities is a potential explanation, even the very same KG. However, because the
number of explanations is potentially vast and many of them could be irrelevant
or extremely difficult to interpret, it is more realistic to reduce such space. Typ-
ically this is achieved by merging paths arbitrarily. To accomplish this, Fang et
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al. (2011) proposed essentiality for general path patterns (recall definition 10); a
pattern is essential if all its vertices are part of the paths connecting the input
entities.

Definition 20 (Essential general path pattern)
A general path pattern P∗ = (x,y,V∗,E∗) is essential if the following conditions
hold:

(i) ∀v ∈ V∗ ∃ path P = (x,y,V ,E) ∈ P∗ such that v ∈ P(x,y)

(ii) ∀e ∈ E∗ ∃ path P = (x,y,V ,E) ∈ P∗ such that e ∈ P(x,y)

The same idea was proposed in (Pirrò, 2015), named as minimality, in which
the semantic explanation “is obtained as the merge of all simple paths” 2015

between the input entities until a certain length. The intuition here that the
explanation should include only essential vertices and edges that explain the
connection between the input entities. Now, we proceed to define the semantic
explanation.

Definition 21 (Pirro’s semantic explanation)
Let x,y be two entities in KG. The semantic explanation for entities x and y is a
tuple E = (P, x,y, l) such that:

(i) ∃ a general path pattern P∗ = (x,y,V∗,E∗) such that P |= P∗

(ii) P∗ is the union of all path pattern between x and y whose length is in the
range of (1, l)

(iii) P∗ is an essential general path pattern.

This notion of minimality not only reduces the number of explanation for a
pair of entities but also simplifies the method to find such explanations. Ap-
plying this idea decreases substantially the number of subgraphs to search and
focuses on finding (simple) paths; therefore, “preserving connectivity informa-
tion only” 2015, p.629 in the explanation.

The main limitation of this model is the selection of the paths; all the paths be-
tween the input entities until a certain length should be included in the explana-
tion. Moreover, if we set the length of paths arbitrarily large, the interpretability
of the resulting explanation will be more difficult. To resolve this issue, (Fang et
al., 2011) and (Pirrò, 2015) used a series of heuristics to determine the importance
of a path and thus prune those considered irrelevant.

Fang’s model
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The notion of minimality in Fang’s model allows us to reduce the space of
the explanations to the union of paths between the input entities. However, the
resulting space is still vast. A more aggressive reduction is the one proposed
by Fang et al. (2011). Similar to Pirrò’s model, the semantic explanation in this
model is a subgraph in KG generated from all the paths between the input en-
tities. However, the explanation must also be non-decomposable: given any
arbitrary partition on the subgraph of the explanation that includes the input
entities, the intersection of the interior vertices of the resulting partitions should
be non-empty.

Definition 22 (Non-decomposable general path pattern)
Let x,y be two entities in KG. P∗ is a non-decomposable general path pattern
for x,y such that for any partition of its set of edges E∗ into E1,E2, we have that
|E1 − {x,y}|∩ |E2 − {x,y}| 6= ∅

This notion of minimality can then be applied to the semantic explanation.

Definition 23 (Fang’s semantic explanation)
Let be x,y two entities in KG. The semantic explanation for entities x and y is a
tuple E = (P, x,y, l) such that:

(i) ∃ a general path pattern P∗ = (x,y,V∗,E∗) such that P |= P∗

(ii) P∗ is the union of all path pattern between x and y whose length is in the
range of (1, l)

(iii) P∗ is an non-decomposable general path pattern.

The essence of the non-decomposability is to avoid the inclusion of explanations
that can be built from previous ones. This feature has two significant effects
on the model. In the first place, it reduces the explanation space substantially,
simplifying the search of explanations significantly later on. In the second place,
it helps to control the interpretability of the explanation. Intuitively, an expla-
nation with hundreds of entities is much more difficult to understand than an
explanation formed just by a few paths. Although a more elaborate explana-
tion provides a more comprehensive view of the relationships of the entities, it
becomes more difficult for users to grasp the underlying semantic relatedness.

To extract semantic explanations, the authors employ general path patterns.
An explanation pattern then is a summary of several explanations (or instances)
that are derivable from applying the pattern to the KG. Similar to the previous
case, the explanation pattern is an arbitrary structure, and thus, there could be
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thousands of them in a KG. Thus, general path patterns provide an excellent
opportunity to identify relevant explanations.

Summary In table 3.1, we present a summary of state-of-the-art models and how
they have been applied.
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Author(s) Class No.
expl.

Explanation description Application

Anyanwu et al.
(2005)

Anyanwu Many Semantic relatedness is defined precisely as definition 19 indicates. The
path patterns are restricted to vertices in the class hierarchy.

Exploratory
search

Cheng et al. (2014) Anyanwu Many The path patterns are slightly modified in this case. The pattern is not
formed only by the relationships (and the class hierarchy), but also
entities could be replaced by top-level entities in the hierarchy.

Exploratory
search

Cheng et al. (2017) Anyanwu Many Two entities are semantically related if there is a path connecting them. -

Aleman-Meza et al.
(2003)

Anyanwu Many Two entities are semantically related if there is a path connecting them.
Explanations are then ranked.

Surveillance

Nunes et al. (2013) Pirrò Unique The explanation is the subgraph generated from the union of the paths
between the input entities whose length is in a specific range.

Entity linking

Hulpuş et al. (2015) Pirrò Unique The explanation is the subgraph generated from the union of the
k-shortest path between the input entities.

Entity linking

Paul et al. (2016) Pirrò Two The explanation is composed of two subgraphs: i) the subgraph
generated from expanding the hierarchy of each entity and the merged.
ii) The subgraph generated from the union of the k-shortest path
between the input entities (hierarchy-based path are not included).

Document
similarity

Cheng et al. (2016) Pirrò Many The explanation subgraph is a tree, where each input entity is a leave.
Notice that this model support more than two entities in the input.
When facing two entities, the tree becomes a path.

Exploratory
search

Petrova (2017) Fang Many The explanation subgraph is defined as the resulting subgraph of a
minimal conjunctive query over the KG and the input entities. A query q0
is minimal if there is no other query q̂0 such that q̂0 ⊂ q0.

Exploratory
search

Table 3.1: Summary of semantic relatedness models.
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The Scoring Function

Once the semantic explanation is defined, the next step is to quantify the internal
cohesion of the subgraph. We call this process “the scoring of the explanation”.
In the literature, we have a vast amount of techniques that can be used to quan-
tify the explanation. We will introduce these functions in the following terms.

Definition 24 (General scoring function)
Let x,y be two entities in KG. Let E = (G, x,y) be an explanation for x,y. We
define the scoring function σ(E) : KG −→ R>0 such that if σ(E) → ∞+ then x,y
are related, and if σ(E)→ 0 then x,y are unrelated.

Notice that some scoring functions are normalised in the range [0, 1]. How-
ever, to cover those case where normalisation is not possible, the range in our
definition is [0,∞+]. Moreover, in some cases, the scoring functions were initially
introduced as distance functions, or its domain was restricted to paths only. For
simplicity, we re-elaborate those case to present them according to the definition
proposed for the scoring function. We will indicate the changes when needed.
We now proceed to present some of the most relevant scoring functions.

Average length
One of the oldest examples of scoring functions can be found in computa-

tional linguistics, where for many years researchers have proposed functions to
evaluate semantic relatedness in word-sense networks. Among these examples,
we found the average of the length of the paths in the explanation.

Definition 25 (Average length)
Let E = (G, x,y) be a semantic explanation for x,y. The average length is a
scoring function such that:

σ(E) =

 1

|P(x,y) ∈ G|
∑

P(x,y)∈G
|P(x,y)|

−1

(3.1)

Where |P(x,y) ∈ G| is the cardinality of the set of paths in G, and |P(x,y)| is the
cardinality of the edges in each path P(x,y).

Notice when the explanation has a single path, then this measure is the length
of this path.

It is hard to identify the origin of this scoring function. However, back in 1966,
Quillan (1966) stated that: “a useful measure of ’semantic similarity’ can be
obtained from the length and number of paths connecting two patriarchs”(p.79).
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We can then assume that around this year, this function was already employed.
This function combines the length of the paths and the cardinality of them to
produce the score. Intuitively, on the one hand, longer paths imply that the
entities are far away in the KG, while shorter paths indicate that they are close
to each other. On the other hand, the more the number of paths connecting two
entities, the more related should be.

Taxonomic average path length
Working with directed graphs, Hirst, St-Onge, et al. (1998) defined paths be-

tween entities that might be composed of edges pointing forward and backward.
While this freedom to define the path allows them to traverse the graph, such
changes in the direction of the edges might affect the semantic meaning of the
path. Therefore, they proposed to penalise them accordingly using a control
parameter, in the following way:

Definition 26 (Taxonomic average path length)
Let E = (G, x,y) be an explanation for x,y. Let C ∈ Z>0 be a constant that denote
the maximum amount of relatedness, and it holds that ∀P(x,y) ∈ G |P(x,y)| 6 C.
Let α ∈ [0, 1] ⊂ R be the weight of penalisation of the number of changes in a
path. Taxonomic average path length is a scoring function such that:

σ(E) =
1

|P(x,y) ∈ G|
∑

P(x,y)∈G

2C− |P(x,y)|−α× turns(P(x,y))
2C− 1

(3.2)

where turns(x,y) is the number of changes of direction in the path.

For example, given the following path E1 leader−−−→ E2 party−1−−−−→ E3, the number of
changes in the direction is 1 (i.e. turns(x,y) = 1) since we are connecting E1, E2
forwardily, while E2 , E3 are connected in the opposite direction.

The original formulation of this function (Budanitsky & Hirst, 2006; Hirst et
al., 1998) differs from the one presented here (equation 3.2). First, we performed
a normalisation on the function such that its output always ranges between [0, 1].
Secondly, the original function was designed for single paths only; thus, we
generalised the function for any semantic explanation using the arithmetic mean.

Depth-relative path length aggregation
Sussna (1998) realised that sibling entities —entities that have the same parent

entity in the taxonomy— in the lower parts of the KG hierarchy “appear to be
more closely related to one another than those higher up” (Budanitsky & Hirst,
2006, 18). To this end, he assumed that the edges in the path have different im-
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portance depending on their types. The type is the label to identify the semantic
function of a relationship. To obtain the importance, the authors established two
bounds (upper and lower) and then computing a middle value in this range.
They defined this value as the cardinality of the set of outgoing edges from the
initial vertex using the same relation type.

ω(x, τ) = maxτ −
maxτ −minτ

|x −→
τ
∗|

(3.3)

Where x is an entity and τ its the relation type. maxτ and minτ are the
maximum and minimum weight for the relation type τ respectively. |x −→

τ
∗| is

the cardinality of the set of edges that start at vertex x using relation type τ.

The maxτ weight serves to quantify the score of leaving the outgoing vertex
using the given relation type. Analogously, minτ weight is the probability of
reaching the incoming vertex using the inverse of the relation type. Finally, the
maximum depth —the length between a vertex and the root of the taxonomy—
of the entities in the hierarchy for each edge establishes the maximum score.
Thus, the score of an edge will be 1 if the addition of weights, outgoing and
incoming, is above an upper bound of the maximum depth.

Definition 27 (Depth-relative path length aggregation)
Let E = (G, x,y) be a semantic explanation for x,y. Let d̄ be the maximum depth
in the class hierarchy of the entities. Let m̄ be the maximum weight for any maxτ
such that m̄ 6 d̄. The depth-relative path length aggregation is:

σ(E) =
∑

P(x,y)∈G

∑
(xi−→

τ
xj)∈P(x,y)

2max(depth(xi),depth(xj))
ω(xi, τ) +ω(xj, τ−1)

(3.4)

Average conceptual length

The idea of using the hierarchy to leverage the relatedness measure was ex-
tended further by Wu and Palmer (1994). Instead of using the distance between
the input and the root of the hierarchy, they proposed to the most specific com-
mon ancestor between the input and used it as the local root. In this way, the root
now has a notion of locality.
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Definition 28 (Average coneptual length)
Let E = (G, x,y) be a semantic explanation for x,y. Let θ be the most specific
common type between x and y. The averge conceptual length is:

σ(E) =
∑

P(x,y)∈G

∑
(xi−→

τ
xj)∈P(x,y)

|P(xi, θ)|+ |P(xj, θ)|
|P(xi, θ)|+ |P(xj, θ)|+ 2depth(θ)

(3.5)

Average Katz coefficient
Nunes et al. (2013) proposed to employ the well-known Katz coefficient Katz

(1953) to reduce the importance of longer paths in the measure. Intuitively, a
shorter path expresses a notion of proximity more significant than a longer path.
Thus, the influence of longer paths in the measure needs to be controlled using
a decay parameter. For each vertex in the path, the decay parameter will reduce
the strength of the connexion in a geometric-fashion. Eventually, if the path is
sufficiently large, its influence will be zero.

Definition 29 (Average Katz coeficient)
Let E = (G, x,y) be a semantic explanation for x,y. Let β ∈ (0, 1) ⊂ R>0 be the
decay parameter. The average Katz coefficient is:

σ(E) =
1

|P(x,y) ∈ G|
∑

P(x,y)∈G
β|P(x,y)| (3.6)

This measure was also employed in Paul et al. (2016). However, we prefer
the formulation presented in (Hulpuş et al., 2015) as this formula includes the
normalisation of the score.

Average Weighted Katz coefficient
Hulpuş et al. (2015) noticed that in the formulation of Katz coefficient average,

all the paths have the same importance regardless of the edges and vertices that
compose them. They argue that a more realistic view of this measure should
include a set of weights that leverage the importance of each path in the expla-
nation.

Definition 30 (Weighted Katz coefficient average)
Let be E = (G, x,y) a semantic explanation for x,y. Let be β ∈ (0, 1) ⊂ R>0 the
decay parameter. The weighted Katz coefficient average is:

σ(E) =
∑

P(x,y)∈G
β|P(x,y)|ω(P(x,y)) (3.7)
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Where ω(P(x,y)) is a weight function for path P(x,y).

They proposed that the weight of each path should reflect the so-called ex-
clusivity of the relations in the path. The exclusivity of an edge is inversely
proportional to the combined probability of i) escaping from the outgoing ver-
tex using the given relation type and ii) arriving at the incoming vertex using
the same relation type.

excl(x −→
τ
y) =

1

|x −→
τ
∗|+ |∗ −→

τ
y|+ 1

(3.8)

In this way, if the relations type occurs one time in the edges of both vertices,
then the exclusivity will be 1. Otherwise, the exclusivity will be less than 1. It is
easy to note that if the number of edges with the same relations type increases
for x,y, then excl(x,y)→ 0.

Finally, the weight for a path is the harmonic mean of the exclusivity scores
for each vertex:

ω(P(x,y)) =
|P(x,y)|∑

(x1−→
τ
x2)∈P(x,y) 1/excl(x1 −→τ x2)

(3.9)

In the original proposal (Hulpuş et al., 2015), the weight formula is slightly
different from the one proposed here (equation 3.9). Instead of using the num-
ber of edges in the path as the numeral, they employed a constant c = 1. We
believe that this creates an additional penalisation for longer paths as the maxi-
mum weight will be obtained if the path has a length equal to 1. Therefore, we
modified the formulation such that the weights now reflects the Harmonic mean
of the exclusivity scores.

Average path informativeness

Similar to the average weighted Katz coefficient, Pirrò (2015) proposed to lever-
age the paths in the explanation according to the importance of individual edges.
The author developed a measure called Predicate Frequency - Inverse Triple Fre-
quency (PF-ITF) as an analogy of the well-known text weighting system Term
Frequency - Inverse Document Frequency (TF-IDF). Rare, scarce relations types
should be more important than more frequent, abundant types.

According to the authors, any distribution-based measure is described in terms
of local and global distributions. Following this view and considered the path
informativeness (Pirrò, 2015), the distribution-based measure is merely counting
the edges of the paths under certain conditions. In this way, PF and ITF represent
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the local and global distributions of the measure, respectively. Notice that Fang
et al. (2011) proposed earlier a similar measure using this intuition.

Now, consider the function for ITF itf(τ):

itf(τ) = log
|x −→ y|

|x −→
τ
y|

(3.10)

That is the total number of edges in KG divided by the number of edges with
type τ in KG.

The predicate frequency is composed of two parts, one for outgoing edges and
another for incoming edges. Let x a vertex in KG, and let τ be relation type. The
first part corresponds to the predicate frequency of outgoing edges pfo(x, τ)

pfo(x, τ) =
|x −→

τ
∗|

|x −→ ∗|
(3.11)

Conversely, the predicate frequency for incoming edges is:

pfi(x, τ) =
|∗ −→

τ
x|

|∗ −→ x|
(3.12)

Then, PF-ITF for outgoing edges is defined as:

pfitfo(x, τ) = pfo(x, τ)× itf(τ) (3.13)

And, it the same way, the function for PF-ITF and incoming edges is:

pfitfi(x, τ) = pfi(x, τ)× itf(τ) (3.14)

Thus, the informativeness of a path P(x,y) is the average of pfitfo and pfitfi
across the set of edges in the path.

info(P(x,y)) =
1

2|P(x,y)|

∑
(x1−→

τ
x2)∈P(x,y)

pfitfo(x1, τ) + pfitfi(x2, τ) (3.15)

Finally, the informativeness of a semantic explanation is:

Definition 31 (Average path informativeness)
Let E = (G, x,y) be a semantic explanation for x,y. The average path informa-
tiveness for E is:

σ(E) =
1

|P(x,y)|

∑
P(x,y)∈G

info(P(x,y)) (3.16)
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Average path diversity

Having very informative paths in the semantic explanation can reduce the di-
versity within the explanation. In other words, if we have a semantic explanation
with very informative paths, then its score will be higher than explanations with
less informative but diverse paths (Pirrò, 2015). In applications where the diver-
sity is essential, we need to resort to the variability of the relation types. Then,
we can use the internal variability of paths to boost those that are more diverse.

Definition 32 (Average path diversity)
Let E = (G, x,y) be a semantic explanation for x,y. The cross product between
any two paths P,Q ∈ G is join(G) = P(x,y)⊕Q(x,y) ⊆ G2, such that x,y are
the intial and final vertices respectively for P and Q. The path deversity average
for E is:

σ(E) =
1

|join(G)|

∑
P,Q∈join(G)

{τ; (xi −→
τ
xi+1) ∈ P}∩ {τ; (xj −→

τ
xj+1) ∈ Q}

{τ; (xi −→
τ
xi+1) ∈ P}∪ {τ; (xj −→

τ
xj+1) ∈ Q}

(3.17)

Final remarks

Several experiments have been carried out using these measures (Aleman-
Meza et al., 2003; Budanitsky & Hirst, 2006; Fang et al., 2011; Nunes et al., 2013;
Pirrò, 2015). For instance, Budanitsky and Hirst (2006) evaluated the semantic
relatedness of a pair of words over word-based semantic networks. They ob-
served that the majority of the analysed measures have a Spearman correlation
between [0.75 − 0.85], with respect to the ground truth dataset. However, the
authors claimed that the significance of their results is questionable as the evalu-
ation of pairs of words in the real-world necessarily requires additional context.
They stressed that this context is challenging to establish just using syntactical
methods over the input words.

Hulpuş et al. (2015) reported a similar situation. In this work, the authors com-
puted semantic relatedness measures for pairs of entities in DBpedia and then
applied these measures in real-world applications. They found that, in compar-
ison to human-produced rankings, their measure produced consistent values.
However, in real-world applications, the performance was limited. Moreover,
they found that CombIC, a semantic relatedness measure based on the distribu-
tion of relation types (Schuhmacher & Ponzetto, 2014), had indeed better results
that path-based measures.
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3.1.3 Application scenarios

Graph-based semantic relatedness has been used extensively in different appli-
cations. We distinguish two broad categories: exploration and preprocessing.
Exploration is typically found in exploratory search scenarios. In this category,
the system is designed to have a few users (typically only one) that want to ex-
plore the KG using semantic relatedness. Usually, the system assumes the users
are not familiar with the scheme of the KG, and they require the assistance of
semantic relatedness to traverse the KG. Thus, semantic relatedness is a tool for
conducting an exploratory search over a KG, where users want to find hidden
connections that are not obvious nor intuitive from the relations in the KG.

The second case is using semantic relatedness model as a preprocessing sys-
tem for future AI/IR tasks. Here the system submits several semantic relatedness
queries, and then the semantic relatedness service must provide an answer in a
time-constrained fashion. The main objective of these applications is to employ
the partial order set generated from applying the semantic relatedness measure
over a finite set of entity pairs.

In the next lines, we will describe some of these systems, and then we sum-
marise them in table 3.2

Exploration applications

Anyanwu and Sheth (2003) employed their semantic relatedness approach to
terrorist surveillance and prediction. They claimed that graph-based approaches,
in combination with semantic relatedness measures, play a crucial detecting un-
expected and unobserved relations. Since two individuals might have several
paths connecting them in the KG, a graph-based approach can help to interpret
these paths using concise explanations and relevance score. These rankings can
be tuned so that the most obvious explanations are listed in the bottom, while
rare and obscure relations are at the top.

Fang et al. (2011) and Pirrò (2015) proposed two general exploratory search
tools —Rex and RECAP respectively— that allow users to navigate the KG re-
gardless of their KG scheme familiarity. Both systems put a strong emphasis on
the generation, quantification and ranking of the explanations. Their objective
is to visualise these semantic explanations and let the user continue the explo-
ration. The same use case was covered by Heim, Lohmann, and Stegemann
(2010) and Cheng et al. (2014). The authors in these works proposed a system
for refining an exploratory search and a model for business decision making,
respectively.
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Preprocessing applications

One promising application in this context is entity disambiguation (Hulpuş
et al., 2015). In this case, the scores of the relatedness explanation were used
to determine the proximity of entities in the KG. The system them performed
joint entity disambiguation using these scores. The joint disambiguation was
equivalent to solve the maximum clique problem among candidates entities. The
clique with the higher combined semantic relatedness score is the answer to the
disambiguation.

Graph-based semantic relatedness has also being use as the input for other
AI/IR problems such as: cold start problem in recommender systems (Piao &
Breslin, 2016), image processing (Weiland, Hulpus, Ponzetto, & Dietz, 2016),
topic modelling (Hulpus, Hayes, Karnstedt, & Greene, 2013), graph-based doc-
ument modelling (Schuhmacher & Ponzetto, 2014), semantic annotations in text
streams (Torres-Tramón, Hromic, Walsh, Heravi, & Hayes, 2016; Wang, Carman,
& Li, 2017), surveillance (Aleman-Meza et al., 2003), word sense disambigua-
tion (Agirre & Soroa, 2009; Hulpuş et al., 2015), among others. In all these works,
the crucial aspect is not the semantic relatedness explanation but the scoring of
the explanation and its potential ranking ability. Thus, given a set of pairs of en-
tities and the scoring function, the partial order induced by this function allows
us to rank pair of entities in terms of the explanation.

Usually, the set of entity pairs for these applications is very large. Therefore,
the scalability of the assessment of semantic relatedness is a crucial factor when
designing these systems. Some applications have small time-windows, while
others require processing thousands of entity pairs in one query. For example,
annotating entities in a text stream requires processing hundreds of incoming
data in a fraction of a second. A small delay in the system would result in
bottlenecks that will reduce the effectiveness of the solution.

3.2 entity retrieval

We now proceed to review the related work for Entity Retrieval (ER). We will
detail a small historical review of the developments in the field and current state-
of-the-art models. Finally, we explain the main difference with our proposed
solution and how we address the issues found in the literature.
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3.2.1 Origins

Users are issuing more and more queries that expect entities in their responses
when using conventional search engines. For example, if we submit the query
“barack obama” on any search engine, we expect that one of the answers, at least,
is the corresponding wiki entry of Barack Obama in Wikipedia

2

This change in users’ desires has made ER an essential task in the IR com-
munity. The original representation of ER consisted of viewing the task as an
extension of ad-hoc document retrieval where the RDF resources of the KG were
transformed into flat pseudo-documents (Fernandez et al., 2008). Back then, it
was not clear how this flattening process should be done, and there were au-
thors (Pound, Mika, & Zaragoza, 2010) questioning the granularity of the docu-
ments since no one was sure how to map objects to documents.

Pound et al. (2010) contributed to establishing the first theoretical framework
for this task. According to their view, ER is a mapping between ad-hoc object
retrieval and ad-hoc document retrieval, where objects correspond to RDF re-
sources and the documents to flat representation of these objects (or pseudo-
documents). The queries for these systems were composed of plain keywords
—as in any standard web search engines— but also included additional param-
eters: i) the entity types of the expected results and ii) the intention of the
query 2010 Although the inclusion of query types and intentions in the query
do not persist in subsequent works, the proposal of Pound et al. (2010) effectively
set the standard evaluation methodology for the task and, more importantly, the
unit of retrieval. From now on, an ER system must retrieve RDF resources, which
are individualised by their unique identifier in the KG (e.g. URIs in DBpedia).
Therefore, the only missing point was the mapping function between the objects
retrieval and the pseudo-documents.

To clarify this, Pérez-Agüera, Arroyo, Greenberg, Iglesias, and Fresno (2010)
established an intuitive yet straightforward mapping scheme between objects
and pseudo-documents. They defined that an object in the retrieval is not only
the identifier (e.g. URI) but the collection of triples under this identifier. Thus the
pseudo-document for an object should include most of these triples. Therefore,
the authors focused on crafting a pseudo-document for each entity in the KG
such that the resulting document is composed of many fields, each of them
representing certain triples. They defined a mapping scheme between the triples
for the identifier and the fields in the pseudo-document. The mapping scheme

2 https://en.wikipedia.org/wiki/Barack_Obama

https://en.wikipedia.org/wiki/Barack_Obama
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considered the relationship types, the target URIs and the literals involved in the
triples. However, this mapping is produced manually and, therefore, it is only
valid to a particular domain.

For example, the resources dbo:label and dbo:title were part of the cate-
gory name and the combination of them formed the field name in the pseudo-
document. This approach creates a flat structure where the relationships be-
tween resources are lost. To alleviate this issue, the authors incorporated textual
information of the surrounding entities into the pseudo-document. For instance,
suppose that for certain KG the object dbp:Ireland is connected to dbp:Dublin

by the relationship dbo:isCapital. The psuedo-document for dbp:Ireland will
contain a field called related in which the label of dbp:Dublin will appear along
with other labels of surranding entities. In this way, the authors included seman-
tic information in the pseudo-documents. Finally, they indexed the resulting
collection using standard IR techniques such as bag-of-words model and com-
puted document relevance using BM25F (Robertson, Zaragoza, et al., 2009).

3.2.2 Unigram and multigram models

Many variations of this approach followed, including different pseudo document
schema (Blanco, Mika, & Vigna, 2011; Neumayer, Balog, & Nørvåg, 2012) and
variations of BM25F (Blanco et al., 2011). The approach of flattening the KG and
creating pseudo-documents has become the standard in the area since then.

The simplicity of the bag-of-words model — and unigram models in general
— has a significant drawback for ER. Because bag-of-words models assume term
independence, the order of the sentences is generally lost, affecting the detec-
tion and representation of composed names and short phrases. Zhiltsov, Kotov,
and Nikolaev (2015) claimed that models that handle term dependency might
have better performance than unigram models. Sequential Dependence Models
(SDM) (Metzler & Croft, 2005), —particularly bigram models— present a supe-
rior ability to match short phrases in text documents than unigram models. The
effectiveness of these models had been thoroughly studied for many years in the
IR community (Huston & Croft, 2014). Because these models consider sequences
of terms instead of single tokens, phrases and composed names are better repre-
sented, and their detection in the text is much simpler. However, almost every
SDM did not consider a scenario where the text collection was composed of
multi-field documents. Therefore, it is necessary first to design an SDM model
that support multi-fields, in a similar fashion of the one proposed by BM25F.
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Zhiltsov et al. (2015) proposed a generalisation of SDMs. Instead of using a sin-
gle language model, they proposed to replace it with a mixture of language mod-
els. The resulting model, named Fielded Sequential Dependence Model (FSDM),
can handle term dependencies and combine the score of several language mod-
els into a single value. This new family of models substantially improved the
performance held by unigram models.

The use of SDM over structured documents was extended further, although
not in the same style as was expanded before. Hasibi, Balog, and Bratsberg (2016)
noticed that there was a gap between entity retrieval and entity linking, and
they aimed to fill this gap by creating a hybrid approach that performed entity
retrieval using entity linking. They implemented two representations of the
entities, a pseudo-document as before, and a graph-like entity. Then, they build
an FSDM model combined with an entity linking system in order to leverage
entity annotations of the query in the entity retrieval model.

The incorporation of semantic annotations in the language model was also
explored for both types of documents: queries or pseudo-documents. Ensan and
Bagheri (2017) combined the semantic annotations in documents and queries,
and incorporated semantic relatedness in the retrieval model. Similarly, Lin,
Lam, and Lai (2018) developed a model that combined entity types of the entities
and their descriptions with an FSDM model. To this end, they developed a
model that incorporates the entity types and the hierarchical sequence of them
as the context. In this way, each entity was tested against all possible paths in the
hierarchy, where the maximum of them was the relevant context for the given
entity.

3.2.3 Two-stage models

In parallel, other authors explored models that combined a standard retrieval
model (e.g. BM25F) and a second stage to re-rank the output of the first stage
using structural information of the KG. According to this view, the first stage
could employ any standard IR model, such as BM25F or FSDM; and the second
stage employed a graph-based method to re-rank the output of the first stage
later on.

Following this idea, Ciglan, Nørvåg, and Hluchỳ (2012) developed a retrieval
model combining standard IR model in the first stage and a re-rank function
based on structural data of the KG and the degree of membership of entities in
semantic sets. Their idea was inspired by user behaviour in conventional search
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engines. The re-rank function involved the use of specific graph-based diffusion
processes. However, as opposed to our proposal, their diffusion process was
limited to 1-hop neighbours.

Along the same lines, Fetahu, Gadiraju, and Dietze (2015) introduced a re-
trieval model based on re-ranking the output of any standard IR model using a
set of graph-features. To this end, they performed a clustering algorithm over the
entities in the KG using a semantic similarity function and store these clusters
accordingly. Later, during query time, the retrieval results of the IR model were
expanded further, following the annotations in the sets of entities previously
computed. The final result then consisted of the combination of the results of
the IR model and the later clustering process. Finally, the results are re-ranked
using the relevance of the queries and then sent back to the user.

3.2.4 Semantic relatedness model

Our approach is also composed of two stages: a standard IR model and a re-rank
stage. However, our re-rank function is based on graph diffusion over random
walks. To the best of our knowledge, no previous work has proposed a similar
model.

3.3 entity linking

Entity linking consists of finding entity mentions in text documents and retriev-
ing their respective entities in the KG. This task has become very relevant in
recent years (Cano, Preotiuc-Pietro, Radovanović, Weller, & Dadzie, 2016; Cano
et al., 2014; Rizzo et al., 2015; Rizzo, van Erp, Plu, & Troncy, 2016) as entities are
a versatile tool for contextualisation in many AI/IR applications.

The main reason for this tendency is the ability of entity mentions to introduce
semantic annotations in text documents. When entity mentions occur in these
documents, they can be detected and linked to their entities in the KG. Entity
mentions are usually noun phrases composed by a few terms. Such enrichment
not only helps the contextualisation of the text but, more importantly, it provides
a machine-readable content that can benefit later tasks. In this way, semantic
annotations can help, for instance, provide additional insights into small, noisy
text streams.
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Because it has become typical for tasks in data mining and machine learning to
profit semantics annotations, there is an enormous pressure to produce fast ser-
vices that can annotate large datasets in a few seconds. Moreover, an increasing
number of problems now use stream-based processing architecture, where small
delays can generate severe computational bottlenecks. Thus, if named entities
are part of their regular input, it is essential to adapt these systems into stream
processing. Unfortunately, most of these systems were intended to run over ex-
tensive document collection in a batch-based mode, and they do not behave well
in time-constraint environments.

3.3.1 Named entities recognition

Since entity mentions are expressed primarily as noun phrases, it is necessary
first to detect which of these phrases are indeed mentioning an entity. This
task is known as Named Entity Recognition (NER), and it has been studied for
several years in the literature (Bontcheva et al., 2013; Cunningham, Maynard,
Bontcheva, & Tablan, 2002; Derczynski, Maynard, Aswani, & Bontcheva, 2013;
Finkel, Grenager, & Manning, 2005). These efforts have produced an abundant
set of tools that can be incorporated directly into an EL system.

One popular NER system for this purpose is GATE (Cunningham et al., 2002).
This system is centred on combining several Processing Resources (PR) to create
Information Extraction (IE) pipelines that can then be used over text documents.
Among the PR we found named entities extractors, POS taggers, ontologies,
language detectors, gazetteers, among others.

GATE includes a ready to use Twitter-specific IE pipeline called TwitIE (Bon-
tcheva et al., 2013). It uses a fine-tuned set of PR for Twitter text, with the NER
PR being the most heavily adapted for Twitter data. This NER is based on state-
of-the-art Stanford NER (Finkel et al., 2005) —which is based on Conditional
Random Fields (CRF) models— and also incorporates many findings from the
work of Ritter, Etzioni, Clark, et al. (2012). The most challenging Twitter text
processing tasks addressed by TwitIE are normalisation of slang, misspellings,
emoticons and entity disambiguation. All the details are described in the work
of Derczynski et al. (2013).
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3.3.2 Disambiguation

Because entity mentions can have several entity candidates, it is necessary to
perform a disambiguation process among the candidates. Since a KG might
content millions of entities, the number of candidates for a given named entity
is usually vast. Therefore, the disambiguation process must deal with an ample
solution space and identify the most likely candidate in KG for the given context.

There are many formalisms and theoretical frameworks for entity disambigua-
tion (Bunescu & Paşca, 2006; Cucerzan, 2007; Hoffart, Seufert, Nguyen, Theo-
bald, & Weikum, 2012; Hulpuş et al., 2015).

One approach for this task is to use a distributional semantic model. For exam-
ple, the solution proposed by Cucerzan (2007) employed Wikipedia to maximise
the agreement between the context of the noun phrase and the textual features
of the entity documents. Also, it uses the overlapping between the categories of
the candidates to refine this set.

Another solution to this problem was proposed by Bunescu and Paşca (2006).
This system exploited redirect and disambiguation pages of Wikipedia to iden-
tify possible names for entities. Then, it built a dictionary and employed a super-
vised model to determine the best fit for a noun phrase and its current context.
The model is based on ranking candidates according to the context of the men-
tion and the keywords of the Wikipiedia categorical taxonomy.

A different model is the one proposed by Hoffart et al. (2012). In this case, the
model did not need explicit interlinkage of Wikipedia entities. Instead, it used
a representation of entities based on a set of weighted multi-word keyphrases,
and also considered partially overlapping phrases. Such characteristics helped
the model to deal with newly emerging entities that might have a few links
associated with them.

Another model for this problem is graph-based joint disambiguation (Hulpuş
et al., 2015). In this case, the disambiguation is performed jointly, considering all
the candidates for a set of entity mentions. The disambiguation is represented as
a graph problem in which the candidates correspond to vertices and the vertices
of possible solutions form a clique in the graph. The edges of the disambigua-
tion graph represent the likelihood of two entities to co-occur in the text. The
solution of the disambiguation is to find the clique that maximise the likelihood
to co-occur in the text. The likelihood of the edges is obtained using semantic
relatedness measure in the KG.
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Our solution employs the graph-based joint disambiguation model. However,
we use a diffusion-based semantic relatedness model to estimate the likelihood
of the cliques.
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Author(s) Classification Description

Anyanwu and
Sheth (2003)

Exploration Users explore the KG using the provided se-
mantic relatedness model.

Fang et al. (2011) Exploration Users explore the KG using the provided
semantic relatedness model and can detect
and rank explanations for specific relations.

Pirrò (2015) Exploration Users explore the KG using the provided
semantic relatedness model and can detect
and rank explanations for specific relations
using SPARQL language and remote end-
points.

Heim et al. (2010) Exploration Users explore the KG using the provided se-
mantic relatedness model and find surpris-
ing facts between the input entities.

Cheng et al.
(2014)

Exploration Users explore the KG using the provided se-
mantic relatedness model using facets to re-
find the exploration.

Hulpuş et al.
(2015)

Preprocessing Semantic relatedness generates rankings for
disambiguation of entities and words.

Piao and Breslin
(2016)

Preprocessing Semantic relatedness generates rankings to
face the cold start problem in recommender
system.

Weiland et al.
(2016)

Preprocessing Semantic relatedness generates rankings to
disambiguate entities found in image recog-
nition.

Hulpus et al.
(2013)

Preprocessing Semantic relatedness generates rankings to
model topics in large text documents.

Schuhmacher
and Ponzetto
(2014)

Preprocessing Semantic relatedness generates rankings to
model documents using a graph-like struc-
ture.

Wang et al. (2017) Preprocessing Semantic relatedness generates rankings to
incorporate semantic annotations in Twitter
data.

Torres-Tramón et
al. (2016)

Preprocessing Semantic relatedness generates rankings to
incorporate semantic annotations in Twitter
data.

Aleman-Meza et
al. (2003)

Preprocessing Semantic relatedness generates rankings for
terrorist threats in passengers of commercial
flights.

Table 3.2: Summary of the applications for graph-based semantic relatedness





4 R U N T I M E A N A LY S I S O F
G R A P H - B A S E D R E L AT E D N E S S

In the previous chapter, we reviewed the assessment of graph-based semantic
relatedness and its wide verity of applications in real-world problems. In our
analysis of the applications, we distinguished two broad categories, namely ex-
ploratory and pre-processing applications. We now focus on the latter in which
semantic relatedness serves as an intermediary step (recall section 3.1.3).

Let us now consider some examples of this category. Entity retrieval consists
of finding entities in a Knowledge Graph (KG) that are relevant to a given text
query (Hasibi et al., 2017). In this case, semantic relatedness works as a proxim-
ity measure to refine the ranking of relevant items in the retrieval set. The top
of the ranking should consist of the entities whose internal pair-wise related-
ness is higher than the rest. Another example of pre-processing applications is
entity disambiguation (Hulpuş et al., 2015). Here, the assessment of semantic
relatedness is used to quantify individual solutions of disambiguation problems.
Each solution instance is composed of a series of terms and a set of candidates
associated with them, one for each term. The instance that has the highest com-
bined pair-wise semantic relatedness across the candidates is the solution to the
disambiguation. It is easy to observe that, in both cases, the number of pair-wise
semantic relatedness assessments can quickly reach the thousands in a fraction
of seconds. In this chapter, we study the runtime needed to determine the se-
mantic relatedness for a pair of entities.

4.1 complexity of graph-based relatedness

Most of the semantic explanations in graph-based models are either a combina-
tion of the paths connecting the input or are depended on the paths to generate
the subgraph (Fionda & Pirrò, 2017; Hulpuş et al., 2015; Nunes et al., 2013; Pirrò,
2015). Other forms of semantics, such as isomorphism between graph, do not
have practical applications in the real world due to their complexity (Anyanwu
& Sheth, 2003). Consequently, enumerating paths between the input entities is
a crucial step to assess semantic relatedness in graph-based models. Unfortu-
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nately, finding paths in a graph for a pair of entities is in itself a costly com-
putational task. In this section, we describe this task and the computational
challenges that arise when enumerating paths in large KGs.

4.1.1 Finding paths

Given two vertices on a graph G, known as the source and the target, a path P
is simply a sequence of edges and vertices in G such that it possible to traverse
from the source to the target vertex following the sequence P. Finding paths
then consists of finding all the paths (or a large subset of them) connecting the
source with the target.

The traditional approach to resolve this problem is known as Breadth-First
Search (BFS). BFS consists of expanding the source vertex in a series of searches
in which the 1-neighbouring vertices from the source are analysed first and then,
if necessary, the 2-neighbouring vertices, and so forth until finding the target
vertex. In order to determine the desire paths, BFS algorithms use a queue-like
structure to store all observed paths in each successive search and to preserve
the state of the current search. The system works in the following way. During
each iteration, the system retrieves the path at the top of the queue, expands
the path according to the latest vertex neighbours, and then it pushes back all
the new generated paths to the queue. Then, the system checks if there are any
valid path in the queue. The queue typically obeys a First-in-First-out (FIFO)
policy, making the expansion of paths a concentric process in which the centre is
the source vertex. A BFS algorithm finishes when the queue is empty. However,
in reality, BFS algorithms stop when certain conditions are satisfied due to the
inherent computational cost. For instance, if the number of paths containing the
target vertex is sufficiently large or if the length of the current path to expand is
beyond a specific range.

There are many alternatives to increase the performance of BFS algorithms.
One of them is bidirectional BFS (Filtz, Savenkov, & Umbrich, 2016). Instead
of expanding only the source vertex, bidirectional BFS algorithms expand both
the source and the target vertices. In the first iteration, the system expands the
path either from the source or the target, in the same manner as simple BFS, and
then saves the resulting paths. In the following iteration, the system expands the
opposite vertex and stores the new paths in a different location. Immediately af-
ter each iteration, the system checks whether there are coincidences among the
paths generated from both vertices. When this is the case, the union of these
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paths is a valid path connecting the source with the target. Therefore, bidirec-
tional BFS has to check after each iteration if the join of two paths produces a
valid path between the source and the target vertices.

This improvement on BFS algorithms can reduce the running time of a sim-
ple BFS algorithm in three orders of magnitude for typical path enummera-
tions (Filtz et al., 2016). Recently, bidirectional BFS has been proposed as an
extension for SPARQL 1.1 (Savenkov, Mehmood, Umbrich, & Polleres, 2017).

However, the resulting algorithm still has an exponential behaviour. Indeed,
path enumeration is part of #P-complete problem class, which are problems
that are “at least as difficult as the NP-complete problems”(Valiant, 1979, p.410).
Consider the following example: given a k-clique graph with 2 directed edges
between each vertex pair, “there are 4l(k− 2)! simple paths of length l (encoding
edge labels and inverses) from any node to any other”(Tartari & Hogan, 2018,
p.38). We have observed this exponential nature in applications dealing with
graph-based explanations (Fang et al., 2011; Hulpuş et al., 2015; Pirrò, 2015).

4.1.2 Path enumeration in knowledge graphs

If path enumeration in a small graph might lead to computational bottlenecks,
then the situation becomes more challenging in KGs. These graphs are char-
acterised by a small-world topology (Watts & Strogatz, 1998), in which well-
connected clusters are frequent, and the average length paths among them are
small. This topology has a significant effect when enumerating paths; the num-
ber of paths found in a k-clique subgraph is a good approximation for the num-
ber of paths between a pair of vertices in the local cluster.

The topology of Resource Description Framework (RDF) graphs (equation 3)
is not the only factor that affects the number of paths. The sparsity of the graph
also has an important role. Large knowledge graphs might content several mil-
lions of vertices and edges. However, the sparsity of these graphs —the ratio
between the actual number of edges and the theoretical number of them— is
very low. A low sparsity implies that there are fewer chances of finding paths
between any two vertices. Conversely, a small increase the sparsity can lead to
an exponential increase in the number of paths.

In a recent study, Tartari and Hogan (2018) analysed the behaviour of enumer-
ating (weighted) path algorithms in RDF graphs. Here the authors evaluated
the running time of path enumeration algorithms in small, medium and large
RDF graphs, and measured the effectiveness of each technique. One of their
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experiments consisted of randomly select two vertices from the graph and find
the paths connecting them. They reported that, on average, the running time for
each query was above 27 seconds in all the algorithms analysed.

The running time observed in (Tartari & Hogan, 2018) is not an isolated case.
Indeed similar observations have been reported before when computing seman-
tic relatedness (consider the running times reported by Jin et al. (2017) and Pirrò
(2015)). This poor performance on enumerating algorithms has led to the devel-
opment of different techniques to speed up the computation. We will review
some of them in the following section.

4.2 seedup alternatives

We identify at least two technique to accelerate path enumeration algorithms:
i) setting upper bounds for number and length of paths, and ii) using priority
queues instead of FIFO queues in BFS algorithms. We now proceed to review
each of these techniques.

4.2.1 Boundaries

One solution to accelerate path enumeration is to establish boundaries in either
the number of paths or their length. Several works are using this idea with
relative success (Hulpuş et al., 2015; Nunes et al., 2013; Pirrò, 2015).

The first option consists of setting an upper boundary on the number of paths.
Once the number of paths is satisfied, the enumeration algorithm stops and
returns the current visited paths, without expanding further any other path. An
example of this case is the selection of the top k-shortest paths in the semantic
explanation (Hulpuş et al., 2015). Here, the system incorporates paths until
fulfilling the maximum amount (k), regardless of the length of paths.

However, there is an inherent problem with this solution. Consider the case
when all the top-2k shortest paths have the same length. If we select only the top-
k shortest paths, then we will not have any mechanism to differentiate one path
from another, making our selection arbitrary. What would happen is that the
enumeration algorithm itself will resolve the selection by pure chance. Indeed,
the selected path will correspond to the paths found first, which in turn are deter-
mined by the sorting of the vertices when expanding the previous path (Hulpuş
et al., 2015). Although this case might look like artificial, in reality, is frequent as
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the number k is small, and the number of paths will scale fast for lengths greater
than 2.

The second alternative is to define a maximum path length between vertices.
This alternative is in line with the idea that longer paths posses less semantic
meaning; thus, their significance becomes irrelevant after a certain length. In
(Nunes et al., 2013), the authors use only paths whose cardinality was less or
equal than 4. They claimed that this threshold is a consequence of the small-
world topology of KGs. According to them, the average length of their knowl-
edge graph was near to 4, and they took this value to determine the threshold
in which the significance of a path becomes irrelevant. However, there is no
substantial evidence to suggest that the semantic meaning of a path becomes
irrelevant after reaching the average path length.

In any case, the selected value will affect the inclusion of paths later on. A
larger value means the inclusion of a significant portion of irrelevant paths,
while a small value implies the risks of underrepresenting the relationships.
Although the effect of irrelevant paths can be controlled later during the sub-
sequent phases, the inclusion of such paths increments the complexity of the
algorithm. Consequently, an indiscriminate inclusion of paths during the enu-
meration can substantially increase the running time of the subsequent analysis
of the explanation.

4.2.2 Priority queues

Fang et al. (2011) noticed that using a FIFO queue in combination with a bidi-
rectional BFS algorithm1 tends to reach highly connected vertices first. They
realised that changing the policy of the queue might result in a reduction of the
computational cost. They argued that if the elements at the top are less prone to
generate exponential paths when expanding, then the system can keep control
over the paths to check. Thus, they changed the queue to a priority queue and
used a ad-hoc function to estimate the priority score based on the potential num-
ber of paths of each item in the queue. Each time the system pushes a path into
the queue, this function heuristically determines its potential number of paths
and establishes its priority score accordingly. In this way, the system penalises
candidate paths than may blow up exponentially and makes its best to delay
their expansion. For example, the degree of the final vertex in a path is a good

1 Fang’s 2011 algorithm was inspired by the BANKS algorithm (Bhalotia, Hulgeri, Nakhe, Chakrabarti, &
Sudarshan, 2002), which is a formalisation for finding keywords on relational databases using graphs.
BANKS employs a multi-directional Dijkstra’s algorithm (Dijkstra, 1959).
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indicator to determine the number of potential new paths when expanding the
current one.

The intuition behind this solution is that expanding from less costly paths can
indeed cover a large proportion of the graph and determine the solution with
less iteration. Therefore, as the author stated, “if expansion from one target node
reaches a node with a large degree, it might be costly to do further expansion;
instead, waiting for the expansion from the other target node might be less
expensive” 2011, p.245. Notice that his solution makes sense whenever there is
a boundary on the number of paths. If there is no limit on the number of paths,
the cost of expanding the paths is the same, regardless of the expansion order.

Since computing the actual number of paths as a result of the expansion is
costly, the function resorts to heuristics to determine an approximation. Oth-
erwise, computational bottlenecks can diminish the gain of a priority queue.
Hence, the approximation function must have a small runtime cost. For further
examples, consider the heuristics proposed by Hristidis and Papakonstantinou
(2002)

Notice that the implementation of a priory queue implies that the enumeration
is not any longer a BFS but a Best-First Search (BeFS). This family of algorithms
employs a heuristic function to determine the next expansion in a greedy-like
fashion. Typically, the graph corresponds to a weighted graph —either vertices,
edges or both— in which a heuristic function uses a priori knowledge (e.g. the
weights) to guess which of current possibilities is closer to the target vertex.

Our formalisation of the KGs do not consider weighted vertices in its defini-
tion, and thus, we do not consider this specific case. However, the algorithms
proposed under this view have similar performance issues as before. For exam-
ple, efficient implemantations of the very well-known Dijkstra’s algorithm (Di-
jkstra, 1959) has as worse-case performance equal to O(|E|+ |V |log|V |). Another
example is A∗ search (Hart, Nilsson, & Raphael, 1968). It has a slightly better
worse-case performance O(|V |), but requires a heuristic that resembles the trian-
gle inequality.

4.3 empirical analysis

In the previous sections, we have seen that enumerating paths in a graph is an
expensive task. In this section, we examine the potential use of enumeration
algorithms when computing semantic relatedness. Our objective is to determine
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whether path enumeration can handle the amount of load observed in high-
intensive applications. To this end, we designed two relatedness systems, one
employing a graph-based relatedness model and the other a diffusion-based one.
We tested both models using the same queries. Then, we measure the runtime
of consecutive calls and determine the overall performance.

The runtime is the time elapsed between the submission of the query and
its acknowledgement by the source system. we opted for this metric since we
are interested in the performance of real-world applications using relatedness.
We provide a concise description of this experiment, and then we proceed to
detail our results. Finally, we determine the feasibility of applying graph-based
semantic relatedness in high-demanding applications.

4.3.1 Baseline system

Our graph-based system is a combination of the semantic explanation model
proposed by Nunes et al. (2013), and the scoring function developed by Hulpuş
et al. (2015). The explanation model is part of the Pirrò’s class (definition 21) and
corresponds to the union of all paths between the input entities whose length
is equal or less than a certain threshold t. The scoring function (already intro-
duced in definition 30) computes the weighted average of the edges in the paths.
It requires the definition of an extra parameter β ∈ [0, 1] ⊂ R>0 to penalise
longer paths, and a weighting system to ponder the relevance of the edges in
the explanation. For the sake of simplicity, we set all the weights to 1.

Thus, our baseline has the following parameters: t and β. β was set to a de-
fault value, while t become the single free parameter. Then, each query will need
to define the input entities (the target and source vertices) and the parameter t.

Because this system uses a BFS algorithm to identify paths, we implemented
some of the optimisations proposed by Filtz et al. (2016), namely we indexed
the edges in the KG and used them to keep track of the path generated during
the exploration. Notice that there are several optimisations apart of the one
mentioned above that would fit this context. Because such effort is out of the
scope of our work, we discard them in our implementation. The baseline has a
worst-case complexity of O(|E|+ |V |), if the starting vertex can reach all the rest
in less than 4 iterations. Because the diameter of the graph is greater than 4, then
the average complexity is much smaller.

We denote this system as our baseline and represent the semantic relatedness
function by the symbol ψ(x,y).
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4.3.2 Diffusion-based system

We employed a relatedness model using a simple Katz-based diffusion process
(definition 16). According to this view, the relatedness of two items in the KG is
simply the probability of traversing between them using random walkers follow-
ing the motion provided by Katz diffusion. In other words, the random walkers
will jump randomly from the source vertex to any other one until reaching the
target. The decay parameter controls the traversing by randomly stopping the
walkers at any time. Even if this parameter is small (very close to one), it will
eventually stop the walker regardless of the distance between the input vertices.
This implies, that a small value will tend to produce larger values of relatedness
as we assume the KG is strongly connected. On the other hand, a large value
will tend to produce relatedness close to zero as most of the walkers will stop at
the beginning.

We compute this score using a truncation algorithm based on the consecutive
multiplication of the adjacency matrix. The number of multiplication indicates
the length of the path into consideration in the relatedness. This idea is similar
to the baseline system, in which the length of the paths is pre-defined. However,
in diffusion, we can take advantage of the adjacency matrix and pre-compute the
relatedness between each node beforehand. Later, we can provide the number
in query time. Although matrix multiplication is an expensive task, we can use
several approximations to reduce the cost of the multiplication, and aspect that
will review in the following section (5.2).

We will detail more about the fundamentals behind this idea in section 5. We
will explain the theoretical aspect of our model and how the diffusion processes
will affect the relatedness score and performance. In the meantime, we define
the decay parameter β = 0.5 and will focus only on the runtime. We represent
the semantic relatedness function by the symbol φ(x,y).

4.3.3 Queries

We use the term query to refer to the action of determining the semantic related-
ness score for two vertices of a KG. A query has two input, the source and target
vertices. The answer to a query is a positive score (definition 24) indicating the
semantic relatedness.

We use the collection of real-world queries provided by Schwartz and Gomez
(2012), in which several datasets were combined to form a single collection. The
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Figure 4.1: Execution runtime for our baseline (ψ) and our model using dif-
fusion (φ) for a range of t. Each circle represents a query and its
colour is proportional to the distance of the runtime to the mean for
that t. The darker the colour, the closer is to the mean. The number
of step corresponds to the length of the path in consideration.

KG corresponds to WordNet
2 (Miller et al., 1990). Both, the query dataset and

the KG, are described later on in the sections 5.3.2 and 5.3.1 of the following
chapter, respectively.

4.3.4 Query runtime

We submitted a copy of each query using different values of t (the single pa-
rameter of our baseline) and measured the wall-time. t ranged between [1, 5].
The larger the value of t, the higher the effort to find paths between the input
entities. We discarded queries whose initial and final vertices were the same. In
figure 4.1, we display the runtime (measured in milliseconds) for the queries.

Expectably, we observe that queries become more challenging as the length of
the paths considered in the explanation are longer. Notice that figure 4.1 uses
a logarithmic scale in y axis. Thus, the increment of the time is exponential to

2 https://wordnet.princeton.edu

https://wordnet.princeton.edu
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Figure 4.2: Memory usage (maximum alocated memory) for our baseline (ψ)
and our model using diffusion (φ) for a range of t. Each bar repre-
sents the maximum amount of memory allocated during the execu-
tion. Each colour represent the parameter β used in the execution.

the length of the paths. Although some queries can be processed in less than a
second, even for queries whose maximum path length is 5, the average tends to
move close to the exponential function f(t) = 10t.

When a query is solved fast, it implies that the input entities do not have many
paths for the range of t examined. Conversely, slow queries point out to highly
connected vertices. In such cases, there is a high probability that the number of
paths for the query will increase even more as t grows. Hence, the exponential
tendency displayed in figure 4.1 is likely to continue for t > 5.

Regarding the memory consumption, it is evident from figure 4.2 that our
model using the diffusion approach it is much more memory-consuming than
a path-based one. Since our diffusion model needs to pre-compute the relat-
edness between any pair of elements, the resulting matrix is very heavy, thus
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it will require a large memory space. We noticed that the parameter β does
not affect significantly the amount of memory needed. In theory, the smaller
the value the less dense is the resulting matrix. However, because the matrix is
requested in batches using the API provided by the system, the amount of mem-
ory for the cases analysed is almost the same. We think that a memory-friendly
implementation can be done, but it will require low-level programming. Our
implementation was done using Python and Numpy.

In the diffusion-based semantic relatedness, the runtimes are stable as the
relatedness is computed beforehand. Notice that this will demand a significant
memory portion to store the results during query time. However, the runtime is
minimum and can provide an answer in a few milliseconds.

4.3.5 Effects on high-demanding applications

The results show that a system based on path enumeration will slow down any
application dependant on this score. Although waiting one second for a single
call will not disturb the average user (when t = 3), the effect of successive calls
can several undermine the performance. For instance, in entity disambiguation,
the number of pair-wise relatedness score needed to find the optimal is depen-
dant on the number of named entities found in the text (Hulpus et al., 2013). If
we say that, on average, a document contains 100 named entities, then we need
to compute the relatedness score for 100! pairs. Moreover, if we have several
documents to disambiguate, the number of pairs can easily reach astronomical
magnitudes.

The situation can become critical for entity disambiguation of text streams
(Torres-Tramón et al., 2016). Although text streams are generally short, and thus
the number of computation of semantic relatedness as well, the responsiveness
of the system is a critical aspect. Therefore, a minimal increase in the runtime of
the semantic relatedness queries will downgrade the performance significantly.
Indeed, even if we considered the t = 2, the runtime average will be close to 0.01

seconds, which can seriously affect the system in this scenario.

Our alternative system based on diffusion provides an alternative model that
can pre-compute values and then provide them during query time.
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4.4 summary

In this chapter, we analysed the computational performance of graph-based se-
mantic relatedness models theoretically and empirically. Since most models em-
ploy path enumeration to produce the semantic explanation, this task is the most
significant contributor to the computational cost of these models. We showed
that path enumeration is computational challenging, and current optimisations
cannot provide adequate answers to control the bottlenecks in applications de-
pendant on these models.

Additionally, we performed an empirical evaluation for one of these models
and showed the query runtimes. The exponential behaviour of the runtime
suggests that any application dependant on path enumeration will likely suffer
from bottlenecks in the processing. Therefore, we conclude that, in a real-world
application with thousands of calls to relatedness score, the use of graph-based
semantic relatedness must be restricted, if not entirely avoided. On the other
hand, diffusion processes provide a good basis to develop a relatedness model
as we can pre-compute semantic relatedness and then provide it during query
time in a few milliseconds. In the next chapter, we will explore this idea and
develop new methods to overcome the challenges the diffusion processes pose.



5 D I F F U S I O N - B A S E D R E L AT E D N E S S

In the previous chapter, we saw the computational costs associated with graph-
based models and the need to develop faster solutions for applications that re-
quire a large amount of pair-wise relatedness scores. In this chapter, we design
several semantic relatedness models under these two principles: i) they have to
be fast and ii) they have to be competitive enough to state-of-the-art models. We
opted to design our models using diffusion processes (discussed in chapter 2) as
they provide a natural way to compare pair-wise associations in graphs.

First, we will introduce our models and how they fulfil the expected require-
ments of high-demanding applications. To this end, we used three approaches to
implement our solutions. These implementations consider the runtime require-
ments as well as the memory footprint. Finally, we evaluate our models in terms
of pair-wise ranking comparison against human-assessed ground-truth datasets.

5.1 model

Diffusion is a discrete time-dependent stochastic process, in which a set of ran-
dom agents traverse the graph following specific laws of motion. Depending on
these laws, the diffusion converges in the limit, producing a kernel matrix that
describes the diffusion in a pair-wise fashion. These kernel matrices can be used
to estimate the likelihood of reaching any vertex from an initial one. Thus, we
can determine relatedness for a pair of entities based on these kernels.

To our surprise, diffusion-based models have been underestimated as a source
of semantics in Knowledge Graphs (KGs). Most of the time, diffusion-based
scores (e.g. PageRank) are employed to measure the importance of individual
vertices in the KG (Agirre & Soroa, 2009) or as a preprocessing step in the gen-
eration of vector spaces (Goikoetxea, Soroa, & Agirre, 2015). We argue that the
similarity matrix (i.e. the kernel) can be employed to determine the semantic
relatedness of any two entities. In this section, we develop this idea and propose
a series of formal models for semantic relatedness using diffusion kernels.

65
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In the next subsection, we will provide a formal definition of the diffusion in
terms of random walks. Then, we will present five diffusion-based models for
semantic relatedness.

5.1.1 Definitions

We are interested in defining a mechanism to connect entities by traversing the
graph in a time controlled-fashion and determine which part of the graph are
more likely to connect. Our intuition is two-fold. On the first hand, the connec-
tivity of entities in the KG is proportional to the degree of semantic relatedness.
Hence, If two entities are strongly connected, they should be more related than
any entity pair that are not. On the other hand, the connectivity should be a
measure encompassing all the random walks instead of a particular selection,
as is the case of graph-based models. We argue that, given enough samples of
random walks between entities, a connectivity pattern will emerge at a certain
point and we can employ this pattern to determine the semantic relatedness of
an entity to any other in the graph. In other words, the likelihood of connecting
two entities in the graph by randomly walking is their semantic relatedness.

Random walks

A random walk over the knowledge graph G = (V ,E) is a sequence of indpen-
dent and indenticially distributed (i.i.d) random variables X = {X0,X1, . . . }, each
taking values in the set of entities V (known as states in stochastic process termi-
nology). The sequence takes values in Vt+1 = V0 × V1 × · · · × Vt. Each random
variable Xk represent the edge chosen in the vertex when traversing the graph at
time k. Consider the following examples of traversing from entitiy i ∈ V :

Pr(X0 = i|X0 = i) = 1

Pr(X1 = j|X0 = i) = Pij

Pr(X2 = k|X0 = i,X1 = j) = PijPjk

(5.1)

The first equation says that the probability of finishing at entity i in time k = 0

is 1. This statement is trivial as the initial position in the sequence is the entity
i itself. The second equation indicates that, if the target entity is j, then the
probability is given by the element Pij of the transition matrix. Finally, the third
equation represents a random walk that involves more than one random variable.
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In this case, the probability of following a particular walk is given by the joint
transition probability between the elements in the sequence.

With these ideas in mind, we can define the probability of reaching any vertex
at time t by following a random walk that starts at entity x0.

Pr(Xt+1|X0 = x0,X1 = x1, . . . ,Xt = xt) =
t∏
l=0

Pxlxl+1 (5.2)

The expression Pxlxl+1 is the transition probability of following an edge connect-
ing entity xl to xl+1 at time l. Notice that our KG is static —no vertices or edges
will change during the process—. Thus, our formulation assumes that Px0,x1 are
always the same ∀x0, x1 ∈ V2, regardless their position in the sequence. Con-
sidering this observation, and taking into account the Chapman-Kolmogorov
equation (Norris, 1998), we can reformulate equation 5.2 such that:

Pr(Xt+1|X0 = x0,X1 = x1, . . . ,Xt = xt) = Pxtxt+1 (5.3)

In other words, the values of Xt+1 depends only of the values of current state of
the sequence. Any previous step in the sequence is forgotten. This behaviour is
known as the loss of memory of Markov chains. This type of stochastic process
is known as temporally homogeneous (Meyn & Tweedie, 2012), and hence, can
be estimated using the transition matrix directly. For a more in depth reviw
of temporally homogeneous processes, refer to (Durrett, 2010; Meyn & Tweedie,
2012; Norris, 1998).

Our major interest is in the defining Pr(Xt = xt|X0 = x0,X1,X2, . . . ). This
expression is the probability of reaching entity xt in t steps when starting from
entity x0 following any random walk. For simplicity of our notation, we will
denote Pr(Xt = xt|X0 = x0) = Pr(Xt = xt|X0 = x0,X1,X2, . . . ) as at this point we
are not concern about a particular sequence. Since we have defined the transition
matrix P, and we assume that the process is temporally homogeneous, then we
can defined the t-step transition matrix P(t) in the following way:

P
(t)
x0xt =

∑
xi∈V

Px0xiP
(t−1)
xixt (5.4)

In other words, P(t) is the successive accumulation of the k-fold matrix product
(0 < k < t) of the transition matrix P. The initial value is the identity matrix,
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i.e. P(0) = I. For simplicity, we prefer to represent equation 5.4 using matrix
notation.

P(t+1) = (PT )P(t) (5.5)

Then, we have that:
Pr(Xt = xt|X0 = x0) = P

(t)
x0xt (5.6)

These results can now lead us to our semantic relatedness models.

Definition 33 (Diffusion semantic relatedness)
Given a knowledge graph G = (V ,E) and two entities x,y ∈ V . Let P be a
transition matrix of graph G. Semantic relatedness is the function σ : V2 −→ R>0

such that σt(x,y) = P(t)(x,y). We say that x and y are semantically related if
P
(t)
xy > 0 holds for a given t ∈ Z>0.

Definition 33 implies that the only requirement to define a diffusion-based
relatendess score is the definition of a pariticular kernel matrix Pt. In the next
subsection, we will explore different alternatives to define the kernel matrix P
and formalise our semantic relatedness measures.

5.1.2 Semantic relatedness measures

Recall the kernel matrices and their respective diffusion processes introduced in
section 2.2. We use now these kernels to define a series of semantic relatedness
measures. Later, we will prove specific properties that will be useful to compare
the results of each of them.

The matrices obtained from each diffusion process reveal particular character-
istics of the graph G = (V ,E). In order to perform pair-wise comparisons of
vertices, we need to define a measure over V2 from these matrices. The func-
tion σ(i, j) is a similarity measure (resemblance measure) if the following two
conditions are hold (Batagelj & Bren, 1995):

(i) σ(i, j) is symmetric (i.e. σ(i, j) = σ(j, i))

(ii) σ(i, i) > σ(i, j) ∀i, j ∈ V .

Symmetry is a necessary condition to avoid inconsistencies in the comparison of
elements. Although it is arguably in some case to say that σ(i, j) > σ(j, i), we pre-
fer to keep symmetry to simplify our model. Moreover, symmetry improves the
computational performance as symmetric kernel matrices are cheaper to com-
pute than non-symmetric. The second condition is also reasonable; an entity
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should have the highest semantic relatedness with itself than with any other
entity in the graph.

Katz semantic relatedness measure

Definition 34
[Katz semantic relatedness measure] Given a knowledge graph G = (V ,E) and
two entities x,y ∈ V . Let β be the decay parameter. Let K be the Katz similar-
ity matrix for β and the adjacency matrix W of graph G (equation 2.6). Katz
semantic relatedness measure is the function σK : V2 −→ R>0 such that:

σK(i, j) = K(i, j) (5.7)

Proposition 3
Katz semantic relatedness σK(i, j) is a similarity measure in V2.

Proof. From equation 2.6 we know that K is symmetric and diagonally maximal,
thus the proposition follows.

This measure represents the degree of connectivity between entities, in which
the length of the walks penalises the connections. In other words, the closer the
entities in the graph, the higher is their semantic relatedness.

Probabilistic Katz semantic relatedness measure

Definition 35
[Probabilistic Katz semantic relatedness measure] Given a knowledge graph G =

(V ,E) and two entities x,y ∈ V . Let β be the decay parameter. Let K be the Katz
similarity matrix for β and the transition matrix P of graph G (equation 2.6). The
probablistic Katz semantic relatedness measure is the function σpK : V2 −→ R>0

such that:
σpK(i, j) =

K(i, j) +K(j, i)
2

(5.8)

Proposition 4
Katz semantic relatedness σK(i, j) is a similarity measure in V2.

Proof. From equation 2.6 we know that K is diagonally maximal, hence
σpK(i, i) > σpK(i, j) ∀i, j. Also, σpK(i, j) = σpK(j, i) = (K(i, j) +K(j, i))/2, therefore
the proposition holds.
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This measure is similar to the Katz semantic relatedness measure. However,
here, the kernel similarity is built using the transition matrix instead of the ad-
jacency one. Although the resulting kernel is not symmetric, we can employ a
simple linear combination to make it symmetric. However, the generation of this
kernel is more challenging than the previous one. We will explore futher this
condition in section 5.2.

Personalised PageRank semantic relatedness measure

Definition 36
[PPR semantic relatedness measure] Given a knowledge graph G = (V ,E) and
two entities x,y ∈ V . Let β be the decay parameter Let K be the PPR similarity
matrix for β and the adjacency matrix W of the graph G (equation 2.7). PPR
semantic relatedness measure is the function σPPR : V2 −→ R>0 such that:

σPPR(i, j) = K(i, j) (5.9)

Proposition 5
PPR semantic relatedness σPPR(i, j) is a similarity measure in V2.

Proof. From equation 2.8 we know that P(t) is symmetric and diagonally domi-
nant, thus the proposition follows.

We interpret PPR in the following way in our formalisation: the closer are
the entities in a particular context in the graph, the higher is their semantic
relatedness. The crucial difference to Katz is the definition of a context, a set of
entities that are relevant to describe the expected relationship between the two
entities. The context is used to define the restarting distribution. When there
is no context, then each vertex has the same probability of resuming a random
walk.

DiffusionRank semantic relatedness measure using Katz random walk

DiffusionRank (DR) requires to define a matrix R before computing the Taylor’s
series (definition 18). In definition 18, we set PageRank as the random walk ma-
trix; however, we can employ any other random walk model. For this particular
case, we used the probabilistic Katz random walk matrix. Thus, we have that
R = −I+βPT

Definition 37
[DR-Katz semantic relatedness measure]
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Given a knowledge graph G = (V ,E) and two entities x,y ∈ V . Let β be the
decay parameter. Let R be the Katz random walk matrix for β and the transition
matrix P of graph G, such that R = −I+βPT . Let γ be the heat coefficient. Let K
be the DR matrix for γ and the random walk matrix R. DR semantic relatedness
measure is the function σDR−K : V2 −→ R>0 such that:

σDR−K(i, j) =
K(i, j) +K(j, i)

2
(5.10)

Proposition 6
DR semantic relatedness σDR−K(i, j) is a similarity measure in V2.

Proof. From equation 2.9 we know that K is diagonally dominant. Also,
σDR−K(i, j) = σDR−K(j, i) = (K(i, j) + K(j, i))/2, therefore the proposition holds.

DR-Katz is the combination of the Katz random walk with heat kernel. The
Katz process governs the probabilities of the diffusion. In contrast, the heat
equation defines the motion laws of the diffusion.

DR semantic relatedness measure using PageRank random walk

In this case, we use the personalised PageRank random walk matrix, hence R =

−I + ((1 − β)gvT + βPT ). Notice that this change implies the definition of a
distribution vector v. This vector represents the personalisation of the PageRank
score and, typically, a small number of elements are non-null.

Definition 38
[DR-PPR semantic relatedness measure]
Given a knowledge graph G = (V ,E) and two entities x,y ∈ V . Let v be a
stochastic vector. Let β be the decay parameter Let R be the Personalised PageR-
ank random walk matrix for β and the transition matrix P of graph G, such that
R = −I+ ((1−β)1vT +βPT ) Let γ be the heat coefficient. Let K be the DR matrix
for γ and the random walk matrix R. DR semantic relatedness measure is the
function σDR−K : V2 −→ R>0 such that:

σDR−PR(i, j) =
K(i, j) +K(j, i)

2
(5.11)

Proposition 7
DR semantic relatedness σDR−PR(i, j) is a similarity measure in V2.
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Proof. From equation 2.9 we know that K is diagonally dominant. Also,
σDR−PR(i, j) = σDR−PR(j, i) = (K(i, j) + K(j, i))/2, therefore the proposition holds.

DR-PPR is the combination of the personalised PageRank random walk with
heat kernel. Again, this implies that the PageRank process governs the probabil-
ities of the diffusion. In the same line, the heat equation defines the motion laws
of the diffusions.

In the next subsection, we will introduce different weighting schemes for the
(weighted) adjacency matrix W. Because this matrix, as well as the transition
matrix, are fundamental to determine the kernel matrix, its definition becomes
crucial in the computation of semantic relatedness.

5.1.3 Weighting schemes

So far, we have assumed that each element in the adjacency matrix W(i,j) is the
number of edges between the vertices i and j. Accepting this assumption means
that our model considers the relations as equally important, independently of
their position in the graph or the relation types. However, this might not nec-
essarily be the case. We can employ alternative weighting models in order to
differentiate the importance of the relations according to their specific types. For
instance, if a relations type is sparse across the graph and happen to occur in a
random walk, then its importance should be boosted as its likelihood of being
part of a walk is low.

For such a reason, we employ three different heuristics to leverage the impor-
tance of relations in the graph. As a result, we have three different adjacency
matrices, one for each heuristic.

Equivalence (eqv)

This weighting scheme is the standard adjacency matrix and is the simplest of all
the weighting schemes. Given two vertices that are connected by several edges
between them, the likelihood of selecting one of these edges follows a uniform
distribution, i.e. all edges are equivalent in terms of importance. The weight for
the pair i, j is given by:

W(i, j) = |i
∗−→ j| (5.12)

Where i ∗−→ j represents the set of edges whose initial and final vertices are i
and j, respectively. The weight of a vertex pair will be higher if the connected
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vertices have two or more relations in common than a vertex pair whose vertices
have only one edge in common.

PF-ITF: (pfitf)

Predicate Frequency - Inverse Triple Frequency (PF-ITF) (Pirrò, 2015) is a graph
analogue of the well-known Triple Frequency - Inverse Document Frequency (TF-
IDF) weighting scheme for text documents. TF-IDF has been used extensively in
information retrieval to weight bag-of-words vectors such that uncommon, rare
terms are boosted. Similarly, PF-ITF rewards unfrequent relations in KGs. We
adapted this weighting scheme from the scoring function introduced in defini-
tion 31.

In PF-ITF, the probability of single edge is proportional to the amount of
information contained by the edge at the local context (PF) and boosted by the
frequency of its type at the global context (ITF). The predicate frequency for the
edge (i, j) whose relation type is p is given by:

pf(i, j,p) =
|i
p−→ j|

|i
∗−→ j|

(5.13)

The corresponding inverse triple frequency for the relation type p is:

itf(p) = log
|x
∗−→ y|

|x
p−→ y|

(5.14)

The final score is then the multiplication of both quantities:

pfitf(i, j,p) = pf(i, j,p)× itf(p) (5.15)

Notice that local context for an edge is defined by its vertices and the edges
found in them, including incoming and outgoing edges. The effect of pfitf in
the weighting of edges is two-fold. First, pfitf penalises edges whose relation
types are abundant in the graph as their ITF score usually is less than one. The
more the number of them in the graph, the closer to zero will be their score.
Conversely, the ITF scores of infrequent relation types are favoured, resulting
in boosting the edges that contain them. Second, if the number of edges of a
particular type for two vertices is high concerning the total number of edges
between them, then the PF score will be closer to one. If they are very few edges
of a particular type, then the PF score will be close to zero.
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Exclusivity: (excl)

Originally proposed by Hulpuş et al. (2015), excl has the same intention than the
previous scheme: boost rare relations. Also, we adapted this weighting scheme
from the scoring function introduced in definition 30.

Exclusivity does not consider the global context in the same manner as the
previous case. On the contrary, the distribution of the relation types is the result
of individual importance of each type in the combination of vertex contexts.
Hence, the importance of the relation types is not dependent anymore on their
overall distribution across the graph. Thus, given two entities i and j, and a
certain type p, the exclusivity score is:

excl(i, j,p) =
1

|i
p−→ ∗|+ |∗ p−→ j|− 1

(5.16)

Where |i
p−→ ∗| and |∗ p−→ j| is the sets of edges whose type is p outgoing from

i and incoming to j, respectively. In this way, the more frequent is an edge in
the local context, the less is the probability of being selected. This score tries to
capture the level of rareness (or exclusivity) of an edge.

Each of these heuristics modifies the adjacency and transition matrices, mak-
ing the semantic relatedness measures dependant on the selection of the weight-
ing scheme. In the evaluation section, we will indicate the weighting schemes
employed, and we will determine how they affect the pair-wise comparison of
entities.

Calculating the kernel matrices is computational challenging for large KGs,
and the expected result is a dense matrix. The main contributor to this situation
are two operations: i) the inversion of a matrix, used in information-based dif-
fusions, and ii) the exponential of a matrix, used in the heat-based diffusion. In
the following section, we will develop different implementations to compute the
kernel matrices, and we will detail the storage requirements of these solutions.

5.2 implementation

In this section, we refer to the details of the implementation of our models.
Because of the computational complexities involved in the calculation of the
kernel matrices, the implementation becomes a critical aspect. First, we will
start by defining the adjacency matrix and how it is stored. Later on, we will
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describe our algorithms to compute each semantic relatedness measure using a
set of strategies, highlighting the pro and cos for each case.

5.2.1 Adjacency matrix

So far, we have seen KGs as regular graphs with the particularity of having
many types of relations. However, it is this particularity that makes a KG a
multi-graph. A multi-graph (or multi-dimensional graph) is a generalisation
of graphs in which the edges are distinguishable by their type. Thus, a single
adjacency matrix cannot represent it. Instead, it is necessary a collection of
adjacency matrices – one for each relation type – to represent a multi-graph.
Therefore, our adjacency matrix is indeed a tensor. A tensor is a generalisation
of matrices such that there is a third additional coordinate. In multi-graphs, this
new coordinate k represents the relation type involved in the edge. Therefore,
the triple (i, j,k) indicates that the edge is contecting i to j under the relation
type k.

Tensors are more memory-consuming than matrices for storing data. Notice
that, for each relation type, there is a m ×m matrix to store, which in total
representm×m×k storage space. This situation makes it challenging to employ
a tensor for implementing KG in practice.

One alternative solution to represent the relations is to collapse the tensor into
a single adjacency matrix(Acar, Dunlavy, & Kolda, 2009) by adding element (i, j)
across the entire set of relation types. The following equation show the resulting
adjacency matrix:

A(i, j) =
|k|∑
k=0

T(i, j,k) (5.17)

Where T(i, j,k) represents the tensor element for vertices (i, j) and the type k.
Notice that we assume each element in T to be a real value (T(i, j,k) ∈ R). How-
ever, we can assign different conditions depending on the weighting schemes
we are employing. For instance, if we use PF − ITF (section 5.1.3), then it is
necessary first to determine the weighting values of each element in the tensor
before collapsing into a matrix. In this way, we can preserve the distribution of
the weighting schemes without affecting the relatedness scores.

As a result, we can significantly reduce the amount of memory and employ the
same mathematical framework to perform the diffusion. Indeed, the resulting
adjacency matrix requires m ×m storage space, and applying any geometric
progression will produce the same result(Acar et al., 2009).
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Although compressing the tensor into a single matrix significantly reduces the
overall memory consumption, the resulting matrix still requires m×m space in
memory. For a large KG, this amount of space is still unfeasible. We observed,
however, that KGs (and therefore their adjacency matrices) are quite sparse. In-
deed, we observed in the experiments that the sparsity level is about 99.9% for
the KG employed. The level of the sparsity of a graph is intrinsically attached
to its level of completeness. In general, it is well-known that KGs suffer a lack
of completeness (Galárraga, Razniewski, Amarilli, & Suchanek, 2017). Thus, the
number of relations is often low. The implementation of our models takes advan-
tage of this issue by storing the adjacency matrix as a sparse matrix. In sparse
matrices, only non-zero values are stored, alleviating the requirements of mem-
ory significantly. Using sparse matrices makes the adjacency matrix linear to the
number of triples of the KG. We used the well-known Numpy1 framework and
its sparse package2 to implement our models.

Once the adjacency matrices are collapsed and stored as a single matrix, we
can compute the kernel matrices directly from this object. For each diffusion
process, we need to compute either the inverse of a matrix or its exponential.
These two tasks are very challenging as the results in both cases are (potentially
full) dense matrices, and their complexity is cubic to the number of vertices.
For such reasons, it is not feasible to compute the exact kernel matrix for large
KGs. Instead, we rely on three approximation strategies to compute them. In
the following subsections, we will explore these approaches and analyse their
performance, putting a particular interest in how the kernel matrices are affected
by these approximations.

5.2.2 Truncating

Whether we need to compute the inverse of the adjacency matrix or its exponen-
tial, we will have to compute a geometric series of the adjacency matrix. Our
first approximation is to truncate this series until a certain point and use only
these terms in the diffusion. To this end, we selected a small number t such that
the approximation considers the random walks whose length is equal or less
than this value.

Notice that the high sparsity of the adjacency matrix — or the transition ma-
trix — is critical to subdue the complexity in this approach. Since there is a

1 http://www.numpy.org

2 https://docs.scipy.org/doc/scipy/reference/sparse.html

http://www.numpy.org
https://docs.scipy.org/doc/scipy/reference/sparse.html
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high number of null entries in the adjacency matrix, the multiplication of this
matrix by itself is affordable, and the result is likely a sparse matrix also. There-
fore, the computation is tractable as long as the number of items considered in
the approximation is small. However, the sparsity of the resulting matrix will
rapidly increase in each iteration, until become fully dense when converging. In
other words, the sparsity of Wk will increase as k does. For this reason, in our
experiments, we set 0 < k 6 4. A value greater than 5 will make computation
slow, particularly for large KG.

Let us now consider the Katz stochastic process (equation 2.6) as an example
of applying this approach. We know that the kernel matrix K = (I− βW)−1s

is equal to the von Neumann’s series
∑∞
k (βW)k This solution implies to find a

value t sufficiently large to have a good approximation, but, at the same time,
sufficiently small such that series is manageable. In this way, the trucation of the
Katz matrix (equation 2.6) is computed as:

K̂ =

t∑
k=0

(βW)k ≈ K (5.18)

For a small t the cost of computing the approximated matrix is relatively small
asW is a highly sparse and the operationW×W is affordable. We can apply the
same idea any diffusion processes, with the only requirement to define a proper
t.

We designed the algorithms 1 and 2 for kernels based on information and heat
diffusion processes, respectively. Each algorithm works in the same way: during
each iteration, the adjacency/transition matrix is moduled by the parameter β
(γ, respectively) and then multiplied by itself and stored for the next iteration.
At the same time, the resulting multiplication is added with the previous multi-
plication and accumulated. Once the iterations are completed, the result of the
truncation is in the accumulation variable. Finally, it is necessary to normalise
the result in order to ensure symmetry and diagonally dominance of the result.
Katz diffusion does not require any normalisation as its result is already sym-
metric. The same is true for PPR diffusion. In this case, however, it is necessary
to multiply the result by the summation of each row of the adjacency matrix
(equation 2.8). The remaining diffusion kernels, probabilistic Katz and diffusion
rank with any random walk, need to be normalised. To this end, we compute
the average of their values, as we already mentioned.
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Algorithm 1: Computing kernel matrix using truncating approach for
Katz (definition 34), probablistic Katz (definition 35), and PPR (defini-
tion 36)
Input: W: adjacency or transition matrix, t: maximum number of

iterations, β ∈ [0, 1]
Output: Kernel matrix (K)

1 m = size(W);
2 M =W;
3 K = eye(m);
4 Check whether is necessary to adjust β to the spectral radius;
5 if ρ(W)−1 > 1 then
6 β = ρ(W)−1β;
7 end
8 for k = 1;k < t do
9 M =M · (βW);
10 K = K+M;
11 end
12 Normalise the output according to the diffusion;
13 K = norm(K);

The resulting algorithms require to perform t sparse matrix multiplication.
The complexity of square sparse matrix multiplication using either csc

3 or csr
4

is O(nz) where n is the size of the matrix and z is the number of non-zero ele-
ments. Therefore the complexity of the algorithms 1 and 2 is O(nz1+nz2+ · · ·+
nzk). However, the density of the matrix increases rapidly as the progression
moves, thus we have that: zk > zk−1 > · · · > z0. Hence, the complexity of the
algorithms is dominated by the lastest-h multiplications, i.e. O(nz1 +nz2 + · · ·+
nzk) ∼ O(nzk−h + · · ·+nzk). Notice, that for a larger k, the last matrices are not
any longer sparse but dense and, as a result, the complexity of the algorithm is
the standard complexity of matrix multiplication, i.e. O(hn3). Once the kernel is
ready, the only operation needed is to access the element in the matrix.

The parameter t for each algorithm determines the maximum length of the
walks under considerations. Hence, we can use this parameter to identify how
the length of the walks affects the semantic relatedness.

3 Compressed sparse column: is a format to store sparse matrices in which the values are first read by
columns.

4 Compressed sparse raw: is a format to store sparse matrices in which the values are first read by rows.
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Algorithm 2: Computing kernel matrix using truncating approach for DR
with Katz random walk (definition 37), and DR with PPR random walk
(definition 38)

Input: R: random walk matrix, t: maximum number of iterations, γ ∈ R>0

Output: DR kernel matrix (K)
1 m = size(R);
2 M = R;
3 K = eye(m);
4 for k = 0;k < t do
5 M =M · ( γ

(k+1)!R);
6 K = K+M;
7 end
8 Normalise the output according to the diffusion;
9 K = norm(K);

5.2.3 Eigendecomposition

Truncating the series is a simple solution to reduce the complexity of matrix
inversion or the exponential of a matrix. However, it requires a series of matrix
multiplication that can become intractable for large KGs. Moreover, the resulting
matrix requires n× n storage space. Although the input matrix is sparse, the
resulting matrix can be dense, therefore using sparse matrices to store this object
becomes pointless.

In order to reduce these expensive multiplications and to alleviate the amount
of storage required, we can use eigendecomposition to perform the multiplica-
tion in terms of the eigenvalues. Eigendecomposition consists of finding the
eigenvalues of the input matrix and their eigenvectors. We can compute the ge-
ometric series using only the eigenvalues and then reconstruct the kernel matrix
with the eigenvectors (Acar et al., 2009). Additionally, we can store the eigen-
vectors and eigenvalues, and produce the elements of the kernel only when it is
required. In this way, and assuming that the eigendecomposition is truncated,
the amount of space required is reduced significantly.

Let us consider Katz diffusion as an example. The adjacency matrix is positive
semidefinite and symmetric, therefore the following eigenvalue decomposition
exists:

W = V · Γ · V∗ (5.19)

where V ∈Mn×n is the matrix of the eigenvectors, Γ ∈Mn×n is a diagonal matrix
whose elements are the eigenvalues of W, and V∗ is the matrix conjugate of V .
The conjugate of a square matrix is its inverse.
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The geometric progression of Katz diffusion (equation 5.18) using eigende-
composition becomes:

K =

t∑
k=0

(βW)k

=

t∑
k=0

(βVΓVT )k

= V

(
t∑
k=0

(βΓ)k

)
VT

= V


∑t
k=0(βγ1)

k 0 · · · 0

0
∑t
k=0(βγ2)

k · · · 0
...

... . . . ...
0 0 · · ·

∑t
k=0(βγn)

k

VT
(5.20)

Hence, given some t, we only need to compute
∑t
k=0(βγi) ∀i. Since we know

that βγi < 1 ∀γi, we can build the transoformed eigenvalue matrix ∆ where
each entry in the diagonal is given by:

δi =

t∑
k=0

(βγi)
k =

1− (βγi)
t+1

1−βγi
(5.21)

Thus, for any t, we can compute the transformation for each diagonal entry for
∆ in constant time. Moreover, if we take t→∞+, we have that

δi = lim
t→∞+

t∑
k=0

(βλi)
k =

1

1−βλi
(5.22)

Hence, we can also compute the limit of the transformation in constant time.
Therefore, this approach requires to compute the decomposition of the adjacency
matrix and then store the eigenvector matrix and perform the transformation to
each eigenvalue. The kernel matrix then can be obtained by reconstructing the
matrix with the new transformed eigenvalues matrix.

K =

t∑
k=0

(βW)k = V ·∆ · V∗ (5.23)

In Katz diffusion, the input matrix is symmetric; hence, its conjugate is simply
the transpose, i.e. V∗ = VT . However, in the other diffusion processes, this is
not necessarily true. For the cases of probabilistic Katz and diffusion processes
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using the heat kernel, the input matrix is not symmetric. Therefore, we are
compelled to compute the inverse of V . The same is true for the kernel matrix
of PPR. Although the kernel is indeed symmetric in this case, it is not possible
to express this symmetry in the von Neumann’s series. Instead, we need to
multiply the matrix at the end to make the kernel symmetric (for an in-depth
view, check the results of Avrachenkov et al. (2017)). Hence, if we want to apply
eigendecomposition in this diffusion, we need to rely on the original kernel
of PageRank, and this kernel is not symmetric (equation 2.7). Therefore, for
all these cases, we need to compute the inverse of the eigenvector matrix to
produce its conjugate. Then, the kernel matrix is rebuilt from the eigenvector
and its conjugate matrices.

As we mentioned at the beginning of the section, we can reduce the com-
putation of the kernel matrix and the storage requirements by truncating the
eigendecomposition to a particular set of eigenvalues and eigenvectors. To this
end, we need to sort the eigenvalues, and their respective eigenvectors, and use
only the larger of them. In other words, we define a parameter k that indicates
the number of eigenvalues and eigenvectors, and use only this set to produce
the kernel matrix. Thus, the eigendecomposition now becomes:

W = V̂ · Γ̂ · V̂∗ (5.24)

where V̂ ∈ Mn×k is the k-truncate eigenvector matrix and Γ̂ ∈ Mk×k is the
k-truncated eigenvalue diagonal matrix. Notice that this change implies to com-
pute the inverse of a non-square matrix. To this end, we use the pseudo-inverse
as the conjugate of non-square matrices.

It is relevant to mention that when employing the eigendecomposition to ap-
proximate the diffusion kernel, the resulting matrix is neither symmetric nor
diagonally dominant. Thus, we need to enforce such conditions. For the case
of symmetry, we can apply any linear transformation such as the average of the
pairs. For the case of the diagonal K(i, i), we select the maximum between the
values of the column i and row i. We developed the algorithms 3 and 4 based
on these properties. Only when computing Katz diffusion, there is no need to
obtain the pseudo inverse of V̂ as the input matrix is symmetric.

Assuming that the eigenvectors and the eigenvalues are given by some means,
then the complexity of this approach is subjected to the complexity of the mul-
tiplication of V̂ · Γ̂ · V̂T . The cost of this multiplication is relatively small as long
as k is small. Additionally, we need to consider the computation of the pseudo-
inverse in this multiplication. We use a truncated version of singular value de-
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Algorithm 3: Computing transformed eigenvalues for rebuilding the ker-
nel for Katz (definition 34), probalistic Katz (definition 35), and PPR (def-
inition 36)

Input: W: adjacency or transition matrix, V̂ : truncated eigenvector matrix,
Γ̂ : truncated eigenvalue diagonal matrix, t: maximum number of
iterations, β ∈ [0, 1]

Output: ∆: transformed eigenvalues
1 n,k = size(V̂);
2 ∆ = empty(k,k);
3 Check whether is necessary to adjust β to the spectral radius;
4 if ρ(W)−1 > 1 then
5 β = ρ(W)−1β;
6 end
7 for i = 0; i < n do
8 if t 6= ∞ then

9 ∆ii =
1−(βΓ̂ii)

t+1

1−βΓ̂ii
;

10 else
11 ∆ii =

1
1−βΓ̂ii

;

12 end
13 end

composition to obtain the pseudo-inverse using the larger values only (Strang,
1980). The cost of this operation is roughly O(nk2). Overall, we have that this ap-
proach have a complexity of O(n+ 2nk2 +nk2) ∼ O(nk2) to compute the kernel
matrix. However, we do not compute this matrix directly. Instead, we store the
eigenvectors and the transformed eigenvalues, and we use them later on during
query time to compute specific elements of the matrix. In particular, given V , V∗

and ∆, we have that the element Kij is:

Kij =

maxk(V̂i·∆V̂∗·k, V̂k·∆V̂∗·i) i = j

1
2(V̂i·∆V̂

∗
·j + V̂j·∆V̂

∗
·i) i 6= j

(5.25)

When accessing to the pairs in the kernel, we compute on-the-fly the values us-
ing the eigenvectors and eigenvalues. Therefore, the query time in this algorithm
is not irrelevant and will affect the performance.
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Algorithm 4: Computing transformed eigenvalues for rebuilding the ker-
nel for DR with Katz random walk (definition 37) and DR with PPR ran-
dom walk (definition 38)

Input: R: random walk matrix, V̂ : truncated eigenvector matrix, Γ̂ :
truncated eigenvalue diagonal matrix, t: maximum number of
iterations, α ∈ [0, 1]: the heat coefficient

Output: ∆: transformed eigenvalues
1 n,k = size(V̂);
2 ∆ = empty(k,k);
3 for i = 0; i < k do
4 if t 6= ∞ then

5 ∆ii =
∑t
l=0

(αΓ̂ii)
l

l! ;
6 else
7 ∆ii = e

αΓ̂ii ;
8 end
9 end

5.2.4 Linear system

Although eigendecomposition allows us to reduce the storage requirements and
computational costs, still it requires to perform two expensive operations: the
eigendecomposition itself and the pseudo-inverse. Therefore, we need to define
an approach in which the storage requirements are insignificant, and the genera-
tion of the relatedness score can be handle on-the-fly. To this end, we follow the
equality proposed by Katz (1953) to compute only the requested value.

Consider the following equation (Katz, 1953).

kT = vT (I−βW)−1 (5.26)

Where k is a column vector of the matrix K and v a user-defined distribution vec-
tor. Multiplying by (I−βW) in both sides of the equation and by transposition,
we have that:

(I−βW)k = v (5.27)

Which is a linear equation system and we can apply any linear solver to find the
value of vector k. If we define vector v as a zero vector except in the position j
(i.e. v = [. . . , 0j−1, 1j, 0j+1, . . . ]), then k will be equal to the column j of the kernel
matrix K, i.e. k = K·j. Thus, if we need to compute the element Kxy of the kernel
matrix, the vector v must be [. . . , 0, 1y, 0, . . . ] and the requested value will be
found in k[x]
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Algorithm 5: Computing matrix of linear system for Katz (definition 34),
probalistic Katz (definition 35), and PPR (definition 36)

Input: W: adjacency or transition matrix, β ∈ [0, 1]
Output: A: linear system matrix

1 Check whether is necessary to adjust β to the spectral radius;
2 if ρ(W)−1 > 1 then
3 β = ρ(W)−1β;
4 end
5 if Katz then
6 A = I−βW;
7 else if Probablistic Katz then
8 A = I−βT ;
9 else if PPR then
10 A = D−βW;
11 end

However, this solution cannot be applied to DR. Since DR diffusions employ
the exponential of the matrix, it is not possible to create a linear system with the
exponential operation. Thus, this approach can only be applied to Katz (defini-
tion 34), probalistic Katz (definition 35), and PPR (definition 36) diffusions. We
developed algorithm 5 to determine the linear system matrix in a preprocessing
phase. Then, we use algorithm 6 to calculate the elements of the kernel on the
fly.

To generate the element (x,y) we used Minimum Residual iteration method
(MINRES) (Paige & Saunders, 1975). This method minimizes the norm |Ax− b|

for a real symmetric matrix A. MINRES has a particular good behaviour to solve
problems whose matrix A is given by the symmetric matrix (I− βW) when β
is close to the spectral radius, and it can compute a good approximation in a
few iterations. For non-symmetric matrices, we used GMRES (Baker, Jessup, &
Manteuffel, 2005).

5.3 evaluation

In this section, we will test the ability of our models to rank pair-wise relation-
ships in KGs. To this end, we will compare human-assessed rankings of word
senses with the ones produced by our semantic relatedness scores. Additionally,
we will evaluate the computational costs of our models for two operations, the
initialisation and the query times. Therefore, our evaluation is two-fold: i) it
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Algorithm 6: Computing element (x,y) of kernel matrix
Input: A: linear system matrix, (x,y): coordinate of the element of the

kernel matrix to retrieve
Output: k[x]: Element (x,y) of the kernel matrix

1 n = size(W);
2 v = zeros(n);
3 v[y] = 1;
4 k = Solve(A, v);
5 If x 6= y we need to force symmetry;
6 if x 6= y then
7 v̂ = zeros(n);
8 v̂[x] = 1;
9 k̂ = Solve(A, v̂);
10 k = 1

2(k+ k̂);
11 end

evaluates the correlation between human-produced rankings and our rankings
and ii) it describes the computational costs measured in milliseconds per query.
This evaluation model had extensively been used in the area, facilitating the
comparison between our model and the state-of-the-art.

Several ground-truth datasets can be useful in this setting. Before going into
their details, it is necessary first to describe the KG employed in the diffusion.

5.3.1 Knowledge graph

As we mentioned, our evaluation consists of the comparison of the rankings
produced for pairs of words. We find then necessary to select a KG according to
this setup. Among the available alternatives, we found that WordNet

5 (Miller et
al., 1990) presented two crucial features for our evaluation: i) it is relatively small
in comparison to general-purpose knowledge databases and ii) it is a good fit
when analysing of pairs of words. Due to the cost of multiplying large matrices,
we opted for selecting a relatively small knowledge graph.

WordNet

Introduced at the beginnings of the 90s, WordNet is a general-purpose lexical
database (Miller et al., 1990) where words (known as lemmas) and abstract con-
cepts (known as synsets) are linked with particular lexical relationships such as

5 https://wordnet.princeton.edu

https://wordnet.princeton.edu
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synonyms or antonyms. Abstract concepts are interlinked with specific semantic
relationships. Each relationship has a type associated that represent the seman-
tic associations between both concepts. A concept might have several lemmas
linked to it and vice-versa. Concepts are abstract ideas/objects that are evoked
by a word when it is present in a specific context or predicate. For example, lem-
mas: car and automobile normally refer to self-propelling objects that generally
use a combustion engine to self-propel. However, other sense of the word car
could be valid depending on the context. For instance, a car might refer to a train
wagon. As we mentioned, concepts are inter-linked according to some semantic
relationships. For example, one concept might be part of a more general con-
cepts (e.g. car −→ vehicle) or they can refer to opposite ideas (e.g. good −→ bad).
WordNet represents these semantic associations using a fixed set of relationship
types. The latest version of WordNet contains 26 relationship types.

We use the resulting graph generated from the interconnection of concepts
in the evaluation section of this chapter. During the generation of this graph,
we found that few concepts did not have any connections to other concepts in
the graph. These were removed from the graph. In summary, the resulting
graph is strongly connected and is constituted by 116,787 vertices and 378,203

relationships, with an average degree of 6.476.

From now on, we will refer to this KG using the label WN31, where 31 stands
for the version used to construct the graph, which is 3.1.

5.3.2 Ground-truth datasets

Each ground-truth dataset corresponds to a list of pairs of words, in which each
pair have associated a real, positive score. These scores are the average of the
assessment of several human assessors who evaluated the degree of semantic as-
sociation between the words. The resulting scores determine the position of the
pair in the ranking. The higher the score, the higher the ranking. We assumed
that the selection of words in each pair was independent of the others, discard-
ing any relationship among themselves. This assumption implies that the words
in the pair do not necessarily have neighbours in common.

In the literature, several ground truth datasets fit this purpose. We selected
the following three:

1. MC (Miller & Charles, 1991) (28 pairs of words): This dataset was designed
to investigate the semantic and the contextual similarity for words.
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2. RG (Rubenstein & Goodenough, 1965) (65 pairs of words): In this classical
dataset, the authors explored the strength of synonymy between pairs of
words. The list of pairs is composed of 65 pairs, including highly related
and unrelated pairs.

3. WS-sim (Agirre et al., 2009) (97 pairs of words): This dataset is a subset
of the original dataset proposed here (Finkelstein et al., 2001). Agirre et al.
claimed that the original dataset contained pairs of words for similarity and
relatedness, and thus, they divided the pairs into two groups: similarity
and relatedness pairs. In this evaluation, only similarity pairs were used.

The datasets provide the word pairs in plain text format. Notice that there is
no information about the context in which the pair was presented to the human
assessors or any other information that can help us to determine the sense of the
words. Therefore, it is necessary to disambiguate these words to determine their
senses. Fortunately, Schwartz and Gomez (2012) already completed this step. In
their work, they labelled the input words using WordNet concepts, obtaining a
synset label for each word. They removed some pairs of words from the datasets
to produce a consistent label assignment as there were some cases where it was
not possible to determine the WordNet concept suggested by the words.

5.3.3 Evaluation metrics

In order to evaluate our rankings concerning the one produced by human asses-
sors, we used Spearman correlation. Notice that before comparing any output,
it was necessary to perform a preprocessing step in the output of our methods.
The pair scores –either produced by our methods or by human assessors— were
transformed into ranking positions. If two pairs or more had an equal score, we
assign the same position to all of them. In order to decide whether two scores
were equal, we defined a value ε > 0 such that if |σ(i, j) − σ(l,k)| < ε then the
scores in question are said to be equal. Because it is possible to have several
pairs in the same position, the following position is calculated by adding the last
position assigned plus the number of pairs holding that position. We performed
this transformation to any ranking evaluated. The evaluation metrics were then
computed using these lists of positions as the input.
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Spearman correlation

This metric measures the correlation between two random variables, generating
an output value that ranges in the interval [−1, 1]. When there is a positive
correlation, then the output value would be close to 1. Instead, if there is a
negative correlation, then the output would be near to −1. When there is no
correlation, the output is close to 0.

5.3.4 Discussion

Since for each model, we have several implementations, we found it necessary
to test each combination. In this way, we can analyse the effect of the imple-
mentation of each model. Here is a list of the model tested and its respective
labels:

Baseline The graph-based system introduced in section 4.3.1.

KatzTru Katz measure (definition 34) implemented with the truncating ap-
proach (algorithm 1).

KatzEig Katz measure (definition 34) implemented with the eigendecomposi-
tion approach (algorithm 3).

KatzLso Katz measure (definition 34) implemented with linear system ap-
proach (algorithms 5 and 6)

ProKatzTru Probabilistic Katz kernel (definition 35) implemented with the
truncating approach (algorithm 1).

ProKatzEig Probabilistic Katz kernel (definition 35) implemented with the ei-
gendecomposition approach (algorithm 3).

ProKatzLso Probabilistic Katz kernel (definition 35) implemented with linear
system approach (algorithms 5 and 6)

PprTru PPR kernel (definition 36) implemented with the truncating
approach (algorithm 1).

PprEig PPR kernel (definition 36) implemented with the eigendecomposi-
tion approach (algorithm 3).

PprLso PPR kernel (definition 36) implemented with linear system approach
(algorithms 5 and 6)
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DrKatzTru DR kernel with Katz random walk (definition 37) implemented
with the truncating approach (algorithm 2).

DrKatzEig DR kernel with Katz random walk (definition 37) implemented with
the eigendecomposition approach (algorithm 4).

DrPprTru DR kernel with PPR random walk (definition 38) implemented with
the truncating approach (algorithm 2).

DrPprEig DR kernel with PPR random walk (definition 38) implemented with
the eigendecomposition approach (algorithm 4).

We will use these labels to identify our models in this subsection.
First, we present the Spearman correlation for the baseline model. Next, we

introduce the correlation for our diffusion-based models, starting by Katz, then
probabilistic Katz, PPR and DR, respectively.

Baseline

We computed the Spearman correlation for our Baseline model (table 5.1) using
our three different weighting schemes, different length of the paths considered in
the model, and different values for β parameter. In general, the best performance
for each dataset was found when t ∈ [3, 4], meaning that the relevance of longer
connections has an impact on the semantic relatedness. However, the gain of
including these paths is relatively small and, for particular configurations of
β, the inclusion of longer paths reduces the Spearman correlation. The decay
parameter significantly disturbs the performance of this model. We found that
values near to 0 produce a better correlation to the ground truth, while values
close to 1 have poor performance (not included for the sake of the space).

Katz

We proceeded to compute the semantic relatedness score for the three implemen-
tations of Katz model, namely KatzTru, KatzEig, and KatzLso. We used the
following values: t ∈ [2, 3, 4] and β ∈ [0.2, 0.4, 0.6, 0.8], and applying the three
different weighting schemes. The Spearman correlation between the semantic re-
latedness scores and the human-assessed rankings for the three implementations
are shown in tables 5.2, 5.3 and 5.4, respectively.

We observed in table 5.2 that, in general, KatzTru has a relatively good perfor-
mance. In this implementation, the scores obtained with excl weighting scheme
are superior to their counterparts in the other datasets. In contrast, eqv and
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Table 5.1: Spearman Correlation for Baseline using different configurations (β, t,
weighting scheme) and datasets.

Weight β MC RG WS-sim

t = 2 t = 3 t = 4 t = 2 t = 3 t = 4 t = 2 t = 3 t = 4

eqv 0.05 0.782 0.795 0.784 0.781 0.781 0.786 0.552 0.598 0.577

0.10 0.782 0.795 0.785 0.781 0.781 0.787 0.542 0.587 0.552

0.15 0.782 0.795 0.765 0.781 0.781 0.779 0.528 0.575 0.521

0.20 0.782 0.795 0.710 0.781 0.781 0.747 0.520 0.538 0.407

pfitf 0.05 0.787 0.787 0.769 0.779 0.779 0.785 0.524 0.575 0.536

0.10 0.787 0.794 0.782 0.779 0.779 0.785 0.508 0.555 0.498

0.15 0.787 0.799 0.781 0.779 0.776 0.777 0.496 0.539 0.451

0.20 0.787 0.788 0.735 0.779 0.763 0.750 0.478 0.497 0.376

excl 0.05 0.782 0.778 0.787 0.780 0.781 0.789 0.576 0.625 0.621

0.10 0.782 0.752 0.765 0.780 0.773 0.784 0.575 0.622 0.613

0.15 0.782 0.753 0.769 0.780 0.767 0.773 0.570 0.614 0.602

0.20 0.782 0.747 0.753 0.780 0.759 0.758 0.569 0.606 0.576

Table 5.2: Spearman Correlation for KatzTru using different configuations (β, t, weight-
ing scheme) and datasets.

Weight β MC RG WS-sim

t = 2 t = 3 t = 4 t = 2 t = 3 t = 4 t = 2 t = 3 t = 4

eqv 0.2 0.788 0.773 0.772 0.745 0.740 0.776 0.546 0.597 0.584

0.4 0.788 0.773 0.772 0.745 0.740 0.776 0.546 0.596 0.578

0.6 0.788 0.773 0.772 0.745 0.740 0.776 0.546 0.596 0.575

0.8 0.788 0.773 0.772 0.745 0.740 0.776 0.546 0.596 0.574

pfitf 0.2 0.793 0.793 0.775 0.743 0.741 0.773 0.530 0.573 0.558

0.4 0.793 0.793 0.775 0.743 0.741 0.773 0.530 0.574 0.555

0.6 0.793 0.793 0.775 0.743 0.741 0.773 0.530 0.574 0.553

0.8 0.793 0.793 0.775 0.743 0.741 0.773 0.528 0.572 0.553

excl 0.2 0.781 0.784 0.804 0.742 0.744 0.782 0.565 0.613 0.601

0.4 0.781 0.784 0.804 0.742 0.744 0.782 0.565 0.613 0.601

0.6 0.781 0.784 0.804 0.742 0.744 0.782 0.565 0.619 0.604

0.8 0.781 0.784 0.804 0.742 0.744 0.782 0.565 0.619 0.606

pfitf have a relatively poor performance. eqv has a higher score than pfitf in
RG and WS-sim while pfitf is superior to eqv in MC. Although the difference
between each dataset is minimal concerning their maximums, we can say that
excl is a better fit for this model. We noted that the parameter β does not play
a significant role to determine the highest scores in each dataset for this case.
Indeed, the results in RG show that the range of β analysed does not affect the
outcome. Moreover, if any difference among these values, is practically minimal,
thus the selection of β will not affect this model. In the case of the number
of steps (t), we observed that the best performances are well distributed across
the range examined. For instance, while RG requires to incorporate random
walks until t = 4 to obtain the maximum, WS-sim only needs to explore until
t = 3, regardless of the weighting scheme employed. The opposite occurs in MC.
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Table 5.3: Spearman Correlation for KatzEig (with 10 eigenvalues) using different con-
figuations (β, t, weighting scheme) and datasets.

Model β MC RG WS-sim

t = 3 t = 4 t = ∞ t = 3 t = 4 t = ∞ t = 3 t = 4 t = ∞
eqv 0.2 0.497 0.497 0.497 0.420 0.420 0.420 0.097 0.097 0.097

0.4 0.499 0.499 0.499 0.425 0.423 0.425 0.099 0.100 0.100

0.6 0.511 0.511 0.516 0.427 0.426 0.427 0.101 0.101 0.101

0.8 0.510 0.513 0.510 0.432 0.428 0.430 0.100 0.101 0.101

pfitf 0.2 0.456 0.456 0.456 0.463 0.463 0.463 0.159 0.159 0.159

0.4 0.473 0.473 0.473 0.480 0.479 0.480 0.163 0.163 0.163

0.6 0.487 0.487 0.496 0.443 0.443 0.441 0.165 0.165 0.166

0.8 0.508 0.508 0.512 0.445 0.445 0.447 0.167 0.169 0.180

excl 0.2 0.389 0.394 0.380 0.381 0.418 0.387 0.075 0.038 0.033

0.4 0.393 0.398 0.357 0.399 0.420 0.394 0.025 0.045 0.053

0.6 0.384 0.374 0.390 0.389 0.402 0.396 0.039 0.035 0.030

0.8 0.383 0.395 0.398 0.414 0.420 0.414 0.050 0.033 0.115

Table 5.4: Spearman Correlation for KatzLso using MINRES and Quasi-res solvers, dif-
ferent configuations (β, weighting scheme) and datasets.

Model β MC RG WS-sim

MR QR MR QR MR QR

eqv 0.2 0.798 0.798 0.743 0.742 0.560 0.569

0.4 0.773 0.783 0.771 0.767 0.565 0.558

0.6 0.773 0.759 0.746 0.751 0.560 0.568

0.8 0.764 0.768 0.740 0.763 0.574 0.573

pfitf 0.2 - 0.793 - 0.743 - 0.525

0.4 - 0.814 - 0.744 - 0.530

0.6 - 0.814 - 0.718 - 0.502

0.8 - 0.788 - 0.710 - 0.519

excl 0.2 - 0.794 - 0.747 - 0.598

0.4 - 0.809 - 0.770 - 0.600

0.6 - 0.790 - 0.782 - 0.625

0.8 - 0.815 - 0.845 - 0.626

Here, the weighting scheme plays an influential role to determine the number of
random walks to consider.

Using eigendecomposition shows a different picture (table 5.3). In this im-
plementation, the scores are relatively poor in all datasets. In one particular
case (excl in WS-sim), the generated scores a very close to 0, which means that
there is no correlation between them and the ground truth. We argue that the
implementation, in this case, significantly affects the outcome. Let us consider
KatzTru again. In KatzTru, the parameter t has a distinct meaning to the
problem: t is the length of the random walks. If we restrict our approxima-
tion to a particular range of t, then we are focusing on the diffusion happening
in random walks whose length is in this range. In contrast, KatzEig requires
to define the number of eigenvalues, which have a much obscure meaning in
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Table 5.5: Spearman Correlation for ProKatzTru using different configuations (β, t,
weighting scheme) and datasets.

Weight β MC RG WS-sim

t = 2 t = 3 t = 4 t = 2 t = 3 t = 4 t = 2 t = 3 t = 4

eqv 0.2 0.788 0.788 0.788 0.745 0.748 0.782 0.559 0.611 0.599

0.4 0.788 0.788 0.788 0.745 0.748 0.782 0.559 0.619 0.604

0.6 0.788 0.788 0.788 0.745 0.748 0.782 0.561 0.625 0.611

0.8 0.788 0.788 0.788 0.745 0.749 0.782 0.560 0.630 0.614

pfitf 0.2 0.796 0.795 0.783 0.747 0.748 0.782 0.541 0.594 0.582

0.4 0.796 0.795 0.783 0.747 0.748 0.781 0.541 0.599 0.585

0.6 0.796 0.795 0.783 0.747 0.748 0.782 0.540 0.604 0.589

0.8 0.796 0.796 0.784 0.747 0.748 0.782 0.539 0.603 0.588

excl 0.2 0.782 0.782 0.799 0.746 0.748 0.786 0.573 0.628 0.618

0.4 0.782 0.782 0.799 0.746 0.748 0.786 0.575 0.634 0.622

0.6 0.782 0.782 0.799 0.746 0.748 0.786 0.575 0.637 0.625

0.8 0.782 0.782 0.799 0.746 0.748 0.786 0.576 0.638 0.626

the problem. We cannot determine the semantics carried by a particular set of
eigenvalues. Therefore, if we select a small number of eigenvalues (10) —there
are 116,787 eigenvalues in this graph—, the approximation generated should
be worse than KatzTru. Moreover, eigendecomposition is numerically unstable
concerning other matrix decompositions (Nakatsukasa & Higham, 2013); hence,
a small number of eigenvalues will introduce several errors in the approxima-
tion.

The best performances are obtained using the linear system approach (ta-
ble 5.4). We observe that in all the datasets, excl is the weighting scheme that
produces the best scores for this implementation. However, the selection of pa-
rameter β plays a significant role here. For instance, the minimum value of excl

in dataset RG is 0.747, and the maximum is 0.845. Therefore, for this imple-
mentation, it is crucial to identify a reasonable range of β. From the results, we
observe that this range should be in the vicinity of 1.

Probabilistic Katz

We computed the semantic relatedness scores for the three implementations of
this model: ProKatzTru, ProKatzEig and ProKatzLso. We used the same val-
ues for the parameters as before, i.e. t ∈ [2, 3, 4] and β ∈ [0.2, 0.4, 0.6, 0.8], and
the three different weighting schemes. Then, we computed the Spearman cor-
relation between the scores and the human-assessed rankings. The results for
each implementation are shown in tables 5.5, 5.6 and 5.7, respectively. Again,
the value of parameter β does not affect the results significantly when using eqv

weighting scheme. This is particularly true in the datasets MC and RG. Instead,
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Table 5.6: Spearman Correlation for ProKatzEig (with 10 eigenvalues) using different
configuations (β, t, weighting scheme) and datasets.

Model β MC RG WS-sim

t = 3 t = 4 t = ∞ t = 3 t = 4 t = ∞ t = 3 t = 4 t = ∞
eqv 0.2 0.367 0.257 0.266 0.312 0.320 0.317 0.274 0.017 0.279

0.4 0.290 0.371 0.520 0.270 0.324 0.412 0.220 0.304 0.294

0.6 0.226 0.520 0.118 0.241 0.412 0.293 0.272 0.299 0.186

0.8 0.337 0.379 0.347 0.320 0.336 0.287 0.202 0.134 0.172

pfitf 0.2 0.224 0.288 0.253 0.291 0.258 0.333 0.169 0.180 0.066

0.4 0.327 0.131 0.273 0.302 0.165 0.311 0.288 -0.034 0.316

0.6 0.269 0.131 0.271 0.291 0.253 0.255 0.051 0.028 0.143

0.8 0.427 0.294 0.361 0.320 0.287 0.281 0.352 0.283 0.207

excl 0.2 0.409 0.387 0.375 0.294 0.380 0.245 0.194 0.262 0.346

0.4 0.198 0.419 0.231 0.316 0.353 0.314 0.249 0.359 0.268

0.6 0.281 0.303 0.381 0.254 0.375 0.331 0.121 0.263 0.414

0.8 0.408 0.269 0.273 0.321 0.257 0.371 0.121 0.139 0.371

Table 5.7: Spearman Correlation for ProKatzLso using MINRES and Quasi-res solvers,
different configuations (β, weighting scheme) and datasets.

Model β MC RG WS-sim

MR QR MR QR MR QR

eqv 0.2 - 0.788 - 0.784 - 0.609

0.4 - 0.794 - 0.817 - 0.618

0.6 - 0.817 - 0.839 - 0.627

0.8 - 0.820 - 0.844 - 0.637

pfitf 0.2 - 0.775 - 0.783 - 0.584

0.4 - 0.799 - 0.825 - 0.591

0.6 - 0.815 - 0.833 - 0.591

0.8 - 0.821 - 0.838 - 0.607

excl 0.2 - 0.792 - 0.787 - 0.629

0.4 - 0.823 - 0.820 - 0.651

0.6 - 0.855 - 0.850 - 0.663

0.8 - 0.834 - 0.851 - 0.670

WS-sim shows some variability in the scores, depending on the parameters se-
lected, but these differences are marginal. Parameter t plays a significant role
in dataset RG, producing the highest correlation when t = 4 in any weighting
scheme. We observe that in MC, the examined range of the parameters did not
change the performance at all when the edges are weighted using eqv. In other
words, the weighting scheme and the diffusion by themselves are sufficient to
capture the semantic relatedness of the entities in the KG. In the same way as be-
fore, the highest performances are obtained with ProKatzLso, while the lowest
ones with ProKatzEig. ProKatzTru has relatively good performance, but it is
shadowed by the results found in ProKatzLso.

Probabilistic Katz diffusion has, in general, a better performance than Katz
diffusion. Although the gain is marginal in the former, it is sufficient to produce
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Table 5.8: Spearman Correlation for PprTru using different configuations (β, t, weight-
ing scheme) and datasets.

Weight β MC RG WS-sim

t = 2 t = 3 t = 4 t = 2 t = 3 t = 4 t = 2 t = 3 t = 4

eqv 0.2 0.772 0.773 0.761 0.743 0.746 0.776 0.565 0.624 0.613

0.4 0.764 0.763 0.752 0.741 0.743 0.773 0.560 0.618 0.610

0.6 0.762 0.763 0.753 0.741 0.744 0.774 0.560 0.626 0.612

0.8 0.762 0.758 0.748 0.741 0.743 0.773 0.560 0.624 0.608

pfitf 0.2 0.781 0.781 0.766 0.743 0.745 0.777 0.548 0.601 0.589

0.4 0.781 0.779 0.764 0.742 0.743 0.776 0.547 0.603 0.589

0.6 0.779 0.780 0.765 0.742 0.744 0.776 0.545 0.606 0.586

0.8 0.779 0.779 0.765 0.742 0.743 0.776 0.543 0.606 0.586

excl 0.2 0.782 0.783 0.803 0.748 0.749 0.786 0.571 0.627 0.617

0.4 0.779 0.780 0.800 0.747 0.749 0.786 0.568 0.628 0.615

0.6 0.779 0.778 0.799 0.747 0.748 0.785 0.568 0.631 0.615

0.8 0.778 0.778 0.799 0.747 0.748 0.785 0.569 0.634 0.617

a difference of 0.05 between their maximum in MC dataset, for example. In plain
Katz diffusion, the particles are propagated according to the absolute weights of
the edges. These values then are combined in von Neumann’s series in order
to produce the outcome. When these values are not normalised —as is the case
of plain Katz—, the larger values tend to dominate the series since the multipli-
cation of these values will be likely greater than 1. In contrast, normalising the
adjacency matrix set the weights necessarily in the range [0, 1], thus the multi-
plication is always less or equal than one and the influence on the final score of
these values is controlled. Hence, it is the bias towards larger weights the reason
behind the underperformance of plain Katz to probabilistic Katz. However, the
gain of probabilistic Katz has an associated cost: a non-symmetric matrix will
necessarily affect the computational performance of this diffusion, a point that
we will discuss later on in subsection 5.3.6.

PPR

Same as before, we computed the Spearman correlation of the three implemen-
tations for this model, namely PprTru, PprEig, and PprLso. We used the same
parameters as before, i.e. t ∈ [2, 3, 4] and β ∈ [0.2, 0.4, 0.6, 0.8], and the three
different weighting schemes. The results for each implementation are shown in
tables 5.8, 5.9 and 5.10, respectively.

The parameters β and t do not affect the correlation scores significantly in
dataset MC and RG, although there is a minor tendency for small values of
β. The results in WS-sim have significant variability concerning the parameter
t, becoming predominant the scores obtained when t = 3, a situation that also
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Table 5.9: Spearman Correlation for PprEig (with 10 eigenvalues) using different con-
figuations (β, t, weighting scheme) and datasets.

Model β MC RG WS-sim

t = 3 t = 4 t = ∞ t = 3 t = 4 t = ∞ t = 3 t = 4 t = ∞
eqv 0.2 0.261 0.261 0.261 0.271 0.270 0.271 0.306 0.304 0.307

0.4 0.261 0.447 0.261 0.270 0.408 0.270 0.307 0.349 0.306

0.6 0.261 0.261 0.261 0.270 0.271 0.271 0.306 0.306 0.307

0.8 0.261 0.261 0.261 0.270 0.271 0.271 0.306 0.306 0.307

pfitf 0.2 0.286 0.286 0.286 0.285 0.285 0.285 0.281 0.281 0.281

0.4 0.286 0.286 0.286 0.285 0.285 0.285 0.281 0.281 0.281

0.6 0.286 0.286 0.286 0.285 0.285 0.285 0.281 0.281 0.281

0.8 0.286 0.286 0.286 0.285 0.285 0.285 0.281 0.281 0.281

excl 0.2 0.251 0.251 0.251 0.265 0.265 0.265 0.275 0.275 0.275

0.4 0.251 0.251 0.251 0.265 0.265 0.265 0.275 0.275 0.275

0.6 0.251 0.251 0.251 0.265 0.265 0.265 0.275 0.275 0.275

0.8 0.251 0.251 0.251 0.265 0.265 0.265 0.275 0.275 0.275

Table 5.10: Spearman Correlation for PprLso using MINRES and Quasi-res solvers, dif-
ferent configuations (β, weighting scheme) and datasets.

Model β MC RG WS-sim

MR QR MR QR MR QR

eqv 0.2 0.694 0.785 0.726 0.824 0.590 0.638

0.4 0.710 0.783 0.702 0.822 0.637 0.640

0.6 0.801 0.802 0.818 0.826 0.632 0.646

0.8 0.815 0.808 0.829 0.834 0.649 0.652

pfitf 0.2 - 0.790 - 0.816 - 0.604

0.4 - 0.798 - 0.821 - 0.615

0.6 - 0.820 - 0.827 - 0.627

0.8 - 0.840 - 0.836 - 0.615

excl 0.2 - 0.868 - 0.845 - 0.649

0.4 - 0.875 - 0.853 - 0.655

0.6 - 0.886 - 0.857 - 0.667

0.8 - 0.867 - 0.860 - 0.681

occurs in KatzTru and ProKatzTru. We analysed the scores when t = 5 and we
found that they were better than t = 4. However, at t = 6 the scores were inferior
than t = 5 (not displayed in table 5.8 for the sake of the space). This oscillation in
the scores is produced by the random walks generated during even and odd time
steps. At time 1, the random walks expand from the source to the surrounding
neighbours. Then at time 2, some random walks will return to the source vertex,
while others will expand to the hop-2 neighbours. This effect diminishes as the
random walks cover the entire graph until full converging.

Eigendecomposition is much more stable in this diffusion than previous ones.
The effects of β and t are practical marginal in the range examined. Only in one
setting (β = 0.4 and t = 4) the Spearman correlation was significantly superior
to any other setting, occurring in all datasets when using eqv as the weighting
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Table 5.11: Spearman Correlation for DrKatzTru (γ = 0.4) using different configua-
tions (β, t, weighting scheme) and datasets.

Weight β MC RG WS-sim

t = 2 t = 3 t = 4 t = 2 t = 3 t = 4 t = 2 t = 3 t = 4

eqv 0.2 0.788 0.788 0.788 0.745 0.749 0.783 0.559 0.609 0.598

0.4 0.788 0.788 0.788 0.745 0.749 0.783 0.559 0.609 0.599

0.6 0.788 0.788 0.788 0.745 0.749 0.783 0.559 0.610 0.598

0.8 0.788 0.788 0.788 0.745 0.749 0.783 0.558 0.611 0.597

pfitf 0.2 0.796 0.795 0.783 0.747 0.748 0.782 0.544 0.594 0.583

0.4 0.796 0.795 0.783 0.747 0.748 0.782 0.543 0.594 0.580

0.6 0.796 0.795 0.783 0.747 0.748 0.782 0.541 0.594 0.578

0.8 0.796 0.795 0.783 0.747 0.748 0.782 0.540 0.595 0.579

excl 0.2 0.782 0.782 0.799 0.746 0.748 0.786 0.573 0.623 0.610

0.4 0.782 0.782 0.799 0.746 0.748 0.786 0.572 0.623 0.610

0.6 0.782 0.782 0.799 0.746 0.748 0.786 0.573 0.623 0.610

0.8 0.782 0.782 0.799 0.746 0.748 0.786 0.574 0.623 0.612

scheme. The stability of the decomposition is due to the input matrix for this
diffusion. While in the previous diffusions the matrix was normalised —either
through the transpose matrix or the spectral radius— before any calculation,
here the matrix is normalised after the computation of the von Neumann’s series.

PprLso produces the highest correlation scores of our experiments. This dif-
fusion significantly outperforms the previous ones as well as heat-based ones.
Again, the numerical stability exhibited by this diffusion is one of the reasons
behind this superiority. Since the computation of the linear system is conducted
by a numerical method, an improvement in the stability of the input matrix
will have a significant effect on the outcome of the numerical method. Notice
that the results obtained with PprTru, did not improve much the results of
ProKatzTru and KatzTru—in some datasets, ProKatzTru and KatzTru out-
performed PprTru—. Because in the linear system approach we do not compute
the von Neumann’s series, no numerical instability was introduced into the re-
latedness score. Thus, a proper linear system solver can produce a much better
score if the input matrix holds specific properties, such as symmetry and positive
semidefinite.

DR with Katz random walk

We computed the semantic relatedness scores for the two implementations of
this model: DrKatzTru and DrKatzEig. We used the same values for the pa-
rameters as before, i.e. t ∈ [2, 3, 4] and β ∈ [0.2, 0.4, 0.6, 0.8], and the three differ-
ent weighting schemes. For the heat kernel, we considered γ = 0.4. We tried
other values of γ, finding that in the set {0.2, 0.4, 0.6, 0.8}, the correlation scores
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Table 5.12: Spearman Correlation for DrKatzEig (γ = 0.4, and employing 10 eigenval-
ues) using different configuations (β, t, weighting scheme) and datasets.

Weight β MC RG WS-sim

t = 3 t = 4 t = ∞ t = 3 t = 4 t = ∞ t = 3 t = 4 t = ∞
eqv 0.2 0.260 0.249 0.450 0.350 0.302 0.366 0.351 0.221 0.303

0.4 0.391 0.351 0.290 0.362 0.195 0.335 0.176 0.411 0.211

0.6 0.317 0.377 0.183 0.252 0.364 0.295 0.062 0.288 0.320

0.8 0.332 0.520 0.244 0.260 0.412 0.256 0.312 0.299 0.272

pfitf 0.2 0.305 0.357 0.173 0.306 0.357 0.236 0.203 0.042 0.062

0.4 0.405 0.320 0.298 0.311 0.280 0.353 0.325 0.031 0.154

0.6 0.382 0.314 0.379 0.406 0.295 0.337 0.028 0.158 0.265

0.8 0.297 0.276 0.417 0.266 0.321 0.371 0.050 0.246 0.046

Table 5.13: Spearman Correlation for DrPprTru (β = 0.2) using different configuations
(γ, t, weighting scheme) and datasets.

Weight γ MC RG WS-sim

t = 2 t = 3 t = 4 t = 2 t = 3 t = 4 t = 2 t = 3 t = 4

0.2 0.808 0.733 - 0.649 0.615 - 0.551 - -
0.4 0.809 - - 0.652 - - 0.549 - -
0.6 0.770 - - 0.605 - - 0.536 - -
0.8 0.797 - - 0.651 - - 0.550 - -

pfitf 0.2 0.823 0.739 - 0.660 0.624 - 0.529 - -
0.4 0.824 - - 0.654 - - 0.534 - -
0.6 0.809 - - 0.656 - - 0.515 - -
0.8 0.798 - - 0.659 - - 0.528 - -

excl 0.2 0.788 0.677 - 0.613 0.602 - 0.576 - -
0.4 0.742 - - 0.623 - - 0.577 - -
0.6 0.740 - - 0.601 - - 0.557 - -
0.8 0.706 - - 0.616 - - 0.580 - -

were identical. For values greater than 1, the scores dropped significantly, and
thus we did not explore further the effects of larger values of γ in the diffusion.
Tables 5.11 and 5.12 shows the Spearman correlation for models DrKatzTru and
DrKatzEig, respectively.

In this diffusion, the correlation results were very similar to previous models,
with a slight improvement in comparison to KatzTru. The effects of the param-
eter t and β in the diffusion are minimal, especially in MC and RG datasets.
Heat diffusion, however, does not differ significantly in comparison to the other
diffusion models. Although this model uses the energy conservation principle,
we do not see a significant change in the semantic relatedness scores.

DR with PPR random walk

We computed the semantic relatedness scores for the two implementations of
this model: DrKatzTru and DrKatzEig. In contrast to previous models, we set
β = 0.2 and we variate the value of γ. Thus, the parameters for this case were:
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Table 5.14: Comparison of the Spearman correlation between our best configurations
with state-of-the-art.

Model MC RG WS-sim

(Sánchez, Batet, & Isern, 2011) using the score cosJ&C (Lastra-Díaz &
García-Serrano, 2015) 0.877 0.835 0.252

(Wieting, Bansal, Gimpel, & Livescu, 2015) 0.761 0.775 0.721

(Goikoetxea et al., 2015) 0.909 0.823 0.626

Baseline-pfitf (t = 3, β = 0.15) 0.799 0.766 0.539

Baseline-excl (t = 4, β = 0.05) 0.787 0.789 0.621

Baseline-excl (t = 3, β = 0.05) 0.778 0.781 0.625

KatzLso-excl (β = 0.6) 0.815 0.845 0.626

ProKatzLso-excl (β = 0.8) 0.855 0.851 0.670

PprLso-excl (β = 0.6) 0.886 0.860 0.681

t ∈ [2, 3, 4] and γ ∈ [0.2, 0.4, 0.6, 0.8], and the three different weighting schemes.
In this way, we can observe the effect of γ in the outcome of the diffusion.

We found that, in general, the results tend to improve as γ tends to 0, espe-
cially in dataset MC. In this dataset, the maximum is produced when employing
pfitf scheme. On the contrary, the poorest weighting scheme in this dataset is
excl. For the cases of RG and WS-sim, the correlation is significantly worse than
MC, particularly in the case of RG, where the previous model showed a much
better correlation.

5.3.5 Comparison

Once we determined the Spearman correlation for our models, we proceeded to
compare our results with the state-of-the-art. To this end, we used the following
algorithms:

• (Sánchez et al., 2011): This measure is based on performing a graph-based
approach score to each input entity. It quantifies the depth of the input
in the KG, and then compute a distance between these quantities. The
depth of a concept, named Information Content (IC) by the authors, is
based on finding the ratio between the number of specialisation of the
input concept vs the number of times the input concept is the specialisation
in the KG. This ratio is then normalised according to the maximum number
of specialisation, which is obtained from the root vertex of the KG.

IC(v) = − log

 |leaves(a)|
|subsumers(a)| + 1

maxleaves+ 1
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The semantic relatedness —or distance in this case— is the result of the
non-normalised cosine J&C distance (Lastra-Díaz & García-Serrano, 2015)
between the IC for each input concept.

• (Wieting et al., 2015): The authors proposed a word-embedding employing
a collection of paraphrase pairs in a vector space and then adjusting their
cosine similarity in order to match the score of the pairs. The model is
trained using the dataset WS-sim.

• (Goikoetxea et al., 2015): Here, the authors employed a vector representa-
tion for the vertices in the KG using a combination of random walk model
and vector embedding. First, a Monte Carlo algorithm generates a syn-
thetic corpus that reflects the structural properties of the KG. This corpus is
then submitted into a Skip-gram model (Mikolov, Chen, Corrado, & Dean,
2013) to produce low dimensional vectors.

The Spearman correlation scores were extracted from the work done by Lastra-
Díaz et al. (2019). In this work, the authors evaluate several models using Spear-
man and Pearson correlations, among other metrics. In particular, we extracted
the Spearman correlation when measured over the rank of the items instead of
the produced value, as this is the same score that we reported in the previous
subsection.

Table 5.14 shows the comparison between our best configurations with the
highest scores of the state-of-the-art for each dataset (Lastra-Díaz et al., 2019).
We found that, in general, our models are competitive to the state-of-the-art
models, especially PprLso. The performance of this model is very close to the
current best methods for datasets WS-sim and, especially, MC. For the case of
RG, PprLso with β = 0.6 outperformed all the state-of-the-art methods reported
in (Lastra-Díaz et al., 2019). This result is a surprising outcome as our model is
unsupervised, while two of the competitors are supervised.

Although our objective was to scale semantic relatedness for high-demanding
applications, the performance of our model improved with respect to the Base-
line. Moreover, the evaluation suggests that our model is competitive to super-
vised models with several free-parameters and sophisticate embedding systems.
We speculate that our implementation with linear system solvers can improve
the performance of diffusion-based models since now is taking into considera-
tion all the random walks in the diffusion, regardless of their length. While it
has been a common assumption in the area that longer paths do not play an
essential role in assessing relatedness (Hulpuş et al., 2015; Nunes et al., 2013;
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Pirrò, 2015), our scores prove the opposite; the inclusion of longer walks indeed
increased the Spearman correlation. Thus, the relevance of longer paths in the
semantic relatedness score is only controlled by the decay parameter β. In other
words, longer paths, no matter how long they are, will eventually be stopped by
the decay parameter; thus, their inclusion will not affect the semantic relatedness
score.

5.3.6 Runtime

We evaluated the initialisation and query execution runtimes for: i) Katz diffu-
sion and ii) probabilistic Katz diffusion. The measurements were conducted in
a 24 core machine with 100 GB of RAM on Ubuntu 12.10.

Figures 5.1 and 5.2 display the initialisation time for the three different imple-
mentations of Katz and probabilistic Katz diffusions, respectively. The initialisa-
tion runtimes were obtained by measuring the wall time needed to initialise the
kernel object for each implementation. For KatzTru and ProKatzTru, the ini-
tialisation included the execution of algorithm 1 For KatzEig and ProKatzEig,
the initialisation corresponded to the execution of algorithm 3, plus the computa-
tion of the eigendecomposition. For KatzLso and ProKatzLso, the initialisation
was the execution of algorithm 5, which corresponded to the initialisation of the
A matrix for the linear system. To study the effect of the length of the walks (t),
we measured the impact of t in each implementation. Any additional parameter,
was frozen with following configuration: β = 0.5, No. eigenvalues = 10. In total,
we executed 25 instance for each implementation.

As expected, the initialisation time for KatzTru and ProKatzTru grows ex-
ponentially as the number of steps (length of the random walks) increases. This
situation is particularly evident in ProKatzTru. In KatzTru, the initialisation
time also includes the time to determine the spectral radius. This operation uses
as input the eigenvalues; hence, its computational costs affects the performance.
The initialisation time of KatzEig and ProKatzEig are also costly. However,
they did not increase with the number of steps; thus, this implementation can
be used in large KG. Finally, KatzLso and ProKatzLso have the lower runtimes
as the initialisation operations are minimal. Notice that the runtime difference
between KatzLso and ProKatzLso is due to the computation of the spectral
radius in the former.

Figures 5.3 and 5.4 show the query time for the three different implementa-
tions of Katz and probabilistic Katz diffusions, respectively. The initialisation
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runtimes are the elapsed time between the submission of the query and the ac-
knowledgement of the response. In total, we executed 3, 800 instances for each
implementation. We observe the query runtime for truncating and eigendecom-
position are constant —in the range examined—, and very low in comparison
to KatzLso and ProKatzLso. Truncating implementations tends to increase
slightly as t grows. This increment is due to the implementation of the sparse
matrix. As t grows, the kernel matrix becomes denser; hence, storing the kernel
as a sparse matrix becomes less efficient. Eigendecomposition approach requires
to normalise the element of the matrix kernel in order to ensure symmetry and
diagonal dominance. This situation is particularly critical on the diagonal ele-
ments of the kernel matrix. This normalisation increases significantly the compu-
tational costs of queries where the initial and final vertices are the same. The lin-
ear system approach also has constant time; however, it is much longer than the
other two. Notice that the query runtimes for ProKatzLso are slightly higher
than KatzLso. This situation is due to the properties of the input matrix in the
linear system. While ProKatzLso uses the transition matrix, KatzLso employs
the adjacency matrix. The latter matrix is symmetric and positive semidefinite;
thus, the computation of the solution of the linear system is faster.

5.4 summary

In this chapter, we introduced five different models based on kernel diffusion
processes. We also introduced three different implementations for these mod-
els. Our implementations used three complementary approximation strategies:
truncating the von Neumann’s series, employing eigendecomposition and solv-
ing the problem as a linear system. We evaluated our models using three stan-
dard datasets in the area and compared our Spearman correlation scores against
state-of-the-art models. We found that, while some of our models are scalable
for high-demanding applications, the task performance is competitive to the
methods found in the related work.

Our models were based on two different laws of motion: information-based
and heat-based diffusions. Both families of diffusion have a competitive Spear-
man correlation. However, we found that information-based models have a
higher correlation to the ground-truth datasets. Nevertheless, this affirmation
is subordinated to the implementation used in each model.
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We proposed three approximations to implement our models. These approx-
imations addressed the trade-off between the initialisation and the query run-
times. The first approximation, truncating the geometric series, has to spend
considerable time during the initialisation as it precomputes the entire kernel
matrix. Once the initialisation is compleated, the pair-wise elements are accessi-
ble almost immediately during the query time. However, such a feature requires
to store the kernel matrix on memory. For large KGs, storing the kernel is not
possible as the kernel is potentially a full dense matrix.

Eigendecomposition, on the other hand, avoids these costly storage require-
ments by reducing the kernel to a set of eigenvectors. The size of the eigenvectors
are determined by the number of eigenvalues in the decomposition; thus, it can
be enlarged or shortened at the user’s requirements. However, this feature sacri-
fices accuracy in the kernel as smaller eigenvectors will likely introduce errors in
the approximation. Thus, eigendecomposition has, on average, the lowest task
performance. This drop is significant; thus, it can severely affect applications
that require high-accuracy. Besides, deciding a proper number of eigenvalues is
not clear as we do not find any interpretation of this parameter in our model.
Therefore, the effect of including or removing eigenvalues in the computation of
the kernel cannot be foreseen.

Our last approximation strategy is employing a linear system solver. For the
case of information-based diffusion models, we were able to transform the ker-
nel computation into a linear system problem. This idea cannot be implemented
in heat-based diffusion models as the linearisation of the system is not possible.
This approximation has a minimal runtime during the initialisation. Thus, the
computation of the relatedness scores is obtained during query time. Hence, the
query runtime is much larger than previous approximations. Nevertheless, the
storage requirements in this approximation are minimum. With a sufficiently
fast linear solver, the method would be able to scale both, high-demanding ap-
plications and large KGs.

In our experiments, we observed that the implementation with the highest
Spearman correlation was the linear system approximation. We argue that this
result is due to the inclusion of all random walks in the relatedness score. While
truncating the series means that longer random walks are excluded from the
final score, linear solvers use only the decay parameter to control the relevance
of these walks. The results show that, contrary to the common opinion, longer
walks can improve the assessment.
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Our results demonstrate that diffusion-based models have a task performance
at least as good as path-based models while being substantially more efficient in
high-demanding applications.

Impact

Part of the results was published previously in (Torres-Tramón & Hayes, 2018).
In this paper, we presented our Katz diffusion model using the truncating ap-
proximation approach. We performed a similar evaluation to one proposed here.

Future work

Kernel diffusion processes are not limited to the ones presented here. There are
plenty of other options that might be considered for this use-case (Avrachenkov
et al., 2017). In particular, the Laplace kernel can lead us to represent graph
diffusion as an analogue of Schrödinger equation in quantum mechanics.

The implementation strategies can be improved further to reduce their weak-
ness. For instance, Eigendecompostion is numerically unstable; thus, other types
of matrix decomposition would be a better fit. A cache-memory system can
be employed to reduce the query runtimes in the linear system approximation.
Moreover, we can reduce the storage requirements in the truncating approxima-
tion using a triangulation-based approach to compress the kernel matrix.

The weighting schemes can be explored further also. While the ones pre-
sented here are general-purpose, other forms of domain-specific weighting sys-
tems might improve the performance of the diffusion.
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Figure 5.1: Initialisation runtimes for Katz diffusion implementations
(KatzTru [red], KatzEig [blue], KatzLso [green]) using a
range of t. The intensity of the colour indicates its position
relative to the mean of the set. The closer to the mean, the
more intense the colour.
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Figure 5.2: Initialisation runtimes for probabilistic Katz diffusion im-
plementations (ProKatzTru [red], ProKatzEig [blue], P-
roKatzLso [green]) using a range of t. The intensity of
the colour indicates its position relative to the mean of the
set. The closer to the mean, the more intense the colour.
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Figure 5.3: Query runtimes for Katz diffusion implementations (Katz-
Tru [red], KatzEig [blue], KatzLso [green]) using a range
of t. The intensity of the colour indicates its position rel-
ative to the mean of the set. The closer to the mean, the
more intense the colour.
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Figure 5.4: Query runtimes for probabilistic Katz diffusion implemen-
tations (ProKatzTru [red], ProKatzEig [blue], ProKat-
zLso [green]) using a range of t. The intensity of the colour
indicates its position relative to the mean of the set. The
closer to the mean, the more intense the colour.





6 E N T I T Y R E T R I E VA L

In this chapter, we introduce Entity Retrieval (ER) (sometimes also called as “en-
tity search”) as one of the applications of our semantic relatedness models. ER
consists of finding entities in Knowledge Graphs (KGs) and retrieve them accord-
ing to their relevance to a user-provided text query (Balog & Neumayer, 2013).
We have already mentioned some notions of this task during the introduction of
this document. We will now present a more substantial view of this task and
propose an unsupervised solution using our semantic relatedness models. Also,
we will describe the methods employed in this context and develop specific im-
plementation for this case. Finally, we will evaluate our solution using standard
datasets in the area, and we will compare the performance of our solution to the
state-of-the-art.

6.1 motivation

As mentioned before, the input in ER is a text query, similar to the ones typically
found in conventional search engines. The output, on the other hand, is a list of
entities in the KG.

The definition of entities as the retrieval item is not arbitrary. Instead, it
comes from observations made on query-logs of conventional Web search en-
gines. Analysing these logs, Pound et al. (2010) found that more than half of
queries were either expecting specific entities as responses or requiring semantic
annotations in order to be resolved. This entity-centric paradigm does not aim
to find relevant documents but to exploit the structure of KGs (Delbru, Camp-
inas, & Tummarello, 2012) to retrieve an object (or a collection of them) that is
relevant to the query. The combination of entity-centric queries and the increase
in KGs encouraged researchers to develop ER algorithms and exploit the content
and structure of general-purpose KGs.

These efforts have produced a series of ER models during the last few years
(Hasibi et al., 2016; Hasibi et al., 2017; Zhiltsov et al., 2015). The main charac-
teristic of these models is the conceptualisation of the retrieval process; entity

107
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retrieval is a particular type of ad-hoc document retrieval, where the system per-
forms the retrieval over a collection of pseudo-documents. In these models, the
system creates a multi-field pseudo-document for each entity using a set of lit-
erals. To this end, the system employs a fixed scheme to map each literal to
a specific field in the pseudo-document. Then, the system can perform textual
matchings between the query and the fields. The aggregation of the matching
scores across the fields is the relevance score of the entity to the query.

There are two critical aspects to this approach. On the first hand, this con-
ceptualisation simplifies the retrieval model from ad-hoc object retrieval to ad-hoc
document retrieval. In this way, instead of retrieving entities as such, the system
now returns structured pseudo-documents (Pound et al., 2010). On the other
hand, this conceptualisation also leaves three open questions: (i) the number of
fields of the pseudo-documents and the mapping between entities to them, (ii)
the retrieval model for each field in the pseudo-document, and (iii) the definition
of the aggregation function to produce the relevance score of the document. The
answer to the first question was first sketched by Pérez-Agüera et al. (2010) and
then refined by Zhiltsov et al. (2015). In these works, the authors introduced a
mapping scheme that has become the de-facto standard in the area. The third
question is customarily solved using a linear combination of the field score, un-
derpinned by a user-defined weighting system. However, the second question
remains challenging.

Among the retrieval models tested in the literature, we find mostly pure
document-based retrieval models such as unigram, bigram, and language mod-
els (Hasibi et al., 2017; Pérez-Agüera et al., 2010; Zhiltsov et al., 2015). In
these works, the authors defined a straightforward mapping to create pseudo-
documents from the entities in the KG. This mapping not only considered the
association of certain triple types with a particular field in the pseudo-document
but also incorporated structural information of the KG. For instance, Zhiltsov et
al. (2015) created a specific field in the pseudo-document to host textual infor-
mation (e.g. labels and names) of a selection of surrounding entities. Recently,
some solutions incorporate structural information from the KG into the retrieval
model. Notwithstanding, most of these works have little interest in the struc-
tural properties of the entities in the KG and have focused on incorporating
KG information into the document retrieval process, such as semantic related-
ness scores (Ensan & Bagheri, 2017), entity linking (Hasibi et al., 2016) or entity
types (Lin et al., 2018).
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Diffusion-based models can have a significant impact on this problem. The
standard IR model can identify a core set of relevant entities in the KG that can be
complemented by a set of related entities generated by a diffusion process from
the original core set. The random agents will start at this core set and will diffuse
through the graph. After the diffusion, we can identify entities that were not
retrieved initially by the IR model. Additionally, we can improve the relevance
scores of the entities by leveraging the score of the diffusion of already seen
entities. Hence, we can use the semantic relatedness scores to re-rank the original
set, such that the resulting set not only includes new semantically related entities
but also improve the ranking of the original entities.

In this chapter, we introduce a two-stage retrieval system that employs these
ideas. The first stage is a standard IR model that identify entities relevant to
the query. The second stage refines this original set according to a diffusion
kernel. Figure 6.1 shows an overview of the proposed solution. Our model has
three essential aspects: Firstly, we implement two IR models from the literature,
the Jaccard coefficient and the Cosine similarity. The output of the IR model
corresponds to a vector. Each entry in this vector contains the relevance to the
input query of each entity. Secondly, we design a re-rank function based on
diffusion kernels. To this end, we need to filter the input relevance vector and
then use the result as the initialisation of the diffusion process. Then, we re-
rank the entities according to the scores of the diffusion. Finally, we study the
weighing schemes for the adjacency and transition matrices. These weights affect
the diffusion, and therefore they play an essential role in the diffusion.

6.2 problem statement

In this section, we dissect the retrieval problem into two simpler parts. Each one
has a particular mission. The first part is the standard IR model that captures the
relevance of the query and determine the distribution of relevant entities. The
second part expands this distribution using a diffusion-based process to capture
vertices that were not identified before or to boost highly related entities already
selected. Because our contributions focus in the second stage, we will give more
space to this part in this section. In the following section, we will present state-
of-the-art IR models and explain how the combination of these two stages affects
the overall performance of our solution.
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Figure 6.1: General overview of the solution proposed for ER. The elements in the inte-
rior of the dashed red line are the components of the IR model. The elements
inside the dashed green line are the components of our re-rank function. The
output of the IR model is the entry for our re-rank function, which performs
a diffusion process to re-rank the items in the retrieval.

6.2.1 Overall solution

As depicted in Figure 6.1, our proposed solution is composed of two parts: the
IR model and the re-rank function. In order to simplify the understanding of
our solution, we will introduce the following working example:

Example 6
Consider the query: “Manchester Utd players”. This query aims to retrieve a list
of player of the English football club Manchester United. The answer should in-
clude entities such as Paul Pogba, David De Gea, and Marcus Rashford, among
others. Figure 6.2 show the output of the IR model and the re-rank function.
While the IR model only considers textual features of the entities, the re-rank
function will perform a diffusion process to improve the position of entities that
are semantically related to the others. The most relevant entity is the DBpedia

category <dbpedia:Cat_Manchester_Ply> which is the label to categorise play-
ers of Manchester United. Other relevant entities are the players of Manchester
United.
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Figure 6.2: Example of the re-rank funciton. The initial entities are re-ranked according
to their semantic relatedness in the diffusion.

6.2.2 Relatedness model

Our method aims to re-rank the distribution of an IR model according to the
structural properties of the KG. In order to capture these properties, we rely on
our semantic relatedness models based on diffusion processes. As we have seen
in the previous chapter, a diffusion process consists of the cumulative trajectory
described by a set of random agents. These agents start at an arbitrary vertex
and move through the graph describing a sequence of edges and vertices. The
collection of trajectories reveals the structural properties of the graph. In this
way, we study all possible random walks covered by the agents and determine
the likelihood of finishing in a particular entity given an initial one. Our intuition
is that, as the agents move across the graph, we can capture their positions and
trajectories in the graph and use them to estimate proximity between the entities.
We use the proximity as a form of relatedness to determine the relevance of the
entities.

Since the motion of the agents is determined stochastically, then the equation
governing their trajectories can be expressed in terms of probabilities.

Pr(Xt+1 = j|Xt, . . . ,X0 = i) ∀i, j ∈ V (6.1)

Again, we assume that the stochastic process is temporally homogeneous. There-
fore, we can reduce the re-rank equation in the same way as shown in equa-
tion 5.6. Moreover, we generalise the probability space into a measure space
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so that any semi-positive definite matrix would fit the definition. In this way,
equation 6.1 is reduced to:

Pr(Xt+1 = j|X0 = i) ∝ P
t(i, j) (6.2)

where Pt(i, j) is the element of a diffusion kernel on graph G. In other words,
the motion of the agents is now described by the kernel matrix, which in turn is
our semantic relatedness between any vertex pair.

6.2.3 Query context

Equation 6.2 give us the semantic relatedness of a pair of entities. However, the
output of the IR model is a distribution of the relevance scores over the entities
(Figure 6.2). Thus, the input of our re-rank function is a distribution. We called
this distribution as the context of the query. Notice that the context distribution
is implemented as a vector, in which each element i reflects the relevance of the
entity i to the query.

In order to incorporate the context distribution, we need to do two modifica-
tions to the equation 6.2. First, let q be the context distribution vector such that
q = (q1,q2, . . . ,qn) ⊂ Rn where qi is the relevance score for entity ei. When an
entity ei is not relevant to the query, then the element qi = 0. Otherwise, the
element qi > 0. Notice that we do not limit the range of the relevance scores.
Some IR models might produce values in the range [0, 1], while others in [0,∞+].
For the sake of generality, we set the range of the elements of the context vector
in R>0.

Second, each entry P(t)(i, j) is the semantic relatedness between i and j. Be-
cause q can point to numerous entities, we need to generalise the pairwise notion
of P(t)(i, j) into a multi-value form. To this end, we resort to a vector embedding
defined by the diffusion process. Roughly speaking, the matrix P(t) is an embed-
ding of the KG, where each P(t)i correspond to the vector of the entity ei. The
re-rank function then corresponds to computing the projection of q in the space
defined by P(t).

Definition 39 (Re-rank function)
Let q = (q1,q2, . . . ,qn) ⊂ Rn be the context distribution. Let P(t) be the kernel
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matrix for a specific diffusion process over the KG. The re-rank function r :

Rn×n+n −→ Rn is given by:

r(P(t),q) = P(t) · q (6.3)

Then, the resulting vector r is the re-rank of the initial vector q.

Mathematically speaking, we are transforming the context vector q under the
space described by the matrix P(t). Since this matrix is positive definitive, P(t) is
then a valid linear basis because all vectors P(t)i are linearly independent. Further-
more, the space generated by P(t) is as an embedding of the KG. This embedding
projects the graph under the notion of proximity defined by the kernel chosen.
Thus, r is a projection of vector q over the space P(t).

Our problem then consists of defining a kernel P(t) such that the resulting
ranking is similar to the ranking generated by human assessors.

6.3 method

Now, we proceed to the implementation of equation 6.3. We will first describe
the generation of the vector q using different IR models. Then, we will define
the diffusion kernel in which the KG is projected. Finally, we will introduce the
implementation of our models and some additional considerations.

6.3.1 IR models

Our re-ranking function (equation 6.3) assumes that the initial vector q is given
by some means. In this subsection, we will discuss the model employed to
generate this vector. Although the main focus of our work is in the following
stage —the semantic relatedness projection— the generation of this vector will
play a critical role in the later phases. For this reason and the sake of simplicity,
we will implement two classical IR models. We will leave for future exploration
the development of a more robust IR model.

Before presenting the details of the IR models, it is necessary first to define
a document scheme in order to build a pseudo-document for each entity in
the graph. To this end, we opted for the scheme proposed by Zhiltsov et al.
(2015) as it has been used widely in the area. This scheme is composed of five
fields: name, attributes, categories, similar entites, and related entities.
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Table 6.1: Mapping scheme for pseudo-document generation of entity ei. Similar rela-
tion corresponds to either sameAs, redirect or disambiguation.

Field Triples

name o : ∃(ei,p,o)∧ p is label or name
attributes o : ∃(ei,p,o)∧ p is literal
categories o : ∃(ei,p0, e1)∧ (e1,p1,o)∧ p0 is category ∧ p1 is name
similar entities o : ∃(ei,p0, e1)∧ (e1,p1,o)∧ p0 is similar relation

∧p1 is name
related entities o : ∃(ei,p0, e1)∧ (e1,p1,o)∧ p0 is not similar relation

∧p1 is name

For each entity, we select the triples in which the subject corresponds to the
entity. These triples are then mapped to the five fields, following a fixed scheme.
Then, we concatenate the objects of these triples to produce the content of the
field. When the object is a literal, we copy the text directly into the field. When
the object is not a literal, we obtain the label of this object to produce its text
representation. For the sake of reproducibility, we employed the same mapping
proposed by Zhiltsov et al. (2015). Table 6.1 shows the scheme used to produce
the pseudo-documents. Table 6.2 shows an example pseudo-document for the
entity Paul Pogba.

Once the pseudo-documents were built, we implemented two IR models: the
Jaccard coefficient and the Cosine similarity. We proceed now to describe each
of them.

Jaccard coefficient

Let Σ be the set of terms occurring in the collection of documents. Let X be a set
of temrs ti ∈ Σ representing the field of a document and let Q = qi ∈ Σ be the
query. Jaccard coefficient between the field X and query Q is:

J(X,Q) =
|X∩Q|

|X∪Q|
=

|X∩Q|

|X|+ |Q|− |X∩Q|
(6.4)

where | · | is the set cardinality.

Because the computation of set intersection is relatively expensive, we prefer
to create binary vectors for the document and the query. In this way, the Jaccard
similarity is transformed into a set of dot product computations. Effectively, X
is the binary vector X = {x1, x2, . . . , xn} such that xi = 1 if the term ti ∈ X and
x0 = 0 otherwise. The same transformation applies to the queries. Then the
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Table 6.2: Example of the pseudo-document for entity Paul Pogba. The pseudo-
document was created using DBpedia 2015-10. We use character ‘,’ to con-
catenate strings.

Field Content

name Paul Pogba

attributes

Paul Labile Pogba (born 15 March 1993) is a French professional
footballer who plays for Italian club Juventus and the France national
team. French footballer 1.88 10 Pogba, Paul Labile 1993-03-15 1993

categories

1993 births, 2014 FIFA World Cup players, Association football
midfielders, Expatriate footballers in England, Expatriate footballers
in Italy, France international footballers, France youth international
footballers, French expatriate footballers, French expatriates in
England, French expatriates in Italy, French footballers, French people
of Guinean descent, Juventus F.C. players, Living people, Manchester
United F.C. players, People from Seine-et-Marne, Premier League
players, Serie A players

similar

related

birth Place Lagny-sur-Marne, picture 2014 Supercoppa Italiana,
position Midfielder, see Also 2009 English football tapping up
controversy, team Manchester United F.C.

relevance between a document and the query can be computed using the gen-
eralised version of Jaccard similarity known as Tanimoto similarity (Tanimoto,
1958):

J(X,Q) =
X ·Q

‖X‖+ ‖Q‖−X ·Q
(6.5)

Now, taking ‖·‖ as L1 normalisation we have that:

J(X,Q) =

∑
i xiqi∑

i xi +
∑
i qi −

∑
i xiqi

(6.6)

Since a document contains several fields, we need to extend above formula to
aggregate the scores across all the fields. Let D be a document such that D =

{X0,X1, . . . }. Then, the relevance of the document D to the query Q is:

Rj(X,Q) =
∑
X∈D

ω(X)J(X,Q) (6.7)

Where ω(X) is the weight of field X in the document and it holds that∑
X∈Dω(X) = 1. We implemented this IR model using Gensim Python pack-

age1. This simple model constituted our first IR model, denoted as jacf in the
evaluation section.

1 https://radimrehurek.com/gensim/

https://radimrehurek.com/gensim/
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Cosine similarity

Cosine similarity is the dot product between the normalised query and docu-
ment vector. Let Σ be the set of terms occurring in the collection of documents.
Let X be a weighted vector X = {x1, x2, . . . , xn} representing the field of a docu-
ment such that xi is the weight for term ti in the document. Let Q be a weighted
vector Q = q1, . . . ,qn ∈ Rn representing the query. The relevance between the
field X and a query Q is:

C(X,Q) =
X ·Q
‖X‖ ‖Q‖

(6.8)

Where ‖·‖ represent the L2 normalisation. Then, the relevance of the document
D = {X0,X1, . . . } to the query Q is:

Rc(X,Q) =
∑
X∈D

ω(X)C(X,Q) (6.9)

Where ω(X) is the weight of field X in the document D, and it holds that∑
X∈Dω(X) = 1. Also, this IR model was implemented using Gensim Python

package. This is our second IR model. We will refer to it as cosf later on.

6.3.2 Re-rank function

In this subsection, we describe three diffusion processes that constitute our five
diffusion models for the re-rank function. Although these diffusion processes
have been introduced in chapter 2, we include here a small description to detail
the intuition of them for this particular application.

Katz re-rank

We introduced this diffusion in definition 16. This score is based on the von
Neuman’s series P =

∑∞
k=0(βW)k, where W is the adjacency matrix of the KG

and β is the decay parameter. The equation governing the diffusion process is:

Pk+1 =
(
βPT

)
Pk (6.10)

Where the initial value is the identity matrix P0 = I.

In Katz diffusion, the random process is controlled by an attenuation parame-
ter (β) that decreases the significance of longer paths in the final distribution. As
β approaches to 0, the penalisation value is at its maximum. Conversely, when
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β is close to 1, there is no penalisation. When β is in the interval (0, 1), we can
see β as the probability to stop the random agents at random.

Under this application point of view, Katz consists of spreading the relevance
distribution, defined by the query vector q, to the neighbouring vertices. Since
the diffusion of q is conditioned by β and the network topology of the KG,
only the closest of the relevant vertices will receive a portion of the information
diffused. More distant neighbours, in contrast, have less probability of being
reached by q and therefore their relevance to the query will remain close to 0.

PageRank re-rank

We introduced this diffusion in definition 17. We mentioned that PageRank
is an extension of Katz such that instead of stopping the random agents, the
diffusion is resumed from another vertex with a certain probability. The equation
governing this case is:

Pk+1 =
(
(1−β)g1T +βMT

)
Pk (6.11)

Where the initial value is again the identity matrix P0 = I, g is a stochastic vector
and 1 ∈ Rn is a vector of ones.

The stochastic vector g describes the probability of any vertex being a starting
point for the resumption of the random walk. It can be set to different configura-
tions. One of the most common settings is gi = 1/n ∀i. In this case, we say that
PageRank has a global teleporting feature as the resuming of agents can occur in
any vertex with the same probability. The second case is when the user defines
g. Usually, this case arises in situations where it is more necessary to control the
target set of teleporting. When this is the case, we are facing PageRank with a
local teleporting feature or personalised PageRank (PPR). We define two models,
one for each case.

From the application point of view, PageRank consists of spreading the dis-
tribution g across the KG, using the same diffusion process as Katz. However,
instead of stopping the random agents, here they are restarted at another vertex,
using the distribution g to determine the new starting point. When we use lo-
cal teleporting, the spreading is always maintained in the vicinity of the vertices
relevant to the IR model.
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6.3.3 DiffusionRank re-rank

We introduced DiffusionRank (DR) in definition 18. The two previous re-rank
functions were based on the diffusion of information. This type of diffusion con-
sists of repeatedly copying the information received by one vertex and, imme-
diately, disseminated to all its neighbours. The attenuation parameter β works
as a noise signal in the transmission that reduces its significance of the informa-
tion transmitted from the source to the target vertices. However, the diffusion
process can use different rules.

Heat diffusion (Yang et al., 2007) consists of spreading the energy (or heat)
of one vertex to the surrounding neighbours that have less energy. Here, the
random agents describe trajectories from high-energy vertices to lower-energy
ones. The equation governing the diffusion process is.

Pk+1 =
(
eγR
)
Pk (6.12)

Where R is the Laplacian of the KG. Because the above equation it is expensive
to compute (Yang et al., 2007), we can resort to its discrete approximation:

Pk+1 =
(
I+

γ

l
R
)l
Pk (6.13)

Notice that the matrix R is the Laplacian matrix, i.e. R = I −W. However,
we can use any other matrices. For instance, Yang et al. (2007) employed the
resulting matrix of PPR (P). Thus R = I− P = I− ((1− β)g1T + βMT ). We also
take this idea into our models. In this way, we have two diffusion rank similarity
matrix, one create using PageRank matrix as the random walk, i.e. gi = 1/n, and
the other using PPR, i.e. g is provided by the user.

Now, from the perspective of the retrieval, DR consists of spreading the dis-
tribution q to low-energy surrounding vertices, whose qi > 0. However, the
principle of energy conservation holds in this model. Therefore the spreading is
much more selective as it is not possible to increase the amount of energy in the
entire system. Hence, the vertices retrieved by this model are much closer to the
initial set. For a more in-depth treatment, consider the results found by Kloster
and Gleich (2014)
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6.3.4 Algorithms

In this subsection, we will introduce the implementation of our method, consid-
ering aspects such as the algorithms to compute the re-rank function and the
system to store the KG in memory. Also, we will describe the structure of the
graph in memory. Finally, we will proceed to describe the algorithms employed
to compute the re-rank function.

Matrix storage

As we mentioned in the section 5.2.1, KGs are indeed multi-graphs since they
can have various relationship types. In order to represent these graphs, it is nec-
essary to define an adjacency matrix for each type. This change might increase
unnecessarily the memory requirements for storing the KG. We used the same
method described in section 5.2.1 to reduce these matrices into a single one. The
resulting adjacency matrix M requires m×m storage space. This technique not
only can reduce the storage requirements but also the resulting matrix can be
used safely in the computation of von Neumann’s series Acar et al. (2009). We
implemented our system in Python using Numpy

2 as our numerical library. To
store the adjacency and transition matrices, we relied on sparse matrices.

Power iteration method

Now, regarding the computation of the diffusion processes, we employed the
power iteration algorithm to obtain an approximation of r(P,q) (equation 6.3).
Power iteration method is given by the following eigenvalue problem for a right-
stochastic matrix M.

Mx = x (6.14)

For the PageRank algorithm, Page et al. (1999) developed an approximation of x
using equation 6.14. Rather than see PageRank as an eigenvalue problem, they
recast the problem in terms of finding a solution to the following linear system:

(I−βM)x = (1−β)g (6.15)

2 http://www.numpy.org

http://www.numpy.org
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This system has a unique solution if the matrix (I− βM) is diagonal dominant
and the resulting solution x is non-negative. Following this view, Page et al.
(1999) proposed the following iterative method:

xk+1 = βMxk + (1−β)g (6.16)

This method will converge to the first eigenvalue vector very quickly. We em-
ployed a similar approach for computing an approximation of Katz re-rank func-
tion (equation 6.10). For the case of heat diffusion (equation 6.13), we used the
same power iteration method proposed in (Yang et al., 2007).

Notice that the power iteration method always converges to the first eigen-
value vector, regardless of the initial x0. Since we are interested in computing
the rank function r(P(t),q), this poses a serious threat; the output of any query
will always be the same. In order to avoid this issue, we followed the sugges-
tions found in (Berthold et al., 2009). Instead of allowing x to converge fully in
equation 6.16, we stop the method at a certain number of iteration. In this way,
the resulting x is biased towards the initial vector q. We tested several values for
this purpose and selected the smaller value that produced the best results.

In the case of DR, however, the convergence of the power iteration is differ-
ent. Since we are employing the heat kernel, the convergence is always biased
towards the initial input. Again, we tested different values, and we found that
after two iterations the method converged.

Smoothing

In our experiments, we found it necessary to perform a smoothing over the
scores generated by the IR model. We observed that the IR model tends to
assign small relevance scores to a considerable portion of entities. In such a
scenario, the power iteration method will converge very quickly to the vector
defined by the first eigenvalue. Therefore, the resulting values will reflect the
centrality of the vertices in the graph as a whole rather than focus on specific
initial input. This situation poses the same issue discussed in the section 6.3.4;
the result of the re-rank function will be query-independent. Since we need to
produce query-dependant results, it is necessary to modify the input vector such
that the output of the re-rank function will be bias.
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To resolve this issue, we focused on smoothing the scores such that most
values will be close to zero with few exceptions. We applied a smoothing over
the input vector using a power-based function, as showed below:

S(p) = pc (6.17)

where p is the resulting vector of the IR model and c ∈ Z>1 is a fixed power that
must be much greater than 1 (c � 1). Since the values of q ranges in [0, 1] ⊂ R,
the smoothing function penalises severally values that are not close to 1. Using
this approach, we successfully managed to set the mean of the initial vector q
close to 0, thus presenting better dispositions for approximating r(P(t),q) with
power iteration.

6.4 evaluation

Our evaluation focuses on the performance of the proposed algorithms. We will
use a standard ground-truth dataset for ER (Hasibi et al., 2017) and compare
our method results against state-of-the-art methods. Before proceeding to the
evaluation itself, we will put our attention on the KG and the metric employed
in this evaluation. A reader already familiar with them can immediately jump
to section 6.4.2

6.4.1 Experimental settings

In this subsection, we describe the KG employed, the ground-truth dataset, the
evaluation metrics, and the testing machine.

Knowledge graph

DBpedia
3 is a general-purpose KG created as a structural version of the well-

known online encyclopaedia Wikipedia
4. This graph allows us to formulate

complex queries and link the information contained within Wikipedia to web-
based applications (Auer et al., 2007). When creating DBpedia, most of the
structured content found in Wikipedia is retrieved and transformed into a triple
store format by specialised software. In particular, the extraction algorithm de-

3 https://wiki.dbpedia.org

4 https://www.wikipedia.org

https://wiki.dbpedia.org
https://www.wikipedia.org
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tects info-boxes templates in Wikipedia using pattern matching algorithms, and
extracts the associated structures. The algorithm then transforms this informa-
tion into RDF triples and introduces suitable URIs for each entity. The resulting
structure is a vast KG containing billion of triples from a wide range of domains.

Once the graph is built, DBpedia is divided into several datasets, each of
them corresponding to a particular type of information. Currently, DBpedia
Association —the institution behind the creation and maintenance of DBpedia—
produces a new version of this KG in intervals of 6 months: in April and October.
Since our ground-truth dataset uses DBpedia version of October 2015 (or simply
DBpedia2015-10), in this evaluation we will use this version also.

Since DBpedia is a vast KG, we did not consider the entire graph. Instead,
we selected a subset of datasets from DBpedia2015-10 that are relevant to the
retrieval process we are addressing. The resulting KG is composed of 5 different
datasets. We now describe each one of these datasets and why we found relevant
to include them in our KG.

The first one is article_categories. This dataset contains the hierarchical cat-
egorisation of the entities (or resources, in DBpedia terminology) according to
their domains. For instance, the entity dbr:Harry_Potter is part of a broad cat-
egory called dbc:Harry_Potter that groups all the characters, places, and crea-
tures that are found in the famous English homonymous novel series. Including
this dataset in our KG allow us to identify semantically related entities according
to this hierarchy. The second dataset is instance_types. This dataset contains
information regarding the ontology of DBpedia and its interconnection to other
KGs. For instance, the entity dbo:Harry_Potter_and_the_Philosopher’s_Stone

has, among other, the following associated types: dbo:Book and
dbo:WrittenWork. We use this ontology to identify entities that are relevant
because they share the same type. Our last dataset is mapping_objects. This
dataset is the translation of the info-boxes into the RDF language. This dataset
includes location, relatives, awards, dates, among others. For example, here we
found that the author of dbr:Harry_Potter is dbr:J._K._Rowling.

Additionally, we collected text-based datasets in order to improve the accu-
racy of our IR models over the pseudo-document collection. Here we included:
short-abstracts, disambiguation and redirects. The first one is a collection
of short abstracts, one for each prominent entity. We found it useful to include
the following two as they incorporate information of the different alternatives
to spelling the entity’s name. For example, dbr:Harry_Potter can be spelled as
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“potter harry”, or even mistakenly as “hary potter”. We created a search index
using these datasets such that for each entity, there was one pseudo-document.

Ground-truth dataset

An appropriate dataset for evaluating our methods is DBpedia-Entity collection
(Hasibi et al., 2017). This dataset is the compilation of several older text-based
ground-truth datasets, annotated with entities from DBpedia2015-10. Since in
the original version of this dataset the queries were annotated with an older
version of the DBpedia, the current version incorporated new annotations, in-
cluding new entities and updates to previous ones.

In the new version, the scoring of the relevance changed from a binary model
to multi-graded one with three categories. These three categories are irrelevant,
relevant, and highly relevant. An entity is irrelevant when the human assessors
did not find evidence of relevance between the entity and the query. Relevant en-
tities, on the other hand, are meaningful to the query, but they are not the answer
to the query. In other words, they can help to reach the answer, but themselves
are not the answer. Lastly, highly relevant entities are the exact answer to the
query.

Since this ground-truth dataset is the result of a compilation of several older
datasets, we can group the queries according to the objectives of the original
datasets.

1. SS: In this dataset, called SemSearchES, a query is a short text phrase that
aims to find one particular entity of interest (e.g. “cameron”). Typically,
the keywords employed are ambiguous; thus, it is possible to have several
entities that might be relevant (e.g. dbr:David_Cameron and
dbr:James_Cameron). The expected result is a ranking of entities where the
first one has the highest relevance, and the following ones are entities that
might help to reach the correct answer.

2. IL: In this category of queries, the queries look for entities that are re-
lated to some particular topic or category. For example, “electronic music
genres” is not aiming for specific entities, but anyone related to electronic
music. The expected output is a list of entities where the initial positions
are entities very related to the query. However, these queries do not have
a single correct answer. Instead, they are many entities, with different de-
gree of relevance, that are answers to the query. This dataset is known as
INDEX-LD.
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3. LS: These queries aim to bring a list of entities that match a specific cri-
terion. For example, “professional football teams in england” should re-
trieve the list of football teams currently playing in England. The expected
response is a ranking of entities where the entities that match the search
criterion are at the first positions. Note that among these queries, the order
of the relevant entities in the ranking is irrelevant. In other words, there
are not better relevant entities. This dataset is known as ListSearch.

4. Q2: These queries are natural language phrases such as “who is the author
of harry potter” and “who is the mayor of berlin”. The expected response
is a single entity, the one with the highest relevance, and the following
entities are related to the query but not the exact answer. This dataset is
known as QALD-2.

Testing machine

We tested our re-rank functions in a 24 multi-core machine with 100 GB of RAM.
The operating system was Ubuntu 12.10.

6.4.2 Method effectiveness

Before proceeding to the evaluation of the ability of our method to retrieve rel-
evant entities, we will introduce the metrics to measure the effectiveness of the
retrieval. Then, we will discuss the results and shed some light regarding the
particularities of each model.

Metrics

Since related works have reported results using normalised discounted cumula-
tive gain (nDCG) as the main metric, we also decided to employ it as our main
evaluation metric.

nDCG measures the quality of the ranking for the ground-truth dataset. It
evaluates the gain of including an item in the ranking according to its relevance
score in the ground-truth. The gain of each item is discounted as its position
moves to the lower ranks by employing a logarithmic smoothing. The accumula-
tion of these scores in the highest positions of the ranking represents the capacity
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of the ranking algorithm to retrieve useful items. This value is called Discounted
Cumulative Gain (DCG).

DCG(p, r) =
p∑
i=1

ri
log(i+ 1)

(6.18)

where p is the position of the ranking until which DCG will be computed, and r
is the ranking in question.

In order to compare this metric to other systems, it is convenient to normalise
DCG against the value generated by the best possible ranking. This ideal ranking
is the result of sorting the items according to their relevance score using the
ground-truth annotated data. The resulting value is normalised DCG (nDCG)
and its domain is given by [0, 1] ⊂ R. When nDCG is near to 1, it means that
the ranking in question is very close to the optimum. Conversely, if nDCG is
close to 0, then the ranking is mostly composed of non-relevant items. In most
cases, nDCG covers a limited range of positions instead of the entire ranking,
always starting from the top. A parameter determines the final position. In this
evaluation, we considered the final positions 10 and 100, denoted as nDCG@10

and nDCG@100, respectively.

Model summary

In what follows, we present the models considered in this evaluation.

KatzPi This model implements Katz kernel using a power iteration algo-
rithm. Notice it is necessary to replace the adjacency matrix by the
transition matrix.

PrPi This model implements the PageRank kernel using a power iteration
algorithm. Similar to Katz, the adjacency matrix is replaced by the
transition matrix.

PprPi This model implements personalised PageRank using a power iter-
ation method. Again, the kernel is obtained using the transition
matrix.

DrPrPi This model implements diffusion rank using the PageRank matrix as
the initial energy of the system. The method is implemented using
a power iteration method.
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Table 6.3: nDCG for KatzPi, PrPi and PprPi, using different configurations (diffusion,
β, γ) and the eqv weighting scheme. The IR model is jacf. The dataset is
DBpedia-Entity collection. We show the score obtained and the gain with
respect to the IR model.

Metric β jacf KatzPi PrPi PprPi

score gain score gain score gain

nDCG@10 10−3 .226 .153 -32.3% .154 -31.8% .228 0.9%
10−2 .153 -32.3% .154 -31.8% .239 5.6%
10−1 .153 -32.3% .154 -31.8% .264 16.8%
0.5 .153 -32.3% .154 -31.8% .270 19.5%
0.85 .153 -32.3% .154 -31.8% .249 10.2%

nDCG@100 10−3 .229 .209 -8.7% .209 -8.7% .242 5.8%
10−2 .209 -8.7% .209 -8.7% .264 15.3%
10−1 .209 -8.7% .209 -8.7% .301 31.4%
0.5 .209 -8.7% .209 -8.7% .317 38.4%
0.85 .209 -8.7% .209 -8.7% .302 31.9%

Table 6.4: nDCG for KatzPi, PrPi and PprPi, using different configurations (diffusion,
β, γ) and the eqv weighting scheme. The IR model is cosf. The dataset is
DBpedia-Entity collection. We show the score obtained and the gain with
respect to the IR model.

Metric β jacf KatzPi PrPi PprPi

score gain score gain score gain

nDCG@10 10−3 .245 .148 -39.6% .149 -39.2% .244 -0.4%
10−2 .148 -39.6% .149 -39.2% .244 -0.4%
10−1 .148 -39.6% .149 -39.2% .250 2.0%
0.5 .148 -39.6% .149 -39.2% .276 12.7%
0.85 .148 -39.6% .149 -39.2% .261 6.5%

nDCG@100 10−3 .255 .204 -20.0% .204 -20.0% .256 0.4%
10−2 .204 -20.0% .204 -20.0% .263 3.1%
10−1 .204 -20.0% .204 -20.0% .287 12.5%
0.5 .204 -20.0% .204 -20.0% .322 26.3%
0.85 .204 -20.0% .204 -20.0% .313 22.7%

DrPprPi This model implements diffusion rank using the personalised PageR-
ank matrix as the initial energy of the system. The method is imple-
mented using a power iteration method.

Recall that our IR methods are the following ones:

jacf It is the multi-fielded version of the Jaccard coefficient for a query
and the pseudo-document.

cosf It is the multi-fielded version of the Cosine similarity for a query and
the pseudo-document.
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Table 6.5: nDCG for DrPrPi and DrPprPi, using different configurations (diffusion, β,
γ) and the eqv weighting scheme. The IR model is jacf. The dataset is
DBpedia-Entity collection. We show the score obtained and the gain with
respect to the IR model.

β jacf DrPrPi (γ) DrPprPi (γ)
10−3 10−2 10−1 0.5 1 10−3 10−2 10−1 0.5 1

scores nDCG@10

10−3 .226 .226 .226 .226 .228 0.154 .226 .226 .226 .228 .228

10−2 .226 .226 .228 .239 0.154 .226 .226 .228 .232 .239

10−1 .226 .228 .240 .264 0.154 .226 .228 .239 .260 .265

0.5 .228 .232 .261 .270 0.154 .228 .232 .260 .268 .270

0.85 .228 .236 .264 .271 0.154 .228 .236 .264 .271 .249

gain nDCG@10

10−3 0.0% 0.0% 0.0% 0.0% 0.9% -32% 0.0% 0.0% 0.0% 0.9% 0.9%
10−2 0.0% 0.0% 0.9% 5.8% -32% 0.0% 0.0% 0.9% 2.7% 5.8%
10−1 0.0% 0.9% 6.1% 16.8% -32% 0.0% 0.9% 5.8% 15.0% 17.3%
0.5 0.9% 2.7% 15.5% 19.5% -32% 0.9% 2.7% 15.0% 18.6% 19.4%
0.85 0.9% 4.4% 16.8% 19.9% -32% 0.9% 4.4% 16.8% 19.9% 10.2%

scores nDCG@100

10−3 .229 .229 .229 .232 .242 0.210 .229 .229 .232 .239 .242

10−2 .229 .232 .243 .264 0.210 .229 .232 .242 .255 .264

10−1 .232 .242 .265 .301 0.210 .232 .242 .264 .289 .301

0.5 .239 .255 .290 .314 0.210 .239 .255 .289 .312 .317

0.85 .241 .261 .300 .316 0.210 .241 .261 .300 .316 .302

gain nDCG@100

10−3 0.0% 0.0% 0.0% 1.3% 5.7% -8.3% 0.0% 0.0% 1.3% 4.4% 5.7%
10−2 0.0% 1.3% 6.1% 15.3% -8.3% 0.0% 1.3% 5.7% 11.4% 15.3%
10−1 1.3% 5.7% 15.7% 31.4% -8.3% 1.3% 5.7% 15.3% 26.2% 31.4%
0.5 4.4% 11.4% 26.6% 37.1% -8.3% 4.4% 11.4% 26.2% 36.2% 38.4%
0.85 5.2% 14.0% 31.0% 38.0% -8.3% 5.2% 14.0% 31.0% 38.0% 31.9%

Results

We first evaluated the gain obtained by our re-rank functions in comparison with
the result generated by the IR model. We tested our re-rank functions using
diffusion processes and values for the parameters. Before that, we generated the
pseudo-documents and created our IR models. We used the following weights
vector W = [0.80, 0.05, 0.05, 0.05, 0.05] for the five fields of the pseudo-documents.
Later, we selected the best configurations of our method, and we evaluate their
performance for each subset of queries. Finally, we proceeded to compare the
performance of our model against state-of-the-art models.

We proceeded to evaluate our re-rank functions using different configurations.
In particular, we tested for β = {10−3, 10−2, 10−1, 0.5, 0.85} and
γ = {10−3, 10−2, 10−1, 0.5, 1}, when needed. We computed the nDCG at 10 and
100 scores employing the eqv weighting scheme (section 5.1.3). We tested the
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Table 6.6: nDCG for DrPrPi and DrPprPi, using different configurations (diffusion, β,
γ) and the eqv weighting scheme. The IR model is cosf. The dataset is
DBpedia-Entity collection. We show the score obtained and the gain with
respect to the IR model.

β jacf DrPrPi (γ) DrPprPi (γ)
10−3 10−2 10−1 0.5 1 10−3 10−2 10−1 0.5 1

scores nDCG@10

10−3 .245 .244 .244 .244 .244 .148 .244 .244 .244 .244 .244

10−2 .244 .244 .244 .244 .149 .244 .244 .244 .244 .244

10−1 .244 .244 .244 .250 .149 .244 .244 .244 .247 .250

0.5 .244 .244 .247 .267 .148 .244 .244 .247 .260 .276

0.85 .244 .244 .249 .273 .148 .244 .244 .249 .271 .261

gain nDCG@10

10−3 0.0% -0.4% -0.4% -0.4% -0.4% -40% -0.4% -0.4% -0.4% -0.4% -0.4%
10−2 -0.4% -0.4% -0.4% -0.4% -39% -0.4% -0.4% -0.4% -0.4% -0.4%
10−1 -0.4% -0.4% -0.4% 2.0% -39% -0.4% -0.4% -0.4% 0.8% 2.0%
0.5 -0.4% -0.4% 0.8% 9.0% -40% -0.4% -0.4% 0.8% 6.1% 12.7%
0.85 -0.4% -0.4% 1.6% 11.4% -40% -0.4% -0.4% 1.6% 10.6% 6.5%

scores nDCG@100

10−3 .255 .255 .255 .256 .256 .204 .255 .255 .256 .256 .265

10−2 .255 .256 .256 .263 .204 .255 .256 .256 .261 .263

10−1 .256 .256 .264 .285 .204 .256 .256 .263 .280 .287

0.5 .256 .261 .278 .311 .204 .256 .261 .278 .304 .322

0.85 .256 .263 .283 .322 .204 .256 .263 .283 .319 .313

gain nDCG@100

10−3 0.0% 0.0% 0.0% 0.4% 0.4% -20% 0.0% 0.0% 0.4% 0.4% 3.9%
10−2 0.0% 0.4% 0.4% 3.1% -20% 0.0% 0.4% 0.4% 2.4% 3.3%
10−1 0.4% 0.4% 3.5% 11.8% -20% 0.4% 0.4% 3.1% 9.8% 12.5%
0.5 0.4% 2.4% 9.0% 22.0% -20% 0.4% 2.4% 9.0% 19.2% 26.3%
0.85 0.4% 3.1% 11.0% 26.3% -20% 0.4% 3.1% 11.0% 25.1% 22.7%

other weighting schemes (pfitf and excl) and found that they do not improve
the scores obtained with eqv. Thus, for the sake of space, we did not show their
results here. The scores obtained for KatzPi, PrPi, and PprPi using jacf and
cosf are displayed in tables 6.3 and 6.4, respectively The scores for DrPrPi and
DrPprPi, using jacf and cosf are displayed in tables 6.5 and 6.6, respectively.

We observe that the performances for KatzPi and PrPi are worse than pure
jacf. Since the convergence of the power iteration is very fast in KatzPi and
PrPi, the resulting ranking generated by these models tends to approximate the
global score of the vertices in the graph. In other words, entities whose centrality
score are very high tend to be included rankings, regardless of their relevance
to the query. We tested different numbers of iterations, and we corroborated a
decline in the score as the iteration progressed. Eventually, as iterations tend to
the infinite, the scores become independent of the query.
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Table 6.7: nDCG @10 for the types of queries. We report best configurations (in terms
of nDCG @10), using eqv weighting scheme and jacf as the IR model. M is
the geometric mean. The dataset is DBpedia-Entity collection.

Model - Configuration(β,γ) SS IL LS Q2 M

jacf .449 .199 .152 .128 .204

KatzPi (0.5) .171 .129 .190 .126 .152

PrPi (0.5) .171 .130 .191 .126 .152

PprPi (0.5) .447 .236 .235 .181 .259

DrPrPi (0.5, 0.5) .462 .232 .230 .176 .257

DrPrPi (0.85, 0.5) .453 .233 .234 .182 .259

DrPprPi (0.5, 1.0) .446 .235 .235 .181 .248

DrPprPi (0.1, 1.0) .473 .222 .213 .169 .248

best .473 .236 .235 .182 .263

Gain (percentage) 5.3% 18.6% 54.6% 42.2% 29.4%

Table 6.8: nDCG @10 for the types of queries. We report best configurations (in terms
of nDCG @10), using eqv weighting scheme and cosf as the IR model. M is
the geometric mean. The dataset is DBpedia-Entity collection.

Model - Configuration(β,γ) SS IL LS Q2 M

cosf .459 .210 .169 .159 .226

KatzPi (0.5) .172 .125 .173 .126 .147

PrPi (0.5) .171 .125 .174 .127 .147

PprPi (0.5) .479 .233 .208 .197 .260

PprPi (0.85) .416 .223 .219 .196 .251

DrPrPi (0.5, 0.5) .478 .226 .199 .181 .250

DrPrPi (0.85, 0.5) .480 .232 .206 .190 .257

DrPprPi (0.5, 1.0) .479 .233 .208 .197 .260

DrPprPi (0.85,0.5) .481 .230 .204 .187 .255

best .481 .233 .219 .197 .264

Gain (percentage) 4.8% 11.0% 29.6% 23.9% 16.8%

In contrast, PprPi produces an increment in the score concerning the IR model.
Although this diffusion method is also implemented using the power iteration
method, the local teleporting feature can help us to control the convergence to
PageRank centrality. This case is also susceptible to the number of iterations
in the algorithm, however. In our tests, the results show similar behaviour for
KatzPi and PrPi.

We observed that DrPrPi and DrPprPi increase the score of jacf in most of
the configuration tested. Moreover, we noticed that the score improves as the β
parameter moves towards one, a situation also present in PrPi. The parameter
γ, instead, shows a more erratic behaviour —in terms of nDCG—, particularly
for DrPrPi. We noticed that the performance tends to improve until a certain
point between 10−1 and 1 for this parameter. Recall that γ reflects the thermal
conductivity of the material of the graph. Following this analogy, we have that
γ restricts the heat transfer from one vertex to another. When γ is small, the
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Table 6.9: nDCG @10 comparison with state-of-the-art methods. M is the geometric
mean. The dataset is DBpedia-Entity collection.

Method SS IL LS Q2 Geo. mean

bm25 (Hasibi et al., 2017) .250 .277 .220 .275 .254

prms (Hasibi et al., 2017) .534 .359 .368 .315 .386

fsdm (Hasibi et al., 2017) .652 .421 .420 .340 .445

bm25f-ca (Hasibi et al., 2017) .628 .439 .425 .369 .456

jacf-PprPi (0.5) .447 .236 .235 .181 .259

jacf-DrPrPi (0.85, 0.5) .453 .233 .234 .182 .259

cosf-DrPprPi (0.5, 1.0) .479 .233 .208 .197 .260

Table 6.10: nDCG @10 comparison between the results of state-of-the-art methods and
the re-rank of these results using our re-rank functions. The dataset is
DBpedia-Entity collection.

Method SS IL LS Q2 Geo. mean

bm25 (Hasibi et al., 2017) .250 .277 .220 .275 .254

bm25-PprPi (0.1) .466 (86.4%) .351 (26.7%) .335 (52.2%) .298 (8.4%) .357 (40.6%)
bm25-DrPrPi (0.85, 0.1) .469 (87.2%) .353 (27.4%) .336 (52.7%) .300 (9.1%) .359 (41.3%)
bm25-DrPrPi (0.5, 0.1) .459 (83.6%) .356 (28.5%) .337 (53.1%) .296 (7.6%) .357 (40.6%)

prms (Hasibi et al., 2017) .534 .359 .368 .315 .386

prms PprPi (0.01) .467 (-12.5%) .355 (-1.1%) .367 (-0.3%) .316 (0.3%) .372 (-3.6%)
prms DrPrPi (0.5, 0.1) .467 (-12.5%) .356 (-0.8%) .370 (0.5%) .314 (-0.3%) .373 (-3.4%)
prms DrPprPi (0.85, 0.1) .466 (-12.7%) .355 (-1.1%) .372 (1.1%) .312 (-1.0%) .372 (-3.6%)

fsdm (Hasibi et al., 2017) .652 .421 .420 .340 .445

fsdm-PprPi (0.1) .674 (3.4%) .424 (0.7%) .420 (0.0%) .337 (-0.9%) .448 (0.7%)
fsdm-DrPrPi (0.1, 0.1) .670 (2.8%) .430 (2.1%) .421 (0.2%) .342 (0.6%) .451 (1.3%)
fsdm-DrPrPi (0.5, 0.1) .671 (2.9%) .430 (2.1%) .423 (0.7%) .339 (-0.3%) .451 (1.3%)

bm25f-ca (Hasibi et al., 2017) .628 .439 .425 .369 .456

bm25f-ca PprPi (0.1) .653 (4.0%) .451 (2.7%) .433 (1.9%) .366 (-0.8%) .465 (2.0%
bm25f-ca DrPrPi (0.1, 0.01) .651 (3.7%) .451 (2.7%) .431 (1.4%) .371 (0.5%) .465 (2.0%)
bm25f-ca DrPprPi (0.5, 0.1) .658 (4.8%) .451 (2.7%) .437 (2.8%) .368 (-0.3%) .467 (2.4%)

heat transfer rate between vertices becomes slower. Conversely, if γ is large, the
heat transfer rate is much faster. Considering DrPrPi, it seems that when γ = 1

the flow among vertices is too fast and the kernel function cannot identify any
pattern in the transmissions. This condition is reflected in the scores between
DrPrPi and PrPi; they are very similar when γ = 1 in DrPrPi. Moreover, the
same happens with DrPprPi and PprPi when γ = 1.

In the case of cosf, our re-rank functions behave similarly than the case of jacf.
However, the increment obtained by employing DrPrPi and DrPprPi is more
significant in the case of jacf than cosf. Although the nDCG is higher in cosf

than jacf, the most significant increment produced by our re-rank functions
occurs in the latter. We argue that this situation is due to two reasons: i) the
output of jacf is usually a vector with a few values close to one. Most of the
time, the score is zero, or very close to zero. Thus, the power of discrimination of
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this model avoids assigning intermediate values to entities that might be relevant
to the query. ii) A context vector, in which the scores tend to be close to zero,
will reduce the probability to defuse to very central entities. Skipping these
entities implies that more relevant entities obtain higher scores, thus, increase
the output of jacf considerably.

Tables 6.7 and 6.8 displays a subset of different configurations for our re-rank
functions when using jacf and cosf as the IR model, respectively. These ta-
bles detail the performance obtained for individual subsets in the ground-truth
dataset (query types). We notice that the best performance, in terms of nDCG,
is obtained when using cosf as the IR model. However, the most significant
increase in the performance of our re-rank functions occurs in jacf.

Concerning the performance for individual datasets, our results show a clear
imbalance between SS subset and the rest. This type of query is, in general,
easier to resolve than other types as the name of the desired entity is generally
part of the keywords. Since our IR models employ a simple bag-of-words model,
it is expected to have a better score for this subset. Conversely, the queries of the
remaining query types are penalised as more sophisticated textual features of the
entities are not included in the IR model. This situation reduces their possibilities
to obtain a high score on the first stage of our approach. For example, jacf

and cosf cannot identify synonyms for a term, thus being able to spot entities
referring to the same concepts with other terms. Because these scores are low,
the expected improvement by our re-rank functions is limited in absolute terms.

However, if we now consider the amount of gain obtained by employing our
diffusion re-rank, we found that SS has the lowest gain. Instead, the perfor-
mance of the remaining subsets is improved considerably. For instance, LS is
improved —when considering the best possible configuration for this subset—
by 54.6% and 29.6% in jacf and cosf, respectively. A closer inspection in this
subset, reveals the reason for such improvement. These queries here aim for a
list of entities under a common topic or entity rather than a single entity. Thus,
employing a graph-based approach, we can use the relationships of the entities
found by the IR model and identify similar items in their vicinity.

Finally, we performed a comparison between our results and the state-of-the-
art methods. Table 6.9 shows the results between our models and a selection of
methods from the state-of-the-art. We also present the score for each subset indi-
vidually. Moreover, we include the geometric mean to measure the overall per-
formance of the methods for the entire dataset. We observe that our method is
slightly better than bm25 in the overall score. Notice that the pseudo-documents
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in bm25 do not have fields. In contrast, the performance of our method is much
lower than prms, fsdm and bm25f-ca. These models employed a multi-fielded
retrieval model that requires a training phase in order to tune the free param-
eters. Our re-rank functions, instead, are unsupervised with at most two free
parameters in the diffusion.

We also examine the use of our re-rank function over the output of the state-
of-the-art methods. Table 6.10 shows that, for the case of bm25, our re-rank
function can substantially increase the performance. Using this retrieval model,
the subset of queries SSis increased the most. In overall, our re-rank was able
to obtain an improvement of 40%. The situation, however, is not the same for
the remaining retrieval models. Indeed, we could not found a configuration
that could be able to increase the performance for prms. In this particular case,
SSqueries show the biggest drop. For the last two retrieval models, our re-rank
functions were able to increase the result marginally. We believe that since the
retrieval entities are much closer to the actual results, there is not much space
for improvement using our re-rank functions. In any case, our re-rank was able
to increase the overall score.

6.5 summary

In this chapter, we introduced ER as one of the applications to incorporate our
semantic relatedness models. Our proposed solution is unsupervised and con-
sisted of combining a standard IR model with a diffusion-based re-rank function.
The result of the IR model was used to identify relevant vertices in the KG that
were relevant to the queries. The re-rank function expanded these vertices by
boosting the vicinity of relevant vertices in the ranking. Our results showed that
the re-rank functions proposed in this chapter could improve the results of pure
IR models.

We proposed five re-rank functions, each based on different diffusion ker-
nels. As is the case of the previous chapter, the diffusion kernels were based
on two different laws of motion: information-based and heat-based diffusions.
We found that, in general, heat diffusion kernels have higher performance, in
term of nDCG, than information diffusion ones, such as Katz and PageRank dif-
fusions. We argue that this situation is due to the power iteration algorithm
employed in the re-ranking. This algorithm converges very quickly to the cen-
trality defined by the stationary distribution of the diffusion. Thus, the results
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of information-based diffusion eventually converged to the centrality scores of
the entities in the KG. Such situation results in query-independent results: i.e.
we always return the same answer regardless of the input query. Because of this
situation, information-based diffusion models did not improve the scores of IR
models, even with the smoothing step.

Our findings show that heat-based diffusion models have competitive nDCG
score to state-of-the-art models in the dataset analysed. In particular, we found
that our models, in combination with the IR model, are especially suitable for
SS subset. Moreover, we showed that the re-rank function incremented the per-
formance of each subset of queries in the ground-truth dataset, especially those
queries that in theory require the information of the relations, as is the case of
LS and Q2. However, the improvement obtained is limited, and it is subjected to
the resulted obtained by IR model. We believe that this increment represents a
reasonable opportunity to improve already established systems for this task. The
computational performance of the algorithm is affordable and easy to integrate
into running systems.

6.5.1 Impact

Part of the work proposed in this chapter was already published in (Torres-
Tramón, Timilsina, & Hayes, 2019). In this paper, we design our two-stage solu-
tion combining standard IR models with diffusion-based re-rank functions.

6.5.2 Future work

However, there is a set of aspect that requires our attention in the future. The
gain obtained by our re-rank function cannot reach the nDCG scores reported
in supervised models. Perhaps, this is due to the simplicity of the IR model
employed in the first stage. This model constrains the performance of our re-
rank function. We believe that employing a more sophisticated IR model, or
calibrating the parameters of the IR models, can help us to reach similar nDCG
scores than supervised models. For instance, multi-fielded bigram models look
promising option for this setup.

Additionally, it is necessary to define better weighting schemes to leverage
the transition matrix in the diffusion as pfitf and excl did not improve the
performance of eqv. These schemes must be specially designed to work correctly
with power iteration algorithms. Notice that, in our case, it was necessary to
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employ a smoothing filter before submitting the query to the re-rank function
since the power iteration algorithm was affected by the result of the IR model.
Such filter divides in the input vector into relevant and non-relevant entities
and pushes them to the extremes of the range [0, 1]. Perhaps, a new weighting
scheme can incorporate a mechanism to avoid this filter.

Last but not least, the power iteration method seems unsuitable for this sce-
nario as it converges very fast to the first eigenvalue vector. Because the KG is
vast in this application, exact solutions are not affordable. Reasonably, Monte
Carlo simulations would provide a better opportunity in this context.



7 E N T I T Y L I N K I N G

In this chapter, we propose a solution for Entity Linking (EL) using the interop-
eration of several services for Twitter1 data. Entity linking consists of assigning
URI links to entity mentions in tweets. Because this task has several sub-task —
each one with their challenges—, we focused on improving one of them: Entity
disambiguation. We implemented the entity disambiguation as Maximal Clique
Problem (MCP), and we propose to use our diffusion-based semantic relatedness
models to score cliques. Our solution has a similar performance than path-based
relatedness models while being substantially faster. However, it is comparatively
less effective than other forms of entity disambiguation.

We outline the conceptualisation of this problem and how the diffusion-based
semantic relatedness model can be integrated into this architecture. To this end,
we present a general formalisation of EL using MCP, and we show the need for
fast entity relatedness models. We detail why path-based semantic relatedness
models increase the performance significantly and how this affects on-the-fly
computations. Finally, we evaluate our model and compare the results with
state-of-the-art models. Our findings show that, while being substantially faster,
our EL solution can have similar performance than EL solutions based on path-
based semantic relatedness.

7.1 motivation

EL consists of linking named entities in text corpora with their respective refer-
ences in a Knowledge Graph (KG). Because named entities have become a ubiq-
uitous feature in different Information Retrieval (IR) applications, this task has
gained increasing attention during the last decade (Cano et al., 2016, 2014; Rizzo
et al., 2015; Rizzo, Pereira, Varga, Van Erp, & Cano Basave, 2017) Today, it is com-
mon to find text mining model employing named entities as part of their regular
input. One of the reasons behind this success is the potential of linked data to
enrich the content of text corpora and provide a better contextualisation. This

1 https://www.twitter.com
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characteristic is especially valuable in user-generated content where text may be
ambiguously represented. There is evidence in the literature that linking named
entities can indeed improve the performance of several IR tasks such as topic
modelling (Hulpus et al., 2013) and event detection (Ifrim, Shi, & Brigadir, 2014),
among many other tasks (Martinez-Rodriguez, Hogan, & Lopez-Arevalo, 2018).

Recently, there has been an increasing need to apply EL over user-generated
text streams (Cano et al., 2016; Rizzo et al., 2017). Because previous systems
were initially intended to run over entire document collections, they typically
implemented a batch-based architecture to perform this task. However, such
a setting cannot be ported directly into a streaming scenario. Moreover, the
need to perform EL on demand opens additional considerations that have not
been addressed before, such as the number of requests, the number of users,
and the processing time per text document. Thus, a simple transformation of
an already-running system into an online service is not sufficient to deal with
the expected amount of workload. An illustrative example is performing EL in
Twitter2 data (Cano et al., 2016). In this setting, a vast amount of user-generated
content is continuously produced in short periods.

We divide EL into three sub-tasks: named entity recognition, candidate search
and entity disambiguation (Hulpus et al., 2013; Torres-Tramón et al., 2016) The
first task consists of finding named entities in the text. The second one is retriev-
ing entities in a KG for the given named entities. These entities are called the
candidates. The last task consists of deciding which combination of candidates
is the best fit for the current document.

One approach to solve this latter subtask is viewing the disambiguation as a
MCP. In short, each candidate is represented by a vertex in a weighted graph
such that they are linked if they represent different named entities. The weight
of the edges corresponds to the semantic relatedness of the entities in question.
In this way, the clique with the highest inter-entity semantic relatedness is the
optimum. Because MCP is a well-studied problem, several optimisation tech-
niques can be applied in this context. However, we argue that the combinatorial
nature of the input makes this sub-task computationally challenging in a stream
processing scenario.

In this chapter, we introduce a solution for disambiguation based on MCP
using our diffusion-based relatedness. We argue that diffusion kernels can serve
as the relatedness scores in the disambiguation graph, thus finding the optimum
in a fraction of the time needed by graph-based semantic relatedness models.

2 https://www.twitter.com

https://www.twitter.com
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Because our main contribution in this chapter is on the relatedness score for
entity disambiguation, our emphasis is in this sub-task. Our model reduces the
computational cost of determining the semantic relatedness scores for cliques
considerably, thus allowing faster disambiguation.

Our experimentation is focused on Twitter3 datasets. However, our model
would potentially handle other steaming scenarios with similar characteristics.
To this end, we developed an architecture in which each sub-task is a service.
Our results show that the average time for disambiguating a single tweet is 200

ms, a number sufficiently low to implement an online service. Although our
model reduces the computational requirements of state-of-the-art models, it is
less competitive than them in terms of the linking. We detail opportunities to
improve our algorithm further.

7.2 problem

As we mentioned, EL consists of retrieving entities in the KG that are associated
with named entities in a document. This task usually involves three sub-tasks:
i) identifying the named entities in the input text, ii) retrieve a collection of
candidates (i.e. entities) from the KG for each named entity, and iii) jointly
disambiguate the candidates in order to find the best fit to the named entities.
The linking process finishes when each named entity has an associated entity.

Named entities are sequences of one or more terms found in the text that
might refer to entities in the KG. Since the KG has millions of entities, the number
of candidates per named entity is usually vast. To avoid confusion between
named entities and entities in the KG, we prefer to call the latter as resources.

In what follows, we will formalise this problem as MCP, in which the clique
with the highest jointly semantic relatedness score is the solution to the dis-
ambiguation. This formalisation was original proposed by Hulpus et al. (2013)
and Hulpuş et al. (2015).

7.2.1 Joint disambiguation

Let N be the set of named entities in the input text, and let us assume that
their associated resources are part of the KG. We call these resources the true

3 https://www.twitter.com

https://www.twitter.com
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candidates of the named entities. Joint disambiguation consists of finding these
true candidates.

More formally, let us denote the set of all resources in the KG as M. The multi-
value function C : N −→ Ml retrieves at most l candidates for a named entity
ni. These candidates correspond to k-most relevant resources for ni. If we apply
this function C to each element ni ∈ N, then we will obtain a set of candidates
C(ni) = {m1

i ,m
2
i , . . . } ⊆M for each named entity. We say that a feasible solution

w for the disambiguation is any combination of candidates such that there is
at least one candidate per named entity. For instance, w1 = [m1

1,m
1
2, . . . ] is

the combination of the first relevant resouces, while w2 = [m2
1,m

2
2, . . . ] is the

combination of the second relevant resources. Among these solutions, there is
only one that has true candidates. Our task then consists of finding this solution.

In order to find the true candidates, we define a loss function L :W −→ R that
reflects the quality of the solutions, i.e. how much do the candidates themselves
differ in terms of their pair-wise semantic relatedness. For instance, given two
feasible solutions w1 and w2, one can say that w1 is better solution than w2 if
L(w1) > L(w2). Since function L produces a partially ordered set, the solution
whose score is the maximum is the solution of the disambiguation. Therefore,
joint entity disambiguation consists of finding the maximum for the partial order
set produced by the function L over the set W.

ω = arg max
w∈W

L(w) (7.1)

The optimum solutionw contains the true candidates. We opted for a semantic
relatedness approach to defined the loss function.

7.2.2 Semantic relatedness

A relatedness measure σ : M2 −→ R>0 quantifies the pair-wise strength of two
resources in the KG. Then, computing the cross product of a solution w with
itself such that w×w = {(mi,mj)∀i, j, i 6= j}, we can define our loss function:

L(w) =
∑

(m1,m2)∈Mw×w

σ(m1,m2) (7.2)

We can find the true candidates by maximising L over the solution space.

This approach is indeed equivalent to solving the MCP (Bomze, Budinich,
Pardalos, & Pelillo, 1999) over an ad-hoc graph G. Let us explain this sentence.
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Let W be the solution space. Let MW be the union of all candidates of the
feasible solution, i.e. MW = {m|∀w ∈ W∀m ∈ w}. Let k be the length of the
feasible solutions (number of named entities). The measure σ(mi,mj) induces
a measure space over MW . Such space is equivalent to a complete, undirected
weighted graph G, where the vertices are given by MW and each edge has an
associated weight wij = σ(mi,mj). Now, we remove all the edge (mi,mj) if
the vertices mi and mj are candidates for the same named entity. The resulting
graph G is then called the disambiguation graph and has the property that any
of its k-clique —the cliques of size equal to k— is a feasible solution for the
disambiguation. Therefore, the solution of MCP in G is also the solution for
equation 7.1

However, the complexity of general MCP is NP-complete. This case occurs
when the length of the maximal clique is not known. When it is known —as in
this case— the complexity of MCP is W[1] (Eisenbrand & Grandoni, 2004), and
thus it can be tractable for small values of k. We studied the distribution of k by
analysing the number of occurrence of entities in tweets. Because Twitter4 has
a maximum number of characters per tweet, it is rare to find tweets with more
than five entities. At the moment of this analysis, the character limit of a tweet
was 140—. We found that, on average, each tweet contains three named entities
and that k follows a Poisson distribution.

However, we argue that a W[1] problem still is not fast enough for streaming
processing. Even if we use optimisation techniques, the number of calls to the se-
mantic relatedness function can quickly grow when computing the loss function
(equation 7.2). To reduce relatedness queries, we assess the semantic relatedness
of a group of entities rather than single pairs. In this way, we quantify the re-
latedness of the overall solution in one call. To this end, we need to extend the
definition of our semantic relatedness measure to include many vertices.

7.2.3 Semantic relatedness for a k-clique

Suppose we need to assess the semantic relatedness of a feasible solution. To
this end, we need first to identify their respective vertices in the KG. Then, we
perform a diffusion process from the vertices of this feasible solution. We assign
random agents to start from these vertices and traverse the graph describing spe-
cific trajectories according to the diffusion. After the diffusion process is com-
pleted, we determine the probability of traversing outside of the initial vertices.

4 https://www.twitter.com

https://www.twitter.com
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Figure 7.1: Disambiguation strategy using DR kernel. The diffusion for figures a starts
at vertices A and B. The diffusion for figures b starts at vertices A and
F. Notice that the heat tends to keep concentrated in diffusion a, while in
diffusion b it spreads to the entire network. We use this characteristic to
perform the disambiguation of cliques.

Then, we determine if the random agents were kept in the vicinity of the input
vertices rather than going somewhere else. If the agents are maintained near
to the input vertices, then these vertices are well-connected in the KG, and thus
the joint semantic score should be high. In contrast, when the random agents
disseminated beyond the nearest neighbour of the input vertices, it implies that
these vertices are not close enough in the KG.

Consider the example displayed in figure 7.1. In this example, two DR pro-
cesses are performed simultaneously in the KG. In the first diffusion, the vertices
A and B received energy with an equal amount, and then they start diffusing.
The same situation happens for vertices A and F in the second diffusion. A and
B are very close vertices, while A and F are far apart. The heat remains concen-



chapter 7: entity linking 141

trated in the first diffusion in the input vertices since A, B, and C form a clique.
In contrast, the heat spread out to other vertices in the second diffusion.

We measure the amount of heat in the vertices using the following expression:

d(vw) = K · vw (7.3)

where K is a kernel matrix and vw describes the initial duffision positions. For
example, if the diffusion starts at vertices m0,m1, . . . , then vw is a vector full
of zeros except in positions m0,m1, . . . , where vw[m0,m1, . . . ] = 1. Then, we
compute the Cosine similarity betweet the resulting diffusion vector d(vw) and
the initial diffusion vector vw.

L(vw) =
d(vw) · vw
‖d(vw)‖ ‖vw‖

(7.4)

7.2.4 Candidate selection

We have assumed that the system retrieves candidates for named entities using
the multi-value function C. Before defining this function, we need to explain its
objectives and how it affects the disambiguation.

To perform the disambiguation, the system requires the KG to contain the true
candidates for the name entities. Since the KG can have millions of candidates,
it is necessary to select a tiny subset of them. Because this subset is used in
the MCP phase, its selection has significant consequences to the scalability of
this approach. First, if the candidate set for a named entity does not contain the
optimum, then the system cannot produce the optimal solution. Hence, C should
retrieve enough elements to increase the chances of including the optimum in
the candidate set. Second, since joint disambiguation is linear to the number of
k-cliques, a large candidate set will have an enormous impact on the tractability
of the disambiguation. In other words, there is an inevitable trade-off between
correctness and the tractability of the disambiguation when defining the function
C.

We used a scoring system based purely on textual features between candi-
dates and named entities. Our function uses a standard Information Retrieval
(IR) model to store a hand-made selection of textual features of the resources.
A detail list of the features used in the index will be detailed in section 7.3.2.
The system matches named entity strings against this index, and it retrieves
the highest scored resources. The selection of the textual features is ad-hoc,
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and it was based on the empirical evidence in the disambiguation of entities
in tweets (Torres-Tramón et al., 2016). The core of this approach is to induce the
named-entity/candidate relevance by a text-based relevance model, using the
index previously mentioned and taking named entity strings as equivalent to
user-defined keywords in document matching.

Even assuming that the candidate function does retrieve the optimum candi-
date, we cannot guarantee that the strings of the named entities are free of ambi-
guity. For example, it is often difficult to identify relevant candidates for named
entities expressed as @username mentions on Twitter as these terms do not neces-
sarily correspond with the person’s name. In order to resolve this particular case,
we developed a mapping function, or lookup service, to fix username mentions
to valid tokens and submit the latter to the index. We populate this function
with notable users on Twitter as there is have good chances they have an asso-
ciated resource in the KG. We compiled a list of notable users from the verified
accounts on Twitter. Once the list was ready, our system could resolve username
references and map their corresponding resources in the KG.

7.3 implementation and system architecture

In the previous section, we formalised the disambiguation as an optimisation
problem that requires the definition of two essential functions: the candidate
selection and the semantic relatedness functions. Here, we describe the designs
and the methods employed for the implementation of a scalable system for EL,
considering not only the disambiguation itself but the additional components
such as named entity recognition. Figure 7.2 shows an overview of the system.
Our emphasis is on the computational challenges of entity disambiguation, and
the trade-off between performance and precision.

7.3.1 Named Entity Recognition

The first step in EL consists of recognising named entities in the input document.
In order to identify such entities, our system uses the well-known GATE NLP
Framework (Cunningham et al., 2002). GATE defines the so-called Processing
Resources tasks (PR), which are an abstraction of a processing unit with its in-
put and output. The combination of several PR in a specific sequence is called
Information Extraction pipeline (IE), in which each output is the input for the
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Figure 7.2: System architecture. Each service can scale when necessary. Note that the
cache and the graph service also can scale if necessary.

next task. Tokenisers, named entities extractors, POS taggers, language detec-
tors, ontologies, gazetteers, among others, are all examples of PR tasks. One of
IE pipeline contained in GATE is TwitIE (Bontcheva et al., 2013). This pipeline
is specially trained to deal with Twitter data. Most of its PRs are adaptations
of existing components to the case of small, noisy text streams. The PR dedi-
cated to NER is the most heavily adapted to the Twitter environment. This PR
is a wrapper to Stanford NER system (Manning et al., 2014), which is based on
Conditional Random Fields (CRF) models but also incorporates many findings
from (Ritter et al., 2012). Some of the most challenging text processing tasks
for Twitter are addressed by TwitIE, including the normalisation of slang, mis-
spellings and emoticons.

GATE was integrated into our system as a REST service. The REST API ex-
poses a single POST method for entity extraction. This method accepts a single
text and returns the same text including an array of found named entities. Each
entry includes the positional indices where it is located in the text, its class and
any meta-data that the GATE pipeline identified, i.e. first and last names for
a Person class or additional data from a gazetteer for Location, among others.
This meta-data can be later used to refine and further disambiguate the initially
found named entities.

7.3.2 Candidate Linking

The output produced by the NER service is then consumed by a second service
called Candidate Linking. This service aims to implement the candidate function
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C. In order to achieve this step, we must index the entire set of resources in the
knowledge graph. For the sake of the computational requirements, only a subset
of the textual features of the resources is indexed. Additionally, if the resource
has a short text-based description, then such text is analysed by our NER service
and any named entity found in it is also indexed. Once the index is built, we
can use it to search for candidates for each named entities in the input. The
following queries are submitted to the index using a top-down strategy:

1. All the resources whose title property is equal to the query.

2. All the redirect resources whose title property is equal to the query.

3. All the resource whose Twitter username is equal to the query.

4. All the resource whose title property is relevant (according to BM25) to
the query.

If our system retrieves one or more candidates from any of the queries, then
the process ends, and no further queries are made for that entity. Conversely,
If no candidates were found, the entity is then discarded and excluded from
the entity disambiguation step. The output of this process is a list of named
entities with their corresponding candidate sets. This service is was built using
ElasticSearch5 index. ElasticSearch allows us to scale the index quickly and
smoothly when required. The index is read-only; thus, a caching system can be
employed to reduce the time. The cache is especially beneficial for entities that
required several rounds of queries in order to get some results.

The user-mention lookup service uses the Redis6 database. We populate this
database with Twitter verified users. Such list was compiled by using the Twitter
API to extract the list of users being followed by the @verified Twitter account,
which follows all verified users. The real name of the users is then used to query
the ElasticSearch index to extract the candidate set for each verified account. In
total, the list was composed of 86,491 verified users.

7.3.3 Entity disambiguation

The candidates for each named entity provided by the retrieval phase are the
input for our final service: Disambiguation. Here, the service needs to compute
the relatedness score for each solution in the solution space.

5 http://elastic.co

6 http://redis.io

http://elastic.co
http://redis.io
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Although our loss function (equation 7.4) reduces the number of calls to the
semantic relatedness measure, still it requires several calls as the number of k-
cliques can quickly scale. Thus, we create a single initial diffusion vector vt,
including all the entities of the k-cliques. Then, we perform the diffusion using
only one vector per tweet. The resulting scores are then compared to the initial
diffusion vector of each k-clique, according to the following expression.

L(vw, vt) =
d(vt) · vw
‖d(vt)‖ ‖vw‖

(7.5)

where vt is the global initial diffusion vector, d(vt) is the result of the diffusion
process, and vw is the initial diffusion vector for solution w. Because d(vt) is the
same for the entire document, d(vt) can be called only one time.

The intuition behind this expression is the same as before (equation 7.4). The
diffusion is kept in the vicinity of the initial vector when the relations between
entities is high. This situation is reflected in the scores of the initial entities in
the resulting diffusion vector d(vt); if the heat does not decrease substantially, it
means that the entities are close each other. On the contrary, if the entities are
far apart in the KG, then the heat will spread out quickly. The initial diffusion
vectors reflect the ideal case; the heat does not disseminate through the graph.
Therefore, if the resulting diffusion vector is the same than the initial vector, it
means that these entities are in an isolated component, and they form a clique.
Because the graph is connected, this case will never happen. However, we use
this intuition to measure the connectivity of the entities in a feasible solution for
an ideal case.

7.4 evaluation

The system proposed has three primary services: i) the NER service, which
has been built from state-of-the-art methods. ii) The retrieval of candidates
service, and iii) the disambiguation service. As our primary interest is in the
disambiguation function, we will focus our attention on this service. We will
also give some details of the other parts of our system in the evaluation. We
called our approach Kanopy2019.
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7.4.1 Dataset

We used the datasets from the NEEL Challenge 2016 (Cano et al., 2016) to eval-
uate the overall performance of our system. This dataset is composed of three
subsets: developing, training and testing. We select the two first, containing 99

and 6025 tweets, respectively.

• NEEL2016-dev: Contains 99 tweets. It was used in the NEEL 2016 chal-
lenge to develop an EL system.

• NEEL2016-training: Contains 6025 tweets. It was used in the NEEL 2016
challenge to train and calibrate EL systems.

Each subset is accompanied by a gold standard dataset that enumerates the
occurring entities in the texts, specifying the position of the entity and providing
the DBpedia identifier for each entity when applied. The gold standard dataset
also contains entities that do not have DBpedia URI but are named entities in
the text.

We used DBpedia2015-10 as our KG. The following selection of subsets of
DBpedia2015-10 was considered when creating our KG7: ontology, mapping

based types, mapping-based-properties, titles, short-abstracts,
article-categories, categories-labels, categories-skos and redirects. In
total, our KG comprises 15.005.917 entities and 51.781.746 of relations.

7.4.2 Metrics

The following list describes the metrics used in this evaluation:

• Strong Link Match (SLM): Also known as Strong Annotation Match (Cor-
nolti, Ferragina, & Ciaramita, 2013), this metric is the micro-average of link
match between the gold-standard and the result. A link must have the
same annotation and DBpedia URI as the gold standard to be counted as
correct.

• Mention Ceaf (MC): This metric measures the ability of a system to link a
named entity to a resource in the KG using the metric Constrained Entity-
Alignment F-Measure (CEAF) (Luo, 2005). To this end, MC employs either
a mention-based or entity-based similarity metric for each pair of entities.
The resulting value reflects the goodness of each possible alignment. The

7 For a complete description of these subsets, please refer to http://dbpedia.org

http://dbpedia.org
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Table 7.1: Strong linking match scores for different datasets and systems.

Dataset Method SLM
Pr Re F1

NEEL2016-dev Kanopy2016 0.491 0.324 0.390

(Greenfield et al., 2016) 0.799 0.418 0.549

(Waitelonis & Sack, 2016) 0.667 0.862 0.752

Kanopy2019 0.535 0.300 0.385

NEEL2016-training Kanopy2016 0.386 0.330 0.355

Kanopy2019 0.387 0.334 0.359

alignment with the highest score is then used to compute precision and
recall. Notice that MC is not exempt from criticism. Since the alignments
are based on mention mappings, the metric can be tricked by a system
throwing spurious answers in order to increase the likelihood of correct
alignments.

7.4.3 Baseline

We included three state-of-the-art models to compare our proposed system:

• Kanopy2016: We proposed this system (Torres-Tramón et al., 2016) for the
NEEL 2016 challenge (Rizzo et al., 2016). it performs entity disambigua-
tion using the same MCP approach. However, to measure the semantic
relatedness, it uses a graph-based model (Hulpuş et al., 2015) for pairs of
candidates. The combination of candidates with the highest scores is the
solution to the disambiguation.

• (Greenfield et al., 2016): Performs EL using Random Forest to determine
whether a given named entity corresponds to an entity in the KG. To this
end, the authors pre-processed the KG and defined a list of possible named
entities. Then, they extract several textual features to train the Random
Forest classifier.

• (Waitelonis & Sack, 2016): This system performs disambiguation of candi-
dates based on textual features of the named entities and the context asso-
ciated. The system uses the gold-standard datasets to tune its parameter
and improve the performance. To this end, they rely on grid search.

Notice that the systems developed by Greenfield et al. (2016) and Waitelonis
and Sack (2016) are supervised, and they require training. Instead, our solution
is unsupervised.
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Table 7.2: Mention CEAF scores for different datasets and systems.

Dataset Method MC
Pr Re F1

NEEL2016-dev Kanopy2016 0.802 0.793 0.798

(Greenfield et al., 2016) 0.375 0.766 0.504

(Waitelonis & Sack, 2016) 0.744 0.858 0.797

Kanopy2016 0.754 0.317 0.446

NEEL2016-training Kanopy2016 - - -
Kanopy2019 0.479 0.304 0.372

7.4.4 Discussion

Table 7.1 shows SLM scores. In this case, our system shows a marginal improve-
ment concerning our previous implementation Kanopy2016. While the precision
of our system was superior to 0.5 in NEEL2016-dev, the recall was very low (0.3),
thus reducing the final score considerably. This drop in the score is due mostly to
the poor performance of the retrieval phase. In this phase, we extract candidates
according to an ad-hoc set of queries, which were manually tuned. However, the
low recall shows that the retrieval process does not bring true candidates.

Notice that our system is marginally superior to Kanopy2016 in terms of pre-
cision in both datasets. This system employs a graph-based semantic relatedness
approach to perform joint disambiguation of entities. The similarity of the score
might reveal some prevalent properties of joint disambiguation. Perhaps, the
greedy strategy to identify the solution to the disambiguation might not be a
good fit for this case. Although, jointly disambiguate candidates in large doc-
uments has shown sound results (Hulpuş et al., 2015), the lack of context of
short documents might downgrade the performance significantly. Moreover, we
found that a relevant proportion of tweets only have one named entity in the
gold-standard dataset; thus, in all these cases, the joint disambiguation does not
play any role.

Table 7.2 shows the MC scores. Our system has a high MC than any other of
the metrics. This metric measures the ability of the system to identify named
entities in the document consistently across the collection of tweets; i.e. the
system assigns the same URIs to the same named entities. These results tell
us that our system can identify named entities in the input text relatively well.
However, the low recall indicates that our system did not spot several entities.
Among the entities not found, we have the so-called NIL entities —entities that
do not have a true-candidate in the KG—, a case that was not covered by our
system.
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7.4.5 Computational performance

We set the following configuration of replicas for each service: 1 NER service, 1

Disambiguator, 1 Linker, 1 single-node Redis service for caching, ElasticSearch
distributed engine (1 master and 2 replicas). Then, we submitted each tweet
in the datasets individually. We measured the user time —the time lapsed be-
tween the moment when the query is submitted until the answer is received—
for Kanopy2016 and Kanopy2019. In total, we submitted 6124 tweets for each
system.

In the case of Kanopy2016, it took in average 820 ms to produce an answer for
a single tweet. However, a dissection of the user time tells us that almost the 50%
of the tweets were responded in less than 100 ms and 90% of them in less than
400 ms. We observed 213 tweets that required more than 10 seconds to receive
an answer. A close examination of these tweets shows that they are very noisy,
with a considerable number of hashtags, most probably spam. Because of the
presence of these high user time, the average user time was high. If we remove
these tweets, then the average user time is 213 ms.

In Kanopy2019, the average query time was 467 ms. Most of the tweets (58%)
were processed in less than 100 ms. Again, we observed that seven tweets re-
quired more than 10 seconds to produce an answer. These were highly ambigu-
ous tweets that contained several hashtags. When we remove these tweets, the
average query time was 170 ms.

7.5 summary

We proposed an EL solution for Twitter data using our diffusion-based seman-
tic relatedness model to perform entity disambiguation. The system proposed
is composed of four services, which cooperate in order to produce the final re-
sponse. The results showed that our diffusion-based semantic disambiguation
has a competitive performance with systems using path-based semantic relat-
edness models. At the same time, the cost of processing a single tweet using
our model is lower than systems employing path-based semantic relatedness
models.

However, we found in the evaluation that the scores for both types of model
for graph-based disambiguation were comparatively lower than other systems.
This low performance rises question regarding the utility of joint disambigua-
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tion using graphs on EL when the input is primarily short texts. While large
documents have much broader context, in shorter texts, there are few changes
of finding entities, thus affecting the performance of joint disambiguation signif-
icantly. Also, it is necessary to consider and filter out spam messages as these
elements can severely undermine the computational performance of EL

7.5.1 Impact

Part of the work proposed in this chapter was already published in (Torres-
Tramón et al., 2016). In this paper, we designed our EL solution using a path-
based semantic relatedness model to perform joint disambiguation.

7.5.2 Future work

A more extensive study needs to be done in order to determine the origin of
a bottleneck for very noisy entities; this includes determining the user time for
each service individually. Also, it will be necessary to determine the point to
which the system scalability reaches its limit. Similar, the caching system has to
be evaluated in order to determine a proper policy for updating values. More-
over, our approach can incorporate ideas from semantic similarity to further
leverage disambiguation between entities. In this way, the disambiguator will
have to measure the relatedness and the semantic similarity between the input
entities and establish a judgement based on both components.

The use of diffusion in disambiguation can be extended to other domains of
graphs. For instance, in social networks, similar problems emerge when aligning
nodes from two different networks(J. Zhang & Philip, 2015). In such cases, the
diffusion approach can offer an affordable alternative to the expensive based-
graph approach, especially for massive networks. Similar ideas can be applied
to networks of items in Recommender Systems(Z.-K. Zhang, Zhou, & Zhang,
2010).



8 C O N C L U S I O N

In this chapter, we discuss the main contributions of this thesis, including the
findings presented in the preceding chapters. We analyse the implications of
these findings in the field and how we address the research questions formulated
in the introduction chapter.

8.1 summary of the thesis

Our first question (RQ1) expressed our intention to scale semantic relatedness
using Knowledge Graphs (KGs) to the demand of modern applications. In chap-
ter 4, we showed that current path-based models are computationally challeng-
ing. To this end, we analysed the complexity of these model using a theoretical
(see section 4.2.2) and empirical approach (see section 4.3.5). Since path-based
models rely on merging paths to produce the semantic explanation, they require
to perform path enumeration. In particular, in section 4.1.2, we showed that the
complexity of path enumeration leads to service bottlenecks in applications de-
pendent on these models. Moreover, we listed the main optimisations for path
enumeration in section 4.2.2, finding that they cannot provide adequate answers
to control these bottlenecks.

Consequently, we proposed a diffusion-based approach for semantic related-
ness using KGs (chapter 5). Our models employ diffusion kernels to compute se-
mantic relatedness based on the visit-probability of random agents when travers-
ing the KG. The diffusion kernels are grouped into two categories: information-
based and heat-based diffusions. In the first category, the diffusion is similar to
the dissemination of information in a network. When the information arrives for
the first time in a vertex, it is replicated and sent to the neighbours. The second
category is based on the heat equation. In this case, the diffusion represented a
set of particles moving from high energy vertices to lower ones. The energy of
these particles during the diffusion is always the same, due to the principle of
energy conservation. We found that our models have a competitive performance,
in terms of Spearman correlation, with respect to state-of-the-art models.
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In order to answer our second research question (RQ2) , in section 5.2, we
employed three methods to compute approximations of diffusion kernels. The
first approach consisted of truncating the von Neumann’s series (or Taylor’s se-
ries, for the case of heat-based diffusion) until certain length (see section 9). The
length is provided to the user as a parameter. We then can compute the diffusion
in the graph considering random walks until this length. The Spearman correla-
tions of the models implemented with this approximation were in the range of
[0.6− 0.8], being comparatively similar to our baseline model.

Our second approximation was based on eigendecomposition of the adja-
cency/transition matrix (section 9). In this method, we can compute the ker-
nel matrix by employing the eigenvalues and eigenvectors of the input matrix
and computing the transformation of the kernel over these elements. Later on,
we were able to reconstruct the kernel matrix using the eigenvectors obtained
before and the transformed eigenvalues. Because eigendecomposition is an ex-
pensive task in its own, we need to define a small number of eigenvalues to
retrieve, thus alleviating the workload later on. However, this reduction implies
the introduction of numerical perturbances on the reconstruction of the kernel
matrix, increasing the error of the approximation significantly, as it was shown
in section 5.3.

Our last approximation consisted of using numerical methods to resolve a
linear equation system. To this end, we transformed the semantic relatedness
assessment into a linear equation problem (see section 11). In this way, we
were able to apply any linear solver to determine the semantic relatedness. This
approach does not need any pre-processing phase. Instead, it can compute the
relatedness between entities on-the-fly, as opposed to the other approximations
that required a pre-processing phase.

8.1.1 Comparison to state-of-the-art models

Our experiments showed that our semantic relatedness model has the high-
est performance when employing the linear system approximation (see section
5.3.4). Our evaluation showed, in section 5.3.5, that Personalised PageRank (PPR)
diffusion model had a competitive performance, in terms of Spearman correla-
tion, with respect to state-of-the-art models. Moreover, one of our configurations
(PprLso-excl β = 0.6) obtained the highest correlation in dataset RG (Ruben-
stein & Goodenough, 1965). This same configuration was also very close to the
maximum in the other two datasets analysed. This situation is a surprising fact
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as our model is unsupervised, and it is based on a simple intuition with a sin-
gle free parameter. Nevertheless, our model was able to compete with far more
sophisticate supervised and unsupervised models.

The story is not the same for the other approximations. Truncating the ge-
ometric series also has a relatively good Spearman correlation. However, in
this case, it is necessary to store a (potentially full dense) quadratic matrix (see
section 5.3.4). These requirements make this approximation challenging to im-
plement for large KGs, as the diffusion kernel is usually a full dense matrix, even
though we can control the length of the random walks to increase the sparsity
of the kernel.

Models implemented with Eigendecomposition approximation have a Spear-
man correlation in the range [0, 0.5], making them comparatively weaker with
respect to the other two implementations (see section 5.3.4). This approximation
depends on the number of eigenvalues to consider in the decomposition. If the
number of eigenvalues is small, then the error in the approximation increases.
However, a large number of eigenvalues will likely increase the correlation. Nev-
ertheless, this increment implies a more expensive decomposition and to store
larger eigenvectors in order to rebuild the kernel matrix when necessary.

8.1.2 Applications

In our third research question (RQ3), we expected to improve the task perfor-
mance of Entity Retrieval (ER). We address this question in chapters 6, in which
we designed a solution based on our diffusion-based semantic relatedness model
for ER. As a result, we proposed five re-rank functions to improve the retreival
performance of standard Information Retrieval (IR) models (see section 6.3.2).
Each re-rank function was based on a particular diffusion kernel. These ker-
nels were grouped into two different laws of motion: information-based and
heat-based diffusion. We found that, in general, heat diffusion has better perfor-
mance, in terms of nDCG, than information diffusion ones (see section 6.4.2).

Besides, we found in section 6.4.2, that Katz and PageRank diffusion did not
improve the ranking generated by the IR model. We argued that this situation
is due to the power iteration method employed in the re-rank function. This
algorithm converges very quickly to the graph centrality defined by the diffu-
sion. Such situation results in query-independent results: i.e. we always return
the same answer regardless of the input query. Because of this situation, the
performance of this type of diffusion did not improve the scores of IR models.
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However, we found an improvement in the ranking generated by the re-rank
function when using Personalised PageRank (see section 6.4.2). In this case, the
random agents were confined into a specific set of vertices (i.e. the context of the
query). Thus, the resulting diffusion vectors were biased towards this set.

For all the models, we analysed the range of the parameters β and found that
the highest correlation occurs when β is in the range [0.5− 1.0] ⊂ R. Heat-based
diffusion also increased the performance of the IR model. Since in this diffusion
the energy is controlled, the spread of the diffusion is normally localised in the
vicinity of the initial vertices. Thus, this restriction acts as the context of the
query. Therefore, heat-based models captured better the entities related to the
initial relevance vector.

In our fourth and last question (RQ4), we expressed the need for implement-
ing diffusion-based models in entity linking (EL) We address this issue in chap-
ter 7, in which we proposed a solution that used our semantic relatedness model
to perform entity disambiguation. To this end, in section 7.3.3, we designed a
joint entity disambiguation method based on graph disambiguation. We used
our semantic relatedness scores to ranking feasible solutions in the disambigua-
tion. Our approach can measure the combined relatedness of the entire feasible
solutions using a single diffusion process. In this way, we were able to reduce
the computational complexity of path-based semantic relatedness models for
this task (see section 7.4.5).

Our evaluation revealed that the results obtained with our method have a
similar precision and recall than approaches based on path-based semantic re-
latedness, in terms of the number of URIs matches. However, the performance
of our model is far from other disambiguation approaches, who obtained preci-
sion and recall scores higher than 0.5 in the datasets analysed. We argued that
this situation is mainly due to the candidate selection function. This function is
based on estimating the relevance between entities and noun phrases using a IR
model. Improving this function not only will increase the linking ability of our
system but also can potentially reduce the computational costs of our solution.

8.2 publications

The following list contains the publications that have emanated from the work
done during this thesis.
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• Our diffusion-based semantic relatedness model using Katz kernel was
published previously in (Torres-Tramón & Hayes, 2018). In this paper, we
presented our Katz diffusion-based semantic relatedness model using the
truncation approximation. We employed a similar evaluation as the one
proposed in chapter 5 finding that our model was competitive to state-of-
the-art models.

• Part of the work performed for entity retrieval using a diffusion-based
approach was published in (Torres-Tramón et al., 2019). In this work, we
designed our two-stage solution combining standard IR models with our
diffusion-based re-rank function. The findings suggested that a diffusion
re-rank function can improve the performance of standard IR models.

• We participated in the NEEL challenge 2016 (Cano et al., 2016) using a
graph-based approach for semantic relatedness. Our system obtained the
second place (Torres-Tramón et al., 2016) among six participants. The same
infrastructure and dataset were employed to define our solution for entity
linking. However, in this system, we employed a graph-based semantic
relatedness model to perform the disambiguation.

• We tested our entity linking system to contextualise news report referring
to Irish politics (Torres-Tramón & Hayes, 2016). We employed the same
infrastructure as the previous paper and constructed a manual news web-
crawler to collect relevant documents.

• We used semantic relatedness to assess the pair-wise similarity of named
entities in clustering of topics for event detection (Torres-Tramón, Hromic,
& Heravi, 2015). However, in this work, we use semantic relatedness as an
optional feature.

8.3 limitations

The are several issues that need to be considered to project the results beyond the
scope of this thesis. The proposed semantic relatedness model is subjected to the
weighting scheme employed to leverage the importance of the relationships in
the diffusion. In our model, we use a set of heuristics to adjust the weights of re-
lationships. However, there is no evidence to suggest that one heuristic is better
than the other ones. We found that some heuristics were a better fit for specific
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datasets in specific applications. Therefore, in front of a new setup —including
dataset, weighting scheme, KG and application—, it is necessary to assess again
the behaviour of the model to identify the best configurations. This situation
can generate substantial delays when setting a new application. Therefore, it is
necessary to study the effects of the weights in the specific domains further.

Notice also that our model does not provide any mechanism to personalise the
results according to the user’s preferences. Instead, the weighting scheme is the
same for all the users or queries. This situation can diminish the performance
for specific applications, where the user’s preference is relevant. For instance, if
we aim to build a recommender system using our semantic relatedness model,
then we will not be able to customise the relatedness scores using the user’s
preferences.

The output of the different components of end-to-end applications also affects
the performance of our relatedness model. For example, in entity retrieval, the
performance of the IR model becomes crucial to improve the result using the
re-rank function. If the IR model cannot detect the relevant entities, then the
re-rank function will have few chances to increase the rank of these entities. We
found it necessary to perform a smoothing over the input vector to reduce the
chances of converging the graph centrality. In the case of entity linking, there
are even more components that have a significant role in the performance, such
as the named entity recogniser, and the candidate search function. A failure in
these components will diminish the potential of our relatedness model in the
disambiguation.

Finally, we found that the implementation of our models affects the perfor-
mance of the relatedness score significantly. This point becomes crucial when
dealing with large KGs. In such cases, the implementation plays a vital role to
reduce the computational complexity. However, methods like power iteration
will impose certain conditions, such as the convergence to the stationary distri-
bution, that increase the numerical error on the estimation of the diffusion. This
perturbance will reduce the potential of our models.

8.4 future work

There is a set of aspect that requires our attention in the future.

Diffusion kernels are not limited to the ones presented in this document.
Many other options might be considered for this use-case (Avrachenkov et al.,
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2017). Moreover, we are not limited to information and heat-based diffusion ker-
nels. We can including diffusion kernel such as the Laplace kernel. In this kernel,
the diffusion employs a law of motions following the Schrödinger equation in
quantum mechanics.

Also, weighting schemes can be explored further. As we mentioned before,
there is no evidence to support the primacy of a weighting scheme over the
rest. It is then necessary to explore alternative weighting scheme for different
applications. While the ones presented here are general-purpose schemes, other
forms of domain-specific weighting systems might improve the precision of the
diffusion.

The ability of our diffusion model for entity retrieval does not reach the level
of supervised models. Perhaps, this is due to the simplicity of the IR model em-
ployed in the first stage. This model constrains the ability of our re-rank function
to leverage the diffusion rankings later on. We believe that employing a more
sophisticated IR model can help us to reach the accuracy shown in supervised
models. For instance, multi-fielded bigram models look a promising option for
this setup.

In the case of entity linking, a more extensive study should be done in order to
determine the origin of a bottleneck for very noisy entities in the disambiguation.
This study should include determining the user time for each service individu-
ally and how each service affects the overall precision and recall of the system.
Also, it will be necessary to determine the point in which the system can handle
the workload appropriately. We think that a caching system can be employed to
reduce the calls to the semantic relatedness model. Since users in Twitter1 tend
to retweet, this caching can reduce the overall computational performance.

1 https://www.twitter.com

https://www.twitter.com
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Bunescu, R., & Paşca, M. (2006). Using encyclopedic knowledge for named entity
disambiguation. In 11th conference of the european chapter of the association for
computational linguistics.

Cano, A. E., Preotiuc-Pietro, D., Radovanović, D., Weller, K., & Dadzie, A.-S.
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