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And when Alexander saw the breadth of his domain, he wept, for there were no

more worlds to conquer.

— Hans Gruber



A B S T R A C T

The detection of extrasolar planets is extremely difficult due to their extreme faint-

ness and proximity to their parent stars. Direct, ground-based detection is partic-

ularly challenging and despite the incredible contrast achieved by recently com-

missioned planet hunters, such as SPHERE and GPI, through the implementation

of extreme adaptive optics and advanced coronagraphy, direct detection is still

limited by the presence of residual speckles. Due to these speckles, data post-

processing is essential to accurately extract exoplanet signals.

This thesis develops a maximum-likelihood approach to the efficient detection

and characterisation of planets in speckle noise when multi-spectral data are

available. Computational approaches are implemented in order to dramatically

increase the efficiency of the detection algorithm through the use of graphics pro-

cessing units.

A method to achromatise focal plane coronagraphs using a Wynne corrector is

proposed. The impact of the achromatisation is investigated and shown to have

significant impact on the broadband stability of the on-axis point spread function.

This in turn is shown to positively affect the performance of the tested detection

techniques.

The performance of the developed detection algorithm, in terms of photometry

and astrometry, is assessed extensively on data that has been simulated to repli-

cate that produced by the integral field spectrograph of the SPHERE instrument.

Superior detection signal-to-noise ratios are achieved versus spectral deconvolu-

tion, while also preserving photometric accuracy. The algorithm is also applied to

real data, produced by SPHERE, of HR8799 in which two companions are present.

The maximum likelihood detection pipeline is shown to extract both companion

signals with high signal-to-noise while also calculating contrast curves for both

companions that agree with accepted values.
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B A C K G R O U N D



1
I N T R O D U C T I O N

1.1 exoplanet detection

At the time of writing, over 4000 planets outside of our own solar system have been

confirmed as stated by The Extrasolar Planets Encyclopaedia (http://exoplanet.

eu/ Accessed: April 16, 2019. [1]). With the first exoplanet detection taking place in

1992 [2], it can be seen that exoplanetology is a rapidly evolving branch of science.

The number of confirmed exoplanets, by year, is shown in Figure 1.1.

As exoplanetary science is a relatively new field, there is much work required

before it is possible to address core questions such as "how common are planets

around other stars?", "how do planets and their host systems form, evolve, and

die?", and "are there other planets capable of supporting life?". In order to begin

addressing these questions, it is necessary to detect, catalogue, and characterise as

many extrasolar planets as possible.

1.2 current state of the field

The field of exoplanet detection can be divided into two distinct categories; indi-

rect and direct detection.

The indirect detection techniques discussed in Section 1.3 rely on observing the

effect an exoplanet has on its host star. These are currently the most successful

techniques but are severely limited by the star system orientation as many orien-

tations will reveal incorrect or no detectable information of an exoplanet, where

many may be present. Limits also lay with the age and size of the star, as well as

age, size, and orbiting distances of the planet itself.

Instruments dedicated to directly imaging exoplanets have been commissioned

in recent years, such as Spectro-Polarimetric High Contrast Exoplanet REsearch

(SPHERE) for the 8m Very Large Telescope (VLT), Gemini Planet Imager (GPI)

for the 8m Gemini telescope, Subaru Coronagraphic Extreme Adaptive Optics

(SCExAO) for the 8m Subaru telescope as well as Project 1640 (P1640) at Palo-

2

http://exoplanet.eu/
http://exoplanet.eu/
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Figure 1.1: Number of discovered exoplanets by year.

mar observatory. These instruments have been specially designed to maximize the

possibility of direct exoplanet detection by implementing extreme adaptive optics

as well as carefully designed coronagraphs to suppress incoming starlight.

In the case of direct, ground-based imaging, discussed in Section 1.4, there are

two major challenges; imaging through the atmosphere and contrast. First of all,

ground-based imaging faces the challenge of atmospheric aberrations. These are

distortions that affect light as it propagates through turbulence in the Earth’s at-

mosphere. These distortions degrade images beyond the point of any possible ex-

oplanet detection. Space-based imaging can overcome this problem but transport-

ing a telescope large enough to gain the required angular resolution and collecting

area into orbit would be at an incredible cost and would host an entirely new set

of engineering problems. For example, the James Webb Space Telescope (JWST)

is a 6.5m telescope and is estimated to cost approximately $8 billion whereas the

Extremely Large Telescope (ELT) is a 39.3m telescope costing, a comparatively

modest, $1 billion.

In the case of contrast, a planet orbiting a star will be orders of magnitude

fainter than its host star and will also be in extremely close proximity. Due to this

massive difference in brightness, the star will usually completely drown out any

planet signal.
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1.3 indirect detection techniques

Indirect detection techniques rely primarily on the effect an exoplanet will have

on its host star, such as variations in observed brightness or emission spectra. To

date, indirect techniques have been the most successful and have produced a large

number of detections [1].

1.3.1 Transit Photometry

The transit method of detection relies on the planet crossing an observer’s line

of sight to the star. As the planet passes in front of the star, there will be a dip

in the star’s apparent brightness. This technique is therfore heavily dependant on

both the star and planet sizes. Transit photometry is capable of inferring much

information about the orbiting exoplanet such as orbital period, mass, surface

temperature, and whether or not the planet lies in the star’s habitable zone [3]. The

Kepler space telescope [4] is an example of hardware dedicated to the detection of

exoplanets by the transit method.

Transit photometry entails two distinct disadvantages, the most obvious of

which is the strong dependence on the target’s orientation in space. As the planet’s

orbital plane must line up with the observer’s line of sight to the star, we are

greatly limited in the number of possible targets. The geometric transit probability

is given by R∗
a , with R∗ being the stellar radius and a being the semi-major axis of

the companion’s orbit [5].

The second challenge with transit photometry is a potentially high false pos-

itive rate. As calculated in [6], there is a potential false positive probability of

34.8%± 6.5% for single planet systems. This value is much higher than the value

of < 10% presented in [7]. However, [6] concludes with several potential reasons

as to the false positive probability underestimation of [7], with the primary source

being that eclipsing binaries are not considered sources of false positives. Other

possibilities include underestimation of stellar density in Kepler’s field of view

and differences between primary and secondary eclipses in binary systems that

will be too small for Kepler to detect. Due to this potentially high false positive

probability, single planet candidates must be confirmed through a second detec-

tion method.



1.3 indirect detection techniques 5

Despite these disadvantages, the Kepler mission is by far the most successful

detection mission to date with almost 2500 confirmed detections at the time of

writing (Source: http://kepler.nasa.gov/Mission/discoveries/). Transiting Ex-

oplanet Survey Satellite (TESS), as detailed in [8] which was launched in April

2018, is expected to discover over 1000 terrestrial, super-Earth and sub-Neptune-

sized exoplanets with potential for follow up observations by the JWST.

1.3.2 Doppler Spectroscopy

As a planet orbits a star, the planet will exert a force on its host. This will result in

circular motion about the the system’s barycentre. The amplitude of this motion,

in ms−1, is given in [9] to be

K =

(
2πG

P

) 1
3 Mp sin i

(Mp +M∗)
2
3

1

(1− e2)
1
2

, 1.1

where M∗ and Mp are the stellar and planet mass respectively, P is the orbital

period, e is the eccentricity of the companion orbit, i is the orbital inclination and

G is the gravitational constant.

Equation 1.1 will only allow us to estimate a planet’s minimum mass due to the

Mp sin i term. As an example, from [9], Jupiter with a = 5.2AU and P = 11.9 years

gives a velocity amplitude K = 12.5ms−1. With modern equipment, such as High

Accuracy Radial velocity Planet Searcher (HARPS) [10], measurements can be sen-

sitive to 1− 2ms−1. Next generation instruments such as Echelle SPectrograph for

Rocky Exoplanets and Stable Spectroscopic Observations (ESPRESSO) [11], which

saw first light in late 2017, expect to be sensitive to velocity amplitudes as low as

10cms−1.

Radial velocity measurements are best suited to observations of low mass stars

as a lower mass star will result in a higher velocity amplitude for a given planet

mass. Another reason low mass stars are favourable is due to their slower rotation,

as quicker rotation will broaden spectral lines.

As in the case of transit photometry, Doppler spectroscopy is dependant on the

star system’s orientation. To correctly estimate the mass of a planet, its orbital

plane must line up with the observers line of sight, otherwise the planet mass

will be underestimated. The extreme of this situation is if the orbital plane is

perpendicular to the observer and in such a case no planet will be detected.

http://kepler.nasa.gov/Mission/discoveries/
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1.4 high contrast imaging

A common definition of high contrast imaging is attempting to observe an object

that has another object, that is more than 105 brighter than it, in such close prox-

imity within the Field of View (FOV) that the observation would be prevented

without special conditions or methods.

Direct exoplanet detection has only become feasible in recent years due to the

incredible contrast and wavefront error suppression required. With the first direct

detection taking place in 2004 [12] and more recent detections including images

obtained of Beta Pictoris b using MagAO [13], Near Infrared Coronagraphic Im-

ager (NICI) [14] and also GPI [15].

Direct detection offers many advantages over indirect techniques, as well as

a new set of challenges. A major advantage of direct detection is the fact that

it is independent of planet orientation, unlike transit photometry and Doppler

spectroscopy. Also, unlike radial velocity measurements, direct detection will not

rely on planet or star mass. Another advantage is the relatively small observing

time required, with Beta Pictoris b visible in a single 60 second exposure using

GPI [15] whereas radial velocity observations can go on for months or even years.

High contrast imaging will not only complement current indirect detection tech-

niques by enabling characterisation of companions on wider orbits, it will also

enable spectroscopic measurements of companions. Even modest spectral reso-

lution measurements of exoplanets will allow deduction of planet’s atmospheric

composition [16], with the potential of detecting biomarkers, such as absorption

lines in a planet’s spectrum as a result of chemical disequilibria in its atmosphere.

High contrast imaging also allows us to image, and perform spectroscopic stud-

ies on, circumstellar disks and gain information about their radii, inclination, and

asymmetries. This type of information would not be possible to gain with indi-

rect observations. An in-depth understanding of circumstellar disks will reveal

information on planet formation and evolution as observations have been made

that indicate interaction between a companion and a circumstellar disk [17]. Multi-

wavelength measurements of disks will also enable the study of disk composition

as the opacity of the dust in such structures is wavelength dependant.

Before addressing the challenge of contrast, it is necessary to obtain diffraction

limited images to make companion detection viable. In the case of ground-based

imaging, we must compensate for wavefront aberrations introduced by observing
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through the turbulent atmosphere and imperfections in the telescope optics. Atmo-

spheric turbulence is described by the Kolmogorov model developed by Tatarski

[18] based on [19, 20]. Adaptive optics, as described in [21], is capable of partially

correcting these wavefront aberrations.

To achieve the incredible contrast necessary to image exoplanets, many ded-

icated planet hunters have implemented various coronagraphs to suppress the

light of the star being observed. A detection of a Jovian-type planet or a rocky

planet can require contrast ratios as high as 106 to 108 [22]. Such coronagraphs

include classical Lyot coronagraphs, apodized Lyot coronagraphs, phase masks,

and phase induced amplitude apodization, among others [23].

1.5 adaptive optics

After passing through the turbulent atmosphere, wavefronts have a much reduced

coherence length. Large telescopes suffer from severely limited angular resolution

as the telescope would only have an effective diameter equivalent to this coher-

ence length. This is due to fluctuations in the refractive index of the air, which

result in varying optical path lengths incident to the telescope’s entrance pupil.

These fluctuations arise from varying temperature, humidity, and pressure in the

atmosphere. The final outcome of atmospheric turbulence is a distorted wavefront

that limits the telescope’s resolving capabilities as the produced images will have

a Strehl Ratio (SR) [24] of less than 1. The SR is a measure of the performance of

an optical system and is defined as the ratio of the peak degraded image intensity

from a point source compared to the maximum attainable intensity using an ideal

optical system.

To achieve the angular resolution that a large telescope should be capable of, it

is necessary to correct the distorted wavefront through the use of Adaptive Optics

(AO). AO systems, an example configuration is shown in Figure 1.2, have three

tasks; measure the distortion of an incoming wavefront, compute the necessary

correction, and finally apply the correction to the wavefront using a Deformable

Mirror (DM).

An incident wavefront propagates through the telescope optics, at which point

it enters the AO system. The distorted wavefront is split by a beamsplitter with

one path continuing to the science camera and the other being sent to a Wavefront

Sensor (WFS). The WFS is used to measure the distortion introduced by the tur-
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Figure 1.2: Configuration of an Adaptive Optics system [25].

bulent atmosphere and the appropriate correction is calculated by the wavefront

reconstructor. The correction is applied to the subsequent wavefronts using a DM.

This process is repeated at the frequency the system is capable of, which is limited

by hardware, typically up to 1kHz.

The measurement of the wavefront distortion is achieved through the use of

a WFS, such as a Shack-Hartmann Wave Front Sensor (SHWFS) or a wavefront

curvature sensor. The principle of a SHWFS is to focus regions of an incoming

wavefront on to a sensor using a two dimensional lenslet array. If an incident

wavefront is a perfect plane, the lenslet array will focus the wavefront down to a

regular grid of spots on the sensor, while any deviation from the plane will result

in a distortion in the spot pattern. An example of this spot pattern is shown in Fig-

ure 1.3. The centroid of the spots can be estimated and the offset from the expected

location on the sensor can be used to deduce the local slope of the wavefront in a

particular subaperture. The principle of the wavefront curvature sensor is similar

to the SHWFS in that it utilises a lenslet array; however, rather than measuring the

centroid of the spots on a focal plane, the intensity of the beam in a given subaper-

ture is measured either side of the focal plane. Any curvature in the wavefront

may be deduced by the relative intensity of each measurement.

Two common modes of AO for astronomy are open-loop and closed-loop. In an

open-loop mode, an uncorrected wavefront is passed to the WFS for reconstruc-
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Figure 1.3: Wavefront spots as measured by the SHWFS of SPHERE eXtreme Adaptive
Optics, discussed in Section 2.1.1.1, in closed-loop mode in a laboratory envi-
ronment with simulated turbulence [26].

tion. From this uncorrected wavefront the necessary corrections are calculated and

applied to the DM. In closed-loop mode, the wavefronts passed to the WFS are al-

ready pre-corrected by the DM and as such only needs to estimate residual error

in the wavefront.

Even assuming perfect AO performance, it can be seen in Figure 1.2 that in-

coming light takes two separate paths from the beamsplitter. This system layout

introduces Non-Common Path Aberrations (NCPA) as the AO system will attempt

to compensate for wavefront errors introduced along the path to the WFS, while

the system will be unable to deduce any wavefront errors between the beamsplit-

ter and the science camera. These NCPAs will result in residual speckle in the final

image. Techniques involving phase diversity may be implemented to estimate the

the NCPA and correct for it using the DM [27].

1.6 coronagraphy

Another significant challenge in the detection of faint companions is the incredible

contrast ratios between a given host star and its companions. To achieve these high

contrast ratios, it is necessary to reject as much light from the host star as possible.

A number of techniques have been developed to complete this task.

Guyon et al. [28] offers an excellent review of a variety of coronagraphic tech-

niques. A number of these will be discussed here.
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A B C D

Figure 1.4: Layout of a CLC [30]. An occulting mask is placed at the focal plane (B) to
reject the majority of the incident starlight. A Lyot mask is placed at a sub-
sequent pupil plane (C) to remove diffraction artefacts introduced by the oc-
culting mask and the final coronagraphic image is formed on the image plane
(D). An apodizer may also be placed ahead of the focal plane at (A), see Sec-
tion 1.6.2.

1.6.1 Classical Lyot Coronagraphy

The concept of coronagraphy was first introduced by Lyot [29] to study the corona

of the Sun without the need of a solar eclipse. The idea was later extended by

Sivaramakrishnan et al. [30] for the application to high contrast imaging. An ex-

ample of a Classic Lyot Coronagraph (CLC) layout is shown in Figure 1.4.

An image of the host star is formed at the centre of an occulting mask with a

radius of typically a few λ/D. This obscures the view of the star and any object

which may fall behind the mask and in doing so, a large fraction of the incoming

light is rejected. However, incoming light is also diffracted around the mask. To

reject the diffracted light, an image of the telescope pupil is reformed and a Lyot

stop is placed in the secondary pupil plane. A Lyot stop typically takes a similar

shape to the telescope entrance pupil but is slightly undersized. However, the

stop may be optimised to a particular focal plane mask and may also be used to

suppress diffraction caused by the spider arms that may support the secondary

mirror of modern large telescopes. Following the Lyot stop, an image is formed

on the science camera with approximately 99% of the light from the host star being

rejected, while light from an an off-axis source, that is not diffracted significantly

by the occulting mask, is negligibly affected.

The process described above can be formulated, following the notation of Aime

and Soummer [31], as follows; given an incoming wavefront complex amplitude,

Ψ, the complex amplitude in the planes (A,B,C,D) of Figure 1.4 are:
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ΨA(u) = P(u), 1.2

ΨB(r) = Ψ̂A(r)

(
1− εM

(
r

a0λ0f

))
, 1.3

ΨC(u) =
[
ΨA(u) − εΨA(u) ∗ a2M̂(au)

]
L(u), 1.4

ΨD(r) =
[
Ψ̂A(r) − εΨ̂A(r)M

( r
a

) ]
∗ L̂(r), 1.5

where u and r denote pupil plane and focal plane coordinates respectively, P(u)

describes the aberration-free telescope complex amplitude transmission, which

may be apodized (see Section 1.6.2), M
(

r
a0λ0f

)
describes the occulting mask in

the focal plane which has a size proportional to the PSF core at λ0, a = a0
λ0
λ

describes the size chromatism of the focal plane mask (see Section 3.4.2), and L(u)

describes the Lyot stop in the second pupil plane. The Fourier transform of f is

denoted by f̂ and ∗ is used to represent convolution. For a CLC, ε = 1 and for a

Roddier-style phase mask (See Section 1.6.3.2), ε = 2.

1.6.2 Apodization

After suppressing host star light, the diffraction halo can still limit the dynamic

range available for exoplanet detection. It is possible to reduce the intensity of the

diffraction rings through the implementation of apodization.

Apodization is traditionally achieved by placing a mask on the telescope pupil

prior to the focal plane mask, which has a non-binary transmission profile specifi-

cally tailored to the telescope entrance pupil. The concept was developed for rect-

angular and circular apertures through the use of prolate functions [32, 33] with

further extension to arbitrary aperture shapes [34], which is necessary for use with

large telescopes that have central obstructions due to secondary mirrors. The effect

of introducing an apodizer is shown in Figure 1.5.

Guyon et al. [35] introduced the idea of Phase-Induced Amplitude Apodiza-

tion (PIAA) as an alternative approach to achieving apodization. PIAA has the ad-

vantage of achieving comparable apodization to traditional methods while main-

taining throughput. The process of PIAA consists of using complex, aspheric op-

tics to remap the incoming beam to produce destructive interference. It is to be

noted that the complexity of the optics is increased further by the fact that off-axis
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Figure 1.5: Left: Radial profile of a PSF with and without entrance pupil apodization. Both
PSFs are normalised to the peak of the unapodized PSF. Right: Apodizer trans-
mission profile used to produce the PSFs shown on the left.

Figure 1.6: Simulated performance of a PIAA coronagraph. Four off-axis point sources are
present in the field with separations of 1, 2, 4, and 8 λD . The centre frame shows
the distortion introduced by the PIAA optics before correction carried out by
the inverse PIAA optics in the right frame [36].

PSFs will be distorted by the PIAA optics and this needs correcting after the Lyot

mask to restore diffraction limited PSFs in the field, see Figure 1.6. Guyon et al.

[36] extends the concept of PIAA to include coronagraphy with the Phase-Induced

Amplitude Apodization Complex Mask Coronagraph (PIAACMC) design.

1.6.3 Non-classical Coronagraphy

A number of alternative coronagraph designs are present in the literature. These

designs offer excellent performance for high contrast imaging, however they each

present limitations, typically that they assume perfect, planar wavefronts and are

therefore not well suited to ground-based telescopes. Fabrication can also be an
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issue as imperfect fabrication of these coronagraphs can severely limit their perfor-

mance. A selection of these non-classical coronagraphs will be discussed below.

1.6.3.1 Band-limiting Coronagraph

Kuchner and Traub [37] proposed the concept of an ideal coronagraph that is

capable of entirely rejecting the light of an on-axis source. The concept of the

band-limiting coronagraph is to concentrate the incident light from an on-axis

source into a region entirely encapsulated by the Lyot stop in the second pupil

plane.

The focal plane mask is designed such that its Fourier transform is non-zero

over a finite area. This is in contrast to a traditional focal plane mask, which has

a Fourier transform that has an infinite extent. The issue of the focal plane mask

having an infinite extent in the pupil plane is that the some light diffracted by the

mask will still contaminate the pupil, even after the Lyot stop.

The transmission of the one-dimensional band-limiting coronagraph has the

following form in the pupil plane:

T̂(u) = N

[
δ

(
uλ

D

)
−
λ

εD
Π

(
uλ

εD

)]
, 1.6

where εD
λ is the width of the region in which the diffracted light will be concen-

trated into, N is a normalisation constant to ensure 0 6M(r) 6 1, and

Π
(u
a

)
=


1 |u| 6 a/2

0 |u| > a/2

. 1.7

The conjugate of Equation 1.6, and therefore the focal plane transmission, is

T(r) = N

[
1− sinc

(
πεD

λ
r

)]
. 1.8

The main issues with the application of a band-limited coronagraph is its sensi-

tivity to wavefront error and the fact it’s only capable of working efficiently at a

single wavelength due to the λ term in Equation 1.8.

1.6.3.2 Phase Masks

Roddier and Roddier [38] introduced the concept of using a phase mask to increase

the contrast achievable in AO corrected images. Phase mask coronagraphy aims to
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suppress both the stellar diffraction core and halo to achieve small Inner Working

Angles (IWAs), which may be defined as the angular separation at which the

throughput of an off-axis object is half its maximum.

The layout of a simple phase mask system is similar to that of a CLC system,

where only the occulting mask at the focal plane is replaced with a transparent

mask that introduces a π phase shift to a small region of the on-axis PSF core.

After transmission through the mask, the complex amplitude can be decomposed

into two terms: one which is the standard Airy pattern with the central, phase

shifted core, set to zero, and the second is the region of the of the core that has

been phase shifted and is therefore negative. Choosing the correct size of phase

mask will result in the the two terms destructively interfering, sending all on-axis

light outside the telescope aperture, which can then be rejected by the Lyot stop.

The Four Quadrant Phase Mask (FQPM) [39–42] extends on the phase mask

concept. Rather than introducing a phase shift to the PSF core, the π phase shift is

introduced to two quadrants of the initial focal plane. In the ideal case of perfect

centring and in the absence of phase errors, the FQPM is capable of reducing the

brightness at the first Airy ring by a factor of 108 relative to the unobscured Airy

peak. Also, due to the symmetry of the mask, it is possible to subtract opposite

quadrants of the final image in post-processing to further increase detectability

due to parity of the Fourier transform.

Murakami et al. [43] expands further on the FQPM by introducing the Eight

Octant Phase Mask (EOPM), which is less sensitive to tip-tilt errors than FQPM

while continuing to offer high throughput and a small IWA.

1.6.3.3 Shaped Pupil

Due to the difficulty of manufacturing apodizing masks with a smoothly varying

transmission profile with stringent transmission requirements, research has been

carried out in the area of shaped pupils to achieve similar results. Shaped pupils

overcome the manufacturing issues associated with apodized apertures as their

transmission profile is binary.

The generation of shaped pupils is an exercise in optimisation to engineer an

on-axis PSF with the desired characteristics i. e. significant extinction regions. A

number of potential designs are developed in [44] with a single example shown in

Figure 1.7.
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Figure 1.7: Left: An example shaped pupil design. Right: The resulting PSF. The dark
regions of the PSF are 108 times darker than the core. The asymmetry of the
PSF requires two exposures to image the field [44].

Shaped pupils offer excellent performance in the absence of wavefront error,

however their performance decreases quickly as the SR decreases. Other draw-

backs include the decreased throughput due to obscurations in the telescope pupil

and depending on the resulting PSF, a number of exposures might be required to

ensure that the dark regions of the PSF cover the entire field.

1.6.3.4 Starshade

The concept of an occulter system for a space telescope is to diffract light from a

target star in such a way that it never enters the telescope optics [45].

Cash [46] describes two potential starshade designs: one consisting of a smooth

apodization function and another consisting of binary, petal-shaped design. An

example of the latter design is shown in Figure 1.8. Due to manufacturability, the

petal-shaped design is much more feasible.

An example occulter consists of 12 petals, an inner radius of 12.5m, and an outer

radius of 25m. While significantly larger than the entrance pupil of a paired tele-

scope, approximately 4m, the starshade would have a small angular extent. This

design would require that the starshade be situated 50, 000km in front of the tele-

scope and would achieve contrast ratios in the region of 1010 at a separation of 0.1′′.

The occulter shape must be specifically designed in order to prevent the formation

of an Arago spot due to Fresnel diffraction. The shape may also be optimised for

the occulter to operate efficiently in the case of broadband imaging. While theoret-

ical results are promising, a starshade system is difficult to implement in practice
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Figure 1.8: Example of a binary, petal-shaped starshade design [47].

due to the requirement of a separate spacecraft to transport the occulter, and the

difficulty in accurately aligning the occulter. However, initial work is under way

to prototype a starshade design [47].

1.7 direct detection techniques

Despite the advances in AO and starlight suppression techniques, direct detection

is still challenging, primarily due to residual speckle. This residual speckle man-

ifests as an interference pattern caused by a combination of wavefront errors not

corrected by the AO and instrumentally-induced aberrations. Assuming the AO

is working ideally and all atmospheric aberrations are corrected, a time-varying

PSF is still produced due to evolution of the instrumentally-induced aberrations,

which occurs on longer timescales than the evolution of atmospheric residuals.

These speckles are therefore referred to as quasi-static speckles [48].

Due to this residual speckle, direct detection requires specialised observing

strategies and data post-processing. Direct detection strategies can be separated

into two main categories, the first being methods that take advantage of pupil

stabilised data and the second taking advantage of spectral data. Pupil stabilised

data is collected by disabling the field derotator on an alt-azimuth telescope, thus

allowing the field of view to rotate while the telescope tracks the target and the

residual speckles remain approximately fixed. The time taken to achieve sufficient

field rotation depends on the zenith angle at observation. Spectral data is collected
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Figure 1.9: Marois’ ADI implementation. An estimate PSF, B, is constructed by median
combining the images, Ai. This estimate is then subtracted from each image to
produce Ci. Each image in the set Ci is derotated and median combined once
more. Image credit: C. Thalmann.

by separating different wavelengths of light using apparatus such as an Integral

Field Spectrograph (IFS).

1.7.1 Pupil Stabilised Techniques

1.7.1.1 Marois’ Angular Differential Imaging

Marois’ Angular Differential Imaging (ADI) [49] is a PSF estimation algorithm

that median combines appropriate images from a sequence of images captured

over the course of an observation. ADI can be applied in one of two regimes, the

first of which involves subtracting the median combination of all images and the

second regime involves estimating a reference PSF by median combining only a

number of appropriate images as close as possible in time.

The first regime is optimised for regions where the residuals are limited by

pixel-to-pixel noise, while the second is optimised for regions where the residuals

are limited by speckle noise. Both regimes can be combined to optimise speckle

suppression and account for temporal variations in the PSF.

For the second regime, appropriate images are chosen by ensuring enough time

is given to allow a 1.5 Full Width at Half Maximum (FWHM) FOV rotation of
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Figure 1.10: LOCI implementation. Optimisation areas are those limited by the black lines.
The subtraction area is shaded in dark grey [50].

the field to avoid self-subtraction of the planet signal. Since rotation depends on

the distance from the centre of the image, the images are split into annuli which

will allow combination images to be chosen as close as possible in time, while

still allowing sufficient rotation for each annulus. Two images are chosen both

before and after the image to be corrected to improve temporal correlation of the

estimated PSF.

After subtracting the reference PSF, remaining frames are derotated and median

combined once more to give a final image. An example of this implementation is

shown in Figure 1.9.

1.7.1.2 Locally Optimised Combination of Images

Locally Optimised Combination of Images (LOCI) [50] is another PSF estimation

technique where reference PSFs are calculated for each subsection of an image as

a linear combination of the corresponding subsections of other reference images

taken from an observation. Reference PSFs are calculated for image subsections in

order to minimise residuals after processing.

As with ADI, images are divided using an annular geometry to optimise refer-

ence image selection. In the case of LOCI, each annulus is further divided into two

groups of subsections; a subtraction area and an optimisation area. See Figure 1.10.

The subtraction area is the portion of the image where the constructed PSF will

be removed, whereas the optimisation area aids in the PSF estimation alone. The

optimisation area must be chosen carefully as a smaller area will lead to greater

noise suppression but will lead to greater companion self-subtraction.
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The reference PSF for each section can be expressed as

OR =
∑
k∈K

ckOk, 1.9

where O is the optimisation region, ck are the LOCI coefficients and the sum over

K is defined as follows

K =

{
k ∈ [1,N] : |rk − rT | > δmin ∨

fk
fT
< α

}
, 1.10

where, rk − rT is the displacement between any point in the image, rT , and it’s

corresponding position in image k, and fk
fT

is the intensity ratio of a companion in

the image pair. Equation 1.10 states the reference frames are chosen if a compan-

ion has had sufficient time to be displaced by δmin or if the companion has an

intensity smaller by a factor of α or more.

The LOCI algorithm was tested by introducing artificial sources into real data

and comparing to Marois’ ADI algorithm outlined in Section 1.7.1.1. LOCI showed

improvement when compared to ADI, particularly at smaller separations where

the Signal-to-Noise Ratio (SNR) achieved by LOCI was almost three times greater

than ADI. LOCI also showed much improved noise attenuation, defined as ratio of

the noise in the original image to the residual image. Other tests carried out using

LOCI are given in [51, 52]. It is also worth noting that LOCI is not only capable of

operating on angular data but is also capable of suppressing noise in many PSF

estimation techniques, such as roll subtraction, spectral difference imaging and

reference star observations.

Many extensions have been added to LOCI in the last number of years including

[53–55] . The algorithm has also been implemented in [56] to complement radial

velocity measurements made using NICI (Near Infrared Coronagraphic Imager)

on Gemini South.

LOCI has also seen extensions to spectral data with Damped Locally Optimised

Combination of Images (d-LOCI) and Template Locally Optimised Combination

of Images (TLOCI) [57, 58]. d-LOCI utilizes a penalty term to ensure the ck coeffi-

cients of Equation 1.9 are positive and that they maximize the flux of a companion

at a known position in the data. As can be inferred, this approach requires that the

companion position be known and due to this, its primary application would be to

extract a companion spectra after it has been detected through the use of regular

LOCI or another method. TLOCI is another extension with the aim of maximis-
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ing the SNR of a companion rather than just minimising the residual noise of

the data, as with standard LOCI. Maximising the SNR will result in maximising

the throughput of a companion at each wavelength. An input spectrum is used,

along with template PSFs, to optimise the ck coefficients, once again, to minimise

companion self-subtraction.

1.7.1.3 Maximum likelihood Techniques

Maximum likelihood detection methods such as those described in [59] and [60]

operate primarily on pupil stabilised data; however, ANgular DiffeRential Opti-

Mal Exoplanet Detection Algorithm (ANDROMEDA) [60] has also been extended

to operate on spectral data [61]. This extension assumes the source brightness is

negligible at one wavelength. The spectral data is scaled to one wavelength by

zero-padding in the Fourier domain and subtracting to suppress the speckle noise.

Following this, the remaining data is treated as pupil stabilised data alone.

Maximum likelihood approaches focus on estimating values for initial compan-

ion position and brightness that maximise a likelihood term. As an example, [60]

uses the following model for an angular difference image

∆(r,k) = ap(r,k; r0) + n(r,k), 1.11

where a is the planet brightness, p(r,k; r0) is the planet difference signal as it

rotates through r0 to r and n(r,k) is the remaining noise. The corresponding like-

lihood term to be maximised is

L(r0,a) = exp

{
−
1

2

∑
k

∑
r

|∆(r,k) − ap(r,k; r0)|
2

2σ2(r,k)

}
. 1.12

It can be seen that the numerator of Equation 1.12 is essentially the noise term

of Equation 1.11 so maximising the likelihood term will result in a minimisation

of the noise. An optimal value of a can be derived to be

â(r0) =

∑
k,r p(r,k; r0)∆(r,k)/σ2(r,k)∑
k,r p

2(r,k; r0)/σ2(r,k)
, 1.13

and this can be computed for all possible initial source positions, r0, and following

this, a most likely initial position can be determined by maximizing the SNR,

which is given by
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SNR(â(r0)) =
â(r0)

σ (â(r0))
, 1.14

where σ (â(r0)) denotes the standard deviation of â(r0).

Smith et al. [59] introduced a similar Maximum likelihood (ML) technique al-

though angular difference images are not calculated prior to manipulation and

rather than maximising a likelihood term, the model is reduced to a chi-square

minimisation. Following this, the technique reverts to similar computation as a

map of most likely planet brightness for each possible initial position is calculated

and a most likely initial position can be inferred from this.

1.7.1.4 Principal Component Analysis

Principal Component Analysis (PCA) is a well established statistical technique

that was originally applied in this area to infrared spectroscopic data obtained

from exoplanet transit data [62, 63]. In its application to two dimensional images,

PCA aims to reconstruct a reference image by building it up with a number of

linearly independent basis images, containing image information at different res-

olution scales, each of which encode the maximum variance of the data under the

constraint that all subsequent principle components are orthogonal to the previous

ones.

Similarly to ADI and LOCI, the Karhunen-Loève Image Projection (KLIP) al-

gorithm [64] divides its target image into regions. For each region the PSF is

estimated separately using a set of reference images where there is no compan-

ion present. In order to compute the best estimate of the PSF, the basis set,

{Zk(n)}k=1...K with K being the number of references used, must be computed

and this is achieved through a Karhunen-Loève transform. The final image can

then be computed by subtracting the reference PSF, which is constructed using

a user-specified number of basis images. Soummer et al. [64] also shows that the

KLIP algorithm outperforms the standard LOCI algorithm for the detection of

debris disks around stars due to LOCI suffering from self-subtraction. The KLIP

algorithm has also been implemented in [65] and more recently in [66] to make

the first ground-based detection of an exoplanet with λ < 1µm.

Another PCA method is PYNPOINT as presented in [67]. In contrast to ADI and

LOCI that model a local PSF, PYNPOINT attempts to model a global PSF that is

described by
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I(x) =
∑

aiφi(x), 1.15

with φi being a set of basis functions and ai being the coefficient of each function.

The basis functions are required to be orthonormal and created empirically using

the data. Due to this orthogonality, the coefficients can be computed as follows

ai =

∫
I(x)φ(x)dx. 1.16

The Principal Components (PCs) are calculated using Singular Value Decompo-

sition (SVD) with S = UWVT where S is a vectorised version of the entire data set

and V contains the PCs. Similarly to the above method, the PSF is reconstructed us-

ing these PCs and subtracted from the data. One concern with PYNPOINT is that it

may fit any planet signals, as well as the noise, which will result in self-subtraction

and possibly prevent detection. The authors state that this can be rectified by in-

troducing a mask at the planet location but this poses two problems. First of all

the planet location may not be known so masks will need to be inserted at numer-

ous test locations, vastly increasing computational workload. The second issue is

that the PCs will no longer be orthogonal after the mask is introduced. However,

Equation 1.16 can still be used to give an approximation to the coefficients.

PYNPOINT has also been implemented in [68, 69] with some modifications.

The modifications include removing frames close in time that would lead to self-

subtraction, limiting the data that is passed to the SVD as an apodized phase

plate [70] is used, and finally the number of PCs is limited in an effort to prevent

additional noise being introduced.

1.7.1.5 PAtch COvariance

As opposed to previously mentioned techniques that assume independence be-

tween images in a time series, Flasseur et al. [71] propose a technique to estimate

the flux of potentially present companions with a model that accounts for spatial

correlations in the data.

Due to the dimensions of modern data sets, it is not possible to invert the co-

variance matrix of the data. In order to overcome this, the authors have considered

decomposing the field into a number of circular patches, the size of which are set

to encapsulate the core of an off-axis PSF. This size strikes a balance between the
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amount of energy contained within a patch if a companion is present, and the

number of samples required to estimate the covariance of the patch.

The distribution of the background on each patch collection, that is all pixels

contained within a patch for all exposures, is modelled as a product of multivariate

Gaussians. However, this model may not be applied directly for two reasons; firstly

that patches may be considered as a combination of the background speckle and,

potentially, a companion and secondly that the number of temporal frames may

be limited such that the estimation of the sample covariance of the patch may be

rank deficient. To circumvent this, a alternative covariance estimator is applied.

The shrinkage covariance estimator is the combination of two estimators; one with

a small bias and large variance, while the second has a high bias but a small

variance. These two estimators are combined using a locally adapted weight. This

estimator may be biased due to the presence of a companion in a portion of the

patches; however, this may be overcome by iteratively computing the covariance

estimator by initially assuming that the data consists solely of the background

and adjusting the companion flux on each iteration. In this case, the presence of

a companion will influence the mean and covariance estimates and therefore by

subtracting the companion from the patch, it is possible to unbias the estimator.

The PAtch COvariance (PACO) detection pipeline is split into two similar sec-

tions; one for detection and one for estimation. The detection phase produces an

SNR map, which is shown to be stationary across the entire field, that may be

thresholded to a specified false alarm rate. This phase consists of a number of

steps; firstly, the patch collections on which the background statistics are to be

learned are formed, next the estimations for the background statistics are com-

puted, and finally the test statistic is constructed. The estimation phase is used

to make an unbiased estimation of the companion flux at positions where com-

panions are detected in the former phase. The estimation phase is similar to the

detection phase except that the influence of the companion flux is taken into ac-

count when estimating the background statistics.

Performance of the algorithm is demonstrated on three InfraRed Dual Imaging

and Spectrograph (IRDIS) datasets where PACO is shown to significantly outper-

form alternative detection algorithms, such as TLOCI and KLIP.
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1.7.2 Multi-spectral Techniques

The following techniques rely on multi-spectral data sets. The data must be cap-

tured simultaneously with hardware such as an integral field spectrograph (IFS).

Such hardware is implemented in SPHERE [72], GPI [73], SCExAO [74] and P1640

[75].

1.7.2.1 Spectral Differential Imaging

Spectral Differential Imaging (SDI), also simultaneous differential imaging or si-

multaneous spectral differential imaging, was proposed by [76, 77] as a method

of detecting cool brown dwarfs and gas giants. The method consists of simulta-

neously capturing two or more images centred on a molecular absorption band,

such as the 1.6µm methane absorption band, which will result in the companion’s

brightness being negligible in one image, giving an estimate for the host star’s

PSF.

Marois et al. [77] details three methods of data reduction; Non-

simultaneous Simple Difference (NSD), Simultaneous Simple Difference (SSD),

and Simultaneous Double Difference (SDD). NSD consists of two images taken

at different points in time at the same wavelength, one of a star with a companion

and the other of a reference star. In simulations, results of the subtraction achieve

contrast ratios of ∼ 5× 10−4 at 1′′. NSD is not ideal due to temporal evolution of

the PSF and the fact that the reference star will be observed under different atmo-

spheric conditions. SSD consists of two images obtained at the same point in time

but at different wavelengths, hence both wavelengths see the same atmospheric

aberrations, although the shorter wavelength is more sensitive to these aberra-

tions. The difference of these images achieve contrast ratios of ∼ 10−4 at the same

separation of 1′′. Finally, SDD consists of taking three images at the same point

in time but at three different wavelengths; one each side of the central 1.625µm

band. The first stage of post-processing involves creating two images λ1 − λ2 and

λ1 − λ3, where λk is the image captured at the kth wavelength, and then these are

combined as (λ1 − λ2) − κ(λ1 − λ3) for a final output, where κ is a weight chosen

to assist in PSF attenuation. Here, contrast ratios of ∼ 10−6 are calculated at 1′′.

Studies such as [78] did in fact show contrasts of approximately 2× 10−5 at a

separation of ′′0.6 using the VLT and Multiple Mirror Telescope (MMT). Marois et
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al. [79] also shows contrasts of a ∼ 1.5× 10−4 at 0.5′′ at the Canada-France-Hawaii

Telescope (CFHT).

1.7.2.2 Spectral Deconvolution

The Spectral Deconvolution (SD) technique as described in [80] relies on the fact

that all structures in the stellar PSF scale with wavelength, whereas any compan-

ions in the field do not. This can be used as an advantage to remove wavelength

dependant artefacts.

Thatte et al. [81] defines the term spaxel to describe a single pixel spanning

the wavelength range; hence the pixels d(x,y, λ1),d(x,y, λ2), ...,d(x,y, λN) can be

described by the spaxel at position (x,y).

SD first requires that the data is scaled to a particular reference wavelength as

to fix the wavelength dependant artefacts, such as the diffraction patterns and

residual speckles. Each spaxel can then be fitted with a low-order polynomial in

order to estimate the PSF at each wavelength. A low-order polynomial is used as

to reject any outliers, such as a planet signal and since each image is scaled any

planets should not completely contaminate a spaxel.

Results from this technique are shown in [81], in which data of AB Doradus

system, captured by the Spectrograph for INtegral Field Observations in the Near

Infrared (SINFONI) instrument mounted on the VLT, is processed. It is interesting

to note that this data was captured without the use of a coronagraph. SD is capable

of extracting the companion AB Doradus C, which is located at a separation of 0.2′′

and has a contrast ratio of 10−2.

In a similar vein to ADI techniques that require a companion to rotate by approx-

imately λ/D, SD techniques require that a companion translates the same distance

after the data are scaled to a reference wavelength. Thatte et al. [81] defines the

bifurication point, the point at which a spaxel will no longer be entirely contam-

inated by a companion signal, by noting that a companion’s motion in a scaled

dataset, ∆r, will be given by

∆r = r− r
λ0
λ1

= r
∆λ

λ1
, 1.17

where r is the companion’s radial separation, λ0 and λ1 are the shortest and

longest wavelengths of the IFS datacube respectively, and ∆λ = λ1 − λ0. The com-
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panion is required to translate by its own extent so the bifurication point, r, can be

written as

r
∆λ

λ1
= 2ε× 1.22λ0

D
, 1.18

where ε is a constant, which is set to > 1 to ensure sufficient companion motion.

1.7.2.3 Planet eXtractor

Devaney and Thiébaut [82] have developed a multi-mode model of the on-axis

PSF in multi-spectral data with the aim of reconstructing the residual speckle so

that it may be subtracted from the data to reveal companions.

In the presence of wavefront errors, Equation 1.2 becomes

ΨA(u, λ, t) = P(u) exp
(
i2π

λ
δ(u, t)

)
, 1.19

where δ(u) is the optical path difference that arises due to aberrations. Following

[83], the exponential term may be expanded as an infinite Taylor series

ΨA(u, λ, t) = P(u)
∞∑
k=0

1

k!

(
i2π

λ
δ(u, t)

)k
. 1.20

After some manipulation, the complex amplitude in the focal plane shows the

following proportionality:

Ψ̂A (r, λ, t) ∝
∞∑
k=0

P̂ (r) ?k δ̂ (r, t) , 1.21

where ?k denotes a kth order convolution, which is to say f ?3 g ≡ f ? g ? g ? g and

f ?0 g ≡ f.

Upon rescaling the data to a reference wavelength, λref, the model becomes

separable, given as an expansion of PSF modes weighted by a chromatic factor, and

the task of fitting the model to the data is reduced to a chi-square minimisation.

In their simulations, Planet eXtractor (PeX) achieves contrast ratios, at a separa-

tion of 1′′, of ∼ 10−6 when fitting a single mode and ∼ 10−7 when multiple modes

are fitted. The performance of PeX shows significant improvement over truncated

SVD at smaller separations achieving contrast ratios of ∼ 10−6 at 0.25′′.
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2
E X O P L A N E T I M A G I N G

As discussed in Section 1.4, high contrast imaging for exoplanet detection is ex-

tremely difficult, presenting a number of challenges to achieve the contrast neces-

sary to detect and study exoplanets. In recent years, a number of instruments have

been specifically designed to tackle these challenges.

2.1 current instrumentation

An overview of current generation planet hunters is given below with an in-depth

view of SPHERE, particularly its IFS.

2.1.1 SPHERE

SPHERE is an instrument developed with the main science goals of direct imaging,

spectroscopic and polarimetric characterisation of exoplanet systems through the

implementation of extreme AO and advanced coronagraphy. It is installed on UT3

of the VLT and saw first light in June 2014.

SPHERE consists of four subsystems: the common path and three science instru-

ments. The common path includes pupil-stabilising optics, the SPHERE eXtreme

Adaptive Optics (SAXO) extreme AO system with a visible wavefront sensor, and

coronagraphic optics before the instruments. The science instruments are: IRDIS,

a dual-band spectrograph; IFS, the integral field spectrograph; and Zurich Imag-

ing Polarimeter (ZIMPOL), a rapid switching polarimeter. An illustration of the

subsystem layout is shown in Figure 2.1.

Dichroics enable the use of IRDIS and the IFS simultaneously in one of two

configurations: IRDIFS and IRDIFS_EXT. The former has IRDIS operating in the

H-band, with the IFS operating in the Y and J-bands, while the latter has IRDIS

operating in the K-band, while the IFS operates in the Y, J and H-bands. ZIMPOL

may only be used on its own.

28
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Figure 2.1: Left: Subsystem layout for SPHERE. The common beam is coloured orange, the
visible beam in blue, and the NIR beam in red. Right: 3D model of the SPHERE
instrument [84].

Figure 2.2: Schematic layout of SAXO [26].

2.1.1.1 SAXO

The AO system of SPHERE, SAXO [26, 85], consists of three sub-systems; the main

AO loop, a differential tip/tilt sensor, and a pupil loop. The purpose of the main

loop is to correct atmospheric turbulence as well as common-path errors such

as defects in the optics visible to the AO system’s WFS. The differential tip/tilt

sensor is used to ensure accurate centring and stability of a target on the system’s

coronagraph to ensure optimal coronagraph performance. Finally the pupil loop

is used to correct for any pupil motion that may occur during an observation. A

schematic of SAXO’s layout is shown in Figure 2.2.
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The AO system consists of four main devices; tip/tilt devices, sensors, a DM

and a real-time computer.

The tip/tilt devices include fast image tip/tilt mirror in the pupil plane to cor-

rect for image motion, while a slow pupil mirror is to compensate for pupil shifts.

The visible SHWFS is paired with a 240× 240 pixel EMCCD. The sensor shows

excellent performance in terms of noise, read-out speed, quantum efficiency and

pixel-transfer function. A measurement made by the SHWFS is shown in Fig-

ure 1.3, in which the 40× 40 array of subapertures is visible, as well as the sec-

ondary obscuration and spider arms of the VLT pupil. The SHWFS is also spatially

filtered to remove aliasing effects [86].

A slow differential tip/tilt sensor is also located close to the coronagraph to

measure image motion between the WFS and the coronagraph to ensure accurate

centring of the observed star on the image plane coronagraphic mask.

SAXO implements a Real Time Computer (RTC) based on Standard Platform

for Adaptive optics Real Time Applications (SPARTA) [87, 88], a standard plat-

form that provides the tools to build RTCs for AO systems. An example SPARTA

configuration consists of an RTC box and a co-processing cluster. The RTC box

consists of:

• VXS communication - a switched fabric backplane with links running at

2.5Gb/s

• Field-Programmable Gate Arrays (FPGAs) - highly parallel processors used

for input/output operations and wavefront processing

• Digital Signal Processors (DSPs) - specialised processors, for floating point

operations that require significant memory, used for wavefront reconstruc-

tion

• Central Processing Units (CPUs) - used for operations that exhibit high algo-

rithmic complexity, such as monitoring and control

while the co-processing cluster is used for tasks that require significant CPU pro-

cessing, recording AO loop data, and system coordination.

The high-order DM consists of 41× 41 actuators in a rectangular configuration.

The actuators are capable of 10µm stroke individually and 1.5µm inter-actuator

stroke, that is the maximum differential stroke between one actuator and an ad-
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Figure 2.3: Laboratory demonstration of SAXO performance at 1.6µm during integration
testing. Left: Seeing-limited image with SR of 5.2± 2%. Right: AO corrected
image with SR of 90.3± 2% [26].

jacent neighbour. The DM has a temporal response faster than 1kHz. This DM is

capable of correcting atmospheric residuals within a control radius defined by

rcontrol =
λ

2d
2.1

where d is the DM actuator spacing as projected onto the pupil, which corresponds

to a control radius of 20 λD , where D is the diameter of the telescope primary

mirror.

During integration tests [26] the performance of SAXO was tested in nominal

conditions with an equivalent guide star magnitude of 9, simulated seeing of 0.85′′,

and a wind speed of 12.5ms−1. With a fully optimised system, a SR of 90.3± 2% at

1.589µm was measured, which corresponds to a global residual error of 81± 10nm.

During on-sky testing, the system was afflicted by what has been dubbed the

Low Wind Effect (LWE) [86] which severely degrades the instrumental PSF. The

LWE occurs when wind speeds in the vicinity of the VLT drop to ∼ 1ms−1.

Sauvage et al. [89] proposes that this effect is caused by a temperature differen-

tial between the incoming wind and the spider structure supporting the VLT’s

secondary mirror. This temperature differential causes the air to lose heat leading

to a measurable optical path difference between the two sides of the secondary

support arms. The SHWFS is not able to observe this effect as it is insensitive

to differential piston. It has been shown that Zernike sensor for Extremely accu-

rate measurements of Low-level Differential Aberrations (ZELDA) is capable of
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Applicable band Apodizer Coronagraph

YJ 4 λD 145mas
YJ 5.2 λD 185mas
YJH 4 λD 185mas
YJH 5.2 λD 240mas
YJHKs 4 λD 240mas

Table 2.1: SPHERE APLC combinations [90].

measuring the affect of the LWE, and subsequently the AO system is capable of

correcting it [89]; however, this was demonstrated in a lab environment where

the simulated LWE was static. Given that the LWE can evolve at a time scale of 1

seconds, this is not an ideal solution as ZELDA is not quick to set.

2.1.1.2 Near InfraRed (NIR) Coronagraph Systems

SPHERE’s NIR coronagraphic system may be set up in a number of configura-

tions including CLCs and Apodized Pupil Lyot Coronagraphs (APLCs). The coro-

nagraphs are optimised for particular wavelengths and IWAs.

The transmission profiles of an apodizer depends on the size of the focal plane

mask in λ
D units, whereas the focal plane masks are given in microns and thus a

given apodizer/focal plane mask combination is only optimal at a specific wave-

length.

The system consists of two apodizers: one optimised for a 4 λD mask, and a

second optimised for a 5.2 λD mask. Three focal plane masks are available of sizes

145, 185, and 240mas. The combinations available are shown in Table 2.1.

Carbillet et al. [91] carried out an extensive numerical study into optimising

apodizer transmission profiles for SPHERE, and the effects that a variety of manu-

facturing defects would have on contrast. From these results, reasonable estimates

for upper and lower bounds on apodizer transmission were deduced. Further anal-

ysis was carried out on the effects of APLC components misalignment and rotation

to provide estimates on the necessary precision.

An apodizer prototype has also been tested thoroughly in the lab [92]. To test

the apodizer transmission, long exposure pupil images were captured with and

without the apodizer, referred to as apodized and reference images respectively.

The resulting apodizer transmission is shown in Figure 2.4. It can be seen that the

apodizer prototype falls outside the tolerences; however, simulations were carried
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Figure 2.4: Transmission profile of SPHERE prototype APLC [92]. The distance from
the center is measured in mm as the outer diameter of the apodizer is
19.8± 0.1mm.

out to compare the prototype apodizer with the ideal apodizer described by Car-

billet et al. [91] and a degradation of 4% in the rejection ratio was measured and

thus, the non-compliance was not deemed critical.

Due to phase errors introduced by the apodizer, an undersized Lyot stop is im-

plemented with an outer diameter 0.96 times the pupil diameter [91]. Furthermore

it is found that an oversized central obscuration also complements attenuation

without reducing transmission too much [93]. To reduce diffraction caused by the

spider arms that support the VLT secondary mirror, the Lyot stop oversizes their

image in the pupil plane by a factor of three [92]. The Lyot stop has also been

modified to mask dead actuators on the DM [26].

Guerri et al. [92] also characterised the APLC in terms of a number of met-

rics; peak attenuation, gain in contrast, IWA, and off-axis transmission. Peak

attenuation is defined as the ratio of the peaks of the coronagraphic and non-

coronagraphic images. Gain in contrast is the ratio of the average intensity of the

image wings in both images. The IWA is the point at which the throughput of an

off-axis source is 0.5 its maximum. The off-axis transmission is equivalent to the

coronagraph throughput. These results are shown in Table 2.2.
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Requirement Measured

Peak attenuation > 100 (goal 400) 270

Gain in contrast 5− 10 24

Inner working angle < 0.1′′ 0.097′′

Off-axis transmission 0.2 at 0.1′′ (goal 0.5) 0.585
(Including Lyot stop) 0.4 at 0.5′′ (goal 0.7)

Table 2.2: SPHERE requirements for coronagraphy in the H-band [92].

2.1.1.3 IRDIS

IRDIS [94] is a differential imaging camera with a FOV of 11 × 11′′, that has

been designed for use across a wide spectral range from 0.95µm to 2.32µm,

and has a pixel scale of ∼12.25mas [95]. IRDIS is capable of operating in four

modes: Classical Imaging (CI) mode, Dual-Band Imaging (DBI) mode [96], Dual-

Polarization Imaging (DPI) mode [97], and Long-Slit Spectroscopy (LSS) mode

[98].

The instrument consists of a common filter wheel, a Lyot stop wheel, a dual

imaging filter wheel, and a Hawaii II RG 2048× 2048 sensor mounted on a two-

axis translation stage for dithering. The common filters include two neutral density

filters, four broadband filters, ten narrowband filters, and two spectroscopy filters,

while the dual imaging filter wheel includes six pairs of filters for use in DBI mode.

The instrument is encased in a cryogenic environment to maintain the sensor at

∼ 80K and the optics at ∼ 100K.

The main mode of operation for IRDIS is DBI in which two neighbouring spec-

tral channels are imaged onto two quadrants of the same 2k× 2k sensor resulting

in two 1024× 1024 images. Dual images are produced with a beamsplitter and a

mirror, with differential path aberrations kept low (< 10nm rms) [99].

A number of filter pairs have been selected based on spectral features of model

exoplanet spectra, such as H2O, CH4, NH3 molecular absorption bands. Details of

these filter pairs are shown in Table 2.3.

IRDIS is capable of operating in a polarimetry mode through the use of crossed

polarizers to produce images in the two orthogonal polarization states simultane-

ously. DPI may achieve greater contrast at small IWAs than other high contrast

imaging techniques, provided the object of interest, such as debris or protoplane-

tary disks, scatters polarized light in the NIR.
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Filter name λc[nm] ∆λ

DB_Y23 1025.8− 1080.2 44.8− 45.5
DB_J23 1189.5− 1269.8 47.6− 50.8
DB_H23 1588.8− 1667.1 53.1− 55.6
DB_H32 1589.0− 1665.3 53.1− 55.6
DB_H34 1665.0− 1736.4 55.6− 57.7
DB_K12 2100− 2251 102− 109

DB_NDH23 includes ND0.5 filter
DB_NDH32 includes ND0.6 filter

Table 2.3: IRDIS DBI filter pairs.

Splitting the image allows measurement of the Q and U components of the

Stokes vector, which defines the linear polarization state. Measurement of the Q

component is achieved through a difference of the two channels, referred to as

a "+Q" image. This subtraction reduces much of the residual speckles in the im-

age; however, residuals due to NCPA will remain. These speckles are further sup-

pressed by modulating the polarization states by 90◦. The difference of these two

images, resulting in a "-Q" image, will result in any objects in the image being

negative, while NCPA will remain positive. Obtaining the difference between the

"+Q" and "-Q" images will eliminate the effects of the NCPA and result in a high

level of contrast being reached as well as a polarimetric precision of 0.5%.

The LSS mode is intending for characterisation of previously detected objects at

low (R ∼ 50, covering Y to K-bands) or medium (R ∼ 350, covering Y to H-bands)

spectral resolution. When operating in LSS mode, the observation must be field

stabilsed to ensure the object of interest is kept inside the slit.

A specialised apodizer has been manufactured, which has been optimised for

LSS [100–102]. The apodizer has low throughput (∼ 30%) but it offers improved

contrast at small separations 0.2′′ to 0.5′′.

Along with the stopless Lyot coronagraph, two dispersive elements are used; a

prism for low spectral resolution and a grism for medium spectral resolution.

2.1.1.4 IFS

The IFS is a lenslet based integral field spectrograph with a FOV of 1.73× 1.73′′.

It has been designed to operate in one of two modes depending on the set up of

IRDIS. The first mode, IRDIFS, has the IFS operating in the YJ bands (0.95µm to
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Figure 2.5: BIGRE lenslet design [104]. The first surface lies on the focal plane of the com-
mon path.

1.35µm) with a spectral resolution of R ∼ 50, while the second mode, IRDIFS_EXT,

has the IFS operating in the YJH bands (0.95µm to 1.65µm) with a spectral resolu-

tion of R ∼ 30.

The system is based on the TIGER1 design described by Bacon et al. [103]

adapted for high-contrast imaging [104, 105]. The primary issue with the TIGER-

orientated Integral Field Unit (IFU) is that crosstalk can be quite large in a

diffraction-limited system. BIGRE2 aims to reduce both coherent (interference

between adjacent lenslets) and incoherent (interference due to PSF broadening)

crosstalk using a unique lenslet array design shown in Figure 2.5.

The lenslet array lies on the focal plane and reimages a micropupil at its focal

plane. The micropupil image lies at the focal length behind the lens surface, which

is reimaged onto a subsequent image plane. A pupil mask may be placed on the

focal plane shared by the two surfaces; however, due to difficulty of manufacturing

and alignment, a mask has instead been placed at a meta-pupil plane on the IFU’s

dispersion element, between the collimation and camera optics (See Figure 2.6).

The final result of the BIGRE system and the meta-pupil mask is that the en-

trance slit function, the images formed by the lenslet array, is essentially achro-

1 “TIGER” is a French acronym standing for “Traitement Intégral des Galaxies par l’Étude de leurs
Rays,” that Bacon et al. [103] named their lenslet-based IFS

2 “BIGRE” was the first word uttered by G. Courtes — the inventor of the TIGER concept — while the
authors (Antichi et al. [104]) explained to him all the problems of diffraction-limited IFS and their
possible resolution using the new optical concept. “BIGRE” is a French exclamation with a meaning
similar to the British: “Bligh-me” or the Italian: “Accidenti.”



2.1 current instrumentation 37
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Figure 2.6: IFU schematic [104].

Parameter Value

Lenslet pitch Dspaxel 161.5µm
Minimum wavelength λmin 0.95µm
Lenslet demagnification K 4.1
Output focal ratio Fout 12

IFS magnification mIFS 1.69
Detector pixel size dpixel 18µm
Disperser spectral resolution R 54

Table 2.4: Parameters of BIGRE design for SPHERE.

matic with secondary peaks an order of magnitude smaller than those resulting

from an Airy disk.

The BIGRE design has been implemented to ensure Nyquist sampling of the

field in both the spatial and spectral domains, a condition referred to as hyper-

sampling, to mitigate speckle aliasing. The chosen design parameters are shown

in Table 2.4.

Antichi et al. [104] concludes that a lenslet array of circular apertures in a hexag-

onal configuration results in superior crosstalk suppression compared to a square

lattice. Therefore the final design consists of 145× 145 circular lenslets arranged

in a hexagonal lattice configuration, rotated by 10.9◦ with respect to the sensor,

projecting the output spectra on to the Hawaii II RG 2048× 2048 sensor which

is rotated by +100.55± 0.10◦ with respect to IRDIS [95]. The final layout of the

spectra on the sensor is shown in Figure 2.7.

The raw IFS data consists of approximately 21, 000 spectra aligned with the

detector columns. Each spectrum from a spaxel is projected on a rectangular area

of 5.1× 35.4 pixels [106], with a spacing of 41.0 pixels between spectra. During

data reduction, each raw image is resampled (see Section 2.2) to a 291× 291× 39

datacube with a pixel scale of 7.4mas [95].
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Figure 2.7: Selected configuration for the SPHERE IFS. The black rectangles represent the
spectra as imaged on to the detector. The x and y axes represent the detector
axes [104].
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Figure 2.8: Schematic of ZIMPOL sensor layout [107].

2.1.1.5 ZIMPOL

ZIMPOL [107] is a rapid switching polarimeter with a FOV of 3.5× 3.5′′, that has

been designed to work in the V, R and I bands, which has been optimised for

operation between 0.6µm to 0.9µm. It shares the visible channel of SPHERE with

the WFS and includes its own visible coronagraph.

The principle of ZIMPOL is that as light is scattered off a gas planet, it will

become polarized. This will allow the detection of a polarized planet signal against

the background, unpolarized signal of a host star.

In order to achieve the sensitivity necessary for exoplanet detection, steps must

be taken to minimise intrumental polarization. The VLT unit and the field dero-

tator component of the common path are afflicted with strong instrumental po-

larization and thus need to be corrected. This is achieved by a tiltable mirror on

the common path, and the polarization compensator within ZIMPOL itself. These

corrections result in ZIMPOL achieving a polarimetric sensitivity of 10−5.

After correction of the instrumental polarization, the incoming beam is passed

through a ferro-electric liquid crystal polarization modulator, which is capable of

switching at 1kHz. The modulated beam is passed to a polarizing beamsplitter

that splits the polarization modulated beam into two intensity modulated beams

whose amplitude is proportional to the polarization signal, each of which are sent

to a separate sensor to use all available light, see Figure 2.8.
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mination of the pupil, which will require sending the light through a very small pinhole and massively overfilling the 
I optics. As a result, we require an extremely bright light such as a supercontinuum source with a power of several 
in a single-mode fiber. 

Figure 3: GPI Schematic design. 
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Figure 2.9: Schematic of GPI design [73].

ZIMPOL takes advantage of two innovative CCD sensors with every second row

of pixels being masked to act as a buffer. The signals captured by the unmasked

pixels during one half of the modulation cycle are shifted to the masked pixels

for the second half of the cycle, and back again for the start of the next cycle.

Repeating this process allows two frames corresponding to different polarization

states to be built up, in alternating pixel rows, over an exposure. This approach

has the advantages that each beam is captured quasi-simultaneously (the beam is

modulated at a faster rate than atmospheric evolution) and both frames are read

by the same pixels, which significantly reduces flat-fielding issues.

2.1.2 GPI

GPI [73], similarly to SPHERE, was designed with the science goal of characteris-

ing exoplanet systems. It is installed on Gemini South and saw first light in Novem-

ber 2013. The instrument can be broken down into a number of subsystems; the

opto-mechanical superstructure, the AO system, the coronagraph system, and the

science instrument. A functional diagram of GPI is shown in Figure 2.9
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The role of the opto-mechanical superstructure is to mount the instrument on

to the Gemini telescope and to house the other subsystems. The AO subsystem is

mounted directly to the superstructure, while the other subsystems are mounted

on a flexure-sensitive frame.

The AO system [108] can be further broken down into two subsystems; the main

AO system and the NIR calibration unit. The main system, typically operating at a

rate of 1kHz, consists of a conventional 11× 11 piezo-electric DM and a high-order,

64 × 64 MEMS DM operating in a woofer-tweeter configuration, such that the

woofer DM corrects low-order wavefront errors that require high stroke, whereas

the tweeter DM corrects higher-order wavefront errors. The system employs a

spatially filtered SHWFS that operates in the visible (700 to 900nm). The calibration

unit, referred to as CAL, is located after the dichroic that sends the visible portion

of the incoming beam to the visible WFS. The CAL system is located after the

apodizing plate and also contains the occulting focal plane mask, discussed below.

The coronagraph system employed is an APLC design [109]. A number of

apodizers have been manufactured, optimised for the Y, J, H, K1, and K2 bands.

The apodizers have a graded transmission profile achieved through he use of 10µm

microdots on a glass substrate. A grid pattern is also overlaid on the apodizer

masks to produce satellite spots in the final images to allow the position and flux

of the target star to be determined. A number of masks have also been manufac-

tured for the imaging bands mentioned, each of which are reflective plates with

a central hole of diameter 5.6 λD cut to allow the central portion of the beam to be

passed to the CAL unit. Due to the design of the apodizer masks, the Lyot stops,

located in the IFS subsystem, do not need to be undersized.

The CAL unit [110] consists of two WFSs to measure the coronagraphic wave-

front in order to measure the NCPA not seen by the AO system. The first WFS

is passed a portion of the beam that is transmitted by the occulting mirror, while

the remaining portion is combined with a portion of the full beam that is trans-

mitted by a beamsplitter that is located downstream of the occulting mirror. The

low-order WFS is responsible for ensuring accurate centring of the target, as well

as measuring wavefront errors that the high-order WFS is blind to, while the high-

order WFS measures mid-spatial frequency errors. The measurements obtained by

the CAL system are fed back to the AO system for correction. The final element of

the CAL system, prior to the IFS is a polarization modulator, which is used when

GPI is operating in polarimetry mode.
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Filter Wavelength
range (µm)

Bandpass Spectral resolu-
tion

(
λ
∆λ

) Spectral length
(pixels)

Y 0.95− 1.14 18% 34− 36 12− 13

J 1.12− 1.35 19% 35− 39 13− 15

H 1.50− 1.80 18% 44− 49 16− 18

K1 1.90− 2.19 14% 62− 70 18− 20

K2 2.13− 2.40 12% 75− 83 18− 20

Table 2.5: GPI filters [111].

The IFS [111] consists of a number of filters and operates in the Y, J, H, K1 and

K2 bands (See Table 2.5). The IFU is based on a lenslet design utilising a 192× 192

array. Similarly to SPHERE’s IFS, much work had to be carried out to reduce

crosstalk between adjacent spectra produced by the unit. The optical design of

the lenslet array is similar to that of P1640 (see Section 2.1.4) as there was strong

collaboration between the GPI and P1640 teams.

Following the lenslet array, filters, and collimation optics, there is a choice of

two prisms for science operations; a Wollaston prism and a dispersion prism.

The Wollaston prism is used in polarimetric mode, such that each micropupil

is reimaged as its two polarization states onto a regular grid on the sensor. This

mode allows measurement of the I, Q, and U Stokes parameters.

The dispersive prism is used for operation in spectrographic mode and consists

of a pair of prism elements to achieve the required spectral resolution, R ∼ 50.

Each micropupil is dispersed such that its spectrum is no longer than 20 pixels

long (See Table 2.5) and separated on the dispersion axis by 22.5 pixels. Each row

of spectra is separated from its neighbouring rows by 4.5 pixels. The disperser

element is rotated by 6.3◦ to ensure dispersed spectra do not overlap.

The resulting ∼ 37, 000 spectra, or ∼ 74, 000 polarization spots, are imaged on to

a 2048× 2048 Hawaii II RG sensor. The final data produced by the data reduction

pipeline [112, 113] are 281× 281× 37 datacubes with a pixel scale of 0.014′′ giving

rise to a FOV of 2.7× 2.7′′.

2.1.3 SCExAO and HiCIAO

SCExAO [114, 115] is an upgrade to the High-Contrast Coronographic Imager for

Adaptive Optics (HiCIAO) instrument [116] installed on the Subaru telescope. This
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combined system is complementary to SPHERE and GPI due to its location in the

Northern hemisphere. SCExAO and HiCIAO were both designed as experimental

systems, as opposed to facility instruments, and are therefore flexible systems that

facilitate easy access to pupil and image planes to allow experimentation with

newly developed high-contrast imaging techniques.

The HiCIAO instrument originally lay behind a high order, curvature sensing

and bimorph mirror adaptive optics system. Imaging can be carried out in one

of three modes: direct imaging (20′′ × 20′′), polarimetric differential imaging (2×

10′′ × 20′′), and spectral differential imaging (4× 5′′ × 5′′). The latter two modes

are achieved by inserting one or two Wollaston prisms respectively into the optical

path. Using a single prism, in conjunction with a rotating waveplate prior to the

AO, separates the image into two orthogonally polarised images. Using a pair

of prisms splits the image into four images which are passed through filters to

capture images of different wavelengths simultaneously.

The AO system, AO188 [117], is a curvature adaptive optics system, which con-

sists of a 188 element wavefront curvature sensor and a 188 element bimorph

deformable mirror. The system has a control bandwidth of > 100Hz and has been

shown to achieve SRs of 40% and 67% in the H and K bands respectively [118].

The SCExAO bench is installed between the AO188 system and HiCIAO. The

input beam, after correction by AO188, first meets a 2000 actuator MEMS DM,

which is followed by a visible/NIR beamsplitter. The visible beam is passed to

a pyramid WFS (as well as other instruments, including VAMPIRES [119] and

FIRST [120]), which feeds the DM, while the NIR beam continues to meet a spider

removal plate. This plate, used to reduce the influence of the Subaru telescope’s

thick secondary support arms, shifts the four quadrants of the beam inwards to

fill the gap created by the spiders.

After the spider removal plate, the beam is passed to the PIAA optics (See

Section 1.6.2) [36]. Due to the sensitivity of the PIAACMC to misalignment, the

focal plane mask, which is commonly entirely opaque, has a reflective annulus

that passes a portion of the on-axis star light to a low-order WFS to correct for

tip/tilt errors. To restore the diffraction limited PSF across the field, the beam is

passed to the inverse PIAA optics. The effect of the spider removal plate and the

PIAA optics is shown in Figure 2.10.
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Figure 2.10: SCExAO beam apodization stages. Left: Entrance pupil. Middle: Pupil after
the spider removal plate. Right: Pupil after the PIAA optics [114].

2.1.4 Project 1640

Project 1640 [121] was the first next-generation exoplanet imager to come online.

It is mounted on the 200 inch Hale Telescope and received first light in December

2011 [75]. The design focuses on the chromatic behaviour of residual speckle noise

and therefore incorporates an IFS that is designed to operate in the 1.06µm to

1.78µm wavelength range.

The AO system used by Project 1640 is PALM-3000 [122]. The system consists

of a tip/tilt mirror, a 241 active aperture low-order DM, a 3388 active aperture

high-order DM, and a spatially filtered 64× 64 SHWFS. The active aperture count

is lower than the total number of actuators in the DMs as a number of actuators

fall outside the beam profile. The SHWFS is capable of operating in a number

of pupil sampling modes allowing performance optimisations to be applied for a

wide range of guide star magnitudes. The entire system is capable of operating at

a frequency of up to 2.0kHz and can achieve SRs of > 85% in the H band.

The coronagraph system implemented is an APLC with the apodizer, focal plane

mask and the Lyot stop all being optimised for the imaging range. The design

parameters have been weighted towards superior starlight suppression at longer

wavelengths due to the lower performance of the AO system at shorter wave-

lengths.

Apodization is achieved using a mask that has undergone ion-beam etching to

create microdots, whose density determines the transmission of the mask (See Fig-

ure 2.11). The mask also consists of a regularly spaced grid that generates satellite

spots in the final images to allow precision astrometry.
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Figure 2.11: Left: P1640 apodizer mask with superimposed grid. Center and right: Magni-
fied images of the mask showing the microdot structure [121].

A reflective mask is placed at the coronagraph focal plane with an opening, of

width 5.37 λD , acting as the occulting mask. Light reflected by the mask continues

downstream to the Lyot stop, while light transmitted by the mask continues to

the wavefront calibration system to ensure accurate centring of the target star.

Following the focal plane mask, the remaining light is split, with 80% sent to the

Lyot mask and the remaining 20% sent to wavefront calibration system. The Lyot

mask matches the entrance pupil with the outer diameter undersized by 2% and

the inner diameter oversized by 25%. Upon exiting the coronagraph system, an

image is formed on the lenslet array of the IFU.

The interferometric calibration wavefront sensor receives the light that is trans-

mitted by the reflective focal plane mask as well as from the beamsplitter prior

to the Lyot stop. This allows the system to measure the wavefront incident on

the IFS and thus the aberrations induced by the coronagraphic system. The recon-

structed wavefront is fed back to the AO system to enable pre-compensation of

these aberrations.

Project 1640’s IFU is based on a lenslet design and is similar in nature to the

SPHERE IFU (See Section 2.1.1.4). The array is a square lattice design of 270× 270

lenslets (only 200× 200 of them are used) with two powered faces. The IFU pro-

duces pupil images on a prism that has been optimised for the operating wave-

lengths of the instrument. All optical elements of the system are aligned square to

the mounting base plate and thus the lenslet array is rotated by 18.43◦ to prevent

spectra overlap on the sensor.
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2.2 ifs data reduction

In order to produce accurate data, Möller-Nilsson et al. [123] models signal prop-

agation through SPHERE. The input flux from a target is given as S(α,β, λ), with

α and β being the sky coordinates, and λ being the wavelength. This signal will

result in a 2D image, I(x,y), captured by the detector. The transformation from

sky coordinates to detector pixels (by the IFS dispersive element) is given by:

S(x,y; λ) = S
(
x∆x,∆y(α,β, λ),y∆x,∆y(α,β, λ)

)
, 2.2

where x∆x,∆y(α,β, λ) and y∆x,∆y(α,β, λ) are pixel to lenslet associations, which

must be determined by the wavelength calibration recipes. It must be noted that

S(x,y; λ) gives the rasterised data but does not include any instrumental effects.

As the signal propagates through the instrument, it will be affected in a number

of ways. The components which alter the signal will be applied sequentially, and

this assumption is crucial to the retrieval of the original data. These components

must be measured and accounted for in the data reduction process to ensure the

science data is unaffected by instrumental influence.

The IFS may be broken down into three parts: the detector and read-out elec-

tronics; the instrument, including the lenslet systems and other internal optical

components; and the telescope, which includes the SPHERE common path. There-

fore, the signal propagation may be represented as:

I(x,y) = G× [DC(x,y)×∆t+B(x,y)

+DF(x,y, λ)× IF(x,y,∆x,∆y, λ)

× TF(x,y,∆x,∆y, λ)× S(x,y; λ)] + RON,

2.3

where G is the total gain, DC is the dark current3, B is the bias, DF is the detector

flat response, IF is the instrument flat response, TF is the telescope flat field, and

RON is the read-out noise which has been chosen to have a statistical mean of

zero. Due to the design of the Hawaii II RG detector, ∆t is given to be:

∆t = n× T ,n > 1, 2.4

3 Dark current is very low for cryogenic NIR detectors, therefore the component being included is
fixed pattern noise.
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Figure 2.12: Left: Raw IFS image of HR8799 as captured by SPHERE on 12-08-2014. Right:
Zoom on the center of the image showing the spectra, and other artefacts,
more clearly. A linear colour scale is used; however, pixel values have been
clamped between 0 and 4096 for visibility.

where T is a constant exposure time, which is approximately 1.3 seconds.

An example of raw data captured by SPHERE is shown in Figure 2.12. This

image will be affected by all components described in Equation 2.3.

The original signal, S(x,y; λ), may be retrieved by reversing this process and is

given by:

S(x,y; λ) =
I(x,y)/G−DC(x,y)×∆t−B(x,y)

DF(x,y, λ)× IF(x,y,∆x,∆y, λ)× TF(x,y,∆x,∆y, λ)
, 2.5

with the RON term being ignored as its mean is zero. Therefore, measuring the

gain, DC, B, DF, IF, and TF terms allows the original signal to be extracted.

2.2.1 Dark and Bias calibrations

Imaging in the absence of a signal, with the instrument shutters closed and all

internal lamps off, greatly simplifies Equation 2.3 such that

I(x,y) = G× [DC(x,y)×∆t+B(x,y)] + RON. 2.6

Again, setting RON to zero allows the dark current and bias to be measured si-

multaneously as

DC(x,y)×∆t+B(x,y) =
I(x,y)
G

. 2.7
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The presence of the ∆t term demonstrates the time dependence of the dark and

bias calibrations. Therefore, a dark and bias measurement is required to match the

exposure time and read-out mode of a science observation.

It is possible to derive separate dark and bias frames if required. This can be

achieved by making a number of measurements with different values of ∆t to

obtain I(x,y,∆t) frames. From these measurements, separate dark and bias frames

may be inferred by performing a linear fit to Equation 2.7. This is carried out as

∆t may not take a value of zero.

2.2.2 Detector Flat Field

The detector flat field,DF, term of Equation 2.5 may be determined by illuminating

the system with a source of known Spectral Energy Distribution (SED), such that

S(x,y; λ) = L(λ). In the case of the SPHERE IFS, the calibration lamps lie behind

the IFU and therefore the lenslet array and telescope do not contribute to these

calibration frames

I(x,y) = G× [DC(x,y)×∆t+B(x,y) +DF(x,y, λ)× L(λ)] + RON, 2.8

where the signal is simply that of the calibration lamp, L(λ). The DF term may be

isolated as

DF(x,y, λ) =
I(x,y)/G−

Dark and Bias term︷ ︸︸ ︷
(DC(x,y)×∆t+B(x,y))

L(λ)
, 2.9

where the dark and bias term was previously measured. However, due to the

presence of the ∆t term, a given detector flat field is only valid for a particular

exposure time.

Given the fact that the calibration lamps may not be monochromatic, a more

general expression may be given as

DFL(x,y) =
∫
I(x,y)/G− (DC(x,y)×∆t+B(x,y))

L(λ)
dλ, 2.10

where DFL(x,y) is the detector flat measured using a given calibration lamp, L =

1...4. The calibration lamps, excluding the broadband lamp, have a very small

bandwidth and may be considered monochromatic.
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It is to be noted that the DF(x,y, λ) term cannot be determined for all wave-

lengths directly and therefore it must be estimated by fitting the DFL(x,y) mea-

surements at each pixel with a function: fx,y(λ).

2.2.3 Instrument Flat Field

The measurement of the instrument flat is similar to that of the detector flat with

the addition of the IFU components to the light path. Therefore, the signal propa-

gation is given by

I(x,y) = G× [DC(x,y)×∆t+B(x,y)

+DF(x,y, λ)× IF(x,y,∆x,∆y, λ)× L(λ)] + RON,
2.11

and therefore the measurement is of DF× IF, which is given by

DF(x,y, λ)× IF(x,y,∆x,∆y, λ) =
I(x,y)/G− (DC(x,y)×∆t+B(x,y))

L(λ)
. 2.12

Detector flats are position independent; however, pixel association is position

dependent and therefore the pixel positions must be remapped through the pixel

description table to measure the IF term.

As with the DF term, the wavelength dependence must be inferred, due to the

limited number of calibration lamps available, by fitting a function

fx,y,∆x,∆y(λ) = DF(x,y, λ)× IF(x,y,∆x,∆y, λ). 2.13

Furthermore, a term referred to as a "super flat", SF, may be obtained by includ-

ing the wavelength association mask produced during the wavelength calibration

stage of the pipeline

SF(x,y) ≡
∫
DF(x,y, λ)× IF(x,y,∆x,∆y, λ)× δ(λ− λx,y)dλ, 2.14

where δ(λ) is the Dirac delta function and λx,y is the wavelength associated with

the pixel at position x,y. Due to the temporal variation of the individual compo-

nents of Equation 2.14, it must be reconstructed for all data reductions.



2.2 ifs data reduction 50

2.2.4 Spectral Regions

The locations of spectra on the detector may be determined by exposing the IFS

to an external broadband source in the IFS calibration arm. Each detector pixel

can then be assigned to a particular spectrum and given a first guess wavelength

based on an instrument model. The spectra are isolated with a simple algorithm

as follows:

1. Create dark-subtracted calibration frames with bad pixels flagged or set to

zero,

2. Divide the frame by the detector flat field that was measured using the broad-

band calibration lamp,

3. Threshold the frame to isolate spectral regions,

4. Associate each region with regions expected from the IFS lenslet model,

5. Generate the pixel description table and label pixels outside the spectral

regions as zero.

This simple approach can be quite robust but requires a flat spectral response

and requires high contrast between on and off-spectra pixels. This is not ideal

when spectra do not image perfectly within pixel boundaries as partially illumi-

nated pixels will effectively blur the spectral region, decreasing contrast.

To overcome the issues with the simple algorithm, SPHERE’s data reduction

pipeline models a function of expected spectral locations to aid the thresholding

algorithm. The model is given as

M(x ′,y ′) =


0 off-spectra

1 on-spectra
. 2.15

An offset, ∆x,∆y must then be calculated to minimise the difference between

the model and the detector image, with the ideal case being

I(x+∆x,y+∆y) =M(x ′,y ′). 2.16
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2.2.5 Wavelength Calibration

To correctly assign each pixel its relevant wavelength, calibrations must be carried

out by capturing raw wavelength calibration frames using monochromatic cali-

bration lamps of known wavelengths (0.9877, 1.1237, 1.3094, and 1.5451µm). The

signal propagation is given as

I(x,y) = G× [DC(x,y)×∆t+B(x,y)

+DF(x,y, λ)× IF(x,y,∆x,∆y, λ)× S(x,y; λ)] + RON,
2.17

which is similar to the instrument flat field measurement case; however, we aim

to extract the signal, S(x,y; λ), rather than the instrument flat field. The signal can

be rewritten as

S(x,y, λ) =
I(x,y)/G− (DC(x,y)×∆t+B(x,y))
DF(x,y, λ)× IF(x,y,∆x,∆y, λ)

. 2.18

To retrieve the signal, these calibration frames are dark-subtracted and divided

by the instrument flat field (or super flat in the case of using the broadband cali-

bration lamp). The flat fielded signal, S(x,y), is analysed to locate the positions of

the spectral lines produced by the calibration lamps. The positions are determined

by searching in the region where the spectral line would be expected to be given

the IFS model. The search must be localised to avoid fitting additional faint lines

that may arise due to fringing.

After locating the spectral lines, a polynomial fit is carried out on the positions

of the known wavelengths. This polynomial is then used to assign wavelength

values to the intermediate pixels. If a polynomial of order > 1 is used, its second

derivative is used to estimate the dispersion.

2.2.6 Further Calibrations

To accurately construct the wavelength datacube the spectra produced by the IFS

must also be corrected to compensate for other effects, such as atmospheric atten-

uation.
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The atmospheric absorption is inferred simply by observing a known source and

dividing by the known spectrum. This is carried out to reduce the dependency of

the pipeline on modelled quantities.

Generally, the coronagraph attenuation is not removed as incorrect removal will

adversely affect reduced data quality. However, if necessary, its contribution may

be inferred by taking exposures both with and without the coronagraph.

Equation 2.3 ignores additive effects such as those that arise due to instrumental

background and sky background. Thus, the signal may be expanded

S(x,y; λ) = Ssky(x,y; λ) + Sins(x,y; λ) + Ssci(x,y; λ), 2.19

where Ssky and Sins are the sky and instrument backgrounds respectively and

Ssci is the science signal of interest. For the IFS, these contributions are expected

to be small and not affect the IFS’s goal of exoplanet detection; however, these

must be accounted for in special situations, such as imaging extended sources

such as protoplanetary disks.

2.2.7 Wavelength Cube Creation

The final stage of the data reduction pipeline is to construct the wavelength dat-

acube, S(α,β, λ). This step is non-trivial as the lenslet array has a hexagonal lattice

structure so the transformation from x,y detector coordinates to α,β sky coordi-

nates is not straightforward.

Spectra positions on the detector have been identified and each corresponding

pixel assigned a wavelength in the creation of the pixel desciption table during

previous steps of the data reduction cascade. Each spectrum is extracted and saved

in the lenslet description table which describes the data in terms of the lenslet

"view" of the IFS. The lenslet description table accounts for dithering and combines

spectra, if applied. The final step in the construction of the wavelength data cube

is the projection of the hexagonal grid on to square pixels. This is achieved with

an algorithm based on Generic IMage ROtation and Scaling (GIMROS) [123].

A summary of the necessary calibrations are shown in Table 2.6, with sample

calibration images shown in Figure 2.13.
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Figure 2.13: Selection of subsections of unprocessed SPHERE calibration frames. Colour
scales are linear; however pixel values are arbitrary as pixel values are
clamped for visibility.
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Calibration Frequency Time Accuracy

Dark and Bias daily 60 mins total < 1e−/sec
Detector flat 5-10 times/night 10 mins < 0.1%
Pixel/Lenslet association daily 15 mins < 1%
Wavelength calibration 2/day 5 mins < 0.2 pixels
Field center 1/day 10 mins < 10−3′′

Astrometry 1/week 20 mins < 5× 10−3′′

Flux calibration 1/week 20 mins < 0.1 mag
Atmospheric calibration On request 20 mins < 5%

Table 2.6: List of IFS calibrations required, along with their frequency and their impact on
observation time (including target acquisition) [124].

2.2.8 Data Reduction using Reflex and EsoRex

The SPHERE data reduction pipeline is distributed by the European Southern Ob-

servatory (ESO)4. The pipeline consists of three applications: Reflex, a graphical

user interface for executing pipeline workflows; Gasgano, a graphical user inter-

face for data browsing and organisation; and EsoRex, a command line application

for launching pipeline recipes. The pipeline is distributed with its dependencies,

such as CFITSIO5, FFTW6, and the Common Pipeline Library7.

The goal of Reflex [125] is to automate the reduction of raw data through the

use of a workflow engine, which provides a real time visual representation of the

data reduction cascade. Standard workflows are distributed for IRDIS, IFS, and

ZIMPOL. To ensure the pipeline is working correctly, it is distributed with raw

data of HIP83693, see Figure 2.14.

The standard IFS workflow is preconfigured with default values, such as param-

eters pointing to directories containing static calibration data. Therefore to reduce

the HIP83693 data, one must simply set the input directory to point to the location

of the raw data.

All data is stored in the fits file format [126], which contains header information

about the observation. It must be noted that the fits file format supports compres-

sion but that Reflex does not support decompression at the time of writing and

therefore the user must ensure that all .fits.Z files are decompressed prior to

4 http://www.eso.org/sci/software/pipelines/sphere/
5 https://heasarc.gsfc.nasa.gov/fitsio/fitsio.html
6 http://www.fftw.org/
7 http://www.eso.org/cpl/

http://www.eso.org/sci/software/pipelines/sphere/
https://heasarc.gsfc.nasa.gov/fitsio/fitsio.html
http://www.fftw.org/
http://www.eso.org/cpl/
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Figure 2.14: Left: Raw IFS image on a linear colour scale with pixel values clamped for
visibility. Right: Single frame of the reduced datacube on a linear colour scale
with no postprocessing.

a reduction attempt. This header information is used by Reflex to automatically

organise the available data using Organisation, Classification, Association (OCA)

rules, which are based on the SQL language, see Listing 2.1.

Parameters of all recipes along the reduction pipeline are available for changing

from their default values before the reduction is finally run. The results of the

data classification are displayed to the user to ensure all files have been correctly

identified and that reduction is possible. The results of the reduction are saved to

disk at a user-specified location.

1 if (DPR.CATG=="CALIB" and SEQ.ARM=="IFS" and DPR.TYPE=="DARK" and
2 DPR.TECH=="IMAGE" ) then
3 {
4 REFLEX.CATG = "IFS_DARK_RAW";
5 RAW.TYPE = "IFS_DARK";
6 CATG = "CALIB"
7 }

Listing 2.1: Example OCA rule for raw frame classification.
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D ATA S I M U L AT I O N

3.1 pex simulation

As part of their work on PeX [82], Devaney and Thiébaut developed the PeX sim-

ulation package. The package is written in Yorick1, an interpreted programming

language [127]. Yorick is designed for use with numerical calculations and incor-

porates a rich graphical library for 2D and 3D visualisation. It shares much of its

syntax with the C programming language and is extensible through the use of C

or Fortran functions via an open Application Programming Interface (API).

The PeX simulation package has a number of dependencies: FFTW, Yeti2, and

Signal Processing Library (SPL)3. FFTW, as mentioned previously, is a high perfor-

mance discrete Fourier transform library that is written in C. Yeti is a extension

to Yorick that implements a number of low level data structures and functions. Of

particular interest in the Yeti package is its implementation of hash tables; a data

structure similar to an array but with arbitrary key indices. Finally, SPL provides

a number of high performance spline interpolation algorithms.

The simulation relies on Fraunhofer diffraction [24] theory to model the diffrac-

tion caused by the major optical elements of the imaging system, including the

telescope primary mirror and the coronagraph system. In order to achieve this, a

model of the telescope is initially created in the form of a hash table to store data

such as pupil sampling, the noise model, and the optical path aberrations.

3.1.1 Multispectral Imaging

To simulate images at multiple wavelengths, the simulation package currently gen-

erates a model detector and pupil for each wavelength. This is carried out to ensure

correct sampling of the pupil at each wavelength.

1 https://github.com/dhmunro/yorick
2 https://github.com/emmt/Yeti
3 Not yet freely distributed
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https://github.com/dhmunro/yorick
https://github.com/emmt/Yeti
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Each channel object, one for each wavelength, is stored as part of the model

object and encapsulates a detector, an entrance pupil, and a coronagraph, both

the focal plane mask and the Lyot stop. The detector encapsulates parameters

including its size, pixel fill factor, an offset for dithering, pupil sampling, noise,

and gain. The pupil object is used to encapsulate its parameters such as inner and

outer diameters, its sampling, and apodization, if applied. Finally the coronagraph

object stores the focal plane mask and the Lyot stop. The focal plane mask is

generated from an angular size, while the Lyot stop is generated with respect to

the primary and secondary mirror sizes.

3.1.2 Point Spread Function Computation

To generate the PSFs, each source in the image must have its position and SED

defined. The position of each source is defined as its offset from the optical axis

in units of arcseconds. Thus, the star being observed, assuming accurate centring,

will have a position rsrc = (0.0′′, 0.0′′).

The SED of each source is defined as its total flux, in photons, across all channels.

Therefore, given a particular flux of the star, the zeroth source, companions may

be given a relative brightness simply by dividing by the contrast ratio.

The procedure to generate the PSF of each source in each channel is as follows.

First, the aberration-free pupil is used to initialise a scale factor as we wish to

generate a normalised PSF with an integral of 1. The aberration-free pupil may

be apodized, see Section 3.2.1. Tilt parameters are computed to account for each

source direction. If dithering is applied, the tilt parameters are updated to account

for the offset of the optical axis on the sensor. Following the notation of Equa-

tions 1.2 to 1.5, the complex amplitude in the pupil plane is then calculated as

ΨA(u, λ) = P(u) exp
(
i2π

λ
(rsrc ·u)

)
. 3.1

The diffracted complex amplitude in the focal plane is proportional to the

Fourier transform of the pupil and is calculated as
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Ψ̂A(r, λ) =
∫∫
ΨA(u, λ) exp

(
−
i2π

λ
r ·u

)
d2u 3.2

=

∫∫
P(u) exp

(
−
i2π

λ
u · (r− rsrc)

)
d2u. 3.3

To facilitate efficient computation of the Fast Fourier Transform (FFT), the com-

plex amplitude term, ΨA, is padded to the closest ’good’ FFT size, which is a

power of 2, after which the FFT is performed and the scale factor updated, as is

required after each FFT.

After computing the complex amplitude in the focal plane, the coronagraph is

applied simply by multiplying the resulting image by the mask. To revert back to

the pupil plane, the Fourier transform is taken where the Lyot stop is applied by

another multiplication. Applying the Fourier transform once more and comput-

ing the squared modulus of the resulting complex amplitude will give the final

coronagraphic PSF.

As the PSF will be rastorised by a sensor, pixel integration must be taken in to

account. As this is essentially a convolution of the final image by a subpixel square

aperture, this may be carried out efficiently in the Fourier domain as

F {f ∗ g} = F {f}×F {g} . 3.4

The Fourier transform of the final coronagraphic PSF is taken once again and is

then multiplied by an appropriately scaled 2D sinc function as this is the Fourier

transform of a square aperture. Finally, the inverse Fourier transform is taken and

the PSF normalised by the scale factor. Examples of both on and off-axis PSFs are

shown in Figure 3.1.

3.1.3 Optical Path Aberrations

As modern planet hunters implement high performance AO and can therefore

achieve very high SRs (∼ 95%), the PeX simulation package assumes that atmo-

spheric residuals are corrected in their entirety leaving only optical path errors in

the instrument optics. These errors are simulated to have a power spectrum of the

form:
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Figure 3.1: Left: On-axis coronagraphed PSF. Right: Off-axis coronagraphed PSF. Both
PSFs are normalised, displayed on a log scale and are free from aberrations.
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Figure 3.2: Left: An instance of a simulated power spectrum of the residual optical path
errors. Right: The phase screen arising from the power spectrum on the left.
The RMS error is 30nm. Piston, tip and tilt have been removed.

PSD(k) =
α

(1+ (β× k/Dp)2)γ
, 3.5

as presented by Palasantzas [128], where k is the spatial frequency, α is the vari-

ance at low frequencies, β is a scale parameter, and γ is the exponent of the power

spectrum when k is large. For the case of SPHERE, we fit α = 9×10−16m2, γ = 0.8,

and β = 0.47 DDp with Dp being the sampling the pupil. This power spectrum is

weighted by an instance of Gaussian noise before taking its Fourier transform to

give a 2D array of the optical path errors, δ(u). Before applying this phase screen,

the piston, tip and tilt modes are removed. An instance of a power spectrum and

its corresponding phase screen are shown in Figure 3.2.

The phase screen is applied in the simulation by adding the δ(u) term, which is

the optical path difference that arises due to aberrations, to the complex amplitude

in Equation 3.1. This facilitates its propagation through the simulation and gives
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Figure 3.3: Left: On-axis coronagraphed PSF. Right: Off-axis coronagraphed PSF. Both
PSFs are normalised, displayed on a log scale and are are aberrated with 30nm
RMS wavefront error.

ΨA(u, λ) = P(u) exp
(
i2π

λ
(δ(u) + rsrc ·u)

)
, 3.6

and

Ψ̂A(r, λ) =
∫∫
P(u) exp

(
−
i2π

λ
[u · (r− rsrc) − δ(u)]

)
d2u. 3.7

Examples of aberrated PSFs are shown in Figure 3.3.

3.2 sphere simulation

While initially being capable of simulating aberrated, coronagraphic telescope

PSFs a number of parameters had to be modelled by the author and added to the

simulator to accurately recreate data as would be produced by SPHERE, specifi-

cally the telescope entrance pupil and the coronagraph system.

As SPHERE is mounted on the VLT, this sets the values of the diameters of

the primary and secondary mirrors, M1 and M2 respectively. The IFS produces

data, after reduction, with dimensions 291× 291× 39 where the effective sensor

size of 291× 291 pixels and there are 39 images captured across the imaging band.

Although the exact wavelengths of each frame may vary from observation to obser-

vation, the initial data models set imaging in YJ-mode to be in the 0.95− 1.35µm

range and imaging in YJH-mode to be in the 0.95− 1.65µm range. After data re-

duction, each pixel will have a scale of 0.0073′′ per pixel. The coronagraph mask

diameters are outlined in Section 2.1.1.2. A summary of these parameters and their

values are shown in Table 3.1.
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Parameter Value Comment

Primary diameter (M1) 8.115m
Secondary diameter (M2) 1.120m
Image dimensions 291× 291px After resampling
Pixel scale 0.0073′′/px
Spectral range 0.95− 1.35µm YJ-mode

0.95− 1.65µm YJH-mode
Coronagraph diameter 145, 185, and 240mas See Table 2.1
Lyot stop outer diameter 0.96×M1
Lyot stop inner diameter 1.04×M2

Table 3.1: PeX simulation parameters for modelling the VLT.

3.2.1 Entrance Pupil

The geometry of the VLT entrance pupil isn’t a simple annulus as the secondary

mirror requires a support structure in the form of spider arms. Diffraction by these

arms will affect the final PSF and therefore must be included in simulations. The

exact geometry of the VLT pupil is given in Guerri et al. [92] and is displayed in

Figure 3.4.

The geometry shown in Figure 3.4 allows the thickness of the spider arms to be

calculated relative to the pupil outer diameter, which is crucial as the dimensions

(in pixels) of the pupil in each channel of our simulation varies with wavelength. It

is also possible to derive the point at which each spider arm intercepts the central

obscuration.

To correctly project the spider arms on to the sampled pupil plane, it is necessary

to implement an algorithm that is capable of varying the thickness of the projected

line as well as anti-alias the edges to ensure smoothness.

Bresenham’s Algorithm [129] is a simple line drawing algorithm that is used to

rasterise straight lines. In its simple form, the algorithm does not support lines of

variable thickness and due to its simplicity, anti-aliasing is not implemented. An

alternative is Wu’s algorithm [130] that does implement anti-aliasing; however, the

algorithm also assumes thin lines are used. To overcome these issues, a supersam-

pling technique is implemented.

A grid is created that is upscaled by a factor of 10. Having already calculated

the start and end points of the line, it may be fitted as y = mx+ c. Two analytical

lines are modelled with the same slope and with x ′ = x±w/2, where w is the
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the tolerance limits between radius 2.5 mm and radius 4 mm. Furthermore,
the Y band measurements also show that the transmission exceeds the upper
limit close to the pupil edge. The transmission profile is quite constant from Y
to H band, thus showing the achromatism of the Inconel coating. The global
transmission coefficient value of the apodizer is 65% ± 3% in J and H bands
and 68% ± 3% in Y band.
Because of the non-respect of the tolerance limits between 2.5 and 4mm, we

found useful to study the effect of this discrepancy in operational conditions,
i.e. on SPHERE in the presence of residual atmospheric and static aberrations.
The results of the simulations will be presented in Section 4.5.

4.2 The pupil mask

Testing the ALC with an obscured entrance pupil was mandatory since the
apodizer transmission profile is optimized with respect to the pupil geometry.
The pupil mask was laser-cut in a stainless steel sheet (STEEC, France).
Its design simulates the exact VLT pupil at the scale 1/444, with an outer
pupil diameter of 18 mm (see Fig. 6). Table 4 gives the main manufacturing
tolerancing.
This entrance pupil mask was set in the optical path at the same place as

that of the theoretical entrance pupil.

Fig. 6 L eft: picture of the VLT pupil mask. Right: mechanical blueprint of this pupil maskFigure 3.4: Schematic of the scaled VLT pupil mask used by Guerri et al. [92] in their
validation of the prototype APLC.

width of the line to be drawn. Any pixel that falls within x ′min and x ′max by more

than a factor of 0.5 is filled. This is shown graphically in Figure 3.5.

The supersampled grid is then downsampled to its original dimensions and

each pixel value is calculated as the normalised sum within the supersampled

pixel. The result of this process is shown in Figure 3.6.

This approach of applying the spider arms in the pupil is also applied when

simulating the Lyot stop as it also includes spider arms to suppress the diffraction

they cause. In the case of the Lyot stop, the spider arms are oversized by a factor

of 3.

3.2.2 Apodizer Transmission

The transmission of a prototype apodizer for SPHERE is presented in Guerri et al.

[92] and is shown in Figure 2.4.

To accurately extract the transmission profile, the original figure was first im-

ported into Inkscape4, which is an open-source, professional quality vector graph-

ics software. This allowed the transmission curve to be traced with a Bezier curve.

4 https://inkscape.org/en/

https://inkscape.org/en/
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Figure 3.5: Visual representation of the implemented supersampling algorithm. The entire
grid represents a single pixel that is supersampled at a rate of 10. The red line
shows the center of the line to be drawn, the green lines represent the edges
of the line, and the yellow dots represent that those pixels will be filled before
downsampling.
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Figure 3.6: Left: Clear pupil with VLT dimensions. Right: VLT pupil with spider support
structure.
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Figure 3.7: Left: 1D cross-section of the weighted B-splines used to fit the traced apodizer
throughput. Right: 2D apodizer throughput calculated as the sum of the eight
terms shown in the left panel.

It is important to include known anchor points while tracing to ensure correct scal-

ing of the curve to its axes. Once accurately traced, the curve’s path is extracted

from its XML descriptor for parsing. The path’s first two values are the initial x,y

positions of the curve, with each subsequent pair of values being relative offsets

∆x,∆y.

After extraction and normalisation, the curve may be fitted with appropriately

weighted basis splines of degree 3[131] to regions of the pupil. The B-spline used

is

B3(x) =



2
3 +

(
x
2 − 1

)
· x2 |x| < 1

1
6(2− x)

3 1 6 |x| 6 2

0 |x| > 2

. 3.8

The apodizer throughput is fit using eight terms whose sum gives the final

throughput, shown in Figure 3.7. The throughput is not perfectly fitting at the

centre of the pupil; however, this is unimportant as this region will be occulted by

the secondary mirror.
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3.3 validation of sphere simulation

In testing SPHERE’s APLC, Guerri et al. [92] characterised the system in terms

of a number of metrics, as discussed in Section 2.1.1.2. Those metrics are: peak

attenuation, gain in contrast, IWA, and off-axis transmission. To validate the PeX

simulation, measurements of these metrics are carried out.

peak attenuation To measure peak attenuation, defined as the ratio of the

peaks of the coronagraphic and non-coronagraphic images, two images at 1.65µm

are simulated, one with and the other without the coronagraph in place. Peak

attenuation is calculated as the ratio of the peak of the two images.

gain in contrast To calculate the gain in contrast, the two images used to

measure the peak attenuation have their central cores masked, while leaving the

diffraction rings untouched. The sum of the remaining pixels is calculated and

their ratio used to calculate the gain in contrast.

inner working angle To calculate the IWA, a number of simulations are

carried out with the coronagraph in place. A single source is translated from the

optical axis to the edge of the field with the throughput calculated for each point.

The throughput is normalised to its maximum value across the field and the point

at which it takes a value of 0.5 defines the IWA. The results of these simulations

are shown in Figure 3.8.

off-axis transmission The off-axis transmission is calculated by simulat-

ing two images, one with the coronagraph, including the mask and apodizer, in

place and the other without the coronagraph and apodizer. The off-axis transmis-

sion is defined as the ratio of these two images. Simulations are carried out with a

source at a separation of 0.1′′ and 0.5′′.

A summary of these results are compared to SPHERE’s coronography require-

ments, as outlined by Guerri et al. [92], in Table 3.2. For a visual comparison, PSFs

measured by Guerri et al. [92] are shown with PSFs simulated with the PeX simu-

lation package in Figure 3.9. It is shown that the PeX simulator accurately models
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Figure 3.8: Normalised throughput as a function of radial separation. The IWA is shown
as the separation that corresponds to a normalised throughput of 0.5.

Requirement PeX Measurement

Peak attenuation > 100 (goal 400) 388

Gain in contrast 5− 10 10.89
Inner working angle < 0.1′′ 0.088′′

Off-axis transmission 0.2 at 0.1′′ (goal 0.5) 0.48 at 0.1′′

(Including Lyot stop) 0.4 at 0.5′′ (goal 0.7) 0.68 at 0.5′′

Table 3.2: Comparison between coronagraphy measurements, in the H-band, made on PeX
simulations and measurements made in the lab by Guerri et al. [92].

the requirements for SPHERE and therefore analysis carried out on simulated data

will be representative of that carried out on SPHERE data.

3.4 speckle chromatism

As described in Section 3.1.3, the component of the complex amplitude due to

wavefront errors, δ(u), as propagated by the the telescope entrance pupil, P(u), is

described as

ΨA(u, λ) = P(u) exp
(
i2π

λ
δ(u)

)
. 3.9

This expression may be approximated by
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Figure 3.9: Top row: PSF measurements made in the H band by Guerri et al. [92]. Bottom:
PeX simulation PSFs. Left to right: non-apodized PSF, apodized PSF, apodized
and coronagraphed PSF. Images are shown on a log scale and normalised to
the same exposure time.

ΨA(u, λ) = P(u) ·
(
1+

i2π

λ
δ(u)

)
, 3.10

and as the goal of the coronagraph is to cancel the on-axis light, the post-

coronagraphic electric field for a perfect coronagraph is given as

ΨC(u, λ) = ΨA(u, λ) − P(u) =
i2π

λ
δ(u)P(u). 3.11

This expression allows us to define to the monochromatic post-coronagraphic

speckle field:

S(λ) ≡ |Ψ̂c(λ)|
2 =

(
2π

λ

)2
· |P̂ ∗ δ̂|2. 3.12

This shows that the intensity of the speckles vary as λ−2, while their spectral

scaling arises due to the fact that the wavefront error, δ(u), is a function of spatial

frequency and not image plane coordinates.

Antichi et al. [104] continues to apply the grating equation,
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Figure 3.10: Left: A reference on-axis PSF (λ = 0.95µm) taken from a multispectral dat-
acube simulated with no coronagraph or apodizer, and in the presence of
30nm RMS wavefront error. Right: A slice through the multispectral datacube
along the λ dimension, which spans 0.95µm to 1.65µm. Both images are shown
on a log scale.

mλ = d sin(θ), 3.13

where m is the diffraction order, θ is the diffraction angle, and d is the grating

constant corresponding to a given spatial frequency:

d(u) ≡ 1

u
. 3.14

The position on the image plane is simply given as

x = f sin(θ), 3.15

where f is the focal length of the imaging optics after the coronagraph. Combining

Equations 3.13, 3.14, and 3.15, the position of a speckle in the image plane may be

written as

x = f ·m · λ ·u. 3.16

This demonstrates that the position of a speckle that arises due to a specific spatial

frequency due to wavefront errors scales linearly with wavelength. An example

of speckle chromatism is shown in Figure 3.10. The linear relationship between

wavelength and speckle position can clearly be seen.
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3.4.1 Image Resampling

With regards to the PeX simulation package, there are three coordinate systems

employed: the pixel, sky, and reference systems.

The pixel coordinate system refers to the pixel location in an image starting

at (1,1) and continuing up to (M,N), where M and N are the dimensions of the

image in pixels. This (x,y) coordinate may also be extended to refer to a particular

wavelength as well by including a third term, (x,y,λ).

The sky coordinate system is shared by all images. Positions in the sky coordi-

nate system are angular distances measured in radians. For the sake of this work,

it is assumed that all images are already aligned in the sky coordinate system.

The reference coordinate system is such that the diffraction patterns for all im-

ages are aligned. This coordinate system is used to scale images to a single refer-

ence wavelength. The reference coordinates are simply the sky coordinates magni-

fied by a chromatic factor:

γ(λ) =
λref

λ
3.17

and therefore

xref = γ(λ)x, 3.18a

yref = γ(λ)y. 3.18b

The relation between sky and reference coordinates implies that the origins of

these two systems are aligned. Physically, this corresponds to the optical centre,

which is the point where a plane wavefront perpendicular to the optical axis is

focused. This is done by means of the coefficients of the pixel to sky transform:

x = (i1 − c1)× s1, 3.19a

y = (i2 − c2)× s2, 3.19b

where (i1,i2) are the pixel coordinates, (s1,s2) are the sampling steps (in radians)

along each axis, and (c1,c2) are the coordinates of the optical center in pixel coor-

dinates.
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Figure 3.11: Left: The reference on-axis PSF shown in Figure 3.10 resampled to λref =
1.65µm. Right: A slice through the resampled datacube along the λ dimension.
The resampled separation coordinates are shown with dashed white lines.
Both images are shown on a log scale.

Aligning the images in the reference coordinate is achieved through the use

of cubic B-spline interpolation and the operation is normalised to preserve the

integral of the image. An example of a resampled PSF is shown in Figure 3.11. Note

the change in x,y coordinates due to the rescaling process. It would be possible

to avoid the truncation of the data at shorter wavelengths by padding the data

appropriately before resampling. In the absence of a coronagraph, it is seen that

the speckles align perfectly in the slice along the λ dimension of the datacube.

3.4.2 Coronagraph Inaccuracies

It is to be noted that CLCs and, by extension, APLCs are matched to a single

wavelength and therefore the assumption of speckle scaling does not hold.

As discussed by Aime and Soummer [31], CLCs and APLCs will suffer from

size chromatism due to the dependence of the PSF on wavelength and the opti-

misation of a focal plane mask to a single wavelength, λ0. This can be seen in

Equation 1.4 due to the presence of the a term, which is wavelength dependant.

Size chromatism manifests as an effective change in the focal plane mask size.

The residual energy after a coronagraph as a function of mask diameter is shown

in Figure 3.12; from which it can be seen that a broadband mask will have varying

performance across the operating bandwidth. As a result of this, the speckle field

will not evolve perfectly with wavelength. This issue is compounded by the fact



3.4 speckle chromatism 72

Figure 3.12: Residual energy inside the aperture in plane C of Figure 1.4 as a function of
focal plane mask size (in λ

D units) [31]. The dashed line represents a CLC and
the solid line an R&R style phase mask. The arrows show the first two minima
achieved by the CLC mask, which occur at 1.75 λD and 3.72 λD .
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Figure 3.13: Left: A slice through a coronagraphed multispectral datacube. Right: A slice
through the resampled datacube. The change in the coronagraphic PSF with
respect to wavelength is clearly seen. Both images are shown on a log scale.

that a given apodizer is optimised for a given focal plane mask. This imperfect

scaling in the presence of a coronagraph and apodizer is shown in Figure 3.13.

The issue of size chromatism may be overcome using an achromatization sys-

tem, such as a Wynne corrector [132]. The system would magnify the beam to

compensate for the apparent variation in the focal plane mask size, effectively set-

ting λ
D to be constant across the imaging band as D will become a function of

wavelength. The magnification must be reversed in the pupil image before meet-

ing the Lyot stop. Simulations have been carried out to examine the performance

of an apparent variable size focal plane mask, the results of which are shown in
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Figure 3.14. It can be seen that the introduction of the Wynne corrector realigns

the speckles across the imaging band.

3.4.2.1 Speckle correlation

To quantify the variation of speckles with wavelength, a number of observations

with a single, on-axis source and random speckle fields are simulated. These data

are resampled to a single reference wavelength, at which point the normalised

cross correlation is calculated as

cλ1,λ2 =
∑
x,y

dλ1 ×dλ2√
d2λ1 ×d

2
λ2

, 3.20

where dλ is the data at wavelength λ. This analysis is carried out for both imaging

modes of the IFS; YJ (0.95 to 1.35µm) and YJH (0.95 to 1.65µm) mode. The results

of these simulations are shown in Figure 3.15.

The same analysis is carried out having implemented an achromatic focal plane

mask through the use of a Wynne corrector. The results of this analysis, as shown

in in Figure 3.16, show a significantly more stable PSF across the imaging band

for both operating modes. This will be of significant benefit in two ways; in coron-

agraph design and the design of multispectral data post-processing techniques. In

the case of the former, coronagraph design may be influenced as the stable broad-

band PSF will allow further optimisation of APLCs which will result in improved

on-axis starlight rejection across the imaging band [31]. In the latter, a more sta-

ble PSF across the imaging band will allow the on-axis PSF to be modelled more

accurately, particularly at smaller angular separations.
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Figure 3.14: Top row: Cross section of aberration-free coronagraphic datacube with Wynne
corrector used. Middle row: Cross section of coronagraphic datacube in the
presence of 30nm RMS wavefront error. Bottom row: Cross section of coro-
nagraphic datacube in the presence 30nm RMS wavefront error and with a
Wynne corrector in use. Left column shows datacube cross sections while the
right column shows cross sections of the resampled datacubes. The optical
path errors in the middle and bottom row are identical. All images are shown
on a log scale.
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Figure 3.15: Normalised cross correlation of the first frame of resampled data with all
other frames. The aberrated cross correlation is the average of 100 observa-
tions. Top: YJ mode. Bottom: YJH mode.
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Figure 3.16: Normalised cross correlation of the first frame of resampled data, captured
with an achromatic coronagraph, with all other frames. The aberrated cross
correlation is the average of 100 observations. Top: YJ mode. Bottom: YJH
mode.
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M A X I M U M L I K E L I H O O D D E T E C T I O N

The probability of observing data, x, under a model that is parametrised by Θ is

expressed as f(x|Θ), where f is referred to as the probability density function. The

expression reads as "the probability of observing x given Θ". Likelihood is useful

in the reverse situation where the data are known and the model parameters are

not; therefore the likelihood is written as L(Θ|x). This expression is a function

of the model parameters given the observed data. For data set x = {x1, . . . xN}

with independent errors and a probability density function f(x|Θ), the likelihood

is expressed as the joint probability density function of the N samples:

L(Θ|x) =

N∏
i=1

f(xi|Θ). 4.1

Given the above definition of likelihood, maximum likelihood estimation is a

method to estimate the parameters of a model, Θ, that maximise the likelihood

that the process described by the model produced the data, x, that was observed.

4.1 maximum likelihood detection

Smith et al. [59] describe a ML approach to detecting a moving source in a speckle

field, such as ADI data. A full data model is derived that includes the distribu-

tions of the incoming light intensity, the photo-electrons, and the preprocessed

digital images that arises due to read out noise and dark current of the image

sensor. However, this combined distribution is intractable as the distribution of

the incoming complex amplitude is complex circular Gaussian, the distribution

of the photo-electrons is Poissonian, and the distribution of the digital images is

Gaussian [59].

A simplified model of the kth image is derived and is given as

dk = p0 +α0pk(θ0) + εk, 4.2

78



4.1 maximum likelihood detection 79

where p0 is the on-axis PSF of the host star, including its SED, α0 is the brightness

of the the companion, pk(θ0) is the off-axis PSF of the companion at position

θ0, and εk is the noise which is distributed according to N(0, ρ2). The PSF terms

encapsulate integration over the pixel area, spectral bandwidth, and the duration

of the exposure. The on and off-axis PSFs are treated separately as they will differ

in the case of coronagraphic imaging. The Gaussian distribution of the data is

justified under a high flux assumption as the distribution of the deterministic

portion of the star light will converge to Gaussian and the presence of a faint

companion will not effect this.

In the case of N exposures, this model may be rewritten as

d = H(θ0)φ0 + ε, φt0 = (pt0,α0), 4.3

where d and ε denote the vertical concatenations of the vectors {d(k)}k=1,...,N

and {ε(k)}k=1,...,N respectively. H(θ0) is the vertical concatenation of N matrices

(I,pk(θ0)). Given each exposure contains M pixels, Equation 4.3 is expanded to



d1

d2
...

dN


MN×1

=



IM p1(θ0)

IM p2(θ0)

...
...

IM pN(θ0)


MN×(M+1)



p0(1)

...

p0(M)

α0


(M+1)×1

+



ε1

ε2
...

εN


MN×1

, 4.4

where IM denotes an M×M identity matrix.

Following Equation 4.1, for a given initial position, θ, the likelihood in the pres-

ence of independent and identically distributed Gaussian noise is given by

L
(
φ(θ), θ, ρ2|d

)
=

N∏
k=1

1

(2πρ2)
M
2

exp
(
−
1

2ρ2
‖dk −Hk(θ)φ(θ)‖2

)
,

=
1

(2πρ2)
MN
2

exp

(
−
1

2ρ2

N∑
k=1

‖dk −Hk(θ)φ(θ)‖2
)

,

=
1

(2πρ2)
MN
2

exp
(
−
1

2ρ2
‖d−H(θ)φ(θ)‖2

)
.

4.5
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We are looking to find the value of φ(θ) that maximises the likelihood function

given in Equation 4.5. It can be quite difficult to maximise the likelihood, L(. . .),

directly; however, it is is usually simpler to maximise the log-likelihood function,

lnL(. . .). As the natural logarithm is monotonic, a value that maximises lnL(. . .)

will also maximise L(. . .). The log-likelihood is given as

lnL
(
φ(θ), θ, ρ2|d

)
= −

MN

2
ln(2πρ2) −

1

2ρ2
‖d−H(θ)φ(θ)‖2 . 4.6

To determine the stationary points of the log-likelihood, the partial derivative

with respect to φ(θ) can be taken and set to 0:

∂ lnL(. . .)

∂φ(θ)
= −

1

ρ2

(
−H(θ)td+H(θ)tH(θ)φ(θ)

)
= 0, 4.7

which can be rearranged for φ:

φ̂(θ) = (H(θ)tH(θ))−1H(θ)td. 4.8

It can be shown that the stationary point solved for in Equation 4.7 is the maxi-

mum by showing that the second derivative with respect to φ is negative:

∂2 lnL(. . .)

∂φ(θ)2
= −

1

ρ2

(
H(θ)tH(θ)

)
. 4.9

Using the block matrix inversion lemma to solve (H(θ)tH(θ))−1 and carrying

out block matrix algebra, the result of φ̂(θ)t = (p̂t0, α̂) can be solved for:

α̂(θ) =
∑
k

wtk(θ)dk, 4.10

p̂0(θ) =
1

N

∑
k

dk − α̂(θ)pk(θ), 4.11

with
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wk(θ) =
Npk(θ) −

∑
l pl(θ)

cN(θ)
, 4.12

cN(θ) = N
∑
k

‖pk(θ)‖
2 −

∥∥∥∥∥∑
k

pk(θ)

∥∥∥∥∥
2

,

=
∑
k

∑
l<k

‖pk(θ) −pl(θ)‖
2 . 4.13

It is useful to expand Equations 4.10 and 4.12 to give an alternative expression

for α̂(θ):

α̂(θ) =

∑N
k=1

∑
l<k(pk(θ) −pl(θ))

t(dk −dl)

cN(θ)
. 4.14

This demonstrates that the computation of α̂(θ) considers all available image dif-

ferences. Upon implementation, it is recommended that Equations 4.10 and 4.12 be

employed due to their lower computational complexity as the number of spectral

channels increase.

Applying this algorithm to each pixel (or a subset of pixels) in a data set will

produce a map of estimated companion brightnesses at each of those pixels. The

full derivation of the expressions presented in Equations 4.10 and 4.11 is shown

in Section A.2. It is also worth noting that negative brightness is non-physical and

therefore the value of brightness, α̂(θ), can be constrained:

α̂ ′(θ) = max (0, α̂(θ)). 4.15

In order to estimate the maximum likelihood position, θ̂, the log-likelihood ex-

pression, Equation 4.6 may be "concentrated" by substituting φ̂(θ) in place ofφ(θ)

giving

L ′(θ)
def
= lnL

(
φ̂(θ), θ, ρ2|d

)
∝ −

1

2ρ2

∑
k

∥∥∥dk −Hk(θ)φ̂(θ)
∥∥∥2 , 4.16

=
1

N
cN(θ)α̂

2(θ). 4.17

The full derivation of this expression is given in Section A.3. This expression may

be simplified to give the ML position as
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θ̂ML = arg max
θ=1,...,M

{
cN(θ)α̂

2(θ)
}

, 4.18

with

α̂ML = α̂(θ̂ML). 4.19

In order to evaluate the confidence level of a potential detection, it is beneficial

to know the variance of α̂ as this will allow the calculation of a SNR map of the

field. The variance of φ(θ) is calculated as the inverse of the information matrix,

which is −E(H(φ(θ), ρ2|d)), where H(φ(θ), ρ2|d) is the Hessian matrix

H(φ(θ), ρ2|d) =

∂2 lnL(...)
∂φ(θ)2

∂2 lnL(...)
∂φ(θ)ρ2

∂2 lnL(...)
∂ρ2φ(θ)

∂2 lnL(...)
∂(ρ2)2

 . 4.20

Therefore, recalling Equation 4.9, the variance of φ̂(θ) is given by

var(φ̂(θ)) = ρ2
(
H(θ)tH(θ)

)−1 . 4.21

Looking only at the α̂(θ) term of φ̂(θ) and substituting Equation A.11 gives

var(α̂(θ)) =
N

cN(θ)
ρ2, 4.22

where ρ2 is the variance of the noise in the data model seen in Equation 4.2.

The value for ρ2 may be estimated by taking the derivative of Equation 4.6 with

respect to ρ2 and setting it equal to 0

∂ lnL(. . .)

∂φ(θ)
= −

MN

2
(ρ2)−1 +

1

2
(ρ2)−2 ‖d−H(θ)φ(θ)‖2 = 0, 4.23

which, after substituting the ML estimate for φ(θ), can be rearranged for ρ̂2

ρ̂2 =
‖d− p̂0(θ) − α̂(θ)p(θ)‖

2

M(N− 1) − 1
. 4.24

Knowing the variance of the ML brightness estimate allows the calculation of an

SNR value:
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Figure 4.1: Left: A slice through the coronagraphic multispectral datacube with a bright
companion located at a separation of 0.5′′. Right: A slice through the resampled
datacube. Induced companion motion along the λ dimension is evident. Both
images are shown on a log scale.

SNR(θ) =
1

(var(α̂(θ))
1
2

α̂(θ),

=
1

ρ̂
√
N

√
cN(θ)α̂(θ),

4.25

and assuming the positivity constraint shown in Equation 4.15 is applied to α̂(θ)

SNR(θ) =
1

ρ̂

√
L ′(θ). 4.26

4.1.1 Application to Spectral Data

As discussed in Section 3.4, aligning the residual speckle field will fix wavelength

dependent artefacts in the field; however, any wavelength independent artefacts,

such as companions, will be affected by the scaling also. The effect of this is that

companions that are present will exhibit an induced radial motion in the resam-

pled datacube, see Figures 4.1 and 4.2.

This apparent companion motion through an approximately static speckle field

is analogous to ADI and may be exploited for faint companion detection. There-

fore, assuming independent Gaussian noise for images in a given exposure, which
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Figure 4.2: Left: Simulated coronagraphic image at 0.95µm, with 30nm RMS wavefront
error on, centred on the host star, marked with a white cross. A companion
is located at 0.3′′ from the host and is marked with a red cross. Right: Top
row shows image subsections at 0.95µm, 1.15µm and 1.35µm with the host
and companion positions marked, which are constant across the wavelength
dimension. The residual speckle’s dependence on wavelength can be seen here.
The bottom row shows the same image subsections after scaling to 1.35µm.
It can be seen that residual speckle remain approximately fixed outside the
coronagraph whereas the companion now exhibits radial motion.

are resampled to a reference coordinate system, it is possible to apply the ML

estimators derived in Equations 4.14, 4.17 and 4.26 to multispectral data.

4.1.2 Companion Model

To compute a ML brightness map of the imaged field, it is necessary to accurately

model the companion in the data at each location to be searched. As the data will

be resampled to a reference wavelength, the off-axis PSF will exhibit no chromatic

effects, such as a variable FWHM. To accurately recreate the induced radial mo-

tion of a companion in the resampled data, a model off-axis PSF is injected into

an empty data set matching the dimensions of the real data, this is then be resam-

pled, as the original data was. The model off-axis PSF should exhibit chromatic

behaviour as it will be removed in the resampling step.

Three PSF models, shown in Figure 4.3, are considered; a Gaussian PSF, an Airy

PSF, and a simulated VLT PSF. The Gaussian PSF is simulated with a FWHM of

1.028 λD . The Airy PSF is simulated with a diffraction limit of 1.22 λD and a central

obscuration proportional to that of the VLT. Finally, the VLT PSF is simulated

using the PeX simulation and therefore includes the influence of the spider arms

and apodizer.
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Figure 4.3: Companion models at λ = 0.95µm. The integrals of the PSFs are normalised to
unity and they are displayed on a log colour scale.
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Figure 4.4: Encircled energy of the VLT PSF as a function of companion model template
radius.

When computing the brightness of a companion using the PSF models above, it

is necessary to correct the computed value of α̂ as the companion PSF templates

will only capture a portion of the encircled energy. The correction factor as a func-

tion of template size if shown in Figure 4.4

Having generated a companion model, the algorithm to generate a ML bright-

ness map is shown in Listing 4.1.
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1 input : M u l t i s p e c t r a l data

2 output : α̂

3 begin

4 resample datacube to λref

5 foreach p i x e l in search region

6 Create datacube with companion model centred at p i x e l

7 Resample companion datacube to λref

8 C al c u la t e weight term cN ( Equation 4.13 )

9 C al c u la t e ML b r i g h t n e s s α̂ ( Equation 4.14 )

10 end

11 r e turn α̂

12 end

Listing 4.1: Pseudocode for computation of a maximum likelihood brightness

map.

It is to be noted that as the weighting term, cN, is independent of the data, it may

be precomputed assuming the imaging wavelengths and the pixel scale match the

data, as these are the factors which affect the companion model.

4.2 computational methods

Due to the computational complexity of the presented ML methods, Smith et al.

[59] opted to assess the performance of the algorithm on 1D data with a low

number of pixels (30) and exposures (10− 30). To assess the performance of the

algorithm on 2D data, it is clear that particular attention must be given to the

computational methods employed.

For the case of a SPHERE-like data set with dimensions 291× 291× 39 there are

291× 291 search locations for potential companions. It is to be noted that this value

is the bound on pixel-centred companions, which may not necessarily be the case

as a companion may fall a fraction of a pixel off the centre of a pixel in both the

x and y directions. These sub-pixel shifts may be accounted for in the companion

model.

In the case that a complete ML brightness map is desired, the ML brightness

must be calculated on each of the 84681 pixels in an image using data from

the 39 spectral channels. If using Equation 4.14, this results in the calculation of

(pk(θ)−pl(θ))
t(dk−dl) a total of 741 times. This calculation gives a total of 1482

vector differences and 741 vector multiplications over the possible 84681 compan-



4.2 computational methods 87

−1.0 −0.5 0.0 0.5 1.0

−1.0

−0.5

0.0

0.5

1.0

Coronagraphic image

[arcsec]

[a
rc

se
c]

−1.0 −0.5 0.0 0.5 1.0

−1.0

−0.5

0.0

0.5

1.0

Maximum likelihood brightness estimate

[arcsec]

[a
rc

se
c]

Figure 4.5: Left: Simulated coronagraphic image, shown on a log colour scale, in the pres-
ence of 30nm RMS wavefront error. Twenty five companions, marked with red
crosses, are simulated in a spiral pattern around the host star. Each arm in the
spiral is assigned the following contrast ratio in a counter-clockwise fashion:
1.0× 10−4, 7.5× 10−5, 5.0× 10−5, 2.5× 10−5 and 1.0× 10−5. Right: Maximum
likelihood brightness estimate shown on a linear colour scale.

ion locations, with each vector containing 84681 elements. These values result in

a total computation of almost 1.6× 1013 single or double precision floating point

operations.

To calculate a ML brightness map on a subset of 52780 pixels, approximately

corresponding to an annular search region with an inner radius of 0.0725′′ (the

radius of SPHERE’s smallest coronagraph) and an outer radius of 0.95′′, a naïve

Yorick implementation (See Listing 4.1) of the algorithm takes almost 41000 sec-

onds. This severe limitation in performance is in part down to the fact that Yorick

is a high-level, interpreted programming language and due to this, a number of

optimisations available on a modern computing platform are unavailable.

4.2.1 C Offloading

Yorick, being written in C [133], offers an API that allows the dynamic loading

of compiled libraries. The advantages of using C extensions with Yorick are the

performance improvements that are achievable by working with native machine

code that can be optimised for the hardware executing the code.
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1 //file: yapi_example.i
2 plug_in, "example_plugin" // The plug in name
3

4 extern scale_vec;
5 /* DOCUMENT scale_vec(a, x, b)
6 * Returns ax + b where a and b are scalars and x is a vector
7 */

Listing 4.2: YAPI yorick code.

4.2.1.1 Yorick plugins

A convenient build system has been implemented, which allows the C and Yorick

interfaces to be written cleanly. This is achieved by a source code parser, called

codger, that is included in the Yorick distribution. The purpose of codger is to

parse the user C code and generate its own boilerplate code that will be included

in the final compiled library.

An example plugin for carrying out the computation of ax+ b, where a and b

are scalars and x is a vector, is shown in Listings 4.2 and 4.3. The former loads the

example plugin and defines the scale_vec function within Yorick, while the former

is responsible for reading the inputs from Yorick, carrying out the computation,

and returning the result.

Once the source code has been written and the Makefile correctly updated with

the plugin name, source files, and relevant library inclusion flags, the plugin may

be built with: yorick -batch make.i, make, and finally make install. The func-

tion can be called from Yorick after including yapi_example.i.

Listing 4.3 contains a number of function calls for communicating with Yorick.

The y_get family of functions are used to read inputs to the plugin function from

Yorick, where ygets are used for scalars and ygeta are used for arrays. Each of these

functions are suffixed with the data type they are to retrieve so ygeta_d is used to

retrieve an array of doubles. The ygeta functions take added output parameters to

tell the user the total size and dimensionality of the argument. Results are passed

back to Yorick using ypush functions, such as ypush_double, which pushes a double

on to the Yorick stack or ypush_d, which pushes an array of doubles on to the stack,

the size of which is passed as an argument to the function. It is to be noted that the

input arguments of the plugin are placed on stack and therefore the last argument

in the Yorick function call is the zeroth argument within the plugin. The API for
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1 //file: yapi_example.c
2 #include "yapi.h"
3

4 void Y_scale_vec(int argc) {
5 long n_tot, dims[Y_DIMSIZE];
6

7 if (argc != 3) y_error("incorrect args");
8

9 // Arguments are placed on a stack
10 double b = ygets_d(0);
11 double *x = ygeta_d(1, &ntot, dims);
12 double a = ygets_d(2);
13

14 // Place vector to be returned on to the stack
15 double *y = ypush_d(dims);
16

17 for (int i = 0; i < n_tot; ++i) {
18 // Calculate the result, placing each value
19 // into the already allocated array
20 y[i] = a * x[i] + b;
21 }
22 }

Listing 4.3: YAPI C code.

communicating with the Yorick interpreter is well documented within the yapi.h

file, which exposes the prototypes of the available functions. This header file must

be included in any C files that will interact with the Yorick interpreter.

It is to be noted that it is not recommended to dynamically allocate memory,

using a malloc like function, within plugin functions. This is due to the fact that

the memory could be leaked if the user interrupts a function before the matching

free is called. If allocating memory is necessary, a protected allocation function,

ypush_scratch, is provided by the Yorick API.

4.2.1.2 ML Computation in C

To offload the computation of the ML brightness, a function must be written to

compute Equation 4.14. The function must accept both d, the data, and p(θ), the

resampled companion model, where θ is the initial companion position. The im-

plementation of this function is shown in Listing 4.4.

As arrays in C are bare pointers, the size of each array must be known if one is

to safely access their elements. As the ygeta_d function gives the total size of an

array as an output parameter for its second argument, it is only necessary to pass
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1 //file: compute_ML_C.c
2 #include "yapi.h"
3

4 void Y_compute_ML(int argc) {
5 long ntot, dims[Y_DIMSIZE];
6

7 if (argc != 3) y_error("expecting three arguments");
8

9 int numChns = ygets_l(2);
10 double *d = ygeta_d(1, &ntot, dims);
11 double *p = ygeta_d(0, &ntot, dims);
12

13 int ppi = ntot/numChns; // pixels per image
14 double alpha = 0.0;
15

16 for (int k=1; k<numChns; k++) {
17 for (int l=0; l<k; l++) {
18 for (int i=0; i<ppi; i++) {
19 alpha += (p[k*ppi+i]-p[l*ppi+i])*(d[k*ppi+i]-d[l*ppi+i]);
20 }
21 }
22 }
23 ypush_double(alpha);
24 }

Listing 4.4: Implementation of α̂ calculation in C.

the number of channels to the plugin function. Knowing the number of channels

makes it possible to calculate the number of pixels per image.

It is also to be noted that since ygeta_d returns a bare pointer, it is necessary

to index into these arrays as if they are one-dimensional and hence appropriate

offsets must be calculated: [row][col] = row*n_cols + col. This is due to the row-

major memory layout of the C memory model, which means that each row of a

2D array are placed contiguously in memory.

The Yorick plugin shown in Listing 4.4, when compiled with all optimisations

(-O3), is capable of computing the same ML brightness map, as shown in Figure 4.5,

in ∼ 10000 seconds, equating to a relative speedup of ∼ 4×.

An added benefit of offloading the bulk of the computation to C is that it al-

lows accurate measurement and profiling of the performance of the code using

a tool, such as perf1. perf is a powerful yet lightweight profiling tool included

in the Linux kernel that allows recording of CPU events through their built-in

performance counters.

1 https://perf.wiki.kernel.org/index.php/Main_Page

https://perf.wiki.kernel.org/index.php/Main_Page
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Figure 4.6: An example profile generated by perf while carrying out a ML calculation. Left
to right, the columns show percentage time spent in each function, the process
being profiled, the library to which the function belongs, and the function
name, respectively.

To record a program’s execution it can be run as normal from the command line

with the added prefix perf record -g. Optionally, this may can be carried out

with superuser privileges to allow perf to access information of processes at the

kernel level. It is also to be noted that it is beneficial to compile the program that

is being profiled with debugging symbols enabled (using the -g flag on compilers

such as gcc2 and clang3) as this allows perf to attribute computation time to

the correctly named functions. Compiling without debugging symbols strips the

binary executable of function names in an effort to reduce the size of the compiled

executable.

After profiling has been completed, the results can be interactively inspected us-

ing perf report -g (if the original recording is run with superuser privileges, the

report must also be carried out with superuser privileges). An example profiling

test of the ML C plugin is shown in Figure 4.6.

The rightmost column shows the name of each function that was running when

perf inspected the CPU performance counters, while the leftmost column shows

the percentage of the total execution time that was spent in that function. It is clear

2 https://gcc.gnu.org/
3 https://clang.llvm.org/

https://gcc.gnu.org/
https://clang.llvm.org/
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that the majority of the execution time is spent in the Y_compute_ML function and is

therefore a clear candidate for further optimisation.

When profiling a program, it is possible that perf will not be able to produce

correct call graphs as it may not be able to unwind the call stack as it samples

the program’s execution. This is due to modern compiler optimisations that will

use the reserved frame pointer CPU register for regular computation. This opti-

misation may be disabled with -fno-omit-frame-pointer, which is essential for

in-depth profiling.

4.3 parallelisation

Over the last number of years Moore’s Law[134], stating that the number of transis-

tors per unit area on an integrated circuit doubles approximately every two years,

has become more challenging to follow. Due to this, the focus of CPU designers

and manufacturers has shifted towards including multiple computing cores and

large vector units in CPUs in an effort to allow CPUs to do more work per unit

time.

There are four distinct types of parallelism commonly available in modern com-

puting systems; vectorisation, multithreading, multiprocessing, and accelerator of-

floading. Each scheme of parallelisation has its advantages and disadvantages due

to the underlying approach used. In general, there is a trade off between program-

mer time and effort, and the achievable performance gains. Each approach also

lends itself to particular situations where a maximum benefit may be seen, while

implementing a parallel approach to an unsuitable problem may result in perfor-

mance degradation. Despite research in the field, modern compilers are unable to

implement automatic parallelisation reliably and therefore it is the programmer’s

responsibility to analyse a given problem and take the most suitable approach.

The types of parallelisation mentioned are split into three main paradigms;

Single Instruction Multiple Data (SIMD), Single Program Multiple Data (SPMD),

and Multiple Program Multiple Data (MPMD). In the case of accelerator offload-

ing, a fourth paradigm, Single Instruction Multiple Thread (SIMT), has become

more prevalent with the increased popularity of General Purpose Graphics Pro-

cessing Unit (GPGPU) computing. SIMT will be discussed further in Section 4.4.2.
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4.3.1 Single Instruction Multiple Data

SIMD consists of executing the same instruction (commonly, an x86-64 assembly

instruction) on multiple data simultaneously. This is achieved by packing the data

into an extra wide register, known as a vector, on the CPU (such as the XMM, YMM,

and more recently, ZMM x86-64 registers) and calling specific SIMD instructions.

An example of these specialised instructions is vaddpd, which adds a vector of

packed doubles. Use of the XMM registers, which are 128 bits wide, to add packed

doubles (assuming a double size of 64 bits) will allow two doubles to be added

simultaneously. Using the wider YMM (256 bit) or ZMM (512 bit) registers will greatly

increase throughput.

Given enough information, usually regarding pointer aliasing, modern compil-

ers are often able to implement auto-vectorisation if it is deemed viable. Further

vectorisation hints can be supplied to compilers using OpenMP’s compiler direc-

tives (See Section 4.3.2); however, the compiler is still not guaranteed to implement

the desired vectorisation. Certain compilers also expose intrinsics to the program-

mer that allow direct use of SIMD enabled functions.

4.3.2 Single Program Multiple Data

SPMD has a broader definition allowing multiple data to be passed through a sin-

gle program or function. As the CPU is not required to execute specialised vector

instructions, it is not necessary to pack data into vector registers and may there-

fore be more easily implemented. However, for the processing to occur in parallel,

extra hardware is necessary, typically in the form of extra cores or hyperthreads.

The common approach to SPMD is the use of threads. Threads are similar to

Operating System (OS) processes; however, they are much lighter-weight, they

are relatively quick to start, and they share the same address space of the mas-

ter thread. Threads may be created manually using low level libraries, such as

pthreads, but in the scientific computing use case, it is more common to use an

API such as OpenMP4. OpenMP simplifies the implementation of writing mul-

tithreaded sections of code by introducing compiler directives known as prag-

mas. Pragmas are instructions specifically for the compiler that direct it to gen-

4 http://www.openmp.org/

http://www.openmp.org/
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1 //file: hello_omp.c
2 #include <stdio.h>
3 #include <omp.h>
4

5 int main(int argc, char *argv[]) {
6 #pragma omp parallel
7 printf("Hello, world\n");
8

9 return 0;
10 }

Listing 4.5: Simple OpenMP program.

erate appropriate code transparently to the programmer. A simple example of a

multithreaded program is shown in Listing 4.5 where the #pragma omp parallel

launches as many threads as the kernel will allow. Compiling the code with gcc

hello_omp.c -fopenmp5 and running the resulting executable will result in Hello,

world being printed a number times, once by each thread6.

It is to be noted that the shared address space of the thread model is its greatest

strength and weakness as it allows two threads to communicate with no high level

constructs such as message queues but this free communication may also lead to

unintended behaviour, such as false sharing and race conditions.

Due to the disparity between modern CPU and memory speeds, systems im-

plement a memory caching system such that at the point of a request for data

from system memory, an entire cache line (usually 64 bytes) is read from the main

memory. In a single threaded environment, this cache can be freely updated by the

CPU without the need to flush the cached values to main memory. However, in a

multithreaded environment, two CPU cores may have the same data in their inde-

pendent caches and therefore a write to one must mark the line as invalid, flush

it to main memory and signal to the other cores that their copies of the cache line

is no longer consistent with main memory and thus needs to be reread. This false

sharing can result in significant overhead and can severely limit the scalability of

a threaded system.

The second main issue in working in a multithreaded, shared memory envi-

ronment is the possibility of race conditions. This occurs when two threads are

5 -fopenmp instructs the compiler to include the OpenMP library
6 As multiple threads are accessing the stdout file descriptor simultaneously, it is not guaranteed

what order the threads will print in, nor if each thread will complete printing its output before
another thread gets access. This may result in the threads’ output being interleaved.
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1 #include <stdio.h>
2 #include <omp.h>
3 int count = 0;
4

5 int main(int argc, char *argv[]) {
6 #pragma omp parallel for
7 for (int i = 0; i < 10000; ++i) {
8 count++;
9 }

10 printf("Counter value = %d\n", count);
11 return 0;
12 }

Listing 4.6: Race condition example.

requesting resources (such as a variable or a file descriptor) at the same time. An

example of a race condition is shown in Listing 4.6. The race condition occurs at

line 8 where multiple threads attempt to update the count variable simultaneously.

Generally, an increment operation will consist of read, update, and write steps.

When multiple threads are attempting to complete the same operation, the indi-

vidual steps may inadvertently become interleaved and thus the incorrect values

may be stored back to memory. A number of approaches can be taken to prevent

this from occurring. At a low level, a form of access control, such as a mutex (short

for mutual exclusion), may be used to allow only a single thread to enter a block

of code at a time. In many cases, it may be more straight-forward to use another

OpenMP pragma such as #pragma omp critial. The critical pragma ensures that

subsequent block of code is executed sequentially by each thread without interrup-

tion. The disadvantage of both methods is that only a single thread may execute

at a time, thus reducing overall parallelism.

4.3.3 Multiple Program Multiple Data

MPMD is primarily applied to very large scale problems, often run on High Per-

formance Computing (HPC) clusters with thousands of CPU cores spread across a

significant number of nodes. As threads are only capable of running and sharing

data on a single node, it is necessary to use full OS processes to run the computa-

tion. However, it is common to use a threading model to take advantage of all the

cores of a CPU on a given node in a hybrid approach.
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As each node in a cluster is distinct, with its own memory pool, it is necessary

to implement a high-speed communication layer to share data between nodes. At

a hardware level this is implemented on a high-speed interconnect network, while

in software a Message Passing Interface (MPI) is used. MPI is a low level API that

allows the programmer to explicitly send data between processes or nodes in a

cluster environment. Implementations such as OpenMPI7 and MPICH8 are heav-

ily optimised, support a number of interconnect backends such as InfiniBand and

Omni-Path, and take advantage of hardware features such as direct memory ac-

cess. Despite the non-locality of nodes in a cluster, modern systems implementing

high-speed interconnects are capable of data transfer rates in the excess of 24GB/s

with message latencies below 1 microsecond.

Programming in an MPI environment can be quite challenging due to the sub-

stantially different programming model, needing to keep track of data locality and

MPI’s terse API. Despite the challenges, for large scale problems, it is often the best

choice due to its incredible scaling characteristics across clusters.

4.4 parallelisation of ml computation

4.4.1 OpenMP

The ML plugin, shown in Listing 4.4, may be parallelised using OpenMP. This

implementation is shown in Listing 4.7. The function prototype is changed to add

an argument to specify how many threads the user would like to launch, which

is achieved using the omp_set_num_threads function. Unless otherwise specified,

OpenMP will launch as many threads as are available on the underlying hardware;

however, due to the fact that launching threads is not a free operation, it may be

more beneficial to launch fewer for a particular task.

To launch the threads, the #pragma omp parallel for construct is used. This in-

structs the compiler to distribute the iterations of the following loop amongst each

of the threads. Two further clauses must be provided to ensure correct computa-

tion: private(l,i) and reduction(+:alpha). The former ensures that each thread

has a private copy of the inner loop indices. This is required to prevent multiple

threads from changing the loop indices of the other threads, which would result

7 www.open-mpi.org
8 www.mpich.org

www.open-mpi.org
www.mpich.org


4.4 parallelisation of ml computation 97

1 //file: compute_ML_OMP.c
2 #include <omp.h>
3 #include "yapi.h"
4

5 void Y_compute_ML(int argc) {
6 long ntot, dims[Y_DIMSIZE];
7

8 if (argc != 4) y_error("expecting four arguments");
9

10 int numThreads = ygets_l(3);
11 int numChns = ygets_l(2);
12 double *d = ygeta_d(1, &ntot, dims);
13 double *p = ygeta_d(0, &ntot, dims);
14

15 int ppi = ntot/numChns; // pixels per image
16 double alpha = 0.0;
17

18 int k, l, i;
19 omp_set_num_threads(numThreads);
20 #pragma omp parallel for private(l,i) reduction(+:alpha)
21 for (k = 1; k < numChns; k++) {
22 for (l = 0; l < k; l++) {
23 for (i = 0; i < ppi; i++) {
24 alpha += (p[k*ppi+i] - p[l*ppi+i])*(d[k*ppi+i] - d[l*ppi+i]);
25 }
26 }
27 }
28 ypush_double(alpha);
29 }

Listing 4.7: Implementation of α̂ calculation in C with multithreading.
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Figure 4.7: Relative speedup achieved using the OpenMP implementation of the ML calcu-
lation, as show in Listing 4.7. The C implementation is slightly faster than the
single threaded OpenMP version, achieving a relative speedup of 4.12 versus
4.07.

in undefined behaviour. The latter instructs the compiler to gather the private val-

ues of alpha from each of the threads and reduce them to a single value; in this

case, the reduction operation used is addition, as indicated by the clause argument.

The reduction clause creates a new variable on the master thread to hold the final

value. It is initialised sensibly according to the reduction operation: 0 for addition

and subtraction, and 1 for multiplication and division.

To quantify the speedup achieved by implementing multithreading, the same

computation is carried out as with the Yorick implementation and the C plugin

of the ML computation; however, the number of threads used to carry out the

computation is varied from 1 to 16
9. The results of this are shown in Figure 4.7.

A single thread is included to demonstrate the overhead of launching OpenMP

threads and it can be seen that this results in a slight performance regression due

to the overhead incurred by the OpenMP implementation. With a low number of

threads, the performance gain can be quite significant; however, as threads are

added this performance gain shrinks, with a high number of threads potentially

performing poorer than fewer threads.

9 This number is chosen as the CPU used for benchmarking is an Intel i7 5960X, which is an 8 core
CPU with hyperthreading, giving a total of in 16 logical threads.
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4.4.2 Accelerator Offloading

Parallelisation methods discussed thus far leverage features of modern CPUs; how-

ever, a more recent development in the field of high performance computing is that

of accelerator offloading. Accelerators are specialised peripheral hardware that are

not suitable for general purpose computation, as a CPU is, but in exchange they

can offer significant performance gains for domains in which they are suited. Ex-

amples of accelerators include Intel Xeon Phi coprocessors and Graphics Process-

ing Units (GPUs), both of which are typically connected directly to the host CPU

on the PCI Express (PCIe) bus.

Xeon Phi coprocessors share much of their architecture with regular x86-64

CPUs but some of the more complex hardware is discarded in favour of including

a far higher number of cores. For example, the Xeon Phi 7295
10 comprises of 72

physical cores and 288 threads with hyperthreading. Due to the similarity with

regular CPUs, regular code may be offloaded to a Xeon Phi coprocessor using

OpenMP offload pragmas.

In contrast to Xeon Phi coprocessors, GPUs expose an entirely different pro-

gramming model due to the significant differences in the underlying hardware.

While modern consumer CPUs may consist of up to 16 general purpose cores

(with products indented for servers consisting of 32+ cores), GPUs may consist of

thousands of cores split across a number of multiprocessors, which may be consid-

ered as simplistic CPU cores. A graphical comparison of a CPU and a single GPU

multiprocessor (of which, a GPU may consist of many) is shown in Figure 4.8. The

larger number of Arithmetic Logic Units (ALUs) indicate that the GPU is suited to

massively parallel computation; however, their smaller size also indicate that they

are much less complex when compared to CPU ALUs.

The current prominent GPU vendors are NVIDIA11 and AMD12. Despite differ-

ences in their low level hardware architecture, similar higher level hardware ab-

straction described above apply to both, with NVIDIA GPUs consisting of CUDA

cores and AMD GPUs consisting of stream processors. GPUs from both manu-

facturers support traditional graphics programming using APIs such as OpenGL,

10 https://ark.intel.com/products/128690/Intel-Xeon-Phi-Processor-7295-16GB-1_

5-GHz-72-Core
11 http://www.nvidia.com
12 https://www.amd.com

https://ark.intel.com/products/128690/Intel-Xeon-Phi-Processor-7295-16GB-1_5-GHz-72-Core
https://ark.intel.com/products/128690/Intel-Xeon-Phi-Processor-7295-16GB-1_5-GHz-72-Core
http://www.nvidia.com
https://www.amd.com
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Figure 2 Memory Bandwidth for the CPU and GPU

The reason behind the discrepancy in floating-point capability between the CPU and the
GPU is that the GPU is specialized for compute-intensive, highly parallel computation
- exactly what graphics rendering is about - and therefore designed such that more
transistors are devoted to data processing rather than data caching and flow control, as
schematically illustrated by Figure 3.

Cache
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DRAM
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DRAM
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Figure 3 The GPU Devotes More Transistors to Data Processing

More specifically, the GPU is especially well-suited to address problems that can be
expressed as data-parallel computations - the same program is executed on many data
elements in parallel - with high arithmetic intensity - the ratio of arithmetic operations
to memory operations. Because the same program is executed for each data element,

Figure 4.8: Left: A schematic layout of a CPU illustrating the proportion of the CPU dedi-
cated to various tasks. Right: A schematic layout of a GPU multiprocessor. It is
clear that there is much more area dedicated to ALUs, where computation is
carried out [135].

while also supporting GPGPU programming languages such as OpenCL13. How-

ever, NVIDIA have developed their own GPGPU programming language; CUDA

[135, 136]. OpenCL has the advantage of being cross platform, while CUDA is

tied to run on NVIDIA hardware, but presents a relatively high barrier to entry

as it presents a low level API. CUDA on the other hand offers two programming

approaches, which will be discussed below.

The CUDA programming model is a heterogeneous one in which the CPU, re-

ferred to as the host, executes the sequential portions of the code and is in control

of launching parallel portions of code (referred to as kernels) on the GPU, referred

to as the device.

Kernels are portions of code that must be written with the GPU hardware in

mind as they execute in a SIMT fashion. That is that multiple threads, referred to as

a warp14, execute the same instruction simultaneously. Parallelisation is achieved

by the fact each thread is identifiable by a unique index and therefore may operate

on different data.

To manage the thousands of threads that may launched upon kernel invocation,

CUDA organises the threads in a multilayer, multidimensional structure. At the

highest level, threads are organised in a grid, which may consist of up to three

dimensions of maximum size (231 − 1)× 65535× 65535. At the next level, the grid

is broken down into blocks. Each block is identifiable with an internal structure

called blockIdx, which consists of x, y, and z member variables. Block sizes are

maintained in another structure called blockDim, which also consists of x, y, and

z member variables. The maximum size of a block is limited to 1024× 1024× 64;

13 https://www.khronos.org/opencl/
14 A warp is the smallest divisible unit of GPU thread execution. All CUDA generations at the time of

writing have a warp size of 32.

https://www.khronos.org/opencl/
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Figure 6 Grid of Thread Blocks

The number of threads per block and the number of blocks per grid specified in the
<<<...>>> syntax can be of type int or dim3. Two-dimensional blocks or grids can be
specified as in the example above.

Each block within the grid can be identified by a one-dimensional, two-dimensional,
or three-dimensional index accessible within the kernel through the built-in blockIdx
variable. The dimension of the thread block is accessible within the kernel through the
built-in blockDim variable.

Figure 4.9: Illustration of an example 2D CUDA grid consisting of 6 2D blocks, each in
turn consisting of 12 threads [135].

however, a block is limited to consisting of 1024 threads. Finally blocks are sub-

divided into threads, each of which are identifiable with the threadIdx structure,

which consists of the same member variables mentioned above. A graphical repre-

sentation of thread organisation is shown in Figure 4.9.

Due to the limited bandwidth available over the PCIe bus and the high rate

at which they are capable of processing data, GPUs have their own independent,

on-board, high-speed memory. It must be noted that before a kernel is launched,

the programmer is responsible for ensuring the necessary data is available on

the device15. Similarly to the numerous cache levels of a CPU, NVIDIA GPUs

implement a memory hierarchy with progressively faster, but smaller memory

pools. With CPUs, the caching system is transparent to the user while with GPUs

it is entirely under the user’s control.

The types of memory on an NVIDIA GPU are outlined in Table 4.1 with the

various bandwidth bottlenecks being clear. It is also to be noted that the most

severe bottleneck is the communication rate between the CPU and GPU over the

PCIe bus. Modern GPUs connected on the PCIe bus use 16 lanes for their con-

nection, each of which are capable of achieving 8GT/s, giving total bandwidth of

15 Modern versions of CUDA implement an optional unified memory mechanism which automates
data transfer at the expense of computational performance.
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Memory Location Size1 Bandwidth2 Cached Access3 Scope

Register On-chip 1kB max ∼2TB/s n/a R/W Thread
Local Off-chip 32-64kB ∼200GB/s No R/W Thread
Shared On-chip 48-96kB ∼2TB/s n/a R/W Block
Global Off-chip 1+ GB ∼200GB/s No R/W Grid & host
Constant Off-chip 32-128kB ∼2TB/s4 Yes R Grid & host
Texture Off-chip 32-128kB ∼2TB/s4 Yes R Grid & host
1 Varies with compute capability and GPU
2 Assuming coalesced data access
3 Read (R) or read/write (R/W)
4 Assuming data is cached

Table 4.1: Memory types on a CUDA-capable GPU.

15.75GB/s; an order of magnitude lower than the slowest on-board GPU memory.

Therefore it is critical for the programmer to be aware of data locality and transfer

patterns when programming a GPU. A simplified graphical representation of this

memory hierarchy is shown in Figure 4.10.

The simpler approach to using CUDA is to use the runtime API, which acts as

an extension to C++. This API imposes the requirement that the code be built using

NVIDIA’s custom compiler; the NVIDIA CUDA Compiler (NVCC). This offers a

number of advantages with the most prominent being the reduction of boilerplate

code, that the driver API requires, as NVCC will generate much of the set up

code required to run GPGPU computation. Another advantage is that kernel code

may be included within CUDA code units as the compiler may read, parse, and

compile these separately to the host code. When using the driver API, the kernel

code must be compiled and linked or loaded separately. The compilation trajectory

when using NVCC is shown in Figure 4.11. A disadvantage of using NVCC is that

it uses a modified C++ compiler and due to the fact that C++ may have a different

application binary interface on certain platforms, this may limit interfacing.

To interface with Yorick, the driver API must be used as this allows compilation

with a standard C compiler. NVCC is still required to compile the GPU kernels

as the standard host compiler will generally be unaware of the GPU architecture;

however, modern compilers are adding support for CUDA code generation.

The fact that NVCC no longer compiles the code that is to run on the host, it is

necessary for the programmer to write code that is needed to start GPGPU com-

putation. This includes associating the particular device to be used, initialising a
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memory also offers different addressing modes, as well as data filtering, for some
specific data formats (see Texture and Surface Memory).

The global, constant, and texture memory spaces are persistent across kernel launches
by the same application.

Global memory
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Block (2, 1)Block (1, 1)Block (0, 1)

Block (2, 0)Block (1, 0)Block (0, 0)
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Thread
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Figure 7 Memory HierarchyFigure 4.10: Illustration of the memory layout of a CUDA capable NVIDIA GPU. Constant
and texture memory have been omitted but share their visibility with global
memory [135].

The CUDA Compilation Trajectory
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Figure 1 CUDA Whole Program Compilation TrajectoryFigure 4.11: Illustration of a CUDA program compile trajectory with NVCC [137].
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To invoke just the device linker, the --device-link option can be used, which emits
a host object containing the embedded executable device code. The output of that must
then be passed to the host linker. Or:

nvcc <objects>

can be used to implicitly call both the device and host linkers. This works because if the
device linker does not see any relocatable code it does not do anything.

Figure 4 shows the flow (nvcc --device-c has the same flow as Figure 1).

nvcc - - device- c nvcc - - device- c C+ +  Compiler

x .cu y.cu z.cpp

x.o /  x .obj y.o /  y.obj z.o /  z.obj

Device Linker

Host Linker

a_dlink.o /  a_dlink.obj

executable /  library

Figure 4 CUDA Separate Compilation Trajectory

6.3. Libraries
The device linker has the ability to read the static host library formats (.a on Linux and
Mac OS X, .lib on Windows). It ignores any dynamic (.so or .dll) libraries. The --
library and --library-path options can be used to pass libraries to both the device
and host linker. The library name is specified without the library file extension when the
--library option is used.

nvcc --gpu-architecture=sm_50 a.o b.o --library-path=<path> --library=foo

Alternatively, the library name, including the library file extension, can be used without
the --library option on Windows.

nvcc --gpu-architecture=sm_50 a.obj b.obj foo.lib --library-path=<path>

Note that the device linker ignores any objects that do not have relocatable device code.

Figure 4.12: Illustration of a CUDA program compile trajectory using host toolchains [137].
NVCC is still required to compile the code that will run on the GPU.

context, and loading any modules and kernel functions to be called. These steps

make the CUDA driver API quite similar to OpenCL. An example compilation tra-

jectory when using the host’s compiler toolchain is shown in Figure 4.12. Although

it is always necessary to compile the kernel code using NVCC, it is not necessary

to link the kernel code with the executable as it may be loaded at runtime using a

module.

Due to the fact that the GPU is a host to a second, independent memory space,

this must be kept track of using a CUDA context, which is analogous to a CPU

process. Contexts are also responsible for managing modules and functions which

are loaded at runtime. Modules are code units that may contain an number of GPU

kernels and are compiled by NVCC to produce ptx (Parallel Thread Execution)

files, which consist of instructions, similar to CPU assembly instructions. This

intermediate stage is used to provide a stable instruction set architecture that spans

multiple generations of GPUs. The translation from ptx to GPU machine code

occurs when the module is loaded at runtime. Once a module is loaded, it is

possible to load its internal kernels.

An implementation of the ML computation using CUDA is shown in Listings 4.8

and 4.9. The former is the CUDA kernel to carry out the bulk of the computation

in parallel, while the latter is the host code that is responsible for retrieving data

from Yorick, creating the GPU context, loading the kernel module and function,

launching the kernel, transferring the result back to the host, and finally returning

the result to Yorick.
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1 //file: compute_ML_kernel.cu

2 extern "C"

3
__global__ void compute_ML(float *p, float *d, float *al,

4 int ntot, int ppi) {

5 int idx = blockIdx.x * blockDim.x + threadIdx.x;

6 int k, l, numChns = ntot/ppi;

7 if (idx < ppi) {

8 for (k = 1; k < numChns; k++) {

9 for (l = 0; l < k; l++) {

10 al[idx] += (p[k*ppi+idx] - p[l*ppi+idx]) *

11 (d[k*ppi+idx] - d[l*ppi+idx]);

12 }

13 }

14 }

15 }

Listing 4.8: The CUDA kernel used to calculate α̂.

It is to be noted that the kernel must be prefixed with extern "C" as NVCC is a

modified C++ compiler. During the compilation stage, a C++ compiler will man-

gle function names to facilitate function overloading and template instantiation.

Therefore, if one were to call compute_ML with the unmangled name, the program

would be unable to find it, encounter an error, and exit.

1 //file: compute_ML_CUDA.c

2 #include <cuda.h>

3 #include "yapi.h"

4

5 #define BLOCK_SIZE 128

6

7 void Y_compute_ML(int argc) {

8 long ntot, dims[Y_DIMSIZE];

9

10 if (argc != 3) y_error("expecting three arguments");

11

12 int numChns = ygets_l(2);

13 float *d = ygeta_f(1, &ntot, dims);

14 float *p = ygeta_f(0, &ntot, dims);

15
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16 int ppi = ntot/numChns; // pixels per image

17

18 // Associate device

19 cuInit(0);

20 CUdevice cuDevice0;

21 cuDeviceGet(&cuDevice0,0);

22

23 // Create GPU context

24 CUcontext cuContext0;

25 cuCtxCreate(&cuContext0, 0, cuDevice0);

26

27 // Load ptx module

28 CUmodule cuModule0;

29 cuModuleLoad(&cuModule0, "compute_ML_kernel.ptx");

30

31 // Load function from module

32 CUfunction compute;

33 cuModuleGetFunction(&compute, cuModule0, "compute_ML");

34

35 // Allocate memory for reduced vector

36 alpha = ypush_scratch(ppi * sizeof(float), NULL);

37

38 // Allocate device memory

39 CUdeviceptr dev_d, dev_p, dev_alpha;

40 cuMemAlloc(&dev_d, ntot*sizeof(float));

41 cuMemAlloc(&dev_p, ntot*sizeof(float));

42 cuMemAlloc(&dev_alpha, ppi*sizeof(float));

43

44 // Copy input data to device

45 cuMemcpyHtoD(dev_d, d, ntot*sizeof(float));

46 cuMemcpyHtoD(dev_p, p, ntot*sizeof(float));

47

48 // Kernel launch parameters

49 int dimBlock = BLOCK_SIZE;

50 int dimGrid = ((ppi-1)/dimBlock) + 1;

51

52 // Kernel arguments

53 void *args[5] = { &dev_p, &dev_d, &dev_alpha, &ntot, &ppi };

54
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55 // Launch kernel

56 cuLaunchKernel(compute,

57 dimGrid, 1, 1, // gridDims

58 dimBlock, 1, 1, // blockDims

59 0, NULL, args, NULL);

60

61 // Copy results back to host

62 cuMemcpyDtoH(alpha, dev_alpha, ppi*sizeof(float));

63

64 // Free device memory

65 cuMemFree(dev_d);

66 cuMemFree(dev_p);

67 cuMemFree(dev_alpha);

68

69 // Destroy context

70 cuCtxDestroy(cuContext0);

71

72 // Reduce temporary result inplace

73 for (int i=1; i<ppi; ++i) {

74 alpha[0] += alpha[i];

75 }

76

77 // Push results back to Yorick

78 ypush_double((double)alpha[0]);

79 }

Listing 4.9: Implementation of α̂ calculation in C using the CUDA driver API.

This implementation is benchmarked as the previous implementations were and

the results are shown in Figure 4.13
16. Although faster than Yorick, the perfor-

mance of the CUDA implementation is worse than the C and OpenMP implemen-

tations. This is due to the lack of a consistent GPU context. The result of this is

that each call to the compute_ML function must instantiate a new context and trans-

fer the arguments of the kernel back to the GPU before kernel invocation. This is

particularly inefficient as the data, d, does not change between function calls and

therefore may reside on the device for the entirety of the ML computation.

16 The GPU used for benchmarking is a consumer Nvidia GTX970, consisting of 1664 CUDA cores and
4GB of GDDR5 memory.
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Figure 4.13: Relative speedup achieved using the OpenMP implementation of the ML cal-
culation, as show in Listing 4.9.

4.5 ycuda

To overcome the issue of a non-persistent CUDA context it was decided to imple-

ment a package with a client-server architecture in which Yorick acts as the client,

while the server will be a daemon17 process that will manage and encapsulate all

interaction with the GPU. For the client-server architecture to operate effectively,

it is crucial that both parties are capable of efficient communication and synchro-

nisation.

4.5.1 yCuda API

In order to facilitate communication between the two processes, it was decided

to use memory mapped files. Memory mapped I/O has the benefit that files are

not written to disk and this avoids the large overhead that this would incur. The

memory mapped I/O is achieved using the POSIX18 compliant mmap function fam-

ily[138].

As both the daemon and the client will be accessing the same memory, it is

essential that only one process writes to this memory at a time. To ensure this

synchronisation, the daemon process is set up suspend execution until woken

17 A daemon is a type of program on Unix-like operating systems that runs unobtrusively in the
background, rather than under the direct control of a user, waiting to be activated by the occurrence
of a specific event or condition.

18 http://www.opengroup.org/austin/papers/posix_faq.html

http://www.opengroup.org/austin/papers/posix_faq.html
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1 begin
2 Fork process to c r e a t e daemon
3 Attach to shared memory
4 Setup CUDA contex t
5 R e g i s t e r s i g n a l handler
6 while t rue
7 Suspend
8 Wake on s i g n a l
9 i f SIGUSR2

10 Force contex t synchronisa t ion
11 continue
12 e l s e
13 Execute command from c l i e n t
14 end
15 end
16 Clean up CUDA context and shared memory
17 end

Listing 4.10: yCuda daemon setup and execution.

explicitly by the client process. This is carried out through the use of signals, which

are limited forms of interprocess communication, specifically the two user-defined

signals: SIGUSR1 and SIGUSR2[138]. Upon launching the daemon and before it first

suspends, a signal handler function is set up. Upon receiving the SIGUSR1 signal the

daemon resumes execution; however, if the SIGUSR2 signal is received, the handler

sets a global flag that forces a CUDA context synchronisation, which causes the

system to block until the GPU is finished all current work. This signalling pattern

also has the advantage that the daemon will not use system resources while not in

use. An overview of the daemon creation and execution is shown in Listing 4.10.

The memory shared by the daemon and client has been split into three segments:

the status segment, the data segment, and the command segment. The status seg-

ment is used to convey the state of the daemon at a given time and informs the

client whether the daemon is waiting on a command, is executing a command, or

has encountered an error. This is handled using an enum containing the following

values; DAEMON_WAITING, DAEMON_BUSY, and DAEMON_ERROR. The data segment is used

by both the client and the daemon to transfer data back and forth. This segment

is given an initial size but can be resized dynamically by either the client or the

daemon if necessary. In the current implementation, the data segment acts as a

staging area where the client and daemon can pass through; however, both the

client and the daemon still have their own copies of the memory in their own ad-

dress space. This means that passing a variable between the processes will require

two copies, which incurs unnecessary overhead. The daemon uses a hash table

to store the data passed to it be the client and therefore requires a unique key
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Type Member Comment

cmdType cType Enum to convey command eg. create array, launch
kernel, etc.

dataType dType Enum to convey data type eg. long, float, etc.
size_t memoryKey Memory key to uniquely identify a memory item
void* dataPtr Pointer to data in shared heap
size_t[] dims Conveys dimension of data pointed to by dataPtr
size_t numElements Conveys data size in elements
size_t dataSize Conveys data size in bytes
char[] modulePath Char array to give path to a .cu or .ptx module

char[] funcName Char array to give the name of a function to load
from a .ptx module

Table 4.2: Structure of the shared memory segment used to communicate with the yCuda
daemon. cmdType and dataType are enumerations used to communicate the in-
tent of the command and the data being pointed to by dataPtr.

to access each of the data. The memory key used in this implementation of the

client is the pointer value of an array as these are unique for each unique array in

an instance of Yorick. The command segment is used by the client to signal to the

daemon what it is to do next. This region of shared memory must be populated by

the client before signalling the daemon to resume execution. The memory layout

of the command segment is shown in Table 4.2.

The cmdType field of the command structure is used to indicate the type of

command being issued to the daemon. It takes a number of possible values, see

Table 4.3, each of which have an associated handler function. After populating the

command segment of the shared memory, as well as any data required in the data

segment, the client wakes the daemon, which will first set its status to DAEMON_

BUSY, then inspect the cType field of the command, and will then call the relevant

handler function.

While the daemon is executing a given command the client will wait, looping

continuously until the daemon status is set to DAEMON_WAITING, at which point the

client code will return. A graphical representation of a client/daemon interaction

is shown in Figure 4.14.
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Type Use

MEM_NEW Allocate new array in the daemon
MEM_DELETE Delete array in the daemon
MEM_GET Transfer data back to client
MEM_QUERY Query information on data
MEM_PURGE Free all memory in the daemon
MOD_COMPILE Compile a .cu module
MOD_LOAD Load a .ptx module
MOD_UNLOAD Unload a .ptx module
FUNC_LOAD Load a function from a loaded .ptx module
FUNC_UNLOAD Unload a function in the daemon
KERN_LAUNCH Launch a kernel on the GPU

Table 4.3: yCuda command types for interfacing with the daemon and their uses.

Yorick Client yCuda Daemon

Shared Memory

1

2

4

3

Figure 4.14: An example of a client-server yCuda interaction. 1. Client populates shared
memory segment (command and relevant data). 2. Client signals the daemon
to wake it. 3. The daemon reads the shared memory and executes the required
actions. 4. The daemon updates the shared condition variable and returns to
sleep. Green sections of the execution path indicates process execution, red
indicates when the daemon is in a suspended state and orange indicates when
the client process is spinning on the condition variable. The shared memory
section represents the status, data and command memory segments.
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4.5.2 Yorick Interface

As the yCuda daemon is written to be language agnostic, it is necessary to pro-

vide the client interface. The interface consists of two types of functions; client

functions and interface functions. Client functions are used primarily to manage

the daemon, while interface functions carry out communication with the daemon.

The functions implemented as part of the Yorick interface to the yCuda daemon

are shown in Table 4.4.

The cuArgs function is used to encode the arguments being passed to a ker-

nel such that the daemon is able to distinguish array arguments that are already

present on the GPU from scalars that are not. Given N arguments, an array of

size 2N is populated depending on the inputs, with each argument taking two

elements. In the case that a memory key is provided (a Yorick pointer in this im-

plementation) the key is cast to a long and both elements are populated with this

value. If a scalar is passed, the first element it is allocated is set as key to determine

the type of the argument (int, float, etc.) and the second element is populated

with the value, again cast to a long. For example, calling cuArgs(&a) will return

[0xFF, 0xFF], where 0xFF is an example memory key. If cuArgs(1.2) is called, the

value returned will be [-1<<Y_DOUBLE, (long)1.2], where Y_DOUBLE is a macro value

defined in yapi.h. A negative value is used for the key as to ensure no collisions

occur if 1<<Y_DOUBLE happened to equal (long)1.2.

An added benefit of the client-server design is that the client code may be freely

changed once the daemon API is adhered to. An example feature added the the

Yorick client code is a client-side memory tracking system. At each call to cuArray,

details of the allocation are stored on the client. These details include the allocation

key, the data type, and the size of the allocation. This enables a simple way to keep

track of memory usage on the device without having to query the device itself. At

each call to cuArrayDelete or cuMemoryPurge, this list is updated to reflect the

freed device memory.
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Client functions Use

cuInit Launches the yCuda daemon and carries
out initialisation

cuKill Kills the daemon cleanly, releasing all re-
sources

cuSync Signals the daemon with SIGUSR2 for a con-
text synchronisation

cuArgs(args, ..)1 Encodes arguments for passing to the
yCuda daemon

Interface functions

cuArray(&input, ..)1,2 Copies input array(s) to the GPU
cuArrayDelete(&input, ..)1,2 Deletes array(2) on GPU
cuArrayGet(&input)2 Copies array from the GPU
cuArrayQuery(&input)2 Queries the dimensions of an array on the

GPU
cuMemoryPurge() Deletes all allocations on the GPU
cuModuleCompile(path)3 Compiles a .cu module to .ptx

cuModuleLoad(path)3 Loads a .ptx module
cuModuleUnload(path)3 Unloads a .ptx module
cuFunctionLoad(name, path)3 Loads a function from a loaded .ptx mod-

ule
cuFunctionUnload(name) Unloads a function from a .ptx module
cuKernelLaunch(kernelDims,

name, cuArgs(args, ..))4,5 Launch a kernel on the GPU
1 Accepts an arbitrary number of arguments
2 Expects Yorick pointers as input
3 Paths to .cu or .ptx modules must be absolute
4 kernelDims determines the number of threads launched and must take the

form [gridX, gridY, gridY, blockX, blockY, blockZ]
5 Arguments must be passed using cuArgs()

Table 4.4: Yorick client functions for interfacing with yCuda.
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Figure 4.15: Bandwidth achieved by yCuda in the transfer of data from the GPU back to
the Yorick client for a range of allocation sizes.

4.5.3 yCuda Performance

4.5.3.1 Latency and Bandwidth

In order to access the performance of the yCuda package it is necessary to test

the daemon’s latency and bandwidth. Latency measures how quickly the daemon

is capable of waking and reacting to a particular command and bandwidth is the

measure of how much data the daemon can deal with per unit time.

To test the daemon’s latency, a number of zero byte allocations are processed.

As no data is being transferred to the daemon, the data transfer bottleneck will

not affect these measurements. A large number of measurements must be taken

to calculate a meaningful average response time. Running 1× 106 allocations in

a loop and measuring the total execution time (excluding daemon initialisation)

gives an average latency of 75µs.

Bandwidth is more challenging to measure as transferring large amounts of

data will quickly fill the GPU’s memory. In an effort to offset this, a single large

allocation is made and that array is then retrieved from the device. This will give

a good estimate of bandwidth as the bandwidth in each direction should be sym-

metric. The results of the bandwidth tests for a variety of data sizes are shown in

Figure 4.15. For small allocations, the latency measured above is dominant, while

at larger sizes the communication channel is saturated due to the inefficiency of

the multiple copies required to transfer data from the client to the device.
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Figure 4.16: Relative speedup achieved using the yCuda implementation of the ML calcu-
lation, as show in Listing 4.11. It can be seen that the yCuda implementation
outperforms all other implementations.

4.5.3.2 ML Computation

A simplified implementation of the ML computation using yCuda, with some por-

tions omitted, is shown in Listing 4.11. The CUDA kernel used is the same as

shown in Listing 4.8. The script is now responsible for starting the yCuda dae-

mon, copying data to the device, computing the kernel dimensions, loading and

launching the kernel, retrieving the results from the device, and killing the dae-

mon gracefully.

The relative speedup achieved by yCuda for the ML computation is compared to

previous implementations in Figure 4.16. Despite the overhead of transferring data

back and forth from the device, the yCuda implementation is shown to outperform

all previous implementations. There is further potential to improve performance

that would require changes to the communication of client and server.

4.5.3.3 Matrix Multiplication

To demonstrate the potential performance gain of harnessing a GPU, a number

of tests have been carried out with matrix multiplication; a computational task

particularly well suited to GPU acceleration. The tests involved multiplying square

matrices of increasing sizes with a number of data types. The time taken to execute

the yCuda implementation of matrix multiplication is comparing the that of Yorick.

The results of these tests are shown in Figure 4.17. The kernel used is shown in

Listing 4.12. This is a heavily optimised kernel that takes full advantage of the
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1 //file: compute_ML_yCuda.i
2 #include "yCuda.i"
3

4 // Start daemon if not running
5 if (!cuRunning()) cuInit;
6

7 // Omitted: Read data - d
8

9 // Set constants
10 dims = dimsof(d);
11 numRows = dims(2);
12 numCols = dims(3);
13 numChns = dims(4);
14 blockSize = 128;
15 ppi = numberof(d(:,:,1)); // pixels per image
16 gridSize = ((ppi-1)/blockSize) + 1;
17 al = dev_alpha = array(double, numRows, numCols);
18

19 // Absolute path to ptx module
20 ptx = Y_HOME + "cudaKernels/compute_ML.ptx";
21 cuModuleLoad, ptx;
22 cuFunctionLoad, "compute_ML", ptx;
23

24 cuArray, &d, &dev_alpha;
25

26 // Calculate ML brightness at each pixel
27 for (i = 1; i <= numCols; ++i) {
28 for (j = 1; j <= numRows; ++j) {
29 // Omitted: Create companion signal - p
30

31 // Copy companion signal to device
32 cuArray, &p;
33

34 // Launch kernel on GPU
35 cuKernelLaunch,
36 [gridSize,1,1,blockSize,1,1], alphaDotProduct,
37 cuArgs(&d, &p, &alpha, int(imageSize), int(numChns));
38

39 // Get result from GPU
40 cuArrayGet, &dev_alpha;
41

42 al(i,j) = sum(dev_alpha);
43

44 cuArrayDelete, &p;
45 }
46 }
47

48 // Free memory and gracefully kill daemon
49 cuArrayDelete, &dev_alpha, &dev_d;
50 cuKill;

Listing 4.11: Simplified implementation of α̂ calculation in Yorick using yCuda.
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Figure 4.17: Relative speedups of matrix multiplication normalised to the performance of
Yorick code. The speedups are shown, on a log scale, for a number of square
matrix sizes and data types.

memory hierarchy on a modern GPU by loading segments of the input matrices

into the shared memory.
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1 #define TILE_WIDTH 16
2 template<typename T>
3
__device__ void tiledMM(T *A, T *B, T *C,

4 long numARows, long numACols,
5 long numBRows, long numBCols,
6 long numCRows, long numCCols) {
7 int bx = blockIdx.x, by = blockIdx.y;
8 int tx = threadIdx.x, ty = threadIdx.y;
9 int k = numBCols;

10 int m = numARows;
11 int n = numACols;
12

13
__shared__ T ds_A[TILE_WIDTH][TILE_WIDTH];

14
__shared__ T ds_B[TILE_WIDTH][TILE_WIDTH];

15

16 int row = (by * blockDim.y) + ty;
17 int col = (bx * blockDim.x) + tx;
18 T cValue = 0.0;
19

20 for (int t = 0; t < ((n-1)/TILE_WIDTH)+1; ++t) {
21 if (((t*TILE_WIDTH) + tx < numACols) && (row < numARows)) {
22 ds_A[ty][tx] = A[n*row + t*TILE_WIDTH + tx];
23 } else {
24 ds_A[ty][tx] = 0.0;
25 }
26

27 if (((t*TILE_WIDTH) + ty < numBRows) && (col < numBCols)) {
28 ds_B[ty][tx] = B[(t*TILE_WIDTH + ty)*k + col];
29 } else {
30 ds_B[ty][tx] = 0.0;
31 }
32

33
__syncthreads();

34

35 for (int i = 0; i < TILE_WIDTH; ++i) {
36 cValue += ds_A[ty][i] * ds_B[i][tx];
37 }
38

39
__syncthreads();

40 }
41

42 if (row < numCRows && col < numCCols) {
43 C[(row * k) + col] = cValue;
44 }
45 }

Listing 4.12: CUDA kernel for tiled matrix multiplication.
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5.1 application to simulated data

5.1.1 Photometry

To initially test the performance of the detection algorithm an image set is simu-

lated with a number of companions in the field. The images are simulated across

the YJH imaging band and are simulated with 30nm RMS wavefront error. Twenty-

five companions are included in the simulation along five spiral arms, each of

which being assigned a different contrast ratio; 1.0× 10−4, 7.5× 10−5, 5.0× 10−5,

2.5× 10−5, 1.0× 10−5, and consisting of five companions linearly spanning radial

separations of 0.2′′ to 1.0′′. The host star is assigned a flux of 2.9× 1010 photons per

channel, which corresponds approximately to a 30 minute exposure of a star with

magnitude 5 in the H band. Examples of these images are shown in the top row of

Figure 5.1. These data are then resampled to the reference wavelength, the longest

wavelength in this case, after which the ML brightness, likelihood, and SNR maps

are calculated, all of which are also shown in the bottom row of Figure 5.1.

The results of the ML brightness calculation, both direct computation and non-

negative, are shown on the bottom row of Figure 5.1. The SNR map is also con-

strained with respect to the positivity of α̂. Values for each companion’s contrast

ratio may be estimated as the flux of the star is known for these simulations. In the

case of real data, an off-axis exposure (usually with a neutral density filter to avoid

saturation) will be necessary to estimate the host star’s flux. The exact values for

estimated companion contrast ratios and their corresponding SNRs are presented

in Table 5.1.

Another simulation was carried out to assess the impact of the inclusion of the

Wynne corrector in the imaging system. The simulation is identical, experiencing

the same wavefront errors, with the only difference being the Wynne corrector. As

before, the data are resampled to the reference wavelength before passing through

120
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Figure 5.1: Top: Simulated images at each extreme of the imaging band in the presence
of 30nm RMS wavefront error. The locations of the 25 companions are marked
with red crosses. Bottom left: Maximum likelihood brightness estimate. Bot-
tom centre: Corrected maximum likelihood brightness estimate. Bottom right:
Corresponding SNR map.

Arm 1 Arm 2 Arm 3 Arm 4 Arm 5

Contrast ratio
1.0× 10−4 7.5× 10−5 5.0× 10−5 2.5× 10−5 1.0× 10−5

Estimated contrast ratio
0.2′′ 1.27× 10−4 9.55× 10−5 4.62× 10−5 2.71× 10−5 2.68× 10−6

0.4′′ 1.01× 10−4 7.57× 10−5 5.13× 10−5 2.40× 10−5 1.30× 10−5

0.6′′ 9.85× 10−5 7.43× 10−5 5.00× 10−5 2.53× 10−5 1.03× 10−5

0.8′′ 9.93× 10−5 7.45× 10−5 4.96× 10−5 2.49× 10−5 1.01× 10−5

1.0′′ 9.97× 10−5 7.46× 10−5 4.95× 10−5 2.47× 10−5 9.33× 10−6

Signal-to-noise ratio
0.2′′ 103.5 77.2 37.7 22.1 2.2
0.4′′ 93.5 70.3 47.7 22.3 12.0
0.6′′ 96.1 72.4 48.7 24.6 10.0
0.8′′ 96.5 74.4 47.3 22.7 9.3
1.0′′ 65.5 62.8 48.3 20.3 6.0

Table 5.1: Estimated contrast ratios and SNRs of the twenty-five companions shown in
Figure 5.1.
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Figure 5.2: Top: Simulated images, with a Wynne corrector included, at each extreme of
the imaging band in the presence of 30nm RMS wavefront error. The locations
of the 25 companions are marked with red crosses. Bottom left: Maximum
likelihood brightness estimate. Bottom centre: Corrected maximum likelihood
brightness estimate. Bottom right: Corresponding SNR map.

the ML pipeline. The results of which are shown in Figure 5.2 with the estimates

for contrast ratio and SNR being shown in Table 5.2.

It can be seen from Table 5.1 that the ML algorithm yields high SNRs and accu-

rate results for photometry of all companions beyond 0.2′′, with significant devia-

tions only occurring at the closest separation of 0.2′′. It is at this smallest separation

that the only false negative occurs with an SNR of 2.2σ for the companion with

a contrast ratio of 1× 10−5. The introduction of the Wynne corrector in Table 5.2

significantly increases the SNRs across the field and at all contrast ratios, while

also improving photometric accuracy at smaller separations. It is to be noted that

the photometric accuracy at 0.2′′ is not optimal; this will be discussed further in

Section 5.1.3.

5.1.2 Astrometry

In order to initially extract a companion signal, a detection map is calculated using

a model companion PSF, which is centred on each pixel in the image. However, it
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Arm 1 Arm 2 Arm 3 Arm 4 Arm 5

Contrast ratio
1.0× 10−4 7.5× 10−5 5.0× 10−5 2.5× 10−5 1.0× 10−5

Estimated contrast ratio
0.2′′ 1.13× 10−4 8.32× 10−5 6.08× 10−5 2.93× 10−5 2.58× 10−5

0.4′′ 9.94× 10−5 7.41× 10−5 4.99× 10−5 2.49× 10−5 1.08× 10−5

0.6′′ 9.86× 10−5 7.42× 10−5 4.97× 10−5 2.48× 10−5 1.01× 10−5

0.8′′ 9.94× 10−5 7.44× 10−5 4.97× 10−5 2.50× 10−5 1.00× 10−5

1.0′′ 1.00× 10−4 7.46× 10−5 4.95× 10−5 2.47× 10−5 1.02× 10−5

Signal-to-noise ratio
0.2′′ 136.7 99.8 73.6 35.5 30.9
0.4′′ 136.8 102.1 68.8 34.3 14.8
0.6′′ 142.7 107.3 71.8 35.9 14.5
0.8′′ 143.2 110.3 70.2 33.8 13.7
1.0′′ 97.7 93.2 71.7 30.2 9.6

Table 5.2: Estimated contrast ratios and SNRs of the twenty-five companions shown in
Figure 5.2, where a Wynne corrector is implemented.

is unlikely that a companion will be perfectly centred on a given pixel. It is possi-

ble to localise the companions more accurately be computing Equation 4.14 using

a companion model that can translate on a sub-pixel grid; however, in practice this

would be very time consuming as it would require simulating an off-axis PSF for

each sub-pixel search location. An alternative approach is to fit the detected com-

panion signal in the initial ML brightness map. Assuming good speckle rejection,

a signal present in a detection map may be fitted, to a good approximation, with

a 2D Gaussian:

f(x,y) = A exp
(
−

(
(x− x0)

2

2σ2x
+

(y− y0)
2

2σ2y

))
,

= A exp
(
−
(x− x0)

2 + (y− y0)
2

2σ2

)
,

5.1

where due to symmetry, σx = σy.

The signal is fitted using the Levenberg-Marquardt algorithm to estimate opti-

mum values for A, x0, y0, and σ. The values, x0,y0, give an estimated sub-pixel

position of the companion. Equation 4.14 may be recalculated with this estimated

position to re-estimate α̂.
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Figure 5.3: Left: Central region of a ML brightness estimate of a single, on-axis source,
with zero wavefront error. Right: Central region of a ML brightness estimate
of a single, on-axis source, with zero wavefront error using a Wynne corrector.
The coronagraph, of diameter 0.185′′ at 1.65µm, is outlined by the red dotted
line in both images.

This companion fitting is carried out on the ML brightness maps computed

using the data displayed in Figures 5.1 and 5.2. To facilitate fitting each companion

separately, an initial estimate is taken for the location of each companion, around

which a mask is applied to ensure only the companion signal and local noise

remains. The results of this localisation technique are shown in Tables 5.3 and 5.4.

5.1.3 Static Algorithm Response

As can be seen in Tables 5.1 to 5.4, the performance of the ML algorithm, with

regards to companion localisation and photometry, close to the coronagraph is

not optimal. This is due to a combination of ’leakage’ of residual starlight and

imperfect speckle scaling. To demonstrate this, ML brightness estimates of a single,

on-axis source are shown in Figure 5.3.

This leakage occurs due to imperfect cancellation of the on-axis starlight by the

coronagraph. While the speckle field obeys the intensity scaling demonstrated in

Equation 3.12, any residual starlight not removed by the coronagraph does not and

therefore this leads to errors in the calculation of Equations 4.14, 4.17 and 4.26. Fig-

ure 5.4 demonstrates that after rescaling the image stack to a reference wavelength,

the perfect coronagraph, leaving only the speckle field due to phase errors, obeys

Equation 3.12 perfectly. The APLC and corrected APLC show identical perfor-

mance at 1.65µm, which is to be expected as the coronagraph effectively identical

at this wavelength.
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Figure 5.4: Comparison of performance of the SPHERE APLC, with and without the
Wynne corrector, and a perfect coronagraph.

To further demonstrate the impact of the static response and to quantify the

performance improvement yielded by the inclusion of the Wynne corrector, the

data shown in Figures 5.1 and 5.2 is simulated again with no companions, while

all other parameters are identical. These data are passed through the ML pipeline

and average radial profiles are computed of the resulting brightness estimate maps

to illustrate the detection limit as a function of radial separation. It can be seen in

Figure 5.5 that the inclusion of the Wynne corrector drops the detection limit by

an average of 30% across the field.

A solution to this issue is to model the influence an on-axis PSF has on the cen-

tral region of the ML brightness map and subtract it from the real data. Ideally, one

could reconstruct the image exactly without companions to compute its ML bright-

ness map; however, this not is not possible. Therefore, the model is computed in

the absence of residual speckle. Figure 5.6 presents the two ML brightness maps

and the result of taking the difference.

Table 5.5 presents the photometric measurements made with the static response

correction applied. As expected, this has little impact at large separations while

improving accuracy in the near the host star.

It is to be noted that this will not yield exact results as the static response of the

algorithm varies with the speckle field; See Figure 5.7.

A summary of the photometry results presented in Tables 5.1, 5.2 and 5.5 is

shown in Figure 5.8 where the photometric errors are shown. The values for the
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Figure 5.5: Radial profiles of the estimated contrast ratio of the data shown in Figures 5.1
and 5.2 with no companions and the same speckle field.

Arm 1 Arm 2 Arm 3 Arm 4 Arm 5

Contrast ratio
1.0× 10−4 7.5× 10−5 5.0× 10−5 2.5× 10−5 1.0× 10−5

Estimated contrast ratio
0.2′′ 1.04× 10−4 7.28× 10−5 5.07× 10−5 1.85× 10−5 1.36× 10−5

0.4′′ 9.88× 10−5 7.37× 10−5 4.96× 10−5 2.45× 10−5 1.04× 10−5

0.6′′ 9.85× 10−5 7.42× 10−5 4.95× 10−5 2.47× 10−5 1.00× 10−5

0.8′′ 9.93× 10−5 7.44× 10−5 4.96× 10−5 2.50× 10−5 9.98× 10−6

1.0′′ 9.98× 10−5 7.46× 10−5 4.95× 10−5 2.47× 10−5 9.61× 10−6

Table 5.5: Estimated contrast ratios of the twenty-five companions shown in Figure 5.6
showing improved accuracy at small separations with minimal impact on per-
formance beyond 0.4′′.
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Figure 5.6: Top left: ML brightness map of the data shown in Figure 5.2, where a Wynne
corrector is implemented. Top right: ML brightness map of a single on-axis
source in the absence of aberrations. Bottom: Difference of the ML brightness
maps with the coronagraph outlined. Note that the companions are visible
despite the core of the image being unmasked.
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Figure 5.7: Central regions of ML brightness maps of an on-axis source in the presence of
30nm RMS wavefront error with different realisations of the speckle field. All
images are shown on a log colour scale.
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Figure 5.8: Photometric errors, averaged across all contrast ratios, as presented in Ta-
bles 5.1, 5.2 and 5.5

error on estimated contrast ratio are calculated as an average of all contrast ratios

at a given separation. The Wynne corrected results show a inferior results at 0.2′′

which is due to the poor contrast ratio estimation at a contrast ratio of 1.0× 10−5.

5.1.4 Companion Spectra

All simulations up to this point contained companions which exhibited constant

flux across the imaging band. This section will analyse the performance of the

presented ML detection technique when the companions exhibit a given spectrum.

For the purpose of this research, companions exhibiting T-type spectra are simu-

lated. The spectra used are extracted from Looper et al. [139]. Following Zurlo et

al. [140], the contrast of a companion exhibiting spectral characteristics is defined

as the ratio of the integrated flux of the planet over that of the star, over the whole

imaging band. An example T-type spectrum is shown in Figure 5.9.

The data shown in Figures 5.1 and 5.2 are simulated once again with each com-

panion in the field being assigned an instance of a T-type spectrum. These data

are then passed through two versions of the ML detection pipeline; one where

the companion model exhibits no spectral behaviour and another in which the

companion model exhibits an approximate T-type spectrum.
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Figure 5.9: An instance of a T5 spectrum as extracted from Looper et al. [139] and an
average of all extracted spectra. Companions are assigned instances of these
spectra while the companion model used in the ML algorithm is assigned the
average spectrum.

5.1.4.1 Mismatched Model Spectrum

The consequence of using a mismatched companion spectrum is that the pk(θ)

term that appears in Equations 4.10 and 4.11 will not correctly match the compan-

ion(s) that are present in the data. Due to this, it is expected that the values for α̂

will therefore not be correct and that the SNRs will be diminished as some of each

companion’s flux will remain in the calculation of the p̂0 term of Equation 4.11;

this will result in a higher estimate of the variance of α̂. The results of these ML

detection tests are shown in Tables 5.6 and 5.7.

5.1.4.2 Matched Model Spectrum

Figure 5.9 shows an instance of the T5 spectrum applied to the companions in

these simulations. Also shown is an averaged T5 spectrum that is implemented in

the companion model pk(θ). The averaged spectrum is used to emulate a situation

where a companion spectrum is known but not exactly. The results of these ML

detection tests are shown in Tables 5.8 and 5.9.

As expected, the photometric performance of the algorithm is comparable to the

those where the companions exhibited no spectra as the model correlates very well

with the companions. Very slight errors are introduced due to the slight mismatch
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Arm 1 Arm 2 Arm 3 Arm 4 Arm 5

Contrast ratio
1.0× 10−4 7.5× 10−5 5.0× 10−5 2.5× 10−5 1.0× 10−5

Estimated contrast ratio
0.2′′ 1.10× 10−4 8.33× 10−5 3.74× 10−5 2.27× 10−5 1.15× 10−6

0.4′′ 8.53× 10−5 6.38× 10−5 4.34× 10−5 2.01× 10−5 1.14× 10−5

0.6′′ 8.28× 10−5 6.25× 10−5 4.22× 10−5 2.14× 10−5 8.72× 10−6

0.8′′ 8.19× 10−5 6.26× 10−5 4.02× 10−5 1.95× 10−5 8.14× 10−6

1.0′′ 7.58× 10−5 4.28× 10−5 4.02× 10−5 1.48× 10−5 6.87× 10−6

Signal-to-noise ratio
0.2′′ 90.2 68.0 30.9 18.7 0.9
0.4′′ 80.0 59.9 40.8 18.9 10.7
0.6′′ 81.7 61.6 41.5 21.1 8.6
0.8′′ 80.4 63.2 38.7 17.9 7.6
1.0′′ 50.3 36.4 39.7 12.3 4.4

Table 5.6: Estimated contrast ratios and SNRs of the twenty-five companions, which now
exhibit T-type spectra, shown in Figure 5.1.

Arm 1 Arm 2 Arm 3 Arm 4 Arm 5

Contrast ratio
1.0× 10−4 7.5× 10−5 5.0× 10−5 2.5× 10−5 1.0× 10−5

Estimated contrast ratio
0.2′′ 9.59× 10−5 7.10× 10−5 5.18× 10−5 2.48× 10−5 2.40× 10−5

0.4′′ 8.40× 10−5 6.23× 10−5 4.20× 10−5 2.10× 10−5 9.14× 10−6

0.6′′ 8.29× 10−5 6.24× 10−5 4.19× 10−5 2.09× 10−5 8.48× 10−6

0.8′′ 8.20× 10−5 6.25× 10−5 4.03× 10−5 1.95× 10−5 8.07× 10−6

1.0′′ 7.63× 10−5 4.28× 10−5 4.02× 10−5 1.48× 10−5 7.74× 10−6

Signal-to-noise ratio
0.2′′ 116.9 86.1 63.5 30.4 29.1
0.4′′ 116.8 86.8 58.5 29.2 12.7
0.6′′ 121.3 91.2 61.1 30.5 12.4
0.8′′ 119.5 93.7 57.6 26.6 11.1
1.0′′ 75.2 54.0 58.8 18.3 7.4

Table 5.7: Estimated contrast ratios and SNRs of the twenty-five companions, which now
exhibit T-type spectra, shown in Figure 5.2, where a Wynne corrector is imple-
mented.
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Arm 1 Arm 2 Arm 3 Arm 4 Arm 5

Contrast ratio
1.0× 10−4 7.5× 10−5 5.0× 10−5 2.5× 10−5 1.0× 10−5

Estimated contrast ratio
0.2′′ 1.09× 10−4 7.83× 10−5 4.85× 10−5 2.48× 10−5 5.98× 10−6

0.4′′ 9.78× 10−5 7.37× 10−5 4.96× 10−5 2.38× 10−5 1.13× 10−5

0.6′′ 9.72× 10−5 7.31× 10−5 4.90× 10−5 2.46× 10−5 1.03× 10−5

0.8′′ 9.79× 10−5 7.33× 10−5 4.90× 10−5 2.48× 10−5 9.92× 10−6

1.0′′ 9.86× 10−5 7.42× 10−5 4.88× 10−5 2.47× 10−5 9.24× 10−6

Signal-to-noise ratio
0.2′′ 112.7 80.7 50.3 25.7 6.2
0.4′′ 107.9 81.4 54.7 26.3 12.4
0.6′′ 110.2 82.8 55.5 27.8 11.6
0.8′′ 109.0 84.3 53.2 25.1 10.5
1.0′′ 56.7 45.1 53.8 15.0 5.2

Table 5.8: Estimated contrast ratios and SNRs using a matched companion model of the
twenty-five companions, which now exhibit T-type spectra, shown in Figure 5.1.

Arm 1 Arm 2 Arm 3 Arm 4 Arm 5

Contrast ratio
1.0× 10−4 7.5× 10−5 5.0× 10−5 2.5× 10−5 1.0× 10−5

Estimated contrast ratio
0.2′′ 1.04× 10−4 7.53× 10−5 5.29× 10−5 2.56× 10−5 1.57× 10−5

0.4′′ 9.74× 10−5 7.29× 10−5 4.88× 10−5 2.44× 10−5 1.01× 10−5

0.6′′ 9.72× 10−5 7.31× 10−5 4.88× 10−5 2.44× 10−5 9.85× 10−6

0.8′′ 9.80× 10−5 7.33× 10−5 4.90× 10−5 2.48× 10−5 9.86× 10−6

1.0′′ 9.90× 10−5 7.42× 10−5 4.88× 10−5 2.47× 10−5 1.00× 10−5

Signal-to-noise ratio
0.2′′ 159.0 115.1 81.4 39.4 24.0
0.4′′ 159.5 119.4 80.0 39.9 16.5
0.6′′ 163.4 122.9 82.0 40.9 16.6
0.8′′ 161.8 125.1 78.9 37.3 15.5
1.0′′ 84.5 66.9 79.8 22.2 8.3

Table 5.9: Estimated contrast ratios and SNRs using a matched companion model of the
twenty-five companions, which now exhibit T-type spectra, shown in Figure 5.2,
where a Wynne corrector is implemented.
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Figure 5.10: Photometric errors, averaged across all contrast ratios, as presented in Ta-
bles 5.6 to 5.9

between the actual companion spectra and that which is used by the companion

model.

A summary of the photometry results presented in Tables 5.6 to 5.9 is shown

in Figure 5.10 where the photometric errors are shown. The values for the error

on estimated contrast ratio are calculated as an average of all contrast ratios at a

given separation. It is clear that the inclusion of the companion spectrum in the

model yields much more accurate photometry.

To further illustrate the impact of the inclusion of companion spectra into the

detection pipeline, ML brightness maps are again calculated for a single on-axis

source. The radial profiles of these brightness maps are presented in Figure 5.11

As expected, the flat companion model performs exactly as shown in Figure 5.5,

while the inclusion of the model companion spectrum results in improved noise

suppression across the field as the host star does not exhibit the spectral character-

istics of the companion model.

5.1.5 Large Scale Analysis

An Receiver Operating Characteristic (ROC) analysis is carried out by carrying

out a large number of simulations, which are split into two categories depending

on the presence of companions, denoted by H0 when companions are absent and
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Figure 5.11: Comparison of the radial profiles of the estimated contrast ratio, achieved
using mismatched and matched model companion spectra, of the data shown
in Figure 5.2 with no companions and the same speckle field.

H1 when they are present. For a given speckle pattern, two simulations are car-

ried out; one with companions absent (H0) and another with companions present

(H1). The companions in all simulations are assigned a random azimuthal angle

at separations in the range 0.1′′ to 0.8′′ and a random contrast ratio in the range

1× 10−4 to 1× 10−6. Each simulation is passed through the ML detection pipeline,

as well as an implementation of Spectral Deconvolution (SD). A SNR is calculated

for each hypothesis with the results stored in two vectors, t0 and t1. This process

is repeated a large number of times for different realisations of the speckle pattern.

The ROC curve is obtained by calculating the False Positive Fraction (FPF) and the

True Positive Fraction (TPF) as described by Equations 5.2 and 5.3:

TPF(τ) =
|i such that t1,i > τ, i = 1, ..., I|

I
, 5.2

FPF(τ) =
|i such that t0,i > τ, i = 1, ..., I|

I
, 5.3

where τ is a variable threshold.

The areas under the ROC curve (Area under the ROC curve (AUC)) are used

as a figure of merit of an algorithm’s binary classification performance [141]. An

AUC of 0.5 denotes the equivalent of a random guess as the FPF increases linearly
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with the TPF whereas an AUC of 1 denotes ideal classification with a TPF of 1 for

a FPF of 0.

Four ROC analyses are carried out in total;

1. Companions are given a flat spectrum across the imaging band, a flat com-

panion model is used, and no Wynne corrector is implemented.

2. Companions are given a flat spectrum across the imaging band, a flat com-

panion model is used, and a Wynne corrector is implemented.

3. Companions are given an instance of a T5 spectrum, as shown in Figure 5.9,

both flat and matched companion models are used, and no Wynne corrector

is implemented.

4. Companions are given an instance of a T5 spectrum, as shown in Figure 5.9,

both flat and matched companion models are used, and a Wynne corrector

is implemented.

Results of each test are presented in Figures 5.12 to 5.15 respectively. All ROCs

also present results for SNRs that have been adjusted for the approximate station-

ary response of the ML detection algorithm, ML’, as discussed in Section 5.1.3. In

cases where the companions exhibit spectra, two sets of ML results are presented;

"ML flat" and "ML match", where the companion model used for the computa-

tion of detection maps exhibits a flat spectrum and a approximate T5 spectrum

respectively.

The issue of the ML algorithm’s stationary response is evident in all small-

separation ROCs as it manifests as a linear section of the curve in the lower left of

each plot. This indicates that a reduction in the threshold, τ, will result in an equal

number of true and false positives.

Adjusting the likelihood by the ideal stationary response has little impact at

large separations, as shown previous. At small separations, it does have the effect

of shifting the ROC to the left by reducing the FPF but in turn, this also effects the

TPF as the ideal response is not realised exactly in the presence of aberrations as

shown in Figure 5.7.

Figures 5.14 and 5.15 demonstrate that the additional knowledge of the com-

panion spectrum results in improved detections, as expected. This is due in part

to the increased likelihood value (Equation 4.17) as well as a reduced estimate

for the variance of the residual noise due to the more accurate subtraction of
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Figure 5.12: ROC curves, with AUCs, for test 1. ML’ indicates SNR maps have been ad-
justed using the approximated stationary response. Left column: Companion
separations less than or equal to 0.4′′. Right column: Companion separations
greater than 0.4′′.
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Figure 5.13: ROC curves, with AUCs, for test 2. ML’ indicates SNR maps have been ad-
justed using the approximated stationary response. Left column: Companion
separations less than or equal to 0.4′′. Right column: Companion separations
greater than 0.4′′.
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Figure 5.14: ROC curves, with AUCs, for test 3. ML’ indicates SNR maps have been ad-
justed using the approximated stationary response. Left column: Companion
separations less than or equal to 0.4′′. Right column: Companion separations
greater than 0.4′′.
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Figure 5.15: ROC curves, with AUCs, for test 4. ML’ indicates SNR maps have been ad-
justed using the approximated stationary response. Left column: Companion
separations less than or equal to 0.4′′. Right column: Companion separations
greater than 0.4′′.
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Figure 5.16: Reduced IFS data of HIP83693 displayed on a log colour scale. Left: Data cap-
tured at λ1 = 0.953µm. Right: Data captured at λ39 = 1.677µm. The position
of the companion is marked with a red square.

the companion signal in Equation 4.24. This demonstrates the potential to extract

companion spectra through the use of an iterative optimisation algorithm that con-

verges towards the companion spectrum by maximising the likelihood at a given

position.

It is further shown in Figures 5.13 and 5.15 that the introduction of the Wynne

corrector results in significant improvements, with both the ML technique and

SD benefiting from the additional stability of the PSF, and therefore improved

performance of the coronagraph.

5.2 application to real data

5.2.1 HIP83693

The SPHERE data reduction pipeline [125] is distributed with demo data, which

includes an observation of HIP83693 on 2015-04-23. After reduction of the raw IFS

data, as described in Section 2.2, the data set consists of ten 16s exposures, each

of which is a 291× 291× 39 data cube in the x− y− λ dimensions. The data is

captured in YJH-mode with the λ dimension spanning from 0.953µm to 1.677µm.

The N_ALC_YJH_S APLC is used with an occulting mask of diameter 0.185′′. Two

frames of a single datacube are shown in Figure 5.16.
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Figure 5.17: SNR map of HIP83693 data. A region twice the radius of the coronagraph has
been masked.

Prior to processing, observing a single frame in the latter half of the spectrum

reveals a companion at a separation of approximately 0.53′′ with a position angle

of ∼ 185◦, see Figure 5.16. The companion is not immediately evident at shorter

wavelengths as it falls at the edge of the AO control radius. HIP83693 is known to

have a binary companion that was observed at a separation of 5.82′′ and a position

angle of 78.4◦ in the year 2000 [142]. Assuming that the host star is stationary and

given that its distance from Earth is measured to be ∼ 144pc [143] and assuming

constant velocity of the companion, this gives an estimated velocity of ∼ 250kms−1,

which suggests that this may be the same object. To confirm this hypothesis, a

number of observations at other epochs will be necessary to study the motion of

the companion.

Passing a single exposure through our detection pipeline yields the ML esti-

mated brightness map shown in Figure 5.17. The companion is detected with an

SNR of 89.4 with its separation from the host star calculated to be 0.53854± 5×

10−5′′ with a plate scale of 0.00746′′ per pixel as defined in the fits header.

For comparison, SD has also been carried out, the results of which are presented

in Figure 5.18, with the same companion being detected with a SNR of 33.

It has not been possible to carry out any photometric analysis of this HIP83693

data as there are no off-axis exposures of the host star available.
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Figure 5.18: Spectral deconvolution of HIP83693 data. A region twice the radius of the
coronagraph has been masked.

5.2.2 HR8799

During the commissioning of SPHERE in 2014, the target HR8799 was observed

and the data has been made publicly available. The observation was made on 2014-

08-12 and consists of 80 exposures with the IFS operating in YJH mode with the

N_ALC_YJH_S (diameter: 0.185′′) coronagraph being used.

A number of preprocessing steps were carried out before passing the data set

through our detection pipeline. Firstly, all exposures were normalised to a single

exposure time as the first 48 frames had an exposure time of 60 seconds, while

the remaining 32 frames had exposure times of 100 seconds. Next, a constant sinu-

soidal modulation, which is present in all frames of the data set, is filtered out in

the Fourier domain using a Gaussian band pass filter. The source of this modula-

tion is unknown but it exhibits no wavelength dependence so it likely introduced

by the data reduction pipeline. Finally, one exposure is discarded from the data set

as it is evident that some misalignment occurred during the observation, which

resulted in the target not being centred behind the coronagraph. An example of

the correctly aligned frames and the misaligned frame are shown in Figure 5.19.



5.2 application to real data 143

−1.0 −0.5 0.0 0.5 1.0

−1.0

−0.5

0.0

0.5

1.0

HR8799 on−axis exposure 1 (λ=0.941µm)

[arcsec]

[a
rc

s
e

c
]

−1.0 −0.5 0.0 0.5 1.0

−1.0

−0.5

0.0

0.5

1.0

HR8799 on−axis exposure 4 (λ=0.941µm)

[arcsec]

[a
rc

s
e

c
]

Figure 5.19: Left: A correctly aligned exposure of HR8799 at λ1. Right: The misaligned
exposure of HR8799 at λ1. Stellar leakage is visible near the lower left of the
coronagraph. Both images are shown on the same log colour scale.

5.2.2.1 Astrometry

Passing single exposures through our detection pipeline yielded no significant

detections so therefore it was decided to take advantage of the angular dimension

of the data. Over the course of the observation, the field rotated 33.73◦ allowing

an estimate of the background to be made by median combining the frames at

each wavelength. This background estimate is subtracted from each individual

x− y− λ data cube, each of which are then de-rotated using spline interpolation

to realign the companion signals, and summed. The final product of this reduction

is a 291× 291× 39 data cube that is then passed through the ML pipeline.

The resulting SNR map is shown in Fig. 5.20 with both companions, HR8799de,

easily visible. When a search template, which is centred on each pixel, with a

constant companion spectrum is used HR8799d is detected with an SNR of 52.3,

while HR8799e is detected with an SNR of 60.3. Following the localisation method

outlined in Section 5.1.2, the radial separations of HR8799de from the host star are

estimated to be 0.647′′ and 0.379′′ respectively. [144] calculates the separation of

HR8799d to be 0.658± 0.006′′ and HR8799e to be 0.383± 0.003′′ which corresponds

to a 1.67% and 1.04% difference respectively.

As outlined in Section 5.1.4.2, prior knowledge of a companion spectrum can

lead to greater SNRs. The spectra of both HR8799de have been extracted (follow-

ing the method outlined in Section 3.2.2) from [144] where SPHERE observations

further constrained the companions’ spectra. Using these spectra, as shown in Fig-
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Figure 5.20: SNR map of HR8799 data. A region twice the radius of the coronagraph has
been masked.

ure 5.21, as the search templates yields SNRs for both companions of 62.0 and 86.0

for HR8799de respectively.

5.2.2.2 Photometry

The HR8799 data set also includes an off-axis exposure of the host star. To prevent

saturation of the sensors, off-axis observations are carried out using a shortened

exposure time and with a neutral-density filter inserted in the common path. Be-

fore analysis is carried out on these data, the exposure times and the per-channel

throughput of the neutral density filter [90] are compensated for. Following this,

these data are used to calculate the contrast curves of the two companions present

in the IFS field.

To estimate the flux of HR8799a in each IFS channel, aperture photometry is

carried out. A pair of masks are generated which are centred on the off-axis target.

The first mask is sized to encapsulate the core of the off-axis PSF while the second

mask encloses an annular region with a minimum radius of 4 λD and a maximum

radius of 7 λD . The background noise is estimated as the mean value of the pixels

enclosed by the second mask. This background estimate is normalised to the size

of the inner mask and subtracted from the sum of the pixels contained by the inner

mask to give an estimate for the flux of the star. This process is repeated across

the wavelength dimension to estimate the attenuated spectrum of the star, which

is also shown in Figure 5.22. This measured spectrum is compared to a model
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Figure 5.21: Normalised spectra of HR8799de as extracted from Zurlo et al. [144].

spectrum of HR8799a (also extracted from [144]) to deduce the effect of losses,

such as atmospheric absorption.

The off-axis data is passed through the pipeline, with the spectrum estimate,

to calculate the brightness of the star. Following this, the star and companion

brightnesses, along with their spectra, are used to calculate the contrast curves

of HR8799de, which are presented in Figure 5.23. The calculated values show

good agreement with, and fall within the errors of the IRDIS J and H2 channel

measurements presented by Zurlo et al. [144].

As a comparison, the reduced HR8799 data set has also been passed through a

spectral deconvolution pipeline with the results shown in Figure 5.24. HR8799d

is visible with an SNR of 4.98, while HR8799e is not immediately obvious; how-

ever, an SNR of 2.14 is calculated at its expected position. The difference in the

performance of SD when applied to simulated data and real data is likely due

to a combination of the imperfect seeing, which the simulations assume, and the

ADI preprocessing that has been carried out. Both of these factors may effect the

residual noise in such a way that SD may fit, and therefore subtract, a present com-

panion signal. The ML technique presented is less affected by these inaccuracies

due to the inverse problem approach. This is due to the fact that exoplanet signals

are constructed from the available data as opposed to SD where exoplanet signals

are extracted after subtraction of an estimated on-axis PSF.
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Figure 5.22: Top: Off-axis exposure of HR8799a on a log colour scale, showing the regions
used to estimate the stellar flux. Bottom: Normalised spectrum of HR8799a
as extracted from Zurlo et al. [144] and from the off-axis observations using
aperture photometry. The ratio of these spectra is used to estimate the impact
of Earth’s atmosphere on photometry.



5.2 application to real data 147

1.0 1.1 1.2 1.3 1.4 1.5 1.6

 12

 13

 14

 15

 16

 17

 18

Contrast curves for HR8799de

Wavelength [µm]

C
o
n
tr

a
s
t 
[m

a
g
]

IFS HR8799d

IFS HR8799e

IRDIS HR8799d

IRDIS HR8799e

Figure 5.23: The contrast curves of HR8799de with respect to the off-axis observation of
HR8799a. IRDIS measurements, with their errorbars, as presented by Zurlo
et al. [144] are overlayed.
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Figure 5.24: Spectral deconvolution of HR8799 data. HR8799d is visible while HR8799e is
not.
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C O N C L U S I O N

6.1 summary of thesis

Chapter 1 provides an overview of the field, including both indirect and direct

detection techniques. The advantages and disadvantages of both methods are dis-

cussed and the motivation for direct imaging explained. The primary challenges

of direct imaging, that is angular resolution and achievable contrast, are discussed

and techniques to overcome these challenges are explained, with the theory of

Adaptive Optics and coronagraphy described. Despite advances in both of these

areas, residual quasi-static speckle remain and limit the potential for detection of

faint companions. To overcome this, a number of data post-processing techniques

are implemented; the most popular and promising of which are presented.

Chapter 2 focuses on the recent advancements in the hardware used in the exo-

planet detection field as significant amount of work has been put into the design

and building of next-generation exoplanet imagers. An overview of these projects:

Spectro-Polarimetric High Contrast Exoplanet REsearch, Gemini Planet Imager,

Subaru Coronagraphic Extreme Adaptive Optics, and Project 1640, is given with

particular attention paid to SPHERE and its Integral Field Spectrograph, as it is

the focus of this work. Particular attention is also paid to the reduction of raw IFS

data.

Chapter 3 describes the PeX simulation package as well as adaptations that have

been made to produce SPHERE-like data. The simulated data has also been com-

pared to laboratory measurements to validate the use use of the package for all

following work. Following this, the chromatic behaviour of the residual speckle

field is described, along with an image resampling framework that compensates

for the chromatic behaviour of the speckles. Here, it is shown that speckle chro-

matism may not be compensated for completely due to the chromatic behaviour

of the on-axis coronagraphic PSF. It is this that motivated the use of a Wynne

corrector to essentially achromatise SPHERE’s APLC by demagnifying the pupil

before focusing on the coronagraph and magnifying it again before reaching the

149
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Lyot stop. The outcome of this is to fix λ
D in the first image plane to ensure that the

coronagraph occults the same portion of the on-axis PSF at each wavelength. Re-

sults show a significantly more stable speckle field across the imaging band with

much higher correlation coefficients, even at the extremes of the bands.

Expanding on the work of Smith et al. [59], Chapter 4 presents a model that is

used to describe a source undergoing motion in a speckle field. Using this model,

a Maximum likelihood estimator for the brightness of this source is derived, along

with expressions for likelihood and a Signal-to-Noise Ratio based on the variance

of the brightness. The application of this model and the ML estimator the multi-

spectral data is described following the data resampling framework discussed in

Chapter 3. This chapter also discusses the computational complexity of the ML

estimator and describes potential steps that can increase the throughput of the al-

gorithm. The culmination of this being yCuda, a resource management system and

abstraction layer over the CUDA runtime, which offers significant computational

performance gains while remaining much more flexible than compiling modules

to carry out specific computation. Using Yorick as a host language, yCuda achieves

a performance improvement of almost 6× in the computation of the ML estimator

and up to 1000× improvement in matrix multiplication; a GPU suited workload,

despite the added overhead of communication between the CPU and GPU.

Chapter 5 presents the application of the ML estimator in a number of regimes,

such as varying radial separation between the on-axis host and the companion,

and varying contrast ratio. The performance of the algorithm, in terms of both

photometry and astrometry, is shown with promising performance even at sep-

arations as low as 0.2′′, particularly when a Wynne corrector is implemented. It

is shown that errors in arise in both photometry and astrometry at smaller sep-

arations due to a static response of the proposed ML estimator. This arises be-

cause of imperfect scaling of the residual star flux with respect to wavelength due

to residual starlight not removed by the coronagraph. It is possible to improve

the algorithm’s performance by estimating this static response but without exact

knowledge of the phase errors, it is not possible to remove this response exactly.

The effect of introducing companion spectral characteristics is also investigated

and it is shown that the ML algorithm still performs well in terms of detection;

however, companion brightness in underestimated unless prior knowledge of the

companion spectrum is used in forming the companion model. It is shown that
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when the companion spectrum is known approximately that photometric accuracy

is restored.

An ROC analysis is also carried out to assess the performance of algorithm and

compare it with SD. The performance of the two algorithms are comparable at

larger separations bar the case of a high contrast ratio when the host star and

companions share the same spectrum; however, both the implementation of the

Wynne corrector and the introduction of companion spectra improve the perfor-

mance of the ML estimator to the point that perfect discrimination is achieved

even for a contrast ratio of 1× 10−6. The ROC analysis clearly demonstrates the

impact of the ML estimator’s static response on detection classification with the

AUC being diminished; however, it can also be seen that the ML estimator does

result in higher TPFs for low thresholds across all scenarios analysed.

Finally, two sets of real data are passed through the ML detection pipeline. The

exposure of HIP83683 contains an obvious secondary source in the field. Both

the presented ML estimator and SD both detect the companion though the ML

estimator results in a much higher SNR.

In the case of the HR8799 data set, neither the ML estimator nor SD yield

significant detections in the single exposures. Therefore, simple preprocess-

ing is carried out, which consists of subtracting a background estimate that

is constructed by median-combining the available exposures, derotating each

background-subtracted frame, and summing the results. Passing this reduced

dataset through the ML pipeline results in significant detections of both com-

panions and when prior knowledge of the companions’ spectra is supplied, the

resulting contrast curves for both companions lie within the error bars of previous

measurements. Carrying out SD on the same reduced dataset yields a detection

for HR8799d but no detection of HR8799e. This result demonstrates the robustness

of the ML estimator.

6.2 future work

As mentioned in Chapter 5, the primary limitation of the ML estimator when

applied to multispectral data is the issue of stellar leakage and the algorithm’s

static response to this residual starlight. Therefore to achieve ideal performance, it

is necessary to reduce stellar leakage to a minimum. As this may not always be

possible, future research may be undertaken to include the influence of this stellar
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leakage in the data model by substituting p0, the on-axis PSF, with a wavelength

dependant model, p0,k, in Equation 4.2, and re-derive the ML estimator.

Another potential option is to scale the speckle field intensity in annular regions

of the field to minimise residuals in difference images across the imaging band. At

large separations, this scaling would tend towards the λ−2 value described in Sec-

tion 3.4 as the speckles would be dominant rather than the stellar leakage; however,

at smaller separations this adaptive approach would tend towards minimising the

stellar leakage.

As discussed in Section 1.6, two important considerations in coronagraph de-

sign are their sensitivity to wavefront errors and their bandwidth. As the perfor-

mance of AO systems has improved, the chromatic behaviour of coronagraphs is

more apparent, as shown in Section 3.4.2. The introduction of the Wynne corrector

has shown significant improvement in terms of PSF and speckle stability. Future

work in this area would include investigation of further coronagraph optimisation

and research into unconventional coronagraph designs. For example, Figure 3.12

shows the chromatic behaviour of an R&R style phase mask; the implementation

of a Wynne corrector could potentially facilitate its implementation.

Also mentioned in Chapter 5, the likelihood of a companion’s brightness is max-

imised when the spectrum of the model companion matches that of the companion

present in the data. Therefore, as an extension to the work in this thesis, estimation

of a companion’s SED, α̂k, may be carried out using a linear estimator, in a similar

manner to [82]. It is to be noted that the estimates for αk will need to be adjusted

for the intensity scaling that occurs during the chromatic image resampling step.

Future work on the yCuda package will include the implementation of string

literal kernels through the use of the NVRTC1, the NVIDIA run time compilation

library. This will allow GPU kernels to be written within the front-end interpreter,

passed to yCuda, and then compiled at runtime. This would be of benefit to the

user as it would reduce development time and reduce the dependence of yCuda on

system paths, which in turn would increase portability. It would also be of interest

to investigate the linking of dynamic libraries such as cuFFT (CUDA fast Fourier

transform) and cuBLAS (CUDA basic linear algebra subroutines) to allow the use

of heavily GPU optimised libraries. Further improvements could be made to the

memory model of yCuda through the implementation of a managed shared heap.

This would reduce by half the number of memory transfers as the yCuda daemon

1 http://docs.nvidia.com/cuda/nvrtc/index.html
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would no longer need a private copy of the transferred data. However, this would

increase the complexity of the package as a memory management system would

need to be included to recycle freed memory to prevent the heap growing with

every allocation.
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a.2 block matrix inversion

To calculate φ̂(θ) as outlined in Equation 4.8, it is necessary to first solve

(H(θ)tH(θ))−1. The first step is deriving the expression for H(θ)tH(θ):

H(θ)tH(θ) =

 IM IM . . . IM

pt1(θ0) pt2(θ0) . . . ptN(θ0)


(M+1)×MN



IM p1(θ0)

IM p2(θ0)

...
...

IM pN(θ0)


MN×(M+1)

, A.1

=

 NIM
∑N
k pk(θ)∑N

k p
t
k(θ)

∑N
k ‖pk(θ)‖

2


(M+1)×(M+1)

. A.2

In order to calculate the inverse of Equation A.2, a special case of the block

matrix inversion lemma is used. Given a matrix:

155
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M =

A b

bt c

 ,

(N+1)×(N+1)

A.3

where A is an N×N matrix, b is an N× 1 column vector, and c is a scalar, the

inverse of M is given by:

M−1 =

A−1 + 1
KA

−1bbtA−1 − 1KA
−1b

− 1Kb
tA−1 1

K

 . A.4

From this, (H(θ)tH(θ))−1 can be expressed with the following:

A = NIM, A.5

b =
∑
k

pk(θ), A.6

c =
∑
k

‖pk(θ)‖
2 , A.7

K = c− btA−1b, A.8

with

A−1 =
1

N
IM, A.9

K =
∑
k

‖pk(θ)‖
2 −

1

N

∥∥∥∥∑
k

pk(θ)

∥∥∥∥2, A.10

where ‖‖ represents the l2-norm.

Substituting the relevant expressions and dividing the matrix into a number of

blocks gives

(H(θ)tH(θ))−1 =

 1NIM + 1
K p̄(θ)p̄

t(θ) − 1K p̄(θ)

− 1K p̄
t(θ) 1

K

 def
=

A1,1 A1,2

A2,1 A2,2

 , A.11

H(θ)t =

 IM IM . . . IM

pt1(θ0) pt2(θ0) . . . ptN(θ0)

 def
=

B1,1 . . . B1,N

B2,1 . . . B2,N

 , A.12
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where p̄(θ) = 1
N

∑
k pk(θ). This allows the calculation of (H(θ)tH(θ))−1H(θ)t:

(H(θ)tH(θ))−1H(θ)t =

A1,1B1,1 +A1,2B2,1 . . . A1,1B1,N +A1,2B2,N

A2,1B1,1 +A2,2B2,1 . . . A2,1B1,N +A2,2B2,N

 . A.13

Noting that the B1,k elements are identity matrices allows this expression to be

simplified to

(H(θ)tH(θ))−1H(θ)t =

A1,1 +A1,2B2,1 . . . A1,1 +A1,2B2,N

A2,1 +A2,2B2,1 . . . A2,1 +A2,2B2,N

 . A.14

Recalling from Equation 4.8 that

φ̂(θ) =

p̂0(θ)
α̂(θ)

 = (H(θ)tH(θ))−1H(θ)td, A.15

=

A1,1 +A1,2B2,1 . . . A1,1 +A1,2B2,N

A2,1 +A2,2B2,1 . . . A2,1 +A2,2B2,N



d1
...

dN

 . A.16

Expanding the above and replacing the substitutions with their previous expres-

sions gives

p̂0(θ)
α̂(θ)

 =

(A1,1 −
1
K p̄(θ)p

t
1(θ)

)
d1 + . . .+

(
A1,1 −

1
K p̄(θ)p

t
N(θ)

)
dN(

1
K(p

t
1(θ) − p̄

t(θ))
)
d1 + . . .+

(
1
K(p

t
N(θ) − p̄

t(θ))
)
dN

 , A.17

and therefore

p̂0(θ) =
∑
k

(
1

N
IM +

1

K
p̄(θ)p̄t(θ) −

1

K
p̄(θ)ptk(θ)

)
dk, A.18

α̂(θ) =
∑
k

(
1

K
(ptk(θ) − p̄

t(θ))

)
dk. A.19
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Before continuing, it is useful to define

cN(θ)
def
= NK = N

∑
k

‖p‖k (θ)
2 −

∥∥∥∥∑
k

pk(θ)

∥∥∥∥2. A.20

Focusing first on Equation A.19 and expressing K =
cN(θ)
N gives

α̂(θ) =
∑
k

(
1

K
(ptk(θ) − p̄

t(θ))

)
dk, A.21

=
1

K

∑
k

(
ptk(θ) −

1

N

∑
k

ptk(θ)

)
dk. A.22

Next focusing on Equation A.18

p̂0(θ) =
∑
k

(
1

N
IM +

1

K
p̄(θ)p̄t(θ) −

1

K
p̄(θ)ptk(θ)

)
dk,

=
∑
k

(
1

N
IM −

1

K
p̄(θ)

(
ptk(θ) − p̄

t(θ)
))
dk,

=
∑
k

(
1

N
dk −

1

K
p̄(θ)

(
ptk(θ) − p̄

t(θ)
)
dk

)
,

=
∑
k

(
1

N
dk −

1

K
p̄(θ)

(
ptk(θ) −

1

N

∑
l

ptl(θ)

)
dk

)
.

A.23

Distributing the outer summation

p̂0(θ) =
∑
k

1

N
dk − p̄(θ)

1

K

∑
k

(
ptk(θ) −

1

N

∑
l

ptl(θ)

)
dk, A.24

and noting our definition of α̂(θ) from Equation A.22 finally gives

p̂0(θ) =
∑
k

1

N
dk − α̂(θ)p̄(θ), A.25

=
1

N

∑
k

dk − α̂(θ)pk(θ). A.26
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a.3 likelihood derivation

In order to concentrate the log-likelihood, lnL
(
φ(θ), θ, ρ2|d

)
, the maximum like-

lihood estimator for φ(θ) is substituted into the lnL:

L ′(θ)
def
= lnL

(
φ̂(θ), θ, ρ2|d

)
∝ −

1

2ρ2

∑
k

∥∥∥dk −Hk(θ)φ̂(θ)
∥∥∥2 , A.27

where terms not dependant on θ are dropped. It is to be noted that from Equa-

tion 4.4 that

Hk(θ)φ̂(θ) = p̂0(θ) + α̂(θ)pk(θ). A.28

Expanding the terms within the l2-norm of Equation A.27 yields

L ′(θ) = −
1

2ρ2

∑
k

[
‖dk‖2︸ ︷︷ ︸

No θ
dependence

−2dtHk(θ)φ̂(θ) +
∥∥∥Hk(θ)φ̂(θ)

∥∥∥2]. A.29

As dk has no dependence on θ, it may be dropped as it will not impact the min-

imisation process. Similarly, the ρ2 term may also be removed leaving

L ′(θ) =
∑
k

[
2dtkHk(θ)φ̂(θ) −

∥∥∥Hk(θ)φ̂(θ)
∥∥∥2], A.30

=
∑
k

[
2dtk (p̂0(θ) + α̂(θ)pk(θ)) − ‖p̂0(θ) + α̂(θ)pk(θ)‖

2

]
. A.31

Expanding the l2-norm again gives

L ′(θ) =
∑
k

[
2dtk (p̂0(θ) + α̂(θ)pk(θ)) − ‖p̂0(θ)‖

2

− 2α̂(θ)ptk(θ)p̂0(θ) − ‖α̂(θ)pk(θ)‖
2

]
,

=
∑
k

[
2dtkp̂0(θ) + 2d

t
kα̂(θ)pk(θ) − ‖p̂0(θ)‖

2

− 2α̂(θ)ptk(θ)p̂0(θ) − ‖α̂(θ)pk(θ)‖
2

]
.

A.32

Recalling that p̂0(θ) =
1
N

∑
k dk − α̂(θ)pk(θ) and substituting it above results in
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L ′(θ) =
∑
k

[
2dtk

(
1

N

∑
k

dk − α̂(θ)pk(θ)

)
+ 2dtkα̂(θ)pk(θ)

−2α̂(θ)ptk(θ)

(
1

N

∑
k

dk − α̂(θ)pk(θ)

)

−

∥∥∥∥∥
(
1

N

∑
k

dk − α̂(θ)pk(θ)

)∥∥∥∥∥
2

− ‖α̂(θ)pk(θ)‖
2

]
.

A.33

Distributing the summations included in the p̂0(θ) terms and defining

d̄
def
=
1

N

∑
k

dk, p̄
def
=
1

N

∑
k

pk, A.34

allows Equation A.33 to be simplified to

L ′(θ) =
∑
k

[
2dtk

(
d̄− α̂(θ)p̄(θ)

)
+ 2dtkα̂(θ)pk(θ)

− 2α̂(θ)ptk(θ)
(
d̄− α̂(θ)p̄(θ)

)
−
∥∥(d̄− α̂(θ)p̄(θ)

)∥∥2 − ‖α̂(θ)pk(θ)‖2
]

,

=
∑
k

[
2dtkd̄︸ ︷︷ ︸
No θ

dependence

−2dtkα̂(θ)p̄(θ) + 2d
t
kα̂(θ)pk(θ)

− 2α̂(θ)ptk(θ)d̄+ 2α̂2(θ)ptk(θ)p̄(θ)

−
∥∥(d̄− α̂(θ)p̄(θ)

)∥∥2 − α̂2(θ)ptk(θ)pk(θ)
]

.

A.35

Grouping similar terms gives

L ′(θ) =
∑
k

[
2α̂(θ)dtk (pk(θ) − p̄(θ))

− α̂2(θ)ptk(θ) (pk(θ) − 2p̄(θ))

− 2α̂(θ)ptk(θ)d̄−
∥∥(d̄− α̂(θ)p̄(θ)

)∥∥2].

A.36

Next, the l2-norm is expanded
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L ′(θ) =
∑
k

[
2α̂(θ)dtk (pk(θ) − p̄(θ))

− α̂2(θ)ptk(θ) (pk(θ) − 2p̄(θ)) − 2α̂(θ)pk(θ)d̄
t

− d̄
t
d̄︸︷︷︸

No θ
dependence

+2α̂(θ)p̄(θ)d̄
t
− α̂2(θ)p̄t(θ)p̄(θ)

]
,

=
∑
k

[
2α̂(θ)dtk (pk(θ) − p̄(θ))

− α̂2(θ)ptk(θ) (pk(θ) − 2p̄(θ))

− 2α̂(θ)d̄
t
(pk(θ) − p̄(θ)) − α̂

2(θ)p̄t(θ)p̄(θ)

]
.

A.37

Grouping the (pk(θ) − p̄(θ)) terms

L ′(θ) =
∑
k

[
2α̂(θ) (pk(θ) − p̄(θ))

(
dtk − d̄

t
)

− α̂2(θ)ptk(θ) (pk(θ) − 2p̄(θ)) − α̂
2(θ)p̄t(θ)p̄(θ)

]
.

A.38

Rearranging the second term and distributing the summation

L ′(θ) =
∑
k

[
2α̂(θ) (pk(θ) − p̄(θ))

(
dtk − d̄

t
)

− α̂2(θ)
(
ptk(θ)pk(θ) − 2p

t
k(θ)p̄(θ) + p̄

t(θ)p̄(θ)
)]

,

= 2α̂(θ)
∑
k

(pk(θ) − p̄(θ))
(
dtk − d̄

t
)

− α̂2(θ)

(∑
k

p2k(θ) − 2p̄(θ)
∑
k

ptk(θ) +
∑
k

p̄t(θ)p̄(θ)

)
.

A.39

The first term of Equation A.39 may be simplified as follows:
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∑
k

(pk(θ) − p̄(θ))
(
dtk − d̄

t
)

=
∑
k

[
pk(θ)d

t
k −pk(θ)d̄

t
− p̄(θ)dtk + p̄(θ)d̄

t
]

,

=
∑
k

pk(θ)d
t
k − d̄

t
∑
k

pk(θ) − p̄(θ)
∑
k

dtk +
∑
k

p̄(θ)d̄
t,

=
∑
k

pk(θ)d
t
k −Nd̄

t
p̄(θ) −Np̄(θ)d̄

t
+Np̄(θ)d̄

t,

=
∑
k

pk(θ)d
t
k −N

(
1

N

∑
k

dtk

)(
1

N

∑
k

pk

)
,

=
∑
k

pk(θ)d
t
k −

1

N

∑
k

pk(θ)
∑
k

dtk.

A.40

Using the definitions shown in Equation A.34, the second term may be simplified

L ′(θ) = 2α̂(θ)

(∑
k

pk(θ)d
t
k −

1

N

∑
k

pk(θ)
∑
k

dtk

)

− α̂2(θ)

(∑
k

p2k(θ) − 2Np̄(θ)p̄
t(θ) +Np̄t(θ)p̄(θ)

)
,

= 2α̂(θ)

(∑
k

pk(θ)d
t
k −

1

N

∑
k

pk(θ)
∑
k

dtk

)

− α̂2(θ)

(∑
k

p2k(θ) −N

(
1

N

∑
k

ptk(θ)

)(
1

N

∑
k

pk(θ)

))
,

= 2α̂(θ)

(∑
k

pk(θ)d
t
k −

1

N

∑
k

pk(θ)
∑
k

dtk

)

− α̂2(θ)

(∑
k

p2k(θ) −
1

N

∥∥∥∥∑
k

pk(θ)

∥∥∥∥2
)

.

A.41

It is also useful to express cN(θ) and α̂(θ) in alternative forms:

cN(θ) = N
∑
k

‖pk(θ)‖
2 −

∥∥∥∥∑
k

pk(θ)

∥∥∥∥2, A.42

α̂(θ) =
N

cN(θ)

(∑
k

pk(θ)d
t
k −

1

N

∑
k

pk(θ)
∑
k

dtk

)
. A.43

Combining the result of Equation A.41 with Equations A.42 and A.43 results in
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L ′(θ) = 2α̂(θ)

(
1

N
cN(θ)α̂(θ)

)
− α̂2(θ)

(
1

N
cN(θ)

)
, A.44

=
1

N
cN(θ)α̂

2(θ). A.45
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