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Abstract — Red-eye and flash-eye defects in still 

photography continue to cause problems for digital imaging 
devices. New variants of flash-eye defects have appeared as 
cameras and cameras sub-systems get smaller in size. This 
paper reviews a wide range of the more recently patented 
techniques that have been applied to solve various problems 
associated with red and non-red flash-eye, particularly 
solutions which are implemented in the camera. The use of in-
camera metadata, multiple images of the same scene and 
adaptation of image acquisition conditions to improve red-eye 
detection and correction are explained. Four principle 
categories of flash-eye defect are identified and techniques are 
outlined to deal with each of these. The use of face, eye and 
scene metadata obtained within the camera is also considered. 
In particular data obtained regarding indoor/outdoor scenes, 
partial face regions, eye orientation and gaze and pupil size 
can all assist with some difficult cases of flash-eye defect. 
Some advanced techniques to improve the correction and 
reconstruction of eye regions are also considered. 
 

Index Terms —redeye detection, redeye correction, flash-
eye defects, embedded image processing.  

1 .  INTRODUCTION 
In an earlier review Gasparini and Schettini [1] have 

outlined and discussed the principle algorithms employed for 
red-eye detection and correction in digital imaging. However 
the work of these authors was mainly focused on the solution 
of the red-eye problem through static analysis of a digital 
image after an imaging device has acquired it. As a 
consequence the emphasis of this article was on improved 
algorithms and approaches to generalize the analysis of red-
eye defects using more sophisticated pattern analysis 
techniques.  

In this article we review a range of more recent techniques 
employed in the detection and correction of red-eye defects 
within a state-of-art digital imaging system. In particular we 
examine techniques that can be adapted within a digital 
camera, primarily to improve the detection of such flash 
defects. Flash defects are also extended to cover classes of 

non-red or part-red (hybrid) defects. The latter have become 
more common in recent years due to the shrinking size of new 
digital cameras that often place the flash almost proximate 
with the imaging optics. Emerging challenges such as the 
potential for flash-like defects to occur in video sequences 
when high-power LED illumination is used are also 
considered.  

This article is divided into several main sections. Firstly we 
describe a simple, yet efficient algorithm [2], [3] which 
provides a foundation for a series of more complex and 
intricate techniques. This differs from much of the prior art 
described in [1] as it directly detects potential red-eye 
candidate regions without relying on an explicit face or eye 
detection process. In Section 3 we take a look inside the 
camera and consider the problem of red-eye detection from the 
perspective of an embedded imaging device. This 
demonstrates that the existing prior art was too focused on the 
optimization of pattern recognition and ignored many practical 
aspects of the digital camera that acquires the image. Section 4 
considers various extensions to the filtering scheme of the 
foundation algorithm.  Section 5 looks at the use of more than 
one image to improve the accuracy of red-eye detection, 
introducing the concept of flash/no-flash photography. Section 
6 then considers the use of scene analysis and acquisition 
metadata to further refine the detection of red-eye artifacts.  

Section 7 introduces the concept of a two-step red-eye 
detection - a first process is executed on a sub-sample of the 
main image and the corrected sub-sample image is shown 
immediately on the display of the imaging device. A more 
comprehensive analysis is performed in the background and 
eventually applied to the main acquired image. Section 8 
discusses non-red flash artifacts in some details. While in 
practice less than 10% of flash artifacts fall into this category, 
it is these artifacts that cannot be detected by conventional 
algorithms. Several alternative algorithms and techniques are 
detailed in this section.  

Section 9 discusses the role of face and eye tracking in the 
detection and correction of flash defects. Again we focus on 
the implications of adapting these techniques for use in an 



 
embedded imaging device such as a digital camera. Section 10 
tackles some issues relating to the correction of defects, in 
particular non-red defects. Finally, in Section 11 some 
conclusions on the state of red-eye correction in digital 
cameras are provided and some emerging challenges for the 
next generation of consumer imaging devices are introduced.  

2.   FOUNDATION ALGORITHM  
Here we begin with a short discussion of the fundamentals 

of red-eye correction.  
On first consideration this problem does appear relatively 

trivial - we are looking for red, round patches of pixels located 
within a larger region of skin pixels. A very useful description 
of a simple yet efficient algorithm is given in [2], [3]. This is 
summarized in Figure 1 below: 

 
Figure 1(a): Main Red-Eye Algorithm from [2].  

2.1. Working in Different Color Spaces 
In much of the earlier literature, [1], [4], [5], [6], [7] 

analysis is typically carried out in some variant of RGB color 
space. The authors of [1] include a table of different 
classification criteria from the literature, presented in terms of 
RGB color space. Some later authors have also worked in 
YCC [8], and HUV [4] color spaces, taking advantage of the 
natural partitioning of luminance and chrominance 
components. We could broadly say that earlier algorithms 
attempted to define thresholds and determine regions within 
the 3D RGB color space. Later approaches attempted to use 
the characteristics of known color spaces to simplify the 

determining of red-eye  
The techniques described in [2], [3] rely on and are 

implemented directly in CIE Lab space as this offers a color 
space representation that is optimized to human perception. 
More importantly it separates the luminance component that is 
orthogonal to the chrominance plane and this, in turn, is 
separated into a red-green, or "a" component and a yellow-
blue or "b" component. Thus the problem of determining a 
redness threshold is reduced to a single color dimension - a 
measure along the red/green, or "a" axis of Lab space.  

 
Figure 1(b): Lab Color Space taken from [9].  

Now while there are advantages to working in Lab space it 
is not practical to implement a full color transformation within 
an embedded system such as a digital camera due to 
restrictions in available memory and processing capabilities. 
Instead look-up tables (LUT) are typically used to 
approximate between pixel thresholds along the "a" axis and 
the more common HUV or YCC color spaces found in most 
digital imaging devices. When such mappings are carefully 
chosen they can retain the benefits of using filter thresholds 
developed in the perceptual color space by replacing 
computational formulae as shown in Table 1 of [1] with 
simple compare & select operations.  

2.2. Determination of Connected Red Segments 
Red pixels are thus identified and must next be grouped into 

connected segments and labeled. Identification of connected 
segments in the image is achieved by applying a standard 
labeling algorithm that works in a single raster-scan of the 
image using a label correspondence look-up table. Note that 
the processing time requested by a labeling algorithm actually 
depends upon the number of distinct segments present in the 
binary image being labeled. The algorithm described in [2],[3] 
is the fastest on average. It completes the labeling of all 
segments within a single raster scan of the image, by using a 
label correspondence LUT. 

Once the final image pixel is processed and the final 
structure of the LUT computed, all of the pixels with segment 
membership are sorted into a labeled-segment table of 
potential red-eye segments as shown in Figure 2. After this 
initial segmentation process the selected regions are subjected 
to a range of additional image processing filters to reduce false 
positives and determine additional data relating to the 



 
surviving regions.   

  

 
Figure 2: Pixel locating, segmenting and labeling algorithm from [3]. 

2.3. A Simple Filter Set  
As we've see the initial steps of any red-eye filter should 

focus on determining clusters of pixels of the correct redness. 
Following this initial operation the next step must be to 
examine potential cluster and evaluate a range of additional 
criteria that may eliminate them as likely red-eye candidates.  

From the algorithm described in Figure 1 three of the most 
significant criteria are size, shape and compactness. We will 
not repeat the details of each of these basic filters which are 
well documented in [2], [3] but it is worth mentioning that the 
governing parameters of each filter provide guidance and in 
fact it will occasionally be desirable to dynamically adjust 

each of these measures based on additional information which 
is available at the time of acquisition of the image. To give a 
practical example, if a camera knows that the nearest subject is 
at a distance > 1.5m then the range of expected red-eye sizes 
will be somewhat smaller than a cameras where the nearest 
subject is presenting for a close-up portrait at a distance < 
0.75m. 

Two additional color filters which are commonly included 
as members of a basic filter set are a test for skin pixels and for 
the presence of white pixels associated with the sclera or white 
region of the eye. We will not discuss the determination of a 
valid skin color here, but defer this to a later discussion on the 
relationship between face and eye regions and the red-eye 
phenomenon. 

A final filter that is useful as part of our basic set is a simple 
texture filter [3]. The red pixels of a flash-eye defect exhibit a 
range of variation that can be measured directly from their 
luminance values. As pixel luminance is typically available as 
a stand-alone value within a camera this filter is easy to 
compute and is very helpful in eliminating more regular red 
segments such as patterns on clothing or wallpaper.  

2.4. Comparison with the prior art   
There are two key aspects to the above algorithm that 

differentiate it from much of the prior art. Firstly, it is 
lightweight and computationally efficient, as most of the 
operations require only a single pass through the individual 
pixels of an image. Secondly, it can easily be extended. If this 
basic algorithm is considered as a top-level filter that 
determines potential red-eye candidates then additional filters 
can be applied more selectively to portions of the image as 
required. 

In contrast much of the prior art is based on relatively 
complex computational formulae [10], [8], [4], or the use of a 
face or eye pre-filter [10], [5], [6]. Within the resource-
constrained, real-time environment of a digital camera 
algorithms must operate at a significantly faster rate than the 
click-through time of the camera, which is typically one 
second for a consumer camera. While there are very effective 
face detectors [11] available these require a full traversal of an 
image across a range of window sizes and consume significant 
processing bandwidth. In practice it is not possible to use a 
face detector to locate faces and still meet the click-through 
requirements for consumer cameras. A further disadvantage of 
face detectors is that their results are not available at the start 
of an image acquisition and so red-eye detection cannot occur 
during the main image acquisition and processing chain, but 
can only be applied later as a post-processing operation. The 
drawbacks of waiting to process an image for red-eye will 
become apparent later.  

2.5. Using Eye-Glint for Detection   
In [12], [13], [14] Jarman and Lafferty disclose a method of 

detecting red-eye features in a digital image comprising 
identifying a highlight region i.e. glint regions of the image 
having pixels with a substantially red hue and higher 
saturation and luminance values than surrounding pixels. In 



 
addition, pupil regions comprising two saturation peaks either 
side of a saturation trough may be identified. Additional 
criteria, similar to those in Section 2 above verify that a flash 
defect is present. 

The main limitation of this method is related to the size and 
position of glint region. Firstly, the glint region is at least 8 
times smaller than the red eye region. Secondly, for certain 
ranges of eye gaze angle, the glint region lies outside the red 
spot region. And, when the subject is distant the glint is very 
small and may be undistinguishable from the main flash 
artifact – see section 8 for additional details on non-red 
artifacts. Finally, the small size of the glint requires the 
detection algorithm to run the algorithm on large image 
resolution involving high processing power and memory 
resources. 

The correction of red-eye features involves reducing the 
lightness and/or saturation of some or all of the pixels in the 
detected feature. In many cases, the eye-artifact that is caused 
by the use of flash is more complex than a mere combination 
of red color and a highlight glint as we shall see later in 
section 8 of this article.  

 
 

3.  INSIDE THE CAMERA 
To progress our review it is now helpful to begin to 

consider how images are processed within a digital camera 
and, in particular, to begin to consider some of the additional 
information that becomes available to us within a modern 
imaging device.   

The first practical consideration of how red-eye might be 
filtered within an imaging device was given by DeLuca [15]. 
Interestingly this author envisages a similar architecture of 
filters as described in [2], [3] and outlined in the previous 
section. His core invention is illustrated in Figure 3 where we 
see that some important additional information is now 
available for use in the red-eye filter algorithm. In particular 
data from the exposure, focus and flash activation subsystems 
is now made available via the exposure control block. This use 
of acquisition metadata was not considered prior to [15]. The 
scope of this invention was further extended in [16]. 

3.1. Simple Uses of Camera Metadata 
The definition of metadata extends to cover all information 

about a digital image, outside of the image itself. The first and 
most important information that is available within a camera is 
knowledge of whether or not the flash was applied when an 
image was captured. But this may not be sufficient of itself 
because when a flash is used in bright daylight it is much less 
likely to manifest as a visible flash artifact because the 
subjects eyes are already well adapted to the bright daylight.  

 
Figure 3: In-Camera red-eye filter from [3]. 

This situation is illustrated in Figure 4 where a combination 
of low ambient lighting and the proximity of a subject to the 
camera are required in addition to the use of a flash filter. 
When all three conditions are fulfilled then the red-eye filter is 
applied. In alternative embodiments a variation on the 
standard filter might be employed where, as an example, the 
ambient lighting is low, but not low enough for a pronounced 
red-eye to occur. A modified filter could detect a weaker red-
eye with better accuracy while using enhanced filtering to 
avoid false positive red regions.  

 
Figure 4: Flowchart to determine if a red-eye filter should be applied [3]. 

The key innovation introduced in [15], [16] is the use of this 
in-camera data that had previously been neglected. 
Interestingly the first of these patents was originally filed in 
1997 giving it significant priority over much of the subsequent 
literature on the red-eye effect.  

4.  FILTER CHAINS AND IMAGE FILTERING 
Digital cameras have evolved at a rapid pace over the last 

decade. Early imaging devices did little more than de-mosaic 
Bayer data from the image sensor and encode the resulting 
RGB image data to a JPEG image for improved storage 



 
efficiency. These processes strained the computational 
capabilities of the camera CPU and the resulting JPEG images 
were often of poor quality, particularly in low lighting 
conditions.  

Over time the main coding functions were migrated to 
hardware and additional functions were also implemented as 
hardware subsystems. In particular, most state-of-art digital 
cameras largely implement image compression, image scaling, 
sub-sampling & rotation and key acquisition algorithms such 
as white balance and autofocus as hardware subsystems. 
Knowledge of such hardware subsystems can be employed by 
in-camera image processing algorithms, such as red-eye 
filters, to improve both their speed and accuracy. In particular, 
more sophisticated image filters become practical to improve 
the falsing analysis of an initial set of red-eye candidate 
regions.  

4.1. The Image Processing Pipeline 
A typical acquisition pipeline is shown in Figure 5 below. 

The image sensor typically has a number of parameter settings 
that may be adjusted by the main camera CPU, typically by 
writing to a static memory within the image sensor itself. 
Access to this parameter block is usually by serial bus such as 
I2C and it enables control of exposure timings and gains for 
different pixel blocks within the sensor array. Raw image data 
(pixels) from the sensor are clocked through an ISP, which is a 
dedicated processor for the image signal. The ISP may be a 
DSP, or the DSP core of a dual CPU pair. 

 
Figure 5: Main functional blocks of the Image Processing 

Pipeline (IPP) in a digital imaging device. 

Some camera manufacturers have their own custom 
architectures for the ISP. Finally the image, processed by the 
ISP arrives at the main CPU for high level processing, 
including the implementation of specialized filters such as red-
eye. With this understanding of the standard image-processing 
pipeline (IPP) within a digital camera we are in a good 
position to grasp the next set of refinements to red-eye filters 
as detailed in [17], [18], [19], [20], [21].   

4.2. Corrective Pre-Filtering of the Main Image 
The problem faced here is that the various acquisition 

settings, which are programmed into the image sensor, 
followed by the processing algorithms implemented by the 
ISP, may not always yield a good quality final image. And if 
the red-eye filter is applied to a sub-standard acquired image it 
will yield sub-standard results. Thus the goal of this 
refinement is to correct, where possible, any global errors in 
the main acquired image through additional pre-filtering of the 
image or, if this is not possible, then to adapt, if possible, the 
red-eye sub-filter chain.   

To give some simple examples, the subject(s) of the image 
may be blurred, or there may be an undesirable color cast on 
the image, or in low light conditions the image may be noisy, 

or the white balance may be off. In some cameras internal 
hardware may gather data while algorithms are applied in the 
ISP and if such data is available a reliable measure of the 
quality of the image passed to the main CPU can be made 
available. In other cases certain acquisition conditions are 
know to trigger side effects. 

If an image flaw can be quantified it may also be possible to 
compensate for it. For example, an image with undesirable 
color case can be easily filtered to rebalance its color 
properties. On the other hand a blurred image cannot be 
improved and should be re-acquired. The decision flowchart is 
presented in Figure 6 below. 

 

 
Figure 6: Decision Flowchart to Determine if Red-Eye can still be applied 

to an Image from [17], [18]. 

4.3.  Adaptation of Sub-Filter Chain(s) 
In some cases pre-filtering will not fix an image, but it may 

still be acceptable to apply a modified red-eye filter. For 
example, an acquired image that is moderately blurred or 
noisy can still be analyzed successfully. It may be necessary to 
adapt the sub-filter parameters to enable a higher threshold for 
the compaction filter and a lower threshold for the texture 
filter in the case of a blurred image. (For the noisy image these 
threshold adaptations should be reversed.) 



 
We note that many mobile phone and smart-phone cameras 

frequently use high-power LED lights as a flash and such 
cameras are highly susceptible to blurring of the image due to 
the slower speed of the LED flash.  

4.4. Expanded Red-Eye Filter 
These patents [17]-[21] have introduced the idea of a more 

granular filter chain for red-eye detection as described by 
Figure 7 below. Certain sub-filters are optional and would 
only be applied responsive to some combination of acquisition 
parameters or analysis results from an acquired image. Others 
are mandatory but may have parameters adapted responsive to 
acquisition parameters or other data available within the 
camera. 

One example is for the case of a blurred image where the 
pixel modifier portion of the filter must be adapted to 
compensate for the degree of blurriness of the acquired image 
[22]. The problem here is that the de-saturated eye region 
appears sharply focused when compared with the remainder of 
the image. Thus it must be blurred by a blur-PSF that is equal 
to the surrounding regions of the image or the resulting 
correction will appear un-natural. 

 

 
Figure 7: Extended Red-Eye Filter with sub-Filters from [17], [18]. 

4.5. Application of Corrections to a Subsample Image 
The later patents [19], [20] extended this technique to use a 

subsample image, generated within the camera as part of the 
compensation, adaptation and correction process for red-eye 
defects - see Figure 8. In one embodiment the main image is 
analyzed and used to determine a strategy for applying the 
red-eye filter, but the filter itself is applied to the subsample 
image. This smaller image might be used to display a 
corrected image on the camera, leaving a detailed correction 

of the full-sized image to be implemented off-camera.  
An alternative embodiment describes the analysis and 

correction strategy being decided on a subsample image and 
subsequently applied to the full sized main image. A range of 
examples and alternative embodiments are given in [19], [20]. 

5.  USING MULTIPLE IMAGES 
One major advantage that comes from operating an image-

processing filter within a digital camera is the ability to obtain 
a second view onto a scene. Indeed this advantage became one 
of the principle drivers of innovation in digital imaging 
systems over the last decade. In this section we examine, in 
the context of red-eye, some of the techniques that have 
evolved to enhance the images captured by your digital 
camera.  

5.1. Combining Flash with No-Flash Images 
Flash/No-Flash techniques were first proposed by Baron 

[23], [24] and appear to offer an ideal technique to locate 
flash-eye defects in a digital image. Like many inventions the 
idea is simple and involves capturing a first image without 
flash illumination, followed immediately by a second image 
with flash illumination. When the illumination levels of both 
images are equalized the greatest difference in luminance 
levels is due to the flash-eye effect. Thus a simple subtraction 
and thresholding of the two images provides a precise location 
of any flash-eye defects known as an artifact images. In [24] it 
was further postulated that red-eye defects could be corrected 
by subtracting an artifact image from the image acquired with 
flash, although this approach does not, on its own, yield 
consistent results. 

 



 
Figure 8: Image Subsampling Module and its Relationship to the Main 
Camera Modules [19], [20].  

A more broadly scoped research paper from Petschnigg, et 
al [8], describes a range of different applications for flash/no-
flash photography. This also includes an outline of the use of 
such techniques for detecting flash-eye defects in an image. A 
corresponding patent [25] provides further details on the use 
of flash, no-flash photography for detection & removal of 
flash-eye defects. In later work, Steinberg, et al [26] describe 
an improvement that employs the preview image stream 
within a digital camera to act as the no-flash reference image 
for the main image acquired with flash. This requires a 
resolution-matching step to up-sample the preview image, or 
sub-sample the full-sized image. The same researchers also 
introduced a distinct alignment step in [27], [28] to 
compensate for the fact that there is a time difference between 
the two images and in a handheld device some movement is 
inevitable.  

Further refinements were offered by Yamada [29] who 
describes the use of an intensity-adjusted flash-component 
image to achieve an improved final image. This technique can 
generate a higher quality image in which saturated pixels and 
associated overexposed highlights are reduced. It may be 
concluded that while the acquisition of a simple flash/no-flash 
image pair seems to offer an attractive approach to obtaining 
accurate determination of red-eye defects, in practice the 
problems associated with image alignment and intensity 
matching between the two images imply that this is a non-
trivial technique to embody in practice.  

Finally, Koguchi, et al [30] have proposed a camera which 
can take multiple successive shots of a scene while a flash is 
activated. At least one of these shots employs a slow-
synchronized flash enabling the flash image to be captured 
with a slower shutter speed than usual. Such a camera should 
enable more sophisticated application of the flash/no-flash 
technique although their description does not consider such 
potential use of their invention. 

The main difficulty in practice with the Flash On/Flash Off 
techniques is related to  the fact that more than 50% of the red-
eyes appear on low and very low ambient illumination levels 
(less than 10 lux (2EV)). For example, 2 minutes are required 
to take a well exposed image at -1EV (1.25lux) with a 
common f-number of 8. Even at 2 EV with f-number of 8 it 
requires 15 seconds for a good image. This is unacceptable for 
a handheld camera and a scene with moving subjects. Forcing 
the exposure time to remains low results in dark and very 
noisy images, which cannot be used in any practical flash 
on/off subtraction technique. 

    

5.2. Using a Subsample Image 
A key problem as digital cameras developed has been the 

increasing size of the imaging sensors. As images grew from 
1.3 Megapixels to 5, 10, and now 20+ Megapixels on high-end 
cameras, the raw computing cost of analyzing an image 
increased by more than two orders of magnitude. From the 
perspective of flash-eye defects the size of red-clusters 

increased from less than 1300 pixels to 20,000+.  But higher-
resolution sensors are also more susceptible to noise, 
particularly in regions of high-luminance and they can 
distinguish much finer textures. As a consequence, many 
flash-defects no longer appear as relatively homogeneous 
"red" regions, but take on more complex patterns due to noise 
pixels and fine variations in chrominance & luminance across 
the area of the defect.  

 
Figure 9: Modified image acquisition pipeline with dedicated image sub-

sampling module, from [31]. 

One approach to overcome this problem was to sub-sample 
the main image and apply existing detection algorithms to this 
reduced size image. This approach appears to have been 
originally proposed for digital cameras by DeLuca, et al [31] 
in a continuation-in-part of [16] and shown in Figure 9 above. 
A similar approach is presented by Luo, et al [7] in the context 
of a solution for correcting red-eye in printed images. Here a 
compressed thumbnail image is sent from the camera to a 
printer where it is decompressed and a red-eye filter applied. 
Information from the thumbnail image is then mapped onto 
image strips on the printer as the full resolution image is 
printed.  

DeLuca, et al [32] further extended their claims from [31] to 
cover the concept of acquiring, within a digital camera, an 
unprocessed pre-capture image of a scene from which 
subsample representations of selected regions of scene being 
imaged are derived. A number of embodiments are provided 
to extend earlier concepts. In particular these cover the 
emerging use in digital cameras of a preview image stream to 
present a real-time display of the scene being imaged to the 
user.  

Finally, it is worthwhile to make a brief mention of a more 
recent patent application by Nanu, et al [33], which describes 
techniques combining a red-eye filter with a half-face detector 
operable on a subsample image. This technique enables 
confirming single instances of red-eye that occur within an 
imaged scene by determining if these occur within a left-hand 
or right-hand face region. A more detailed discussion of the 
role and use of face and eye detection in the context of red-eye 



 
detection will follow later in section 9.   

5.3. Preview and Reference Images 
Preview or pre-capture images are one particular category 

of reference image and are typically acquired immediately 
prior to the main image capture and processing of a scene. 
Such preview images are constantly generated in most state-
of-art digital cameras and used to provide a real-time display 
of the scene being imaged on the main camera LCD. Early 
digital cameras had conventional eye-piece viewers but from 
the early 2000's these became obsolete as cameras 
implemented real-time preview image streams within the 
camera hardware. Most of today's consumer cameras can 
manage 30 video frames at full VGA resolution or higher. 

The use of such images to predetermine the likely location 
of red-eye artifacts has been explained in the context of 
flash/no-flash techniques, and also as a basis for creating 
subsample images. A further use of a reference image 
obtained without flash is provided by Bloom, Whitman and 
Yost [34]. These authors describe how a pre-capture image 
may be saved from which iris-color information can be 
derived. This iris-color information may then be used to 
improve red-eye correction of a captured digital image. As 
with the techniques described in section 5.1, the main 
challenges are related to low light conditions which are a 
frequent occurrence in redeye acquisition. An exemplary flow-
chart is shown in Figure 10 below. 

 
Figure 10: Iris Color used to correct a Flash-Eye Defect. 

Steinberg, et al [35] have extended the concept of reference 
images to consider a handheld device that contains an 
independent imaging sub-system specifically designed to 
acquire reference images for a main acquisition system. The 
independence of this secondary system means that it can use a 
completely differentiated imaging technology, or sensing 
method. Thus imaging at different optical wavelengths, or at 

higher speeds, or with a different focal length or exposure 
settings. A further advantage is that both imaging systems can 
easily be synchronized, enabling two images of the same 
scene to be obtained at exactly the same instant in time. This 
innovation overcomes some of the disadvantages of earlier 
prior art techniques and can be applied to other aspects of 
image enhancement for handheld devices. 

A different use of pre-capture reference image of a scene 
for improving red-eye defect analysis is described in [36]. 
Here a red-eye filter analysis of a non-flash reference image is 
performed to determine pre-existing red regions of the image 
that appear as false-positives for red-eye patches. A main 
image of the same scene is then captured with flash and any 
red-eye candidate regions, which are common to both main 
and pre-capture images, are eliminated leaving only genuine 
red-eye artifacts.  

In another set of filings Steinberg, et al [37], [38] further 
broaden the concept of pre- and post-capture reference images 
to a wide range of image enhancement techniques for 
handheld devices. Some of these methods are useful for 
evaluating red-eye defects, including the determination of eye-
blink and of occlusions within a facial region. A more detailed 
discussion of the role and use of face and eye detection in the 
context of red-eye detection will follow later in section 9.   

Finally in a more recent filing Steinberg, et al [39] combine 
the use of pre- and post-capture reference images with the 
image correction and filter chair adaptation techniques 
described above in Section 4.    

6.   SCENE ANALYSIS & METADATA 
Having explained how pre-capture image can be available 

for processing within a camera, prior to main image 
acquisition it is clear that a range of data can be derived from a 
scene and used to help in the analysis of potential red-eye 
defects. Also, where red-eye analysis takes place within a 
camera a range of data related to the final acquisition settings 
of the camera can be obtained. While much of this data is 
often available in the header of standard image formats such 
as JPEG, there are some aspects of image acquisition that can 
be better determined where internal hardware functions of the 
camera are available.   

A priori or camera-specific information is camera-
dependent rather than exposure-dependent. For example, a-
priori information about the camera may include any of the 
color sensitivity, spectral response or size of the camera 
sensor, whether the sensor is CCD or CMOS, and color 
transformations from the RAW data gathered by the sensor, 
e.g., CCD, to a known color space such as RGB, the f-stop, or 
other camera-specific parameters understood by those skilled 
in the art, or combinations thereof. In the case of scanning 
such a-priori information may include the color sensitivity 
curve of the film, the color sensitivity of the scanner sensor, 
whether CCD or CMOS, whether linear or area sensors, the 
color transformations from the RAW data gathered by the 
scanner to a known color space such as RGB. Acquisition data 
may include any of the focal distance as determined by the 



 
auto focus mechanism of the digital camera, the power of the 
flash including whether a flash was used at all, the focal length 
of the lens at acquisition time, the size of the CCD, the depth 
of field or the lens aperture, exposure duration, or other 
camera-specific acquisition parameters.  

6.1. Anthropometric Data and Subject Distance 
Anthropometric data, as defined by the authors of [40], 

[41], [42] is defined as the study of human body measurement 
for use in anthropological classification and comparison. In 
order to improve the accuracy of the red eye detection and 
correction, a preferred embodiment utilizes a priori 
information about the camera or camera-specific information, 
anthropometric information about the subject, and information 
gathered as part of the acquisition process.  

Figure 11, derived from Figure 7(a)-(c) of [41], includes 
some relevant anthropometrical values for male and female 
averages. For example, for an adult male (Fig 7a), the distance 
between the eyes  is on average 2.36'', the distance between 
the eyes and the nostrils 1.5'' and the width of the head is 6.1''.  

The average size of an eyeball (Fig 7c) is roughly 1'', or 24 
mm, and the average size of the iris is half the diameter of the 
full eye, 0.5'' or 12 mm in diameter. The pupil varies in size 
and can be as small as a few millimeters or dilated to as large 
as the size of the iris. Fortunately, in the case of red-eye 
artifacts, which happen primarily in low lighting conditions 
and require a flash, the pupil will be nearly fully dilated. 

The variability in these data occurs not only between 
different individuals, but also due to age. Fortunately, in the 
case of eyes, the size is relatively constant as the person grows 
from a baby into an adult. This is the reason for the large 
"baby eyes" that are seen in babies and young children. The 
average infant's eyeball measures approximately 19.5 mm 
from front to back, and grows to 24 millimeters during the 
person's lifetime. 

 
Figure 11: Anthropometric Data taken from Figure 7 of [41], [42]. 

Based on this data, in case of eye detection, the size of the 
object which is the pupil which is part of the iris, is limited to 
a typical range of 9-13 mm. Given a knowledge of the 
distance to subject, and a-priori knowledge of the physical 

dimensions and working image resolution and the focal length 
of the camera optics it is possible to determine an exact size 
range in pixels for red-eye defects within a particular camera.  

6.2. Foreground/Background Separation 
A technique that is frequently used in the prior art is to 

simply detect a face and eye regions prior to applying red-eye 
analysis to an image [1]. While this may seem a natural 
approach, the reality is that robust face detection is an 
expensive task in terms of computational time and resources. 
Furthermore the results of face detection are not available 
when the image acquisition is completed, thus red-eye analysis 
must be delayed until after face detection.  

A more useful technique to apply within a digital camera is 
that of foreground/background separation. This can be 
implemented simply using a flash/no-flash approach [43], 
[44], [45]. The two images are matched to their average 
luminance and a simple subtraction yields a basic 
foreground/background map. Because of the straightforward 
global pixel operations involved it is often practical to 
implement this technique in hardware within a camera so that 
the foreground map is available almost immediately after main 
image capture. Then the red-eye filter can be selectively 
applied to the foreground regions of an image with 
corresponding reductions in processing time.    

6.3. Indoor/Outdoor Photography 
Using flash/no-flash techniques it is possible to have an 

accurate indication that an image was acquired indoors or 
outdoors [46], [47]. A red-eye filter is normally only applied 
to indoor scenes, but if the overall light level is low enough it 
may be applied to an outdoor scene, but the size and the 
spectral response of the red-eye filter can be adapted to locate 
a lighter hue of red than would be normal.  

6.4. Spectral Response Metadata 
One important item of metadata we did not mention is the 

spectral response of the imaging sensor and any optical filters 
or coatings applied to the lens of a camera [48]. This data 
should be known by the manufacturer and is typically 
incorporated as part of the calibration process of the main 
acquisition algorithms for a new camera design. Where such 
data is available it can be very helpful to modify the red-eye 
filters to match with the color balance settings of the camera. 
Such adjustments tend to be global, and once a camera is 
calibrated for red-eye it does not need further adjustments.  

Interestingly, as the spectral range of redness for these 
artifacts is effectively set by human physiology an interesting 
and little-known consequence of this was that digital red-eye 
filters actually became a means of determining the correct 
calibration settings for many consumer camera manufacturers. 

6.5. Acquisition Specific Metadata 
In [49] DeLuca et al describe the use of various acquisition 

specific metadata to improve the detection and analysis of red-
eye defects. Such data may include information describing 
conditions under which the image was acquired, captured 
and/or digitized, acquisition device-specific information, 



 
and/film information. Examples include aperture, f-stop and 
other exposure settings, camera focus, camera specific 
information including focal length and camera sensor 
information. Meta-data contained in a digital image as EXIF 
tags, may be analyzed and utilizing such information, global 
post-processing may be performed on the image to adjust the 
image tone, sharpness and/or color balance prior to applying 
the red-eye filter.  

Other researchers such as Enomoto [50] have made similar 
uses of spectral metadata to compensate red-eye correction for 
differences between images acquired with normal film and 
digital imaging.     

7.  TWO STAGE DETECTION 
So far we have mainly discussed enhancements to the 

foundation algorithm provided in Section 2 of this article. 
These have included the use of additional filters, employing 
multiple images and using scene analysis and acquisition 
metadata to improve the analysis of red-eye candidates. Such 
enhancements add to the computational requirements and 
increase the time spent by a digital imaging system in 
processing red-eye. As the filter algorithm grows more 
sophisticated and incorporates more outside sources of 
information it becomes increasingly challenging to obtain a 
reliable and robust outcome within the click-to-click time of a 
consumer digital camera. Most users of consumer digital 
cameras expect to be able to capture images at a rate of the 
order of 1 image per second. Professional photographers need 
to achieve multiple full-resolution image captures within that 
1-second timeframe. 

Fortunately, if the algorithm is implemented in the camera 
we can take advantage of existing hardware capabilities. 
Practically all digital cameras now incorporate a preview 
image stream that can be processed independently from the 
main image acquisition. This enables a new family of red-eye 
algorithms where an initial, speed-optimized, analysis is 
applied to one or more preview images, followed by a slower 
and more thorough analysis applied to the main acquired 
image. Corrections from the speed-optimized analysis may be 
used to display a corrected image, but the final archival image 
and corrected red-eye candidates are determined from the 
main acquired image.  

7.1. The Core Approach 
This is outlined by Corcoran et al [51], [52] and makes use 

of a first speed-optimized analysis to make an initial 
determination of and correct red-eye candidates of an image. 
The first of these patent filings [51] does not specify that a 
preview stream is used for the speed-optimized filter but the 
analysis-optimized filter is applied to regions of the second 
image corresponding to the red-eye candidates indentified by 
the first filter. In [52] the display of the output of the speed-
optimized filter is not required, but the second image analyzed 
by the analysis-optimized filter is a higher resolution image 
that the first image. The basic workflow is shown in Figure 12 
below. 

 
Figure 12: Two Stage Red-Eye Filter taken from [54]. 

In a continuation of these filings [53] an alternative 
embodiment is described. Here a sub-set of red-eye candidate 
regions that were rejected, but not fully analyzed by the speed-
optimized filter are re-analyzed by the second red-eye filter. In 
this regard it is worth mentioning that in a sub-sampled image 
some candidate defects may be too small to analyze with 
certain sub-filters. Corrected red-eye regions from the first and 
second filters can later be merged to provide an overall set of 
corrected red-eye regions.  

7.2. Using a Face Detector/Tracker 
In [54], [55], [57], Nanu, et al, and in [56] Steinberg, et al 

incorporate a face detector as part of the two-step detection 
process. The rationale is that the first speed-optimized filter 
operates on a preview image stream that is of lower resolution 
and thus there is also time to implement a face detector, or 
better, a face tracker. In particular, a face tracker does not 
require scanning each image frame at every face-scale, but can 
carry information on detected faces from frame-to-frame. 
Knowing the regions of the image where there are probable 
faces reduces the time required to search the image for red-eye 
artifacts. Thus a face-tracker can be advantageously used 
together with a speed-optimized red-eye filter.  

In the claims of [54] the analysis optimized red-eye filter is 
not activated until the camera provides an indication it has 
switched out of acquisition mode, such as the auto-focus 
subsystem entering a sleep state. In [55] the analysis 
optimized red-eye filter may either detect or correct the red-
eye candidates more accurately. In [56], [57] the analysis-
optimized filter is activated responsive to the digital camera 
entering its playback (or image viewing) mode when the main 
processor is mostly idle. Note that in all of [54], [55], [56], 
[57] there is no explicit use of a face detector in conjunction 
with the analysis-optimized filter applied to the main acquired 
image. 

 In several additional continuations the analysis-optimized 
filter is activated by a power saving mode [58]; the first 



 
segmentation of the red-eye candidates is performed during 
image acquisition and segmentation for the analysis-optimized 
filter occurs during a background or playback mode [59]; 
corrections from the speed optimized filter are applied to the 
main image for initial display at full resolution, prior to 
activating and applying the analysis-optimized filter [60].  

8.  HYBRID AND NON-RED FLASH DEFECTS 
Much of the early literature assumed that red-eye artifacts 

are substantially red. In fact this is not the case and to a 
researcher working with flash-eye defects it very quickly 
becomes apparent that a significant percentage of flash-eye 
defects exhibit very little red hue. The situation is further 
complicated by racial differences, particularly between Asian 
and Caucasian subjects. The latter exhibit darker shades of red 
and are more susceptible to yellowish artifacts with a bright 
white central region. An explanation of why this occurs can be 
found in [61]. Examples of three of the main categories of 
flash-eye defect are shown in Figure 13(a) & (b) below.  

 
Figure 13(a): Example Golden-eye artifact on the left; Red-eye on right. 

 

Figure 13(b): Example Hybrid (half-red/half-yellow) artifacts. 

8.1. Different Categories of Flash-Eye Defect 
We can classify flash-eye defects as belonging to one of 4 

main categories. Three of these principle categories arise 
because of the position of lens and flash on a camera. The 
closer the flash is located to the lens then the higher the 
probability of a defect. Thus the continued miniaturization of 
digital cameras has actually led to modern cameras being more 
susceptible to the phenomenon. And smart-phones that have 
the flash located almost co-incident with the miniaturized lens 
assembly are likely to be even more susceptible.   

The majority of defects are of the standard "red" variety. 
For Caucasian subjects more than 95% of artifacts fall into 
this category. For Asian subjects it can be as low as 70% 
depending on the flash-lens geometry of a camera.  A second 
major category is that of Golden-eye artifacts, characterized 
by a yellowish artifact, typically with a brighter white central 
region. These occur when the blind spot of the eye is directly 

aligned with the direction of the flash.  
The third major category of artifact is known as hybrid 

artifacts as they typically exhibit part-red, part-yellow 
coloration. These occur at eye-gaze angles close to the blind-
spot but not quite aligned with it. Figure 14 below gives a 
summary of these three categories. The leftmost eye defect 
shown is a conventional red-eye defect and typically occurs 
when the subject's eye is aligned with the main lens of the 
imaging system. The middle image is of a hybrid artifact (half-
red/half-yellow) that typically occurs when the subject's eye is 
directed away from the main lens and the blind-spot at the 
back of the eye is partially overlapping the lens. Finally when 
the blind spot is more or less directly aligned with the flash a 
true golden-eye artifact results.   

A fourth category of artifact typically occurs when the face 
is more distant from the flash and while the flash intensity is 
still sufficient to "light up" a subject's eyes there is no color 
evident and the artifact appears to be white, or off-white in 
color. Typically these artifacts occur at greater distances from 
the camera and the eye-size is smaller. Nevertheless it can be 
difficult to distinguish these "white eye" defects from the main 
"glint" or bright region that appears on larger eyes. Note that 
as these small white eyes often appear in distant faces in an 
image and as the subjects take on a somewhat unearthly 
appearance they are sometimes referred to as "zombie eyes". 

 

   
 

 
Figure 14: Eye-gaze angle with different types of flash artifact from [61] 

8.2. Detection for White Eyes 
Ciuc, et al [62] provide the first technique described in the 

patent literature that specifically addresses “white-eye” flash 
artifacts. This document classifies "Golden-eye" artifacts as 
"large" white-eyes and "small" white eyes. Two separate 
algorithms are provided to handle each type of flash-artifact. 
We note that what are referred to here as "small" white eyes 
still share the characteristics of "Golden-eyes", particularly a 
yellowish hint of color. In Lab space this may be distinguished 
using the "b" parameter that measures the "yellow" content in 
said color space [62].   



 

 
Figure 15: Algorithm to detect smaller white-eye artifacts from [62] 

For the smaller white eyes there are several criteria: they 
must exhibit an average local luminance > 100 and because 
they still retain some color the absolute values of "a" and "b" 
chrominance parameters in Lab space must be 15. Pixels 
satisfying these threshold criteria are segmented and labeled.   

A key difference in this algorithm is the region-growing 
step. This begins by selecting the brightest pixel of each 
successfully filtered luminous region as a seed. Each neighbor 
of the seed is examined to determine whether or not it is a 
valley point. A valley point is a pixel that has at least two 
neighboring pixels with higher intensity values, located on 
both sides of the given pixel in one of its four main directions 
(horizontal, vertical and its two diagonals). Starting from the 
seed, an aggregation process examines the seed pixel's 
neighbors and adds these to the aggregated region provided 
that they are not valley points. 

This examination and aggregation process continues until 
there are no non-valley neighbors left unchecked or until a 
maximum threshold size is reached. If a maximum threshold 
size is reached, the region is deemed not to be a white eye and 
no further testing is carried out on this region. The outcome of 
this stage is a number of aggregated regions, which have been 
grown from the brightest points of each, previously defined 
and filtered, luminous region and aggregated according to the 
valley point algorithm. These aggregated regions are next 
passed through a series of filters to determine if they meet the 
requirements of a white/golden eye artifact.  

 
Figure 16: Algorithm to detect small white-eye artifacts from [62] 

From Figure 16 it can be seen that the first five stages of 
the large white-eye automatic detection process, thresholding 
400, labeling, 410, size filter 430, shape filter 440 and filling 
factor 450, are identical to those of the small white-eye 
automatic detection process as described above. However, the 
threshold applied in the size filter will be larger and different 
parameters may be used for the other stages. In summary this 
variation on the algorithm of Figure 15 will allow a larger size 
of flash artifact to be identified.  

Next, the most representative circle as produced by the 
Hough Transform must be detected for each region. If no 
representative circle is found, there is deemed to be no large 
white eye present in that region of the image. However, if a 
high value point is found, then the corresponding circle in the 
original image is checked and a verification of the circle is 
carried out. This involves several checks including whether 
the most representative circle encircles the original seed point 
for the luminous region and if the average gradient along the 
circle exceeds a threshold. If a circle of a luminous region is 
verified, the region is corrected by darkening the pixels in the 
interior of the circle. In the preferred embodiment, the 
intensity of these pixels is set to 50 and an averaging filter is 
applied across the region [62]. 

8.3. Hybrid Flash-Eye Defects 
This category of defect is a relatively new form of flash 

artifact and only occurs on modern consumer cameras with co-
located flash and lens assemblies. If the flash is more than 1 
inch (25mm) from the lens then such artifacts will not occur. 



 
However, they have become increasing common due to 
miniaturization of cameras and thus solutions to detection and 
correction of such defects is needed.  

There are two key problems: (i) because these defects are 
typically half-red/half-yellow they will fail the initial detection 
tests on roundness and elongation for a simple red-eye 
algorithm; (ii) for white/golden pixels of a half red--half 
white/golden eye defect, the L and possibly b characteristics 
of the pixel may also be either saturated and/or distorted; thus 
unlike red-eye defects, some of the original image color 
information is lost and thus correction of the white/golden 
portion of the defect involves reconstructing the eye, as 
opposed to the easier restoration process for a conventional 
red eye defect.  

Bearing these differences in mind in [63], [64], [65] Ciuc, et 
al present an algorithm to handle such hybrid artifacts. The 
algorithm, outlined in Figure 17, is self-explanatory. However 
it is worth remarking that this approach implies that every 
segmented red region that is rejected by the main red-eye 
algorithm has to be further analyzed to determine if a hybrid 
defect is present. When confirmed these regions also require a 
more costly restoration algorithm, including a careful check to 
retain the main eye-glint if it is located within the yellow 
portion of the artifact.  

Evidently, as we move beyond simple "red" defects it will 
be necessary to adopt smarter approaches to limit the regions 
of an image to analyze and to apply more complex algorithms 
only where they are needed.  

 

 
Figure 17: Algorithm to detect & correct hybrid artifacts from [63]  

8.4. Fast Detection & Glint Preservation for Golden Eyes 
The algorithms provided in the last two sections are quite 

useful in making a detailed determination of a non-red eye 
defect. However these algorithms are quite inefficient in terms 
of computational resources and can be slow when ported to an 
embedded device. For example, searching for large white-eyes 
in a full resolution image in a state-of-art camera could take 
many 10's of seconds. Therefore it is desirable to be able to 
reduce the areas of the image that have to be processed with 
these algorithms. However it is also desirable to have a fast 
algorithm that can reliably detect non-red eye defects.  

The algorithm presented in this section is a more recent 
algorithm [66] that can realize a faster detection for a wider 
range of non-red defects. This method operates primarily on 
the intensity or luminance component of an image.  

In order to detect a defect within the intensity image, the 
present method exploits the fact that a defect will be brighter 
that its close neighborhood. However, attempting to separate 
the defect by a mere thresholding of the intensity image has 
little chance of succeeding. This is because, firstly, the range 
of luminosities of possible defects is wide, therefore no prior 
threshold can be set to work in all cases. Also, using adaptive 
thresholds, i.e. determining a threshold for each case based on 
local intensity information, does not work well in general [66]. 

Therefore, in order to be able to separate the defect from 
surrounding, a more complex technique has been devised. It is 
based on the observation that, in most of the cases, no matter 
the intensity at which the defect/surrounding transition occurs, 
the transition is valley-shaped.   

Accordingly the intensity image is subjected to mean-shift 
segmentation. The mean-shift procedure is detailed in [67].  
Given an N-dimensional distribution, the basic idea of the 
algorithm is to identify the modes of the distribution, a mode 
being defined by a local maximum. The approach is a bottom-
up one, in that it starts from the points with lowest values and 
builds the mode evolving towards a local maximum. In order 
to identify the modes, the following simple procedure is 
carried out: (i) for each point of the distribution, a new mode 
is initialized; then, (ii) the neighbor with the maximum 
gradient is sought and added to the current mode; (iii) if the 
maximum gradient is positive, the procedure continues in the 
same manner starting from the newly-added neighbor, but if 
the maximum gradient is negative i.e., the current point is a 
local maximum, then the procedure stops. If, during the 
procedure, the neighbor characterized by the maximum 
gradient had already been inspected, that is, it has already 
been assigned to a mode previously, then all points belonging 
to the current mode are assigned to the mode of the winning 
neighbor. The procedure stops when all the points of the 
distribution have been assigned to a mode. 

This procedure is applied directly on the intensity image, 
considering it as a surface, equivalent to a 2D distribution. If 
the intensity image is too large, a local averaging with a small 
kernel,5×5 at most, may be applied prior to extracting local 
modes. This reduces small variations that may cause over-
segmentation leading to the detection of too many modes.  



 
 

  
Figure 18: Segmentation of Intensity Image artifacts from [63] 

The results of mean-shift intensity segmentation are shown 
in Figure 18, with the right-hand image showing the 2D 
regions resulting from the segmentation, the right-hand image 
showing the 3D local maxima of each region. Two things may 
be observed from Figure 18 - firstly, as expected, the eye 
defect region is split into multiple segments, referred to as 
defect sub-segments, due to the fact that there are several local 
maxima inside the defect region. In this example there are five 
defect sub-segments, labeled 1 to 5 in the left-hand image. 
Nevertheless, the defect is well separated from its 
surroundings.  

Lastly the defect sub-segments composing the eye defect 
are merged into a single segment. The local maxima of these 
sub-segments are high and grouped together into a high 
intensity region. This high-intensity region is extracted by 
thresholding. The various steps of the algorithm are 
represented in Figure 19 and match the following steps:  

(a) Threshold the intensity image with a first intensity 
level;  

(b)&(c) Segment all connected components of the 
thresholded image, into respective groups with a local 
maximum;   

(d) Eliminate components whose size is outside limits; 
(e) Rank the remaining components with respect to 

average intensity and retain only the top 2-3.  
(f) Identify all the segments in the mean-shift segmented 

image whose maxima are located inside the selected 
defect region. 

One important aspect of this technique is that a glint, or 
bright spot is generally present in an eye region and for a 
realistic correction of a flash defect it is desirable to locate and 
preserve this feature.   

In general, glint is a region that is both brighter and less 
saturated than the rest of the defect. Thus, the glint detection 
filter applies the following steps: 

(i) Detect the brightest n% points of the detected defect 
region;  

(ii) Detect the least saturated m% points of the detected 
defect region;  

(iii) Intersect the two sets of points; 
(iv) Identify the connected components of this intersection; 
(v) Choose the less saturated one as the candidate glint. 

Both m and n are chosen, as a function of the size of the 
defect region, based on the observation that the larger the 
defect area, the smaller the area occupied by the glint. Also, 

n>m, i.e. we allow inspection of more of the brightest pixels 
than the least saturated pixels because, in some defects, there 
are parts of the defect that are brighter than the glint (e.g. for 
defects having 100-300 pixels, m=15, n=30, etc.). Finally, if 
the chosen region is round enough it is declared a glint, and 
removed from the region to be corrected. Details of the 
correction strategy can be found in [66]. 

 
Figure 19: Algorithm to detect & correct Golden-eyes from [66] 

It is worth noting that Luo, Yen and Tretter [9], Jarman 
[13], [14] and Jarman and Lafferty [12] had previously 
recognized the importance of preserving the eye-glint in order 
to retain a realistic eye-correction. In particular Luo, Yen and 
Tretter [9] had identified a variety of large glowing glint 
typically caused when too many pixels within the candidate 
redeye pixel areas are classified as non-redeye pixels and 
therefore are not re-colored during the correction process. 
They provide an approach to correct redeye pixel areas 
containing large glowing glint. Initially, each redeye pixel area 
is classified based on glint illustrated in Figure 20 below.   

Where a redeye pixel area is classified as containing large 
glowing glint the center of the glint correction region is 
located. This center of the glint correction region is typically 
the pixel with the maximal luminance value. In instances in 



 
which there are multiple pixels with the same maximal 
luminance value the most central pixel is chosen. 

 
Figure 20: Algorithm to detect & correct glint in red-eyes [9] 

8.5. Search Strategies - Eye Pairing 
Combining this last algorithm with the earlier techniques 

provides a comprehensive set of tools to analyze and detect 
flash-eye defects in an imaging device. However the workflow 
and modes of use of these techniques will typically be decided 
by the capabilities of the camera in which they are to be 
incorporated.  

However one case that is more generic is based on the fact 
that non-red artifacts typically occur in a pair with a 
conventional red-eye artifact. Thus, after a basic red-eye 
algorithm is applied to find all standard flash defects it is 
likely that a face detection result will also be available and this 
will enable a determination of faces which have a paired set of 
red-eye, and those which have a single, unpaired, red-eye. By 
applying a more inclusive filter, or using a non-red algorithm 
it is practical to determine "missing" eye artifacts [68]. This is 
especially the case as the areas of the image that must be 
scanned are very significantly reduced. A simple flowchart is 
provided in Figure 21 below.  

 
Figure 21: Eye-pair technique to optimize the workflow tasks [68]. 

9 .  THE ROLE OF FACE AND EYE DETECTION 
In the earlier part of this article we commented that even the 

most efficient face detectors and tracking algorithms consume 
significant processing bandwidth within a digital camera and 
as face tracking is a multi-frame operation their results are 
typically not available at the start of an image acquisition. 
Thus red-eye detection cannot occur during the main image 
acquisition and processing chain, but can only be applied later 
as a post-processing operation after the location of faces in an 
acquired image are known.  

Nevertheless there are methods to take advantage of 
knowledge of faces within an imaged scene that can be very 
beneficial to the detection and correction of eye-defects. In 
fact we have already commented briefly on a number of these 
in this article. In this section we review a few additional 
aspects of the use of face and also eye-detectors.  

9.1. Face Detection Vs Face/Eye Confirmation 
As commented above techniques outlined in the earlier 

prior art [1] incorporated the use of face and eye detection in a 
somewhat naive manner. However some later authors realized 
that such detectors could play a significant role if used for 
confirmation of red-eyes. Face detection for red-eye 
confirmation is used by Ioffe and Chinen [5]. Nanu, et al use 
face detection and tracking in [54], [55], and [57], and 
Steinberg, et al incorporate a face detector as part of the two-
step detection process. in [56]. An alternative embodiment can 
apply the methods of [54], [55], [56], [57] using foreground/ 
background separation [69] and prioritizing foreground 
regions for analysis rather than relying on a determination of 
the presence of one or more face regions. Eye confirmation is 
used by Zhang, et al [70], [73] and by Chen, et al [71], [72], 
[74] in a range of embodiments.  

It is also worth mentioning that most approaches use some 
form of skin color or contrast based cross-check of the 
surrounding pixels to verify that a flash artifact is situated 
within an area of skin - such cross-checks are much easier to 
implement and less demanding on resources that a full face 
detection. Next generation face detection algorithms will be 
implemented directly as hardware subsystems, but despite 
increased computational speed the location of confirmed face 
regions will still not be available until after the completion of 
the image acquisition process. Thus for practical embodiments 
it is desirable to use tracking technologies which predict the 
location of high-priority regions by analyzing multiple 
preview frames of a video or image sequence.    

9.2. Using a Real-Time Face Tracker 
A face tracker [75] is somewhat different from a face 

detector as it operates on successive frames of a video 
sequence. One particular aspect of a tracking algorithm is that 
it predicts where a current set of confirmed faces will appear 
in the next video frame. These predicted regions are of 
variable size and are determined from a range of variables, but 
are typically no more than 40%-50% larger than the face 
region itself in most circumstances. More importantly these 
predicted face candidate regions are available at the start of 



 
the next image acquisition sequence.  

In [54], [55], [57], [53] a speed optimized red-eye filter is 
operable on the predicted face candidate regions of an image 
provided by a real-time face tracker module. As the face 
tracker will typically be operable on the preview stream these 
predicted face candidate regions are determined for the next 
preview image frame. The speed optimized red-eye algorithm 
may be operable on either the preview images, or 
alternatively, on the main acquired image, or a subsample 
representation thereof. In the latter case the predicted regions 
must be mapped from the preview image frame onto the main 
image frame.  

Some exemplary predicted face candidate regions are 
shown in Figure 22 together with the confirmed face regions 
they are derived from. Here the reader can note that associated 
with each face region in the current image frame there is a 
"fine-dotted" region (Fig 22; 301&302) indicating the 
predicted location of that face in the next image frame; a 
second larger "dashed" surrounding region (Fig 22; 305&306) 
is the predicted face candidate region which is typically 25% 
larger all around.  

 
Figure 22: Predicted face candidate regions for next preview frame [75]. 

Typically there are three principle outputs from a face 
tracker module at the end of processing each image frame. 
These are: (i) a list of confirmed face regions which contain 
faces; and/or (ii) a set of data associated with each such 
confirmed face region including its location within that frame 
of the image and additional data determined from a statistical 
analysis of the history of said confirmed face region; and/or 
(iii) a predicted location for each such confirmed face region 
in the next frame of the preview image stream. Item (iii) are 
the predicted face candidate regions described above.  

These outputs from the preview face detector enable an 
optimized red-eye detector to be applied selectively to face 
regions where it is expected that a red-eye defect will be 
found. They are particularly beneficial when it is necessary to 
apply a more resource-intensive detector such as the non-red 
or hybrid detectors described in Section 8. 

Techniques are known wherein a face detector is first 
applied to an image prior to the application of a red-eye filter 
[1], [54]. But under normal circumstances, there is not 
sufficient time available during the main image acquisition 
chain, operable within a digital camera, to allow the 

application of a face detector prior to the application of a red-
eye filter. The above embodiment overcomes this 
disadvantage of the prior art by employing the predictive 
output of a face tracker module. Although the size of the 
predicted region will typically be larger than the size of the 
corresponding face region, it is still significantly smaller than 
the size of the entire image. Thus, advantages of faster and 
more accurate detection can be achieved within a digital 
camera or embedded image acquisition system without the 
need to operate a face detector within the main image 
acquisition chain. 

9.3. Partial Face and Half-Face Techniques 
Another interesting use of incomplete face regions for red-

eye detection arises from the symmetries that occur in the 
classifiers used by many state-of-art face detectors. Some 
classifiers only apply to one side of the face - a selection of 
left-hand face classifiers are shown in the two left-hand side 
columns of Figure 23 below. The first column shows the 
classifier located within the scanning window used to 
transverse the main image scene. The second column shows 
the classifier, within its scanning window, applied to a face 
region. Note that each of these three example half-face 
classifiers can also be applied to right-hand face regions if 
they are flipped horizontally within the scanning window.  

Thus, although these classifiers are asymmetric within their 
scanning window they can be applied within a classifier 
cascade to detect either left-hand, or right-hand face regions 
through a simple horizontal flipping transformation as 
explained by Nanu, Petrescu, Gagnea, Capata, Ciuc, Zamfir et 
al [76], [77], [78], [79] and [80]. 

The second category of face classifier is a symmetric 
classifier shown in the two right-hand columns of Figure 23.  

 

  
Figure 23: Predicted face candidate regions for next preview frame 71]. 



 
Again the third column shows the classifier located within 

its scanning window, while the fourth column of images 
shows the classifier applied to a face region. Note that these 
symmetric classifiers apply to an entire face region and will 
return an error if a complete face region is not present. 

Figure 24 shows the very first classifier of Figure 23 as 
applied to (a) a left-hand half face; (b) a full-face, and (c) a 
right-hand half face. Clearly this particular, left-face classifier 
will successfully detect both left-face and full face regions, but 
will reject the right-face region. This idea leads to the concept 
of a left-face classifier chain that positively detects both left-
face and full-face regions, a right-face classifier chain that 
detects right-face and full-face regions and a full-face 
classifier chain that detects only complete face regions.  

 

 
Figure 24: Predicted face candidate regions for next preview frame [77]]. 

Note that a conventional face detector cascade will contain 
essentially the same classifiers but they will be ordered 
randomly according to their detection rates as deduced from 
the training process used to determine a reduced classifier set. 
By ordering these classifiers according to their asymmetric or 
symmetric nature we retain the same capabilities as the 
conventional detector, with the additional benefit of being able 
to also detect right-faces and left-faces. An example workflow 
is shown in Figure 25 that implements a combined half-face 
and full-face detector.  

Now the advantage of this approach can be appreciated 
when it is combined with an analysis of eye-pairs as described 
in Section 8.5. In addition to confirming eye-pairs using 
detected full-faces it is now also possible to confirm single-
eyes using detected half-faces. This ensures that we avoid 
rejecting single-eye flash defects where they occur in partial 
face regions. It also may suggest additional half-face regions 
of the image which should have a more thorough analysis 
applied to ensure that a difficult to detect eye-defect has not 
been overlooked.  

In addition to its uses for enhanced red-eye and flash-eye 
defect detection this partitioning of the face detection process 
has many additional applications in image enhancement of 
images containing face regions.  

9.4. Eye Confirmation Techniques 
Eye confirmation is an alternative to face confirmation for 

red-eye defects. It can be particularly useful in contexts where 
there is not a full face-tracking subsystem operable on the 
image. There may also be eye information available from 
internal subsystems within the camera. For example, many 

modern cameras employ specialized IR and/or UV focusing 
lights. When applied these light sources enable very accurate 
detection of the location of eyes within an image.  

 
 

 
Figure 25: Predicted face candidate regions for next preview frame [77]]. 

Eyes may also be located using the presence of a "glint" 
region [13], [14], [12]. Or an "eye strip" may be determined 
from a predicted face candidate region as explained in Section 
9.2 above. In other examples an active appearance model may 
be applied to a face that enables accurate determination of the 
eye regions [81]. Another very convenient technique described 
in [82] uses two different IR sources to illuminate the eyes of 
a subject. This is similar to the flash/no-flash techniques 
described in Section 5.1 but is non-invasive as it employs IR 
LEDs or similar non-visible sources. It enables very accurate 
location of eyes within a scene. 

9.5. Red-Eye and Eye-Gaze 
In an earlier discussion we looked at the role of eye-gaze in 

generating different types of flash-defect. In practice it would 
be very challenging to measure the eye-gaze of a subject from 
a handheld device such as a digital camera with any degree of 
accuracy. However there are applications where the imaging 
device is static and the subject is located at a well-defined 
distance from the camera. Examples include a computer 
workstation with web camera [83], or a flat-screen TV for 
home videoconference [84]. In such use cases it become 
practical to measure eye-gaze with a useful accuracy. As 



 
cameras become more powerful and as more sophisticated 
real-time image processing and object modeling becomes 
available we expect that similar levels of accuracy will be 
available for handheld devices within the next few years.    

Given a real-time knowledge of the gaze angle we first 
remark that it becomes possible to select the correct flash-eye 
filter for the moment of acquisition. Further, as the location of 
a subject’s eyes is tracked in real-time it is no longer necessary 
to apply filters to the full scene, or even to portions of the 
image scene. Thus as it becomes possible to track eye-gaze the 
red-eye filter will only need to be applied to the exact location 
of each eye. Recent improvements in hardware architectures 
for HD video acquisition [85] suggest that such real-time gaze 
tracking may soon become possible in consumer products.     

10.  IMPROVEMENTS IN DEFECT CORRECTION 
The emphasis in much of this article has been on in-camera 

improvements in the detection of different categories of flash-
eye defects and so far we have placed little emphasis on the 
correction of such defects. For most defects, in fact, a simple 
red desaturation of the eye-region will yield a very satisfactory 
correction. It is only when the defect is non-standard that more 
complex procedures need to be adopted to reconstruct the eye 
region in a manner that preserves its natural appearance. 

To better understand this we present in Figures 26(a) & (b) 
graphs of the frequency of different flash-eye defects at 
varying distances from the camera lens. From these graphs it 
will be apparent that the vast majority of flash-eye defects are 
red-eye defects and that the other categories of defect occur 
very much in a minority of cases.  

 

 

Figure 26(a): Eye defects Vs subject distance from camera for Asian 
Adults. 

 

 

Figure 26(b): Eye defects Vs subject distance from camera for Caucasian 
Adults. 

Figure 27 shows the approximate distribution of defects 
over a large database of adult subjects. Again we remark that 
across a varied population of adult subjects more than 70% of 
all defects are red-eyes.  

 

 
Figure 27: Eye defects by category from a database of Adult subjects. 

10.1. Correction of Conventional Red-Eye Defects 
These defects can be repaired with a relatively simple 

procedure. Once a red-eye region is determined and satisfies 
all the main criteria of the algorithm described in Section 2 it 
can be restored by simply reducing the redness of the region in 
Lab color space below a simple threshold. The precise value 
of this threshold varies partly according to the particular 
camera model and partly according to the acquisition 
conditions. The former can be determined as part of a 
calibration process and the latter include data such as distance 
to subject, ambient lighting level and the strength of flash 
used.   

10.2. Correction of Hybrid Defects 
The nature of hybrid defects and their detection was 

addressed in Section 8.3 above. An example of such a defect is 
shown in Figure 28 below. Typically this comprises of a 
cluster of red pixels, 22, to the left in the diagram, and a 
matching cluster of yellowish pixels, 24, with a gradient to 
white, to the right. Here we focus on the correction of such 
defects [86].   

A first step in the correction process is to reduce the redness 
of the cluster of red pixels as for a conventional red-eye 
defect. Typically this correction is applied to each pixel 
reducing its "a" value below a specific threshold. As in the 
case of conventional red-eye defects this threshold may 
depend on both a pre-determined base threshold and the 
acquisition conditions for an image. After desaturation of the 
red color the natural color of the eye region should be 
recovered within this red region.    

The second step in this correction process is to detect high-
luminance pixels in the secondary yellow/white cluster of 
pixels that may be identified as glint (shown as 28 in Figure 
28). In RGB space, glint candidates are selected as high 
luminance pixels, for example, min(R, G)>=220 and max(R, 
G)==255. If a very round luminous, and color desaturated 
region is found within the interior of the red/golden/white 



 
region its pixels are associated with the eye-glint and, subject 
to some additional testing, are removed from the "pixels-to-
correct" list. The glint can be the entire high luminance region 
but typically only a small part of the high luminance region 
will satisfy the detailed criteria for glint pixels. Additional 
criteria depend on the distance to subject, ambient, pre-flash, 
lighting levels, and if available, information on the age and 
race of the subject. Children, for example, tend to have 
brighter (larger) eye-glints. 

 
Figure 28: Predicted face candidate regions for next preview frame [86]. 

Where a glint is not detected or is small relative to the size 
of the white/golden region, the non-red eye artifact pixels can 
next be corrected preferably taking color information from the 
previously corrected red pixels, and also from a second, paired 
eye-region if such data exists in the main image. The 
correction is achieved by reduction of the pixel Luminance 
value to match that of the associated red region. At this point 
some of the original color information may be recovered. In 
the preferred embodiment, additional color information is 
derived from a selection of ex-red pixels with L and b values 
which lie in the median for that region, i.e. between the 30% 
and 70% points on a cumulative histogram for L and b. These 
color samples are used to create the same texture on both the 
red and non-red defect parts of the eye.  

It should be noted that the L and b histograms may be 
generally available from preprocessing steps, for example, 
those for determining various thresholds, and won't 
necessarily have changed during correction as the red 
correction simply involves reducing the a value of a pixel.  

It is possible that a high-contrast seam may be produced 
between the two regions. In one embodiment, the corrected 
regions are smoothed in such a manner that any seams 
between the two regions if they exist, will be imperceptible. 

A detailed flowchart of the detection/correction process for 
these hybrid images is shown in Figure 29 opposite.  

10.3. Correction of Golden/White-Eye Defects      
If the defect candidate region has passed all filters and has 

been declared a golden/white-eye defect, then it must undergo 

correction [66], which consists of reducing the intensity of the 
defect. A number of additional issues should be addressed, 
namely, the fact that the defect might contain a glint, and also 
the fact that reducing the intensity of pixels inside the defect 
might create unpleasant artifacts at the region's border.  

 

 
Figure 29: Predicted face candidate regions for next preview frame [86]. 

Accordingly, a glint detection filter is applied. In general, 
glint is a region that is both brighter and less saturated (i.e. 
less color) than the rest of the defect. Hence, the glint 
detection filter applies the following steps: (i) detect the 
brightest n% points of the detected defect region; (ii) detect 
the least saturated m% points of the detected defect region1; 
(iii) intersect the two sets of points; (iv) identify the connected 
components of the intersection; (v) choose the less saturated 
one as the candidate glint.  

If the chosen region is round enough, roundness being 
assessed in terms of both aspect ratio and filling factor, it is 
declared glint, therefore it is removed from the region to be 
corrected.  

After glint detection, the region to be corrected is properly 
defined. Correction then proceeds by reducing the intensity of 
pixels inside the detected defect by a fixed factor, for example 
by a factor of 5 (thus from 120 to 24, from 210 to 42, from 

 
1 Both m and n are chosen, as a function of the size of the defect region, 

based on the observation that the larger the defect area, the smaller the area 
occupied by the glint. Also, n>m, i.e. we allow inspection of more bright 
pixels than least saturated pixels because, in some defects, there are parts of 
the defect that are brighter than the glint (e.g. for defects having between 100 
and 300 pixels, m=15, n=30, etc.) 



 
109 to 22, etc.). In order to reduce the artifacts at the defect 
border, after darkening the defect region, a 3x3-blurring kernel 
is applied on the inner and outer borders of the defect. Also, 
another correction applied is a global redness correction in a 
small bounding box surrounding the defect. Its aim is to 
eliminate any reddish parts of the eye that were not included in 
the main (non-red) defect region. These peripheral red pixels 
still remain visible in a small number of cases unless they are 
processed in this manner.  

In case where the original color of the eye is not sufficiently 
recovered it becomes necessary to perform some additional 
reconstruction steps. These include utilizing color data from 
the matching eye in an eye-pair, or obtaining color and eye 
data from a non-flash preview image stored prior to the main 
image acquisition. These will be detailed shortly.  

 

10.4. Use of Acquisition Data in Correction 
One interesting technique is the determination and 

subsequent use of pupil size to improve the correction process. 
Pupil size can be reasonably estimated based on image 
acquisition data describing ambient light conditions at the time 
the image was captured [61]. Figure 30 shows a plot 
illustrating this variation. Relationship data between a detected 
value indicative of ambient light and an estimated pupil size 
can be stored on a digital image acquisition device so that if an 
amount of ambient light is known, an estimated on-subject 
pupil size can be determined.  

The estimated size of the on-subject pupil can then be 
implemented into defect correction algorithms in a number of 
ways. For example, knowledge of the pupil size enables a 
correction algorithm to crosscheck the image restoration 
process. If the restored pupil region is too large (or small) for 
the recorded ambient light level then it may be necessary to 
reduce pupil size, using in-painting, or to increase pupil size 
by replacing iris pixels with black pupil pixels. As the eye is 
substantially round it is not too difficult to grow or shrink 
pupil size in the corrected eye-region based on its determined 
value.  

 
Figure 30: Eye pupil size Vs ambient illumination. 

10.5. Obtaining Reconstruction Data from Preview Images  
As we've already seen during the correction of hybrid and 

white-eye defects the reduction in luminance often does not 
reveal sufficient color information for a useful restoration of 
the original eye-region. The resulting eyes appear "washed 

out" and lifeless. It is possible to fill in details using dark or 
black pixels and such approaches have been known and 
utilized for some time. However best practice is to recover 
accurate color and texture information from the original 
capture scene where possible, even if this information was not 
captured as part of the main image acquisition process.  

 

 
Figure 31: Mapping eye-regions and other facial features to enable affine 
transformation from preview to main acquired images [81]. 

Again it is possible to take advantage of the preview-
imaging stream that is available in most state of art consumer 
cameras. This stream typically provides real-time detection 
and tracking of faces [75] and thus it is also possible to locate 
eye regions within the preview stream [81]. As these regions 
are changing dynamically it would not be possible to simply 
cut and paste them between preview and main acquired 
images. However with the use of face modeling techniques 
such as AAM [87], [88] it becomes possible to detect and 
extract eye regions from preview images along with an 
orientation and location context as shown in Figure 31. This 
allows the eye regions to be mapped onto and composited into 
the main acquired image using affine transforms [81].   

This particular technique is not limited to eye-defects, but 
can also help with repair of eye-blink, or to enhance a person's 
smile in a group portrait.  An example workflow is shown in 
Figure 32 and further details can be found in [81].  

 
 



 

 
Figure 32: Dynamic workflow showing the replacement of facial feature 
defects with "good" features from the preview image stream [81]. In 
practice a simple upsampling can replace the complex super-resolution 
step, 290. 

11.  PERFORMANCE EVALUATION 
In carrying out a performance evaluation of flash-eye 

detection analysis and correction methods a major challenge 
arises from the multiplicity of techniques described in this 
article. Even where these can be combined into a common 
framework it is not always easy or intuitive to understand or 
determine how different tests or analysis techniques should be 
combined or the resulting outputs should be interpreted.  

11.1. Research Databases 
One issue here is the lack of a standardized public database 

of classified test images. This is somewhat understandable as 
most camera manufacturers are not keen to share detailed 
information on what may be perceived as a weakness in their 
products.  

Some authors, e.g. Battiato, et al [4], [89] have provided 
qualitative and quantitative details on the image sets used for 
their research. However commercial test datasets typically 
employ 30,000-250,000+ test images and comparisons based 
on smaller datasets are difficult to interpret. The release, even 
in restricted form, of some commercial test datasets would 
represent a significant contribution to advancing research in 
this field.  

11.2. Calibrating Individual Camera Models  
It is important to note that improved algorithms on their 

own are not sufficient to realize an effective detection and 
correction solution for flash-eye in an handheld device. In 

practical terms every camera model is unique. The 
combination of optical and sensor sub-systems provide the 
raw image data; this is further modified by the digital image 
processing pipeline of the camera. In addition the geometry 
and type of the flash sub-system has a significant influence on 
the nature of flash-eye defects obtained from a particular 
camera. In practice, each camera model requires a unique 
combination of the various techniques outlined in this paper.  

An application note available at [90] addresses the origin of 
red-eye effect and outlines best practices for testing red-eye 
removal features in a camera platform. This document 
examines the factors that play a role in the effectiveness of 
red-eye technology when implemented in a handheld imaging 
device. In particular it deals with issues such as variations in 
the subject and how environmental conditions, the size and 
type of camera platform and different algorithms can affect the 
resulting flash-eye correction rates. With knowledge of how to 
measure device performance, and how to test and tune 
detection/correction algorithms, it is possible to effectively 
incorporate and calibrate red-eye correction capability into 
embedded systems and products. 

11.3. Comparative Analysis of Detecton Algorithms 
While the purpose of this paper has been to outline the wide 

range of techniques that have appeared in the patent literature 
since the original review of [1] it is nevertheless helpful for 
the reader to have some comparative analysis of the improved 
performance that can be expected through progressive 
refinement of the flash-eye detection and correction processes.  

To this end we present some illustrative results showing 
how successive levels of performance enhancement can be 
achieved. Some details of the evaluation methods employed 
are given in [90]. In particular there are two principle metrics 
in any detection analysis - the base detection rate (DR) and the 
false positive (FP) rate. Two specialized databases (11,000 and 
3,000 images each) were used for the automated evaluation of 
the detection performance. The large database is comprised of 
a wide variety of different Caucasian subjects with a variety of 
documented flash defects. The smaller database is comprised 
entirely of Asian subjects and consequently has a higher 
number of golden and hybrid defects. Both databases contain 
images taken with a large variation of subjects and digital 
cameras. Thus these results are generic - higher detection rates 
and lower false positive rates can be achieved when these 
algorithms are calibrated for a single model of camera. A 
smaller database of 300 images was used for the correction 
evaluation. 

Typically, with a conventional algorithm it is possible to 
increase the detection rate to 70%-80%, but at a certain 
threshold the FP rate increases rapidly and become 
unacceptable to the user. Even below this threshold the FP rate 
can be as high as 5%-10% for some algorithms. To achieve 
detection rates above 80% with FP rates of the order of 1%-
2% requires a combinations of the techniques outlined in 
sections 7, 8 and 9 of this paper.    

 



 
Table 1 - Databases used in our evaluation tests.  

Database #Images #Defect eyes 
DB1C – Caucasian Subjects 11000 21000 
DB2A – Asian Subjects 3000 5300 
DB3Corr – Correction Eval 300 550 

 

Table 2 - Performance metrics on Database #1 (Caucasians).  

DB1C - Caucasian 
Method DR FP 
2.3 – Simple Filter Set 73% 23% 
2.5 – Eye Glint 65% 27% 
7.1 – Two stage 83% 1.7% 
7+8 – Hybrid 85% 1.8% 
7+8+9 – Face Mix 95% 1% 

 

Table 3 - Performance metrics on Database #2 (Asians).  

DB2A – Asian 
Method DR FP 
2.3 – Simple Filter Set 47% 25% 
7.1 – Two stage 59% 1.5% 
7+8 – Hybrid 79% 1.7% 
7+8+9 – Face Mix 89% 0.9% 

 
Table 4 - Performance metrics for defect correction Database #3.  

DB3Corr – Correction Evaluation 
Method DR DR, grade>1 
2.3 – Simple Filter Set 75% 67% 
7.1 – Two stage 84% 77% 
7+8 – Hybrid 85% 80% 
7+8+9 – Face Mix 97% 93% 

 

11.4. Comparative Analysis of Correction Algorithms 
Detection performance can be readily quantified in terms of 

a detection rate (DR) and a false positive (FP) rate, and may 
be determined over a large dataset in an automatic manner. In 
contrast, the quality of correction can only be assessed by 
visual inspection and is subjective. An example of a practical 
grading scale which can be used for assessing the correction 
quality [90]: 
 Table 5 - Correction quality grading classes with description.  

Grade Description of Correction Quality 
3 (best) fills the entire pupil and it looks natural and 

pleasing 
2 fills the entire pupil but remains slightly 

lighter or colored 
1 does not cover the entire pupil or slightly 

exceeds pupil border into the iris 
0 exceeds iris border into schlera or overlaps 

skin region; is worse than the original defect  
 

A number of examples of different classes of correction 
quality are provided in Figure 33 below. 
 

 
Original Grade: 3 Grade: 1 
 

 
Original Grade: 3 Grade: 2 
 

 
Original Grade: 3 Grade: 1 
 

 
Grade: 0 Grade: 0 

Figure 33: Examples of different correction quality grades as described in 
Table 5 above.   

12.  CONCLUSIONS & FUTURE DIRECTIONS 
This article has attempted to provide a broad overview of 

the wide range of techniques which have been applied to 
improve the detection and correction of flash-eye defects in 
the last half-decade or so.  

We began this article with an emphasis on the 
enhancements that were possible as the detection and 
correction filters moved into the camera and real-time analysis 
of an image scene became a reality. It is clear from the wide 
range of techniques outlined in the body of this article that 
there are many new techniques and sources of information 
available to improve and enhance the detection and repair of 
flash-eye artifacts within an imaging device. It will also 
become clear to the reader that some of these techniques lend 
themselves to being readily combined and integrated into a 
common framework, which supports progressive analysis of 
the more difficult defects. Nevertheless there are still 
challenges in this field of research.  

Human perception can very accurately determine if an eye-
region appears unnatural, often in subtle ways that are not 
easily determined by image processing algorithms. Even with 
an understanding of the underlying mechanism which causes 
flash-eye defect and accurate knowledge of subject distance 
and gaze direction it is still not possible to analyze and predict 
the rapid saccadic movement of human eyes. And ultimately it 
is a small number of "difficult" eye-defects which remain to 
challenge researchers and engineers in this field.   



 
A second area of new challenges can be found in the 

emerging illumination-assistance technologies for handheld 
devices such as smart-phones. A number of such devices now 
feature high-power directional LED or Xenon lighting that can 
assist in capturing video under low-lighting conditions. These 
technologies are targeted to allow consumers to capture video 
of their friends & families in nighttime and indoor conditions. 
Interestingly they also induce a range of eye effects in the 
subject's eyes that are similar to those of flash-eye.  

In conclusion, we have sought to update and extend the 
original review provided by Gasparini and Schettini [1]. In 
particular we have taken a more holistic view and kept a focus 
on how red-eye algorithms can be improved when they are 
implemented in an electronic imaging device and it is possible 
to think beyond the boundaries of processing a single 2D 
digital image.  

While this work is primarily focused on the phenomenon of 
flash-eye artifacts is hoped that some of these approaches and 
techniques will be of wider applicability to research engineers 
working with handheld electronic imaging devices and 
systems.    
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